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Chapter 1

Introduction

The common denominator for everything treated in this thesis is ultrasound.
Ultrasound finds its use in such diverse fields as medicine, the maritime en-
vironment, and in seismics. This thesis will focus on arrays used for medical
ultrasound and sonars.

The current devices for medical imaging mostly use 1D linear phased arrays,
typically with around 200 elements. But today 3D imaging is possible through
post-processing of images aquired with 2D arrays. These devices typically re-
quire between 1500 and 10 000 elements [1].

The cost of arrays are often (more or less) proportional to the number of
elements. Often there are also technical difficulties in fitting a high number of
elements and cables on the surface of a transducer. It is therefore favorable to
reduce the number of elements without loss of imaging quality. This is a com-
binatorial optimization problem, and many papers have dealt with this problem
for flat 2D-arrays.

In trying to optimize the performance of arrays with as few elements as
possible, it is desireable to find easy methods to implement that does exactly
this. A question that can be raised is if curving flat 2D-arrays in one direction,
together with thinning, can improve the performance of the array. Are there
certain thinning-patterns which are more receptable for curving? One aim in
this thesis is to show that flat 2D-arrays that have been thinned in a certain
way respond favorably to curving. This important observation is discussed in
Chapter 6. Relationships between curvature, the focal point and the number of
elements will also be studied.

Spherical arrays have found their use in the ocean for omni-directional de-
tecting, which has especially been of interest to the military on such vessels
as submarines. Another such use is finding schools of fish in the ocean. The
Simrad SP270 sonar has been developed for this purpose.

The problem of finding an optimal layout is more ambiguous for spherical
arrays than for planar 2D’s. In general it is impossible to spread M elements
on the surface of a sphere in a uniform manner, and this may not even be
desireable. The Simrad SP270 has been constructed from a dodecahedron, a
regular Platonic solid. Another way of spreading the elements is by using a
packing algorithm.

In this thesis the performance of several spherical arrays constructed with
a packing algorithm will be compared with that of the Simrad SP270. What
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is the optimal way of placing elements on a spherical sonar? We will show
that these placements should satisfy certain constraints. Also, by the use of
a technique called simulated annealing, a method will be proposed for finding
thinned spherical arrays that in some sense have comparable performance to the
full layouts.

1.1 Organization
This thesis is organized as follows: Chapter 2 takes us behind the scenes to see
the fundamental theory behind ultrasound, and become acquainted with the
terminology. This is followed by a presentation of the different arrays and geo-
metries in Chapter 3. In Chapter 4 we take a look at some of the methods used
to obtain the results. One such method used is simulated annealing, a heuristic
explained in Chapter 5. Chapters 6 and 7 contain results and conclusions re-
spectively. Some of the results relating to the curved arrays were submitted as
an article, and an abstract of this is included in Appendix A. Program code for
some of the simulations can be found in Appendices B – E.

Regarding the notation a few things should be noted. Boldface italic
letters always denote vectors, such as x and k. M usually means the number
of elements in an array. Finally Tx and Rx will stand for transmission and
reception respectively.
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Chapter 2

Theory

1
π

=
√

8
9801

∞∑
n=0

(4n)!(1103 + 26390n)
(n!)43964n

— Srinivasa Ramanujan

2.1 Ultrasound
Sound can be seen as a disturbance propagating in a medium, such as gas or
a fluid, which takes on the form of a wave. Ultrasound is defined as sound
waves with frequencies above 20 kHz, i.e. above the range of human hearing.
The choice of frequency depends on the application. A higher frequency creates
better image resolution, while lower frequencies have improved depth of penet-
ration. For medical imaging the frequency is usually in the 2 – 10MHz range
[2], while the sonar we will consider later has the ability to transmit at 20 –
30 kHz. Within medical imaging ultrasound has several advantages. There is
no radiation involved, as opposed to X-rays, which makes it safe for the patient
in addition to being painless. It can also be used for non-invasive surgery, such
as removing kidney stones.

To create ultrasound waves piezoelectric crystals are used. When an electric
current is applied to such a crystal it changes shape rapidly, thereby creating a
sound wave. When it is hit by a sound wave an electrical current is emitted, also
enabling its use as a listening device. Such a crystal is called an element, or a
transducer. Individually these elements have little or no directivity. [3] presents
a model for calculating the response of such a pulsed piezoelectric element.
Elements that gather signal energy over a finite area is called an aperture. The
way they are put together determines the array. One of the big problems in
ultrasound is finding a good way to put a given number of elements together in
a configuration, usually to optimize imaging properties.

2.2 The wave equation
When the eye catches sight of something or the ear listens, they are in both
cases responding to waves, electromagnetic waves and sound waves respectively.
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Hence waves are the natural way information is carried over distances. In ul-
trasound the carriers of information are high frequency sound waves. How they
propagate can be described by the wave equation. It can be derived for dif-
ferent sorts of media, but surprisingly takes on the same form for all sorts of
homogeneous media. For electromagnetic waves it can be derived directly from
Maxwell’s equations, as shown in [4]. Here we will look at the acoustic case,
mostly following the derivation given in [5].

2.2.1 Derivation of the wave equation
Without any disturbance present in a fluid it is considered to be in a state
of equilibrium, characterized by its constant pressure p0 and varying density
ρ0(x, y, z). Any disturbance, such as a sound wave, can be seen as a change
from this state of equilibrium. By letting ps and ρs be small changes (i.e.
ps � p0 and ρs � ρ0) we have

p = p0 + ps and ρ = ρ0 + ρs. (2.1)

Here the derivation of the wave equation for an inhomogeneous medium
is shown since this only differs from the homogeneous case in the addition of
one term. The calculations behind the pulse-echo response, presented later in
this chapter, uses the wave equation for inhomogeneous media. We start by
assuming that the total pressure p, the total density ρ and the velocity v of the
acoustic oscillation satisfy the hydrodynamical equations

ρ
∂v

∂t
= −∇p and

∂ρ

∂t
= − div(ρv). (2.2)

By substituting (2.1) into (2.2) we get

(ρ0 + ρs)
∂v

∂t
= −∇(p0 + ps),

∂(ρ0 + ρs)
∂t

= − div((ρ0 + ρs)v).

Disregarding small terms of second order this can be written as

ρ0
∂v

∂t
= −∇ps, (2.3)

∂ρs
∂t

= − div(ρ0v). (2.4)

Differentiating (2.4) with respect to time we get

∂2ρs
∂t2

= − div
(
ρ0
∂v

∂t

)
. (2.5)

We then use (2.3) to substitute for ρ0
∂v
∂t in (2.5), which gives

∂2ρs
∂t2

= ∇2ps. (2.6)

Assuming that the process of propagation of sound is without loss or gain of
energy, i.e. what is known as an adiabatic process, we have the relation

dp

dt
= c2

dρ

dt
. (2.7)



2.2. The wave equation Page 11

Substituting (2.1) into (2.7) we get

1
c2
∂ps
∂t

=
∂ρs
∂t

+ v · ∇ρ0,

which gives another relation between ps and ρs. By differentiating this expres-
sion with respect to time we get

1
c2
∂ps
∂t2

=
∂2ρs
∂t2

+
∂v

∂t
· ∇ρ0. (2.8)

The last term on the right hand side is a scattering term, and vanishes for
homogeneous media. Inserting (2.6) into (2.8) we see that we then get the wave
equation on the more familiar form

∇2ps −
1
c2
∂2ps
∂t2

= 0. (2.9)

2.2.2 Solutions of the wave equation

We now wish to find a solution of the wave equation. A frequently used technique
for solving certain types of differential equations is to assume separability (see
e.g. [6]). Applying this to (2.9), dropping the index in ps, we get

p(x, t) = f(x)g(y)h(z)q(t),

where x = (x, y, z). We start by assuming p to have a complex exponential
form, i.e.

p(x, t) = ej(ωt−k·x). (2.10)

Here ω and k = (kx, ky, kz) are constants. Inserting (2.10) into (2.9) we have
that p must satisfy the following constraint:

k2
x + k2

y + k2
z =

ω2

c2
.

Under this constraint signals of the form (2.10) satisfy the wave equation. This
type of solution is called a plane monochromatic wave. Monochromatic refers
to the single frequency of the solution. It can be shown that c is the speed of
propagation, see e.g. [7]. We also note that the temporal and spatial frequencies
of the wave are given by the relations

ω =
2π
T

and |k| = 2π
λ

respectively, where T is the period of the wave and λ is the wavelength. k is
called the wavenumber vector.

Solution in spherical coordinates

For waves with spherical symmetry, i.e. p(r, θ, φ, t) = p(r, t), the wave equation
can be written as

1
r2

(
r2 ∂p

∂r

)
=

1
c2
∂2p

∂t2
. (2.11)
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Near−fi eld Far−field

Figure 2.1: Near-field and far-field.

One of the simplest solutions to this is a monochromatic spherical wave propagat-
ing from the origin, which takes on the form

p(r, t) =
A

r
ej(ωt−kr).

Here we see that the amplitude of the spherical wave is proportional to 1/r,
as opposed to plane waves which have constant amplitude. When the distance
from the aperture is big enough the curvature of the wavefront is so small that
it can be approximated by a plane wave.

We have that the wave equation is linear. If p1(x, t) and p2(x, t) are solu-
tions to the wave equation then ap1(x, t) + bp2(x, t), for all a, b ∈ R, is also a
solution. Thus more complicated solutions can be found by combining solutions.
In the case of plane waves we then get the harmonic series

p(x, t) =
∞∑

n=−∞
Pne

jn(ω0t−k0·x). (2.12)

From Fourier theory we then have that any periodic waveform with a funda-
mental frequency ω0 = c · |k0| can be represented by such a series, and so every
signal is a solution of the wave equation. This property is what makes waves so
useful for transmitting information.

2.2.3 Near-field and far-field sources
In array processing it is important to know which of the solutions (2.10) or
(2.11) of the wave equation to use. The solutions of the wave equation take
on different forms depending on how far we are from the source. In the near-
field, close to the source, the waves have a spherical shape. But as the wave
propagates through space the wavefront becomes planar. This is illustrated in
Figure 2.1

When implementing beamforming algorithms (see Section 2.9 on Page 20)
it is important to keep this in mind. Making the wrong assumption can have
grave consequences for the output of the algorithm. Knowing whether one is in
the near-field or the far-field can yield some advantages. In the near-field, since
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A
θ

x

Figure 2.2: The effect of diffraction.

the wave has a spherical shape, the wavefield depends on the location of the
sensor. Hence it is possible to determine the exact location of the source. The
converse makes it impossible to determine the location of far-field sources. But
as we will see in Section 2.4 on Page 15, being in the far-field can under some
conditions simplify analysis substantially. There is no exact boundary between
the near-field and the far-field. Choosing where to set this boundary depends
on the problem.

2.2.4 Diffraction
The theory of diffraction explains why plane waves deviate from their straight-
line propagation when passing through an aperture. The classical case of this
can be seen at the edges of shadows, which are blurred. The effect of diffraction
on a propagating wave depends on the size of the aperture. A small aperture
spreads the wavefield.

Christian Huygens tried to model this phenomena, and Huygens’ Principle
states that each point on the surface of the aperture is the origin of a spherical
wave. The wavefield can then be calculated from the Rayleigh-Sommerfeld
diffraction formula, which for acoustic waves takes on the form

p(x) =
1
jλ

∫
A

ps(xa)
ejkr

r
cos(θ) dA.

Here A is the aperture, xa is a point on the aperture and θ is the angle between
the normal of the aperture and the vector joining dA and x. The scenario is
depicted in Figure 2.2.

Diffraction has relevance in array processing since the wavefield generated
from an element is similar to that of a wave traveling through a hole. This
effect is especially important in this thesis for the calculation of the pulse-echo
response (see Section 2.5 on Page 17).
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ok

φ

y

x

Figure 2.3: Linear array with M elements.

2.3 Frequency response
What ties much of the theory of waves together with array processing is that
it enables us to study the response of a system. Consider a 1D linear array
with a continuous wavefield traveling across the array. We assume that the
wavefield has a wavenumber vector given by |ko|, with an angle φ to the normal
of the array. This is depicted in Figure 2.3. So what happens when this wave is
sampled by our aperture of M elements?

The impulse response h(t) of a system is simply defined as the output of the
system if the input is an impulse:

δ(t) =

{
1, t = 0
0, otherwise.

From elementary signal processing theory we have that the output y(t) of a
linear time-invariant (LTI) system can be written as the impulse response h(t)
convoluted with the input x(t), or

y(t) = h(t) ∗ x(t) =
∫ ∞
−∞

h(θ)x(t − θ) dθ.

The equivalent discrete case (which is more relevant for this thesis) states that

y[n] = h[n] ∗ x[n] =
∞∑

k=−∞
h[k]x[n− k]. (2.13)

We then consider the case where the input is a complex exponential, i.e. x[n] =
ejωn. Inserting this input into (2.13) it is easy to see why complex exponentials
play such an important role in signal processing:

y[n] = h[n] ∗ x[n] =
∞∑

k=−∞
h[k]ejω(n−k)

=

( ∞∑
k=−∞

h[k]e−jωk
)
ejωn.

(2.14)
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So any complex exponential is an eigenfunction of linear time-invariant systems!
The eigenvalue, the term

H(ejω) =
∞∑

k=−∞
h[k]e−jωk,

is called the frequency response of the system. Therefore we see that the output
when any complex exponential is filtered through an LTI-system is simply the
same complex exponential scaled by H(ejω). Because of (2.12) the output of
any signal can be determined by H(ejω).

These results can easily be transferred to linear acoustic systems, which
extends this concept into spatial sampling. The aperture function w(x) then
takes on the role of the impulse response, and the continuous-wave response
W (k) (discussed in the following section) is the equivalent of the frequency
response.

2.4 Aperture smoothing function

When a wavefield f(x, t) is seen through a finite aperture w(x) the resulting
output is

z(t) = w(x)f(x, t).

The corresponding Fourier transform can then be expressed as a convolution:

Z(k, ω) = W (k) ∗ F (k, ω).

Here we see that the wavefield spectrum F (k, ω) when seen through an aperture
is smoothed by W (k), the Fourier transform of w(x). Hence W (k) is called the
aperture smoothing function. It is defined by

W (k) =
∫ ∞
−∞

w(x)ejk·x dx.

In a similar way to the frequency response, the aperture smoothing function
enables us to determine the output when a wavefield with wavenumber vector
k is sampled by an array.

In the discrete case, with wm as the weights and xm as the array element
positions, we get

W (k) =
M−1∑
m=0

wme
jk·xm . (2.15)

The easiest arrays to evaluate are planar linear arrays, where each element
has been placed on a regular grid. The aperture smoothing function is then
easy to analyze, and fast to compute via the fast Fourier Transform (FFT). The
aperture smoothing function for a 10× 10 regular array with element distance
d = λ/2 calculated with the FFT is shown in Figure 2.4. As with other such
plots in this thesis the scale for the range is in decibels (dB), which is related
to a value v by 20 log10 v.
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Figure 2.4: Normalized aperture smoothing function for 10 × 10 array with
element distance d = λ/2, and a cut along the x-axis.

The aperture smoothing function for an M × M point array with inter-
element distance d can also be calculated analytically from (2.15):

W (kx, ky) =
M−1∑
n=0

M−1∑
m=0

ej(kxm+kyn) =
M−1∑
n=0

M−1∑
m=0

ejkxm · ejkyn

=
M−1∑
m=0

ejkxm
M−1∑
n=0

ejkyn =
sin(kxMd/2)
sin(kxd/2)

sin(kyMd/2)
sin(kyd/2)

.

For practical means the analytical expressions are usually too complex to have
any usefulness.

2.4.1 Angular smoothing function
For applications involving arrays in three dimensions it is convenient to rewrite
(2.15) by using spherical coordinates, hence we get the angular smoothing func-
tion. Let

u = cos(θ) sin(φ), v = sin(θ) sin(φ) and w = cos(φ) (2.16)

be the change to spherical coordinates, and

sθ, φ =
(ukx, vky, wkz)

|k| .

We observe that
√
u2 + v2 + w2 = 1. Figure 2.5 illustrates this change of co-

ordinates.
sθ, φ is a point on the unit sphere, and expresses the direction the array is

“looking”. Since |k| = 2π/λ the angular smoothing function can then be written
as

W (u, v) =
M−1∑
m=0

wme
j 2π
λ sθ,φ·xm . (2.17)

To cover all physical angles we have that θ, φ ∈ [−π/2, π/2], and thus u, v ∈
[−1, 1].
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Figure 2.5: Change of coordinates from cartesian to spherical.

2.5 Pulse-echo response

When examining the aperture smoothing function we made two assumptions;
the incoming wave was plane (far-field) and continuous (infinite in length). In
medical ultrasound the waves are pulsed and the echoes occur in the near-field.
The continuous-wave response is therefore not a good approximation to the
response of the array.

Instead we must use the pulse-echo response, which shows the arrays re-
sponse to a scattered field from a small inhomogeneity at a point x. For the
array to be focused the focal length must be equal to the distance from the array
to x. The array is focused in the directions u, v ∈ [−1, 1], and the response is
calculated over these directions. Some considerations must be taken. Since we
no longer deal with a continuous wavefield it is important to specify the length
and shape of the pulse.

Central to the calculation of the pulse-echo response is the spatial impulse
response h(x, t), this is found by summing all the waves passing by a fixed point
x. If A is the aperture and xa is a point on the aperture, for a flat aperture it
takes on the form

h(x, t) =
∫
A

δ(t− |x−xa|c )
2π|x− xa|

dA.

By summing arcs through the aperture [8] shows how to calculate this expres-
sion. The continuous wavefield can be found by Fourier transforming p(x, t).
More importantly for the pulse-echo response, we have that the received re-
sponse with numerous scatterers can be found from the spatial impulse response.
This is shown in [9]. So we have that all ultrasound fields of interest can be
calculated from the spatial impulse response.

Using the spatial impulse response the pressure in x can be written as

p(x, t) = ρ0
∂vn(t)
∂t

∗ h(x, t).
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Figure 2.6: Pulse-echo response for a 48× 48 circular array, and a cut along the
x-axis.

The calculation of the spatial impulse response assumes linearity, so any
transducer can be divided into flat apertures and the response can be calculated
from the response of these smaller apertures. The pulse-echo response for a
48× 48 array is shown in Figure 2.6.

2.6 Mainlobe and sidelobes

In Figure 2.4 and 2.6 we see certain characteristics shared by both the aperture
smoothing function and the pulse-echo response.

Mainlobe

The most striking feature is the peak lobe in the middle. This is called the
mainlobe. Apertures with a large spatial extent have narrow mainlobes. The
width of the mainlobe determines the resolution of the array. A thin main-
lobe indicates good resolution. The ideal aperture smoothing function would
be the perfectly focused impulse function W (k) = δ(k) as the wavefield then
could be measured exactly. But the finite extent of apertures makes this im-
possible. The mainlobe is often measured by the width at −6 dB, as shown in
Figure 2.7. Another measure of the mainlobe is the Rayleigh criterion [7], where
it is characterized by half its width.

Sidelobes

The other important feature is the height of the sidelobes. The height of the
highest sidelobe shows the arrays ability to distinguish weak targets in the pres-
ence of strong objects, and the arrays ability to focus in a certain direction. Just
as the mainlobe is never a perfect impulse, the sidelobes are always present.
With a given aperture it is possible to suppress sidelobes, but this is usually a
trade-off with the width of the mainlobe.
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Figure 2.7: Mainlobe and sidelobes in a 10 point moving average filter with
element distance d = λ/2.

2.7 Spatial sampling
The Shannon Sampling Theorem states that a bandlimited continuous-time sig-
nal x(t) with maximum frequency ω0 can be reconstructed exactly from its
samples if the samples are taken at a rate

ωs > 2ω0. (2.18)

The minimum sampling rate is also known as the Nyquist rate. This result
can easily be extended to an n dimensional signal by applying the Shannon
Sampling Theorem to each of the n dimensions.

The Shannon Sampling Theorem says that under the right conditions it is
possible to represent a signal exactly by its samples. But in the real world
several problems arise:

• Any finite length signal is never bandlimited. For digital processing in a
computer any infinite length signal must be truncated.

• In a digital form samples can’t be represented accurately.

• When reconstructing, the truncation of the interpolation function causes
some error.

With spatial sampling the equivalent of (2.18) is ks > 2kmax. This implies
that the sensors must be placed so that the distance d between them satisfies

d =
2π
ks

<
π

k0
=
λ0

2
.

2.8 Grating lobes
One definition of a grating lobe is a mainlobe not located at the origin. These
secondary mainlobes appear when a field is undersampled, i.e. the element
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Figure 2.8: Mainlobe and grating lobes in a 10 point moving average filter with
element distance d = 5λ/4.

distance satisfies d ≥ λ/2. An example of the aperture smoothing function for
such an undersampled array is shown in Figure 2.8.

Grating lobes can cause big problems as signals propagating from one dir-
ection can appear to propagate from a completely different direction. For a
fixed wavelength λ the visible region is defined as the interval [−2π/λ, 2π/λ]. If
λ ≤ 2d the visible region extends beyond one period of the aperture smoothing
function, and we have spatial aliasing. Thus the waves kx = π/d ± s (where
s 6= 0) appear equivalent when seen through the array.

2.9 Beamforming
Through signal processing it is possible to both enhance and change an arrays
directivity without making any physical changes. Beamforming covers a wide
range of signal processing algorithms that in some way focuses (or steers) the
array in a particular direction.

2.9.1 Delay-and-sum beamforming
The simplest beamforming algorithm is the so-called delay-and-sum beamform-
ing. If a signal is present in an array’s aperture the idea is to put a delay on each
element so that the signal is reinforced compared to noise or other propagating
waves.

If we let ym(t) be the measured waveform from the mth element in an M
element array, the output of the delay-and-sum beamformer is defined as

z(t) =
M∑
m=1

wmym(t−∆m).

Here wm and ∆m are the applied weights and delays to the mth elements re-
spectively.
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Figure 2.9: Beampattern for an M = 10 element array with element distance
λ = d/2, and with wave incidence angles φ = 0 and φ = π/3.

To illustrate how these delays should be chosen the easiest case is that
of a far-field source. Consider the resulting plane wave, with wavenumber k,
propagating past an M element uniform linear array. It can easily be shown
that the delay for the mth element should be

∆m = −k · xm
ω

,

where ω is the wave frequency. If, on the other hand, we are looking at a
near-field source, the delay of the mth element should be

∆m = −λ− rm
c

.

Here rm is the distance between the source and the element and λ is the
wavelength.

The beamformer assumes that we have some information about the wave-
field. Either the speed of propagation or propagation direction. If we make the
wrong assumption on either we say that the beamformer is mismatched.

2.9.2 Beampattern and steered response
For a plane wave the output of the beamformed signal is determined by the
amplitude and phase of the array pattern, It has the same form as the aperture
smoothing function given in (2.15),

W (k) =
M−1∑
m=0

wme
jk·xm . (2.19)

Through the array pattern we can find information about the direction of a
propagating wave by looking at which k corresponds to max(W (k)). This is
illustrated in Figure 2.9 using an M = 10 element array with element distance
λ = d/2. The plots show the array pattern with incidence angles u = 0 and
u = 0.5.
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There is also the equivalent of the angular smoothing function in (2.17),
namely the angular array pattern. As with the array pattern, the angular array
pattern takes on the same form as the angular smoothing function for plane
waves,

W (u, v) =
M−1∑
m=0

wme
j 2π
λ sθ,φ·xm . (2.20)

Using the array pattern there are two different ways of evaluating the design
of arrays and algorithms, the beampattern and the steered response.

Beampattern

For the beampattern we start by assuming that the array looks for signals
propagating with wavenumber vector ko, hence the delays {∆m}M−1

m=0 are chosen
so that the array is steered in this direction. The beampattern is then defined as
the output if the propagating signals arrive from a different direction k (where
|k| = |ko|), or written in terms of (2.19) as W (k − ko) with k fixed. The
beampattern allows us to study how signals from directions other than the one
we focus disturbs the output.

Steered response

For the steered response we wish to look at the output if we focus the array
in different directions, but with the wavefield fixed. Like the beampattern,
the steered response can written in terms of (2.19) as W (k − ko) but with ko

fixed. The steered response is used to scan space systematically to detect the
propagation of a fixed wavefield. This is what will be meant by the continuous-
wave response.

2.10 Thinned arrays
Due to the complexity in arrays it is desirable to lower the number of elements
without a great increase in the signal to noise ratio. This is called thinning. A
thinned array is characterized by a large aperture and a small number of active
elements. For an array with M elements, where only K elements are active,
there are (

M

K

)
=

M !
K!(M −K)!

permutations. Finding an array optimized by some criterion is therefore a com-
binatorial optimization problem, and we will return to this in Chapter 5. The
idea is to find thinned arrays with thin mainlobes, low sidelobes and without
grating lobes. In some of the planar arrays presented later we have M = 50 · 50
and K = 500, which gives

(
2500
500

)
≈ 4.0 · 10541 configurations. The spherical

arrays presented typically have M = 240 and K = 160, which gives 3.6 · 1065

configurations. By any means these numbers show that using an exhaustive
search is futile. Instead we must use smarter algorithms.
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Chapter 3

Arrays

In order to make an apple pie from scratch, you must first create the
universe.

— Carl Sagan, Cosmos

The array provides the limitation on the accuracy and resolution of the
system. This is what makes the design of arrays so important. We will look at
two types of arrays; curved linear arrays and spherical arrays.

3.1 Curved linear arrays

The goal of this thesis is to examine the properties of curved and spherical arrays.
The easier case is to look at square arrays that have been curved along one axis
only, i.e. rounded like the exterior of a cylinder. Many of the ambiguities
surrounding spherical arrays disappear, making it easier to build on previous
work.

3.1.1 Background

In medical ultrasound 2D images are created by using linear arrays. By phase
steering the array, as is done in beamforming, this can be achieved with 1D
arrays. Much research has gone into optimizing these arrays by such techniques
as e.g. sparsing or changing the weight function.

In the forefront of research today is 3D imaging, usually done by the post-
processing of 2D images [10]. Similar to using 1D arrays to obtain 2D images,
a 3D image can be acquired by phase steering a 2D array. The problem with
2D arrays lay in the large number of channels. One solution to this problem
is sparsing the 2D array. As briefly mentioned in Chapter 1 there are many
methods for doing this.

The process of creating a 3D image is illustrated in Figure 3.1, and shows a
15 week old fetus. On the left side we see the fetus scanned from two different
directions, represented by the green and the red frame in the upper right corner.
Combining the two cross sections we get the final result as seen in the lower right
corner.
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Figure 3.1: Volumetric imaging of a fetus.

By undersampling [11] suggests several layouts for planar arrays with good
imaging properties and reduced channel count. All of these are circular arrays.
This chapter is by large an extension of the work done in [11], where we look at
nine of the 14 arrays presented in the paper. The question raised here is: Can
the performance of some (or all) of these arrays be improved by curving them
in one direction?

In medical ultrasound today some arrays are curved so that they are able to
scan a wider section. This enables even a small array to scan a large area. But
to the author’s knowledge little study has gone into reducing the signal-to-noise
ratio by curving.

3.1.2 The Arrays
For the image quality to be good a 2D array generally requires between 1500 and
10 000 elements. But with the technology available today any implementation
would have a number of elements on the lower end of this scale.

All arrays presented in this chapter were sparsed from a full square array
of 48× 48 elements, 2304 elements in total. This makes it possible to compare
all results with those in [11]. First the arrays were made circular, removing the
corner elements and reducing the total number of elements in the full array from
2304 to 1804 (as shown in Figure 3.2). From this basis array several new arrays
were constructed with thinned layouts in various shapes.

These layouts have been found through some work beforehand, by looking
at the location of the zeros and grating lobes in the transmit and receive re-
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Figure 3.2: Full 48× 48 array with 1804 elements, transmission and reception.

sponses. A coarse estimate to the pulse-echo response WPE(u, v) can be found
by multiplying the continuous-wave response of the transmit layoutWTx

CW(u, v)
by that of the receive layout WRx

CW(u, v), i.e.

WPE(u, v) ≈WTx
CW(u, v) ·WRx

CW(u, v).

To cancel out the grating lobes in the total response it is therefore desirable
that the grating lobes in WTx

CW(u, v) correspond to the zeros of WRx
CW(u, v), and

vice-versa. These grating lobes can be found approximately by looking at the
continuous-wave response for each layout. For periodic layouts it is sufficient
to look at the continuous-wave response for the equivalently thinned 1D arrays.
This is because the weight function of a periodic array is separable, i.e. can be
written as w(x, y) = w(x)T · w(y). For an M ×M array, w(x) and w(y) are
here 1 ×M vectors. The continuous-wave responses for some of the recurring
thinning patterns in the arrays presented later are shown in Figure 3.3.

Here we see that the thinning pattern [10101010 . . . ], corresponding to Fig-
ure 3.3(b), has a grating lobe at u = ±1. The thinning patterns [10110110 . . . ]
in Figure 3.3(c) and [10010010 . . . ] in Figure 3.3(d) both have grating lobes at
u = ±0.7, while for [10001000 . . . ] and [11001100 . . . ], in Figures 3.3(e) and
3.3(f) respectively, the grating lobes are located at u = ±0.5. Figure 3.3(e)
also has a grating lobe at u = ±1. In [11] the location of the grating lobes are
expressed as a function of the periodicity of the array.

Some thinned arrays with desirable properties should therefore be expected
to arise from combining Figure 3.3(b) with either Figures 3.3(c) or 3.3(d), Fig-
ure 3.3(c) with Figure 3.3(f), or Figure 3.3(d) with Figure 3.3(e). The envelopes
of these combinations are shown in Figure 3.4. There we see that the grating
lobes are really canceled, but to a greater extent for the denser layouts.

The arrays that will be examined for transmission and reception are shown
in Figures 3.5 to 3.7. They are the Bin, Diag1, Diag2, DiagDP, ImpR4b, ImpV,
Pol, Rad4 and Vern arrays respectively. Some of the properties for these arrays
are listed in Table 3.1.
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(a) Thinned as [11111111 . . . ]
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(b) Thinned as [10101010 . . . ]
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(c) Thinned as [10110110 . . . ]
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(d) Thinned as [10010010 . . . ]
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(e) Thinned as [10001000 . . . ]
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(f) Thinned as [11001100 . . . ]

Figure 3.3: Continuous-wave response for some thinning patterns.
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(a) Envelope of [10101010 . . . ] &
[10110110 . . . ]
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(b) Envelope of [10101010 . . . ] &
[10010010 . . . ]
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(c) Envelope of [10110110 . . . ] &
[11001100 . . . ]
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(d) Envelope of [10010010 . . . ] &
[10001000 . . . ]

Figure 3.4: Envelopes of various thinning patterns.
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Figure 3.5: Arrays Bin, Diag1 and Diag2, transmission and reception.
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Figure 3.6: Arrays DiagDP, ImpR4b and ImpV, transmission and reception.
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Figure 3.7: Arrays Pol, Rad4 and Vern, transmission and reception.
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Array # els., Tx # els, Rx Total # els. # overlap. els.
Full 1804 1804 3608 1804
Bin 447 447 894 0
Diag1 877 208 1085 99
Diag2 877 796 1673 396
DiagDP 606 606 1212 208
ImpR4b 964 780 1884 484
ImpV 421 796 1217 182
Pol 484 361 845 0
Rad4b 533 373 906 69
Vern 421 208 629 48

Table 3.1: Table of arrays with number of elements (transmission and receiver),
total number of elements and number of overlapping elements between trans-
mitter and receiver.

Binned arrays

The first array in Figure 3.5, the Bin array, is a random binned array. This has
been constructed by dividing the array into bins, and then placing one element
in each bin. The bin-size in the Bin array is 2×2, hence reducing the number of
elements compared to the full array with a factor of four. The elements are also
non-overlapping, so that none of the transmit elements are in the same position
as the receive elements.

The first array in Figure 3.7, the Pol array, is also a binned array, but instead
of being rectangular binned it has been binned along 36 lines through the center
of array, so that each line covers approximately 5 degrees. Each line was divided
into bins twice the size of each element. All overlapping elements in the receiving
array were removed.

These arrays, being of a random nature, can not be related to the thinning
patterns discussed previously in this section. [11] argues that random binned
arrays have desirable sidelobe properties compared to completely random arrays.

Diagonal arrays

The lower two arrays in Figure 3.5 as well as the first array in Figure 3.6 have
all been sparsed along diagonals in the transmitter. So we should expect that
the responses of these arrays should be symmetric along diagonals in the uv
domain. We first see that the Diag1 and Diag2 arrays share the transmitting
layout, shown in Figures 3.5(c) and 3.5(e). The thinning pattern along the x-
axis corresponds to that of Figure 3.3(a). For the receiving layout the Diag1
array has the thinning pattern corresponding to that of Figure 3.3(d), while
that of the Diag2 array is found in Figure 3.3(c). This yields the envelopes of
Figure 3.4(b) for the Diag1 array and Figure 3.4(a) for the Diag2 array.

Radial arrays

The second array in both Figure 3.6 (the ImpR4b array) and Figure 3.7 (the
Rad4b array) have been sparsed radially, i.e. sparsed as a 1D array that has
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Array Sparsing Max. SL −6 dB BW
Dense None −69.6 dB 2.03◦

Bin Rect. binned −51.6 dB 2.05◦

Diag1 Diagonal −49.0 dB 2.03◦

Diag2 Diagonal −60.0 dB 2.05◦

DiagDP Diagonal −57.4 dB 2.02◦

ImpR4b Radially −64.9 dB 2.15◦

ImpV Line −45.2 dB 2.07◦

Pol Polar binned −48.5 dB 2.25◦

Rad4 Radially −56.9 dB 2.21◦

Vern Line −39.9 dB 2.05◦

Table 3.2: Table of arrays with type of sparsing, and maximum sidelobe level
and −6 dB beamwidth (in degrees) as reported in [11].

been rotated about the origin. These arrays are not as sparse as most of the
others, as more elements are needed for a circle than for straight lines.

The ImpR4b array has a transmitter, shown in Figure 3.6(c) with a thinning
pattern corresponding to that of Figure 3.3(c). For the receiver, shown in Fig-
ure 3.6(d), the thinning pattern corresponds to that of Figure 3.3(f). This gives
the envelope in Figure 3.4(c).

Transmission for the Rad4 array is shown in Figure 3.7(c), while reception is
in Figure 3.7(d). It has thinning patterns corresponding to that of Figures 3.3(d)
and 3.3(e) for transmission and reception respectively. This gives the envelope
in Figure 3.4(d).

Vernier arrays

Vernier arrays have shown good imaging properties, in addition to being used as
a bench mark (along with dense arrays). There are two Vernier arrays presented,
the ImpV and Vern arrays, shown as the bottom arrays in Figures 3.6 and 3.7
respectively. The Vern array can be classified as Vernier p = 3 array, with
every second element active in the transmitter and every third element active
in the receiver. For Vernier arrays, p = 3 is the smallest number so that both
transmitter and receiver are sparse. The ImpV has every second element on in
the transmitter, and two elements on and one off in the receiver. The grating
lobes appear at the same locations as those of the Vern array, but have lower
amplitudes. This can be seen in Figure 3.4, where Figure 3.4(a) corresponds to
the ImpV array and Figure 3.4(b) corresponds to the Vern array.

All arrays summed up

These recurring themes in the way of sparsing are summed up in Table 3.2. All
of these sparse arrays have some sort of periodicity, as seen in the second column
of the table. The number of active elements in both the transmit and receive
aperture varies widely, so we should expect great differences in the performance
of each array. This is shown in the last two columns of the table, where the
maximum sidelobe levels along with the −6 dB beamwidth reported in [11] are
listed.
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Figure 3.8: ROC for a curved array.

3.1.3 Radius of curvature (ROC)

There are several ways to curve an array, but the common way is a uniform
curvature. To have a uniform curvature the elements are placed as if on the
surface of a cylinder. The parameter that then specifies the curvature is the
radius of the imagined cylinder, and this radius is called the radius of curvature
(ROC). 1/ROC then becomes the degree of curvature. With the array as a
thick line, this is shown in Figure 3.8. Using this definition a flat array can be
characterized by an ROC that tends to infinity, while an array with a strong
curvature has a small value for the ROC.

3.2 Spherical arrays

The only form of energy propagating in the ocean that can travel far without
a substantial loss of energy is acoustic waves. E.g. the Simrad SP270 sonar,
which we will look at in the following section, has a range of 6000 m!

It is in the ocean that spherical arrays find most of their uses, where omni-
directional imaging is desirable through the use of sonars (which is an acronym
for sound navigation and ranging). Similar sonars to the Simrad SP270 sonar
are also used on submarines, where they function as radars. With more than
one thousand elements these can be very efficient in finding targets, as each
element points in a slightly different direction (see Figure 3.9).

The question that springs to mind is how to place all these elements? As
opposed to the curved arrays discussed earlier, where the elements were placed
on a square grid, there is no such regular grid for the sphere. With more than 20
elements (corresponding to a Platonic solid) one has to resolve to irregularities.
In the following pages two types of arrays will be presented: One which can be
seen as an extrapolation of a Platonic solid, the others have been created with
a more random technique.
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Figure 3.9: Spherical sonar emitting beams.

3.2.1 Simrad SP270

The Simrad SP270 sonar is produced by Simrad, a division of Kongsberg Mari-
time. It is one of the major manufacturers of maritime electronics. The Simrad
SP270 sonar is used in fishery for finding schools of fish. Its shell is shown in
Figure 3.10.

The Simrad SP270 sonar is a spherical array constructed from a dodecahed-
ron. A dodecahedron consists of 12 pentagons (polygon with five equal sides)
put together, as shown in Figure 3.11.

The dodecahedron is just one of the five Platonic solids, or regular solids as
they are also called. The other four are the cube, icosahedron, octahedron and
tetrahedron. In [12] it is proven that there are only these five. They all share the
property that their faces are congruent regular polygons, and the same number
of faces meet at each vertex. As an example consider the cube. It has six faces,
all of which are squares. At each vertex the interior angle between each of the
three faces that meet is 90 degrees.

As already mentioned the dodecahedron has 12 faces and 20 vertices. The
elements have been placed on each pentagon in the dodecahedron in the follow-
ing way:

• Place one element in the middle of each pentagon.

• Place 5 elements on a small pentagon surrounding the center element.

• Place 5 more elements on a pentagon surrounding the smaller one. Between
each of these elements place another element.

• Place elements in each vertex of the pentagon, and two on the edges
between neighboring vertices.

This gives 31 elements on each of the 12 pentagons. The elements surround-
ing each single element make up either a pentagon or a hexagon (polygon with
six equal sides). The layout is shown in Figure 3.12. It is important to note
that all the elements have been projected to the surface of the sphere, so that
the array really is spherical.



3.2. Spherical arrays Page 35

Figure 3.10: The shell of the Simrad SP270 sonar.

Figure 3.11: Dodecahedron, consisting of 12 pentagons.
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Figure 3.12: Layout of elements on each pentagon of the Simrad SP270 array.

When calculating the total amount of elements some considerations must be
taken. Since each pentagon borders others, the elements on the edges should
only be counted once for the bordering pentagons. Also, in the Simrad SP270
sonar one of the pentagons have been removed to make room for connecting the
sonar to the outside world and for cables (removing 31 elements). The total
number of elements is therefore

12 ·
(

16 +
10
2

+
5
3

)
− 31 = 241.

With this structure the Simrad SP270 array has the property that the neigh-
borhood of most elements appear the same, a property which will reveal itself
to facilitate the analysis of the array in later chapters.

3.2.2 Packing algorithm arrays
Several arrays were created based on the packing algorithm which will be de-
scribed in Chapter 4 using different values of N (the number of points being
packed). Some of these showed good properties with respect to performance.
The measure of performance will be defined in Chapter 4.

Some considerations were made in constructing the packing arrays. To be
comparable to the Simrad SP270 array the bottom part of the array, corres-
ponding to the pentagon missing in the Simrad SP270 array, was cut off. One
pentagon in the dodecahedron occupies 72◦, so all elements having a height
below this were removed. On the unit sphere this corresponds to all elements
below − cos(72◦/2) = −0.80.
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But before cutting of part of the bottom all the elements in the packed arrays
were rotated so that one of the elements, say in position a, pointed straight up,
i.e. was moved to the position b = (0, 0, 1). This was done by moving all points
in position x to their new position x′ according to the formula

x′ = x− (a + b) · x
1 + a · b (a+ b) + 2(a · x)b.

The formula is straightforward to show, but the calculations are tedious.
All arrays created by the packing algorithmwill have names such as sphere250,

where the number refers to the number of points (in this case 250) used in the
packing algorithm when creating the array.
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Chapter 4

Method

If at first you don’t succeed, give up, no use being a damn fool.

— Unknown

4.1 Calculation of the continuous-wave response

4.1.1 Matrix multiplication

The thinning algorithm which will be discussed in Chapter 5 has been designed
to narrow the amount of searched layouts. But to find a near optimal configura-
tion it still needs to run through thousands or millions of layouts. It is therefore
desirable to find an improvement in the way the continuous-wave response is
calculated.

When working with the continuous-wave responses of the different arrays on
a digital computer they need to be discretisized, i.e. sampling them on a grid
of size N × N . For all the responses in this thesis N = 181 has been used,
so that there is roughly one line in the response for each degree. Hence the
desired continuous-wave response is in the form of an N ×N matrixW (ui, vj),
calculated from the angular array pattern in (2.20). Underlying the sampling
of the response lies the discretization of the angles defined in (2.16), over which
the response was calculated. Since the angles θ and φ range from −π/2 to π/2
we have that u, v ∈ [−1, 1]. u and v have been uniformly sampled, so that in
the case of N = 181 the ith sample of u and v can be written as

ui, vi = −1 +
i− 1
90

, i = 1, . . . , 181.

k(i, j) is defined to be the wavenumber vector of the wavefield arriving from
the angle corresponding to (ui, vj).

In Matlab, which has been used for all simulations in this thesis, especially
the use of for-loops is inefficient compared to matrix multiplications. With
some clever rewriting for-loops can often be be replaced by matrix multiplica-
tions instead. To implement (2.19) we see that we need three nested for-loops
to evaluate the two-dimensional matrix W (ui, vj). Rewriting the for-loops as
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matrix multiplications would (from the author’s experience) increase computa-
tional speed many times. To ease the notation we start by defining

ci,j,m = ejk(i, j)·xm .

With M elements in the arrayW then takes on the form

W =



M∑
m=1

wmc1,1,m

M∑
m=1

wmc1,2,m · · ·
M∑
m=1

wmc1,N,m

M∑
m=1

wmc2,1,m

M∑
m=1

wmc2,2,m · · ·
M∑
m=1

wmc2,N,m

...
...

...
M∑
m=1

wmcN,1,m

M∑
m=1

wmcN,2,m · · ·
M∑
m=1

wmcN,N,m


.

We then define the M × N matrix Ci, where M is the number of elements in
the array:

Ci =


ci,1,1 ci,2,1 · · · ci,N,1
ci,1,2 ci,2,2 · · · ci,N,2
...

...
...

ci,1,M ci,2,M · · · ci,N,M

 .

Let w denote the vector consisting of the weights for each element, i.e.

w = (w1, w2, . . . , wM ). (4.1)

Let W i be the 1×N matrix

W i = wCi. (4.2)

Then W can be written as

W =


· · · · · · W 1 · · · · · ·
· · · · · · W 2 · · · · · ·

...
· · · · · · WN · · · · · ·

 . (4.3)

The representation for the continuous-wave response given in (4.3) has sev-
eral advantages:

• The difference between the calculation of each of the thinned layouts can
be seen as a change in the weight-vector w for the elements, defined in
(4.1). In (4.2) we see that the rows of W are calculated from a multiplic-
ation of w and the matrix Ci. Thus, after calculating the response of the
full array each thinned configuration’s response is only a matrix multiplic-
ation away. This reduces the calculation for each new configuration from
O(MN2) to O(N) with respect to for-loops, since only one for-loop is
needed to run through all the W i’s. When using Matlab, as mentioned
earlier, the lack of for-loops can decrease CPU-time by several factors.
See Appendix C for an implementation of this in Matlab.
By combining all the Ci matrices into one M × N2 matrix the response
for each new configuration can also be calculated without for-loops, as
has been done in the program in Appendix F.
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Figure 4.1: Calculation of response after perturbing one element.

• The following improvement will be of great use for the implementation of
simulated annealing in Chapter 5. There the responses of many arrays will
have to be calculated, where all the arrays are thinned versions of the same
full array. Having already calculated the matricesCi, each matrixW i can
be calculated by setting the appropriate entries in w, those corresponding
to the inactive elements, to zero.

But there is an even more efficient method for calculating these different
responses if the array is not changed too much. The goal is to calculate
the responses of arrays where only one element has switched position. The
main observation here is that the contribution of the m’th element to the
response lies along the m’th row of each matrix Ci. We then let Ci be
represented by two matrices, one which contains the rows corresponding
to the active elements of the array, and one which contains the rows cor-
responding to the inactive elements of the array. When one element is
moved the row corresponding to the old position of the element is moved
from the active matrix to the inactive, and vice versa. Thus moving two
rows is all that is required for calculating every new response. This is
illustrated in Figure 4.1. The rectangles represent the matrices, and the
highlighted areas are the rows being interchanged.

4.1.2 Element response

The most convenient way to model a continuous aperture is to sample it with a
sufficient number of point elements. For circular elements used in sonar this can
be done by laying a circle over an N ×N square grid of points, and discarding
all the points that fall outside the circle. This is illustrated in Figure 4.2 with
N = 19.

For a flat linear array consisting of several similar elements the response
can be calculated from (2.19) by summing over all the positions of the sample
points in each element. For a large array where each element has been densely
sampled this amounts to a lot of (unnecessary) computation. Fortunately there
is an easier way.

We let Wel be the response of the sampled element, sampled with N points



4.1. Calculation of the continuous-wave response Page 41

Figure 4.2: Circular element sampled by 305 points.

xn, i.e.

Wel =
N−1∑
n=0

ejk·xn .

Warray is the response of the total array where each of the M elements have
been represented as a point xm in the center of the element:

Warray =
M−1∑
n=0

ejk·xm .

For a flat linear array the total response is then

W =
M−1∑
m=0

N−1∑
n=0

ejk·(xm+xn) =
M−1∑
m=0

(
N−1∑
n=0

ejk·xn

)
ejk·xm

=
N−1∑
n=0

ejk·xn ·
M−1∑
m=0

ejk·xm = Wel ·Warray.

Therefore, if we calculateWel andWarray, the total responseW can be calculated
from a single multiplication of the element response and the array response.

A similar result can be found for curved or spherical arrays. For the steered
response we consider the wavefield ko passing the array at an angle φ. Each of
the M elements then have a relative angel to φ of φm. We then let am be the
amplitude in the element response that corresponds to that angle φ− φm. The
total response can then be calculated by

W =
M−1∑
m=0

ame
jk·xm , (4.4)

where xm is the center coordinate of the m’th element. This formula is justified
by the fact that the element response gives the response of an element at a
certain angle, and this is exactly the factor am. The scenario is illustrated in
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Figure 4.3: Relative angle between element and wavefield.

Figure 4.3. Using (4.4) instead of sampling each element reduces the amount
of computation by a factor proportional to the number of sampling points.
Figure 4.4 shows the single element response for the Simrad SP270 array.

If v is the angle between two vectors a and b, then the following holds:

cos(v) =
a · b
‖a‖‖b‖ ,

where the · denotes the dot-product and ‖·‖ is the norm. Calculating the factor
am was done simply from this formula.

It was also important not to get any contributions in the response from
elements on the rear side of the sphere compared to the incoming wavefield ko.
To do this efficiently it sufficed to look at the dot-product between the vector
ko and the vector xm containing the position of the mth element. If ko ·xm < 0
it means that the angle between the two vectors is greater than π/2. Therefore
the element must be on the rear side of the array compared to the incoming
wave field, and must not be included in the calculation of the response.

The implementation of this modified version of the response in Matlab is
shown in Appendix C in the file CW_resp_mod.m.

4.2 Measure of performance

Before evaluating the different arrays it is necessary to define what sort of prop-
erties a good array should have. There are several choices for this, as many pa-
pers show. This was partly discussed in Chapter 2. The shape of the continuous-
wave response or the pulse-echo response, depending on the problem, gives a
good picture of how an array behaves. These responses all have in common that
they have a mainlobe and sidelobes, and perhaps grating lobes. We found that
a narrow mainlobe was advantageous for good resolution, while low sidelobes
suppressed noise.
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Figure 4.4: Single element response for the Simrad SP270 array.

We let W be some response. [11] defines performance by the maximum
sidelobe level SLmax in the worst-case cut WC(u) of the pulse-echo response.
The sidelobe region used was |u| ≥ 0.2, so that

SLmax = max
|u|≥0.2

WC(u). (4.5)

The worst-case cut is defined as the maximal value of the response for all values
of θ for a fixed φ. The implementation of this in Matlab is found in Appendix C.

A slightly different definition has been used for performance in this thesis.
The reason for this is to have more flexible use with the both the continuous-
wave response and the pulse-echo response. To accomplish this the change in
sign of the derivative for WC(u) was used instead. Let u0 be the smallest value
so that WC′(u0) = 0. The maximum sidelobe level is then defined to be

SLmax = max
|u|≥u0

WC(u). (4.6)

An implementation of this in Matlab is found in Appendix C.
Other measures of performance include the integrated sidelobe level (ISL),

used in [1]. This is defined as the energy in the sidelobes. In [11] the integrated
sidelobe ratio (ISLR) is also taken into consideration, which is defined as the
ratio between the energy in the mainlobe and the ISL. Then 1/ISLR can be
used as a measure of contrast.

It is also important to look at the width of the mainlobe which, as mentioned
in Section 2.6 on Page 18, is a measure for the resolution of the array.

4.3 Calculating response

4.3.1 Curved arrays
In medical ultrasound the targets of interest are only centimeters away from
the probe. The pulse exited by the elements are also very short. To find
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Figure 4.5: 10× 10 array with ROC = 10mm.

the response of the different arrays we must therefore look at the pulse-echo
response, explained in Section 2.5 on Page 17.

Calculating the total wavefield for the pulse-echo response is quite a task,
which is easily seen from the set of equations in [8]. Fortunately somebody
has already done part of the job. To do the simulations in this thesis the
ultrasound package FIELD II [13] for Matlab was used. Since curved lin-
ear arrays are not supported in FIELD II an additional file had to be made,
which curved a linear array according to the radius of curvature. The file
xdc_curved_linear_array.m is found in Appendix D. Such a curved 10 × 10
linear array with ROC = 10mm is shown in Figure 4.5.

For comparison with the work done in [11] the parameters were chosen ac-
cordingly. The transducer center frequency was set to f0 = 3MHz. The speed of
sound in tissue is c = 1540m/s, which gives a wavelength of λ = c/f0 = 0.51mm.
The sampling frequency was chosen to be fs = 34 · f0 = 102MHz. All elements
had a width elx and height ely of 308µm, or

elx = ely = 308
c

f0
λµm = 0.6λ.

The inter-element distance used was 0.01 mm. For the impulse response of each
element a three-period Hamming weighted sinus was used, which corresponds
to a 66 % beamwidth. Apodization is not considered in this thesis, so it was set
to one for all active elements. Finally the focal length used was 40 mm. This
was then done for all the arrays in Figures 3.5 to 3.7, curving them in the range
ROC = 10mm to ROC = 1000mm.

4.3.2 Spherical arrays

For sonars in the ocean long pulses are used to look for targets in the far-field.
It is therefore a reasonable approximation to use the continuous-wave response
to analyze the arrays.

The Simrad SP270 sonar can transmit in the range 20 – 30 kHz, but is usually
operated at 27 kHz. This was used as the value for the center frequency f0 in
the simulations, also for the arrays created by the packing algorithm which will
be presented later in this chapter. The elements were circular, with a diameter
of 35 mm. The speed of sound in the ocean is approximately c = 1500m/s,
which gives λ = 55 mm. We also notice that the radius of the Simrad SP270
array is 0.19 mm, which was used for all the spherical arrays.
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Figure 4.6: Directions sampled for spherical arrays.

A spherical sonar needs to have good performance in all directions. Therefore
it is necessary to check the performance of the array with the wavefield arriving
from different directions (u, v) 6= (0, 0), i.e. check the directivity of the array.
This is shown in Figure 4.6, where the spherical array is shown as seen from the
side and from above with the associated directivity angles, with π/12 between
them. These directivities were only calculated for angles below the horizontal
plane, as “looking” towards the surface is not very interesting for practical use.

What gives a spherical array its directivity is that all the elements are point-
ing in slightly different directions. This was shown in Figure 4.3, and we see
each beam focused according to the angle of the element. The question is if our
directional sampling of π/12 is adequate?

A reasonable requirement should be that the angle between each directional
sample should satisfy the Rayleigh criterion (see Section 2.6 on Page 18), i.e.
half the width of the mainlobe. In Chapter 6 we will see that the beamwidths
of our spherical arrays are approximately BW = 6.5◦ = 0.11 rad. Dividing by
two and normalizing by the aperture size (38 cm) gives a resolution of 0.15 rad.
But π/12 = 0.26 rad, thus we have directional undersampling. But to keep
the amount of computations feasible directional undersampling had to be used.
Calculating the response in too many directions would ensure the impossibility
of any implementation, as the memory and processing requirements would grow
out of proportion.

4.4 Packing points on the surface of a sphere

We want to spread N points evenly on the surface of a sphere. Equivalently
this problem can be formulated as how to cover the surface of a sphere with
N similar circles so that the radii of the circles are maximized. This problem
remains unsolved analytically [14], except for N = 4, 6, 8, 12, 20 points (i.e.
the Platonic solids). Instead an iterative packing algorithm is needed. There
are many such packing algorithms available, most of which have been developed
for distributing points in a square [15]. But changing most of these algorithms
to spread points on the surface of a sphere is not difficult.
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4.4.1 The Packing algorithm

The algorithm starts by spreading N points randomly on the desired geometry.
For a unit square this can be done by picking the x- and y-coordinate for a
point from a uniform distribution on the interval (0, 1). A step size must then
be chosen, and this is the length the points will be moved for each perturbation.
So each point, one at a time, is moved in four perpendicular directions (e.g.
North, South, East, West). If one of the perturbations causes an increase in
the distance to the closest point, then this new configuration is kept. When
none of the perturbations give any improvement the step size is lowered, and
the algorithm goes through the aforementioned step again. This is done until
the step size falls below a specified limit.

This algorithm is written in pseudo-code below.

Spread N points randomly on a unit sphere.
Define step size, e.g. as STEP = 1/5.
while (STEP < ε)

while (points move)
for (each point)

Perturb point length STEP
in directions North, South, East, West.
If new location increases distance to
nearest neighbor, keep configuration.

end
end

end

Here ε is a sufficiently small number.
To tailor this algorithm to the problem of spreading points on the surface of

a sphere a few considerations must be taken. Firstly, a change of coordinates
from Cartesian to spherical greatly simplifies the calculations using the relations
in (2.16). For initialization the coordinate of each point can then be chosen by
picking θ and φ from a uniform distribution on the interval (0, 2π). Secondly,
periodicity on the surface of the sphere must be taken into account. If a point
is moved so that one of the coordinates is outside the interval [0, 2π) it must be
shifted by 2π. The distance between two points was measured by the distance
d between each of the points, which for two points (x1, y1, z1) and (x2, y2, z2)
can be calculated by

v = 2 arcsin

(√
(x1 − x2)2 + (y1 − y2)2 + (z1 − z2)2

2r

)
.

Here r is the radius of the sphere. An implementation of this algorithm in
Matlab is found in Appendix B. With N ≈ 250 points ε = 10−5 it finds a
solution in reasonable time on a current state-of-the-art computer.

This algorithm is what we will later see, in Chapter 5, is called a heuristic.
The solution the algorithm terminates in might not be optimal, and usually
isn’t. As the number of points increases, the number of times the algorithm
must be run to find the optimal solution increases exponentially, it would seem.
To compare the optimality of the solutions found it is possible to look at packing
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Figure 4.7: Optimal packing of 9 circles in a square, and semi-optimal packing
of 16 circles in a square.

a square number N2 of circles in a unit square. In this case it is easy to show
that the optimal solution is circles on a regular grid, each with radius 1/2N .
This is shown for the case of N = 3 in Figure 4.7 (a).

But for the case of optimizing the radius of 16 circles in a unit square the
algorithm seemed to get stuck in a local minimum, as shown i Figure 4.7 (b).
This shows the sensitivity of the algorithm with respect to the initial configur-
ation. The algorithm’s performance seemed to vary greatly for different values
of N . Therefore it is very difficult to evaluate the performance of the solutions
found because optimality for most N cannot be proved.

Thus the algorithm should be run many times with different initial config-
urations. The different solutions should be compared to find at least a near
optimal one. Figure 4.8 shows such a packing of 250 points on the surface of a
sphere. For N = 4, 6, 8, 12, 20 points, i.e. the Platonic solids (see Chapter 3),
it found the optimal solutions usually after being run only a few times. It would
appear that the algorithm works better for spreading points on the surface of a
sphere rather than in a square.

4.4.2 Optimizing with packing algorithm

One of the purposes of introducing the packing algorithm is to find spherical ar-
rays with good performance. As discussed earlier in this chapter, when evaluat-
ing a spherical array it is a reasonable approximation to use the continuous-wave
response. For spherical arrays it is necessary to check the performance in many
directions, since it is made to have omni-directional qualities. Calculating over
all directions, as outlined in Figure 4.6, there are a total of 145 responses that
need to be checked. By any means this requires a huge amount of calculations.

As mentioned earlier in this chapter, the packing algorithm presented in this
thesis is a heuristic. This means that it does not guarantee anything concerning
the quality of the solution. To find the optimal solution it must run many times.

But finding a semi-optimal solution by running the packing algorithm many
times, trying to improve the solution, may not find what we are looking for. Let
us return to the packing of 16 circles in a unit square, depicted in Figure 4.7.



4.4. Packing points on the surface of a sphere Page 48

−1 −0.8 −0.6 −0.4 −0.2 0 0.2 0.4 0.6 0.8 1

−1

−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6

0.8

1

x

250 points

y

Figure 4.8: 250 points packed on the surface of a sphere.

The semi-optimal solution found certainly gives a near optimal radius for each
of the circles. But using this layout for sampling would probably not be very
advantageous, with the open space (or “holes”) between each of the four inner
circles. A similar phenomenon could occur for a semi-optimal packing of points
on the surface of a sphere.

So instead of optimizing the packing of points on the surface of a sphere we
should look for a different viable method. One such method, though not cost-
efficient, is to calculate the response of each of the configurations the packing
algorithm finds. At least this guarantees that what is being optimized is not
the inter-element distance, but the performance of the array.

The method

One way of finding an optimized array is to compare the maximum sidelobe
levels of an array created by the packing algorithm, and that of the Simrad
SP270 array. When an array is found with comparable performance to the
Simrad SP270 array this is kept.

What should be meant by comparable performance? One obvious criteria is
that the maximum sidelobe levels of the array created by the packing algorithm
should not exceed that of the Simrad SP270 array. As this criteria is very
strong it was relaxed a little, instead minimizing the number of sidelobe levels
above the maximum sidelobe level of the Simrad SP270 array. The maximum
sidelobe level of the Simrad SP270 was measured to be SLSP270 = −14.99 dB.
But to avoid a few really bad maximum sidelobe levels in the array created
by the packing algorithm, the sum over the sidelobes above SLSP270 was also
minimized. For the arrays created by the packing algorithm, each sidelobe level
with a value of SLi above SLSP270 had the difference added to SLdiff . With
NSL as the number of sidelobe levels with a value above SLSP270 = −14.99 dB
we have

SLdiff =
NSL∑
n=1

SLi − SLSP270 . (4.7)
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The optimization was then done by always keeping solutions with lower values
for both NSL and SLdiff than previously found. The full implementation of this
is found in the Matlab file jalla.m in Appendix E.
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Chapter 5

Simulated annealing

Like the ski resort of girls looking for husbands and husbands looking
for girls, the situation is not as symmetrical as it might seem.

— Alan McKay

5.1 Combinatorial optimization

Combinatorial optimization problems deal with finding an optimal solution
among a finite number of solutions. The easiest ones are those that can be
solved in polynomial time, i.e. the number of steps is bounded by a polynomial.
These are said to belong to the P-class. The more general NP-class consists
of those problems that can be solved in nondeterministic polynomial time. We
have that P ⊆ NP .

A problem is said to be NP-hard if an algorithm that solves it can be used
to solve any other NP-problem. If a problem belongs to the NP-class and is
NP-hard it is said to be NP-complete. No method has been found for solving
any NP-complete problem in polynomial time [16].

With the complicated relationship between the configuration of an array and
its response it is probably a reasonable assumption that any optimization of an
array response is an NP-hard problem.

There is a common assumption that NP-hard problems can’t be solved
in polynomial time. Hence algorithms that can find near optimal solutions
in reasonable time have received a lot of attention. These algorithms, called
heuristics, do not guarantee the quality of the solution found. In practice many
have shown sufficient for a wide range of purposes, finding near-optimal solutions
bounded by a polynomial time of low order. There are two types of these
heuristics; constructive and local search algorithms. Here we will look closer at
the latter.

Local search algorithms use a neighborhood function to find good solutions.
Some examples of these algorithms include simulated annealing, tabu search, ge-
netic algorithms and neural networks. They have gained popularity over recent
years after being put on a firm basis within a mathematical framework, thus
enabling us to study the performance of the algorithms. With the arrival of fast
computers solving large problems is now feasible. Since local search algorithms
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are flexible and easy to understand they are now being used on a wide range of
problems.

More formally a combinatorial optimization problem can be classified by
the set of feasible solutions S and a cost function f : S → R. The cost
function (also called objective function) usually gives some sort of quantitative
indication on how good or bad a system behaves. It can depend on a great
number of independent variables. The problem is to find the optimal solution
i∗ ∈ S so that f(i∗) ≤ f(i), for all i ∈ S. Then f(i∗) is the optimal cost. Usually
(S, f) are not given explicitly. If they were it would be easy to find the optimal
solution. Instead a polynomial-time algorithm can check if a solution i belongs
to S and find f(i) for all i ∈ S. Local search algorithms start with an initial
solution and then try to find better solutions by searching the neighborhood for
lower costs. The neighborhood function can be defined by N : S → S, where
for each i ∈ S the solutions N(i) ⊆ S are in some way close to i. When a better
solution is found in N(i) it replaces the previous solution.

Sometimes a locally optimal solution io ∈ S is found, with the property that
f(io) ≤ f(j) for all j ∈ N(io). We then have a class of local search algorithms,
called threshold algorithms, which decides what happens next. There are three
types of threshold algorithms:

1. Iterative improvement can be seen as a greedy algorithm. It simply keeps
all better solutions. The disadvantage is that the algorithm will get stuck
in the first (local) minimum it encounters.

2. Threshold accepting allows a cost-increase if it is below a certain threshold.
As the algorithm progresses the threshold is lowered, eventually to zero.

3. Simulated annealing allows, as with threshold accepting, cost increases.
But the threshold is set by a random variable. As the algorithm progresses
the randomized thresholds are lowered towards zero.

5.2 Simulated annealing

Simulated annealing has been used with success on several combinatorial op-
timizations problems, the most famous being the traveling salesman problem
(TSP) . With a list of N cities, and a given cost for traveling between any two
cities, the traveling salesman problem is finding a route passing through all the
cities once only and at the same time minimizing the total cost. This is an
NP-complete problem. [17] looks at a 400-city TSP, and [18] compares several
articles using simulated annealing to solve TSPs. But simulated annealing has
also shown useful in other areas such as circuit design and image processing, and
in our case the optimization of arrays. [18] – [24] and [26] all display applications
of simulated annealing.

5.2.1 Analogy

Simulated annealing is a method which stems from statistical physics [19], where
it is desirable that melted solids reach low-energy states when cooled down.

Consider particles in a liquid state at a high temperature in a heat bath.
We then begin a slow cooling process, where the temperature T is lowered
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through several stages. At each stage the solid is given time to reach thermal
equilibrium. The probability of this state having an energy E is given by the
Boltzmann distribution,

P[E] =
1

Z(t)
e−E/(kbT ).

Z(t) is the partition function, kB = 1.38 · 10−23 J/K is the Boltzmann constant
and the term e−E/(kbT ) is known as the Boltzmann factor. As the temperat-
ure is lowered the Boltzmann distribution moves the system towards the lowest
energy states. When the temperature then tends to zero only the minimum
energy state has a probability other than zero. But it is important that the
cooling is sufficiently slow so that the solid reaches thermal equilibrium at each
stage. If not defects can be frozen into the solid, and it does not reach the
minimum energy state. Finding a minimum-energy state of a solid is an optim-
ization problem, and not that different from many problems we come across in
combinatorial optimization.

To simulate this process Metropolis1 et al. set forth a simple Monte Carlo
method in [25] to model the solidifying process as follows: The solid is charac-
terized by the positions of its particles. A randomly chosen particle is given a
small random displacement, and we let ∆Eij be the difference in energy between
the perturbed state j and the previous state i. If ∆Eij < 0, i.e. the perturbed
state has a lower energy than the previous, the perturbed state is kept. If not,
i.e. ∆Eij ≥ 0 the perturbed state is kept with probability e−Eij/T . This is
done by picking a random number from a uniform distribution on the interval
(0, 1), and comparing this to P[∆Eij ]. If the number is less than P[∆Eij ] the
perturbed state is kept, otherwise the original state is used. Keeping new states
according to this rule is known as the Metropolis criterion.

With simulated annealing the solutions i ∈ S of the combinatorial optimiz-
ation problem can be seen as states of a physical system. The cost function f is
then the equivalent of the energy Ei of the system in the state i. The particles
arranging themselves at a certain temperature T is the same as perturbing the
system from i to j ∈ N(i). We see that T is just a control parameter, and this
can be varied over time. Simulated annealing can then be seen as applying the

1Ad Metropolis, this joke comes to mind:
This guy goes up to a bar located at the top of the highest skyrise in Metropolis. He takes a
seat at the bar next to another guy. “This is a nice place, I’ve never been here”, the first guy
says. “Oh really?”, the other replies, “it’s also a very special bar”. “Why is that?”, the first guy
asks. “Well, you see that painting on the far wall? That’s an original Van Gogh, and this stool
was on the Titanic.” “Amazing!”, the first guy says. “Not only that, but you see that window
over there? Well, the wind does strange things outside that window. If you jump out you’ll
fall about 50 feet before the wind catches you and you’re pushed back up.” “Impossible!”,
the first guy replies. “Not at all, take a look”, the other man replies and walks over to the
window. He opens the window, climbs over the sill and falls out. He drops 10. . . 30. . . 50 feet,
comes to a stop, and whoosh! He comes right back up and sails back through the window.
“See, it’s fun. You should try it”, he says. “Try it, I don’t even believe I saw it!”, the first man
shouts. “It’s easy. Watch, I’ll do it again”. And with that, he falls out the window again. He
drops 10. . . 30. . . 50 feet, comes to a stop, and whoosh! He comes right back up and sails back
through the window. “Give it a try, it’s a blast”, he says. “Well, what the heck, I’ll give it a
try”, the first man says and proceeds to fall out the window. He falls 100. . . 200. . . 300 feet
and splat! After watching the first man fall to his death, the other guy casually closes the
window and heads back to the bar and orders another drink. The bartender arrives with the
drink and says, “You know Superman, you’re a real jerk when you’re drunk”.
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Metropolis criterion at the different temperature levels, i.e. letting

P[accept j] =

{
1, Ej ≤ Ei,
e(Ei−Ej)/T , Ej > Ei.

At each level the system is given enough time to reach a steady state. As opposed
to iterative improvement the probabilistic behavior of simulated annealing gives
the algorithm a chance to escape local minima.

Simulated annealing has been put on firmer ground in recent years after
being modeled as a finite Markov chain. We will not look closer at this here,
but it has enabled the study of the algorithm’s convergence. [19] shows that
the algorithm does converge to the global minimum given a few restraints. The
cooling schedule, explained below, must satisfy

lim
k→∞

Tk = 0 and Tk ≥ Tk+1, k = 0, 1, . . . .

Secondly either Tk must go through an infinite number of transitions or Tk must
not tend to zero faster than O(1/ ln(k)). If these restrictions are not satisfied the
algorithm no longer guarantees an optimal solution. In applications one rarely
has any way of knowing if the solution is optimal or not. [24] refers to finite-time
implementations that find near-optimal solutions as simulated quenching.

5.2.2 Algorithm
To use the algorithm the following is required:

• Describing all configurations of the system.

• Generating stochastic changes in the configuration of the system.

• Defining a cost function to each configuration where finding a minimum
is desired.

Fortunately this applies to a wide range of optimization problems.
We let Temp be the temperature function, and the function P perturbs a con-

figuration into a neighboring configuration. Here rnd(0, 1) denotes a stochastic
variable uniformly distributed on the interval (0, 1). The algorithm can then
be written in pseudo-code as shown below.

Initialize X0 and T0

for i = 1 to num_iter
Ti = Temp(Ti−1)
for j = 1 to num_pert
Xp = P (Xj−1)
∆E = E(Xp)− E(Xj−1)
if ∆E < 0 or e−∆E/Ti > rnd(0, 1)
Xj = Xp

else
Xj = Xj−1

end
end

end
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We see here that the algorithm starts with an initial configuration X0 and
temperature T0. At T0 the system is “melted”, and at tnum_iter it is “frozen”.
At each temperature level the system is perturbed tnum_pert times to reach the
steady state, and it goes through num_iter temperature levels.

5.2.3 Parameters

How the algorithm converges is strongly dependent on how the parameters are
chosen. These change according to the problem, so care must be taken. The
best values are found through trial and failure. These parameters are:

• Those describing the development of the temperature, i.e. the initial value
T0, the end value Tnum_iter and the decrementation ∆Ti. The parameters
involving the temperature are also known as control parameters, as they
control the probability that the algorithm accepts increases in the cost-
function.

• Those governing the neighboring configurations, i.e. the neighboring space
and the number of perturbations per iteration num_pert.

When these parameters are specified they are referred to as the cooling schedule.
If the cooling schedule is chosen carefully the energy-level compared to time will
evolve somewhat like that of the plot in Figure 5.1.

[18] distinguishes between two types of cooling schedules, dynamic and static.
In a dynamic cooling schedule the parameters are allowed to change as the al-
gorithm progresses. With the static cooling schedules the parameters remain
constant. Dynamic cooling schedules use information obtained during the run-
ning of the algorithm to update the parameters. But in this thesis the mag-
nitude of the problem examined means that small values were chosen for both
num_iter and num_pert, i.e. few transitions of the algorithm, so only static
cooling schedules will be examined.
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5.2.4 Initial temperature
Let’s start with the initial value of the control parameter T0. Initially it should
be chosen so that almost all perturbations are kept in the beginning, i.e. P[∆E] ≈
1. This is equivalent to the system being “melted”.

A simple method for determining T0 is proposed in [18]. Let ∆Emax be
the biggest difference in cost between two neighboring configurations. We then
choose

T0 = ∆Emax. (5.1)

Though finding ∆Emax exactly is quite costly calculationwise, finding an estim-
ate is not.

[19] gives several ways of finding values for T0. The first one out, originally
proposed by Kirkpatrick, uses the acceptance ratio. Let T0 have a large value,
and go through a given number of transitions. The acceptance ratio χ is then
defined as the number of transitions accepted divided by the number of trans-
itions. If this number is lower than a given value χ0 (say χ0 = 0.8) then the
value of T0 is doubled. This procedure is repeated until χ exceeds χ0.

Another method is somewhat similar. Let ∆E
+ be the average increase in

cost. The T0 can be solved from

χ0 = e−∆E
+
/T0 .

The solution is then

T0 =
−∆E

+

ln(χ0)
.

5.2.5 Final temperature
We now look at the final value of the control parameter T . It must be chosen
so that no more perturbations are accepted, i.e. P[∆E] ≈ 0.

An easy way to choose this is simply by following the strategy of (5.1), but
instead using the smallest change in the cost-function between two neighboring
configurations as Tnum_iter. That is, if ∆Emin is the smallest difference in cost
between two neighboring configurations, we should choose

Tnum_iter = ∆Emin.

This parameter controls how long the algorithm runs, and if the difference
between neighboring configurations is small this gives a long running time.

5.2.6 Decrementation rule
For the algorithm to terminate in the global minimum or near this it is important
that it is cooled sufficiently slow. If not it can get “stuck” in a local minimum.
Therefore it is necessary to use small decrements in the temperature, and that
the algorithm is given enough time to become stable at each temperature. [19]
suggests several decrementation rules:

• Using the decrementation rule

Ti+1 =
Γ

ln(eΓ/Ti + 1)
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one is guaranteed convergence of the algorithm. But then there is the
problem of determining the value for Γ. One conservative estimate could
be Γ = ∆Emax, but this results in a very slow convergence of the algorithm,
and too slow for practical means for a problem of some size.

• A common decrementation rule is to let

Ti = ciT0, i = 1, 2, . . . , 0 < c < 1. (5.2)

A practical value for c would then be between 0.8 and 0.99. [17] uses
c = 0.9 for an electronic systems design problem.

• One decrementation rule is letting the temperature difference be constant,
i.e.

Ti =
num_iter− i
num_iter

T0, i = 1, 2, . . . .

• A slower decrementation rule is

Ti =
T0

ci
, i = 1, 2, . . . . (5.3)

There is a trade-off in the algorithm between finding an optimal solution
and reasonable computational time.

5.2.7 Neighboring configurations
The number of neighboring configurations gives the stochastic freedom of the
algorithm. Choosing a suitable neighborhood function is very problem depend-
ent. For optimization of physical designs, which array optimization falls under,
it is natural to define neighboring configurations by just the permutation of one
element.

5.2.8 Number of perturbations
The choice for the number of perturbations at each temperature level Tnum_pert

should in some way be related to the size of the problem. The size of the problem
is best described by the stochastic freedom of the algorithm, i.e. the number of
configurations. So we should have that

num_pert ∝
(
M

K

)
.

In [20] num_pert = K is used.

5.3 Simulated annealing applied to spherical ar-
rays

As mentioned earlier, an array withM = 241 elements thinned down toK = 160
active elements has (

241
160

)
= 3.6 · 1065
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realizations. In reality this makes it impossible to use an exhaustive search to
find an optimal solution. Instead simulated annealing will be used on the Simrad
SP270 array to find a near optimal solution that has comparable performance
to the full array.

5.3.1 Previous work

Simulated annealing has yielded good results in array optimization. Several
papers deal with this, such as [22] for acoustic radar and [23] for sonar. [20]
looks at a linear 1D array with 25 elements spread out on a 50 λ aperture with
a d = λ/2 grid (d is the inter-element distance). [26] examines flat 1D and
2D arrays, the former with an aperture of 50λ and 25 active elements, and the
latter with an aperture of 50λ× 50λ and 500 active elements. [20] and [26] try
to minimize the maximum sidelobe level by thinning. But the flexibility of the
algorithm also allows [20] to optimize the weighting function simultaneously,
with a slightly different algorithm.

Many papers have demonstrated the use of simulated annealing on the prob-
lem of thinning linear 1D or 2D arrays. The cost function is then often chosen
to be the maximum sidelobe level. But with only this restriction the algorithm
tends to put all elements in the center, thereby making the aperture smaller.
The mainlobe then becomes very wide. Therefore there is also often put a re-
striction on the width of the mainlobe, and all configurations with a mainlobe
greater than this limit are discarded.

5.3.2 Describing configurations

An efficient way must be found for describing the different thinned configura-
tions, describing whichK elements are active of theM elements in the aperture.
The easiest way is by numbering each element from 1 to M . Then a vector
‘conf_array’ of length M can be used, where the entries corresponding to an
active element contain a 1 and the others contain a 0:

conf_array = [1101001101 . . .0101].

For convenience in the implementation vectors containing the numbering
over the K active elements

active = [1 2 4 7 8 10 . . . M − 2M ]

and the remaining M −N active elements

inactive = [3 5 6 9 11 12 . . . M − 3M − 1]

can be defined. These arrays then describe any possible thinning pattern.

5.3.3 Random permutations

We need to define a suitable neighborhood function for the optimization prob-
lem. The easiest is to let this be changing one active element into an inactive,
and then let one element go the other way. Implementationwise this corresponds
to moving one entry at random from the vector ‘active’ to the vector ‘inactive’,
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and moving another entry the opposite way. In this thesis the random function
used to pick entries in the vector ‘active’ and ‘inactive’ uses a uniform distribu-
tion. Other distributions can be used to speed up the algorithm, but then there
is no guarantee that all configurations can be reached.

5.3.4 Cost function
The cost function is what ensures that an array is found with the desired qual-
ities. For the spherical arrays a modified version of the array pattern must be
used, namely the angular array pattern defined in (2.20):

W (u, v) =
M−1∑
m=0

wme
j 2π
λ sθ,φ·xm .

The cost value (or energy) Ei of a configuration i is then defined by (4.6)
(see Section 4.2 on Page 42) as

Ei = max
|u|≥u0

WC(u).

We recall that WC(u) is the worst-case cut, and u0 is the smallest value so that
WC′(u0) = 0.

Spherical arrays are used because of their omni-directional property. Looking
at the response in a single direction, as is done for flat arrays, would be disastrous
for spherical arrays. Instead it is necessary to look at the maximum sidelobe
level in many directions, as was explained in Chapter 4.

Thinned arrays can often have very wide mainlobes. A restriction could
therefore have been put on the maximum width of the mainlobe. But because
of the computational effort that has to be put into every permutation the number
of restraints was kept at a minimum.

5.3.5 Initialization
The initialization of the problem can be important for where the algorithm
terminates. Several strategies have been proposed, such as a semi-random con-
figuration. But as the theme goes with distributing something on the surface
of a sphere, this is a difficult task. Strategies such as starting with a binned
array just doesn’t work on the surface of a sphere. The problem is dividing
the array into reasonable bins. Instead the initial configuration was picked in a
completely random manner.

5.3.6 Neighboring configurations
For a configuration i the neighborhood N(i) for our purpose will be defined
as all those configurations that can be reached from one permutation. For flat
arrays [26] argues that these permutations should be restricted to available pos-
itions near an element. But as opposed to flat linear arrays, which elements that
should be considered close becomes much more ambiguous for the spherical ar-
rays. One choice could be all those elements within a certain distance measured
along the surface of the sphere, but this would give an extremely sensitive close-
ness function since a uniform distribution of elements is practically impossible
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on the surface of a sphere. For practicality in the simulations a neighboring
configuration is simply any permutation of one element.

5.3.7 Cooling schedule
Due to the sheer size of the problem the parameters for the cooling schedule
had to be chosen so that the algorithm terminated in reasonable time.

The initial temperature was chosen according to (5.1). Empirical results
gave Emax a value just above one. So a value of T0 = 1.5 was chosen, as this
most likely would bring the system into a “melted” state.

As mentioned, a quick convergence to the solid state was needed because
of the size of the problem. For each permutation a total of 145 responses (see
Section 4.4.2 on Page 47) had to be calculated. Even with the improvements
outlined in Chapter 4 this is a formidable task. Therefore it was important that
the temperature converged to zero without going through too many levels. (5.2)
is then a suitable choice. For the value of c, with a suggested range of [0.8, 0.99],
0.8 was chosen for fast convergence. This gives a decrementation rule in spirit
with the physics analogy; a long time is spent near the frozen state of the system.
(5.3) was also tried, but with the same number of permutations as above the
algorithm “froze” too quickly, and got stuck with an inferior solution.
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Chapter 6

Results

If you understand what you’re doing, you’re not learning anything.

— A. L.

6.1 Curved arrays

For all the curved arrays listed in Figures 3.5 to 3.7 the pulse-echo response
was calculated for each array with values for the ROC ranging from 10mm to
1000mm, the latter being an approximate for a flat array. The arrays considered
so far have an aperture of about 15 mm. 10 mm is then a reasonable ROC, as
this corresponds to the array covering 15/2π · 10 ≈ 1/4 of an imagined cylinder
with radius 10 mm. For each curving the maximum sidelobe level was calculated
according to (4.6). If a minimum, with regard to the sidelobe levels, seemed
to occur for some ROC the responses for curvatures around this point were
calculated to see if it really was a minimum. In this way the exact value of the
minimum was located.

Plots of the worst-case cut sidelobe levels as a function of ROC are shown
in Figures 6.1 to 6.3. For illustrative purposes a log-scale has been used on the
x-axis. Also included are plots of the worst-case cut for the best valued ROC
compared to that of a flat array.

We start by looking at the Bin array in Figures 6.1(a) and 6.1(b). From
Table 3.2 we see that this array has been rectangular bin sparsed. Figure 6.1(a)
shows that there is no clear minimum, and the maximum sidelobe level seems
to relate to the ROC in a random manner.

The Diag1 and Diag2 arrays, also in Figure 6.1, show more promise. Both
seem to exhibit clear minima, the Diag1 array at 38mm and the Diag2 array
at 80mm. The DiagDP array in Figure 6.2 and the Pol array in Figure 6.3 also
share this property, and appear to have minima at 45mm and 19mm respect-
ively.

The ImpV array in Figure 6.2 along with the Rad4 and the Vern arrays in
Figure 6.3 all seem to be optimal as flat arrays with respect to the maximum
sidelobe level.

So we see that the arrays being most receptive to curving are the Diag1,
Diag2, DiagDP and Pol arrays. It is important to find common denominators
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Figure 6.1: Optimal ROC and worst-case cuts for the Bin, Diag1 and Diag2
arrays.
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Figure 6.2: Optimal ROC and worst-case cuts for the DiagDP, ImpR4b and
ImpV arrays.
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Figure 6.3: Optimal ROC and worst-case cuts for the Pol, Rad4 and Vern arrays.
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between these arrays, and try to find out why exactly these arrays exhibit sig-
nificant gains. The three first arrays all share the property that they have been
thinned along diagonals. We should also look at the properties of the arrays
that do not exhibit gains from curving. None of the Bin, ImpR4b, ImpV, Rad4
or Vern arrays have been thinned along diagonals. It is therefore reasonable to
expect other arrays that have been thinned along diagonals to also have clear
optimal sidelobe levels for some value of the ROC. Similarly it is reasonable to
expect that arrays that have not been thinned along diagonals should find their
optimal sidelobe levels when they are flat.

We proceed to see if we can find other common denominators among those
arrays that have shown gains from curving and those that have not. The conclu-
sion is that no such other important characteristics have been found. Another
indication that thinning diagonally is effective with curving is the Pol array.
This array has been polar binned. Looking at the array, seen in Figures 3.7(a)
and 3.7(b), we see that there exists a mild form of diagonal thinning. This
mild thinning seems to trigger a small gain compared to those that have not
been diagonally thinned. While the diagonally thinned arrays have gains in the
maximum sidelobe levels of 3 – 7 dB for the optimal ROC, the Pol array only
has a gain of 1 dB.

To verify that arrays sparsed along diagonals give lower sidelobes when
curved a new array was constructed, the Diag3. This array was sparsed with the
pattern [1000100010001 . . . ] for transmission, and for reception the Vern array
in Figure 3.7(f) was used. The array is shown in the top two plots of Figure 6.4.
We see that arrays for transmission and reception have 458 and 208 elements
respectively.
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Figure 6.4: Diag3 array, transmission and reception.

As with all the other arrays presented so far the pulse-echo response was
calculated for values of the ROC ranging from 10 mm to 1000 mm, and the
maximum sidelobe level was plotted as a function of the ROC. This is shown
in Figure 6.5 along with a plot of the worst-case cut sidelobe.

Again we see the recurring theme for all diagonal arrays. There is a clear
minimum for some optimal curvature, which in the case of the Diag3 array falls
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Figure 6.5: Optimal ROC and worst-case cuts for the Pol, Rad4 and Vern arrays.

Array No. els., Tx No. els, Rx Sparsing Min. Gain
Diag1 877 208 Diagonal 37mm 6.8 dB
Diag2 877 796 Diagonal 80mm 3.2 dB
DiagDP 606 606 Diagonal 45mm 6.1 dB
Pol 484 361 Polar binned 19mm 1.0 dB
Diag3 458 208 Diagonal 17mm 5.6 dB

Table 6.1: Table of arrays with number of elements at transmission (Tx) and
recieve (Rx), type of sparsing, optimal ROC and gain in maximal sidelobe level
of optimal curvature over flat array.

at ROC = 17 mm.
Also important to note is that for the diagonally sparsed arrays the width

of the mainlobe remained the same for the curved arrays as for the flat ones,
even though the sidelobe level fell dramatically. Thus we have a gain in the
signal-to-noise ratio of the array without loss of resolution! For the diagonally
thinned arrays mentioned above some relevant properties are listed in Table 6.1.

The big question is why apparently diagonally sparsed arrays respond to
curving, when arrays sparsed in other ways do not? The answer to this question
probably lies in the fact that the grating lobes on either the transmitter or
receiver is moved under curving, and for the optimal curvature it meets a zero
on the other. One way to verify this would be by calculating the one-way
responses of the transmitter and receiver, and see what happens to these as the
arrays are curved. This would be interesting for further studies.

6.1.1 Curvature vs. elements

Looking at the last column of Table 6.1 we see that the optimal ROCs span
a range from 17 mm to 80 mm. The question then is if there is a connection
between this optimal ROC and any other quantity. If we have some information
about an array, is there any measure by which we can predict where this ROC
will occur?

The most obvious a priori information we have about the arrays are the
number of elements. Therefore it is worth looking at the total number of ele-
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Figure 6.6: Number of elements as a function of optimal curvature.

ments compared to the optimal ROC. If there is any proportionality this should
show up as a more or less straight line in a plot of the total number of elements
as a function of optimal curvature. Such a plot for the arrays in Table 6.1 is
shown in Figure 6.6.

From Figure 6.6 there appears to be a connection between the optimal
curvature and the total number of elements in the array. So far only arrays
that have been thinned from a full 48 × 48 array have been studied. To check
that the results found so far also hold for arrays with a different aperture size
some new arrays have been constructed. The Diag1Small and Diag2Small ar-
rays were sparsed in an equivalent manner as the Diag1 and Diag2 arrays, but
from a full array with size 36 × 36 instead. So the aperture width and height
were reduced by a factor of 36/48 = 3/4. These arrays are shown in Figure 6.7.

All the responses for the arrays with the 48 × 48 aperture were simulated
with a focal length of 40 mm. But to compare the results the responses of the
arrays with smaller apertures should then be simulated with a smaller focal
length. This focal length should be chosen so that it corresponds with the ratio
between the 48× 48 array’s aperture and its focal length f48×48. This gives

f36×36 =
36
48
· f48×48 =

3
4
· 40 mm = 30 mm.

With this choice of focal length the open angle θ between the focal point and the
aperture is equal for the 36× 36 arrays and the 48× 48 arrays, as is illustrated
in Figure 6.8.

To check our hypothesis, that the optimal curvature is proportional to the
total number of elements, we start by observing that the total number of ele-
ments for the Diag1Small and Diag2Small arrays are 530 + 117 = 647 and
530 + 384 = 914 respectively. The optimal curvatures should then be around
15−20 mm for the Diag1Small array, and around 35−40 mm for the Diag2Small
array. The corresponding plots of Figures 6.1 – 6.3 and 6.5, using a focal length
of 30mm, are shown in Figure 6.9.

From Figure 6.9(a) it can be seen that the optimal ROC for the Diag1Small
arrays is 20 mm, while the optimal ROC for the Diag2Small array is 40 mm.
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Figure 6.7: Diag1Small and Diag2Small arrays, transmission and reception.
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Figure 6.9: Optimal ROC and worst-case cuts for the Diag1Small and
Diag2Small arrays.
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Array No. els., Tx No. els, Rx Sparsing Min. Gain
Diag1Small 530 117 Diagonal 20mm 7.5 dB
Diag2Small 530 384 Diagonal 40mm 5.4 dB

Table 6.2: Table of arrays with number of elements at transmission (Tx) on and
recieve (Rx), type of sparsing, optimal ROC and gain in maximal sidelobe level
of optimal curvature over flat array.

This is inside the range predicted for the optimal curvatures further up, and is
yet another verification of the hypothesis. Some of the properties of these two
arrays are summed up in Table 6.2.

6.1.2 Changing the f-number

So far all simulations have been done with a constant relationship between the
aperture size and the focal length. This relationship is also known as the f-
number. So what happens to the optimal ROC when the f-number is changed?

When the f-number is changed the open angle, illustrated in Figure 6.8, also
changes. So it would not be surprising if some of the results found earlier no
longer holds, bearing in mind the complex relationship between an array and
it’s pulse-echo response.

Responses of the Diag1 and DiagDP arrays were calculated for focal lengths
35 mm, 45 mm and 50 mm. The scattering point was also moved accordingly.
To compare the performance of the different responses the worst-case sidelobe
level was plotted as a function of ROC. This is shown in Figure 6.10.

To see the effect of changing the focal length we compare these plots with
those in Figures 6.1(c) and 6.2(a), showing the corresponding plots with focal
length 40 mm.

Starting with Figures 6.10(a) and 6.10(b) we see that there is still a clear
minimum, but this has a smaller value than for the 40 mm focal length. So it
appears that if there is a clear minimum for an optimal ROC this decreases with
the focal length.

Moving on to Figures 6.10(c) and 6.10(f) there is a change compared to the
previous plots. The focal length here is 45 mm. The effect of moving the focal
length away from the array is that the minimum has been smudged, i.e. there is
a range of values that have maximum sidelobe levels close to that of the optimal
curvature. This is also seen for a focal length of 50 mm. But the important thing
to note here is that even though there is not a single obvious optimal ROC for
the diagonally sparsed arrays, there are still significant gains from curving.

6.2 Spherical arrays

As opposed to the curved linear arrays examined previously in this chapter the
spherical arrays, used for sonar, work in the far-field and uses long pulses. This
simplifies the simulations greatly, because the response can be approximated
by the continuous-wave response. In this case calculating the continuous-wave
response instead of the pulse-echo response reduced calculation time by a factor
of approximately 200.
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(a) 35 mm focal length
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(b) 35 mm focal length

10 20 30 40 50 60 100 200 400 600 1000

−55

−50

−45

−40

−35

−30

Array = Diag1

ROC [mm]

M
ax

im
um

 s
id

el
ob

e 
[d

B
]

(c) 45 mm focal length

10 20 30 40 50 60 80 100 200 400 600 1000

−60

−55

−50

−45

−40

−35

−30

Array = DiagDP

ROC [mm]

M
ax

im
um

 s
id

el
ob

e 
[d

B
]

(d) 45 mm focal length
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(e) 50 mm focal length
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Figure 6.10: Optimal ROC Diag1 and DiagDP arrays for focal lengths 35 mm,
45 mm and 50 mm.
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Figure 6.11: Simrad SP270 and sphere260 arrays.

We start by looking at two arrays. The Simrad SP270 and sphere260 (packed
array, made from a 260-point packing) arrays are shown in Figure 6.11.

Looking at the Simrad SP270 array we see a great deal of symmetry, which
is natural since it is based on the very symmetrical dodecahedron. The elements
are also lying in a rather dense configuration, in the sense that there are no large
open areas on the array without elements. The packed array is not symmetrical
at all, and also has some “holes” in it. With “holes” we mean areas not covered
by elements. The biggest ones of these in the plot is centered at approximately
(0, 60) and (25, 0), but there are also many others. This uneven way in which
the elements are placed reflects the random nature of the packing algorithm.
The CW-responses of the Simrad SP270 array and the sphere260 along with a
worst-case cut of the responses are shown in Figures 6.12 and 6.13 respectively.
This is with the wavefield coming in from straight below (as seen in Figure 6.11),
i.e. k0 has an angle θ = φ = 0.
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Figure 6.12: Response and worst-case cut sidelobe level for the Simrad SP270
array.

Looking first at the responses, as expected the response of the Simrad SP270



6.2. Spherical arrays Page 72

−35

−30

−25

−20

−15

−10

−5 

0  
Array = sphere260

Angle

A
ng

le

−1 −0.8 −0.6 −0.4 −0.2 0 0.2 0.4 0.6 0.8 1

−1

−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6

0.8

1
−1 −0.8 −0.6 −0.4 −0.2 0 0.2 0.4 0.6 0.8 1

−35

−30

−25

−20

−15

−10

−5

0

MS = −15.7 [db]

Array = sphere260

Angle

A
m

pl
itu

de
 [d

B
]

Figure 6.13: Response and worst-case cut sidelobe level for the sphere260 array.
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Figure 6.14: Plots of mainlobe width vs. sidelobe height for the Simrad SP270
and the sphere275imp arrays.

array is symmetric about the mainlobe, a consequence of the symmetrical layout
of the elements. This is not the case for the sphere260 array, made from the
packing algorithm.

But looking at the response from just one angle does not say much about the
performance of the array. Since a spherical sonar should have omni-directional
properties, it is important to look at the response in many directions, as was
explained in Chapter 4.

The question then is how to compare the performance of the array hav-
ing calculated the response at each angle. Most reasonable is to look at the
maximum sidelobe-levels compared to the width of the mainlobe at all angles.
Such plots for the Simrad SP270 array and the sphere260 arrays are shown in
Figure 6.14.

From Figure 6.14 we immediatly notice the difference between the Simrad
SP270 array and that created with the packing algorithm. The plot for the
Simrad SP270 has all of its points concentrated in four distinct clusters. This
is not unexpected as the Simrad SP270 array has a very symmetric layout. In
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fact, due to the rotational symmetry of the Simrad SP270 array the number
of directions having to be calculated could have been greatly reduced, as many
directions don’t add any information regarding the performance of the array.
The arrays created from the packing algorithm do not, on the other hand, display
this symmetrical property. Thus the calculation of all the directional responses
is made much more complicated. This is also revealed from Figure 6.14, where
we see that even though the points are somewhat concentrated they still cover
a much bigger area than for the Simrad SP270 array.

One conclusion one can draw from this is at least that symmetrical arrays are
easier to analyze, as its mainlobe widths and sidelobe heights fall into distinct
categories. With the computational cost of calculating the response in many
directions, working with symmetric arrays can be a huge advantage. But the
question is if symmetrical regular arrays always perform better than the more
random arrays?

Similar plots to those of Figure 6.14 were calculated for several values of N ,
ranging from 240 to 266, for the packed arrays. This resulted in the plots shown
in Figure 6.15, and the equivalent plot for the Simrad SP270 array is shown for
comparison.

The obvious observation from Figure 6.15 is that the sidelobe-levels worsen
as the number of elements are reduced. For the sphere266, which has about the
same number of elements as the Simrad SP270 array, we see that the worst-case
sidelobe is at the same level as that of the Simrad SP270 array. But, as goes
with all the packed arrays, the height of the sidelobe compared to the width
of the mainlobe is much more spread out. But is the average performance any
worse for the packed arrays? The easiest way to answer this question is to look
at some sort of average over all the mainlobe widths and sidelobe levels. To do
this we use the same criteria as for optimizing these random arrays, explained
in Section 4.4.2 on Page 47. Again we let SLSP270 − 14.99 dB be the maximum
sidelobe level of the Simrad SP270 array. NSL is then the number of sidelobes
for the packed arrays above SLSP270 . SLdiff is defined as in (4.7), and we
recall that it was the sum over the sidelobes exceeding the maximum sidelobe
of the Simrad SP270 array. Along with the number of elements these properties
are summed up in Table 6.3.

The first observation to be made from Table 6.3 is that the packing algorithm
actually has managed to produce an array with all the maximum sidelobe levels
lower than SLSP270 . The sphere266 array has NSL = 0, which also means that
SLdiff = 0. With 243 elements the sphere266 array only has two elements more
than the Simrad SP270 array.

The sphere265 array follows the sphere266 array closely in performance.
With NSL = 2 and SLdiff = 0.15 it is reasonable to say that it has comparable
performance to the Simrad SP270 array. The same can be said for the sphere264
array, where SLdiff = 0.53.

With the sphere263 array we start to see a gradual transision towards higher
valued NSL and SLdiff . Though for the sphere262 array a configuration was
found with SLdiff at only 0.79. The sphere252 array has NSL = 16, but the
value for SLdiff is only 2.704. This means that most of the worst-case sidelobes
lie just below −15 dB.

It is important to understand that even with days of computations the values
in Table 6.3 are most likely not optimal. Because the packing algorithm is ran-
domly initialized there are an infinite number of solutions from it. Optimizing
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Figure 6.15: Plots of mainlobe width vs. sidelobe height for the Simrad SP270,
sphere240, sphere250, sphere260, sphere265 and sphere270 arrays.
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Array # els. # SL. SLdiff Max. SL
sphere240 218 61 44.6 dB −12.9 dB
sphere245 221 33 15.9 dB −13.6 dB
sphere250 227 25 10.3 dB −12.9 dB
sphere252 228 16 2.7 dB −14.4 dB
sphere254 232 12 4.3 dB −14.1 dB
sphere256 231 13 4.0 dB −14.4 dB
sphere258 235 9 2.4 dB −14.2 dB
sphere260 236 10 1.9 dB −14.5 dB
sphere261 236 7 1.2 dB −14.6 dB
sphere262 239 5 0.79 dB −14.7 dB
sphere263 239 4 1.2 dB −14.5 dB
sphere264 241 5 0.53 dB −14.9 dB
sphere265 240 2 0.12 dB −14.9 dB
sphere266 243 0 0 dB −15.1 dB

Table 6.3: Arrays created with packing algorithm, number of elements, number
of sidelobe-levels above that of the Simrad SP270 array, SLdiff as defined in
(4.7) in Section 4.4.2, and maximal sidelobe level over all directions.

as explained in Section 4.4.2 on Page 47 only sample a few of these solutions.
This means that there is probably plenty of room for finding better solutions
than those shown in Table 6.3.

The goal was to use the packing algorithm to find arrays with comparable
or better performance. This has been done. But more importantly, a method
has been developed which shows promise in finding arrays with fewer elements
than the Simrad SP270 array, and better performance. The advantage of the
packing algorithm is that it gives flexibility concerning the number of elements
in a spherical sonar.

Improvements

Finally we should reflect on what further work can be done. An obvious im-
provement to optimizing the packed arrays in the manner described above would
be to ensure that the directions were sampled differently. As outlined in Sec-
tion 4.4.2 on Page 47 the directions were undersampled. This was due to limited
computer resources, but in the future adequate sampling could be ensured for
better results.

6.3 Simulated annealing

The method of simulated annealing from Chapter 5 was applied to the Simrad
SP270 array. First K, the number of elements to remove, had to be determined.
When all the elements in the Simrad SP270 array are active there are M = 241
elements altogether. The goal was to use simulated annealing to find a thinned
array with performance which was not significantly worse than that of the full
array. After some experimentation removing about 1/3 of the elements emerged
as a decent choice. This corresponded to an array with 160 elements. The
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Figure 6.16: Energy of accepted configurations vs. time.

simulation was run with the parameters as outlined in Section 5.3 on Page 56.
The energy of the configurations that were accepted is shown in Figure 6.16,
which is plotted as a function of time.

The SP270SA1Rx array which was found is shown in Figure 6.16. No par-
ticular pattern emerged from this thinned layout. This is usually the case with
most problems solved with simulated annealing.

Looking at the SP270SA1 array there are no special obvious features in the
layout. More interesting is to look at the plot of the maximum sidelobe vs. main-
lobe width, shown in Figure 6.18. With none of the sidelobes exceeding −14 dB
the performance of this array is good enough for practical use. The average
sidelobe level is much better though, concentrated around −15 dB. Compared
to the previously examined arrays it would appear that all we have lost in the
thinning process is 1 dB in the sidelobe levels. This is not bad considering how
many elements have been trimmed away. But if we take a look at the mainlobe
widths we see that they have increased substantially. Hence the resolution of
the sp270SA1 array is quite inferior compared to the Simrad SP270 array and
the packed arrays.

So far all has worked well in theory. The sidelobes were lowered at the cost
of resolution. But how would this array have worked in reality, if we disregard
the poor resolution? Since the thinned array has far fewer elements it must
transmit with more power. Two phenomena can then cause problems. One is
quenching, where the pressure becomes so low that the water starts to boil.
Bubbles form on the surface of the element, which removes the backpressure.
The result is that the element may go too far, and can get broken. The other
phenomenon is reverberation, which is an echo from the immediate surrounding
of the array. The main problem occurs if the reverberation level exceeds the
return signal. These problems show that further research is needed in this area,
to successfully apply simulated annealing to spherical arrays.
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Figure 6.17: SP270SA1 array, thinned by simulated annealing.

5.5 6 6.5 7
−18

−17

−16

−15

−14

−13

−12
Array = sp270SA1

Mainlobe width [degrees]

M
ax

im
um

 s
id

el
ob

e 
[d

B
]

Figure 6.18: Plots of mainlobe width vs. sidelobe height for the sp270SA1.
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Improvements

So what sort of improvements could be made in the implementation of simulated
annealing in this thesis? As with the optimizing of the arrays created from the
packed algorithm, an improvement could be made in the sampling of directions.
Both these optimizing methods suffer from the same problem, which can easily
be solved with increased computer memory.
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Chapter 7

Conclusion

All things are possible, except skiing thru a revolving door.

— Unknown

In this thesis the optimization of curved and spherical arrays has been stud-
ied. It is time to summarize what has been achieved.

7.1 Curved arrays
Starting with curved arrays, which find their use in 3D imaging, the effect of
curving flat linear 2D arrays in one direction was examined. The arrays presen-
ted find their use in medical ultrasound, which means that they must function
in the near-field using pulsed excitation. Optimizing flat linear 2D arrays with
the continuous-wave response is a difficult task. Finding an optimal layout for
use in the near-field using a pulsed excitation then becomes impossible. There-
fore curvature was studied as this is fairly easy to implement, and simulating
curvatures ranging from flat arrays to very curved is not so costly calculation-
wise. To study the performance of the arrays the pulse-echo response was used,
and the maximum sidelobe level along the worst-case cut was the measure of
performance for the array.

By curving some of the arrays showed lower maximum sidelobe levels for
some ROC compared to the flat array. In addition the arrays that had been
sparsed on the transmitter in a diagonal way exhibited a clear minimum with
respect to curvature compared to the maximum sidelobe level, e.g the Diag1,
Diag2 and DiagDP arrays. This is illustrated for these arrays in Figures 6.1(c),
6.1(e) and 6.2(a). A proportionality was also found between this optimal curvature
and the sum of the number of elements in the transmitting and receiving array.
This relation seemed valid under certain restrictions on the focal length and the
aperture size, i.e. the f-number.

7.2 Spherical arrays
Since sonars work in the far-field with long pulses the continuous-wave response
is a good approximation to the real response of the system. Some methods
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for reducing calculation time of the continuous-wave response was therefore
introduced in Chapter 4.

The Simrad SP270 array was presented. This array has been constructed
with the dodecahedron as basis, one of the five Platonic solids. One of its
main features is therefore that it displays a rotational symmetric property. For
flexibility with the number of elements, and to try to find better layouts, a
packing algorithm was introduced in Chapter 4. Some optimization criteria
were specified so that this packing algorithm managed to find arrays with 10-
15 fewer elements than the Simrad SP270 array with comparable performance.
Thus the packing algorithm showed itself as a flexible method of designing arrays
with a given number of elements.

Through simulated annealing the Simrad SP270 array was also thinned by
a factor of 1/3, with only a 1 dB loss in maximum sidelobe level. Though a
substantial loss in the mainlobe width was observed.
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Submission to NORSIG 2002

The abstract on the following pages was submitted to the 5th Nordic Signal
Processing Symposium in July 2002. It was accepted August 2002, just before
the finishing of this thesis. It contains some of the results from Chapter 6 for
the curved arrays.
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ABSTRACT

For implementing 3D imaging in cardiac ultra-
sound 2D phase steered arrays have been proposed.
But due to the large channel count needed it is desir-
able to lower the number of active elements without
loss in imaging quality.

In this work we will present a technique for lower-
ing the sidelobe levels several dB for a special class of
sparsed arrays.

1. INTRODUCTION

The current devices for medical imaging use 1D ar-
rays, typically with around 200 elements. But today
3D imaging is possible through post-processing of im-
ages aquired with 2D arrays. These typically require
1500 to 2000 elements.

The cost of arrays are often (more or less) pro-
portional to the number of elements. Often there are
also technical difficulties in fitting a high number of
elements on the surface of a transducer. It is therefore
favorable to reduce the number of elements without
loss of imaging quality. This is a combinatorical op-
timization problem, and many papers have dealt with
this for flat 2D-arrays.

A question that can be raised is if curving flat
2D-arrays in one direction, together with thinning,
can improve the performance of an array. Are there
certain thinning-patterns which are more receptable
for curving?

We will show that especially arrays that have been
sparsed along diagonals are receptive to curving, in
the sense that the the maximum sidelobe level is min-
imized. We will also see that there is a unique min-
imum for these arrays.

2. METHOD

This work is largely a continuation of [1]. There the
performance of several sparsed arrays were compared
using the pulse-echo response. All arrays were sparsed
from a full 48 × 48 array with the corners cut out to
make them circular, hence reducing the number of
elements from 2304 to 1804.

To do the simulations the Ultrasound package
FIELD II [2] for MATLAB was used. Since curved
linear arrays are not supported in FIELD II an addi-
tional file had to be made, which curved a linear array
according to the radius of curvature (ROC). This has
the same effect as wrapping the array around a cylin-
der, where the ROC is the radius of the cylinder.

For the simulations the transducer center frequency
was set to f0 = 3MHz. The speed of sound in tis-
sue is c = 1540m / s, which gives a wavelength of
λ = c/f0 = 0.51mm. The sampling frequency was
chosen to be fs = 102MHz. The elements had a width
elx and height ely of 308µm = 0.6λ. The focal-point
was set to 40mm.

With these parameters the pulse-echo response was
calculated for several of the arrays given in [1]. One
was a random binned array, three had been sparsed
along diagonals, two had been radially sparsed, three
along horizontal and vertical lines, and one was ran-
domly polar binned. The Diag1 and DiagDP arrays
are shown in Figure 1. We notice that each row for
the transmitter of the Diag1 array are of the form
[10101 . . .], while the rows in the transmitter and re-
ceiver of the DiagDP array are of the form [1001001 . . .]
and [1001001 . . .]. Since the rows are shifted com-
pared to each other this gives the effect of having
been sparsed along diagonals. The Diag2 array was
sparsed in a similar way with the same transmitter as
the Diag1 array, but with a different Vernier array as
receiver.

The number of elements in the transmitter and
receiver of each array, along with the way in which
they were sparsed, is summed up in Table 1.

The pulse-echo response of theDiag1 array is shown
in Figure 2 for a flat array. The plot next to it shows a
cut through the center of the response. The cut with
the highest sidelobe is called the worst cut.

The pulse-echo response was then calculated for
all the arrays with values for the ROC ranging from
10mm to 1000mm, the latter being equivalent to a
flat array. The ROC plotted against the worst cut
maximum sidelobe level is shown in Figure 3.
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Figure 1: Arrays Diag1 and DiagDP, transmission
and reception.

Array # els., Tx # els, Rx Sparsing
Bin 447 447 Rect. binned
Diag1 877 208 Diagonal
Diag2 877 796 Diagonal
DiagDP 606 606 Diagonal
ImpR4b 964 780 Radially
ImpV 421 796 Line
Pol 484 361 Polar binned
Rad4b 533 373 Radially
Vern 421 208 Line

Table 1: Table of arrays with number of elements
(transmission and receiver) and type of sparsing.
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Figure 2: Pulse-echo response of Diag1 array and
worst cut with respect to sidelobe level.
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Figure 3: Left: Plot of ROC vs. maximum sidelobe
level for the Diag1 and DiagDP arrays. Right: Plot
of worst cut for optimal ROC (blue line) and worst
cut for flat array (red line) for corresponding arrays.

3. RESULTS

From the equivalent plots of Figure 3 for the other ar-
rays it could be seen that the optimal maximum side-
lobe level occured for the flat array, or there was only
a minor improvement for some other ROC. The most
significant improvements were made for those arrays
that were thinned along diagonal lines, i.e. theDiag1,
Diag2 and DiagDP arrays. The gains over the flat ar-
rays are a significant 7 dB, 4 dB and 6 dB respectively.
The corresponding curvatures are 38mm, 80mm and
45mm, which is realistic curvature compared to the
size of the array. From the worst cut plots of the di-
agonally sparsed arrays we see that the grating lobes
of the curved arrays have been somewhat suppressed
compared to that of the corresponding flat arrays.

4. CONCLUSION

For arrays sparsed along diagonals we have shown that
curving in one direction reduces the maximum side-
lobe level with several dB. The optimal curvature is
related to the number of elements in the array.
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Appendix B

Packing points on a sphere

To run the packing algorithm presented in chapter 4 two files are needed,
spherepack.m and find_nearest.m. As input spherepack.m takes n, the num-
ber of points to pack. It returns pos, an n×3 matrix containing the coordinates
for the points.

spherepack.m

function pos = spherepack(n, varargin)

%SPHEREPACK Spreads N points on the surface of a sphere.
% POS = SPHEREPACK(N, RADIUS, EPSILON) spreads N points
% uniformly on the surface of a sphere with radius
% equal to RADIUS.
%
% EPSILON is the tolerance of the algorithm.
%
% POS is a Nx3-matrix containing the positions of the
% final N points.
%
% RADIUS and EPSILON are optional, with default values
% RADIUS = 1 and EPSILON = 10^(-5).
%
% Language : Matlab 5.0
% Written by : Jan Egil Kirkebø
%
% Version no. : 1.0 JEK 01.08.01 First Version
%
% Called by :
% Routines called : find_nearest

error(nargchk(1, 3, nargin));

% Set default values if not specified
if (nargin < 2)
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radius = 1.0;
else
radius = varargin{1};

end % if
if (nargin < 3)
epsilon = 10^(-5);

else
epsilon = varargin{2};

end % if

% Declare intial values
step = 2 * pi / 5; % Steplength
angle = rand(n, 2) * 2 * pi; % Angle of n points
pos = zeros(n, 3); % Position of n points
new_pos = zeros(n, 3); % Position of n perturbed points
[pos(:, 1), pos(:, 2), pos(:, 3)] = ...
sph2cart(angle(:, 1), angle(:, 2), 1);

% Total nr. of steps
tot_steps = ceil(log(epsilon / step) / log(2 / 3));

step_nr = 0;
while (step > epsilon)
step_nr = step_nr + 1;
disp([’Step ’, int2str(step_nr), ’ of ’, int2str(tot_steps), ’.’])
change = 1; % change == false if no points move => step changes
while (change) % While config. changes keep step
change = 0;

% Pertube each point
for i = 1 : n
nearest = find_nearest(i, pos, 1, 2);
for j = 1 : 4 % Directions N-S-E-W (1-2-3-4)

% Perturbe
new_angle = angle; % New positions
if (j < 3)

k = 2; % North (1) or south (2)
else % if (j > 2)

k = 1; % East (3) or west (4)
end
new_angle(i, k) = new_angle(i, k) + ...

(-1)^(j + 1) * step; % Perturbe
if (new_angle(i, k) > 2 * pi)

new_angle(i, k) = new_angle(i, k) - 2 * pi;
end
if (new_angle(i, k) < 0)

new_angle(i, k) = new_angle(i, k) + 2 * pi;
end
[new_pos(:, 1), new_pos(:, 2), new_pos(:, 3)] = ...
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sph2cart(new_angle(:, 1), new_angle(:, 2), 1);
new_nearest = find_nearest(i, new_pos, 1, 2);
if (new_nearest > nearest) % Keep new pos. if better
angle = new_angle;
[pos(:, 1), pos(:, 2), pos(:, 3)] = ...
sph2cart(angle(:, 1), angle(:, 2), 1);

nearest = find_nearest(i, pos, 1, 2);
change = 1;

end
end % for j = 1 : 4

end % for i = 1 : n
end % while (change)
step = step * 2 / 3; % Decrease step

end % while (step > eps)

% Move al points so that pos(1, :) is in (x, y, z) = (0, 0, 1)
b = [0 0 1];
a = pos(1, :);
for i = 1 : n

x = pos(i, :);
pos(i, :) = x - ((sum((a + b) .* x)) / (1 + sum(a .* b))) ...

* (a + b) + 2 * sum(a .* x) * b;
end

% Normalize coordinates to radius
pos = pos * radius;
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find_nearest.m

function nearest = find_nearest(p, pos, length, shape)

%FIND_NEAREST Finds nearest point.
% NEAREST = FIND_NEAREST(P, POS, LENGTH, SHAPE) finds
% the smallest distance from point nr. P described in
% POS to one of the others.
%
% The geometry on which the points lay is described by
% SHAPE, and the size is given by LENGTH:
% SHAPE = 1 is a square where LENGTH equals length of sides.
% SHAPE = 2 is a sphere where LENGTH equals the radius.
%
% For the square the distance to the sides is returned if
% this is less than the distance to the nearest point.
%
% Language : Matlab 5.0
% Written by : Jan Egil Kirkebø
%
% Version no. : 1.0 JEK 01.08.01 First Version
%
% Called by : squarepack, spherepack
% Routines called :

[n, m] = size(pos);
nearest = inf;
dist = ones(n, 1) * inf; % dist(i) gives dist. to point i

% Rectangle
if (shape == 1)

north_dist = length - pos(p, 2); south_dist = pos(p, 2);
east_dist = length - pos(p, 1); west_dist = pos(p, 1);
nearest = min(2 * [north_dist, south_dist, ...

east_dist, west_dist]’)’;
end

O = [1 : p - 1, p + 1 : n];
dist = pos(O, :)’ - pos(p, :)’ * ones(1, n - 1);
if (shape == 1) % Rectangle

dist = sqrt(sum(dist.^2));
elseif (shape == 2) % Sphere

dist = 2 * asin(sqrt(sum(dist.^2)) / (2 * length));
end
nearest = min([nearest, dist]’);
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Appendix C

Calculation of response

CWResp_mod.m

The function CWResp_mod calculates the continuous-wave response of an array,
either curved or spherical. It takes Rx and roc as input. It is only documented
for use with spherical arrays here. Rx is an M × 3 matrix containing the center-
coordinates of the elements in the receiver, and roc must be set to zero. The
field-specifications are imported from the function field_specs, included later
in this appendix. It returns the response in Resp, along with the u- and v-angles
in ax and ay.

function [RESP, AX, AY] = CWResp_mod(Rx, roc)

%CWRESP_MOD Calculates continuous-wave response
% [RESP, AX, AY] = PULSERESP(RX, ROC) calculates the
% continuous-wave response of an array with the elements for
% reception in the positions specified in the Mx3 matrix
% RX. ROC is the the radius of curvature, which is set to
% 0 for spherical arrays.
%
% Language : Matlab 5.0
% Written by : Jan Egil Kirkebø
%
% Version no. : 1.0 JEK 01.03.02 First Version
%
% Called by :
% Routines called : field_specs

% Keep only visible els.
Rx(Rx * [0, 0, 1]’ < 0, :) = [];

% Number of A-lines in image
no_lines = 181;

% Load field specifications
if (roc)
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[el_w, el_h, kerf_x, kerf_y, no_sub_x, no_sub_y, ...
f0, c, fs, excitation, cycles, Rad] = field_specs_c;
pos = cw_curved_linear_array(el_w, el_h, kerf_x, ...

kerf_y, no_sub_x, no_sub_y, roc, Rx);
beam_fact = ones(no_sub_x * no_sub_y * length(find(Rx)), 1);

else
[radius, el_type, el_w, el_h, no_sub, f0, c, fs, excitation, ...
cycles, Rad] = field_specs_s;
pos = Rx;
load single_el_resp;
beam_fact = zeros(length(pos), no_lines);

end
lambda = c / f0;

% Calculate response angles
[X, Y] = meshgrid(-(no_lines - 1) / 2 : 1 : (no_lines - 1) / 2, ...

-(no_lines - 1) / 2 : 1 : (no_lines - 1) / 2);
R = (no_lines - 1) / 2;
Rxy = sqrt(X.^2 + Y.^2);
tmpRxy = (find(Rxy == 0));
Rxy(tmpRxy) = inf; % To avoid division on zero
sinTheta = Y ./ Rxy;
cosTheta = X ./ Rxy;
Rxy(tmpRxy) = 0;
sinPhi = Rxy / R;
cosPhi = sqrt(1 - (sinPhi).^2);

% Calculate response
x = pos(:, 1) * ones(1, no_lines);
y = pos(:, 2) * ones(1, no_lines);
z = pos(:, 3) * ones(1, no_lines);

% For calculation of beam factor
b1 = Rx(:, 1);
b2 = Rx(:, 2);
b3 = Rx(:, 3);

k0 = [0 0 1]; % Steering vector
l = [1 : no_lines];
for k = 1 : no_lines
fprintf(’\r Line no %3d of %d’, k, no_lines);
a1 = sinPhi(k, l) .* cosTheta(k, l);
a2 = sinPhi(k, l) .* sinTheta(k, l);
a3 = cosPhi(k, l);
u = ones(length(pos), 1) * (a1 - k0(1));
v = ones(length(pos), 1) * (a2 - k0(2));
w = ones(length(pos), 1) * (a3 - k0(3));

% Calculate beam factor for spherical array
if (~roc)
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beam_ang = acos((b1 * a1 + b2 * a2 + b3 * a3) ...
./ (sqrt(b1.^2 + b2.^2 + b3.^2) * ones(1, no_lines)));

beam_fact(:) = interp1(single_el_ang, single_el_resp, ...
abs(beam_ang(:)), ’linear’);

end

eval([’C’, int2str(k), ’ = beam_fact .* ’, ...
’exp(-j * 2 * pi * (u .* x + v .* y + w .* z) / lambda);’]);

end
fprintf(’\n’);

Resp = zeros(no_lines);
for k = 1 : no_lines

eval([’Resp(k, :) = ones(1, length(pos)) * ...
C’, int2str(k), ’;’]);

end
Resp(Rxy > R) = NaN;
Resp = Resp / max(max(abs(Resp)));
ay = sinPhi(:, ceil(no_lines / 2)) .* ...

sinTheta(:, ceil(no_lines / 2));
ax = ay;
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PulseResp.m

The function PulseResp calculates the pulse-echo response of an array, either
curved or spherical. It takes Tx, Rx and roc as input. It is only documented
for use with curved arrays here. Tx and Rx are M ×N matrices containing the
apodization of each element in the transmitter and the receiver respectively.
roc specifies the ROC. The field-specifications are imported from the function
field_specs, included later in this appendix. It returns the response in Resp,
along with the u- and v-angles in ax and ay. It uses the external function
xdc_curved_linear_array, shown in Appendix D.

function [Resp, ax, ay] = PulseResp(Tx, Rx, roc)

%PULSEECHO2D Calculates pulse-echo response
% [RESP, AX, AY] = PULSERESP(TX, RX, ROC) calculates the
% pulse-echo response of an array with the elements for transmission
% and reception in the positions specified in the Mx3 matrices
% TX and RX. ROC is the the radius of curvature, which is set to
% 0 for spherical arrays.
%
% Language : Matlab 5.0
% Written by : Jan Egil Kirkebø
%
% Version no. : 1.0 JEK 01.08.01 First Version
% 1.1 JEK 23.12.01 Small revisions
%
% Called by :
% Routines called : field_specs,
% xdc_curved_linear_array,
% xdc_sphere_array

field_init(0);

% Number of A-lines in image
no_lines = 181;

% Load field specifications
if (roc)
[el_w, el_h, kerf_x, kerf_y, no_sub_x, no_sub_y, ...
f0, c, fs, excitation, imp_resp, Rad] = field_specs(roc);

else
[radius, el_type, el_w, el_h, no_sub, f0, c, fs, excitation, ...
imp_resp, Rad] = field_specs(roc);

end

% Wire position
ThetaWire = 0;
PhiWire = 0;
wire_pos = Rad * [sin(ThetaWire) * cos(PhiWire) ...

sin(ThetaWire) * sin(PhiWire) ...
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cos(ThetaWire)];
focus = wire_pos;

set_field(’fs’, fs);
set_field(’show_times’, 0);

% Generate aperture for emission and transmission
if (roc)

emit_ap = xdc_curved_linear_array(el_w, el_h, kerf_x, ...
kerf_y, 2, 2, focus, roc, Tx);

xdc_apodization(emit_ap, 0, Tx(find(Tx(:)’)));
rec_ap = xdc_curved_linear_array(el_w, el_h, kerf_x, ...

kerf_y, 2, 2, focus, roc, Rx);
xdc_apodization(rec_ap, 0, Rx(find(Rx(:)’)));

else
Tx((Tx * wire_pos’ < 0), :) = [];
emit_ap = xdc_sphere_array(Tx, radius, el_type, ...

el_w, el_h, focus);
xdc_apodization(emit_ap, 0, ones(1, max(size(Tx(:, 1)))));
Rx((Rx * wire_pos’ < 0), :) = [];
rec_ap = xdc_sphere_array(Rx, radius, el_type, ...

el_w, el_h, focus);
xdc_apodization(rec_ap, 0, ones(1, max(size(Rx(:, 1)))));

end
xdc_baffle(emit_ap, 1);
xdc_excitation(emit_ap, excitation);
xdc_impulse(emit_ap, imp_resp);
xdc_baffle(rec_ap, 1);
xdc_impulse(rec_ap, imp_resp);

% Find angles for which the response is computed
[X,Y] = meshgrid(-(no_lines - 1) / 2 : (no_lines - 1) / 2, ...

-(no_lines - 1) / 2 : (no_lines - 1) / 2);
R = (no_lines - 1) / 2;
Rxy = sqrt(X.^2 + Y.^2);
tmpRxy = (find(Rxy == 0)); % Only for (phi, theta) == (0, 0)
Rxy(tmpRxy) = inf; % To avoid division on zero
sinTheta = Y ./ Rxy;
cosTheta = X ./ Rxy;
Rxy(tmpRxy) = 0;
sinPhi = Rxy / R;
cosPhi = sqrt(1 - (sinPhi).^2);

Resp = zeros(no_lines, no_lines);

TotAng = sum(sum(Rxy <= R));
CurrAng = 0;

% Compute the response for each line
for i = 1 : no_lines
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for j = 1 : no_lines
if (Rxy(i, j) <= R)
CurrAng = CurrAng + 1;
if (rem(CurrAng, 100) == 0),
fprintf(’\r Line no %3d of %d’, CurrAng, TotAng);

end

% Set the focus for this direction
xdc_focus(emit_ap, 0, Rad * ...

[sinPhi(i, j) * cosTheta(i, j), ...
sinPhi(i, j) * sinTheta(i, j), cosPhi(i, j)]);
xdc_focus(rec_ap, 0, Rad * ...

[sinPhi(i, j) * cosTheta(i, j), ...
sinPhi(i, j) * sinTheta(i, j), cosPhi(i, j)]);

% Calculate the received response
[v, t1] = calc_scat(emit_ap, rec_ap, wire_pos, 1);

% Store the result
Resp(i, j) = max(v);

end
end

end

% Free apertures
xdc_free(emit_ap);
xdc_free(rec_ap);

field_end;

% Return values
Resp(Rxy > R) = NaN;
Resp = Resp / max(max(Resp));
ay = sinPhi(:, ceil(no_lines / 2)) ...

.* sinTheta(:, ceil(no_lines / 2));
ax = ay;

fprintf(’\n’);
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field_specs.m

The function field_specs returns the specifications for the field that has been
used in this thesis. The only input it takes is the parameter roc, which specifies
the ROC for curved arrays and is set to zero for spherical arrays.

function varargout = field_specs(roc)

% FIELD_SPECS gives specifications for arrays
%
% Language : Matlab 5.0
% Written by : Jan Egil Kirkebø
%
% Version no. : 1.0 JEK 18.02.02 First Version
%
% Called by : CWResp_mod,
% PulseResp
% Routines called :

if (roc)

% Frequency- and pulse-information
f0 = 3e6; % Transducer center frequency [Hz]
c = 1540; % Speed of sound [m/s]
lambda = c / f0; % Wavelength [m]
fs = 34 * f0; % Sampling frequency [Hz]
cycles = 3.0;
excitation = sin(2 * pi * f0 * [0 : 1 / ( fs - 1 ) : 1 / f0]);
imp_resp = sin(2 * pi * f0 * [0 : 1 / ( fs - 1 ) : cycles / f0]);
imp_resp = imp_resp .* hamming(length(imp_resp))’;

% Focus
Rad = 40 / 1000; % Radius [m] for focal-point/wire position

% Element specifications
dist_x = 0.6 * lambda; % Total width of element [m], x-direction
dist_y = 0.6 * lambda; % Total height of element [m], y-direction
kerf_x = 0.01 / 1000; % Kerf in x-direction [m]
kerf_y = 0.01 / 1000; % Kerf in y-direction [m]
el_w = dist_x - kerf_x; % Width of element [m], x-direction
el_h = dist_y - kerf_y; % Height of element [m], y-direction
no_sub_x = 2; % No. of sub-elements in x-direction
no_sub_y = 2; % No. of sub-elements in y-direction

else % Spherical array

% Frequency- and pulse-information
f0 = 27e3; % Transducer center frequency [Hz]
c = 1500; % Speed of sound [m/s]
lambda = c / f0; % Wavelength [m]
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fs = 34 * f0; % Sampling frequency [Hz]
excitation = sin(2 * pi * f0 * [0 : 1 / ( fs - 1 ) : 100 / f0]);
imp_resp = 1; % Impulse response

% Focus
Rad = 10; % Radius [m] for focal-point/wire position

% Radius of sphere [m]
radius = 0.19;

% Element specifications
el_w = 0.035; % Width of element [m], x-direction
el_h = 0.035; % Height of element [m], y-direction
no_sub = 11; % No. of samples
el_type = ’oct’;

end

if (roc)
nargout = 12; % Number of output arguments
varargout = cell(1, nargout);
varargout = {el_w, el_h, kerf_x, kerf_y, no_sub_x, no_sub_y, ...

f0, c, fs, excitation, imp_resp, Rad};
else
nargout = 11; % Number of output arguments
varargout = cell(1, nargout);
varargout = {radius, el_type, el_w, el_h, no_sub, f0, c, fs, ...

excitation, imp_resp, Rad};
end
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The performance of the different arrays in this thesis has been evalued
through the maximum sidelobe level. Since this is so important to this thesis
the file that has been used in calculating this value is shown below in the file
MaxSLResp.m. The file for calculating the beamwidth at −6 dB is also shown,
in the file MLResp.m, along with the file bpwc.m for finding the worst-case cut
of a response.

MaxSLResp.m

function MS = MaxSLResp(Resp)

%MAXSLRESP Finds maximum sidelobe-level.
% MS = MAXSLBP(RESP) returns maximum sidelobe-level for
% a 2D response.
%
% RESP is the response of an array.
%
% MS is the maximum sidelobe-level in dB.
%
% Language : Matlab 5.0
% Written by : Jan Egil Kirkebø
%
% Version no. : 1.0 JEK 18.07.02 First Version
%
% Called by : simanneal,
% jalla
% Routines called : bpwc

BP = bpwc(Resp);
mid = (length(BP) + 1) / 2;
u1 = max(find(diff(BP(1 : mid - 2)) < 0) + 1);
u2 = mid + min(find(diff(BP(mid + 1 : length(BP))) > 0));
MS = max(BP([1 : u1 + 1, u2 : length(BP)]));
MS = 20 * log10(abs(MS));

MLBeamWidth.m

function ML = MLResp(Resp)

%MLResp Finds mainlobe width.
% ML = MLResp(RESP) returns -6 dB width of mainlobe for
% a 2D response.
%
% RESP is the response of an array.
%
% ML is the width of the mainlobe in radians.
%
% Language : Matlab 5.0
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% Written by : Jan Egil Kirkebø
%
% Version no. : 1.0 JEK 18.07.02 First Version
%
% Called by :
% Routines called : bpwc

fact = 50; % interpolation factor
BP = 20 * log10(abs(bpwc(Resp)));
no_lines = length(BP);
mid = fact * ceil(no_lines / 2);
XI = [1 : fact * no_lines + 1] * no_lines / (fact * no_lines + 1);
BPI = interp1(BP, XI);
no_lines = length(BPI);
[q, u1] = min(abs(BPI(1 : mid - 1) + 6));
[q, u2] = min(abs(BPI(mid + 1 : no_lines) + 6));
u2 = mid + u2;
theta1 = atan((XI(mid) - XI(u1)) * pi / (6 * XI(mid)));
theta2 = atan((XI(u2) - XI(mid)) * pi / (6 * XI(mid)));
ML = theta1 + theta2;

bpwc.m

function B = BPWC(Resp)

%BPWC Finds worst-case cut
% B = BPWC(Resp) returns maximum sidelobe-level for
% a 2D response.
%
% RESP is the response of an array.
%
% B is the worst-case cut.
%
% Language : Matlab 5.0
% Written by : Jan Egil Kirkebø
%
% Version no. : 1.0 JEK 18.07.02 First Version
%
% Called by : MaxSLResp,
% jalla
% Routines called :

[m, n] = size(BP);
ax = [1 : m];

no_theta = 181;
start = -(m - 1) / 2;
stop = (m - 1) / 2;
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XX = repmat(start : stop, no_theta,1);
YY = repmat(start : stop, no_theta,1);
Theta = -pi / 2 : pi / (no_theta - 1) : pi / 2;

for i = 1 : no_theta
XX(i, :) = XX(i, :) * cos(Theta(i));
YY(i, :) = YY(i, :) * sin(Theta(i));

end

B = interp2(start : stop, start : stop, BP, XX, YY);
B = max(B);
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Appendix D

Addition to Field II

xdc_curved_linear_array.m

The file xdc_curved_linear_array.m is an addition to the Field II program
[13]. It curves a linear array according to the parameter ROC. See Chapter 3 for
an explanation of the ROC.

% Procedure for creating a curved linear array transducer
%
% Calling: Th = xdc_linear_array (width, height, kerf_x, kerf_y, ...
% no_sub_x, no_sub_y, focus, roc, a_cnf);
%
% Parameters: width - Width (x-direction) of elements.
% height - Height (y-direction) of elements.
% kerf_x - Width in x-direction between elements.
% kerf_y - Width in y-direction between elements.
% no_sub_x - No. of sub-divisions (x-direction) of els.
% no_sub_y - No. of sub-divisions (y-direction) of els.
% focus[] - Fixed focus for array (x,y,z).
% Vector with three elements.
% roc - Radius of curvature
% a_cnf - Matrix indicating whether the physical
% element is used. 1 indicates
% an enabled element and zero does not.
% Value (1, 1) determines the state of the
% lower left element of the transducer.
%
% Return: A handle Th as a pointer to this transducer aperture.
%
% Version 1.0, February 1, 2001 by Jan Egil Kirkebø

function Th = xdc_curved_linear_array (width, height, kerf_x, ...
kerf_y, no_sub_x, no_sub_y, focus, roc, a_cnf)

[no_els_x, no_els_y] = size(a_cnf);
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[no_els, q] = size(find(a_cnf));
rect = zeros(no_els * no_sub_x * no_sub_y, 19);
rect(:, 15) = width;
rect(:, 16) = height;
centers = zeros(no_els, 3); % Center coordinate for physical element

% Size of array in x-direction
size_x = no_els_x * (width + kerf_x) - kerf_x;

el_thet = 2 * asin(height / (2 * roc));
kerf_thet = 2 * asin(kerf_y / (2 * roc));

size_y = (no_els_y * (el_thet + kerf_thet) - kerf_thet) * roc;
thet = (pi / 2) + (size_y / (2 * roc));

s_size_x = width / no_sub_x; % Size of sub-element in x-direction

x_coord = -size_x / 2;
y_coord = cos(thet) * roc;
y_coord_d = cos(thet - el_thet) * roc;
z_coord = (sin(thet) - 1) * roc;
z_coord_d = (sin(thet - el_thet) - 1) * roc;

el_no = 0;
line = 0;

% Place elements (and sub-elements)
for m = 1 : no_els_y

for n = 1 : no_els_x
if (a_cnf(n, m) ~= 0)
el_no = el_no + 1; % Number of physical element
for k = 1 : no_sub_y

s_size_y = (y_coord_d - y_coord) / no_sub_y;
s_size_z = (z_coord_d - z_coord) / no_sub_y;
s_y_coord = y_coord + (k - 1) * s_size_y;
s_z_coord = z_coord + (k - 1) * s_size_z;
for l = 1 : no_sub_x

s_x_coord = x_coord + (l - 1) * s_size_x;
line = line + 1;
rect(line, 1) = el_no;

% Coordinates for 4 corners
corn1 = [s_x_coord, s_y_coord, s_z_coord];
corn2 = [s_x_coord + s_size_x, s_y_coord, s_z_coord];
corn3 = [s_x_coord + s_size_x, s_y_coord + s_size_y, ...
s_z_coord + s_size_z];
corn4 = [s_x_coord, s_y_coord + s_size_y, s_z_coord + s_size_z];

% Place information about mathematical rectangle
rect(line, 2 : 4) = corn1;
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rect(line, 5 : 7) = corn2;
rect(line, 8 : 10) = corn3;
rect(line, 11 : 13) = corn4;
rect(line, 14) = a_cnf(n, m);
rect(line, 17 : 19) = (corn1 + corn2 + corn3 + corn4) / 4;

end
end

% Place information about physical rectangle
centers(el_no, :) = [x_coord + width / 2, ...
(y_coord_d + y_coord) / 2, ...
(z_coord_d + z_coord) / 2];

end
x_coord = x_coord + width + kerf_x;

end
thet = thet - el_thet - kerf_thet;
x_coord = -size_x / 2;
y_coord = cos(thet) * roc;
y_coord_d = cos(thet - el_thet) * roc;
z_coord = (sin(thet) - 1) * roc;
z_coord_d = (sin(thet - el_thet) - 1) * roc;

end

Th = xdc_rectangles(rect, centers, focus);
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Appendix E

Optimization of response for
packed arrays

jalla.m

This is the program that tries to find an optimized array from the packing
algorithm. The program is called jalla from the Arabic imperative “go!” The
only input parameter is no_points, which specifies the number of points to pack
on each sphere.

function jalla(no_points)

%JALLA Optimizes response of packed arrays.
% JALLA(NO_POINTS) optimizes the response of arrays
% with number of elements specified by NO_POINTS.
%
% Language : Matlab 5.0
% Written by : Jan Egil Kirkebø
%
% Version no. : 1.0 JEK 01.07.02 First Version
%
% Called by :
% Routines called : field_specs,
% MaxSLResp

[radius, el_type, el_w, el_h, no_sub, f0, c, fs, excitation, ...
imp_resp, Rad] = field_specs(0);

load resps/sp270-MLSL;
sp270MS = max(MS);

ang_th = 0;
ang_phi = 0;
for i = 0 : 23

for j = 1 : 6
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ang_th = [ang_th, i];
ang_phi = [ang_phi, j];

end
end
theta = ang_th * pi / 12;
phi = ang_phi * pi / 12;

found = 0;

while ~found
MS = -inf;
disp([’Number of packing-points: ’, int2str(no_points)]);
pos = spherepack(no_points, 1, 10^(-4));
Rx = pos(find(pos(:, 3) >= -cos(36 * pi / 180)), :);
Rx_rot = zeros(length(Rx), 3);
disp(’Calculated array...’);
i = 1;
eval([’load NoSL’, int2str(no_points)]);
NoNewSL = 0;
NewSLdiff = 0;
while ((i <= length(theta)) & (NoNewSL <= NoSL & NewSLdiff < SLdiff))
zeta0 = [cos(theta(i)) * sin(phi(i)), sin(theta(i)) * sin(phi(i)), ...
cos(phi(i))];
b = zeta0;
a = [0 0 1];
for j = 1 : length(Rx)
x2 = Rx(j, :);
Rx_rot(j, :) = x2 - ((sum((a + b) .* x2)) / (1 + sum(a .* b))) ...

* (a + b) + 2 * sum(a .* x2) * b;
end

Rx_rot = radius * Rx_rot;

[Resp, ax, ay] = CWResp_mod(Rx_rot, 0);
disp([’i = ’, int2str(i), ’, of ’, int2str(length(theta))]);

MS = MaxSLResp(Resp);
disp([’Maximum SL: ’, num2str(MS, 6), ’, allowed: ’, ...
num2str(sp270MS, 6)]);
if (MS > sp270MS)
NoNewSL = NoNewSL + 1;
NewSLdiff = NewSLdiff + abs(MS - sp270MS);

end
disp([’No. of SL: ’, int2str(NoNewSL), ’, no. allowed: ’, ...
int2str(NoSL)]);
disp([’SL diff: ’, num2str(NewSLdiff, 3), ...
’, allowed: ’ , num2str(SLdiff, 3)])

eval([’load NoSL’, int2str(no_points)]);
i = i + 1;
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end
if ((i > length(theta)) & (NoNewSL <= NoSL & NewSLdiff < SLdiff))
found = 1;

else
disp([’Not found better ’, int2str(no_points), ’-array...’]);

end
end

eval([’load NoSL’, int2str(no_points)]);
if (NoNewSL <= NoSL & NewSLdiff < SLdiff)

NoSL = NoNewSL;
SLdiff = NewSLdiff;
eval([’save NoSL’, int2str(no_points), ’ NoSL SLdiff’]);
eval([’save better’, int2str(no_points), ’ pos’]);
disp(’Saved improved array...’)

end
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Appendix F

Implementation of simulated
annealing

simanneal.m

simanneal.m implements simulating annealing for the spherical arrays presented
in this thesis. It uses the cooling schedule described in Chapter 5

function simanneal(X0, active0, T0, alpha, num_iter, num_pert)

%SIMANNEAL Uses Simulated Annealing on spherical arrays.
% [X, E] = SIMANNEAL(X0, T0, ALPHA, NUM_ITER, NUM_PERT)
% uses Simulated Annealing on the array given by the matrix
% X0, which contains the Nx3 matrix with
% the positions of the elements in the full array. If
% the element is active or not is contained in the vector
% active (which is 0 for inactive elements). T0 is the initial
% temperature. It runs through NUM_ITER different temperature
% states, and tries NUM_PERT number of perturbations at each
% temperature.
%
% Language : Matlab 5.0
% Written by : Jan Egil Kirkebø
%
% Version no. : 1.0 JEK 23.12.01 First Version
%
% Called by :
% Routines called : maxsl, perturbe

rand(’state’, sum(100 * clock));

[radius, el_type, el_w, el_h, no_sub, f0, c, fs, excitation, ...
imp_resp, Rad] = field_specs(0);

% Angles to sample over
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ang_th = 0;
ang_phi = 0;
for i = 0 : 23

for j = 1 : 6
ang_th = [ang_th, i];
ang_phi = [ang_phi, j];

end
end
theta = ang_th * pi / 12;
phi = ang_phi * pi / 12;

k = 1;
time = 1;
Xj = X0;
activej = active0;
Xj(find(activej(:, 1) == 0), :) = [];

for l = 1 : length(theta)
zeta0 = [cos(theta(l)) * sin(phi(l)), sin(theta(l)) * ...
sin(phi(l)), cos(phi(l))];
b = zeta0;
a = [0 0 1];
for j = 1 : length(X0)
x2 = X0(j, :);
X0_rot(j, :) = x2 - ((sum((a + b) .* x2)) / ...

(1 + sum(a .* b))) * (a + b) + 2 * sum(a .* x2) * b;
end

X0_rot = radius * X0_rot;

eval([’[C’, int2str(l), ’, act_els’, int2str(l), ...
’] = CWResp_mod(X0_rot, 0);’]);

end

[p, q] = size(C1);
no_lines = sqrt(q);
[X, Y] = meshgrid(-(no_lines - 1) / 2 : 1 : (no_lines - 1) / 2, ...

-(no_lines - 1) / 2 : 1 : (no_lines - 1) / 2);
R = (no_lines - 1) / 2;
Rxy = sqrt(X.^2 + Y.^2);

MS = zeros(1, length(theta));
for l = 1 : length(theta)

eval([’[p, q] = size(C’, int2str(l), ’);’]);
eval([’act_elsj = find(activej(act_els’, int2str(l), ’ > 0));’]);
eval([’Resp = reshape(ones(1, length(act_elsj)) * C’, ...
int2str(l), ’(act_elsj, :), no_lines, no_lines)’’;’])
Resp(Rxy > R) = NaN;
Resp = Resp / max(max(abs(Resp)));
MS(l) = MaxSLResp(Resp);
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end
EXj = max(MS);

E = EXj;
save SAFile E activej;

for i = 1 : num_iter
T = alpha^i * T0;
for j = 1 : num_pert
activep = perturbe(activej);
for l = 1 : length(theta)
eval([’[p, q] = size(C’, int2str(l), ’);’]);
eval([’act_elsp = find(activep(act_els’, int2str(l), ’ > 0));’]);
eval([’Resp = reshape(ones(1, length(act_elsp)) * C’, ...
int2str(l), ’(act_elsp, :), no_lines, no_lines)’’;’])
Resp(Rxy > R) = NaN;
Resp = Resp / max(max(abs(Resp)));
MS(l) = MaxSLResp(Resp);

end
EXp = max(MS);
dE = EXp - EXj;
Rnd = rand;
if (dE < 0) | (exp(-dE / T) > Rnd)
k = k + 1;
time = [time, (i - 1) * num_pert + j + 1];
activej = activep;
EXj = EXp;
E = [E, EXp];
save SAFile E activej time;

end
end

end


