Contrast perception as a visual heuristic in the formulation of referential expressions

Madeleine Long a,1, Isabelle Moore b,1, Francis Mollica c, Paula Rubio-Fernandez a,d,*

a Philosophy Department, University of Oslo, Norway
b Psychology Department, University of Virginia, United States of America
c Informatics Department, University of Edinburgh, United Kingdom
d Department of Brain and Cognitive Sciences, Massachusetts Institute of Technology, United States of America

Abstract

We hypothesize that contrast perception works as a visual heuristic, such that when speakers perceive a significant degree of contrast in a visual context, they tend to produce the corresponding adjective to describe a referent. The contrast perception heuristic supports efficient audience design, allowing speakers to produce referential expressions with minimum expenditure of cognitive resources, while facilitating the listener's visual search for the referent. We tested the perceptual contrast hypothesis in three language-production experiments. Experiment 1 revealed that speakers overspecify color adjectives in polychrome displays, whereas in monochrome displays they overspecified other properties that were contrastive. Further support for the contrast perception hypothesis comes from a re-analysis of previous work, which confirmed that color contrast elicits color overspecification when detected in a given display, but not when detected across monochrome trials. Experiment 2 revealed that even atypical colors (which are often overspecified) are only mentioned if there is color contrast. In Experiment 3, participants named a target color faster in monochrome than in polychrome displays, suggesting that the effect of color contrast is not analogous to ease of production. We conclude that the tendency to overspecify color in polychrome displays is not a bottom-up effect driven by the visual salience of color as a property, but possibly a learned communicative strategy. We discuss the implications of our account for pragmatic theories of referential communication and models of audience design, challenging the view that overspecification is a form of egocentric behavior.

1. Introduction

When we refer to the world around us, perception guides the formulation of our message. Imagine that you invite a neighbor over for coffee: you may offer her ‘this cup’ or ‘that cup’, depending on where on the table you placed her decaf. Alternatively, you may preempt any ambiguity by specifying the color or the size of her cup (e.g., ‘The blue cup is the decaf’). These simple examples illustrate how in order to avoid referential ambiguity, speakers must compare the object they want to refer to with its competitors (i.e. objects of the same kind in the visual context; e.g., any other cup on the table) and provide a distinctive property that the listener can use to identify the intended referent. When there are no competitors in the visual context, no extra information is needed to pre-empt an ambiguity (e.g., ‘The sugar is on the counter’).

This way of tailoring our referential expressions for our listeners is known as audience design. The aim of this study is to investigate the hypothesis that audience design can rely on perceptual heuristics, such as the detection of color contrast. In this view, perceptual heuristics would favor referential expressions that are efficient for both speakers and listeners; that is, descriptions that are easy to produce, but also facilitate the visual search for a referent.

While generally consistent with the above picture, the experimental record of the last 20 years has revealed two intriguing findings in reference production, each employing a different psycholinguistic measure: speakers’ looking behavior when formulating referential expressions, and speakers’ choice of referential expression. A number of eye-tracking studies have shown that speakers are more likely to be sufficiently informative when they have fixated on a competitor object.
before producing a referential expression (e.g., fixing on a small table before referring to ‘the large table’; Brown-Schmidt & Tanenhaus, 2006; Davies & Kreyss, 2017). However, these studies have also revealed that fixating on a competitor is not necessary in order for a speaker to produce an adequately informative description: Davies and Kreyss (2017) found that when speakers were shown simple displays, 83% of referential expressions were sufficiently informative without any fixations on the competitor object, whereas in more complex displays, 53% of utterances were informative without fixations on the competitor (see also Brown-Schmidt & Tanenhaus, 2006). Importantly, participants who did not fixate on the competitor were not simply ignoring its presence, as evidenced by the fact that these participants used modifiers 62% of the time in trials with competitors compared to only 3% in trials without competitors. Taken together, the results of these eye-tracking studies confirm that while fixating on a competitor may boost informativity, it is not essential, especially in sparser displays.

The second set of intriguing results in the referential communication literature shows that speakers produce adjectives not only when they are necessary to preempt an ambiguity with a competitor, but also when they are unnecessary in the visual context (e.g., Arts, Maes, Noordman, & Jansen, 2011a; Belke, 2006; Maes, Arts, & Noordman, 2004; Nadig & Sedivy, 2002; Sedivy, 2003, 2005). Some researchers have argued that speakers tend to overspecify visually salient properties (such as color) because it is easier than having to identify a referent’s competitors and directly compare them (Pechmann, 1989; Belke & Meyer, 2002; Belke, 2006; Engelhardt, Bailey, & Ferreira, 2006; Koolen, Goudbeek, & Krahmer, 2013; Fukumura & Carminati, 2021). This interpretation is in line with the view that referential overspecification is driven by speaker-internal processes, whereby the speaker fails to adopt the listener’s perspective and produce an optimally informative description (for review and discussion, see Arnold, 2008; Davies & Arnold, 2019). However, this ‘negative view’ of referential overspecification rests on the assumption that overinformative expressions violate the Maxim of Quantity, according to which speakers should not provide their listeners with more information than is necessary (Grice, 1975). As a violation of the Gricean maxim, redundancy is understood to be detrimental for the listener (see Davies & Katsos, 2013; Engelhardt et al., 2006; Engelhardt, Demiral, & Ferreira, 2011).

We have recently challenged the negative view of referential overspecification on the grounds that non-restrictive modification can be cooperative in nature (Rubio-Fernandez, 2019, 2021; Rubio-Fernandez, Mollica, & Jara-Ettinger, 2021), hence supporting the view that reference is a collaborative process (see Clark, 2006; Clark & Schaefer, 1989; Clark & Wilkes-Gibbs, 1986; Wilkes-Gibbs & Clark, 1992). In this view, the goal of a visually-grounded referential expression is to allow the listener to identify the intended referent fast and easily (Rubio-Fernandez, 2016, 2019; Long, Rohde, & Rubio-Fernandez, 2020), for a review of earlier studies on speaker-listener coordination in referential communication, see Clark & Bangert, 2004). Whether that interactive goal requires producing the shortest possible referential expression is an empirical question that ultimately depends on the visual context since redundant adjectives can have discriminatory value, despite lacking informational value. A color adjective, for example, has informational value if it preempts an ambiguity between several competitors (e.g., various stars in a display of colored shapes), but it may also have discriminatory value if it facilitates the listener’s visual search for the referent (e.g., if a single star is also the only blue shape in the display; see Fig. 1). Supporting the efficiency view, a number of psycholinguistic studies have shown that redundant color adjectives can facilitate the visual search for a referent (Arts, Maes, Noordman, & Jansen, 2011b; Mangold & Pobel, 1988; Paraboni & Van Deemter, 2014; Paraboni, Van Deemter, & Masthoff, 2007; Rubio-Fernandez, 2021; Sonnenschein & Whitehurst, 1982; Tourtouri, Delogu, Sikos, & Crocker, 2019).

The aim of this paper is to develop the efficiency view of referential overspecification by evaluating the role of speaker-internal processes. We originally proposed that overspecification may be efficient for the listener by facilitating their visual search for the referent (Rubio-Fernandez, 2016). However, overspecification may also be efficient for the speaker, if it relies on visual cues that trigger the use of modification in appropriate contexts at a low production cost for the speaker (Rubio-Fernandez, 2019). In developing and testing this account, the paper will contribute to two theoretical discussions: the old debate on whether reference production is driven by egocentric processes or by audience design (Arnold, 2008; Dell & Brown, 1991), and the growing discussion on the nature of referential overspecification (Rubio-Fernandez, 2016, 2019, 2021; Tourtouri et al., 2019; van Gompel, van Deemter, Gatt, Snoeren, & Krahmer, 2019; Degen, Hawkins, Graf, Kreiss, & Goodman, 2020; Rubio-Fernandez et al., 2021).

1.1. Visual heuristics and efficiency

We have recently proposed that in situations of co-presence (where speaker and listener share a physical space), speakers do not need to take the listener’s perspective and can rely instead on visual heuristics that can inform their choice of referential expression at a low production cost (Rubio-Fernandez, 2019; for earlier proposals of the use of heuristics in referential communication, see also Clark & Marshall, 1981; Dale & Viethen, 2009; Viethen & Dale, 2009; Van Deemter, Gatt, Van Gompel, & Krahmer, 2012; Koolen et al., 2013). Here, we adopt Tversky and Kahneman’s (1974) definition of heuristics as ‘beliefs concerning the likelihood of uncertain events (…) that reduce the complex tasks of assessing probabilities and predicting values to simpler judgmental operations’ (p. 1124).

Tversky and Kahneman (1974) described three heuristics that are commonly used to assess probabilities under uncertainty, and which lead to systematic biases in reasoning. According to the adjustment and anchoring heuristic, people make estimates by starting from an initial value that is adjusted to yield a final answer, with such adjustments often being insufficient. This heuristic has been used to interpret the perspective-taking mistakes frequently observed in referential communication tasks where participants seem to start interpreting language from an egocentric perspective, having to then adjust for this initial bias.
in order to adopt the speaker's perspective (Epley, Keysar, Van Boven, & Gilovich, 2004; Keysar, Barr, Balin, & Brauner, 2000; Keysar, Lin, & Barr, 2003).

Here we hypothesize that contrast perception works as a visual heuristic in the formulation of referential expressions. In this view, calculating that color is more efficient in polychrome than in monochrome displays would be the result of a visual heuristic triggered by the perception of color contrast (see Fig. 1). The density of a display also works as a visual heuristic, with denser displays often eliciting higher rates of overspecification than sparser displays (e.g., Clarke, Elnser, & Rohde, 2013; Gatt, Krahmer, Van Deemter, & van Gompel, 2017; Koolen, Krahmer, & Swerts, 2016; Paraboni et al., 2007; Rubio-Fernandez, 2019). We argue that contrast perception is an efficient visual heuristic because identifying distinctive properties of a referent requires contrasting it with its competitors in the visual context. Therefore, relying on properties that are contrastive across the entire visual context is likely to be discriminatory against a referent’s competitors, without requiring a specific search for competitors and a direct comparison with the referent.

The development and use of visual heuristics may be related to the processing of contrastive information without direct fixations on competitor objects. Davies and Kreyss (2017) argue that when an object is highly recognizable, it is processed extravocally (Meyer, Sleiderink, & Levelt, 1998; Morgan & Meyer, 2005). In other words, when contrastive information is easier to identify (e.g., because the display is sparse or the properties are visually salient), the visual system is able to integrate relevant information without having to fixate on competitor objects. Similarly, processing information extravocally may facilitate the detection of contrastive properties and trigger the use of modification.

We propose that speakers rely on perceptual contrast as a visual heuristic to produce efficient referential expressions efficiently. That is, to produce referential expressions that facilitate the listener’s visual search, while requiring limited effort on the speaker’s part. Under a contrast perception heuristic, significant perceptual contrast will trigger modification. Thus, if a speaker perceives a sufficiently salient contrast in a visual display, they will produce the corresponding adjective regardless of whether the adjective has informational value (i.e. if competitors have been identified in the display) or only discriminatory value (i.e. if no competitor has been identified). We further hypothesize that the estimation of perceptual contrast is mediated by the relative density of the display, with denser displays eliciting higher rates of modification (Rubio-Fernandez, 2019). The contrast perception heuristic will therefore result in speakers sometimes not producing an adjective (e.g., if they do not perceive a salient contrast, or the display is too sparse to warrant the use of modification), whereas other times they will produce redundant modification (e.g., if they did not identify a competitor but the display is dense with contrasting objects).

While the perceptual contrast heuristic brings together reference production and visual perception, it is different from the widespread view that the redundant use of color adjectives is driven by speaker–internal processes whereby speakers prefer to mention visually salient properties of the referent, rather than searching for potential competitors and producing optimally informative descriptions (e.g., Pechmann, 1989; Belke & Meyer, 2002; Koolen et al., 2013; Fukumura & Carminati, 2021). Unlike these accounts, we conceptualize the perceptual contrast heuristic as a form of audience design that is efficient for both the speaker and the listener.

1.2. Visual heuristics and audience design

Relying on visual heuristics may be understood as a form of ‘low-cost pragmatics’ in line with Ferreira’s (Ferreira, 2019) feedforward audience design. The crucial innovation in this framework is that the process of grammatical encoding may relatively automatically (i.e. without the involvement of executive control) encode meaning into linguistic features in such a way as to implement audience design strategies. These tacit strategies are what Ferreira calls feedforward audience design. Importantly, this form of audience design is heavily limited since contextual features, learned through communicative experience, must be available prior to grammatical encoding in order to drive an audience design effect.

Here we propose that the use of contrast perception as a visual heuristic in the formulation of referential expressions (e.g., producing a color adjective to refer to a target in a polychrome display of shapes) is also a form of feedforward audience design. Visual heuristics are relatively effortless to implement but have low accuracy, whereas other referential strategies require more complex reasoning about interlocutors and are more accurate, but also take more time and effort. For example, if speakers and listeners have different perspectives on a visual display (see, e.g., Wardlow-Lane & Ferreira, 2008; Long, Horton, Rohde, & Sorace, 2018), speakers need to engage in recurrent processing audience design, which is more effortful and time consuming (see Buz, Tanenhaus, & Jaeger, 2016; Fedzechkina, Jaeger, & Newport, 2012; Jaeger & Ferreira, 2013; Kurumada & Jaeger, 2015). At a higher level of description, a system of audience design that distinguishes fast and efficient strategies from slower but more accurate strategies is generally consistent with dual process theories (e.g., Evans, 1984; Kahneman, 2003), but may also reflect optimal metareasoning for strategy selection (Lieder & Griffiths, 2017; Milli, Lieder, & Griffiths, 2017).

Dale and Viethen (2009) performed a corpus analysis of 10 referential expressions generated in the same visual contexts by 63 participants. The results of their analyses suggest that referring behavior might be constructed as a combination of lower-level heuristics. Akin to Ferreira’s mechanistic framework, Dale and Viethen propose that the specific heuristics that a speaker might use vary depending on their personal past history, and perhaps even on the basis of situation-specific factors that might prompt speakers to be more or less accurate in their referential expressions.

What kind of communicative experiences could lead to the learning of visual heuristics in referential communication? The developmental record might provide some answers to this question. Referential communication studies with toddlers and preschoolers have shown that young children tend to produce underinformative referential expressions that require further clarification (Matthews, Butcher, Lieven, & Tomasello, 2012; Matthews, Lieven, & Tomasello, 2007). These results suggest that the process of learning to uniquely describe a referent often involves a direct comparison of the potential referents by the adult addressee (e.g., ‘Which little girl, the one eating an ice-cream or the one stroking a dog?’). As part of this learning process, children come to understand the nature of referential ambiguity and the need for audience design, eventually automatizing the perceptual process whereby they contrast the referent and its competitors in search for discriminatory properties.

Given the contrastive nature of reference, perceptual contrast is a likely candidate for a visual heuristic in the generation of referential expressions. Thus, whereas uniquely describing a referent might require careful comparison with a competitor in some visual contexts (e.g., if they are both visually similar and it is hard to identify a distinguishing property), often enough, a perceptual property that is contrastive across the entire visual context would be an efficient choice (e.g., if all objects are different sizes, patterns or colors). Thus, selecting a contrastive property when producing a referential expression may be efficient not only for the speaker, but also for the listener – which makes it a form of feedforward audience design.

1.3. Perceptual and linguistic factors affecting referential choice

Color adjectives tend to be overspecified more frequently than other types of adjectives, such as size or material (Pechmann, 1989; Rubio-Fernandez, 2019; Tarenkseen, Broersma, & Geurts, 2015). From a perceptual perspective, color contrast is indeed highly salient, playing a critical role in object recognition (Bramão, Reis, Petersson, & Fasca,
The visual salience of color has led some researchers to argue that the perception of scene variation triggers the use of redundant color adjectives. For example, Koolen et al. (2013) operationalize scene variation as the number of dimensions along which the objects in a scene vary (e.g., size, material or orientation) and argue that in high-variation scenes, speakers are less certain as to which attributes rule out the referent’s competitors, and are therefore more likely to mention a salient property such as color. Degen et al. (2020) also endorse Koolen et al.’s scene variation hypothesis (albeit under a different formalization), arguing that speakers’ tendency to overmodify with color adjectives increases as the variation in the scene increases.

Scene variation is directly related to perceptual contrast (with each varying dimension in a scene providing a source of perceptual contrast) and it may also work as a ‘quick heuristic’ (Koolen et al., 2013). However, despite these commonalities, and besides the specific formalization of scene variation (e.g., whether it is understood as the number of dimensions that vary in a scene, or the degree of variation within a dimension), there is a fundamental difference between the scene variation hypothesis and the perceptual contrast heuristic: according to Koolen et al. (2013) and Degen et al. (2020), the perception of scene variation results in the mention of color adjectives, whereas we hypothesize that the perception of contrast results in the mention of the contrasting property—which need not be color.

Following earlier work in Natural Language Generation, Koolen et al. (2013) treat color as a ‘preferred attribute’ because of its inherent visual salience. The perceptual contrast heuristic is also sensitive to the visual salience of color contrast, predicting that color contrast is more likely to trigger the use of color modification relative to other types of contrast that may not be so perceptually salient as to warrant the mention of the corresponding adjective. However, the perceptual contrast heuristic does not treat color as a preferred attribute that is mentioned by default when other types of contrast are detected. The scene variation hypothesis and the perceptual contrast heuristic therefore make different predictions that will be tested in Experiment 1.

While perception is obviously central to visual heuristics, linguistic factors can also determine referential overspecification (Rubio-Fernandez, 2016). For instance, size adjectives are interpreted in relation to a comparison class, whereas color adjectives encode an absolute property (e.g., a farm may be big compared to a smaller farm, or in relation to the average farm, but it can be red in and of itself; see Kennedy, 2007; Kennedy & McNally, 2005). Thus, color adjectives are used redundantly or non-contrastively more often than size adjectives (Rubio-Fernandez, 2019). However, when a size contrast is sufficiently salient in a visual context (e.g., in a pop-out display where the target is the smallest or the largest object in the pop-out display), size adjectives are used redundantly 60% of the time (Rubio-Fernandez, 2019; for a discussion of the color-size asymmetry in adjective production, see Pechmann, 1989; Degen et al., 2020). We interpret these findings as providing support for the perceptual contrast heuristic.

Another linguistic factor that has been shown to affect the use of redundant adjectives is adjective position. Recent studies have shown that English speakers produce redundant color adjectives in nominal position more often than Spanish speakers do in postnominal position (e.g., ‘The blue circle’ vs ‘El círculo azul’; Rubio-Fernandez, 2016, 2019; Wu & Gibson, 2021; see also Rachakeche, Futrell, & Scontras, 2021). This difference supports the view that color adjectives are used redundantly to facilitate the listener’s visual search for the referent, since they are a more efficient visual cue in prenominal position. Further support for this view comes from Rubio-Fernandez et al. (2021), who observed that the difference in redundant color rates between English and Spanish speakers disappeared in denser displays, in which redundant color adjectives were efficient even in postnominal position.

Finally, different lexical categories tend to elicit different rates of redundant color adjectives, depending on the strength of the association between the lexical category and the color property. For example, Rubio-Fernandez (2016, 2019) observed that in polychrome displays of four objects, people mentioned the color of geometrical shapes 40% of the time, whereas they did so 95% of the time when the displays contained clothes. Relevant to the present investigation, people produced redundant color adjectives 40% of the time in monochrome displays of clothes (Rubio-Fernandez, 2016), whereas they produced zero rates of color modification in monochrome displays of geometrical shapes (Rubio-Fernandez, 2019).

In conclusion, we hypothesize that perceptual contrast works as a visual heuristic in the production of redundant adjectives. While the salience of color contrast may trigger color overspecification more frequently than other types of contrast elicit the use of other perceptual adjectives, our hypothesis extends to all types of perceptual contrast (as long as it is salient enough in a given context). In addition, linguistic factors such as adjective semantics (absolute vs. gradable), adjective position (prenominal vs postnominal) or lexical category (e.g., geometrical shapes vs clothes) can also affect the production of redundant modification, above and beyond perceptual contrast.

### 1.4. The present study

Here we tested the hypothesis that perceptual contrast triggers overspecification, working as a visual heuristic that is efficient for both the speaker and the listener. To test this hypothesis, we employed three language-production tasks, and a color-naming experiment. Two of the language-production tasks were purposely designed for this study, while the third one was from a published paper that we re-analyzed here. The aim of the three language-production tasks was to investigate which visual cues trigger the contrast perception heuristic. More specifically, we tested three predictions: (i) color contrast, not scene variation, triggers color overspecification; (ii) color contrast must be detected in the referential domain (rather than across trials) to trigger overspecification; and (iii) the overspecification of atypical colors depends on color contrast.

Experiment 1 compared the role of contrast perception vs scene variation in triggering color overspecification and other redundant modifiers. Then, a re-analysis of the results of Long et al. (2020) examined what type of color contrast perception triggers redundant color modification: color contrast across monochrome displays of different colors, or color contrast within a given display. Experiment 2 investigated whether contrast perception is necessary to trigger overspecification of atypical colors (a well-documented finding in this literature), or unexpected colors are even mentioned in monochrome displays.

Finally, the last experiment in the study aimed to investigate the nature of the perceptual contrast heuristic. A general assumption that is often mentioned as an explanation for color overspecification is that color is a visually salient property (e.g., Pechmann, 1989; Belke & Meyer, 2002; Belke, 2006; Engelhardt et al., 2006; Arts et al., 2011b; Koolen et al., 2013; van Gompel et al., 2019; Degen et al., 2020). Despite the widespread reliance on visual salience to explain people’s frequent use of color adjectives, psycholinguistic and computational studies on reference production normally work with an intuitive, non-technical notion of visual salience. Koolen et al. (2013), for example, argue that color is a
Cognition 217 (2021) 104879

5

perception triggers overspecification of both color and other perceptual displays of furniture to elicit referential expressions. In low-variation their hypothesis in a series of language-production experiments using analogous effect of scene variation. Koolen et al. (2013) and Degen et al. (2020) simulated the experimental conditions in Koolen et al. (2013) and showed how a Rational Speech Act model based on Frank and Goodman’s (2012) but with continuous semantics predicted an analogous effect of scene variation.

Koolen et al. (2013) and Degen et al. (2020) tested and confirmed their hypothesis in a series of language-production experiments using displays of furniture to elicit referential expressions. In low-variation displays, furniture varied along three dimensions: type, size and orientation; whereas in high-variation displays, furniture varied along four dimensions: type, size, orientation and color. While the results of Koolen et al. (2013) and Degen et al. (2020) were taken to support the scene-variation hypothesis, their experimental design suffers from a confound that leaves open an alternative, more parsimonious interpretation of their results: because the low-variation scenes were monochrome and the high-variation scenes were polychrome, the differential rates of color modification observed in the two conditions may result from the absence and presence of color contrast, rather than from the different levels of scene variation (e.g., whether the objects varied in size or orientation). In our view, the perception of color contrast works as a visual heuristic that triggers the use of color adjectives. Therefore, according to the contrast perception hypothesis, the results of Koolen et al. (2013) and Degen et al. (2020) are an effect of the polychrome and monochrome displays used in the high- and low-variation conditions, rather than an effect of scene variation.

To test these two explanations of what triggers color overspecification, Experiment 1 pitched the scene variation hypothesis against the contrast perception heuristic. We elicited referential expressions in monochrome displays with high scene-variation, which included geometrical figures that varied along four dimensions: shape, size, border weight and border type; and in polychrome displays with low scene-variation, which included geometrical figures that varied along two dimensions: shape and color. According to the scene variation hypothesis, the monochrome displays should elicit higher color overspecification rates because of their higher scene-variation (e.g., ‘the blue star’), whereas according to the contrast perception heuristic, the monochrome displays should not elicit the use of color adjectives, but rather the mention of those properties that are contrastive in the display (i.e. size, border weight or border type; e.g., ‘the small star with a thick border’). Thus, while the scene variation hypothesis predicts that color adjectives will be overspecified more often in high-variation scene than in low-variation scenes, the perceptual contrast hypothesis makes a twofold prediction: the perception of color contrast will trigger color overspecification in the polychrome condition, while the contrasting properties detected in the monochrome condition (i.e. size, border type and border weight) will elicit the redundant use of the corresponding adjectives. Importantly, the use of modification would be redundant in both the polychrome and the monochrome conditions (i.e. the target had no competitors in either type of display, so there was no need to describe it).

2. Experiment 1

Koolen et al. (2013) hypothesized that speakers would be more likely to overspecify the color of a referent when scene variation is high than when it is low, with scene variation operationalized as the number of dimensions along which the objects in a scene differ. More recently, Degen et al. (2020) simulated the experimental conditions in Koolen et al. (2013) and showed how a Rational Speech Act model based on Frank and Goodman’s (2012) but with continuous semantics predicted an analogous effect of scene variation.

Koolen et al. (2013) and Degen et al. (2020) tested and confirmed their hypothesis in a series of language-production experiments using displays of furniture to elicit referential expressions. In low-variation displays, furniture varied along three dimensions: type, size and orientation; whereas in high-variation displays, furniture varied along four dimensions: type, size, orientation and color. While the results of Koolen et al. (2013) and Degen et al. (2020) were taken to support the scene-variation hypothesis, their experimental design suffers from a confound that leaves open an alternative, more parsimonious interpretation of their results: because the low-variation scenes were monochrome and the high-variation scenes were polychrome, the differential rates of color modification observed in the two conditions may result from the absence and presence of color contrast, rather than from the different levels of scene variation (e.g., whether the objects varied in size or orientation). In our view, the perception of color contrast works as a visual heuristic that triggers the use of color adjectives. Therefore, according to the contrast perception hypothesis, the results of Koolen et al. (2013) and Degen et al. (2020) are an effect of the polychrome and monochrome displays used in the high- and low-variation conditions, rather than an effect of scene variation.

To test these two explanations of what triggers color overspecification, Experiment 1 pitched the scene variation hypothesis against the contrast perception heuristic. We elicited referential expressions in monochrome displays with high scene-variation, which included geometrical figures that varied along four dimensions: shape, size, border weight and border type; and in polychrome displays with low scene-variation, which included geometrical figures that varied along two dimensions: shape and color (see Fig. 1).

2 According to the scene variation hypothesis, the monochrome displays should elicit higher color overspecification rates because of their higher scene-variation (e.g., ‘the blue star’), whereas according to the contrast perception heuristic, the monochrome displays should not elicit the use of color adjectives, but rather the mention of those properties that are contrastive in the display (i.e. size, border weight or border type; e.g., ‘the small star with a thick border’). Thus, while the scene variation hypothesis predicts that color adjectives will be overspecified more often in high-variation scene than in low-variation scenes, the perceptual contrast hypothesis makes a twofold prediction: the perception of color contrast will trigger color overspecification in the polychrome condition, while the contrasting properties detected in the monochrome condition (i.e. size, border type and border weight) will elicit the redundant use of the corresponding adjectives. Importantly, the use of modification would be redundant in both the polychrome and the monochrome conditions (i.e. the target had no competitors in either type of display, so there was no need to describe it).

2.1. Methods

2.1.1. Participants

Thirty-one undergraduate students at University College London took part in the study for monetary compensation. All students were native speakers of English and reported having normal color vision. For a sensitivity analysis, see Supplementary Materials.

Ethics approval for the experiment was obtained from the Ethics Review Panel at UCL. All participants signed a consent form prior to performing the task.

2.1.2. Materials and procedure

Twenty displays of 9 different geometrical shapes were designed such that each shape appeared in one cell of a 3 x 3 grid (see Fig. 1). A total of 11 possible shapes (arrow, circle, cross, cylinder, heart, oval, pentagon, rectangle, square, star and triangle) and 9 possible colors (blue, brown, green, gray, orange, pink, purple, red and yellow) were randomly combined to create each of the displays. Displays were either polychrome (10 trials), in which all shapes were a different color, or monochrome (10 trials), in which all shapes were the same color. Monochrome displays were designed with high scene-variation such that figures varied by shape (9 different shapes per display), size (big vs small); border weight (thin vs thick) and border type (continuous vs discontinuous); whereas polychrome displays were designed with low scene-variation such that figures only varied by shape (9 different shapes per display) and color (9 different colors per display). The shapes presented in each display were always different, so a bare definite description (e.g., ‘the star’) would provide sufficient information to identify the target. The colors of the 9 shapes in the polychrome displays were also different.

It is important to bear in mind that the contrast manipulation in the Monochrome condition was not expected to be as visually salient as the color contrast used in the Polychrome condition. As we have earlier acknowledged, color is a visually salient property that is likely to be overspecified more frequently than other properties in contrastive environments. Thus, while the perceptual contrast heuristic predicts that size, border type and border weight should be overspecified in the Monochrome condition, that tendency is likely to be weaker than the tendency to overspecify color in the Polychrome condition. Future studies should try to match the visual salience of different contrastive

---

2 We adopt Koolen et al.’s (2013) notion of scene variation as the number of dimensions along which the objects in a scene may differ, with shape, size, border weight, border type and color counting as five separate dimensions, each having different values. For other formalizations of scene variation, see Davies and Katsos (2013), Gatt et al. (2017) and Degen et al. (2020);
hypothesis, with participants overspecifying color more often in polychrome displays (i.e. the maximal random effect structure for the random intercepts and slopes for scene variation level, and by-item the relevant adjective that it is the perception of contrast which triggers overspecification of monochrome condition, but not their color, further supporting the view that participants often overspecified the size and border type of the shapes in the monochrome condition, but not their color, further supporting the view that it is the perception of contrast which triggers overspecification of the relevant adjective – rather than scene variation triggering color properties in monochrome and polychrome displays.

Participants were randomly assigned to one of two trial-block orders: polychrome-monochrome or monochrome-polychrome. We used a block design to avoid carry-over effects across trials. Prior to commencing the task, participants were instructed to sit beside and behind the experimenter and were given a print-out of numbered empty grids, one for each trial. On each grid, an X marked the position of the target on the experimenter’s computer screen. The position of the target changed with each trial. Participants were told that all the shapes were different in each display (which rendered the use of modification redundant) and they had to ask the experimenter to click on the target shape. Participants were asked to avoid using coordinates (e.g., ‘top left’).

Participants’ responses were audio recorded for transcription and coding purposes. Only responses including both a modifier and a noun (e.g., ‘the small square’) were considered overinformative. Responses were also coded for modifier type (Color vs Other, with ‘Other’ comprising descriptions of size, border weight and border type, as manipulated in high scene-variation trials). Responses could be coded as including Color and Other overspecification, if both types of modifiers were produced in the same trial (e.g., ‘The small blue star’). Data was collected by one of the authors.

2.2. Results

First, we evaluated the scene variation hypothesis (i.e. high scene-variation displays should elicit more color overspecification than low scene-variation displays) using mixed effect logistic regression predicting trial-level color modification (modified = 1, unmodified = 0) with a fixed effect for scene variation level (High vs Low), by-participant random intercepts and slopes for scene variation level, and by-item random intercepts (i.e. the maximal random effect structure for the data as items were not repeated across scene variation conditions). Scene variation was sum coded. We did not include presentation block in the model as it did not improve model fit. All models in the paper were fitted using the brms software package (Bürkner, 2017) for Bayesian regression models in R (R Team, 2017) and Stan (Stan Development Team, 2018). We diagnose significance as an effect with credible intervals excluding 0. All data and analysis code can be found on OSF (https://osf.io/z86vr/).

Since the scene variation hypothesis only predicts the use of color adjectives (Degen et al., 2020; Koolen et al., 2013), we limited this analysis to the rates of color modification observed in the two experimental conditions. Contrary to this hypothesis, we observed more color overspecification in low scene-variation (polychrome) displays than in high scene-variation (monochrome) displays (see Fig. 2 and Table 1).

To evaluate the contrast perception hypothesis, we conducted a mixed effect logistic regression predicting over-modification (1 = modified, 0 = unmodified), with fixed effects for modifier type (Color vs Other), display type (Monochrome vs Polychrome), presentation block (First vs Second), and the interaction between modifier and display type, random intercepts and slopes for participants and random intercepts and slopes (as possible) for items (i.e. the maximal random effect structure). Display and modifier type were sum coded. As predicted by the contrast perception hypothesis, there was a significant interaction such that there was more color overspecification in polychrome displays than in monochrome displays and there was more overspecification of ‘other’ types of modifiers (i.e. size, border weight and border type) in monochrome displays than in polychrome displays (see Fig. 3 and Table 2).

The results of Experiment 1 offer support to the contrast perception hypothesis, with participants overspecifying color more often in polychrome displays than in monochrome displays. More importantly, participants often overspecified the size and border type of the shapes in the monochrome condition, but not their color, further supporting the view that it is the perception of contrast which triggers overspecification of the relevant adjective – rather than scene variation triggering color.

Table 1

<table>
<thead>
<tr>
<th>Effect</th>
<th>Estimate</th>
<th>Est. Error</th>
<th>1-95% CI</th>
<th>1-95% CI</th>
</tr>
</thead>
<tbody>
<tr>
<td>Intercept</td>
<td>−2.02</td>
<td>1.12</td>
<td>−4.40</td>
<td>−0.08</td>
</tr>
<tr>
<td>Scene-variation</td>
<td>−4.13</td>
<td>0.93</td>
<td>−6.23</td>
<td>−2.56</td>
</tr>
</tbody>
</table>

Fig. 2. Mean proportion of color overspecification in Experiment 1 as aggregated by display type to test the scene variation hypothesis. Line ranges reflect 95% bootstrapped confidence intervals and points reflect participant means.

Fig. 3. Mean proportion of color overspecification vs ‘other’ overspecification (i.e. size, border weight and border type) in Experiment 1 as aggregated by display and modifier type to test the contrast perception hypothesis. Line ranges reflect 95% bootstrapped confidence intervals and points reflect participant means.
redundant color adjectives relative to a ‘pure’ fillers in a block of monochrome trials should increase the use of display, all the shapes were blue, but in the next display, all the shapes were red, and then green. This kind of color contrast is highly perceptible, but it would not be an efficient heuristic if it triggered color overspecification because both reference production and reference resolution would effectively take place in the absence of color contrast. Thus, if the contrast perception heuristic must apply in a given visual display, it follows from this hypothesis that interspersing multicolor fillers in a block of monochrome trials should increase the use of redundant color adjectives relative to a ‘pure’ monochrome trial block. In this view, filler trials should trigger the use of color adjectives, which may prime participants to continue using color on subsequent monochrome trials (see Fig. 4). This kind of manipulation was used in a recent study by Long et al. (2020), and we reanalyzed some of their data to further test the contrast perception hypothesis.

### 3. Re-analysis of the results of Long, Rohde, and Rubio-Fernandez, 2020

According to the contrast perception heuristic, the perception of color contrast may trigger color overspecification. However, we hypothesize that for this heuristic to be efficient, color contrast should be perceived in the visual context where speaker and listener will make and resolve reference, respectively. For example, in the Monochrome condition of Experiment 1, color changed across trials such that in one display, all the shapes were blue, but in the next display, all the shapes were red, and then green. This kind of color contrast is highly perceptible, but it would not be an efficient heuristic if it triggered color overspecification because both reference production and reference resolution would effectively take place in the absence of color contrast. Thus, if the contrast perception heuristic must apply in a given visual display, it follows from this hypothesis that interspersing multicolor fillers in a block of monochrome trials should increase the use of redundant color adjectives relative to a ‘pure’ monochrome trial block. In this view, filler trials should trigger the use of color adjectives, which may prime participants to continue using color on subsequent monochrome trials (see Fig. 4). This kind of manipulation was used in a recent study by Long et al. (2020), and we reanalyzed some of their data to further test the contrast perception hypothesis.

#### 3.1. Methods

##### 3.1.1. Participants

Data reported in Long et al. (2020) were re-analyzed for the purpose of this study. In the original study, language production data from 200 native English speakers aged 19–82 with normal color vision and hearing were collected. For the present study, data from the 60 youngest adults in the original sample (ages 19–31) were retained for further analyses.

Ethics approval for the experiment was obtained from the Ethics Review Panel at University of Edinburgh (where the original study was conducted). All participants signed a consent form prior to performing the task.

##### 3.1.2. Rationale for participant inclusion criteria

The aim of the study by Long et al. (2020) was to investigate the potential effects of age and cognitive abilities on communicative strategies related to color overspecification. The results of the study revealed a clear difference between younger and older adults’ use of color overspecification: In the version of the task without fillers, younger adults overspecified less than older adults, suggesting that they were more inclined towards a strategy of brevity. However, in the version of the task with fillers (which were a hybrid of polychrome and monochrome displays, with 4 shapes of 3 colors), younger adults began overspecifying color at a similar rate as older adults. The influence of age on color overspecification is clear in Fig. 5, which shows color overspecification in monochrome trials across age and version. Based on these results, and the well-documented tendency for adults to become more verbose with age (Gold, Arbuckle, & Andres, 1994), we focused our analysis on the subset of monochrome trials from the youngest 30 participants (aged 19–31) in each version of the task (monochrome with fillers vs monochrome without fillers), for a grand total of 60 participants. In this way, we tried to prevent the influence of age from concealing the effect of version on color overspecification. Moreover, the age of the participants in this re-analysis was also comparable to that of the participants in Experiment 1.

#### 3.1.3. Materials and procedure

Similar to Experiment 1, participants were presented with 20 critical trials: 10 monochrome displays and 10 polychrome displays, in one of two trial-block orders, and asked to indicate the target to the experimenter. However, in this experiment, scene variation was not manipulated (all shapes were the same size and were borderless) and there were only 4 different shapes in each display (see Fig. 4). A total of 10 possible shapes (arrow, circle, cylinder, heart, oval, pentagon, rectangle, square star and triangle) and 9 possible colors (blue, brown, gray, green, orange, pink, purple, red and yellow) were randomly combined to create each of the displays. Crucial to the aim of the experiment, participants were randomly assigned to one of two task versions: one including critical trials only and another one including critical trials plus 40 fillers interspersed. The critical trials were the same in both versions of the task, including the random order in which they were presented. Fillers were a hybrid of polychrome and monochrome displays such that there were 4 shapes of 3 colors (i.e. one of the colors was repeated). The target was a unique color in half of the filler trials, and in the other half, the

![Fig. 4. Sample monochrome (critical) and multicolor (filler) displays from Long et al. (2020).](image-url)
target was the same color as another shape in the display. Of interest was whether the presence of the multi-colored fillers increased color overspecification in monochrome trials as predicted by the color perception hypothesis. Data was collected by one of the authors.

3.2. Results

Using logistic mixed effects regression, we modelled the binary outcome variable of presence/absence of color overspecification (color = 1, bare noun = 0) with Version (With Fillers vs Without Fillers) as the fixed effect. The model was fit with the maximal random effect structure for participants and items.

As predicted, results revealed an effect of Version on color overspecification, with an increase in color overspecification of about 25% in the version of the task with multicolored fillers (see Table 3; Fig. 6). The 30 participants who took part in the task with fillers overspecified the color of the target in 28% of filler trials. Crucially for our investigation, 11 of those 30 participants overspecified color in at least one monochrome trial, with the first instance of color modification in a critical trial always occurring after the use of color in a filler trial. This pattern of results suggests that it was the perception of color contrast in multicolor displays which triggered the use of color modification, with this referential strategy then carrying over to some of the monochrome displays.3

The results of this re-analysis offered support to the contrast perception hypothesis, as participants produced more redundant color adjectives in monochrome trials when multicolored fillers were interspersed in the trial block than when the same block included monochrome trials only. Crucially, color overspecification was first triggered by the perception of color contrast in multicolor displays, with the tendency to mention color then carrying over to monochrome trials in the same block. This confirms that the perception of color contrast across monochrome trials does not trigger color overspecification, suggesting that the perceptual contrast heuristic is an efficient referential strategy that elicits color modification when it would be most efficient; that is, when color contrast is detected in the same visual context where the speaker is producing a referential expression and the listener has to identify the intended referent. We interpret the subsequent mention of color in monochrome trials as a ‘color priming effect’, whereby participants continue using redundant color adjectives even in the absence of color contrast (for participants’ pervasive use of color adjectives across trials, see also Tarenskeen et al., 2015).

4. Experiment 2

The second experiment in the study tried to replicate a well-documented finding in the referential communication literature: speakers are more likely to overspecify atypical colors (e.g., ‘yellow pig’) than typical colors (e.g., ‘yellow banana’) or even variable colors (e.g., ‘yellow notebook’; Sedivy, 2003; Westerbeek, Koolen, & Maes, 2015; Rubio-Fernandez, 2016; Degen et al., 2020). Rubio-Fernandez (2016) interpreted this effect as a form of cooperative behavior, since not mentioning atypical colors would lead the listener astray (e.g., they would look for a yellow fruit when hearing ‘banana’; see Huettig & Altmann, 2011). Degen et al. (2020), however, remain neutral on this point, leaving open the possibility that “the benefit for listeners and the salience for speakers might simply be a happy coincidence and speakers might not, in fact, be designing their utterances for their addressees” (p. 617).

We investigated this question in Experiment 2, where we used the original polychrome displays in Rubio-Fernandez (2016), including objects of atypical, typical and variable colors, and a monochrome version including the same kinds of objects but in a single color in each display (see Fig. 7). In order to replicate the original results, speakers should mention atypical colors more frequently than typical and variable colors in polychrome displays. More critical to our research question, if speakers mention atypical colors because they are unexpected and therefore salient, then they should do so at comparable rates in polychrome and monochrome displays since a yellow pig, for example, is equally odd in either type of display. However, if speakers are being cooperative and mention atypical colors to spare the listener unnecessary effort in their visual search, then they should do so only in polychrome displays since the color of the target (be that typical or atypical) is uninformative in monochrome displays. It therefore follows from the perceptual contrast hypothesis that speakers should not use redundant color adjectives in the monochrome condition, even when the target’s color is atypical.

4.1. Methods

4.1.1. Participants

Thirty-eight participants were recruited for the study using Amazon’s Mechanical Turk and directed to complete the task on Qualtrics. Workers were restricted to those located within the United States (according to their IP address) and with a 95% HIT approval rate after they had completed more than 500 HITs. Half the participants completed the polychrome version of the task and half completed the monochrome version. Participants were also asked to provide their native language with the understanding that this would not affect their eligibility to participate in the study, in order to minimize deception. Those who were not native English speakers were excluded from analyses (6 in total). The final pool consisted of 16 participants in the polychrome condition and

### Table 3

Coefficient estimates for the re-analysis of the results of Long et al. (2020) testing what type of color contrast perception triggers redundant color modification.

<table>
<thead>
<tr>
<th>Estimate</th>
<th>Est. Error</th>
<th>1-95% CI</th>
<th>0-95% CI</th>
</tr>
</thead>
<tbody>
<tr>
<td>Intercept</td>
<td>0.23</td>
<td>0.06</td>
<td>0.12</td>
</tr>
<tr>
<td>Without Fillers</td>
<td>−0.21</td>
<td>0.08</td>
<td>−0.35</td>
</tr>
</tbody>
</table>

3 As expected, an analysis including the 200 participants from the original study (including younger and older adults) did not reveal an effect of Version on color overspecification, since the influence of Age clearly concealed the effect of contrast (see Fig. 5).
16 in the monochrome condition. Due to a programming error, one item for one participant in the polychrome condition was not displayed (resulting in 0.3% data loss). For a sensitivity analysis, see Supplementary Materials.

Ethics approval for the experiment was obtained from the Institutional Review Panel at MIT. All participants completed a consent form prior to performing the task.

4.1.2. Materials and procedure

For the Polychrome condition, the materials from Rubio-Fernandez (2016; Experiment 2) were adapted to be used online. Thirty displays of 12 animals, fruits, and artifacts were designed such that each image appeared in one cell of a 4 × 4 grid (see Fig. 7). In each display, 4 animals and fruits were presented in typical colors (e.g., a yellow banana), another 4 were presented in an atypical color (e.g., a yellow pig) and 4 artifacts were presented in variable colors (e.g., a blue notebook). In each display, a red asterisk marked the target object. The materials from the original Polychrome condition were adapted for the Monochrome condition such that all the objects in a display were the same color as the target. Thirty displays were created in the following colors: blue, green, orange, red and yellow. The grids in the Monochrome condition were 3 × 4 (i.e., they did not contain any empty cells) to create a stronger monochrome effect.

To increase cooperative behavior, participants were told that they were paired with a virtual partner and had to instruct their partner to click on the target object marked by the red asterisk. Participants were discouraged to use coordinates (e.g., ‘top left’) when referring to the target, as the virtual partner’s display would be a scrambled version of theirs. Participants were shown one display per trial and had to complete the instruction ‘Click on the…’ written under the display.

Following Rubio-Fernandez (2016), participants were told that a pilot study had revealed that participants sometimes miscommunicated because the person giving the instruction did not notice that there were two objects of the same type (e.g., a small box and a big box) and failed to produce an appropriate description. In the actual experiment, the displays never contained two objects of the same type, or objects of different sizes. This ‘cautionary instruction’ was only intended to make participants behave cooperatively, after Rubio-Fernandez (2016) observed that it had a significant effect on participants’ performance.

The objects in the displays were always different from one another, so a one-word continuation (e.g., ‘Click on the… elephant’) would be sufficient to communicate with the presumed virtual partner. Of interest was whether in the Polychrome condition the rate of color overspecification was higher for atypically-colored objects (e.g., yellow pig) when compared to typically-colored objects (e.g., yellow banana) or variably-colored objects (e.g., blue notebook), as it had been observed in the original study by Rubio-Fernandez (2016). It was also of interest whether these effects were modulated by the number of colors in the display, such that color typicality did not affect the rates of color overspecification in the Monochrome condition. Only responses that included both a color and a noun (e.g., “yellow pig”) were considered instances of overspecification.

4.2. Results

Fig. 8 shows the proportion of color overspecification by display and color type. To estimate the influence of Display (Monochrome vs Polychrome) and Color Type (Atypical, Typical, Variable) on overspecification, we conducted a mixed effect logistic regression model with fixed effects for display, color type and their interaction, and random intercepts and slopes for participant and item (i.e. the maximal random effect structure). Since we predicted an increase in overspecification in polychrome/atypical-color trials, we dummy coded the predictors with polychrome/atypical color as the reference level. Replicating Rubio-Fernandez (2016), we observed an increase in overspecification in polychrome/atypical-color trials compared to polychrome/typical-color and polychrome/variable-color trials (see Table 4). As predicted by the contrast perception hypothesis, we found an overall decrease in overspecification in monochrome displays relative to polychrome displays. More directly relevant to our research question, we observed a decrease in overspecification in monochrome/atypical-color trials compared to polychrome/atypical-color trials, while we did not observe an effect of color typicality across the monochrome displays. The results of Experiment 2 therefore replicate the
results of Rubio-Fernandez (2016) in the Polychrome condition, and support the predictions of the contrast perception hypothesis in the Monochrome condition. When participants in Experiment 2 had to refer to targets of atypical colors, they overspecified their color in polychrome displays, but not when referring to the same targets in monochrome displays. These results support the view that overspecifying atypical colors is a cooperative and efficient communicative strategy (Rubio-Fernandez, 2016, 2019), rather than a form of egocentric behavior whereby speakers mention atypical colors simply because they are unexpected, and hence visually salient. More generally, the results of Experiment 2 support the view that color contrast perception works as a visual heuristic, triggering the use of color modification in polychrome displays.

5. Experiment 3

In the reference production literature, color is generally treated as an inherently salient property (e.g., Pechmann, 1989; Belke & Meyer, 2002; Belke, 2006; Engelhardt et al., 2006; Arts et al., 2011b; Koolen et al., 2013; van Gompel et al., 2019; Degen et al., 2020). However, the working definition of visual salience as a perceptual quality that captures people’s attention does not allow us to determine whether color contrast makes color more or less salient, relative to a monochrome display. Thus, the unique color of a target in a polychrome display may pop-out against all other shapes, making it visually salient. On the other hand, the uniform color of a monochrome display may make the target color more salient by virtue of not having any color competitors.

The last experiment in the study tried to investigate these two possibilities in a color-naming task, in which participants had to name the color of a target shape as fast as possible and their voice onset time (VOT) was measured. Crucially, color naming does not involve any pragmatic consideration, such as informativity (e.g., are there any target competitors in the display?) or discriminability (e.g., are there any other blue shapes in the display?). Thus, color naming should allow us to explore the extent to which color contrast facilitates the mention of color (perhaps because color is perceived as more salient in polychrome displays than in monochrome displays), or it hinders its production relative to monochrome displays.

If color naming is easier in polychrome displays than in monochrome displays, it could be argued that there is no such thing as a contrast perception heuristic (that is used for feedforward audience design), and that speakers are simply driven by ease of production (MacDonald, 2013). Alternatively, if color naming is easier in monochrome displays than in polychrome ones, then that finding would be more in line with the view that relying on color contrast to produce efficient color modification is a pragmatic strategy that is learned through communicative experience and readily available in reference production (see Ferreria, 2019).

5.1. Methods

5.1.1. Participants

Fifty-four native English speakers with normal color vision and hearing were recruited from the MIT Experiment Pool to participate in the study for monetary compensation. Participants included students and local residents in the Cambridge area. One participant was excluded from analysis as data was only recorded for half the trials due to microphone error. For a sensitivity analysis, see Supplementary Materials.

Ethics approval for the experiment was obtained from the Institutional Review Panel at MIT. All participants signed a consent form prior to performing the task.

5.1.2. Materials and procedure

Similar to Experiment 1, 32 displays of 9 different geometrical shapes were designed such that each shape appeared in one cell of a 3 × 3 grid (see Fig. 9). Nine possible shapes (circle, cross, heart, pentagon, oval, rectangle, square, star and triangle) and 8 possible colors (blue, brown, green, orange, pink, purple, red and yellow) were combined to create each of the displays. Before the shapes appeared on the screen, a black box appeared around one cell in the grid to direct participants’ attention towards the location where the target shape would appear 1 s later. Displays were either polychrome (16 trials), in which all shapes were a different color, or monochrome (16 trials), in which all shapes were the same color, with target colors counterbalanced across trials. Crucially, the same colors were used in the polychrome and monochrome conditions, so a significant difference between the two conditions could not be due to the specific colors used in each condition. There were 2 polychrome and 2 monochrome warm-up trials at the beginning of the experiment, which were excluded from analyses. Trials were presented in the same random order to all participants. The presentation computer produced a tone when the figures appeared on the grid, which was then used to calculate VOT.

Participants were instructed to name the color of the target shape as quickly as possible. In order to measure VOT, a microphone was placed 15 cm from the participant’s mouth, as per Hattori, Sumita, and Tani-guchi (2014). Using Psychophysics Toolbox Version 3 and MATLAB, sound drivers were set to low latency, with a 44,100 Hz frequency and 2 sound channels for stereo capture of voice onset. The resulting WAV files were then analyzed using Audacity. With the waveform amplitude in Audacity set to 1.0, we measured the first time the amplitude of the sound wave was above 0 dB. We then verified that the segment was indeed the onset of speech rather than an artifact by creating a looped clip of the point in question with 0.2 s before and after onset and listening to the segment with 0.75× playback speed. Once the point of speech onset was established, it was recorded in milliseconds. The tone marking the presentation of the shapes was measured using the same methodology. Then, the tone onset time was subtracted from the onset of speech in order to determine VOT. Due to a microphone error, data were not recorded for 12 trials, resulting in 0.71% data loss. Data was collected by one of the authors.

5.2. Results

Fig. 10 shows the VOT for monochrome and polychrome displays. To estimate the influence of Display (Monochrome vs Polychrome) on VOT, we conducted a mixed effect linear regression model with a fixed effect for Display, a random intercept and slope for participants and a random intercept for items (i.e. the maximal random effect structure). We dummy coded Monochrome as the reference level. We found that polychrome displays have a significant delay in VOT compared to monochrome displays (β = 164, 95% CI = [114–215]).

The results of Experiment 3 suggest that naming the color of a referent is easier in monochrome displays than in polychrome displays, resulting in shorter voice onset times. Color naming may be harder in polychrome displays because of the lexical competition from the other colors in the display. These results confirm that when people overspecify color in polychrome displays and refrain from doing so in monochrome displays, it is not because they are guided by ease of production. A reasonable hypothesis as to why speakers use redundant color adjectives in polychrome displays (where color is harder to name), but not in monochrome displays (where color is easier to name), is that color is a
more efficient visual cue for the listener in polychrome displays (Rubio-Fernandez, 2016, 2019). Thus, these findings offer indirect support for the view that the contrast perception heuristic is a learned contextual cue (see Ferreria, 2019), and not a speaker bias to minimize production effort (Zipf, 1949).

6. General discussion

In a series of language-production experiments, we tested the hypothesis that contrast perception works as a visual heuristic in the formulation of referential expressions. In this view, speakers can rely on visual heuristics such as the perception of color contrast or the relative density of a display to formulate efficient referential expressions, rather than scanning the visual context searching for a referent's competitors. Whereas referential overspecification has sometimes been interpreted as a form of egocentric behavior whereby speakers fail to tailor their message to the needs of their interlocutors (Engelhardt et al., 2006, 2011), a number of psycholinguistic studies have shown that redundant referential expressions can facilitate the listener’s visual search for a referent (Arts et al., 2011b; Mangold & Pobel, 1988; Paraboni et al., 2007; Paraboni & Van Deemter, 2014; Rubio-Fernandez, 2021; Sonnenschein & Whitehurst, 1982; Tourtouri et al., 2019). Thus, producing a redundant referential expression by relying on a perceptual contrast heuristic would be an efficient communicative strategy that may benefit both the speaker and the listener, rather than either of the two (see Arnold, 2008).

The results of Experiment 1 offer support to the contrast perception hypothesis, with participants producing redundant color adjectives more often when referring to targets in polychrome displays than monochrome displays. In the latter, participants overspecified properties of the target shapes that were contrastive in the display (namely, size, border type and border weight), further supporting the contrast perception hypothesis. In addition, a re-analysis of the results of Long et al. (2020) confirmed that color contrast works as a visual heuristic when it is detected in the same visual context where the speaker is formulating a referential expression. Thus, while the color of the displays changed from one trial to the next in the monochrome condition, the perception of color contrast across trials did not trigger color overspecification. Instead, it was the perception of color contrast in the multicolor filler trials which triggered the production of redundant color adjectives almost 30% of the time, priming the use of color in subsequent monochrome trials. These results confirm that the contrast perception heuristic is an efficient audience design strategy that is triggered in visual contexts where color has more discriminatory power.

Experiment 2 replicated the well-documented finding that speakers tend to overspecify atypical colors more often than typical or variable colors (Degen et al., 2020; Rubio-Fernandez, 2016; Sedivy, 2003; Westerbeek et al., 2015). However, previous studies had not established whether this effect is a speaker-internal process driven by surprise (e.g., the unexpected identification of a pink banana), or a form of audience design whereby the speaker avoids having the listener look for an object by its typical color (e.g., a yellow fruit when the target banana is pink). In this study, atypical colors were mentioned more than typical and variable colors in polychrome displays, replicating previous findings. However, atypical colors were not mentioned in monochrome displays, similar to what was observed with typical and variable colors. Our results therefore support the view that overspecifying atypical colors is a cooperative referential strategy that prevents the listener from mistakenly looking for a prototypical object (Rubio-Fernandez, 2016). If speakers mention atypical colors more often than typical colors simply because they are unexpected, they should do so in both polychrome and monochrome displays, since atypical colors are not any less atypical in monochrome displays – just less efficient as a visual cue for the listener. Participants’ mention of atypical colors in polychrome displays but not in monochrome displays therefore challenges the view that atypical color overspecification is a form of egocentric behavior driven only by surprise, and suggests instead that it is a form of audience design.

Finally, the results of Experiment 3 cast further doubt on the egocentric view of color overspecification since participants were faster to name the color of a target if it appeared in a monochrome display rather than a polychrome one. If participants in referential communication tasks were insensitive to their interlocutor’s needs, they would produce redundant color adjectives when color is easier to name. However, the results of Experiments 1 and 2 revealed the opposite pattern of results, with participants preferring to overspecify color in polychrome displays, when it is more efficient for the listener’s visual...
search. Therefore, the results of the three experiments plus a re-analysis reported in this study support the view that color overspecification is a cooperative and efficient referential strategy (Rubio-Fernandez, 2016, 2019, 2021; Long et al., 2020; Rubio-Fernandez et al., 2021). The results of Experiment 3 can also be interpreted as indirectly supporting the view that speakers’ reliance on contrast perception to produce modified descriptions is a learned contextual cue (Ferreria, 2019), rather than a speaker bias to minimize production effort (Zipf, 1949).

The contrast perception hypothesis may be relevant to another well-documented finding in the referential communication literature: the effect of perceptual grouping on color overspecification. Koolen and colleagues (Koolen, 2019; Koolen et al., 2016; Koolen & Fliervoet, 2017; Koolen, Houben, Huntjens, & Krahmer, 2014) observed that speakers are more likely to overspecify the color of a referent when it is closer to its competitors than when they are further apart in the visual scene. Koolen and colleagues interpret these results as an effect of competitor distance on the perceived relevance of the various competitors in a scene, with closer competitors being perceived by speakers as more relevant than more distant competitors. The results of Experiments 1, 2 and 3 suggest that perceptual grouping might be related to contrast perception, which is likely to be stronger if the objects are closer in space. Future studies should investigate this possibility to further understand what triggers the production of redundant color adjectives across different visual contexts.

In addition, given the artificial nature of the visual displays used in this study, future work should also try to replicate the present findings with more naturalistic stimuli. Research on perceptual grouping has indeed employed images from more naturalistic scenes (e.g., Koolen, 2019; Koolen et al., 2016), moving away from the artificial displays that are often used in psycholinguistic studies on reference production. Extending the investigation of perceptual heuristics from laboratory experiments to more naturalistic situations is important because realistic scenarios are rarely monochrome, leaving open the question of how speakers detect different types of visual contrast and how they encode them in their referential expressions. Future psycholinguistic studies should therefore rise to this methodological challenge to better understand the connection between perceptual contrast and overspecification.

7. Concluding remarks on audience design

The main pragmatics debate in reference production has revolved around two theoretical positions (Arnold, 2008; Davies & Arnold, 2019): some researchers see reference production as determined by speaker-internal processes (e.g., Pechmann, 1989), while others construe it as a collaborative process that involves audience design (e.g., Clark & Wilkes-Gibbs, 1986). While there is no principled reason why reference production could not involve both speaker-internal processes and audience design, these two views have often been treated as mutually exclusive, with speaker-internal processes acting as a default.

In a series of recent studies comparing the production of referential expressions by English and Spanish speakers, Rubio-Fernandez (2016, 2019; see also) Goudbeek & Krahmer, 2012; Wu & Gibson, 2021; Kachakeche et al., 2021) observed that English speakers produced redundant color adjectives more often than Spanish speakers. The authors interpreted this difference as evidence of efficient cooperation between speakers and listeners, with eye-tracking evidence of incremental processing confirming that prenominal color adjectives are a more efficient visual cue than postnominal color adjectives (Rubio-Fernandez et al., 2021; see also Rubio-Fernandez & Jara-Ettinger, 2020). In a recent discussion of the results of these studies, Fukumura and Carminati (2021) challenged this conclusion on the grounds that speaker-internal processes could explain this cross-linguistic difference (Pechmann, 1989): English speakers produce more redundant color adjectives because they are less certain about the presence of competitors at the time when they would have to encode an adjective, as opposed to Spanish speakers, who have more time to decide whether color is necessary to uniquely identify the referent.

Participants in Rubio-Fernandez (2016, 2019, Rubio-Fernandez et al., 2020) were presented with simple displays of four different geometrical shapes in four different colors, intended to facilitate scene recognition at a glance (Oliva, 2005). In addition, Rubio-Fernandez (2019) timed the presentation of the displays to 1.5 s so that Spanish speakers did not have more time to decide whether they should mention the color of the target. Most importantly, participants were explicitly told in the instructions that all shapes were different in each display (ruling out the possibility of competitors). Despite all these provisions, Fukumura and Carminati (2021) rejected the interpretation that audience design affects the use of redundant color adjectives in different syntactic positions because speaker-internal processes could explain these cross-linguistic differences (Pechmann, 1989).

It is undeniable that the incrementality of language production gives speakers of languages with postnominal modification more time to decide whether to encode an adjective or not. However, the fact that speaker-internal processes are at play in reference production should not be used as evidence against audience design (for a parallel argument, see MacDonald, 2013). The results of another two experiments in Rubio-Fernandez (2019; Experiments 1a and 1b) speak to this issue: when participants had to ask the experimenter to click on a target in a dense display of nine different shapes, they used redundant color adjectives 75% of the time, whereas they did so less than 50% of the time in displays of four shapes. However, when participants were presented with the same displays but the target was marked for both interlocutors, the production of redundant color adjectives dropped to zero in displays of four shapes and 4% in displays of nine shapes. That is, participants mentioned color when the Experimenter had to identify the target following their description, but not when the target was part of their common ground.

If color overspecification was only driven by the speaker’s uncertainty about the presence of competitors, these experiments should have revealed comparable results since the displays were identical across the two tasks. However, the fact that participants adopted different referential strategies depending on the epistemic state of their interlocutor suggests that audience design is compatible with speaker-internal processes: referring to a target in a dense display of objects increases speakers’ uncertainty about the presence of competitors relative to sparser displays, but the use of modification can nonetheless be modulated by audience design (e.g., by a cooperative intention to facilitate the listener’s harder visual search in a dense display; see Clarke et al., 2013).

To conclude, the view that perceptual contrast works as a visual heuristic in the formulation of referential expressions is in line with Ferreria (2019) feedforward audience design, according to which speakers can make use of contextual cues prior to the onset of utterance production and rely on previously learned strategies that facilitate communication (see also Dale & Viethen, 2009; Jaeger & Ferreira, 2013; Kurimada & Jaeger, 2013; Van Deemter et al., 2012). The view that not all forms of audience design are cognitively costly undermines the widespread assumption that speakers are being egocentric when they rely on low-level cues to formulate referential expressions. Here we have argued that speakers’ reliance on visual heuristics may be efficient for both speakers and listeners, who can optimize their use of cognitive resources when engaging in referential communication.

Acknowledgements

This research was supported by a FRIPRO Grant from The Research

---

4 Behavioral studies on visual cognition have shown that observers can recognize the gist of a scene in less than 100 ms (Oliva, 2005; Potter, 1976). These findings cast doubt on the argument that English speakers presented with displays of 4 simple geometrical shapes of different colors could not tell that all the shapes were different by the time they produced a description of the target.
Council of Norway (Vision shapes language; Ref. 275505) awarded to PRF. The authors gratefully acknowledge this funding. Special thanks to Herb Clark for a helpful discussion of this and other works on referential communication.

Appendix A. Supplementary data

Supplementary data to this article can be found online at https://doi.org/10.1016/j.cognition.2021.104879.

References
