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The chromosphere is nearly translucent in the optical and infrared continuum, making
it an elusive observational target. In this thesis, I use a CO5 BOLD computational 3D
radiation magnetohydrodynamics (MHD) model of the solar atmosphere to investigate
what the chromosphere might look like with the newly built Atacama Large Millimeter/submillimeter Array (ALMA).
The radiative transport solver LINFOR3D is used to produce synthetic brightness temperature maps of the MHD model at several wavelengths in the (sub-)mm range, and the
maps are analyzed and compared with the MHD model to discern the relation between
observing wavelength and the formation height of the radiation. The software package
CASA is then used to simulate interferometric ALMA observations of the brightness
temperature maps. We investigate the capabilities of the method clean to produce
images from the simulated ALMA observations.
The radiative transfer calulations on the MHD model indicate that possible probing
depth of ALMA observations extend from the upper photosphere at the wavelength
λ = 0.3 mm, to the middle chromosphere at λ = 8.6 mm. The ALMA observations
resolves the chromospheric structure to an extent that facilitates imaging with a spatial
resolution of up to 0.3 arcseconds at λ = 1 mm. This is close to the resolution of current
optical telescopes, and may result in revolutionizing new data about the chromosphere.
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Chapter 1

Introduction
1.1

Motivation: What is the chromosphere, and why do
we want to observe it?

The chromosphere is a layer of the solar atmosphere, situated between the photosphere
and the transition region and the corona above. It is on average about 2000 km thick,
and nearly translucent in the visible wavelength regime. Understanding how energy is
transported through this layer is important in order to solve (among other things) the
coronal heating problem. Observations of emission lines from highly ionized atoms show
the existence of an extremely hot (106 K) corona, which surrounds most of the Sun. The
processes which heat the coronal gas to these high temperatures are not yet understood.
It is of great interest, therefore, to obtain more information about the transport of energy from the solar atmosphere into the corona. In order to achieve this, observation of
the solar atmosphere is needed. To date we have still not achieved high resolution observations of the chromospheric continuum. Our knowledge of this mysterious middle part
of the solar atmosphere has been derived mainly from line observations and simulations.
The classical picture of the quiet-Sun chromosphere is described by the VAL-like 1D
semi-empirical models of (among others) Vernazza, Avrett, & Loeser [31] and Fontenla,
Avrett, & Loeser [11], hereafter VAL and FAL, respectively. The VAL-like models are
semi-empirical, in the sense that they were derived from observations of both the solar
continuum and certain atomic emission lines in combination with radiative transfer calculations on trial models [12]. The models were fitted to the multitude of observations,
and this fit was interpreted as an approximation to the average quiet-sun behaviour.
The gas temperature of the VAL-like models drops with height in the photosphere until
it reaches a minimum at 500 km above the solar optical surface. This temperature
minimum marks the transition between the photosphere and the chromosphere. In the
1
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chromosphere of the VAL-like models, the temperature slowly increases toward the transition region some 2000 km above the surface, where (for hitherto unknown reasons) the
temperature suddenly jumps toward coronal values (see Figure 1.1). Since the VAL and

Figure 1.1: The classical picture of the solar atmosphere from 1981: Gas temperature
stratification of the average quiet-sun atmosphere, as described by the model VAL-III
C. The height scale is directed from right to left, with the height h = 0 corresponding to
the solar optical surface when observed from above in the continuum at the wavelength
500 nm. The overplotted horizontal brackets indicate the radiation formation height of
both the continuum and certain atomic lines. The divide between the photosphere and
the chromosphere is at the temperature minimum at h ≈ 500 km, and the transition
region starts at h ≈ 2000 km. The mass scale describes the column mass per crosssection, which declines at a near exponential rate with height. (The column mass
quantifies the total mass of all particles in the column directly above a cross-section
situated at the height h.) Courtesy of Vernazza et al. [31].

FAL models were made, the technological development of both observational equipment
and computing power has strongly increased our understanding of the Sun. Observations of chromospheric lines show the presence of both absorption lines and emission
lines. Absorption lines occur when radiation passes through gas layers colder than the
radiation source below. Conversely, emission lines occur when beams of light traverse
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through layers that are hotter than its origin. The simultaneous presence of both emission lines and absorption lines therefore means that the gas temperature stratification
of the solar atmosphere either oscillates with height, or that the temperature varies not
only with height, but also horizontally. The latter would mean that the chromosphere
cannot be simulated very well in 1D. Indeed, observations of rotational carbon monoxide
(CO) lines at the solar limb show the presence of CO higher than 500 km above the solar
optical surface [35]. These observations are in tension with the VAL and FAL models’
characteristic temperature increase in the chromosphere, as CO molecules can only exist
at gas temperatures below 4000 K. Thus, although the VAL-like one-dimensional models
are still used as a main reference for our understanding of the Sun, they do not provide
the complete picture.
More recently, with increased computing power, 3D models have been made. WedemeyerBöhm et al. [36] have made an illustration that provides a more realistic description of
the solar atmosphere. It is reprinted here in Figure 1.2. This simplified sketch summarizes findings from observations and simulations of the quiet-sun atmosphere. At
photospheric heights, the solar atmosphere is a self-similar structure consisting of a
strong magnetic network and internetwork regions with granules bounded by weaker
magnetic fields. Higher up, the atmosphere evolves into a complicated structure characterized by magnetic field lines, shock waves, and fibrils of hot gas. Notably, computer
models have found that the lower and middle chromosphere consists of hot shock regions
which form above overshooting convection in the photosphere, with volumes of cold gas
between the shocks. The quiet solar atmosphere cannot be accurately described as a
set of homogenous and horizontal layers, as both vertical and lateral inhomogenities
contribute to the dynamics of the system.
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Figure 1.2: Schematic, simplified structure of the quiet Sun atmosphere (dimensions
not to scale). Courtesy of Wedemeyer-Böhm et al. [36].

Chapter 1. Introduction

1.2

4

The chromosphere at (sub-)millimeter wavelengths

The (sub-)mm continuum radiation emerging from the Sun is mainly produced via thermal free-free emission (bremsstrahlung) and originates from the chromosphere and upper
photosphere [37]. The (sub-)mm continuum opacity is also mostly due to free-free processes. Free-free processes are caused by collsions between ions and electrons, and are
therefore strongly dependent on the local thermodynamic state of the electrons. As a
consequence of this, one may treat emission in the (sub-)mm range as though it were in
local thermodynamical equilibrium (LTE) [37]. For LTE to be valid, the gas or plasma
must be so dense that the mean free path of a photon becomes much shorter than the
distance over which the gas temperature changes markedly. This means that the LTE
assumption may be good for certain types of processes (and their corresponding wavelength ranges), but inaccurate for others. In LTE one treats the gas within a certain
volume as though it has a fixed temperature T . If there is no background radiation, the
emerging intensity from such a volume will take the form of the isotropic black-body
spectrum described by the Planck distribution Bλ (T ):
Bλ (T ) =

1
2hc2
,
5
hc
λ exp( λkT ) − 1

(1.1)

where h is Planck’s constant, c is the speed of light, k is Boltzmann’s constant, λ is
the wavelength and T is the local gas temperature. Furthermore, in LTE Kirchoff’s law
holds, meaning that the source function Sλ (the ratio between emissivity jλ and opacity
αλ ) is close to Planckian:
Sλ ≡

jλ
= Bλ ,
αλ

(1.2)

where Bλ is the Planck function, as given in Eq. (1.1). The source function Sλ is an
important quantity in radiative transfer calulations, as it describes how a gas cell will
change the intensity of radiation at the wavelength λ. We introduce the unitless optical
depth τλ as coordinate,
dτλ = −αλ ds,

(1.3)

where ds is the geometric displacement of the light ray. The equation of radiative
transfer then reads
µ

dIλ
= Iλ − Sλ .
dτλ

(1.4)

µ ≡ cos θ describes the angle of the light ray, with θ = 0 representing the parallel with
the Sun’s surface normal. The transfer equation describes how the intensity changes
as a ray of light traverses through a medium: At all points along the light path, the
intensity Iλ will tend towards the source function Sλ . Since the source function is a
known quantity in LTE, this makes radiative transfer calculations much simpler.
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When considering solar raditation at (sub-)mm wavelengths, the condition
hc  λkT

(1.5)

is true, meaning that the Rayleigh-Jeans approximation holds. The exponential factor
in the denominator of Eq. (1.1) can then be written as


hc
exp
λkT


≈1+

hc
.
λkT

(1.6)

The (contribution to the) emergent continuum intensity is then linearly related to the
local gas temperature:
T =

λ4
Iλ .
2kc

(1.7)

λ is here the wavelength, c is the speed of light, and Iλ is the intensity per unit wavelength. According to Wedemeyer-Böhm et al. [37], the opacity due to free-free interactions between electrons and ions will under these conditions take the form of
αff,ν ∝

ne nI
,
ν 2 T 3/2

(1.8)

where ne and nI are the local number densities of electrons and ions, respectively, and
ν and T are frequency and local gas temperature. As can be seen from Eq. (1.8), the
free-free opacity is inversely proportional to the square of the frequency, all other things
being equal. In the chromosphere, the number densities of electrons and ions vary greatly
in time and space. On average, however, the particle density declines dramatically with
height outwards from the photosphere (cf. the exponential column mass scale at the
bottom of Figure 1.1). It is for this reason that the chromospheric continuum radiation
is observable in the radio range, but not in visible light. One might aptly call the
chromosphere the “radio photosphere”.

1.3

The goals of this project

In this thesis, the main science goal is to describe what the chromosphere of the quiet
Sun might look like through a telescope observing in the (sub-)mm continuum. This is
achieved by calculating the radiation transport through a computational 3D model of the
solar atmosphere. The resulting maps of the emerging intensity are then synthetically
observed by simulating the Atacama Large Millimeter/submillimeter Array (ALMA), a
newly built telescope with unprecedented observing capabilities. Specifically, the questions asked are:
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• What regions of the solar atmosphere can we expect to observe at the different
wavelengths in the (sub-)mm continuum?
• How can ALMA be used to achieve high resolution observations of the Sun at these
wavelengths?
• What are the constraints, and in particular the spatial resolution limit, of solar
ALMA observations?
• How can the simulated ALMA data be used, and how can they be improved?

1.4

How to observe the continuum at (sub-)mm wavelengths: Radio astronomy

The chromosphere, being optically thin in the visual continuum, is difficult to observe
using conventional telescopes. In the radio range, however, the chromosphere is more
opaque, and it is therefore interesting to apply radio astronomy when we want to observe
it.

1.4.1

The inner workings of a radio astronomy antenna

Doing observations in the millimetre range is not as simple as pointing a telescope
toward the object of interest and capturing the photons with a CCD. This is firstly
because spatial resolution is proportional to the size of the aperture in units of λ. When
analyzing the responsivity of an antenna toward different sky directions, the term power
pattern is often used. The power pattern of an antenna describes the power fraction
the antenna would spread toward each direction, if it were to be used as a uniformly
illuminated transmitter. The reciprocity theorem from antenna theory [39, p. 575] tells
us that the power pattern of a receiving antenna is the same as the power pattern of
that same antenna when it is used for transmitting. Correspondingly, when the antenna
is used as a receiver, the power pattern describes the antenna’s sensitivity toward each
direction. A circular antenna dish with a diameter much larger than the wavelength of
the radiation has a power pattern shaped like the Airy function: A strong quasi-Gaussian
main lobe flanked by weaker side lobes [[(see Figure fig;airy)]]. During observations, one
wants to suppress the side lobes as much as possible, while also keeping the main lobe
narrow. The sidelobes should be as weak as possible, as one does not want to measure
objects outside the source of interest. The main lobe should be narrow in order to resolve
the smallest possible areas on the sky, thereby achieving high resolution. In other words,
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the resolution of a single-dish radio astronomy antenna coincides with its field of view.
The field of view equals the width of the antenna’s main lobe, or primary beam.
According to the Rayleigh criterion for optimum resolution, the width of the primary
beam for a circular antenna equals the full width between minima of the central lobe of
the Airy function:
λ
θ = 1.22 ,
d

(1.9)

where λ is the wavelength of the incoming radiation and d is the diameter of the aperture.
In radio astronomy, the primary beam width is often required to be slightly narrower
than this, because the sensitivity drops drastically near the edges of the quasi-Gaussian
beam. The field of view can be narrowed down by the use of a primary beam edge taper,
of e.g., -12 dB [14]. A commonly used primary beam width in radio astronomy, which
we will refer to as the primary beam in this text, is the full width at half maximum
(FWHM) of the main lobe:
λ
θFWHM = 1.028 .
d

(1.10)

In order to achieve (sub-)mm resolution equivalent to the optical/near-infrared 10 m
GTC telescope, one would according to Eq. (1.10) need a dish size at least on the order
of kilometers.
CCDs do not work with radio waves, because the photon energy hν is less than the
energy needed to excite electrons in semiconductors. In the front-end of a typical (sub)mm receiver, however, the electromagnetic waves are instead measured classically, as
waves with amplitude and phase in an electric conductor. The incoming electromagnetic
waves are focused via one or two parabolic reflectors into a feed horn, from which they are
sent through a waveguide, i.e., a tube constructed to minimize reflections and standing
waves. The parabolic reflectors make sure that the entire radiation bundle is in phase
as it enters the receiver. The dimensions of the wave guide must be appropriate for the
requested frequency range: The larger the waveguide is in units of λ, the greater its
capacity to transmit a wave with minimal losses. But in order to avoid measuring the
sidelobes of the power pattern, the wave guide must not be too wide. Waveguides with
diameters on the order of 10λ are typically used. To allow for wideband observation,
certain radio telescopes such as ALMA are constructed to be able to switch between
different waveguides (and receivers) in a matter of seconds.
The first step of signal processing, (after any amplification, which is applicable only
to frequencies below 200 GHz), is to shift the signal to a lower frequency, using an
instrument called a mixer. To minimize thermal noise, the mixer is cooled to 4K,
making it superconductive. The mixer receives two inputs: The incoming sky radiation
with angular frequency 2πνS = ωS , and an artificially produced local oscillator signal of
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a similar frequency ωLO . The combination of these two signals produce an intermediate
frequency signal (IF; see Figure 1.3):
IF = cos(ωS t) · cos(ωLO t) =

1
1
cos(ωS t − ωLO t) + cos(ωS t + ωLO t).
2
2

(1.11)

Using a bandpass filter, the high frequencies corresponding to the sum of the sky frequency and the LO frequency can be filtered out, such that the remaining part of the IF
signal only contains information in the IF band. However, the mixing process still has
an inherent problem of aliasing: Due to the fact that negative and positive frequencies
are indiscernable, we have
cos(ωS t − ωLO t) = cos(ωLO t − ωS t).

(1.12)

In other words, the IF signal will contain a sum of the frequency bands both below and

Figure 1.3: Schematic illustration of the IF signal, obtained by mixing the sky signal
with a local oscillator frequency. Credit: Lundgren [18].

above the LO frequency (referred to as the lower and upper sidebands, respectively).
This can pose a problem, as it causes unwanted information from one frequency band
to be superimposed upon the other. With some receivers, this can be solved by cleverly
splitting and rotating the input sky signal and the LO signals in what is referred to as
a dual sideband mixer (2SB) [18]. The signal can be split in a way that allows one to
cancel out the unwanted sideband, and thereby sample the two different sidebands simultaneously and independently. Each of these sidebands have the same total bandwidth,
determined by how the receiver is constructed. For ALMA, the receivers used for most
basebands have a total bandwidth of 4 GHz, with central frequency νc = νLO ± 6 GHz.
Observations with such a receiver can therefore cover a frequency range of up to 2 · 4
GHz, with a gap of 8 GHz in the middle. From the mixer, the IF signal is sent to the
receiver’s back-end, where it is measured and digitized before further processing.
For radiation at 1 mm, an antenna with a diameter of 12 m will according to Eq.
(1.10) under perfect conditions provide a resolution of θ ≈ 1800 . This is just slightly
better than the dark-adjusted human eye’s resolution limit under perfect conditions, and
corresponds to about 13 000 km on the solar surface. The structures we wish to observe
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in the solar atmosphere is, however, much smaller than this. Optical observations of the
solar convective cells and their borders show scales on the order of 1000 km and 100 km,
respectively, and therefore better spatial resolution is required.

1.4.2

The quantity a radio telescope is able to obtain

An important objective of observational astronomy is to measure the irradiation from
a source in order to find its brightness, i.e., the emitted intensity per solid angle. The
source brightness can via Planck’s law (Eq. 1.1) be expressed in terms of the brightness
temperature, Tb . Likewise, the irradiation measured with the antenna can be referred
to as a temperature Tm . Tm is the sum of the radiation from the sky and any present
noise. The quantity one wishes to obtain with the antenna is referred to as the antenna
temperature TA .
TA = Aatm Tf ,

(1.13)

where Tf is the temperature due to the source and Aatm is a factor caused by the
atmospheric absorption. In order to find TA , the system temperature Tsys , i.e., the
background noise, must be known:
Tsys = Trec + Tatm .

(1.14)

Trec is here the receiver temperature and Tatm is the temperature due to the atmosphere
and any background radiation, measured separately with a special receiver called a
radiometer. Water vapor absorption lines can contribute to strong Tatm peaks at certain
frequencies, because of isotropic scattering of radiation from the whole sky, and must be
corrected for. If Tsys is known, then the antenna temperature is found by
TA = Tm − Tsys ,

(1.15)

i.e., the difference between the measured temperature and the system temperature
(noise). The system temperature typically has a value on the order of 100 K for (sub)mm wavelengths.
If the telescope beam is wider than the source (see Eq. 1.10), then TA < TB , where TB
is the brightness temperature of the source. If the source fills the beam, then the source
is resolved, and TA = TB . Consequently, the measured antenna temperature will depend
on the size of the aperture. For this reason, radio astronomers often quote antenna
temperatures instead of brightness temperatures. Typically, the unit used is jansky per
beam area, or Jy/beam (where 1 Jy = 10−26 W m−2 Hz−1 ). This unit can be converted
to kelvin if one knows the shape of the beam, but it is not always trivial to do so if
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the beam is not Gaussian. The main lobe of the primary beam does not have uniform
sensitivity toward each direction, but is typically close to Gaussian, so the position of
the source within the beam will matter. Accurate pointing is therefore important. If
the pointing is perfect and one knows the size of the source, knowing the shape of the
beam allows one to calculate the true brightness temperature even if the beam is larger
than the source.

1.5

The principles of interferometry

Using a technique called interferometry, one may combine the measurements from a pair
of receivers separated by a baseline B in order to drastically increase resolution. As long
as the incoming radiation is coherent and in phase, such a pair of receivers can resolve
structures with angular size on the order of kλ/Bprojected , where k is a factor of order
unity, λ is the wavelength of the radiation, and Bprojected is the effective distance between
the antennae as viewed from the source. Bprojected is referred to as the projected baseline.
For the two-dimensional case, Bprojected = B sin φ, with φ being the angle between the
baseline and the direction towards the source. As long as the field of view is small, φ
will be approximately constant. The projected baseline, and thereby the resolution, will
then be constant across the entire field of view.

1.5.1

How interferometry works

The following derivation is largely inspired by chapter 9 of Wilson et al. [39]. Consider
a plane electromagnetic wave measured by an interferometer consisting of two antennae
A1 and A2 which are only sensitive to radiation of the same polarization state (see
illustration in Figure 1.4). If the baseline between the two antennae is B, then at
antenna A1 the signal induces a voltage
U1 ∝ Eeiωt ,

(1.16)

with E being the amplitude of the electromagnetic wave, t being the time and ω being
2π times the frequency ν. Simultaneously at antenna A2 a voltage
U2 ∝ Eeiω(t−τ )

(1.17)

is induced. For the present ignoring instrumental delays, τ is here the geometric delay caused by the orientation of the baseline relative to the direction of the incoming
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Figure 1.4: Illustration of a two-antennae radio interferometer. The displacement
between the antennae is referred to as the baseline B. The direction of the source is
given by the unit vector s. Due to the geometry of the setup, the measurements of a
wave front will be separated in time by a delay τg = 1c B · s. This is compensated for
by adding an instrumental time delay τi to one of the measurements. In the correlator,
the signals from both antennae are multiplied and integrated. Credit: Guilloteau [15]

radiation:
1
τ = B · s,
c

(1.18)

with c being the speed of light and s a unity vector pointing in the direction of the source.
In a correlator, the two signals are complex conjugated, multiplied, and integrated.
Correlation by addition would in principle be preferrable, with the correlation appearing
as a small modulation on top of the total power, but the multiplicative procedure is
much less sensitive to instrumental effects and nonlinearities, and this is therefore used
in modern interferometers [39, p. 240]. As a result of this, the total power information
is lost when doing interferometric observations, so supporting single-dish observations
are needed to retain information about the average intensity in the field of view. The
time averaged output of the multiplicative correlation procedure for an integration time
T is
R(τ ) ∝ hU1 U2∗ iT .

(1.19)

This is equal to
E2
R(τ ) ∝
T

Z
0

T

eiωt e−iω(t−τ ) dt.

(1.20)
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If the integration time is much longer than the period of the signal, i.e., if T  2π/ω,
then the average over time T will be close to the average over a single full period. We
will then have
ω 2
E
R(τ ) ∝
2π

Z

2π/ω

eiωτ dt,

(1.21)

0

resulting in
R(τ ) ∝ E 2 eiωτ .

(1.22)

Note that in order to make sense of this output, the delay τ must be known to a very
high degree of precision. If the brightness distribution of the source is given by Iν (s),
the power received per bandwidth dν from a source element dΩ is A(s) Iν (s) dΩ dν;
with A(s) being the power pattern of the antennae in direction s. The output of the
correlator from the direction s is
R(τ )12 = A(s) Iν (s) eiωτ dΩ dν,

(1.23)

with τ now being the difference between the geometrical and instrumental delays τg and
τi :

1
τ = τg − τi = B · s − τi .
c

(1.24)

We get the total interferometer output by integrating over the entire collecting area
(given by the primary beam):
Z
R(B) =

A(s)Iν (s) ei2πντ dΩdν.

(1.25)

Ω

We introduce a coordinate system for s and B which refers to the image center (direction
s0 ) as the origin, and with a unity vector σ = (x, y, z) describing the direction cosines
of all three directions.
s = s0 + σ,

with |σ| = 1.

(1.26)

We then get
 Z




1
2πν
B · s0 − τi dν
A(σ)Iν (σ) exp i
B · σ dσ.
R(B) = exp i2πν
c
c
S

(1.27)

The exponential factor before the integral describes a plane wave which defines the phase
of R(B) at the image center [39, p. 250]. We define the visibility V as the integral of
the intensity distribution referred to this position:


2πν
A(σ)Iν (σ) exp i
B · σ dσ.
c
S

Z
V (B) =

(1.28)
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We define a set of coordinates (u, v, w) such that
ν
B = (u, v, w),
c

(1.29)

with u, v, and w measured in units of the wavelength λ = c/ν. The u and v axes
are parallel to the direction cosines x and y, respectively, and the direction (0, 0, 1)
points towards the chosen reference center s0 . Accordingly, the xy-plane respresents
a projection of the celestial sphere onto a tangent plane with the tangent point (and
origin) at s0 [39, p. 251]. In these coordinates, the visibility of Eq. (1.28) becomes
√

Z

A(x, y)Iλ (x, y) ei2π(ux+vy+w

V (u, v, w) =
x,y

1−x2 −y 2 )

dxdy
p
.
1 − x2 − y 2

(1.30)

By demanding that the antenna power pattern A(x, y) be zero outside the primary beam,
the integration limits can be extended to ±∞. Since the sum of the squares of the three
p
direction cosines x, y, z equals unity, we have z = 1 − x2 − y 2 ≈ 1 for small fields of
view. The visibility can then be described merely as a function of u and v:
V (u, v) ≡ V (u, v, 0) ≈ V (u, v, w)e−i2πw .

(1.31)

The conversion factor e−i2πw corresponds to shifting the observed phase of V into the
value that would be measured with both antennae in the uv-plane [39, p. 252]. Inserting
Eq. (1.30) into Eq. (1.31) we get what we will henceforth refer to as the visibility V :
Z
V (u, v) =

A(x, y)Iλ (x, y) ei2π(ux+vy) dxdy.

(1.32)

x,y

The visibility is the spatial Fourier transform of the intensity of the source. The coordinates (u, v) are given by the projected baseline distance in units of λ, and are independent
of the absolute positions of the antennae.
If u and v are constant, (i.e., for small fields of view and a narrow wavelength band),
this can be described as the integral of the source structure multiplied by a fringe (a
plane wave). u and v are referred to as spatial frequencies in the x and y directions,
respectively, and have units of radians−1 . Since the baseline can be directed either from
antenna A1 toward antenna A2 or in the opposite direction, the interferometer also
samples the visibility at coordinate (−u, −v), i.e., V (u, v) = V (−u, −v). The intensity
I(x, y) can be found from the visibility function via Fourier transformation of Eq. (1.32):
1
I(x, y) =
A(x, y)

Z

V (u, v) e−i2π(ux+vy) dudv.

(1.33)

u,v

As outlined above, an interferometer samples the Fourier transform of the intensity
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distribution of a source that emits a plane wave. What makes interferometry practical
is that it works for any astronomical source, as long as the delay τ between the wavefronts
reaching the antennae is known to within a small fraction of a wavelength, such that the
wavefronts can be aligned and cross-correlated. The proof of this is given by the Van
Cittert-Zernike theorem [40].

1.5.2

Aperture synthesis and uv-coverage

A single two-element interferometer is only able to sample source structures on the scale
of or smaller than the fringe width. Any structures significantly larger than the fringe
width will be annihalated by the plane wave in Eq. (1.32), because the integral of a
constant multiplied by a plane wave is zero. A natural extension of the two-element interferometer is achieved by placing several receivers into an array, thereby creating several
two-element inteferometers so the source can be resolved at several different resolutions
simultaneously. This procedure is called aperture synthesis. Although it is technically
not possible to construct an aperture with complete coverage over large distances, one
can nevertheless synthesize such an aperture by sampling the radiation at only a few
points. For an array of Na antennae, the number of two-element interferometers will be
given by the number of baselines Nb spanned between all possible antenna pairings:
Nb = Na (Na − 1)/2.

(1.34)

With aperture synthesis one may obtain information about several different structural
components, (i.e., spatial scales), of the source, by sampling the visibility function for
several spatial frequencies simultaneously. The angular resolution of an image produced
with aperture synthesis corresponds to the dimension given by the largest antenna spacing. However, the shorter antenna spacings are also important, in order to procure
reliable information about any larger spatial scales contained within the frame to be observed. At any point in time, the visibility function is measured at 2Nb points in the uvplane (each interferometer samples the visibility V (u, v), which is equal to V (−u, −v)).
If observing for a longer time period, however, the rotation of the Earth will rotate the
projected baselines as well. This is called Earth-rotation synthesis, and allows for greater
coverage of the uv-plane, and thus better resolution and sensitivity, but it comes at the
cost of time resolution. For the small-scale solar observations treated in this thesis, this
Earth-rotation synthesis not feasible, because the requirements for time resolution are
on the order of seconds.
The uv-coverage of an interferometer array equals the autocorrelation of the aperture:
If E(xλ , yλ ) describes the electric field response of the antenna distribution, with xλ and
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yλ measured in wavelengths, then the array’s sensitivity to a spatial frequency (u, v) can
be expressed as (cf. Thompson et al. [29, p. 133])
W (u, v) = E(xλ , yλ ) ? ?E ∗ (xλ , yλ )
Z ∞Z ∞
E(xλ , yλ )E ∗ (xλ − u, yλ − v) dxλ dyλ .
=
−∞

(1.35)
(1.36)

−∞

(The ?? symbol denotes the two-dimensional correlation, which is a shift-multiplyintegrate operator.) W (u, v) is referred to as the spatial transfer function or the spatial
sensitivity. W (u, v) is proportional to the number of baselines corresponding to the
spatial frequency (u, v), weighted by the electric field distribution. The domain where
W (u, v) 6= 0 is referred to as the spatial frequency coverage, or uv-coverage. Note that
for a typical interferometer, W (0, 0) = 0: The zero-spacing is removed because the interferometer antennae cannot be placed infinitely close to eachother, and the receivers
do not record total power information. For point-like sources, the amplitude response
of an interferometer is independent of the baseline length (cf. Eq. 1.22). Therefore,
the Fourier transform of the uv-coverage equals the aperture’s point spread function
(PSF), also known as the dirty beam [29, p. 133]. The dirty beam, which has the unit
of radians, describes how a measurement will smear out the true intensity distribution.
Just as in optical astronomy, the observed image equals the convolution of the source
and the dirty beam. If the uv-coverage of an interferometer array is too sparse, holes in
the uv-plane will add sidelobes to the aperture’s point-spread function, which in turn
contribute to noise in the image. An aperture synthesis array is effectively filtering out
spatial frequencies of the source structure, and if the sampling of frequencies is too low,
aliasing may occur.

1.6
1.6.1

Building an image from the visibilities
Calibration

The observed visibilities may not be correct, as the signal from each antenna may be
absorbed and/or delayed by the atmosphere and/or the receiving system, leading to imperfect correlation. Absorbtions and delays in the signal path will change the measured
voltage at each of the two antennae as follows:
UA0 → UA eτA +iφA ,
UB0 → UB eτB +iφB .

and

(1.37)
(1.38)
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The correlation of the two signals will be given by (cf. Eq. 1.19):
AB
Vobs
= hUA0 UB0∗ iT ,

(1.39)

where hiT denotes time averaging. We define the complex gain GA = eτA +iφA , and find
that the observed visibility is
AB
AB
Vobs
= Vtrue
· GA G∗B ,

(1.40)

which leads to (cf. Eq. 1.32)
AB
Vobs

=

GA G∗B

Z

2π

Iλ (x, y) e− λ i(ux+vy) dxdy.

(1.41)

x,y

The antenna gains GA and GB must be known in order to compute the correct visibility. The gains consist of several factors, including the bandpass gain, which is due to
imperfect receivers and frequency bands, and time variable amplitude and phase gains.
Calibrating for gains caused by changes in the precipitable water vapor (PWV) of the
atmosphere can be done by the help of a water vapor radiometer (WVR). A WVR is a
receiver that measures a rotational water vapor emission line close to 183 GHz, in order
to calculate the amount of water vapor along the line of sight [30]. Calibrating for gains
caused by detector differences can be done by observing a well understood point-like
source, referred to as a calibrator. During nighttime, calibrators typically used are the
planets Mars, Uranus, and Neptune, and the moons of Saturn and Jupiter [30]. These
objects will however be completely resolved at long baseline lengths (that is, they are
larger than the narrowest fringe width λ/Bmax ), making them less useful for flux calibration. Quasars are often used as point-source calibrators, but as quasars can be time
variable, they must be monitored carefully in order to use them for calibration purposes.
For solar observations, calibration will be very difficult, as the Sun is a very intense and
time variable object.

1.6.2

Weighting and uv tapering

The visibility is only measured for a small subset of all (u, v)-coordinates. Assuming
perfect calibration, each antenna measures the same wave front. We then have
Vcalibrated (u, v) = Vtrue (u, v)S(u, v),

(1.42)

with S(u, v) being a sampling function. S(u, v) = 1 where measurements have been done
and S(u, v) = 0 otherwise. The measurement has in other words filtered out a lot of
the spatial frequencies of the source. There are many different ways of interpreting the
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measurements, and there exists no one true way of performing deconvolution. The field
of deconvolution involves heuristics, i.e., rules of thumb depending on the data available
and the experience of the person doing the data reduction.
The translation from the uv-measurements V (u, v) to an image I(x, y) is typically done
by a Fast Fourier Transform (FFT) algorithm, which requires that the uv-plane be
pixelated/gridded, and a sum over (u, v) is performed instead of the integral in Eq.
1.33. When pixelating the uv-plane, one must make sure that the main lobe of its Fourier
transform, i.e., the PSF, is covered by at least two pixels. This is required in order to
satisfy the Nyquist sampling theorem, which demands that no spatial frequencies higher
than half the spatial sampling frequency be present. After the uv-plane is pixelated,
several visibilities may lie in the same pixel. There are several options available for
weighting the measurements accordingly before performing the Fourier transformation
to obtain the image. Natural weighting is done by weighting the visibilities inversely
proportional to the estimated measurement error:
σ
error ∼ √ ,
N

(1.43)

where N is the number of baselines used to measure the visibility and σ is the standard
deviation of the measurement. Since the geometry of most arrays involves more short
than long baselines, natural weighting gives priority to shorter baselines, and thus larger
source structures. The resulting point spread function gets a wider main lobe and larger
sidelobes, it also results in a lower error, and thus more sensitivity.
The opposite to natural weighting is called uniform weighting. Uniform weighting is like
natural weighting, but multiplied by a factor inversely proportional to the number of
visibilities in the pixel. As a result, uniform weighting gives equal priority to all sampled
spatial frequencies, resulting in a narrower PSF and lower sidelobes, but comes at the
cost of less sensitivity, since the more uncertain long-baseline measurements are weighted
equally to the short-baseline measurements. A compromise between natural and uniform
weighting can be found in robust weighting [3]; a procedure developed by Dan Briggs
which allows the user to set a robustness parameter which can range continuously from
-2 for uniform weighting up to +2 for natural weighting.
If needed, a method called uv-tapering may also be applied before deconvolution. This
involves multiplying each measurement with a Gaussian taper as a function of the baseline length. When a source is extended, it will give a lower signal to the longest baselines,
such that these baselines are more prone to noise. To optimize the signal-to-noise ratio
of the detection, uv-tapering can be used to downweight the long-baseline measurements
[18].
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After the appropriate weighting of the uv-measurements has been selected, the quick
and dirty way of producing an image is to simply set the visibility to zero for all spatial
frequencies where no data are taken, and use the observed visibilities in Eq. (1.33)
directly. The result of directly Fourier transforming the observed visibilities this way is
called the dirty image, or the principal solution. The dirty image is the equivalent of
convolving the true intensity distribution with the instrument’s dirty beam. If the uvcoverage is good, the dirty image can be a good approximation of the source distribution.
However, the uv-coverage is typically incomplete, and the dirty image then contains no
information about source structures at the spatial frequencies corresponding to holes in
the uv-coverage. When this is the case, the dirty beam (PSF) will have a complicated
shape, with a lot of unwanted sidelobes that add noise to the dirty image. Therefore, in
order to improve the imaging, the measurements should be interpolated in the uv-plane,
in a procedure referred to as deconvolution of the dirty image.

1.6.3

The CLEAN algorithm

The most commonly used method for deconvolution is the 1974 clean algorithm by
Högbom [16]. Since its original implementation, clean has been improved many times,
notably by Clark in 1980 [5], and later Cotton & Schwab in 1984 [25]. The method was
succinctly described by Schwarz [26] as “The iterative beam removing technique”. The
basic principles of clean involves subtracting the PSF (scaled down to the image peak)
from all the local maxima of the dirty image, and then building a restored image from
a blank slate by adding delta functions to the corresponding positions. The restored
image is then finalized by convolving it with an idealized PSF called the clean beam.
clean is split into two iterative cycles: The minor cycle and the major cycle. Högbom’s
original clean algorithm only included the minor cycle. The major cycle was added by
Clark [5].
In the minor cycle clean deconvolves the image by subtracting a fraction g of the dirty
beam d from the peak of the dirty image. g is referred to as the clean gain, and it is
typically set to a value between 0.01 and 0.1. clean initiates the restored image as
an empty array, and adds to the restored image a delta function of height g, at the
coordinate that was just cleaned in the residual image. Then clean subtracts g · d from
the peak of the remainder of the dirty image (referred to as the residual image), and
continues iteratively.
If the brightest peak of the residual image is below the first sidelobe level of the restored
image, clean now starts the major cycle, where it computes model visibilities corresponding to the positions of the peaks in the clean model (using FFT). It subtracts
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these visibilities from the observed visibilities, which results in the residual visibilities.
Then clean performs FFT on the residual visibilities and begins a new minor cycle
from the new residual map.
If the cleaning has converged, such that no peaks above the clean threshold are left
in the residual image, or if the cleaning does not converge before the total number of
iterations have been performed, clean will terminate. The residuals are then added to
the restored map to finalize the image. Often, the user will want to manually choose
which regions of the image to clean, as cleaning residual peaks which are due to noise
will add noise to the restored image. The clean algorithm assumes that the source
is well respresented by a set of delta functions or point-like components [39, p. 274].
Smooth, extended components may look blobby after being cleaned.

1.7

The Atacama Large Millimeter/sub-mm Array

The Atacama Large Millimeter/submillimeter Array (ALMA) is a submillimeter/millimeter interferometer array situated on the Chajnantor plateau, 5000 meters above sea
level in the Atacama desert in Chile. The ALMA project is a global collaboration between the Republic of Chile, and countries in North America, Europe, and East Asia.
The construction and operation of ALMA is undertaken by the European Organization for Astronomical Research in the Southern Hemisphere (ESO) on behalf of Europe,
the National Radio Astronomy Observatory (NRAO) on behalf of North America, and
the National Astronomical Observatory of Japan (NAOJ) on behalf of East Asia. The
project is administered by the Joint ALMA Observatory (JAO).
The ALMA array is in its final stages of construction (the final antenna was transported
to the site in June 2014), and is currently (November 2014) in its early science stages.
ALMA consists of 12-meter interferometer antennae in its main array. When all antennae
are in service, the number of different baselines is (cf. Eq. 1.34) 50 · 49/2 = Nb = 1225.
This allows ALMA to measure the visibility at 2Nb = 2450 uv-coordinates (because
V (u, v) = V (−u, −v)). The antennae may be moved such that the baseline lengths can
range from 15 m in the most compact configuration, to 16 km in the most extended
configuration. 192 antenna platforms are placed throughout the Chajnantor plateau,
and specifically designed vehicles with 28 wheels will take care of moving the antennae
between the platforms as needed. The antenna positioning will be determined to within
65 microns, stable over at least two weeks [18]. In addition to the main array, ALMA
is supplemented by the Atacama Compact Array (ACA), which consists of an array of
twelve 7-meter interferometer antennae and four single-dish 12-meter antennae used for
total power (TP) measurements. The ACA will be used when the sampling of large scale
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Frequency range [GHz]
35 - 52
67 - 90
84 - 116
125 - 163
163 - 211
211 - 275
275 - 373
385 - 500
602 - 720
787 - 950

Wavelength range [mm]
5.8 - 8.6
3.3 - 4.5
2.6 - 3.6
1.8 - 2.4
1.4 - 1.8
1.1 - 1.4
0.80 - 1.1
0.60 - 0.78
0.42 - 0.50
0.32 - 0.38

Table 1.1: The frequency range covered by ALMA. At any point in time, an antenna
may observe within one of its frequency bands, with a total observing bandwidth of
up to 7.5 GHz. Currently, bands 3, 4, and 6–9 are in service. ∗ : It is not yet been
decided whether or not bands 1 and 2 will be built. ∗∗ : Receivers for bands 5 and 10
are currently under construction.

structures is needed. The TP antennae provides averaged information from the baselines
of 0–12 m, and the ACA array bridges the baseline gap between the TP antennae and
the main ALMA array [18]. The ACA antennae are also moveable, but will only be used
in two different configurations; the standard one and a special north-south extended
configuration for sources very far to the north or south.
There are plans to fit each of the ALMA antennae with equipment for observations in up
to ten separate wavelength bands covering most of the wavelengths from 0.32 mm to 8.6
mm (950–35 GHz) (see Table 1.1). At any point in time, ALMA may only observe in
one of these ten bands. In e-mail correspondence, Wouter Vlemmings of the European
ALMA Regional Center explained to me that in principle, changing between ’warm’
receivers (those ready for use) takes 1.5 seconds, making near-simultaneous observations
within different wavelength bands possible. At any point in time, there will be up to
three receivers ready for use. However, because of software limitations, the switching
between receiver bands currently takes longer, and it is not clear whether or not this
will be solved [32].
ALMA is placed on the Chajnantor plateau of the Atacama desert, one of the driest
places in the world. In Figure 1.5 we show the atmospheric transmission at the Chajnantor site for the frequency spectrum covered by ALMA, for different amounts of
atmospheric water vapor. Dry air is especially important for high frequency observations, as even trace amounts of water vapor will absorb a lot of the radiation. In Figure
1.6 we show a graphic which displays the change of precipitable water vapor content
throughout the year at the ALMA site. The winter months of June to September have
the driest conditions, and generally the air is drier late at night and early in the morning.
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Since the high frequencies demand much more stringent weather conditions, periods of
dry weather are more likely to be used for high frequency observations (bands 8–10).

Figure 1.5: The atmospheric transmission at the ALMA site for the frequency spectrum covered by ALMA, for different amounts of precipitable water vapor (PWV).
Black, blue, and red shows the transmission for PWV contents of 0.5 mm, 1.0 mm, and
2.0 mm, respectively. Courtesy of Maiolino [19].

ALMA works by way of aperture synthesis: Each different baseline allows ALMA to
sample a component of the visibility function, or the spatial Fourier transform of the
signal. If the signal contains no structures repeating on scales smaller than twice the
instrument’s resolution, perfect imaging will in theory be possible in the limit of very
many baselines. The field of view (FOV) for ALMA corresponds to the FWHM angular
size of the primary beam, i.e., the central lobe of a 12-meter antenna (see Eq. 1.10).
For the ALMA array of 12-m antennae the FOV is given by approximately
FOV ≈ 1800 · λ[mm].

(1.44)

At λ = 1 mm the FOV is 1800 . As the FOV is so small, ALMA is configured to make
mosaics if the user needs it, using several pointings and computing the visibilities for all
pointings simultaneously.
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Figure 1.6: The percentage of time when the Precipitable Water Vapour (PWV)
is below 1 mm at the ALMA site as a function of Local Sidereal Time (LST) and
week number beginning with January 1. Red identifies epochs with very little time
available at low PWV and therefore less suitable for high frequency observing, while
blue corresponds to epochs with a large fraction of time available at low PWV. The data
were obtained with the APEX radiometer over the years 2007-2011 (5 years). The thin
dark grey lines show local midnight, and the thick light grey bands show the ALMA
engineering time, which normally is unavailable for Early Science observations. Figure
and caption courtesy of the NRAO ALMA proposer’s guide, http://almascience.
nrao.edu.

The array configurations of ALMA are determined from a Gaussian pseudo-random
distribution. This means that the baseline lengths follow a normal distribution, with
a higher number of short baselines than long baselines. In the most extended array
configuration (maximum baseline Bmax = 16 km), the maximum achievable spatial
resolution for ALMA will range from 4 mas at 950 GHz (0.32 mm, band 10) to 100 mas
at 35 GHz (8.6 mm, band 1). The resolution here is defined as the FWHM of ALMA’s
PSF toward zenith, and can be expressed as
θ = 0.200 ×

300
freq.[GHz] · max.baseline[km]

(1.45)

However, the resolution limit above relates to discerning two point sources aligned parallel to the longest baseline. For observations with multi-scale information across the
FOV, the achievable resolution is not as simple to determine. One can make a crude
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estimate of the maximum resolution for reliable snapshot imaging by approximating the
resolution as the ratio of the solid angle of the field of view and the number of visibility
measurements (see e.g. Wedemeyer-Böhm et al. [37]), ending up with:
dλ
dλ
=p
.
(∆α)λ ≈ √
2Nb
Na (Na − 1)

(1.46)

dλ is here the angular diameter of the field of view, Na is the number of antennae, and Nb
is the number of baselines. Note that this expression does not explicitly take the baseline
distances into account. Instead it assumes that each visibility measurement corresponds
√
to a “pixel” in uv-space, and the factor 2Nb is then the total number of pixels along one
axis. For λ = 1 mm and an array of 50 12-m antennae, we would according to Eq. (1.46)
get a resolution roughly on the order of (∆α)λ ≈ 0.400 , corresponding to ∼ 300 km in
the solar atmosphere. In this thesis, our goal is to use numerical simulations to improve
and quantify this estimate.
After the sky signal has been downmixed by the use of a local oscillator signal (see Section
1.4.1), the antenna detector samples the signal amplitude at a frequency of up to 4 GHz
with an amplitude resolution of 3 bits [18]. The digitized signal is then transferred
to a special purpose supercomputer referred to as the correlator, where it is digitally
correlated with the signals from the other antennae (cf. 1.5.1). The correlator used at
ALMA is of the XF variant [17], which means that the signals are cross-correlated before
they are Fourier transformed (see Eq. 1.20). The other correlator variant (used for the
ACA data), the FX correlator, does this procedure in the opposite order. In theory, the
two would work the same, but since the integration time is limited to a time T = N ∆t,
where N is the number of samples, the visibilities measured by an XF correlator takes
the form of


Vij (ν) = F


vi (t)vj (t + τ ) · Π

t
N ∆t

 
.

(1.47)

T

F here denotes Fast Fourier Transformation (FFT), hiT denotes time averaging, and the
Π denotes a Heaviside window function which returns 0 when the argument is greater
than unity, and 1 otherwise. The Fourier tranform of this is a sin(x)/x function, so the
output of the XF correlator becomes


Vij (ν) = F hvi (t)vj (t + τ )iT · sinc(N ∆tν).

(1.48)

This sinc function introduces unwanted sidelobes to the output. To remove these unwanted effects, Hanning smoothing is applied by multiplying the measurement with a
function
H(τ ) =

 πτ i
1h
1 + cos
,
2
N ∆t

(1.49)
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which is equivalent to convolving the measured visibility with three Kroenecker deltas
that remove the unwanted sidelobes. The Hanning smoothing removes the unwanted effects, but it comes at the cost of lower frequency resolution (roughly a factor 2 compared
to FX correlators, which do not need Hanning smoothing) [17].
ALMA’s receivers may observe in either single or dual polarization mode. ALMA is
configured to deliver data cubes with up to 3840 spectral channels for dual polarization
measurements, or twice that number (7680) for single polarization. The spectral channel
width of ALMA can range from 3.8 kHz to 15.8 MHz. At frequencies around 300 GHz
(λ ≈ 1 mm), the smallest channel width corresponds to a velocity resolution better 20
m/s after Hanning smoothing is applied. The total observing bandwidth is separated
in two sidebands of 4 GHz each with central frequency equal to the local oscillator
frequency ±6 GHz. To preserve sensitivity, the ALMA website cites 7.5 GHz as the
recommended total bandwidth for continuum observations, as the edges of the sidebands
are less reliable.
ALMA operates in service mode, meaning that the actual observations are done by
a team of experts on-site. Currently (Cycle 2) the principal investigator (PI) uses a
software called the ALMA Observering Tool (OT) to specify the science goals of the
investigations. An ALMA science goal is currently constrained to requirements for a
single angular resolution, a single maximum recoverable scale, a single sensitivity, and
a single wavelength band. The PI sets the sky coordinates and selects the field of view.
The OT then calculates the necessary pointings, with a default spacing of half a primary
beam, but the spacing may also be configured. The PI can define up to four spectral
windows within the two observing sidebands. The number of channels in the spectral
windows may be freely chosen, allowing narrow channel line observations to overlap
with low resolution continuum observations; the only limitation is the data output rate.
Requirements for the maximum amount of precipitable water vapor at the observation
site are preset in the Observing Tool. In general, the higher frequencies require less
water vapor, so on days of dry weather ALMA will do high frequency observations.
From all these inputs, the OT calculates the total observing time needed, for both
ALMA and the ACA. If high sensitivity is needed, the observations will take longer
time. The ACA requires more observing time than ALMA to reach any given sensitivity
level, because there are fewer ACA antennae than ALMA antennae, and also because
the ACA antennae are smaller than the ALMA antennae. Observation time is severly
limited, and ALMA currently accepts only on the order of 10 % of the total proposals,
according to the ALMA website.
After observations have been performed, the data is quality-reviewed by the observatory
staff to check that the requirements set in the OT are met. Pre-calibration during
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Cycle 2 (2014) is done at the ALMA site. The pre-calibration includes flagging of bad
data caused by e.g., antenna shadowing or bad antennas. The PI receives a calibration
script together with the data that applies necessary corrections for antenna positioning
errors, phase changes due to water vapor content, and variations in system temperature
(thermal noise). Local ALMA Regional Center (ARC) nodes exist in several places to
give face to face support to the PI for further data reduction and analysis. The PI does
the bandpass, flux, and gain calibration themselves, with help from the local ARC node.
The production of images by deconvolution of the data is also done by the PI.

Chapter 2

Methods
The main objective of this thesis is to quantify the maximum achievable resolution when
using ALMA for solar chromospheric observations. We base our research on numerical
3D simulations of the solar atmosphere, by use of the CO5 BOLD radiation hydrodynamics code and the LINFOR3D radiative transfer code. The simulated observations
and deconvolution of the visibilites are done using the Common Astronomy Software
Applications package (CASA), which is the standard tool used for analysis of ALMA
data. We use CO5 BOLDto calculate a model of the chromosphere in LTE (section 2.1).
Then we use the LINFOR3D radiative transfer code to produce intensity images of the
CO5 BOLD model in the mm/sub-mm continuum (section 2.2). The images are then
Fourier transformed and convolved with ALMA’s point spread function (PSF), and the
clean algorithm is applied, using the simobserve and simanalyze tasks in CASA
(section 2.3).

2.1

Numerical model

The numerical simulations used in this project were made using the 3D radiation magnetohydrodynamics code CO5 BOLD [13]. CO5 BOLD has been used for a variety of
different stars, among them the Sun ([28], [33]), red giants [13], and M-type dwarf stars
[38]. The code numerically solves the equations of magnetohydrodynamics and radiative
transfer, together with a realistic equation of state.
Our model is taken from the simulations done by Wedemeyer et al. [34]. The atmosphere
is a box that extends from 2.4 Mm below the optical depth τ500nm = 1 to 2.0 Mm above
it, and has a 8 Mm × 8 Mm cross-section. The computational domain is a fixed grid,
consisting of 2862 equidistant cells in the horizontal (x, y), and 266 non-equidistant cells
26
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in the vertical (z) direction. The model covers the upper part of the convection zone, the
photosphere, and the chromosphere of the quiet sun. We define the term photosphere as
the layer between 0 km and 500 km in the model coordinates, and the term chromosphere
as the layer above. The simulation is advanced in time, and outputs a 3-D snapshot of
the atmosphere once per second of simulation time. The initial model was derived from a
non-magnetic simulation, and was supplemented by an initially vertical and homogenous
magnetic field with a field strength of B0 = 50 G. The lower boundary of the model
is open, while the top end is transmitting radiation and gas. The net mass flux at the
lower boundary is constrained to zero at all times, such that any outgoing flux through
the bottom will be compensated for by incoming flux. At the top boundary, the vertical
derivative of the velocity components and of the internal energy are zero. The density is
assumed to decrease exponentially above the the top boundary. Material and radiation
may otherwise be freely transmitted

2.2

Radiative transfer calculations

Maps of the emerging intensity are produced using the LINFOR3D code (Steffen et al.
[27]) to compute radiative transfer calulations. Intensity maps are calculated for selected wavelengths within the ALMA observing range, with a timestep between each
snapshot equal to that of the CO5 BOLD model’s (1 second). We restrict our scope to
the case of radially directed emission (µ = cos θ = 1). The radiative transfer calculations are performed assuming LTE, as outlined in section 1.2. In reality, fluctuations of
the electron density may deviate from LTE values, due to ionization by non-Planckian
radiation fields and long recombination timescales in the dynamic atmosphere [37]. In
these calculations, we neglect the changes this would cause to the LTE free-free opacity
of Eq. (1.8), noting that this will cause an inaccuracy to the calculated formation height
of the light rays.

2.3

Simulating and imaging ALMA observations

A program suite named CASA (Common Astronomy Software Applications) [20] is
being developed by an international consortium of scientists under the guidance of the
NRAO, and is designed to become the primary way of reducing and analyzing data from
interferometers such as ALMA and the EVLA. CASA is written in C++, and the user
interface is run through an interactive Python environment. CASA includes a task for
simulating observations called simobserve. simobserve takes a source image as input,
and requires the user to set the source sky coordinates (hour angle and declination),
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date and time for the observation, and observing frequency. The antenna coordinates
for the interferometer array can either be set manually from a list of antenna positions,
or calculated according to the required resolution specified by the user.
In order to find the maximum achievable resolution for observing the quiet sun with
ALMA, CASA simobserve is used to perform synthetic observations of the LINFOR3D
intensity maps at three wavelengths covering the ALMA observing range: 1 mm (Band
7), 3 mm (Band 3), and 6 mm (Band1). No noise is applied to the observations, as this
could introduce confusing sources of error in the imaging analysis. For each selected
wavelength, the observations are simulated at several different antenna configurations
in order to discover and confirm the optimal settings. As the LINFOR3D maps are
multi-scale objects, containing power in all scales ranging from the pixel size to the full
cross-section at 11”, the observations are performed with all of the 66 available antennae
(50 ALMA 12-m antennae, 12 7-m ACA antennae and 4 12-m total power antennae).
To produce the images, the measured visibilities are deconvolved using the clean algorithm, following a recipe for ALMA+ACA imaging with CASA simanalyze from the
NRAO CASA guides [2]: First, a coarse resolution image of the large-scale structures
is made using the ACA data, combining the total power measurements with the ACA
interferometric measurements with a process referred to as feathering. Secondly, the
coarse resolution ACA image is used as a basis for building the final image from the
ALMA visibilities, by calling it as a modelimage in CASA’s clean algorithm. 10000
clean iterations were used. The CASA package contains antenna configuration files
with 28 different antenna setups for the full ALMA array, ranging from the most compact configuration (Ncfg = 1), to the most extended configuration (Ncfg = 28). Figure
2.1 show the zenith beam width (i.e., the resolution), as a function of the configuration
number for incoming radiation at 672 GHz (0.44 mm); the receiving frequency for ALMA
Band 9. The resolution scales close to exponentially with the configuration number, and
can be expressed as
α0.44

mm [

00

] ≈ 100.8451−0.105·Ncfg .

(2.1)

For higher wavelengths, the zenith resolution is thus
αλ [00 ] ≈ 100.8451−0.105·Ncfg ·

λ
.
0.44 mm

(2.2)

Observations are performed with a single pointing, which for all wavelengths in the range
from 1 mm to 8.6 mm gives a field of view that covers a larger area than the simulated
map (cf. Eq. 1.44). The field of view, defined as the full width at half maximum of
the primary beam of a 12-m antenna, scales linearly from 18” at 1 mm to 150” at 8.6
mm. The CASA simulation software recommends a field of view of at least 2.5 times the
primary beam width. As the CO5 BOLD simulations cover only a small patch of the solar
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Figure 2.1: Resolution at zenith for radiation at 672 GHz (0.44 mm) in arcseconds, as
a function of the ALMA configuration number. Courtesy of the CASA guides (http:
//casaguides.nrao.edu/)

atmosphere (the simulation’s cross-section of 8 Mm×8 Mm corresponds to 1100 ×1100 ), we
link together several instances of the LINFOR3D intensity map such that the “source”
to be observed is large enough to cover 2.5 times the extent of the primary beam. This
puts a constraint on the analysis in that it requires neglecting image structures larger
than 1100 ; as repetitions on this scale will occur when linking together copies of the same
intensity map. However, this project is primarily investigating the achievable resolution
of small-scale structures, so this does not pose a problem.
The selected sky coordinates for the synthetic observation target corresponding to the
noon position of the Sun at the September equinox: The center of the source is placed at
transit declination with an hour angle of 12 hours. The time and date of the observation
are set accordingly. At the observatory by local noon the Sun is then located due
north, at an altitude of 90◦ minus ALMA’s latitude of 23◦ , (i.e., 77◦ ). It is, if possible,
convenient to observe when the source is high on the sky, as the inclination of the
aperture plane will then be close to the inclination of the uv-plane. The PSF will
then be nearly circularly symmetric. The equinox is the median position of the Sun
throughout the year, and thus serves as a good example case for the studies.
After running simobserve, there are a multitude of paths towards imaging the obtained

Chapter 2. Methods

30

interferometric measurements. Firstly, an appropriate weighting of the measurements
must be selected, as described in section 1.6.2. As the Sun is an extended source, we
choose to employ natural weighting, because the short baselines are then weighted higher
than the long baselines. Natural weighting sacrifices resolution, but the return is lower
sidelobes in the PSF, and thus more reliable imaging for the whole field of view. No uvtapering is applied, as we want to see the smaller structures as strongly as possible. Next,
we must choose a deconvolution algorithm to recover the unsampled spatial frequencies
of the visibility function. We select Clark’s version of the clean algorithm (a description
of the algorithm is given in Section 1.6.3). The reasoning for choosing this particular
algorithm, is that it is very convenient to implement in CASA. Clark clean is included
in the simanalyze task, which integrates smoothly with simobserve.

Chapter 3

Results
3.1

Analysis of the input CO5 BOLD MHD model

Figures 3.1–3.2 show the gas temperature distribution of the MHD model at a selected
timestep. At the height z = 0 km the model features a granulation pattern similar to
continuum observations in visual wavelengths: Hot cells of ascending gas are surrounded
by colder areas where the temperature is on the order of 5500 K. The mean temperature
at this cross-section is 6600 K. At z = 250 km, the mean temperature has fallen to 4600
K. The granulation pattern is reversed at this height, the interiors of the granules are
now colder than their borders. This represents the cooling of the ascending gas, while
hot shocks are directed into the intergranular lanes. At z = 500 km, no trace of the
granulation pattern is discernible, as the gas clumps into larger patterns. At this height,
the temperature in the hot areas (clumps) is on the order of 5500 K, and in the cold areas
(voids) on the order of 3500 K. In the lower chromosphere at z = 750 km, the model is at
its coldest, with a mean temperature of 3400 K. Here the contrast is much sharper than
below, with temperatures ranging from 2000 K in large voids, to 6000 K in a pattern of
long, thinly stretched clumps. At z = 1000 km, the model is getting hotter again, and
the clumps of hot gas stretch across the entire model. Near the top of the chromosphere,
from z = 1250 km to z = 1750 km, the pattern is solidifying; most of the computational
volume is filled by a large structure of hot gas with temperatures ranging from 6000 K
to 7000 K. The hot gas is interspersed by large voids with temperatures below 2000 K.
The physical interpretation of this is that the model chromosphere is characterized by
hot shocks which ascend from low heights and grow in size while ascending. This can be
more clearly seen in Figures 3.3 and 3.4. This histogram displays the fraction of pixels
within temperature bins of ∆T = 50 K at each height coordinate. The most peculiar
feature of the model chromosphere is clearly visible here. At low heights, there is a high
31
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density of temperatures ranging from 4000 K to 5000 K, with temperatures steadily
declining toward 3000 K at about 1000 km above the surface. At this height and above,
the temperature of most cells suddenly rises toward 6000 K, because the atmosphere is
here dominated by hot shocks.
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Figure 3.1: Two vertical slices of the temperature distribution in the CO5 BOLD
model. The slices are separated by 4000 km. The vertical axis ranges from 250 km
below the optical surface to the model’s top at 2000 km above it. The horizontal axis
covers the whole 8000 km width of the model. The colors range from 2500 K (purple)
to 7500 K (red).

3.2

Analysis of the computed LINFOR3D intensity maps

Figure 3.5 shows the LINFOR3D brightness temperature maps of the emerging intensity
for the CO5 BOLD model at four selected wavelengths in the ALMA observing range
(λ = 1, 3, 6 & 9 mm). Visually, we find that the brightness temperature maps have
much in common with the gas temperature distribution shown in Figure 3.2. The pairs
Tb (1 mm) ↔ Tgas (750 km), Tb (3 mm) ↔ Tgas (1000 km), Tb (6 mm) ↔ Tgas (1250 km), and
Tb (9 mm) ↔ Tgas (1250 km) all bear strong resemblances. A more thorough comparison
is given in Section 3.3.
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Figure 3.2: Gas temperature distribution from the CO5 BOLD model: Horizontal
slices at heights ranging from the photosphere (z = 0 km, 250 km, and 500 km), to the
chromosphere (z = 750 km–1750 km).
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Figure 3.3: Histogram of the gas temperature distribution of the CO5 BOLD MHD
model as a function of height. The horizontal axis denotes height in the atmosphere,
while the vertical axis denotes the temperatre. The color scale ascending from purple
to red indicates the density of cells with a certain temperature at each height.
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Figure 3.4: The gas temperature of the CO5 BOLD MHD model as a function of
height. The left plot shows the mean temperature (thick, solid line), the mean temperature ± one standard deviation (dashed lines), and the maximum and minimum
temperatures recorded at each height (thin, solid lines). The temperature of the model
VAL-III C is overplotted (dotted line). The right plot shows the standard deviation of
the temperature.
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One can calculate an approximation for the model’s formation height at different wavelengths, to obtain a relation between the wavelength λ and the observation probing
depth. This is done by obtaining the contribution function for each column in the
model. The contribution function for a radially directed beam is defined as
Cλ (h) =

dIλ
,
dz

(3.1)

i.e., the change in intensity dIλ per change in height dz. This quantity is calculated
separately for each column in LINFOR3D. In order to approximate the average effective formation height zeff (λ) (Figure 3.6), I determine the height corresponding to the
maximum of the contribution function in each column, and average these heights over
all columns. With zeff (λ) the observations at different wavelengths can be loosely approximated as a function of the gas temperature at these heights. On average, there is a
near linear relation between the observing wavelength and our approximation to zeff (λ).
The radiation at λ = 0.5 mm has a peak in the contribution function at z ≈ 500 km,
while the radiation at λ = 9 mm has its contrubtion function maximum at z ≈ 1200 km.
The correlation between the formation height and the radiation wavelength is not obvious, because the contribution functions for the model chromosphere are in fact quite
broad. Figure 3.7 displays the average contribution function at a few selected wavelengths. In particular at higher wavelengths, the contribution function may have two
peaks, separated by several hundreds of kilometers1 .
The peaks in the contribution functions for each column indicate regions where the local
opacity is high (see Eq. 1.8). The gas temperature gradient is for the most part low (cf.
Figure 3.4), so the primary contribution to the opacity comes from the number densities
of ions and free electrons. The particle density is highest in the photosphere and low
chromosphere, but it also has smaller local maxima higher up, because of compressed
material resulting from the ascending hot shock fronts.

3.3

Comparison of the MHD model and the intensity maps

In Figure 3.8 we have plotted the power spectrum of the gas temperature distribution,
along with the power spectrum of an intensity map at λ = 1 mm. The power spectrum
is related to the spatial Fourier transform of the map, and describes the prevalence of
1

It is worth noting from Figure 3.7 that the contribution functions for 6 mm and 8.5 mm are non-zero
at the top boundary of the model. This implies that the CO5 BOLD model is inaccurate in the upper
layers, or should have been extended further out, as there seems to be non-negligible contributions to
the emerging intensity above the model boundaries. Further out lies the transition region, however, so
to extend the model outwards would not be a trivial endeavor.
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Figure 3.5: Brightness temperature maps for radially emerging emission (µ = 1). Top
left: λ = 1 mm. Top right: λ = 3 mm. Bottom left: λ = 6 mm. Bottom right: λ = 9
mm.
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Figure 3.6: The approximate formation height of the LINFOR3D intensity maps: zeff
as a function the wavelength λ. Solid line: The formation height zeff (λ) calculated as the
column-wise average of the height corresponding to the maximum of the contribution
function dI/dh. Dashed lines: The same quantity ± one standard deviation.
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Figure 3.8: First eight plots: Power spectrum for the CO5 BOLD gas temperature
distribution of horizontal slices at heights ranging from the photosphere (z = 0 km,
250 km, and 500 km), to the chromosphere (z = 750 km–1750 km). Last plot: Power
spectrum of the emerging intensity at λ = 1 mm and µ = cos θ = 1. and µ = 1.

the various structure sizes of the maps. It is defined as
P (k) = |F [I(x)] · F ∗ [I(x)]| .

(3.2)

F denotes Fourier transformation and ∗ denotes complex conjugation. The power spectra
reveal the modelled quiet-sun chromosphere to be a multiscale object, with structures
ranging in size from the whole model cross-section (8000 km), down to the simulation’s
cell size (∼28 km). At all heights of the model, the typical scale of most of the structures
are within a range from 500 km to 6000 km, with a peak in the power at structures
between 1000 km and 2000 km ( 1”–3”). For structures smaller than 500 km, there is
a steep power-law decline toward lower scales. The power spectrum of the brightness
temperature map has a similar shape to the gas temperature power.
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Figure 3.9: Power spectra describing the evolution of the LINFOR3D intensity map
structures as a function of exposure time, for λ = 1 mm and µ = 1. For dashed,
solid, and dashed-dotted lines, respectively: The fraction of remaining power versus
integration time for structures with sizes on the order of φ = 0.4”, φ = 0.3”, and
φ = 0.2”.

Figures 3.10 and 3.11 show schematically the brightness temperature distribution as a
function of the wavelength (and correspondingly, the formation height). In this particular model, high brightness temperatures can be expected at λ > 5 mm, while lower
brightness temperatures can be expected at λ < 5 mm. The brightness temperature
increases much more smoothly with wavelength, than the gas temperature does with
height (cf. Figures 3.10 and 3.4). This is to be expected, because the width of the
contribution functions makes the formation heights indistinct.
In Table 3.1 the average gas temperature in height layers of the CO5 BOLD model are
displayed together with the classic VAL and FAL models for the quiet solar atmosphere.
For the upper photosphere to middle chromosphere, the brightness temperatures emerging from approximately these layers are also given. The CO5 BOLD model has a similar
temperature to the VAL-like models in the low photosphere, but it loses temperature
decidedly faster with height. Its temperature minimum of 3300 K lies at h = 750 km,
significantly higher than the VAL-like models’ classical minimum at 525 km.. In the
low chromosphere, there is a close correspondence between the gas temperature and
the emerging brightness temperature. Higher up, a there is a disassociation between
Tgas and Tb , and it is apparent that the radiation at λ ≥ 7.0 mm on average emerges
from higher layers than given by the approximation to zeff (λ) that has been used. As
noted previously, the tendency is that the contribution function becomes broader with
wavelength, and the probing depth of an observation is therefore not a sharply defined
figure.
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Figure 3.9 shows the relation between exposure time and retained power of the intensity
distribution, by plotting the time evolution for the power of a time-averaged image
divided by the average power of all images used in the integration. It illustrates the
need for short exposure time when observing if the smallest scales are to be resolved.
The decline in power decreases more rapidly for small structures than for large ones.
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Figure 3.10: Histogram of the brightness temperature distribution of the LINFOR3D
intensity maps as a function of wavelength. The color scale ascending from purple to
red indicates the density of cells of a certain temperature at each wavelength.

3.4
3.4.1

Synthesizing ALMA observations
Assessing the image quality

Before presenting the results, let me describe some methods of determining the quality
of the imaging. Two methods often used for measuring image quality in radio astronomy
are the dynamic range (DR) and the fidelity [39, p. 261]. The dynamic range is defined
as the ratio of the maximum and minimum intensity in an image. If the minimum
intensity is determined by noise in an image, the dynamic range is instead defined by
the maximum feature divided by the noise level, i.e., the standard deviation measured
at an off-source location within the image. The dynamic range measures the ability
to detect low intensity features in the presence of intense features. However, according
to Rupen [24] there are two problems with DR as a measure of image quality. The
first problem is that it is not always easy to determine where in the image one should

Chapter 3. Results

41

8000

1000

800

standard deviation(T_b) [K]

T_b [K]

6000

4000

600

400

2000
200

0
0

2

4
6
wavelength [mm]

8

10

0
0

2

4
6
wavelength [mm]

8

10

Figure 3.11: The brightness temperature of the LINFOR3D intensity maps for wavelengths ranging from 0.5 mm to 9 mm. The left plot shows the mean temperature
(thick, solid line), the mean temperature ± one standard deviation (dashed lines), and
the maximum and minimum temperatures recorded at each wavelength (thin, solid
lines). The right plot shows the standard deviation of the temperature.

measure the noise. In our case, where there are no off-source locations because the source
is larger than the field of view, this certainly poses a problem. The second problem is
more fundamental, and that is that DR measures the image quality precisely at the
position where the image is least interesting, namely in the noise.
For these reasons, Cornwell et al. introduced the fidelity in 1993 [9]. The fidelity is
defined as the ratio between an image pixel I(x) and the pixel error I(x) − M (x), where
M (x) is the true intensity, which in our case is the LINFOR3D intensity distribution
model. The fidelity is thus an image that expresses an estimate to the signal-to-noise
ratio for each pixel. In our case, the units of the output image (unit Jy/beam) and the
input model (unit Jy/pixel) do not match up, we calculate the pixel error by taking
the difference of the reconstructed image I(x) and Mconv (x), which is the input map
convolved with a clean beam, (i.e., a 2D Gaussian fitted to the observation’s PSF).
Mconv (x) then represents an idealized observation, with continuous uv-coverage and no
side-lobes in its positive definite Gaussian PSF. We calculate the fidelity as follows:
F (x) =

I(x)
.
I (x) − Mconv (x)

(3.3)

The fidelity image has high values (F (x)  1) in pixels where the imaging has been
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4.4
4.6
5.0
5.5
5.7
5.9
6.1
6.3
6.4
6.6
6.8
6.9
7.1
7.3
7.6
8.2

hTMHD i
6.6 ± 1.3
5.1 ± 0.3
4.7 ± 0.2
4.4 ± 0.3
4.2 ± 0.5
3.9 ± 0.6
3.6 ± 0.6
3.3 ± 0.7
3.3 ± 0.9
3.6 ± 1.1
4.0 ± 1.2
4.4 ± 1.3
4.7 ± 1.3
5.0 ± 1.3
5.2 ± 1.3
5.3 ± 1.4
5.3 ± 1.5
5.4 ± 1.6
5.4 ± 1.7
5.5 ± 1.8
5.2 ± 2.3

hTb (λ)i
–
–
–
–
–
3.9 ± 0.5
3.9 ± 0.7
4.1 ± 0.8
4.4 ± 0.9
4.6 ± 1.0
4.9 ± 1.0
5.1 ± 1.0
5.3 ± 1.0
–
–
–
–
–
–
–
–

λ(z) [mm]
–
–
–
–
–
0.5
1.4
2.7
3.8
5.0
6.2
7.5
8.9
–
–
–
–
–
–
–
–

Table 3.1: The mean gas temperature stratification of the CO5 BOLD MHD model
compared with the temperatures of the 1981 VAL-C and 1993 FAL-C models. For
heights ranging from 500 km to 1200 km, the mean brightness temperatures emerging
from (approximately) the layers corresponding to the height zeff are shown. Temperatures are given in 103 K. The uncertainties are calulated as one standard deviation in
the horizontal directions.

successful, and lower values elsewhere. Yet the fidelity is in itself another image, and as
such it is not very practical as a benchmark. If one wants condense the fidelity image
into a single statistic, the natural choice is either the median or the mean. Cornwell et
al. [9] chose to use the median fidelity index (FI), because the median is less sensitive
to outliers, and is thus more robust. However, the fidelity is like the dynamic range
not quite well defined. If the true intensity distribution M (x) is zero in a pixel, the
fidelity of that pixel will by definition be one, so the fidelity image is therefore biased
towards one (Rupen [24]). Our LINFOR3D intensity maps contain no pixels with zero
intensity, however. The dynamic range of the maps (defined here as the ratio between
the most bright and the least bright pixel) is only on the order of two. This means that
although the fidelity naturally will be lower in less bright pixels, it may still work well
as a measure of the imaging quality.
A more useful quality measure according to Rupen [24] depends only on a restricted
range of the (brightest) pixels. Rupen defines the median peak fidelity index (FI) as the
median of the fidelity measured at only the N brightest pixels, where N is any reasonably
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large number (on the order of 102 ) that makes the median a meaningful statistic. It is
preferrable to use the median to compute the FI rather than the mean, again in order to
omit outlier pixels that might have extremely high fidelity values. For solar observations,
however, this particular quality measure might not be the appropriate one, as we are
interested in assessing the quality of the whole image, not only the intensity peaks.
Another approach to measuring the quality of the image is to use its Fourier transform
to display the size distribution of the reconstructed image structures, by way of power
spectrum analysis. One can extract information about the prevalence of reconstructed
structure sizes compared to the observed model by calculating normalized power spectra
P for the reconstructed image I(x), the model M (x), and the convolved model Mconv (x).
The power spectra are however, not so easy to condense into a table format, and careful
interpretation is needed in order to extract the information contained within them. An
interesting statistic to be extracted from the image’s power spectrum is the smallest
reconstructed structure. One can define a lower power threshold, below which one
would say the power is no longer significant. The structure size at which this threshold
is met, is then the smallest reconstructed structure. If the imaging algorithm performs as
expected, the smallest reconstructed structure should have a size similar to the resolution
of the telescope. The smallest reconstructed structure is sensitive to noise artifacts
that add power to random scales, so care should be taken to avoid misinterpretation.
Fortunately, this noise sensitiveness can be exploited. At any given scale in the image,
one can calculate a reconstructed power ratio (RPR), as a fraction P (I)/P (Mconv ). This
expression will be greater than one if the image contains more structure on that scale
than the convolved model. As the convolved model represents an idealized observation,
evaluating this ratio at a certain spatial scale will provide insight into the robustness of
the image reconstruction at that scale.
Without prior knowledge about the behaviour of the noise, the natural places to look for
unexpected behaviour of the power are at the ends of the scale. Close to the resolving
limit, one would expect the RPR to lie below unity for an image without artifacts, as
Mconv describes “lossless” imaging. At the other end of the power spectrum, the largest
scales, one expects the RPR to lie above unity, because I retains less detail than Mconv
in the absence of artifacts. The restored power ratio may therefore be a useful test
statistic for the image restoration quality. I define RPRL (ideally at or above 1) as the
reconstructed power ratio at the largest scale (the image width), and RPRS (ideally at
or below 1) as the median of the reconstructed power ratio at the scales within ±10%
of the resolution limit.
Although radio interferometric images often contain negative intensities, it may still
be interesting to quantify the interval from the highest positive peak to the “highest
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negative peak”, to ascertain whether or not the value range of the image is comparable
to that of the convolved model2 . As with the median peak fidelity index, it is more
robust to use the median to define the statistic than to use the actual peak values. I
introduce the value range index (VRI) to describe the relation between the value ranges
of the image and the convolved model:
VRI =

I˜max − I˜min
,
max − M̃ min
M̃conv
conv

(3.4)

where I˜max and I˜min are defined as the median values of the 100 brightest pixels and
the 100 least bright image pixels, respectively, and similarly for the convolved model.

3.4.2

Results of the imaging

Figure 3.15 shows the result of the ACA+TP imaging at λ = 1 mm, which is identical
for all the ALMA configurations. The fidelity values of the ACA imaging are in the
range between 12 and 15. This implies that the ACA+TP imaging was fairly accurate,
with an error of less than 10%. Figures 3.12–3.14 display the output from synthesized
ALMA+ACA observations at λ = 1 mm, with full 50-antennae ALMA array configurations numbers 9, 10, and 13, respectively. These configurations correspond to resolutions
close to 0.41”, 0.34”, and 0.21”, respectively, when the visibilities are weighted with
natural weighting. As can be seen from both the fidelity images and the output images
themselves, the imaging attempts at 0.41” and 0.34” (configurations 9 and 10, respectively) provide a recognizable reproduction of the input map. It is not clear from visual
inspection which of the images is closer to the true intensity distribution. Some artifacts
are present at the configuration 10 image, which do not appear in the configuration 9
image. It is immediately apparent that the images’ maximum and minimum intensities
do not lie in the value range of the convolved model. As a consequence, both imaging
attempts have low fidelity values, ranging from below 1 to a peak at 2; implying an error
on the order of 50% in each pixel. The imaging at 0.21” (Ncfg = 13) is presented as an
example of what happens to the imaging when the array configuration is too sparse to
unambiguously measure the visibilities of the source: The image at 0.2” contains a lot
of artifacts; intensity features which cannot be found on the observed source.
Figure 3.16 shows power spectrum analysis plots for configurations 9, 10, and 13. The
power spectra for the imaging at configurations 9 and 10 reveal, not surprisingly, that
2

The true minimum value of the convolved model is, like in the input model, on the order of half
its maximum value. Due to the way the convolution of the input model M is handled in CASA, the
convolved model Mconv has a Gaussian taper along its outer edge which changes the minimum value of
Mconv into a much lower than the minimum value of M . When I perform calculations to compare Mconv
with the image I, the 1000 least bright pixels of Mconv are therefore omitted.
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the recovered power declines toward zero at the spatial scale corresponding to the observing resolution. The imaging of the more sparse configuration 13 shows a much less
predictable power spectrum, with oscillating power across all spatial scales. Interestingly, the power at this configuration is within a factor ten of the intensity map’s power
at nearly all spatial scales, and as such it could apparently imply better imaging than
the other power spectra do. However, the oscillating features in the power, compared
to the near monotonically decline of the source’s power, reveals that the the imaging
at configuration 13 has been unreliable. A feature also to be noted from this power
spectrum is that the large scales are underrepresented.
Table 3.2 displays the statistics of the imaging. At 1 mm, the peak intensities of the
reconstructed images are on the order of 50% lower than in the convolved models for
configurations 13 to 9, and the rate of the recovered peak intensity declines with lower
resolution. This is also reflected in the median peak fidelity indexes. The median fidelity
is close to one at all resolutions, implying that the typical pixel error is on the order of
50%. The low fidelity of the imaging makes it difficult to discern strong patterns from
the intensity peak and standard deviation values. Perhaps more telling is the dynamic
range of the restored image, which for 1 mm peaks in the vicinity of ALMA configurations 8 and 9 (0.4”–0.5” resolution). The power ratio P (I)/P (Mconv ) at large scales is
substantially lower than unity for configurations 12 and 13, such that these configurations may be rejected at 1 mm. The large scale power ratio is 3.2 for configuration 11.
It desclines toward the ideal value of unity at configuration 7 (0.55”×0.60” resolution),
and ascends again at the lower figurations. This is a noteworthy pattern, as it implies
that the imaging at configuration 7 is close to optimal for recovering the large-scale patterns of the model; and perhaps more interestingly that the large-scale imaging is not
necessarily better at the lower configuration numbers. The power ratio P (I)/P (Mconv )
at the resolution scale also rejects configuration 13, because its resolution-scale power
ratio is higher than unity. It is not straightforward to draw inferences about the other
configurations from this statistic, as the resolution-scale power in the imaging is considerably lower than in the convolved models. A pattern can be discerned in that the
small-scale power reproduction declines slightly with lower configuration numbers. The
value range index (VRI) shows that the size of the image value range is within ±10% of
the convolved model at configurations 6–10. Generally, the value range index rises with
the configuration number.
Plots of observations at 3 mm with configurations 10 (1” resolution) and 11 (0.9” resolution) are shown in Figures 3.17 and 3.18, respectively. At 3 mm, the beam width at
each ALMA configuration is a factor three larger than the corresponding beam width
at 1 mm. As a result, the number of beam areas in the 3 mm image is a factor 9 fewer
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than in the 1 mm image. The reconstructed power ratio at the image width scale rejects the configuration 13 imaging (because RPRL < 1). Configurations 7 and 9 have
the best large-scale reconstructed power, at RPRL =1.5 and RPRL =1.8, respectively.
These images have so low resolution that the CASA simanalyze task forces the image
frame to expand beyond 11” to fit at least 8 beams along each axis. This extension
of the imaged area may invalidate the statistics due to repeating pixels stemming from
the concatenated input image. At 3 mm, only configuration 10 and upwards have beam
widths small enough to fit at least 8 beams into the 11” frame. The dynamic range is
close to constant for all configurations. The value range index is closest to unity for
configurations 9 and 10.
Figure 3.19 shows plots for an observation at 6 mm with configuration 11 (1.8” resolution). At 6 mm, none of the configurations retain the large-scale power of the convolved
model (RPRL < 1 for all configurations). This is because of the pixel repetition of the
extended maps in combination with the clean algorithm’s huge restoring beam which
divides the images into separate sections. At the resolution scale configuration 13 has a
conspicuously high

Figure 3.12: Synthesized ALMA imaging of 1 mm radiation with telescope configuration number 9, corresponding to a resolution (FWHM of PSF
along minor and major axis) of 0.41” × 0.43”. The top left plot shows the uv-coverage of the main ALMA array. The top middle plot shows the
point spread function, or PSF. The top right plot shows 11” × 11” of the input image, with units of Jy/pixel. The bottom left plot shows the input
model convolved with a clean beam, i.e., a 2D gaussian fitted to the main lobe of the PSF, in units of Jy/beam. The bottom middle plot shows the
output image in units of Jy/beam. The bottom right plot shows the fidelity of the reconstructed image. The axis units for relative right ascension
and declination are in arcseconds for all plots.
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Figure 3.13: Synthesized ALMA imaging of 1 mm radiation with telescope configuration number 10, corresponding to a resolution of 0.34” × 0.36”.
See the caption of Figure 3.12 for a explanation of each of the subplots.
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Figure 3.14: Synthesized ALMA imaging of 1 mm radiation with telescope configuration number 13, corresponding to a resolution of 0.21” × 0.22”.
See the caption of Figure 3.12 for an explanation of each of the subplots.
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Figure 3.15: Synthesized ACA imaging of 1 mm radiation. See the caption of Figure 3.12 for a description of each of the subplots.
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Figure 3.16: Left column: Normalized power spectra for the synthesized ALMA
observations at λ = 1 mm (Figures 3.12–3.14). Thick solid line: Power spectrum of
the reconstructed image. Thin solid line: Power spectrum of the input map convolved
with a clean beam. Dotted line: Power spectrum of the input map (unconvolved). The
dashed vertical line indicates the resolution of the observation. Right column: Thick
solid line: Ratio of the power spectra of the synthesized observation image and the input
intensity map. Thin solid line: Ratio of the power spectra of the clean beam-convolved
input map and the unconvolved input map. The dashed vertical line indicates the
resolution of the observation. The dashed horizontal line at unity indicates the ratio of
the ideal case (perfect reproduction of the spatial distribution of the input map). Top
row: Ncfg = 9 (0.41” × 0.43”). Middle row: Ncfg = 10 (0.34” × 0.36”). Bottom
row: Ncfg = 13 (0.21” × 0.22”).
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Config.

Resolution
[arcsec2 ]
0.21 × 0.22
0.25 × 0.26
0.29 × 0.31
0.34 × 0.36
0.41 × 0.43
0.49 × 0.51
0.55 × 0.60
0.65 × 0.71
0.77 × 0.82
0.91 × 0.96
0.63 × 0.65
0.75 × 0.77
0.87 × 0.92
1.00 × 1.10
1.20 × 1.30
1.50 × 1.50
1.70 × 1.80
1.30 × 1.30
1.50 × 1.50
1.70 × 1.80
2.00 × 2.20
2.40 × 2.60
2.90 × 3.10
3.30 × 3.60

max(I)
[MJy/bm]
0.97
1.32
1.96
2.28
3.19
3.95
4.43
5.97
7.44
9.26
0.14
0.18
0.18
0.21
0.24
0.23
0.29
0.03
0.04
0.04
0.04
0.04
0.04
0.07

σ(I)
[MJy/bm]
0.24
0.33
0.47
0.57
0.73
0.89
1.07
1.45
1.82
2.23
0.05
0.06
0.07
0.07
0.10
0.10
0.12
0.01
0.02
0.02
0.02
0.02
0.02
0.02

max(Mconv )
[MJy/bm]
1.95
2.68
3.68
4.98
6.94
9.46
12.45
16.74
22.20
29.70
0.25
0.33
0.45
0.60
0.84
1.13
1.46
0.06
0.08
0.11
0.15
0.21
0.29
0.38

σ(Mconv )
[MJy/bm]
0.17
0.24
0.33
0.45
0.64
0.88
1.18
1.64
2.26
3.15
0.03
0.04
0.05
0.07
0.10
0.15
0.20
0.01
0.01
0.02
0.02
0.03
0.04
0.06

RPRL
lg.scl.
0.098
0.043
3.2
2.7
1.6
1.4
1
1.4
1.5
1.5
0.51
2.4
2.1
2.1
1.8
2
1.5
0.44
0.7
0.56
0.59
0.55
0.29
0.3

RPRS
sm.scl.
2
0.13
0.047
0.035
0.024
0.027
0.02
0.017
0.022
0.014
0.0031
0.027
0.0034
0.00064
0.041
0.016
0.081
0.78
0.23
0.11
0.18
0.026
0.35
1.4
1.5
1.5
1.3
1.1
1.1
0.92
0.85
0.9
0.86
0.79
1.6
1.5
1.2
0.99
0.91
0.65
0.59
1.6
1.6
1.3
0.99
0.6
0.43
0.56

VRI
8
7.9
12
12
13
15
12
10
10
9.6
7.3
8.3
7.7
8.1
7.3
7.1
8
9.5
6.5
5.4
5.4
6.2
7.2
10

DR

median
FI
0.99
0.99
1.00
0.99
0.99
0.99
0.99
1.00
1.00
1.00
0.99
1.00
0.98
0.97
0.97
0.98
0.98
0.97
0.98
0.96
0.98
0.96
0.96
0.97

med.pk.
FI
2.01
1.98
2.12
1.78
1.84
1.68
1.55
1.56
1.55
1.44
3.30
2.65
1.87
1.64
1.44
1.26
1.25
3.37
2.49
1.61
1.96
1.21
1.15
1.63

Table 3.2: Imaging quality. I is the reconstructed image, and Mconv is the convolved model. “pow.rt.lg.scl.” and “pow.rt.sm.scl.” are the ratios of
the power spectra of I and Mconv , evaluated at the largest scale (the image width) and the smallest scale (the resolution), respectively. The value
range index (VRI) is the ratio of the intensity value ranges of I and Mconv , with the median of the 100 most bright and the median of the 100
least bright pixels used to define the endpoints of the value ranges. Dynamic range (DR) is calculated as the brightest pixel in I divided by the
standard deviation among the 20% least bright pixels. The median peak fidelity index (“med.pk.FI”) is evaluated from the 100 brightest pixels of
the reconstructed image. *: When the modelled intensity map is less than 8 beam widths in extent, CASA simanalyze automatically extends the
image size to 8 beam widths. The image frame is therefore wider than 11” for these images. This may impact the statistics, in particular for the
power spectra, as repeated grid-like patterns will occur.

λ
[mm]
1
1
1
1
1
1
1
1
1
1
3
3
3
3
3*
3*
3*
6*
6*
6*
6*
6*
6*
6*
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Figure 3.17: Synthesized ALMA imaging of 3 mm radiation with telescope configuration number 10, corresponding to a resolution (FWHM of
PSF along minor and major axis) of 1.0” × 1.1”. The top left plot shows the uv-coverage of the main ALMA array. The top middle plot shows the
point spread function, or PSF. The top right plot shows a cutout of the input image, with units of Jy/pixel. The bottom left plot shows the input
model convolved with a clean beam, i.e., a 2D gaussian fitted to the main lobe of the PSF, in units of Jy/beam. The bottom middle plot shows the
output image in units of Jy/beam. The bottom right plot shows the fidelity of the reconstructed image. The axis units for relative right ascension
and declination are in arcseconds for all plots.
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Figure 3.18: Synthesized ALMA+ACA imaging of 3 mm radiation at configuration 11 with a resolution of 0.87” × 0.92”. See the caption of Figure
3.18 for a description of each of the subplots.
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Figure 3.19: Synthesized ALMA+ACA imaging of 6 mm radiation at configuration 11 (1.7” × 1.8”). See the caption of Figure 3.18 for a description
of each of the subplots.
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Chapter 4

Discussion and Conclusions
The simulations produced with the 3D magnetohydrodynamics code CO5 BOLD and
subsequently the radiative transfer code LINFOR3D show that the (sub-)mm continuum
radiation from the quiet Sun maps out different heights in the upper photosphere and
lower to middle chromosphere. The probing depth for potential observations varies
according to the observing wavelength, and along each column of the model, depending
on whether or not local regions of high plasma density are situated along the line of
sight. Nevertheless, a strong correlation is found between the horizontal gas temperature
layers and the emerging intensity distribution is found. Emerging radiation at 0.3 mm–4
mm is on average formed the upper photosphere, while the radiation at 4 mm–9 mm
emerges from shock regions in the lower and middle chromosphere. In the (sub-)mm
continuum, the processes that generate the radiation are strongly dependent on the local
gas temperature. Therefore, (sub-)mm continuum brightness temperature scales linearly
with the gas temperature of the regions where the radiation is formed.

4.1

On the imaging

Astronomical radio interferometry provides an indirect and incomplete description of
the intensity distribution. Modelling an image from interferometric measurements is
therefore a difficult endeavor, which often involves the use of complicated and not well
understood deconvolution algorithms. If possible, it is therefore preferable to do science
with the measured data (the visibilities) directly, instead of making an image. However,
this is only possible if the scientific questions posed are sufficiently narrow.
The chromospheric (sub-)mm continuum emission has to date never been observed and
subsequently imaged at sub-arcsecond resolution. As a consequence, we have little data
56
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with which to compare our synthetic observations, apart from the convolved model,
which serves as an idealized case that we can strive towards, but never achieve with
interferometry. It is made clear from the reconstructed images and their power spectra,
that ALMA is able to reliably reproduce the majority of the source structures, and
as such describe the geometrical structure of the source distribution. That in itself
is a promising start on the complicated task of imaging ALMA observations of the
chromosphere.
The highest dynamic range for reliable imaging is obtained with ALMA configurations
7–11, providing a spatial resolution of 0.60” λmm –0.30” λmm , respectively, with λmm
representing the wavelength measured in mm. Configuration 12 (0.25” λmm ) seems to
be an edge case between reliable and unreliable imaging, with discernable noise present in
the 1 mm image, but with a fairly low small-scale power. Wider array configurations are
found likely to be too sparse, as configuration 13 failed on the majority of the reliability
tests. The (reliable) reconstructed images feature peak intensities close to a factor two
less than the source intensity. The imaged intensity peaks are bounded by areas of
negative intensity. However, we find it promising that the typical difference between
the positive and negative peaks in the images corresponds well to the value range of
the convolved model. This could imply that if a converging deconvolution algorithm is
applied in the future, there is potential for a much more accurate measurement of not
only the peak intensity areas, but also other areas in the image.
At all the configurations except the ACA, the total flux was far from conserved during
the imaging process. This is common for images of interferometric measurements of
extended sources. When one combines interferometric measurements with total power
measurements, as we did, the total flux should in principle be recoverable with proper
deconvolution. The flux loss has been traced to two primary reasons:
1. There was a discrepancy in our algorithm between the pixel size used for the single
dish measurements and the interferometric measurements. This caused inaccuracies in the combination (feathering) of the measurements, and a resulting flux loss.
The pixel width used for the single-dish observations was not easy to control in
CASA simanalyze, so this problem was not solved. However, the ACA imaging
had fidelity values ranging between 12 and 16, so the intensity loss per pixel due
to inaccurate feathering must have been less than 10%.
2. The implemented clean deconvolution algorithm did not converge, even when we
set the number of iterations to 105 . As a result, the images contained a lot of
negative flux from the sidelobes in the PSF, which we were unable to remove.
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clean was originally designed for point sources, and its a priori assumption about the
intensity distribution I(x, y) is that it is well described as a collection of Kroenecker
delta functions. Of course, any digital image is a set of deltas, but the iterative beam
removal used in clean serves to emphasize peaks on the scale of or smaller than the
beam size. Such a procedure is not optimal for the solar atmosphere. In 1978, Schwarz
[26] made a mathematical proof that Högbom’s clean algorithm will always converge
to a solution (that is, one of many possible solutions) if the following three criteria are
met:
1. The clean beam is symmetric.
2. The dirty beam (PSF) is positive definite or positive semi-definite.
3. There are no spatial frequencies present in the dirty image, which are not also
present in the dirty beam.
In this project, Clark’s version of clean was used (see Section 1.6.3). Clark clean
is similar to Högbom’s original algorithm, but with the addition of the major cycle to
improve stability . The first of Schwarz’ above criteria is met in our case, as the clean
beam used was a two-dimensional elliptical Gaussian fitted to the dirty beam. Because
V (u, v) = V (−u, −v), the dirty beam is always symmetric about its center, (apart from
small inaccuracies arising from the use of an even number of image pixels to comply with
the FFT algorithm). Schwarz’ second criterium is not met. The extended wings of the
dirty beam are in large part negative. This is a major challenge when using clean for
interferometric imaging of extended sources, because the iterative beam removal from
the residual’s intensity peaks will somewhat arbitrarily add flux to the areas outside the
peaks, possibly corrupting a lot of structures in the process. This could to a certain
extent have been mitigated by the use of clean windows, thus tailoring the cleaning
to only be performed on the more intense features. The third Schwarz criterium above
is only partially met. With the imaging recipe we use, we perform the deconvolution
in two stages; first with the ACA data, and then with the ALMA data (adding the
ACA image to the residuals before cleaning). For the ACA imaging, the dirty image is
simply the Fourier transform of the ACA measurements, so in that case there can be
no spatial frequencies present, which are not also present in the dirty beam. For the
ALMA imaging, on the other hand, the cleaned ACA image is added to the dirty image,
and there are therefore a lot of low spatial frequencies present which cannot be handled
well by cleaning with ALMA’s dirty beam.
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Outlook

ALMA is an extremely powerful telescope, capable of resolving structures down toward
the size of a (very bright) football on the moon. However, ALMA’s main strength is
only achieved when it can exploit the Earth’s rotation of its baselines to improve its
uv-coverage. In the case of solar observations, the timescales range from minutes to
seconds, so in practice only imaging at very short cadences is available. The bright side
of the situation is that ALMA may produce sequential snapshot images, enabling it to
describe the temporal evolution of the solar atmosphere. ALMA is the first interferometric instrument with enough baselines to produce sub-arcsecond resolution snapshot
images of extended sources in the (sub-)mm range, so the field is relatively unexplored.
There are several approaches one can take toward the imaging of the Sun with ALMA.
Apart from snapshot imaging with the whole array, another strategy under consideration
is the idea of using sub-arrays set to different observing frequencies, in order to observe
several layers of the chromosphere simultaneously. ALMA is a limited resource, as
scientists from all branches of astronomy compete for observing time. Simulations are
important in order to make the most out of the instrument, and this is a strength
with ALMA, as the CASA program suite can perform both the simulations and the
actual data reduction. The field of deconvolution allows a vast number of approaches to
imaging. Some of the more interesting ones are presented here.
An extension of clean called multi-scale clean (msclean), was implemented in 2008
by Cornwell [7]. In msclean both the subtraction of flux from the residual image
and the corresponding reconstruction of the cleaned image is done using a number
nscales of differently sized 2D Gaussians. msclean has been shown to provide better
results for certain images with a lot of extended structures [23]. msclean requires the
user to manually tailor the sizes of the cleaning beams to the structures to be cleaned
(typically, for a source with a complex spatial structure, nscales ≈ 8). Finding the optimal
parameters requires a lot of fine tuning, because choosing a wrong beam width will only
serve to deteriorate the image, but with careful implementation msclean may be one
of the most promising algorithms. msclean is implemented in CASA.
Another deconvolution algorithm to be considered, which possibly is more useful for
solar imaging than the clean family of algorithms, is the Maximum Entropy Method
(mem), first devised in 1967 by Burg [4]. mem, like clean, is used to synthesize images
from radio interferometric measurements, but clean is used perhaps 100 times more
frequently [39, p. 275]. mem is in general better suited for extended sources, as its a
priori assumption is that the source is smooth, as opposed to a set of delta functions,
as is assumed by clean. mem works by calculating several possible solutions for the
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image, which all agree with the measured visibilites, and chooses among these solutions
by maximizing the entropy of the image. A side-effect of this is that the smoothness of
the image is also maximized [39, p. 275].
Regardless of which deconvolution algorithm is chosen, a very promising way to improve
the imaging is a technique referred to as multi-frequency synthesis (MFS), developed in
1990 by Conway et al. [6]. MFS takes advantage of the frequency (ν) dependence of the
spatial frequencies u and v, by combining data from a range of frequencies to improve
the uv-coverage. This is done by gridding the measured visibility samples from several
frequency channels into the same uv-grid, and deconvolving the measurements into a
single image which will contain frequency- averaged information about the source. The
advantages of MFS are that it provides better spatial frequency coverage and improves
the reliability of the measurements, because more visibility samples are used to produce the image. As ALMA supports up to 7680 frequency channels over a maximum
of four 2 GHz observing bands, MFS may improve the imaging quality significantly.
The challenge with MFS is that if the radiation from the source is dependent on the
observing frequency, the Fourier relation between measurement and intensity distribution breaks down such that the Van Cittert Zernike-theorem does not hold [21]. The
source’s frequency dependence can be compensated for if it behaves predictably, by
Taylor-expanding the ν-dependence of the image. If the spatial image structure changes
as a function of ν, or if strong spectral lines are present in the imaged frequency range,
several terms must be used for the Taylor series. MFS has been implemented for the
mem-algorithm by Bajkova & Pushkarev [1]. It has also been implemented in clean
algorithms such as multi-frequency clean (mfclean) by Cornwell [8], and multi-scale
multi-frequency clean (ms-mf-clean) by Rau & Cornwell [22]. mfclean and ms-mfclean are implemented in CASA.
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