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Abstract

Detecting fraud is a problem characterized by class-imbalance. The events of interest, the
true fraudulent cases, are outnumbered by the legitimate ones. Rare outcomes are hard
to predict accurately, and standard classifiers, designed to maximize overall prediction
accuracy, tend to produce rules ignoring the minority class. Further, the information on
each case can be extensive, adding high-dimensionality to the problem of imbalance.

This thesis explores three boosting algorithms proposed by Blagus and Lusa (2017)
for high-dimensional prediction of rare events: Bal-St-GrBoost, DS-St-GrBoost and St-
Ensemble. These algorithms confront the imbalance problem by undersampling the major-
ity class, and the high-dimensionality by subsampling. While the authors were motivated
by clinical research, here, the three modified boosting algorithms are applied to data that
more representative of the fraud detection problem. Their performance is compared to
the standard stochastic boosting algorithm (St-GrBoost), using both simulated and real
data on VAT-fraud, with varying degree of imbalance and high-dimensionality. In both
cases, the covariates include a mixture of continuous and discrete variables. The Gaussian
copula is used to simulate data with different marginal distributions.

The results suggest that in the high-dimensional highly imbalanced setting, the pro-
posed algorithms, except Bal-St-GrBoost, better balance the rate at which true events
and non-events are correctly classified. The St-Ensemble shows the best classification per-
formance in terms of the g-mean for all sample sizes and imbalance levels, and have the
advantage of not being sensitive to the number of boosting iterations, the main tuning
parameter of the boosting algorithm. While the event probability is typically underes-
timated when no correction is done to the class imbalance, undersampling intentionally
introduces a bias and, consequently, leads to poorly calibrated probabilities. For practical
purposes, which of these is the lesser evil depends on the relative cost of misclassification.
When the cost of not detecting a true fraudulent case is high relative to that of incorrectly
predict a fraudulent outcome, overestimating the event probability can be beneficial.

Nevertheless, a higher AUC can be obtained with the no-undersampling St-GrBoost
when sample size is small and the imbalance severe. The ranking ability is thus gener-
ally not improved by the proposed undersampling strategies. While this result contrasts
those of Blagus and Lusa (2017), there are other examples in the literature showing that
undersampling is no guarantee for improved performance.

The best algorithm for fraud detection in the high-dimensional setting, consequently,
depends on what need the classifier should fulfil. If classification is of primary interest
and identifying the most fraudulent cases important, then St-Ensemble is the best choice.
When an accurate ranking of new cases has the highest priority, then better results are
obtained using the standard procedure, St-GrBoost.



iv

Preface
The past six months have been some strange ones. Working with a large project

like this on the same few square meters that are used for fun, food and frustration has
not only been enjoyable. I am, however, grateful for everything I have learned and for
a newfound respect for time: everything takes long time with large data, seemingly.

Some I owe a special thank you. First and foremost, my supervisor, Ingrid. Your
interest in and knowledge about the fraud detection problem, and all the challenges
related to it, has been highly appreciated and very inspiring. I would also like to
thank you for providing a problem that I really enjoyed studying. It is easy to forget,
when everything seems so familiar, but my experience with boosting and classification
problems was rather limited before this project started. Our frequent meetings have
been very helpful for ensuring progress. Your patience, flexibility and positive attitude
have always left me feeling more confident.

Also, I would like to thank my job and colleagues for being understanding and my
three siblings for reminding me that worrying, that is just what I do. Oskar, thank
you for lending me computational power and for always cooking something new. Runa
and Ingeborg, thank you for being such good listeners. Also, I owe you a big thank
you for proof-reading. The errors left, grammatical or academical, those are my own.

Vera 01.09.2020



Contents

1 Introduction 3

2 Methods 7
2.1 The classification problem . . . . . . . . . . . . . . . . . . . . . . . . . 7

2.1.1 Loss functions for classification . . . . . . . . . . . . . . . . . . 8
2.1.2 Choice of threshold . . . . . . . . . . . . . . . . . . . . . . . . . 9

2.2 Classification of rare events in high-dimensions . . . . . . . . . . . . . . 11
2.2.1 High-dimensional problems . . . . . . . . . . . . . . . . . . . . . 11
2.2.2 Class imbalance . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
2.2.3 Evaluation of classifiers . . . . . . . . . . . . . . . . . . . . . . . 13

2.3 Boosting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
2.3.1 A short introduction to boosting . . . . . . . . . . . . . . . . . 18
2.3.2 Boosting trees . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
2.3.3 Gradient boosting . . . . . . . . . . . . . . . . . . . . . . . . . . 22
2.3.4 Regularisation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.4 Boosting for high-dimensional prediction of rare-events . . . . . . . . . 28
2.4.1 Three modified gradient boosting algorithms . . . . . . . . . . . 28
2.4.2 The bias introduced by undersampling . . . . . . . . . . . . . . 30

2.5 Simulating data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
2.5.1 Sampling from copulas . . . . . . . . . . . . . . . . . . . . . . . 32
2.5.2 Simulating imbalance . . . . . . . . . . . . . . . . . . . . . . . . 36

3 Simulation study 39
3.1 Simulation setting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
3.2 Parameter tuning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
3.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

3.3.1 Classification performance . . . . . . . . . . . . . . . . . . . . . 46
3.3.2 Assessment of event probability . . . . . . . . . . . . . . . . . . 50
3.3.3 Distribution of probabilities . . . . . . . . . . . . . . . . . . . . 54
3.3.4 Illustration: Varying the cost of misclassification . . . . . . . . . 58
3.3.5 Alternative parameters . . . . . . . . . . . . . . . . . . . . . . . 61

3.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

v



CONTENTS 1

4 Application to real data: VAT-fraud 71
4.1 Problem description . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

4.1.1 The Value Added Tax (VAT) . . . . . . . . . . . . . . . . . . . 71
4.1.2 Description of the data . . . . . . . . . . . . . . . . . . . . . . . 72
4.1.3 Data manipulation . . . . . . . . . . . . . . . . . . . . . . . . . 73

4.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
4.2.1 Tuning the number of cross-validation with cross validation . . . 76
4.2.2 Imputation of missing values . . . . . . . . . . . . . . . . . . . . 78
4.2.3 Differences in AUC between the test sets . . . . . . . . . . . . . 78

4.3 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

5 Conclusion 83

Bibliography 87

A Appendix 89
A.1 Derivation of minimum criteria for the expected loss . . . . . . . . . . . 89

A.1.1 The exponential loss function . . . . . . . . . . . . . . . . . . . 89
A.1.2 The binomial loss function . . . . . . . . . . . . . . . . . . . . . 90

A.2 R-code . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91
A.2.1 Sampling from the Gaussian copula . . . . . . . . . . . . . . . . 91
A.2.2 Estimate intercept . . . . . . . . . . . . . . . . . . . . . . . . . 92
A.2.3 Boosting algorithms . . . . . . . . . . . . . . . . . . . . . . . . 93



2 CONTENTS



Chapter 1

Introduction

Luckily, incidents of fraud are relatively rare. Despite their rarity, fraudulent be-
haviours have great financial implications in multiple domains, and fraud detection
is a topic prioritised by many organisations, including insurance companies, banks
and government tax agencies (Bolton & Hand, 2002; Hussain et al., 2015). Manually
controlling a large number of cases is typically not economically feasible, and good
predictive models for identifying cases most likely fraudulent are therefore crucial.
The low prevalence of truly fraudulent cases relative to the genuine ones does, how-
ever, complicates the development of such models – rare outcomes are hard to predict
accurately. When met with severe class imbalance, standard methods designed for
maximising the number of correct classifications, the overall prediction accuracy, tend
to produce general rules favouring the most numerous class. As a result, the minority
class observations, the actual fraudulent cases, are often misclassified (Blagus & Lusa,
2010; Galar et al., 2012).

Besides differences in class distributions, fraud detection problems can be charac-
terised by a great amount of information on each case, adding high-dimensionality to
the problem of imbalance. Varying types of information likely result in a mixture of
numerical (e.g. transactions) and categorical covariates (e.g. industry).

This thesis addresses the problem of fraud detection, exploring three modified
boosting algorithms proposed by Blagus and Lusa (2017) for high-dimensional pre-
diction of rare events. Boosting is a popular algorithm used to fit predictive models
for both classification and regression problems. It combines the predictions from a
set of smaller models, so-called base learners. The ensemble is built sequentially, and
each new member pays the largest attention to cases its predecessors have had the
most trouble predicting. The algorithm is flexible, and several versions exist. Here,
attention is restricted to the gradient boosting algorithm using regression trees as base
learners. Friedman et al. (2000) showed that this procedure fits an additive model,
a sum of regression trees, where each tree can be seen to bring the fitted model one
step closer to the optimal model, in analogy to a numerical optimisation algorithm.

In the high dimensional setting, where the number of covariates is larger than
the number of observed examples, Blagus and Lusa (2015) showed that the stochastic

3



4 CHAPTER 1. INTRODUCTION

gradient boosting algorithm (St-GrBoost), due to Friedman (2002), can improve the
classification performance of the gradient boosting algorithm. Instead of using all the
observed data, this algorithm fits each tree using a randomly selected subset only,
thereby reducing the risk of overfitting. With the additional challenge of imbalanced
data, however, Blagus and Lusa (2017) showed that both the gradient and stochastic
gradient boosting algorithm tend to produce classifiers with substantial differences
in the class-specific accuracies, in favour of the majority class. They proposed three
modified versions of the tree boosting algorithm, confronting the problem of imbalance
by undersampling of the majority class. With undersampling, balanced subsets of the
training data, including all events and an equal number of non-events, are used to
fit the model. The DS-St-GrBoost algorithm applies the stochastic gradient boosting
algorithm to one single such balanced subset, while the St-Ensemble combines the
predictions of models fit on multiple balanced sets. The third algorithm, the Bal-St-
GrBoost, excludes no majority class observations from the training data, but grows
each tree on different balanced subsamples, including all events and an equal number
of randomly selected non-events. When applied to simulated data with varying levels
of imbalance and dimensionality, the proposed methods were shown able to improve
the standard algorithms ability to identify true events. For the most severe imbalance
levels (≤ 0.2), the three modified algorithms improved over the St-GrBoost, both
in terms of the g-mean and AUC. The best results were achieved with the ensem-
ble approach, St-Ensemble, which was shown to perform similarly to more complex
ensemble models.

Balancing the training sample will remove the challenges related to the imbalance
level directly. However, in altering the class distributions and reducing the sample size,
new problems arise in form of biased estimates and increased variance. Undersam-
pling is, therefore, not guaranteed to improve performance, and several studies have
suggested that the benefit of undersampling depends on the problem at hand. Blagus
and Lusa (2010) study the impact of imbalance on different classification methods
in high-dimensions, and show that the magnitude of the bias in prediction accuracy
towards the majority class depends on the classification method, the level of imbal-
ance and on the difference between the two classes in the observed characteristics.
They conclude that combining the predictions of multiple classifiers fit on different,
balanced subsamples may reduce the negative impacts of undersampling by discard-
ing less information and reducing variance. Liu et al. (2006) test different strategies
for addressing the class imbalance problem, including undersampling, and found that
on ‘easy’ problems these degenerated the classification performance in terms of AUC
and the F-measure. On problems where imbalance was harmful, on the other hand,
undersampling was shown to improve performance, and also these authors obtained
best results when using ensemble approaches.

The purpose of this thesis is to apply the three modified boosting algorithms to
data more representative for the fraud detection problem, and study to which extent
these show improved performance over the standard stochastic gradient boosting al-
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gorithm also under these alternative conditions. In their simulation study, Blagus and
Lusa (2017) tested the three modified boosting algorithms on data drawn from the
multivariate Gaussian distribution, which implies that all covariates follow similar,
symmetric distributions. Further, there was a high correlation within groups of ten
variables and only a fraction of the covariates were truly informative about the out-
come. The relevant variables were simulated from distributions with different means
for the true events and non-events. Here, the algorithms are applied to simulated
data characterised by a more severe imbalance and increased dimensionality, includ-
ing covariates with different marginal distributions and varying degree of dependence.
These data will be simulated using a copula. With copulas, the dependency struc-
ture of a multivariate distribution can be modelled independently from the marginal
distributions. This is particularly useful for simulation of dependent variables with
both discrete and continuous marginal distributions, as it is challenging to find mul-
tivariate distributions from which such data can be drawn directly. To study the
impact of imbalance and dimensionality, the algorithms will be fitted to data with
different imbalance levels and sample sizes, whereas the number of covariates will be
held constant. Also, the classifiers’ performance on real data on VAT-fraud provided
by the Norwegian Tax Administration will be evaluated. The classification perfor-
mance of the different procedures will be compared in terms of prediction accuracy,
as measured by the g-mean, and their ability to rank cases according to the event
probability, which can be measured by the AUC. Arguably, not only precise classifi-
cation is important for fraud detection. The confidence in each classification is also
of interest, and reliable probability estimates are required for accurate prediction of
excepted costs. Therefore, the differences in the classifiers assessment of the event
probability will be evaluated.

The rest of this thesis is organised as follows. Chapter 2 is devoted to methodol-
ogy. This chapter introduces the classification problem formally, before describing the
different boosting algorithms applied and the data simulation strategy. In Chapter 3
the performance of the different classifiers on the simulated data is carried out and
discussed, followed by the results obtained on the VAT-data in Chapter 4. Chapter 5
concludes.
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Chapter 2

Methods

2.1 The classification problem
Fraud detection is an example of a prediction problem with a categorical outcome,
fraud or not-fraud. Such problems are referred to as classification problems. The goal
of classification is to obtain a prediction rule, a classifier, that accurately assigns ob-
servations to the different categories or classes. Many classification methods are based
on regression models that predict scores or probabilities, i.e. numerical outcomes, for
each possible class. These are referred to as probabilistic classifiers. The predictions
are used to classify observations, for example by saying that the predicted class is the
class associated with the highest predicted probability.

The following formal presentation of the classification problem introduces the no-
tation used in this thesis. An observation i is associated with a pair (xi, yi), where
xi = (xi1, ..., xip)> ∈ X consist of p explanatory variables. These are possibly a mix of
categorical and numerical variables, and possibly dependent. The response variable
yi ∈ Y identifies class membership. Attention is here limited to the two-class situ-
ation where y has two possible outcomes, event or non-event, such that Y = {0, 1}.
The task is to develop a prediction rule that can be used to predict outcomes of
new, unseen observations for which only x is known, given a set D of n known pairs
(xi, yi), i = 1, ..., n. The methods considered in this thesis are probabilistic, and fit a
regression model f(x) that relates x to the probability of each outcome. Denote the
conditional probability of an event p(x) = P (Y = 1|x), and let hat-notation indicate
predicted values. Then, classifications are made according to the following prediction
rule

ŷ =

1 if p̂(x) > τ

0 otherwise.
(2.1)

This rule says that the predicted outcome is an event if the predicted probability
exceeds a threshold value, τ , and a non-event if not.

The assumed relationship between the conditional probabilities p(x) and x depends

7
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on the regression model f(x) and a loss function L(y, f(x)). The regression model
f(x) approximates the minimiser of the the expected loss, f∗(x), defined by

f∗(x) = arg min
f(x)

Ey|x[L(Y, f(X))|X = x] (2.2)

While the next chapter is devoted to the boosting procedure for estimation of the
model f(x), the more general properties of the loss function L(y, f(x)) and the choice
of threshold are described in the following.

2.1.1 Loss functions for classification
Loss functions used for classification purposes should penalize predictions differ-
ent from the true classes. An obvious candidate is the misclassification loss,
L(y, f(x)) = I(ŷ 6= y), that gives unit cost to incorrectly classified observations and
zero cost to correctly classified ones. Minimising this loss function is the same
as maximising the number of correctly classified cases, or the overall prediction
accuracy. Now, this function is neither convex, nor differentiable, which com-
plicates computation. Two commonly used alternatives are the exponential loss,
L(y, f(x)) = e−(2y−1)f(x), used for example in AdaBoost (Freund & Schapire, 1997),
and the binomial loss L(y, f(x)) = log(1 + e−γ(2y−1)f(x)), which corresponds to the
negative log-likelihood and is used in e.g. LogitBoost (Friedman et al., 2000). For
these two loss functions, the expected loss (2.2) is minimised at

f∗exp(x) = 1
2 log p(x)

1− p(x) and f∗bin(x) = 1
γ

log p(x)
1− p(x) , (2.3)

repectively (see Appendix A.1). Hence, for both loss functions the regression model
f(x) approximates a scaled log-odds of the event probability. Solving for the condi-
tional probability, p(x), the conditions in (2.3) can be written

p(x) = 1
1 + e−2f∗exp(x) and p(x) = 1

1 + e−γf
∗
bin(x) . (2.4)

These equations shows that both the exponential and binomial loss function leads to a
logistic model for the conditional event probability (Friedman et al., 2000). At γ = 2,
the two minimising conditions (2.3) are equivalent, and the two criteria leads to the
same solution at the population level.

The two loss functions differ in the degree to which wrong classifications are pe-
nalised. This can be seen in Figure 2.1, where these are plotted as functions of the
product ỹf(x), with ỹ = (2y − 1) ∈ {−1, 1}. Hastie et al. (2009, Ch. 10) refer to
this product as the margin. When f(x) = 0 defines the decision boundary, the sign
of f(x) determines class membership and positive margins indicate correct classifica-
tions. Since f(x) is proportional to the log-odds, this corresponds to assigning cases
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Figure 2.1: Left: Different loss functions for classifications: the misclassification loss, the
exponential, the binomial for two different values of γ, and the squared error loss function.
All loss functions are scaled and centred to pass trough the point (0,1). Figure adapted
from Hastie et al. (2009, Fig 10.4, p. 347). Right: The distribution of events (black) and
non-events (white). Lowering the threshold value (red line) will lead to more true positive
predictions, but also more false negatives.

to the most probable class, i.e. to using a threshold value τ equal to 1/2. The mag-
nitude of the margin measures the distance from the decision boundary, such that
an increasingly positive (negative) margin can be interpreted as growing confidence
in a correct (incorrect) classification. In terms of the conditional probability, a large
positive margin corresponds to p(x) being close to the true outcome y. Both the
exponential and binomial loss are decreasing monotonically in the margin, thereby
assigning a larger penality for wrong predictions relative to correct ones. Relative to
the binomial loss function, the exponential loss more heavily punishes large negative
margins (at least for γ ≤ 2). Avoiding ‘very wrong’ predictions, those with a high
predicted probability of belonging to the wrong class, are thus more important to
the exponential loss function. The latter loss function is therefore more robust to
outliers in noisy settings, for example where class membership in the training data is
misspecified, as large margins have less influence when using this loss function.

For comparison, also the squared error loss function, L(y, f(x)) = (y − f(x))2, is
plotted in the figure. This function is not monotonically decreasing in the margin.
For large, positive margins it increases (when ỹf(x) > 1). Thus the penalty is high
also for cases correctly classified with high certainty, making this loss function less
suitable for classification problems (Hastie et al., 2009, Ch. 10).

2.1.2 Choice of threshold
The threshold value, τ , controls the balance between correct classification of true
events and misclassification of non-events. Given a set of predicted probabilities,
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lowering the threshold will typically increase the number of cases assigned to the class
of events. Unless the classifier perfectly separates the two classes, this leads to more
correctly classified events, so-called true positives, but also more misclassified non-
events, false positives. This is illustrated in Figure 2.1, where two class distributions
overlapping in the predicted probabilities are shown. Observations to the right of
the threshold value are classified as events (positives), those to the left as non-events
(negatives). Lowering the threshold from its current value will increase both the
number of events and non-events classified as events.

The threshold value should reflect the relative cost of correct and wrong classifi-
cations in the two classes. For the true probabilities p(x), a threshold value τ = 1/2
implies classification to the most probable class, and is the optimal decision when
misclassification costs are the same in the two classes. This is the threshold used
by most standard learning procedures, maximising the overall accuracy. When the
misclassification cost differs between the classes, however, then this threshold does
not lead to optimal decisions (Elkan, 2001). If the cost of misclassifying true events is
high relative to that of misclassifying non-events, a lower threshold value might reduce
the expected cost. Cases with relatively low event probabilities will then be assigned
to the class of events, reducing the number of costly false positives. Formally, with
cij denoting the cost of predicting class i when the true class is j, the expected cost
of predicting class i is given by

Pr(Y = i|x)cii + Pr(Y = i− 1|x)ci(i−1), i ∈ {0, 1}. (2.5)

The optimal decision is to assign cases to the class with the lowest expected cost.
Positive predictions should thus be made when

Pr(Y = 0|x)c11 + Pr(Y = 1|x)c10 ≤ Pr(Y = 0|x)c00 + Pr(Y = 1|x)c01

Or, equivalently, when

p(x) = Pr(Y = 1|x) ≥ c10 − c00

c10 − c00 + c01 − c11
= τ (2.6)

When p(x) = τ , predicting either class is optimal. Assuming zero cost of correct
classifications, c00 = c11 = 0, the optimal threshold value is τ = (1 + c10/c01)−1 and
is lower the higher the cost of misclassifying a true event relative to misclassifying a
true non-event. That is when a false negative is costly relative to a false positive. In
the imbalanced setting where identification of rare events is of primary interest, this
might be a reasonable assumption.

Now, the true event probability p(x) is not known. The rule defined by (2.6) might
not minimise the classification cost in (2.5) when p(x) is replaced by the predicted
probability p̂(x), due to errors and biases embedded in the prediction. In particular, by
altering the ratio of events to non-events in the training sample, the undersampling
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strategy intentionally introduce bias into the predicted probabilities. This bias is
addressed in Chapter 2.4.2. Further, the cost of misclassification might not be known.
Alternative metrics to the classification cost is therefore needed for evaluating the
performance of classifiers, and those metrics used in this thesis are presented in 2.2.3.

2.2 Classification of rare events in high-dimensions
Fraud detection problems are characterised by two factors complicating classification:
class imbalance and high dimensionality. The first refers to the imbalance between
the number of events (fraud) and non-events (non-fraud), the latter to the situation
where the number of covariates is high compared to the sample size. This section
briefly describes how this challenges classification.

2.2.1 High-dimensional problems
High-dimensional problems are problems where the number of covariates p is larger
than the number of observations n in the training sample (Hastie et al., 2009). High-
dimensional prediction models are prone to overfitting – they tend to fit the training
sample too well. The overfitting problem is related to model complexity and the bias-
variance trade-off. High dimensionality encourages complex models, characterised by
low bias and high variance. Low bias means that the models are flexible enough
to capture the observed relationships in the data, while the variance refers to the
degree to which the model differs when fitted to altered training samples. A large
set of covariates provides a lot of information which can be used to produce detailed
prediction rules that fit the observed data perfectly. With few examples to learn from,
however, such complex rules can not be estimated accurately and will likely capture
patterns specific to the particular set of observed data. Applied to a new set of data,
where the same specific patterns are not present, the prediction rule will not work
well.

In order to reduce the variance of the models, some form of complexity restrictions,
so-called regularisation, is often needed. Regularisation techniques used to reduce the
risk of overfitting in boosting are presented in Chapter 2.3.4.

2.2.2 Class imbalance
In many classification problems, including fraud detection, the classes are not equally
represented – one outcome is relatively rare. Typically the minority class, the least
numerous class, is the class of interest. In the two-class problem, this class is often
defined as the class of events, with outcomes Y = 1. In presence of class imbalance,
standard classification methods designed to minimise the expected error rate tend
to be biased towards the majority class (Blagus & Lusa, 2010; Galar et al., 2012).
Correct identification of the events has relatively small impact on the overall error
rate, simply because they are the minority class, and general rules that do well in
predicting the majority class are therefore favoured. For example, in the case where 1
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Figure 2.2: Left: Illustration of class separability. Right: Illustration of small disjuncts.
Figure adapted from Galar et al. (2012, Fig 1, p. 3)

out of 100 observations belongs to the minority class, the rule that assigns all cases to
the class of non-events will obtain 99% accuracy. All true non-events will be correctly
classified, but no true events.

Now, class imbalance does not need to hinder development of a good classifier.
Difficulties arise from issues related to or amplified by class imbalance. Three major
challenges with imbalanced data are often pointed at in the literature (see e.g. Galar
et al., 2012; He and Garcia, 2009):

(i) Small sample size: Not only the relative number, but also the absolute number
of events is often small in imbalanced datasets. If there are very few observed
examples of one class, it will be a tough task to develop prediction models that
accurately identify members of this class in new samples. Increasing the sample
size, holding the imbalance ratio constant, and thereby increasing the number
of true events in the training data can make this task easier.

(ii) Class separability: Challenges due to low class separability are amplified by
class imbalance. When the class distributions are overlapping, it is difficult to
construct accurate classifiers, and more so when there are relatively few samples
from one class. Even in the most dense regions, the minority class might still
be in minority. In contrast, if the two classes are easily separable, making a
prediction rule that accurately predicts class membership could be simple also
under severe imbalance. A simple illustration for the two dimensional case is
given in Figure 2.2. The two classes show very little overlap for the values of
x2, and the true events (black) are easily separated from the non-events (white)
based on the values of x2. In the other direction, on the other hand, there
is a close to perfect overlap between the two classes – for most values of x1

both events and non-events occur. Thus, with knowledge of x2 accurate class
assignments can be made to both classes, even though the true events are in
minority. If only observing x1, accurate prediction is impossible independent of
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the imbalance level.
(iii) Small disjuncts: Classification is more complicated when members of one class

do not belong to one, single region in predictor space X, but are spread across
small, disjunct clusters. This is a result not of between-class imbalance, but
within-class imbalance. Lack of representative examples might, however, result
in disjunct clusters of events in the observed data, when there really is only
one region to which all true events belong. A sample with small disjuncts is
illustrated to the right of Figure 2.2, where the same number of events as in
the leftmost plot falls into three different regions instead of one. The challenges
posed by small disjunct clusters in presence of imbalance are the same as those
above – both an absolute small number of events and overlap with the majority
class makes it hard to identify small clusters of events.

Different strategies have been suggested to address the problem of class-imbalance.
Measures for reducing the impact of class-imbalance on the classifier itself, include
data-level strategies such as balancing the training sample by resampling, or assigning
higher weights to the minority class. Others are cost-sensitive methods where a higher
cost of false negatives are baked in to the loss functions. In this thesis only the first
of these strategies is considered, and in particular balancing by resampling of the
majority class, so-called undersampling. Chapter 2.4 return to this topic, presenting
the modified boosting algorithms proposed by Blagus and Lusa (2017). Clearly, more
informative metrics than overall accuracy should be used to evaluate and compare
classifiers. Such metrics are presented in the next section.

2.2.3 Evaluation of classifiers
There are many methods and metrics used to evaluate and compare classifiers. Many
are sensitive to the prior class distributions, which need to be considered when eval-
uating classifiers in the imbalanced setting. The evaluation criteria should reflect the
use of the classifiers. In this thesis the classifiers are evaluated and compared accord-
ing to three types of metrics: prediction accuracy or threshold based metrics, ranking
metrics and probabilistic metrics. The first refers to the ability to assign observations
to their true class, given a threshold value τ . The second refers to the more general
ability to rank true events higher than true non-events. Whether or not the estimated
probabilities reflect the true probabilities does not matter, as long they are higher for
true events. The last class of metrics, probabilistic metrics, evaluates the predicted
probabilities.

Prediction accuracy
The prediction accuracy of a classifier refers to its ability to correctly assign class
membership. To gain insight into how classifiers’ prediction accuracy differs between
classes, it is useful to study the classifiers’ confusion matrices. A confusion matrix is
a taxonomy of correct and incorrect classified samples given their true class, shown
for the two-class case in Table 2.1. From this matrix one might obtain the overall
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Table 2.1: Confusion matrix for a two-class classification problem

Positive, y = 1 Negative, y = 0

Predicted postitive, ŷ = 1 True positive (TP) False positive (FP)
Predicted negative, ŷ = 0 False negative (FN) True negative (TN)

accuracy, PA, which is the fraction of correctly classified samples,

PA = TP + TN

TP + TN + FP + FN
.

As already mentioned, in imbalanced classification problems a high overall accuracy
is often not the primary goal. Rather, the class specific accuracies are of interest, the
share of correct predictions both for true events and true non-events,

TPR = TP

TP + FN
, TNR = TN

TN + FP
.

These are referred to as the true positive rate or sensitivity and the true negative rate
or specificity, respectively. Similarily, the false positive (FPR) and the false negative
rate (FNR) are given from the confusion matrix. When high prediction accuracy
within both classes is the goal, measures based on both TPR and TNR should be
used to evaluate performance. Their geometric mean, the so-called g-mean, is one
example of such a measure, defined as

g =
√
TPR · TNR. (2.7)

The g-mean varies between 1 and 0, where 1 represents perfect classification and 0
perfect misclassification of all cases. This criterion favours classifiers that maximise
predictive accuracy in both classes, yet keep these balanced. This means that a
classifier with perfect accuracy in one class, but low accuracy in the other, will still
perform poorly according to the g-mean. This is illustrated in Figure 2.3, showing
combinations of the TPR and TNR corresponding to three different values of the g-
mean. A random guess assigning half of the instances to the class of events will have
a g-mean equal to 1/2, as such a rule will tend to classify half of the true positives
and negatives correctly.

Available from the confusion matrix is also the rate at which observations classified
as events are actually true events. This is referred to as the positive predictive value
(PPV), or precision, defined as

PPV = TP

TP + FP
.

While the class-specific accuarcies TPR and TNR are not sensitive to the imbalance
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level, since these are evaluated within each class separately, the PPV is. The more
events, the fewer false positives can possibly be assigned. Therefore the lowest possible
precision depends on the number of events.

The receiver operating characteristics curve (ROC)
From classification methods based on prediction of a continuous output, such as the

conditional probability p(x), many different confusion tables might arise for different
threshold values τ in (2.1). This was illustrated in Figure 2.1. The ROC-curve
arises when connecting the points obtained with different threshold values τ , and thus
reflects classifiers ability to rank observations according to their outcomes: the curve
is obtained by sorting the test sample observations by their predicted probabilities
and tracking the number of correctly and incorrectly classified events when increasing
the threshold τ . The best ROC-curve is the one that lies highest in the ROC-diagram.
In the left diagram in Figure 2.3 the solid curve through point A dominates the two
others. Note that, even though point A was said to not unambiguously dominate
point C, one can obtain the same false positive rate, yet higher true positive rate, by
moving left along the solid ROC-curve (lowering the threshold).

Points northwest in the ROC-diagram indicate dominant classification rules, rules
that make most true and least false positive predictions. The rule associated with
point A in Figure 2.3, for example, has both higher a true positive rate and a lower
false negative rate than the rule associated with point B. Whether point A also is
preferred to point C is not given. On one side, the latter has a lower false positive
rate. But it also has an lower true positive rate. Which one is preferred depends on
the cost of false positives relative to false negatives. If the cost of not detecting a true
fraudulent case is high, for example, one might be willing to accept more false positives
an prefer point A. If, on the other hand, the loss associated with a fraudulent case is
low compared to the cost of retrieving it, the more conservative rule corresponding to
point C might be preferred.

The area under the ROC-curve (AUC) is used to summarise and compare ROC-
curves. This measure simplifies comparison of crossing ROC-curves, for which dom-
ination can be hard to determine visually. The AUC varies between 0 and 1, where
1 is the value given a perfect classifier and 0 the ‘perfect misclassifier’, assigning all
cases to the wrong class, while random guessing corresponds to an value of 1/2 (the
area under the diagonal line). As the g-mean, the AUC is invariant to the imbalance
level. Nor does any of these metrics explicitly account for the cost of misclassifica-
tion. While the g-mean relies on the choice a single threshold value, the AUC does
not. Hand (2001) present the AUC as an alternative to classification cost when the
costs of misclassification are not known. A rule that predict probabilities that differ
between the two classes will in general be better. In focusing on the distribution of
the predicted probabilities between the two class, the AUC measure can be used to
compare how well classifiers separate the two classes. The AUC can be shown equal
to the probability that the classifier will rank a randomly selected event higher than
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Figure 2.3: Illustrations of the performance evaluation criteria. Left: Combinations of
the true positive and negative rate resulting in g =

√
TPR · TNR equal to 0.1, 0.5 and 0.9.

Center: Three different ROC-curves. Right: A calibration plot: the observed occurrence
rate is plotted against the predicted within 10 bins of the predicted probabilities.

a randomly selected non-event (Hand, 2001). An efficient way of estimating the AUC
is thus as the average rate at which the classifier ranks events higher than non-events.
This is done by ordering a set of observations according to their predicted event prob-
ability from the highest value to the lowest. Let r(i) be the rank of the ith non-event
observation, for i = 1 to the number of non-events, n0. The non-event assigned the
highest event probability is then r(1). The number of events given a higher probability
than the ith non-event is r(i) − i, and probability of a randomly drawn event being
ranked higher (in terms of the predicted event probability) than this non-event equals
(r(i) − i)/n1. Averaging over all the n0 non-events gives

ÂUC =
∑n0
i=1 (r(i) − i)
n0n1

=
∑n0
i=1 r(i) − n0(n0 + 1)

n0n1

Probabilistic metrics
The AUC reflects the ability of a prediction rule to rank true events higher than
non-events, by assigning higher event probabilities too true events. But it does not
say anything about how reliable these probabilities are. The Brier score (BS) (Brier,
1950) is a metric used to assess the ability of a prediction rule to assign trustwor-
thy probability estimates. The score is the average squared difference between the
predicted probabilities p̂(xi) and the true outcomes yi,

BS = 1
n

N∑
i=1

(p̂(xi)− yi)2.

The Brier score varies between 0 and 1. The lower limit corresponds to the case where
all outcomes are assigned to the correct class with certainty, i.e. when p̂(xi) = yi for
all i. The upper limit is reached when all outcomes are assigned a probability of
membership in the wrong class equal to one. The closer the probabilities are to the
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true outcomes, or, in other words, the more confident the predictions to the correct
class, the smaller is the Brier score. Since the error p̂(x)−y is squared, large deviations
are penalized more than small. Assuming that the predicted probabilities p̂(x) takes
K distinct values pk, k = 1, ..., K, the Brier score can be decomposed as (Fernández
et al., 2018; Cohen & Goldszmidt, 2004)

BS = 1
n

K∑
k=1

nk(p̂k − ȳk)2 + 1
n

K∑
k=1

nk[ȳk(1− ȳk)] (2.8)

where nk is the number of predictions equal pk and ȳk the average observed outcome
for these predictions.

The first term in this decomposition is a measure of calibration, which indicates
how reliable the probability assessment of the classifier is. A well-calibrated model
assigns probabilities close to the true rate of which events occur. For the values
of x where p̂(x) = 0.9, for example, events should realise about 90 percent of the
time. Calibration can be visualised with so-called calibration plots. Dividing the
observations in the test set into bins based on the predicted probabilities, these are
plots of the true occurrence rates ȳk against the predicted occurrence rates p̂k in
each bin, illustrated in Figure 2.3. Since a well calibrated model is characterised by
predicted probabilities close to the true rate of occurrence, the average outcome in
each bin should lie close to the diagonal line. Points below this line indicate that
the classifier’s predictions in the relevant range are overestimated, as this means that
the true rate of occurrence is lower than the predicted. Similarly, points above the
diagonal indicate that the event probability is underestimated.

The second term of the decomposition in Equation (2.8) is a measure of the so-
called refinement of the predictions. This term is small when the average outcome, ȳk,
is close to 1 or 0, and high when it is close to 1/2. A well-refined classifier is thus one
that successfully separates true events from non-events. The refinement refers to the
usefulness of the classifier (Cohen & Goldszmidt, 2004). While a rule that assigns a
probability 0.1 to all samples when the true event occurs 1 out of 10 times is perfectly
calibrated, it is not refined, and not very useful.

The Brier score is low if models are both well calibrated and refined, in other words
when the predicted occurrence rates are close to the true ones, and the predicted prob-
abilities are concentrated around one and zero. This metric is, however, not invariant
to the prior class distribution. Analogue to the overall prediction accuracy, the Brier
score will favour models that always assign low probabilities when the imbalance is
severe. This can be seen from the following decomposition

BS = 1
n

 ∑
i:yi=1

(p̂(xi)− yi)2 +
∑
i:yi=0

(p̂(xi)− yi)2

 = wBS1 + (1− w)BS0

where w = n1/n is the proportion of events and BSj is the Brier score evaluated in
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class j only. In the balanced case, w < 1/2, and the contribution to the Brier score
from the class of non-events are given an higher weight.

2.3 Boosting
This chapter presents the gradient tree boosting procedure, which is the basis of this
thesis. A short, general introduction to boosting is followed by a presentation of tree
boosting and the particular XGBoost algorithm applied in this thesis. Finally, the
modifications of the standard boosting algorithm proposed by Blagus and Lusa (2017)
for the rare-event, high-dimensionality setting are presented.

2.3.1 A short introduction to boosting
The central idea of boosting is to combine a set of simple, weak learners into one
single, stronger learner. A weak learner is a prediction rule that hardly does better
than a random guess.

Friedman et al. (2000) show that boosting procedures fit an additive model

f(x; Θ) =
M∑
m=0

βmb(x; θm) (2.9)

The function b(x; θ) ∈ R is the base learner, a weak learner characterised by a set
of parameters θ. In principle the base learner might be any function. In practice,
however, the base learner is typically a simple function of the covariates x, such
as small regression trees. The parameters of the model Θ = {βm, θm}Mm=0 should
minimise the empirical loss, leading to the following optimisation problem

Θ = arg min
{βm,θm}Mm=0

n∑
i=1

L(yi,
M∑
m=0

βmb(xi; θm)).

Now, for many loss functions the solution to this problem is impossible to find in prac-
tice. An approximate solution might be found by fitting the additive terms βmb(x; θm)
in (2.9) sequentially, taking the formerm terms as given. Starting from an initial guess
f0, this means to solve the simpler problem

{β̂m, θ̂m} = arg min
β,θ

n∑
i=1

L(yi, fm−1(xi) + βb(xi; θ)), (2.10)

for m = 1, ...,M , and where fm−1(x) = ∑m−1
m′=0 βm′b(x; θm′). At the mth boosting

iteration, the model is updated as

fm(x) = fm−1(x) + β̂mb(xi; θ̂m). (2.11)

This stagewise, additive modeling procedure is characteristic for boosting methods
– at the mth iteration the model is expanded with the additive term βb(x; θ) that
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improves the model fit the most. This makes it a greedy approach, meaning that the
loss is minimised at each iteration without considering the successive steps to be taken.
Intuitively, the model might be thought of as a sum of steps or boosts towards the
model minimising the empirical loss. Analogue to a numerical optimisation algorithm,
each boosting iteration seeks to move the model one step closer to the optimal model.
This motivates the gradient boosting algorithm for solving the model update problem
in 2.10, presented below in Chapter 2.3.3. First, the next section present boosting
with regression trees as base learners.

2.3.2 Boosting trees
Regression trees are models based on a recursive binary partitioning of the predictor
space X . These models are often illustrated as descision trees, an example of which is
shown in the left panel of Figure 2.4. Successive binary splits constitute the ‘branches’
of the tree. Each of these splits is defined by a split variable and a split value. Ob-
servations with values of the split variable greater than the split value are sent down
the tree in one direction, and in the opposite direction otherwise. For each possible
covariate vector x there is only one route through the tree, such that the end-nodes
or ‘leaves’ of the tree define non-overlappping regions of X . This is illustrated by the
center plot of Figure 2.4. Within each of these regions, the outcome is here assumed
to be constant. The model is then piecewise constant, as illustrated in the rightmost
plot.

The parameters of a regression tree are the J regions R = {Rj}Jj=1, defined by
a set of split variables and split values, and the vector of outcomes in each of these
regions, µ = {µj}Jj=1. The tree might be written as an additive model,

b(x;µ,R) =
J∑
j=1

µjI(x ∈ Rj),

where I(A) is the indicator function, taking the value 1 if A is true and 0 otherwise.
The size of the tree, here expressed by the number of end-nodes J , is a hyperparameter
controlling model complexity. When boosting trees, their size is usually given initially,
and is set rather low, see the discussion in section 2.3.4.
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Figure 2.5: Tree-boosting in two dimensions, fitted values after 1, 10 and 100 iterations
from left to right. The true model is y = I(x1 + x2 < 1), and f(x) is the log-odds for the
event y = 1. The size of each tree is J = 2.

With regression trees as base learners, boosting fits a model on the form

fm(x) = fm−1(x) + βm

J∑
j=1

µm,jI(x ∈ Rj), .

At each iteration, a new tree is grown and added to the model. As more trees are
added, the fitted model becomes more and more refined, as illustrated in Figure 2.5.
Growing a new tree involves solving the optimisation problem in Equation (2.10),
which is now written as

{R̂m, γ̂m} = arg min
R,γ

n∑
i=1

L(yi, fm−1(x) + β
J∑
j=1

µjI(x ∈ Rj))

= arg min
R,γ

J∑
j=1

∑
i:xi∈Rj

L(yi, fm−1(xi) + γj)
(2.12)

where γj = βµj . The last equality shows clearly that, given the partitioning of the
sample defined by R̂m, the problem reduces to simple line searches for the constants
γ̂j , j = 1, ..., J . Finding the best partitioning is, however, a non-trivial task and
approximate solutions are therefore sought (Hastie et al., 2009, Ch. 10). First, the
trees are typically grown in a top down greedy manner: Starting at the top of the
tree, each split is chosen as the split minimising loss from the current position, without
taking into account that alternative splits might result in lower loss further down the
tree.

Depending on the loss function, the tree fitting problem might be further simplified
by the use of a surrogate loss function. This means to replace the loss function L(x, y)
in (2.12) with a more convenient criterion for fitting trees, a surrogate L̃(x, y). The
constant outcomes of each region, γj , j = 1, ..., J , can be re-fitted using the original loss
criteriion to improve the model fit. This two stage approach was taken by Friedman
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et al. (2000) when he presented the gradient boosting algorithm for solving the tree
fitting problem in (2.12). The XGBoost algorithm due to Chen and Guestrin (2016), a
newer approach used in this thesis, fit the trees in a single step using an approximation
of the loss function as fitting criteriion. This latter procedure is presented in the next
section.

2.3.3 Gradient boosting

Gradient boosting is one class of approximate algorithms for solving the tree fitting
problem in (2.12), suitable for differentiable loss functions. In terms of an optimisation
algorithm, one might think of each model update as a greedy step towards the model
fit that minimises the in-sample loss. This motivates both the gradient boosting
algorithm due to Friedman et al. (2000) as well as the XGBoost (Chen & Guestrin,
2016) approach used in this thesis.

The XGBoost approach (short for Extreme Gradient Boosting) uses a one step
procedure for fitting each boosted tree. An approximate solution is found by replacing
the loss-function L(y, f(x)) in (2.12) with its second order approximation, L̃(y, f(x)).
In the general case, this approximation takes the form

L̃(y, fm(x)) = L(y, fm−1(x)) + gm(x)βb(x; θ) + 1
2hm(x)(βb(x; θ))2,

where again m is the number of boosting iterations and gm(x) and hm(x) are the first
and second order gradients of the loss function with repect to f(x), defined as

gm(x) =
[
∂L(y, f(x))
∂f(x)

]
f(x)=fm−1(x)

and hm(x) =
[
∂2L(y, f(x))
∂f(x)2

]
f(x)=fm−1(x)

.

With regression trees as base learners, the approximate loss function is thus given by
(ignoring the constant term)

L̃(y, fm(x)) = gm(x)
J∑
j=1

γj,mI(x ∈ Rj,m) + 1
2hm(x)

 J∑
j=1

γj,mI(x ∈ Rj,m)

2

=
J∑
j=1

I(x ∈ Rj,m)
[
gm(x)γj,m + 1

2hm(x)γ2
j,m

]
.

The tree fitting problem (2.12) can then be written

{R̂m, γ̂m} = arg min
R,γ

J∑
j=1

∑
i:xi∈Rj

[
gm(xi)γj + 1

2hm(xi)γ2
j

]
. (2.13)

Again, given the partitioning R̂m, finding the best set of constants in each region
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Figure 2.6: The distribution of predicted probabilities of the true events (black) and
non-events (white) in the training sample, at different number of iterations. As more trees
are added the fit improved by pushing the probabilities towards one and zero.

λj,m, j = 1, ..., J is a simple task. These are given by the first order conditions,

γ̂jm = −
∑
i:xi∈R̂jm gm(xi)∑
i:xi∈R̂jm hm(xi)

j = 1, ..., J. (2.14)

This equality shows that both the sign of and the magnitude of the update at the
mth iteration depend on the gradients. With the loss functions considered here, the
gradient is positive for observed non-events and negatives for events (see Table 2.2 ).
Further, the magnitude |g(x)| decreases as p(x)→ y. The update γ̂jm will therefore be
positive in regions where there are only events, and negative in regions with only non-
events and the size of the update will decrease as the fit improves and p(x) approach
y. In regions with both events and non-events, the gradients will be of opposite sign
and to some extent cancel out, which also lower the magnitude of the updates. In this
latter case, the small updates is due to a low confident in the prediction.

Table 2.2

Exponential loss Binominal loss

Loss function L(y, f(x)) exp(−(2y − 1)f(x)) −2yf(x) + log(1 + exp(2f(x))

Probability of event p(x) (1 + exp(−2f(x))−1 (1 + exp(−2f(x))−1

Initial value f0(x) 1
2 log [

∑n
i=1 yi/

∑n
i=1(1− yi)] 1

2 log [
∑n

i=1 yi/
∑n

i=1(1− yi)]

Gradient g(x) −(2y − 1) exp(−(2y − 1)f(x))−2y + 2(1 + exp(−2f(x))−1

Hessian h(x) exp(−(2y − 1)f(x)) 4(1 + exp(−2f(x))(1 + exp(−2f(x))−2

Update γj

∑
i∈Rj

(2y−1) exp(−(2y−1)f(x)∑
i∈Rj

exp(−(2y−1)f(x)
1
2

∑
i∈Rj

(p(xi)−yi∑
i∈Rj

p(xi)(1−p(xi))
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Now, while computing the updates given a partitioning R̂m is a simple task, finding
the best partitioning is a complex combinatorial problem. As many other tree fitting
algorithms, XGBoost grows trees in a top-down greedy manner. The chosen split is
the one leading to the largest reduction in the loss at the current position in the tree,
as if no successive splits were to be added. The split defining two new subsets RR and
RL, reduces the loss by

∑
i:xi∈RL∪RR

L̃(yi, f(xi))−

 ∑
i:xi∈RR

L̃(yi, f(xi)) +
∑

i:xi∈RL
L̃(yi, f(xi))

 (2.15)

The term to the left is the loss of all observations in the parent node. The two terms
to the right is the loss of the same set of observations, but since the loss depends on
the partitioning, these are in general not equal. With the objective at the right hand
side of (2.13) and the constants γ̂jm defined in (2.14), the objective XGBoost seeks
to minimise is

n∑
i=1

L̃(yi, f(xi)) = −1
2

J∑
j=1

(∑
i:xi∈Rj gm(xi)

)2

∑
i:xi∈Rj hm(xi)

(2.16)

Defining Gj = ∑
i:xi∈Rj g(xi) and Hj = ∑

i:xi∈Rj h(xi), the gain of an additional split
in (2.15) can then be expressed as

1
2

[
G2
L

HL
+ G2

R

HR
− (GL +GR)2

HL +HR

]
(2.17)

This difference will tend to be larger for splits successfully separating events and
non-events, as these gradients of events and non-events are of opposite sign. The
best split can be found by evaluating all the candidate split points, that is all the
covariates in x and their observed values. When there are many covariates or the
sample size is large, there are many candidates and evaluating every single one of
these computationally burdensome. For large data sets, XGBoost uses an approximate
tree growing algorithm. A limited number of candidate split points is proposed for
each covariate based on the distribution of their observed values, which speeds up
the computation time. The split-finding algorithm of XGboost is shown in Algorithm
2.3.1. Algorithm 2.3.2 summarises the gradient tree boosting procedure.

Treatment of missing values

The XGBoost algotihm handles missing values by assigning a default direction to each
split in the boosted trees. When values of a split variable is missing, such that its
value cannot be compared to the split value, the default direction is chosen. These
directions are illustrated as dotted lines in the tree shown in Figure 2.4. The default
direction of each split is learned from the data, by evaluating each candidate split
value twice (Chen & Guestrin, 2016). The first time the training data with missing



2.3. BOOSTING 25

values of the split variable are assigned to the subset with values above the split
value, the second time those with values below the split value. Each candidate split
has therefore two possible outcomes, one where missing values are sent left and one
where they are sent right. The split that shows the overall largest loss reduction is
selected, together with the associated default direction.

2.3.4 Regularisation
In prediction problems the fitted model should be as good as possible at predicting
outcomes of new observations. A perfect fit to the observed data does not guarantee
good prediction performance. Rather, a model that fit the training data too closely
is likely not the best model for predictions. To prevent such overfitting, measures
should be taken to constrain the fitting procedure, so-called regularisation. The fol-
lowing describe regularisation techniques for the tree boosting procedure, based on
the presentations in Hastie et al. (2009, Ch. 10) and the online documentation of the
XGBoost R-package (“XGBoost Parameters”, 2020).

Number of boosting iterations M
The new tree added at each boosting iteration usually reduce the training loss. Run-
ning enough boosting iterations, the loss on the training data can thus be made
arbitrarily small. There is, however, a risk of fitting the training data too well by
running too many iterations. Usually, the number of iteration run is treated the main

Algorithm 2.3.1: Split finding with XGBoost
input : Ij = {i : xi ∈ Rj}, subset of training data in the current node
input : Sk = {sk1, sk2..., sk`}, k = 1, ..., p, set of candidate split points for each

covariate
G = ∑

i:xi∈Rj g(xi)
H = ∑

i:xi∈Rj h(xi)
maxgain← 0
for k = 1, 2, ..., p do

GL ← 0, HL ← 0
for v = 1, 2, ..., ` do

Sum gradients over observations left of skv and right of skv−1,
Gkv ←

∑
i:sk,v−1<xki≤sk,v g(xi), Hkv ←

∑
i:sk,v−1<xki≤sk,v h(xi)

Update gradient statistics in left and right region,
GL ← GL +Gkv, GR ← G−GL
HL ← HL +Hkv, HR ← H −HL

Update maxgain,
maxgain← max(maxgain, G2

L
HL+λ + G2

R
HR+λ −

G2

H+λ)
end

end
return Split variable xk and split point skv associated with maxgain
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tuning parameter of the boosting algorithm. Ideally, it should be tuned by monitoring
the performance of the boosted model on a validation sample independent from the
training data. The number of iterations that result in the best performance on this
validation sample should be used to predict new samples.

Learning rate ν
Another measure to prevent overfitting is to reduce the learning rate of the model, by
shrinking the impact of each base learner. With a learning rate 0 < ν < 1, the model
update (2.11) is given as

fm(x) = fm−1(x) + ν · βmb(xi; θm). (2.18)

A scaling factor ν = 1 results in no shrinkage, whereas a value below one scales
down the size of the update and thereby reduces the learning rate. While it has been
shown that reducing the learning rate can improve the overall performance of boosting
models, more boosting iterations are required due to the smaller updates. Reducing
the learning rate is thus associated with an increased computational cost.

Subsampling
By fitting the base learner using only a randomly selected subset of the observed data,
randomness can be introduced to the gradient boosting procedure. This is refereed to
as stochastic gradient boosting, after Friedman (2002). Analogous to bootstrap aggre-
gation (bagging), introducing randomness by subsampling can improve accuracy and
increase computational efficiency. In bagging, the prediction is the average prediction
of multiple models fitted to different bootstrap samples. As opposed to bagging, the
stochastic gradient boosting algorithm draws a fraction α ∈ (0, 1] of the training data
without replacement at each iteration, and uses these to compute the model update.
If the subsampling parameter α = 1, the complete sample is used at each iteration
and the algorithm is equivalent to gradient boosting. The smaller the value of α, the
more different will each subsample be. Friedman (2002) argue that, while subsampling
decrease the size of the sample used to fit each base learner, thereby increasing their
variance, there might be an averaging effect from reducing the correlation between
each base learner. The variance of the ensemble, the sum of trees, might therefore be
reduced by subsampling and in some cases improve the accuracy of the model fit.

Tree-size, J
When boosting trees, each tree is fitted as if it were the last, without taking the trees
to be grown at subsequent iterations into account. In such a greedy approach each tree
tends to be too large if tree size is not regulated properly. Larger trees allows more
interactions between variables, increasing complexity of each tree. While increasing
the complexity tends to lower the bias, it increases the risk of overfitting. In practice,
low-order interaction effects tend to dominate, making smaller trees preferable. The
simplest strategy for regulating tree size is to grow trees of the same size at each
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iteration, with a rather small, pre-specified number of end-leaves J . What the optimal
tree size is, depends on the problem at hand, and can be chosen as a tuning parameter
by e.g. evaluation on an independent validation set or by cross-validation. Trees with
only one split, i.e. a number of end-leaves, J = 2 are called stumps.

Maximum update, γmax
In order to prevent very large updates to the model, a maximum value can be sat for
the magnitude of the parameter γjm. Such a limit will prevent very large updates to
model, which might be due to the denominator at the right-hand side of Equation
(2.14) being nearly zero. Common to lowering the learning rate, reducing the influence
of single trees will slow down the algorithm and the rate at which the model overfits. A
cut-off value will, however, only impact the largest updates. In contrast, the learning
rate ν, scales down all updates.

Algorithm 2.3.2: Boosting trees with XGBoost
input : D = {xi, yi}ni=1, the training data
input : ν ∈ (0, 1], the learning rate
input : α ∈ (0, 1], the subsampling rate
input : J , the number of terminal nodes in each tree
input : M , the number of boosting iterations
Initialise f0(x) = arg minc

∑
i L(yi, f(xi)).

for m = 1, ..., M do
Draw a subsample of the training data D, including size αn ≤ n observations
Compute gradient statistics, gi∗m(xi∗), hi∗m(xi∗) for i∗ = 1, ..., αn
Fit a J-node tree minimising the objective ∑i∗ L̃(yi∗ , fm−1(xi∗)) using the
split-finding algorithm in Algorithm 2.3.1

Update the model,

fm(x) = fm−1(x) + ν
J∑
j

I(x ∈ R̂jm)γ̂jm

end
output: fM (x)
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2.4 Boosting for high-dimensional prediction of rare-events
Blagus and Lusa (2017) show that the gradient boosting algorithm suffers from a
‘rare event bias’: the prediction accuracy in the minority class, the true positive
rate, is lower than that in the majority class, the true negative rate. The authors
attribute this bias to inappropriately defined regions in the boosted trees. While these
might separate events from non-events in the training sample, they poorly describe
differences between the classes in future samples. As shown in Chapter 2.3.3, the
variables selected for defining these regions are those that separate the observed events
from the non-events. Due to the low prevalence of events, the largest differences in the
observed values between the two classes tend to be overestimated. The split values are
thus sat too close to the observed events, and future events will likely fall into regions
where most of the observed examples are non-events. In these regions, the update
γjm is negative, lowering the predicted event probability. As a result, few events are
correctly classified.

The authors proposed three modified versions of the gradient boosting algorithm
for high-dimensional prediction of rare events, which are presented in this section.
Common to all three algorithms is the use of undersampling to meet the problem of
class imbalance: only balanced subsets of the training sample, including all events
and an equal number of non-events, are used to fit the models.

2.4.1 Three modified gradient boosting algorithms
Bal-St-GrBoost
At each boosting iteration a balanced subsample is drawn from the training set and
used to fit a regression tree and compute the model update. These balanced subsam-
ples always include all events, but only a subset of non-events of size equal to the set of
events. The non-events are selected randomly without replacement at each iteration.
The size of the subsample used to fit each tree is thus determined by the number of
events in the training set. If the training data were balanced, with an equal number
of events and non-events, this procedure would equal the no-subsampling gradient
boosting algorithm, since all observations in that case would be used at each boosting
iteration.

DS-St-GrBoost
The stochastic gradient boosting algorithm is applied to one single balanced sample
including all events and an equal number of non-events. The non-events are drawn
without replacement from the full training set. At each boosting iteration a subsam-
ple of this downsized, balanced sample is used to fit a regression tree and compute
the model update. The size of this subsample is controlled by the parameter α, as
described in Chapter 2.3.4. If the original dataset were balanced, no non-events would
be discarded in order to balance the dataset, and this algorithm would then equal the
ordinary St-Grboost.
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St-Ensemble

An ensemble of models is build by applying St-Grboost to multiple balanced samples,
each including all events and an equal number of non-events, selected randomly with-
out replacement from the training data. In Blagus and Lusa (2017) the aggregated
output of the ensemble is the sum over all its models. After m boosting iterations the
ensemble thus returns

f sum
m (x) =

R∑
r=1

fm,r(x), (2.19)

where fm,r(x) is the output of the model fitted to the rth subsample and R is the
number of models in the ensemble. A similar procedures are proposed in (Liu et al.,
2006), building an ensemble of AdaBoost classifiers fit on balanced subsets of the
data, there referred to as EasyEnsemble. In this thesis also the average output of the
ensemble is evaluated,

favg
m (x) = 1

R

R∑
r=1

fm,r(x). (2.20)

Since the latter version of the ensemble is only a scaling of the former, it does not
affect the ranking of outputs from different covariate vectors. For two vectors xi and
xj , for example, if f sum

m (xi) > f sum
m (xj) then also favg

m (xi) > favg
m (xj). The scaling

does, however, affect the predicted probabilities: With the loss function considered in
this thesis, f(x) is proportional to the log-odds of the event probability (see Chapter
2.1.1). Lowering the magnitude of f(x) thus result in event probabilities closer to
1/2. Therefore, the averaged prediction, favg

m (x), will result in probabilities closer to
1/2. For threshold values τ different from 1/2, the two versions of the ensemble might
thus assign the same observation to different classes. In the following the term St-
Ensemble is used as a reference to the ensemble approach when discussing properties
not affected by the scaling, such as the AUC or other rank-based measures. When
there are differences between the two approaches, St-Ensemble-Avg will be used to
denote the ensemble aggregated by averaging, defined in (2.20).

These modified boosting procedures are less prone to the rare event bias, since the
boosting model are fitted to balanced samples only. However, in discarding most of the
samples in the training data in order to remove the imbalance, a large amount of infor-
mation is left unused and the sample size is greatly reduced. This can lead to increased
variance and biased predictions. The bias is explored in the next section, where it is
related to the cost-sensitivity of the classification decision. Using multiple, downsized
samples, Bal-St-GrBoost and the ensemble approach exploit more of the information
in the majority class observations that is discarded in the single subsample-strategy
in DS-St-GrBoost. The former algorithm, Bal-St-GrBoost, stands out as the only
proposal that includes modifications in the stochastic gradient boosting algorithm,
using stratified instead of random resampling to form the subsets on which trees are
grown. The two other algorithms involve only changes at the data-level: The data
used to fit the model is resampled before the stochastic gradient boosting algorithm is
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Figure 2.7: The probability p = p(x) plotted as a function of p′ for different values of q.

applied. This have impacts on the relative computational efficiency of the algorithms.
The XGBoost algorithm used here is well-known for its efficiency. The R-package
used in this thesis does, however, not include an option of balanced subsampling. The
Bal-St-GrBoost algorithm is therefore programmed by the author, and have by far
the longest running time. The R-code is included in Appendix A.2.

2.4.2 The bias introduced by undersampling
By removing examples from one class, undersampling alters the class distributions in
the data used to fit the model. This violates the standard assumption of the training
and test set stemming from the same population and the predicted probabilities of
a classifier fit to a balanced sample will thus be biased, by design. The following
describe the relationship between the conditional probability in a balanced training
sample and unbalanced test sample, based on the analysis of Elkan (2001).

Suppose that, if x belongs to a population where the expected outcome is q =
Pr(Y = 1), then the conditional event probability is p(x) = Pr(Y = 1|x). According
to Bayes rule, then

p(x) = Pr(Y = 1) Pr(x|Y = 1)
Pr(x) = q

q + (1− q)Pr(x|Y=0)
Pr(x|Y=1)

,

using Pr(x) = q Pr(x|Y = 1) + (1− q) Pr(x|Y = 0) in the denominator. Now, assume
that x in fact is drawn from a population where the prior event probability is not q,
but q′. Assume also that, given the class membership y, the within-class probability
Pr(x|Y ) is the same in both populations. Similar to the above, the conditional event
probability in the population with an expected outcome q′ is then given as

p′(x) = q′

q′ + (1− q′)Pr(x|Y=0)
Pr(x|Y=1)
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Both p(x) and p′(x) are functions of the ratio Pr(x|Y = 0)/Pr(x|Y = 1). Thus solving
for this ratio and equalizing, p(x) can be written as a function of q, q′ and p′(x). In
the special case where q′ = 1/2, this yields

p(x) = q

q + (1− q)(1− p′(x))/p′(x) = p′(x)
p′(x) + (1− p′(x))(1− q)/q (2.21)

This equation show how the conditional event probability p(x) change in response
to a shift in the prevalence of true events (Elkan, 2001). If a classifier is fit to a
sample with an imbalance level of q′ = 1/2, and predicts an event probability p̂′(x)
that is correct for this imbalance level, then (2.21) states how to compute the correct
event probability of a sample drawn from a distribution with a prior probability q.
Of course, the relationship is derived for the true probabilities, and errors in the
predicted probabilities will not be removed by this transformation. The assumption
of constant within-class probabilities, the same as that of class-dependent selection
(Dal Pozzolo et al., 2015): the selection into the balanced subsamples should depend
on class-membership y only, and therefore, given y, be independent of the observed
characteristics x. This is achieved by random selection of non-events to include when
re-balancing the data.

Two things should be noted with this equation. For the value of x for which
p′(x) equals 1/2, the transformed probability p(x) takes the value q. Secondly, the
transformation is monotone, as shown in Figure 2.7. Thus, the transformation does
not affect the ordering of cases when sorted according to the predicted probabilities.
Consequently, using the untransformed predictions p̂′(x) from a classifier fit to an
unbalanced sample with a threshold value τ ′ = 1/2 for assigning class-membership, is
equivalent to using the transformed predictions p̂(x) with a threshold value τ equal
to q < 1/2. As described in Chapter 2.1.2, the threshold value, implicitly if not
intentionally, reflects the relative cost of misclassifying events and non-events. Under-
sampling the negative class can thus be seen as a way of increasing the price of false
negatives, which encourages more positive predictions. From a cost-perspective, such
re-balancing is thus a measure to obtain classifiers useful for cost-sensitive decisions.

The relationship in (2.21) shows how threshold values can be adjusted for secur-
ing the same cost-sensitivity of no-undersampling classifiers as undersampling-based
classifiers. It also provides a simple procedure for re-calibrating the biased probability
predictions of a classifier fit on balanced subsets of the training data, when the ex-
pected outcome q of the new samples are known. The framework outlined above does,
however, not apply exactly to all the three modified boosting procedures described in
the former section. Both the Bal-St-GrBoost and St-Ensemble algorithm use multiple
balanced subsets of the training data to fit boosted models. When considering all
cases included in any of these subsets, the non-events will be in majority and the data
used to fit the models therefore not fully balanced.
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2.5 Simulating data
This section presents the strategy taken in this thesis for simulating high-dimensional,
imbalanced data. It describes how copulas and inverse transform sampling can be used
to generate a set of dependent covariates with different marginal distributions, before
presenting the logistic model connecting the covariates to the event probability.

2.5.1 Sampling from copulas
Copulas are multivariate probability models that are used for describing or modelling
the dependence structure of a set variables separately from their marginal distribu-
tions. In this thesis, copulas are used to simulate the dependent variables with ar-
bitrary marginal distributions. This is particularly useful for simulating dependency
between categorical and numerical variables, as it is difficult to find multivariate dis-
tributions from which such data can be drawn directly.

Copulas
A copula is a multivariate distribution with marginal distributions all being variables
uniformon [0,1], and can be used to describe the dependence structure of any mul-
tivariate distribution. The simplest case is the bivariate. Suppose the two random
variables X1 and X2 have a joint distribution function F12. Let the two marginal dis-
tributions have continuous cdfs F1(x) and F2(x), respectively. Then the transformed
variables U1 = F1(X1) and U2 = F2(X2) are both uniformly distributed on [0,1]. The
joint distribution of U1 and U2 is one with only uniform marginal distributions, and
its distribution function C12(u1, u2) is thus a copula.

The same holds for the case with p variables. Let F1...p(x1, ..., xp) be the joint
distribution of the continuous random variables X1, ..., Xp. Then

F1...p(x1, ..., xp) = Pr(X1 ≤ x1, ..., Xp ≤ xp)

Suppose the marginal distributions are given by F1(xq), ..., Fp(xp). Since these func-
tions are non-decreasing, Xj ≤ xj if and only if Fj(Xj) ≤ Fj(xj) for all j = 1, ..., p.
It follows that

F1...p(x1, ..., xp) = Pr(F1(X1) ≤ F1(x1), ..., Fp(Xp) ≤ Fp(xp))
= C1...p(F1(x1), ..., Fp(xp))

(2.22)

The function C1...p(u1, ..., up) is the joint distribution function of the variables
U1 = F (X1), ..., Up = F (Xp). The marginal distributions of these variables are all
standard uniform, and the function C12(u1, ..., up) is therefore a copula. According to
Sklar’s theorem (1959) such a function exist for any multivariate distribution F1..,p,
also for those were one or more marginal distributions are not continuous. If one ore
more of the marginal distributions are discrete, the copula still exist, but it is not
unique. Any multivariate distribution might therefore be described in terms of the
marginal distributions and a copula.
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The inverse transform method

The inverse transform method is a method for generating random variables with arbi-
trary distributions by transformation of uniformly distributed variables. This method
is based on the the probability integral transform, stating that if X is a random vari-
able with a continuous cumulative density function (cdf) Fx, then U = Fx(X) is
uniformly distributed on [0, 1]. As long as Fx is continuous, also the inverse holds: If
U ∼ Uniform(0, 1)), then X = F−1

x (U) ∼ Fx. Thus, one can generate draws of the
random variable X from the distribution Fx by transformation of the uniform vari-
able U . In order to generate p dependent variables x1, ..., xp, one might apply inverse
transform sampling to the uniform variables u1, ..., up drawn from a copula.

The inverse transform sampling method is feasible as long as the inverse cdf F−1(u)
is computable. This is not the case for discrete distributions. Nevertheless, the inverse
transform method can be applied using the generalised inverse distribution function,
defined as

G−1(u) = min{x : F (x) ≥ u}, u ∈ [0, 1].

This inverse function can be used to sample categorical variables with multiple out-
comes. The only discrete distribution considered here, however, is the Bernoulli dis-
tribution. A random variable X ∼ Bernoulli(q) takes the value 1 with probability
q and 0 with probability 1 − q. Using the generalised inverse distribution function
above, samples from this distribution can be generated as

X =

1 if U ≤ q

0 otherwise.

Even though there are only two possible outcomes of this variable, this approach is
not limited to modelling binary variables. Categorical variables with more than two
outcomes can be represented as multiple dependent Bernoulli distributed variables.
Sampling categorical variables with more outcomes is thus a matter of choosing the
right copula.

Sampling from the Gaussian copula

As noted above, the inverse transform method can be applied to uniform variables
drawn from an copula to generate dependent variables. This involves choosing a
copula with appropriate dependence structure from which variables can be generated,
and a set of marginal distributions with the desired properties.

The only copula used in this thesis is the Gaussian copula. This is the copula as-
sociated with the multivariate normal distribution with all margins standard normal.
Suppose Φp(x1, ..., xp;R) is the joint distribution function of a multivariate normal
distribution with mean zero and a correlation matrix R, such that all marginal distri-
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butions are standard normal. The Gaussian copula is then given by

CGauss
1...p;R(u1, ..., up) = F1...p(Φ−1(u1), ...,Φ−1(up)) (2.23)

where Φ(x) the cdf of the standard normal distribution.
The Gaussian copula is an implicit copula, meaning that there is no explicit ex-

pression for the copula function. Samples from the Gaussian copula can be generated
by transformation of samples drawn from the corresponding multivariate normal dis-
tribution. That is to first draw Z1, ..., Zp from a multivariate normal, with mean
zero and a correlation matrix R. Then apply the probability integral transformation
Uj = Φ(Zj) for j = 1, ..., p. The joint distribution function of these transformed vari-
ables is the Gaussian copula defined in (2.23), and inverse transform sampling can be
applied to obtain the desired marginal distributions.

The procedure is summarised in Algorithm 2.5.1 and illustrated in Figure 2.8, for
the two-dimensional case, p = 2. The upper row shows n = 1000 draws from the
bivariate normal distribution with mean zero, variances equal to 1 and correlation
coefficients ρ equal to 0, .5, and .9 in the left, center, and right column, respectively.
The second row shows the same samples, after the transformation uij = Φ(zij), i =
1, ..., n, j = 1, 2. In the bottom row, these are transformed once more with the inverse
transform method. The two marginal distributions are the Bernoulli(0.5) and the
normal N(10, 3).

When sampling from a Gaussian copula, the degree of dependence between vari-
ables is chosen through the correlation matrix R of the underlying multivariate normal
distribution. Figure 2.8 shows clearly that this will not be the correlation matrix of
the variables in the final sample, due to the non-linear transformations applied to the
initial variables. Yet, the dependence structure of the joint distribution – as described
by its copula – is not changed.

The correlation matrix R must be positive definite. One way to encourage this,
without setting the pairwise correlation coefficients very small, is to allow non-zero

Algorithm 2.5.1: Sampling from the Gaussian copula

Draw z = (z1, ..., zp)> ∼ Np(0, R)
Let uj = Φ(zj), j = 1, ..., p
for j = 1, ..., p do

if Xj ∼Bernoulli(q) then
xj = I(uj ≤ q)

else
xj = F−1

j (uj)
end

end
output: x1, ..., xp
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Figure 2.8: Sampling from the Gaussian copula. Upper row: Samples drawn from the
bivariate normal distribution with pairwise correlation coefficient ρ = 0, 0.5, 0.9 in the
left, center and right column, respectively. Second row: The same samples transformed
with the standard normal distribution function. Bottom row: The final samples with two
different marginal distributions, the Bernoulli(0.5) and the normal N(10, 3), obtained from
inverse transform sampling.

coefficients only within specified groups of variables. This can be done by assuming a
block diagonal structure for the correlation matrix,

R =



R1 0 0 · · · 0
0 R2 0 · · · 0
0 0 R3 · · · 0
... ... ... . . . ...
0 0 0 · · · RG


.
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On the diagonal of this matrix are the correlation matrices of each of the G groups.
The block structure implies that the pairwise correlation coefficient ρij = Corr(Zi, Zj)
is zero for all variables Zi, Zj which do not belong to the same group. For the variables
in the same group, the correlation coefficient is possibly non-zero. For the Gaussian
copula, correlation different from zero imply dependence. Hence, the block matrix
structure for the correlation matrix implies dependence between variables within the
same group, and independence between variables of different groups.

Even though correlation is limited to groups of variables only, this simulation
approach is very flexible. In the following, it is, however, assumed for simplicity
that the correlation matrix Rg of all the G groups is the same. Both the size of all
groups and their dependence structure are then the same. The off-diagonal correlation
coefficients in this correlation matrix are assumed to take one of two values, high or
low. That is ρij ∈ {ρh, ρl}, i 6= j. Then, also the correlation matrix for each group
have a block diagonal structure, as shown in Equation (2.24). Within each group
there will thus be sub-groups or clusters of variables that are highly correlated with
each other, but less correlated with the other members of the group. Recall that this
is the correlation matrix of the copula associated with each group, which in general
differ from the correlation matrix of the transformed variables, as illustrated by Figure
2.8. If the marginal distributions differ across the groups, the pairwise correlations
between the ith and jth member in different groups might not be the same, even
though the correlations of the untransformed variables are equal.

Rg =



1 ρh ρh · · · ρh ρl ρl ρl · · · ρl
ρh 1 ρh · · · ρh ρl ρl ρl · · · ρl
ρh ρh 1 · · · ρh ρl ρl ρl · · · ρl
... ... ... . . . ... ... ... ... . . . ...
ρh ρh ρh · · · 1 ρl ρl ρl · · · ρl
ρl ρl ρl · · · ρl 1 ρh ρh · · · ρh
ρl ρl ρl · · · ρl ρh 1 ρh · · · ρh
ρl ρl ρl · · · ρl ρh ρh 1 · · · ρh
... ... ... . . . ... ... ... ... . . . ...
ρl ρl ρl · · · ρl ρh ρh ρh · · · 1



. (2.24)

2.5.2 Simulating imbalance
The former section described how copulas are used to simulate the covariate vector x =
(x1, ..., xp)>. This section presents the strategy taken for simulating the dependent
variable y given x, in particular how the imbalance between events and non-events is
achieved.

The dependent variable Y ∈ {0, 1} is simulated as the outcome of a Bernoulli trial,
where the probability of success is made conditional on the covariates, x. A logistic
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model is assumed for the conditional probability,

p(x) = Pr(Y = 1|x) = 1
1 + e−(β0+x>β) , (2.25)

with β0 the intercept and β = (β1, ..., βp) a vector of coefficients. The unconditional
probability q is then given as the mean over all possible values of x,

q = Pr(Y = 1) =
∫ 1

1 + e−(β0+x>β) f(x)dx. (2.26)

Class imbalanced data are characterised by q < 1/2, assuming the minority class is
the event Y = 1. One way to simulate such imbalance is by adjusting the intercept
β0. For a given a set of coefficients β and a vector of predictors x, a lower value of β0

will lower the event probability. This is easiest seen in terms of the log-odds, defined
by

η(x) = log
(

p(xi)
1− p(x)

)
= β0 + x>β.

With a lower intercept value β0, the same characteristics x will be associated with a
lower log-odds, thereby a lower probability of beeing an event.

A specific imbalance level can thus be simulated by finding the right value of
the intercept, defined by (2.26). In the high-dimensional setting, solving this integral
analytically is infeasible, but it can be approximated by its sample average. The choice
of intercept might then be formulated as an optimisation problem, a search for the
value that minimises the difference between q and the average conditional probability
p(xi),

β̂0 = arg min
β0

∣∣∣∣∣ 1n
n∑
i=1

p(xi; β0)− q
∣∣∣∣∣ .

In this thesis, a grid search approach is taken to solve this problem. The difference
above is computed for a predefined set of values for the intercept, and the value
resulting in the minimum difference is chosen as the estimate of β0.

The strategy outlined above can be used to control the expected class imbalance as
measured by the average unconditional expected outcome, q. The actual imbalance
level in a given sample, measured by the share of events, n1/n, might however differ
from the expected value. This is due to the uncertainty introduced when outcomes
are drawn from the Bernoulli distribution – successful trials can, by chance, occur
more or less often than expected. With increasing sample sizes, larger differences be-
tween the expected and the actual imbalance will become less likely. In the following,
the imbalance level q in a sample will refer to the expected outcome, if not stated
otherwise.
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Chapter 3

Simulation study

3.1 Simulation setting
The next sections present the settings for the simulation study, both with respect to
simulation of data and for the boosting procedures. These are summarised Table 3.1.

Data generation
In order to study the impact of class imbalance and dimensionality, data with different
imbalance levels and sample sizes are evaluated. The imbalance level q is sat to
0.05, 0.1 or 0.2. Also the size of the training sample, n, takes three different values:
100, 1000, 10000. The number of covariates p is sat equal to 10000, such that the
ratio p/n varies from 1 for the largest to 100 for the smallest sample size. This gives
nine different data settings.

The covariates xi = xi1, ..., xip are simulated by sampling from the Gaussian cop-
ula, as described in Chapter 2.5.1. These are sampled in groups of 1000, which makes
a total of 10 groups. Variables within each group are dependent, but there is no de-
pendence between variables in different groups. The dependence structure is the same
in all groups, defined by the block structured correlation matrix shown in Equation
(2.24). The high and low correlation coefficients of this matrix are sat to 0.8 and
0.2, respectively. Four different marginal distributions are considered, one of which
is randomly assigned to each variable. These distributions are the standard normal
N(0,1), the Bernoulli(0.1), the Bernoulli(0.5) and the Gamma(2,2) distribution, i.e.
two continuous and two categorical distributions.

The logistic model for the conditional probability p(x), defined in Equation (2.25),
relates the linear predictor, η(x) = β0 + x>β, to the outcome, y. For the coefficient
vector β, two different settings are considered. In the baseline simulation setting, all
coefficients are drawn from the standard normal distribution. In the alternative, half
of the coefficients are sat equal to zero, and the remaining half are drawn from the
normal distribution with mean zero and standard deviation 0.033. This is done to
create a more complex classification problem. The impact of these different set-ups
is more thoroughly discussed in Chapter 3.3.4. In both cases, one coefficient vector is
drawn for each imbalance level.

39
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The intercept β0 controls the level of imbalance in the simulated data. This pa-
rameter is estimated as described in Chapter 2.5.2, minimising the difference between
the estimated expected outcome and the relevant imbalance level. This difference is
estimated on an independent sample of size n = 106. To reduce the computational
burden of simulating such amounts of data, the same sample is used to estimate the
intercept for all imbalance levels. Consequently, the same set of marginal distributions
is used for all simulated data. This choice also simplifies comparison between the dif-
ferent simulation settings, as there are then no differences in the distributions of the
covariates. With different coefficient vectors, however, the impact of each covariate
on the outcome can differ between the settings.

Boosting parameters
Due to the high computational cost of tuning each regularisation parameter of the
different boosting algorithms, these are mainly held constant at the following pre-
specified values. The initial value f0 is the constant minimising the loss function in
the full training sample, before the eventual exclusion of majority class examples.
The base classifier is a regression tree with only one split and two leaves, so-called
stumps, such that J = 2. According to Blagus and Lusa (2015), stumps outperform
deeper, more complex trees in the high-dimensional imbalanced setting, as these are
less prone to overfitting the data. The fact that there are no interaction effects in the
data generating model also supports the choice of such small trees. The subsampling
rate, α, the share of observations used to compute the model update at each boosting
iteration, is held constant at 1/2. The maximum update γmax is sat equal to 1, as
some very large updates were shown to significantly deteriorate the performance with
no such limit. This is in line with the suggestions for the imbalanced data setting
in the XGBoost documentation (“XGBoost Parameters”, 2020). For the ensemble
approach, the predictions of boosting models fit on R = 10 different balanced subsets
were aggregated. This number is similar to that (Blagus & Lusa, 2017) use in their
main simulation experiment.

The choice of loss function L(y, f(x)), learning rate ν, and maximum number of
iteration M , is guided by a preliminary tuning exercise using the ‘least extreme’ data
simulation settings with training sample size n = 1000 and imbalance level q = 0.1.
Based on results from this exploration, reported in Chapter 3.2, the binomial loss
function with a scaling factor γ = 2 is chosen as the preferred loss criterion. With
this loss function the model outcome f̂(x) estimates half the log-odds of the event
probability (see Table 2.2). The learning rate ν is sat to 0.1 and the maximum
number of boosting iterations to M = 500.

Class membership is assigned according to the rule in Equation (2.1), assigning
cases to the class of events if the predicted event probability exceeds the thresh-
old value τ . The value of τ , is sat equal to 1/2 for the undersampling based al-
gorithms (Bal-St-GrBoost, DS-St-GrBoost, St-Ensemble, and St-Ensemble-Avg) and
equal to the imbalance level for the standard stochastic gradient boosting algorithm
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Table 3.1: Overview of parameters used in the simulation study

Data simulation
Share of events q 0.05, 0.1, 0.2
Number of observations n 100, 1000, 10000
Number of predictors p 10000
Number of groups G 10
High correlation coefficient ρh 0.8
Low correlation coefficient ρl 0.2
Marginal distributions N(0,1), Bernoulli(0.5), Bernoulli(0.1), Gamma(2,2)
Outcomes y Bernoulli(p(x)), with p(x) = (1 + e−β0−Xβ)−1

Boosting
Loss function L log(1 + 2(2y − 1)f(x)) (Binomial)
Size of tree J 2 (Stumps)
Number of boosting iterations M 500
Learning rate ν 0.1
Resampling ratea α 0.5
Size of ensembleb R 10
Threshold value τ Avg. outcome ȳ for St-GrBoost, otherwise 1/2

Number of simulations 100
Number of observations in test sample 1000
a Not relevant for Balanced-St-Grboost b Only relevant for St-Ensemble

(St-GrBoost). As shown in 2.4, with the bias inherent in the predictions from the
undersampling based methods, these two thresholds reflect the same sensitivity to
misclassification costs. The imbalance level is estimated by the average outcome in
the training sample.

The performance of each classifier is evaluated on independent test samples of
1000 observations. The training and test sample share the same imbalance level.
Each experiment is repeated on 100 pairs of train-test data sets, and the reported
results are averaged over the test sets if not otherwise stated. The Wilcoxon signed
rank test is used for testing the statistical significance of the difference in performance,
measured by the AUC and the g-mean, between the standard St-GrBoost algorithm
and each modified version. The null hypothesis of this test is that observed sequence
of scores obtained with two different algorithms follows the same distribution. Holm’s
method (Holm, 1979) is used to adjust for multiple comparisons.
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3.2 Parameter tuning
As mentioned above, preliminary simulations are run to guide the selection of three
hyperparameters of the gradient boosting procedures: the loss function, L(y, f(x)),
the learning rate, ν, and the number of boosting iterations, M . The different loss
functions considered are the exponential loss function and the binomial loss function,
the latter both with scaling parameter γ equal to 1 and 2 (see Chapter 2.1.1 for a
comparison of these). Three values for the learning rate ν are considered, namely
0.01, 0.1, and 1, and up to 1000 boosting iterations are run. The performance of all
the four boosting procedures are evaluated, applied to one data setting only, the mid
scenario with imbalance level q equal to 0.1 and a training sample size of n = 1000.
A total of 100 simulations are run.

There is clearly a dependence between the learning rate ν and the number of
boosting iterations, which can be seen in Figure 3.1. These plots show the AUC
obtained in each test set is plotted as a function of the number iterations. The
binomial loss function with a scaling parameter γ = 2 is used to fit the models.
The red horisontal lines show the maximum AUC obtained over the 1000 iterations,
and the red vertical lines the minimum number of iterations required to reach these
maxima. Both are averaged over all test sets. Note that, since the number of iterations
maximizing the AUC differ between the test sets, the maximum of the average AUC
(illustrated by the red points) is in general not the same as the average of the maximum
AUCs in each test set. These plots suggests that the lower learning rates result in
higher AUC, yet, require more iterations. With the smallest learning rate (ν = 0.01),
the AUC still increases after 1000 iterations, seen in the leftmost column of the figure.
With such a low rate of learning, more than 1000 iterations are required to reach
the maximum AUC levels. Due to the increased computational cost, running more
iterations is not considered here. For the smaller learning rates, the AUC tends to
stabilize at relatively high levels as the number of iterations increases, at least with
a learning rate of ν = 0.1. This suggests that, as long as enough iterations are run,
the number of iterations does not have any great impact on the performance of the
algorithms in terms of the AUC. The exception is Bal-St-GrBoost, whose AUC starts
to decrease after a certain number of iterations. In terms of the AUC, there is a risk
of suboptimal performance of this procedure by running too many iterations. With
a learning rate of ν = 0.1, the decline is, however, slow. Also, for this learning rate
the standard, no-undersampling stochastic gradient boosting procedure, St-GrBoost,
requires somewhat more iterations compared to the other algorithms before reaching
its maximum AUC levels.

Within the 1000 iterations, all the four classifiers obtain the maximum AUCs with
a learning rate ν = 0.1. This holds also for the two other loss functions (not shown),
and ν = 0.1 is therefore chosen as the preferred learning rate. To simplify the choice
of loss function and boosting iterations, the average performance in terms of AUC
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Figure 3.1: AUC at each boosting iteration for different learning rates ν, using the
binomial loss function with scaling factor γ = 2. The bold black line shows the AUC
averaged over all simulations. The red point shows the maximum of this average. The red
horizontal line denotes the maximum value obtained in each test set and the red vertical
line the minimum number of iterations required to reach this maximum, both averaged
over all test sets.

and g-mean is evaluated at only three candidate values of (M = 100,M = 300 and
M = 500), holding the learning rate constant. The results are shown in Table 3.2
and Table 3.3, respectively. The maximum AUC are obtained at the two highest
numbers of iterations (M ≥ 300). The differences in AUC with respect to the loss
functions are rather small. There is more variation in the g-means obtained with the
different combinations of loss criteria and iterations. Both Bal-St-GrBoost and St-
GrBoost perform best at a limited number of iterations (M = 100). This is due to a
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Figure 3.2: Class-specific prediction accuracies plotted as functions of the number boost-
ing iterationsm, for events (red) and non-events (black). The learning rate is sat to ν = 0.1
and the three columns show results using each of the three different loss criteria.

decrease in the true positive rate (TPR) as the number of iteration increases, as shown
in Figure 3.2. These plots suggest that a better balance between the class-specific
accuracies is obtained using less than 100 iterations. However, that compromises
the performance in terms of AUC, showing that the optimal number of iterations
depends on the criterion one seeks to optimize. Since the AUC is not dependent
on a particular threshold value, maximizing this metric is here given first priority.
The sensitivity to the number of iterations will be returned to later in this chapter.
DS-St-GrBoost and St-Ensemble , on the other hand, obtain very similar g-means as
long as enough iterations are run (M ≥ 300). Figure 3.2 shows that, after a certain
number of iterations, there are small changes in the class-spesific accuracies of these
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Table 3.2: Average AUC at different boosting iterations (M = 100, 300, 500), using
different loss functions and a learning rate ν = 0.1. The standard-deviation is given in
parentheses, and the best value marked in bold.

Bal-St-GrBoost DS-St-GrBoost St-Ensemble St-GrBoost

Losscrit 100 300 500 100 300 500 100 300 500 100 300 500

Bin., γ = 1 0.87 0.89 0.88 0.86 0.87 0.87 0.88 0.89 0.89 0.88 0.89 0.89
(0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02)

Bin., γ = 2 0.87 0.88 0.88 0.86 0.87 0.87 0.89 0.89 0.89 0.88 0.89 0.90
(0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02)

Exp. 0.88 0.89 0.89 0.86 0.87 0.87 0.88 0.89 0.89 0.87 0.89 0.89
(0.01) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.01) (0.02) (0.02) (0.02)

Table 3.3: Average g at different boosting iterations (M = 100, 300, 500), using different
loss functions and a learning rate ν = 0.1. The standard-deviation is given in parentheses,
and the best value marked in bold.

Bal-St-GrBoost DS-St-GrBoost St-Ensemble St-GrBoost

Losscrit 100 300 500 100 300 500 100 300 500 100 300 500

Bin., γ = 1 0.76 0.71 0.67 0.77 0.78 0.79 0.79 0.81 0.81 0.79 0.78 0.75
(0.03) (0.04) (0.04) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.03) (0.03)

Bin., γ = 2 0.76 0.71 0.67 0.77 0.79 0.79 0.80 0.81 0.81 0.79 0.78 0.74
(0.03) (0.04) (0.04) (0.03) (0.03) (0.02) (0.02) (0.02) (0.02) (0.02) (0.03) (0.04)

Exp. 0.76 0.72 0.69 0.77 0.79 0.79 0.80 0.81 0.81 0.73 0.70 0.67
(0.03) (0.03) (0.04) (0.02) (0.02) (0.02) (0.02) (0.02) (0.02) (0.03) (0.04) (0.04)

two algorithms. The choice of loss function seems to have little impact on these two
algorithms also in terms of the g-mean.

Based on these results, the binomial loss function with a scaling parameter γ = 2
is chosen as the loss criterion for fitting all the boosting procedures. This criterion
results in the highest overall AUC, obtained with St-GrBoost. Also, it leads to a
better balance between the true positive rate and true negative rate for this particular
algorithm at the given threshold. Up to M = 500 iterations is run. If not otherwise
stated, the results presented in the following will be based on these parameter settings.

3.3 Results

This chapter presents the results from the simulation study. The classification perfor-
mance of the algorithms is first compared, before the algorithm’s assessment of the
event probabilities are evaluated. Thereafter, the distributions of predicted probabili-
ties are compared and used to explain the observed differences between the procedures.
Finally, the sensitivity of the main results to selected aspects of the simulation setting
is discussed by evaluating alternative settings.
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3.3.1 Classification performance
Prediction accuracy
In terms of prediction accuracy, the standard stochastic gradient boosting algorithm,
St-GrBoost, favours the majority class. As shown in Table 3.4 for the case with an
imbalance level q = 0.1, it obtains a relatively high overall prediction accuracy (PA), if
not the highest. Yet, at least for the smaller sample sizes, the rates at which true events
and true non-events are correctly classified, the true positive (TPR) and true negative
rate (TNR), differ in favours of the majority class. When only 100 observations
are used to fit the model, St-GrBoost, correctly classifies almost 90 percent of the
cases in the test samples. These cases include 94 percent of the true non-events, but
only 30 percent of the true events. In contrast, the undersampling-based approaches,
with the notable exception of Bal-St-GrBoost, obtain similar accuracies within both
classes. Even if these classifiers identify more true positives, their overall accuracy is
lower than that of St-GrBoost due to a relatively low true negative rate. The accuracy
of Bal-St-GrBoost differs substantially with respect to the sample size. For a given
threshold value, τ , the choice of boosting iterations will be shown to be crucial for
this algorithm.

Table 3.4: Class specific prediction accuracy, averaged over all test sets. The standard-
deviation is given in parentheses.

Bal-St-GrBoost DS-St-GrBoost St-Ensemble St-GrBoost

q n TPR TNR PA TPR TNR PA TPR TNR PA TPR TNR PA

0.1 100 0.15 0.97 0.89 0.65 0.68 0.68 0.70 0.71 0.71 0.30 0.94 0.88
(0.06) (0.01) (0.01) (0.10) (0.08) (0.07) (0.09) (0.07) (0.06) (0.08) (0.02) (0.02)

0.1 1000 0.46 0.95 0.90 0.80 0.79 0.79 0.83 0.80 0.80 0.61 0.92 0.89
(0.06) (0.01) (0.01) (0.05) (0.02) (0.02) (0.05) (0.02) (0.02) (0.05) (0.01) (0.01)

0.1 10000 0.79 0.88 0.87 0.85 0.83 0.83 0.87 0.84 0.84 0.86 0.84 0.84
(0.04) (0.01) (0.01) (0.03) (0.01) (0.01) (0.03) (0.01) (0.01) (0.03) (0.01) (0.01)

Table 3.5: Average g-mean. The best value is marked in bold, and the p-value is
from Wilcoxon signed-rank test comparing the difference between each classifier and St-
GrBoost.

Bal-St-GrBoost DS-St-GrBoost St-Ensemble St-GrBoost

q n avg sd p-val avg sd p-val avg sd p-val avg sd p-val

0.05 100 0.29 0.14 0.00∗ 0.51 0.07 0.00∗ 0.52 0.08 0.00∗ 0.46 0.08 .
0.05 1000 0.57 0.09 0.00∗ 0.81 0.04 0.00∗ 0.83 0.03 0.00∗ 0.68 0.07 .
0.05 10000 0.85 0.03 0.00∗ 0.88 0.02 0.00 0.89 0.02 0.00 0.88 0.02 .

0.1 100 0.37 0.08 0.00∗ 0.66 0.04 0.00∗ 0.70 0.03 0.00∗ 0.52 0.07 .
0.1 1000 0.66 0.04 0.00∗ 0.79 0.02 0.00∗ 0.81 0.02 0.00∗ 0.75 0.03 .
0.1 10000 0.83 0.02 0.00∗ 0.84 0.02 0.00∗ 0.85 0.02 0.00∗ 0.85 0.02 .

0.2 100 0.61 0.06 0.00∗ 0.72 0.04 0.00∗ 0.76 0.03 0.00∗ 0.69 0.04 .
0.2 1000 0.81 0.02 0.00∗ 0.84 0.01 0.02 0.85 0.01 0.00∗ 0.83 0.02 .
0.2 10000 0.86 0.01 0.00∗ 0.86 0.01 0.01 0.87 0.01 0.00∗ 0.86 0.01 .
∗Adjusted p-value < 0.05 (using Holm’s method for multiple comparisons).
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The g-means are reported in Table 3.5, for all imbalance levels and sample sizes.
Of the four different boosting procedures, the ensemble approach, St-Ensemble, mostly
obtains the highest g-mean. In particular, it outperforms the standard, no-undersampling
procedure, St-GrBoost. Also the simpler DS-St-GrBoost algorithm shows g-means
higher than or comparable to St-GrBoost. The Bal-St-GrBoost algorithm, on the
other hand, does not, unless the sample size is large. Larger sample size and/or less
severe imbalance level drastically improves the g-mean of all algorithms. With the
largest training sample (n = 10000), the differences between the algorithms are small.

The relatively poor performance of the no-undersampling procedure, St-GrBoost,
as well as the Bal-St-GrBoost algorithm, is explained by a large gap between the true
positive and negative rate. A better balance between the class-specific accuracies,
thereby a higher g-mean, would be obtained at lower the threshold values τ . Again,
this value controls the assignment of class membership. Cases with predicted proba-
bilities above the threshold are classified as events, cases with probabilities below this
value as non-events. Reducing the threshold value therefore increases the number of
cases classified as events. In general, this will lead to both more true and false posi-
tives (and, consequently, less true negatives). The impact of changing the threshold
value is illustrated in Figure 3.3, for the most extreme simulation setting with sample
size n = 100 and imbalance level q = 0.05. From left to right, these plots show the av-
erage g-mean, the TPR and TNR evaluated at 50 different threshold values between 0
and 1. Both the no-undersampling St-GrBoost and the Bal-St-GrBoost obtain higher
g-means at threshold values τ < 0.05. This is lower than the threshold used with
St-GrBoost, equal to the imbalance level, and substantially below the level that was
used with Bal-St-GrBoost, equal to 1/2. For increasing values of the threshold, their
g-means decrease rapidly, due to the TPRs declining, revealing a high sensitivity to
the choice of threshold. The other undersampling-based methods seem less sensitive
to changing threshold values. In particular, the ensemble approach using summation
as aggregation method, St-Ensemble (defined in Equation (2.19) of Chapter 2.4). Its
g-mean is close to constant over most of the range of τ .

The rapid decline in the true positive rates of Bal-St-GrBoost and St-GrBoost is
explained by their distributions of predicted probabilities, which are concentrated at
zero. The distribution of probabilities is crucial to understand the differences between
the algorithms, and will be given more attention later in this chapter. In short, a
distribution concentrated at zero implies that most cases lie left to the threshold
even at relatively small values. Consequently, very few cases are classified as events,
resulting in a low true positive rate – thereby a low g-mean. In contrast, St-Ensemble
almost exclusively assigns probabilities very close to zero or to one. Changes in the
threshold value in the range between these two extremes thus move very few cases
from one class to the other. Therefore, its g-mean is close to constant for most values
of τ . It should be noted that this plot shows the most extreme simulation setting.
The differences are smaller when the sample size increases or the imbalance level is
less severe. For the largest sample sizes, Bal-St-GrBoost behave more like the other
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Figure 3.3: Average prediction accuracy at different threshold values (0, 0.025, 0.05, ...,
1). The vertical error bars show the middle 50 percent of the values in all test sets (the
interquartile range).

undersampling-based procedures.
The choice of threshold value reflects, implicitly if not intentionally, the relative

cost of misclassifying events and non-events and is usually not a tuning parame-
ter. The differences in sensitivity to the threshold value indicate, however, that the
algorithms’ relative performance will depend on the misclassification costs. For St-
GrBoost, small changes in the threshold value might lead to huge changes in the
classification accuracy. In contrast, the class assignments of St-Ensemble barely react
to changes in the threshold value.

Ranking ability
Even if the standard, no-undersampling St-GrBoost mostly assigns very low proba-
bilities, also for true events, leading to a relatively a low g-mean at the pre-specified
threshold value, it can be shown to be best at ordering the observations according to
their event probability – at least when the sample size is small. The AUC is a measure
of the ranking ability of the classifiers, and the results are reported in the following.

Table 3.6 shows the AUC obtained with the four different boosting procedures
in each of the nine simulation settings. While the ensemble procedure on average
obtains AUCs marginally above the no-undersampling St-GrBoost when the sample
size is large, this is not the case when the sample size is small and the imbalance
severe (q = 0.05). In the latter situation, St-GrBoost performs better than all the
undersampling-based procedures. With an imbalance level of q = 0.05 and a sample
size of n = 100, the AUC spans from just below 0.8 for St-GrBoost to 0.55 for DS-St-
GrBoost. This on a scale where 1 corresponds to a perfect classifier and 0.5 to random
guessing. The differences between the algorithms are small for the larger sample
sizes and the less severe imbalance levels. This result contrasts that of Blagus and
Lusa (2017), which in their simulation experiments showed that St-Ensemble obtained
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Figure 3.4: ROC (upper row) and precision-recall curves (lower row) of the classifiers at
different imbalance levels, when using the smallest sample size case n = 100. Evaluated
at different quantiles (0, .05, 0.1, ..., 1). The error bars show the interquartile range of
values among all test sets.

higher AUC than St-GrBoost for the most severe imbalance level, independent of
sample size.

The large differences in AUC with respect to the sample size might suggest that
the absolute number of observations used to fit the model has great impact on the
ability to order cases according to their event probability. Undersampling greatly
reduces sample size by excluding the majority of the non-events in the training data,
and more so when the imbalance level is high. Stochastic gradient boosting further
reduces the number of observation used to fit each tree by using only a fraction α of
the training data to compute each model update. In Chapter 3.3.5, it is shown that,
for the small sample size, the performance of the undersampling procedures can be
improved by using the full, down-sized, balanced training data to fit each tree, i.e.
by setting α = 1. This improvement is only seen for the most severe imbalance level
(q = 0.05).

The ROC curves shown in Figure 3.4 illustrate the trade-off between true posi-
tives and true negatives explicitly, for the smallest sample size n = 100. These are
constructed by sorting the cases in each test sample according to their predicted prob-
abilities and computing the true positive rate (TPR) and false positive rate (FPR) at
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Table 3.6: Average AUC. The best value is marked in bold, and the p-value is
from Wilcoxon signed-rank test comparing the difference between each classifier and St-
GrBoost.

Bal-St-GrBoost DS-St-GrBoost St-Ensemble St-GrBoost

q n avg sd p-val avg sd p-val avg sd p-val avg sd p-val

0.05 100 0.66 0.09 0.00∗ 0.55 0.07 0.00∗ 0.57 0.08 0.00∗ 0.77 0.06 .
0.05 1000 0.90 0.02 0.00∗ 0.89 0.03 0.00∗ 0.91 0.02 0.00∗ 0.92 0.02 .
0.05 10000 0.95 0.01 0.04 0.95 0.01 0.00∗ 0.96 0.01 0.00∗ 0.95 0.01 .

0.1 100 0.74 0.05 0.00∗ 0.73 0.05 0.00∗ 0.78 0.04 0.87 0.78 0.04 .
0.1 1000 0.88 0.02 0.00∗ 0.88 0.02 0.00∗ 0.90 0.02 0.45 0.90 0.02 .
0.1 10000 0.92 0.01 0.00 0.92 0.01 0.00∗ 0.93 0.01 0.00∗ 0.93 0.01 .

0.2 100 0.84 0.03 0.01 0.81 0.04 0.00∗ 0.85 0.03 0.09 0.84 0.03 .
0.2 1000 0.93 0.01 0.16 0.92 0.01 0.00∗ 0.93 0.01 0.00∗ 0.93 0.01 .
0.2 10000 0.94 0.01 0.03 0.94 0.01 0.00 0.95 0.01 0.00∗ 0.94 0.01 .
∗Adjusted p-value < 0.05 (using Holm’s method for multiple comparisons).

different quantiles of the distribution, before averaging over all test sets. Note that
this contrast the plots in 3.3, where the treshold value was varied. The point asso-
ciated with the 90th quantile for example, indicate what percentage of all the true
events and true non-events that are found among the cases assigned the 10 percent
highest probabilities. Fawcett (2006) refers to this as threshold averaging. These the
threshold values associated with each point on the curves is defined by these quantiles.
When the imbalance is most severe (q = 0.05), the ROC curve associated with the no-
undersampling procedure lies highest in the diagram. The cases assigned the highest
event probabilities by St-GrBoost is therefore more often true events than non-events,
compared to those cases assigned the highest event probabilities of the other proce-
dures. The differences between the ROC-curves are small when the imbalance is less
severe, or when the sample size is larger (not shown).

The ROC-curves indicate that the trade-off between the true and false positive
rates is quite similar across the imbalance levels, at least for St-GrBoost. However,
the bottom row of Figure 3.4 show that the imbalance level has great impact on the
precision of the classifiers. These show the average positive predictive values (PPV),
plotted against the TPR. In order to obtain a TPR of 0.5, for example, that is to
identify half the true events, St-GrBoost misclassifies 10-15 percent of the non-events,
independent of the imbalance level. Due to differences in the absolute number of
events, this implies a share of correct positive predictions (PPV) ranging from around
15 percent in the case with the most severe imbalance (q = 0.05) to about 60 percent
in the case with least severe imbalance (q = 0.2). For the undersampling-based
approaches, the differences in PPV are even greater.

3.3.2 Assessment of event probability
The bias and the Brier score (BS) of the classifiers are reported in Table 3.7. As
already noted, when the sample size is small, the standard stochastic gradient boosting
algorithm, St-GrBoost, mostly produces very low event probabilities. As shown in
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the table, this leads to a small but negative overall bias. On average St-GrBoost
predicts event probabilities that are lower than the true probabilities. The negative
bias stems from the probabilities assigned to the true events, as shown in Table 3.8.
For the largest sample size (n = 10000) the overall bias is close zero. The behaviour
of the undersampling-based procedures differ. For the two smallest sample sizes, the
Bal-St-GrBoost algorithm predicts probabilities that on average are closest to the true
probabilities, even closer than St-GrBoost. Increasing the sample size, it overestimates
the event probability. The other undersampling-based approaches always overestimate
the event probability, but less so when sample size increase.

Also in terms of the Brier score, St-GrBoost and Bal-St-GrBoost dominate, at least
when the sample size is small. As with the bias, their small Brier scores are due to
assignment of probability predictions close to zero. For the true events, the absolute
difference between the predicted probabilities and the true outcomes, |p̂(x) − y|, is
thus large. For the many non-events, however, this difference is small, resulting in a
low Brier score.

Table 3.7: Bias and Brier score (BS), averaged over all test sets. The standard-deviation
is given in parentheses and the best value is marked in bold.

Bal-St-GrBoost DS-St-GrBoost St-Ens-Avg St-Ensemble St-GrBoost

q n Bias BS Bias BS Bias BS Bias BS Bias BS

0.05 100 0.02 0.06 0.43 0.32 0.43 0.29 0.42 0.44 -0.04 0.05
(0.02) (0.01) (0.10) (0.09) (0.08) (0.05) (0.13) (0.11) (0.01) (0.01)

0.05 1000 0.00 0.04 0.22 0.16 0.20 0.13 0.17 0.18 -0.03 0.04
(0.01) (0.01) (0.04) (0.03) (0.02) (0.02) (0.02) (0.02) (0.00) (0.00)

0.05 10000 0.09 0.06 0.15 0.10 0.15 0.09 0.12 0.12 -0.01 0.03
(0.01) (0.01) (0.01) (0.01) (0.01) (0.01) (0.01) (0.01) (0.00) (0.00)

0.1 100 -0.03 0.09 0.28 0.23 0.28 0.20 0.23 0.28 -0.07 0.09
(0.02) (0.01) (0.07) (0.05) (0.06) (0.03) (0.07) (0.05) (0.01) (0.01)

0.1 1000 0.02 0.08 0.19 0.16 0.18 0.15 0.16 0.19 -0.04 0.07
(0.01) (0.01) (0.02) (0.02) (0.02) (0.01) (0.02) (0.02) (0.01) (0.00)

0.1 10000 0.14 0.09 0.18 0.12 0.17 0.11 0.13 0.15 -0.00 0.06
(0.01) (0.01) (0.01) (0.01) (0.01) (0.01) (0.01) (0.01) (0.00) (0.00)

0.2 100 -0.05 0.13 0.20 0.20 0.18 0.17 0.15 0.23 -0.08 0.13
(0.02) (0.01) (0.06) (0.04) (0.04) (0.02) (0.04) (0.03) (0.02) (0.01)

0.2 1000 0.02 0.09 0.12 0.12 0.12 0.11 0.10 0.15 -0.03 0.08
(0.01) (0.01) (0.02) (0.01) (0.01) (0.01) (0.01) (0.01) (0.01) (0.01)

0.2 10000 0.11 0.09 0.13 0.10 0.12 0.10 0.09 0.13 -0.00 0.07
(0.01) (0.01) (0.01) (0.01) (0.01) (0.01) (0.01) (0.01) (0.01) (0.00)

The high bias and Brier score of the undersampling-based procedures, except Bal-
St-GrBoost, suggest that they are not well calibrated. A well-calibrated model predicts
event probabilities close to the true rate at which events occur. In Figure 3.5, the
average outcome for test sample cases falling within ten intervals of the predicted
probability is plotted against the average predicted outcome in each interval. Since a
well-calibrated model is characterized by predicted probabilities close to the true rate
of occurrence, each bin’s average outcome should lie close to the diagonal line. Except
in the large sample size setting, the calibration curve of the no-undersampling St-
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Table 3.8: Class specific bias, averaged over all test sets. The standard-deviation is given
in parentheses and the best value is marked in bold.

Bal-St-GrBoost DS-St-GrBoost St-Ens-Avg St-Ensemble St-GrBoost

q n Bias1 Bias0 Bias1 Bias0 Bias1 Bias0 Bias1 Bias0 Bias1 Bias0

0.1 100 -0.79 0.06 -0.36 0.36 -0.34 0.34 -0.29 0.29 -0.86 0.02
(0.05) (0.01) (0.08) (0.07) (0.06) (0.06) (0.09) (0.07) (0.05) (0.01)

0.1 1000 -0.52 0.08 -0.22 0.23 -0.19 0.22 -0.16 0.20 -0.67 0.03
(0.05) (0.01) (0.04) (0.02) (0.04) (0.02) (0.04) (0.02) (0.04) (0.01)

0.1 10000 -0.27 0.18 -0.21 0.22 -0.20 0.22 -0.12 0.16 -0.56 0.06
(0.03) (0.01) (0.02) (0.01) (0.02) (0.01) (0.03) (0.01) (0.03) (0.00)

Table 3.9: Class specific Brier score (BS), averaged over all test sets. The standard-
deviation is given in parentheses and the best value is marked in bold.

Bal-St-GrBoost DS-St-GrBoost St-Ens-Avg St-Ensemble St-GrBoost

q n BS1 BS0 BS1 BS0 BS1 BS0 BS1 BS0 BS1 BS0

0.1 100 0.71 0.02 0.25 0.23 0.21 0.20 0.28 0.28 0.81 0.01
(0.06) (0.01) (0.07) (0.06) (0.07) (0.04) (0.09) (0.06) (0.06) (0.00)

0.1 1000 0.41 0.04 0.15 0.16 0.12 0.15 0.16 0.19 0.57 0.01
(0.05) (0.01) (0.04) (0.02) (0.03) (0.02) (0.04) (0.02) (0.04) (0.00)

0.1 10000 0.14 0.09 0.10 0.12 0.10 0.11 0.12 0.15 0.41 0.02
(0.02) (0.01) (0.02) (0.01) (0.02) (0.01) (0.03) (0.01) (0.03) (0.00)

GrBoost lies above the diagonal for low values of the predicted probability, and below
for high values. Thus, it underestimates the occurrence rate among cases assigned
probabilities in the lower range, but overestimates it for those assigned probabilities
in the high range. In other words, too many events are assigned low probabilities,
while too many non-events are assigned high probabilities. When the sample size is
large, the curve lies close to the diagonal, and this procedure appears well-calibrated.

The undersampling-based procedures tend to overestimate the occurrence rate,
also when assigning low probabilities. There are some exceptions in the bins with
the smallest probabilities (<0.1), where Bal-St-GrBoost and St-Ensemble too often
confidently assign very low probabilities to true events and thereby underestimate
the occurrence rate. The larger probabilities, on the other hand, are always assigned
too often relative to the true rate of occurrence. Increasing the sample size to some
extent, improves calibration also for the undersampling-based procedures. At least,
the highest predicted probabilities are more in line with the true occurrence rates.
The St-Ensemble algorithm stands out, with a curve almost flat for the probabilities
in the range between 0.1 and 0.9. There is no differences in how often cases assigned
a probability of 0.2 or 0.8, for example, are true events. While true events do occur
more often among the cases assigned very high probabilities (> .9), the occurrence rate
is still overestimated. Intuitively, the ensemble is overly confident in its predictions.
As explained in Chapter 2.4, averaging its members’ predictions instead of summing
them, as done in St-Ensemble-Avg, brings the probabilities closer to 1/2. Here, the
latter, less confident version of the ensemble seems better calibrated.
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Figure 3.5: Calibration plots using the original predictions of each algorithm (upper
row) and the re-calibrated ones (lower row). Average outcome plotted against the average
predicted probability within 10 bins of the predicted probability, for the case with an
imbalance level of q = 0.1.

The bottom row in the figure shows that the calibration, to some extent, can be
improved by correcting for the bias introduced by undersampling, as suggested in
Chapter 2.4.2. This simple re-calibration step tends to improve, but does not fully
remove the bias, unless the sample size is large. Since the transformation given by
Equation (2.21) is monotone, the ranking of the observations is not affected. Adjust-
ing the threshold value accordingly, the same classification accuracies are obtained
with the transformed probabilities. There are two exceptions where the re-calibration
does not improve calibration. Firstly, for the summation based ensemble, the trans-
formation has very little impact. This is due to a very sharp distribution of predicted
probabilities, concentrated around zero and one. For these values, the transformed
probabilities are very similar to the original ones. Secondly, for the smaller sample
sizes, the original probability predictions from Bal-St-GrBoost are more in line with
the true occurrence rate. The overall bias and Brier score of the untransformed prob-
abilities suggested that these were already well-calibrated, despite fitting each tree
to balanced samples only. This procedure does not exclude any non-events from the
training data, but balances the samples used to fit each tree. For the largest sample
size, however, also Bal-St-GrBoost produces biased probability estimates.
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Figure 3.6: Distribution of predicted probabilities with sample size n = 1000 and im-
balance level q = 0.1 for the two versions of the ensemble, and for St-GrBoost. The black
and white bars show the relative frequency of true events and non-events in each bin,
respectively. In the upper panel these are stacked, such that the total height represents
the relative frequency of both events and non-events in each bin. The red bars show the
histogram of the true probabilities.

3.3.3 Distribution of probabilities
With no correction of the imbalance in the training set, the standard stochastic gra-
dient boosting algorithm, St-GrBoost, mostly assigns probabilities close to zero – for
both events and non-events. Even if these probabilities tend to be higher for true
events, as implied by this algorithm’s relatively good ranking ability, the absolute
differences between them tend to be small. Figure 3.6 shows histograms of the pre-
dicted probabilities assigned in all test sets for the case with sample size n = 1000
and imbalance level q = 0.1. The black (white) bars show the fraction of true events
(non-events) in each bin, while the red bars indicate the relative frequency of true
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Figure 3.7: Distribution of predicted probabilities within each class at different boosting
iterations M , in the sample used to update the model (fit) and in the independent test set
(test). In the top two rows the size of the training set n = 100, in the two bottom rows
n = 10000. The imbalance level is q = 0.05 in both cases. The vertical lines indicate the
25th, 50th and 75th percentile of each distribution.
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probabilities in each interval. It is noted that the distribution of the true probabilities
here is heavily concentrated at the endpoints; the true probabilities are in the lowest
bin for almost all non-events (< 0.1) and in the highest bin (≥ .09) for almost all
events. The distribution of true probabilities is connected to the complexity of the
forecasting problem in Chapter 3.3.4.

In this case, St-GrBoost assigns probabilities below 0.1 for about 90 percent of
the cases, including almost 40 percent of the true events. In contrast, the ensemble
approach using summation as an aggregation method, St-Ensemble, predicts proba-
bilities clustered at 0 and 1. While this distribution’s bimodal shape is similar to that
of the true probabilities, St-Ensemble too often predicts probabilities in the highest
range (≥.09), which also was suggested by the calibration plots in Figure 3.5. About 25
percent of the observations are assigned probabilities in this range, including about 20
percent of the non-events. In other words, St-Ensemble succeeds in identifying (by as-
signing a high event probability) most events, but not without also giving a high event
probability to many true non-events. These histograms explain both the difference in
the true positive rate obtained by the two algorithms, and the better performance of
St-GrBoost in terms of overall bias and Brier score. These two algorithms, St-GrBoost
and St-Ensemble, define the two extremes with respect to the distribution of predicted
probabilities. The other undersampling methods tend to more frequently assign prob-
abilities between zero and one, exemplified by St-Ensemble-Avg in the centre column
of Figure 3.6.

The observed differences in the distribution of the predicted probabilities are ex-
plained by the margin-maximising property of the boosting algorithm and the differ-
ences in the data used to fit the models. As described in Chapter 2.1.1, minimising
the binomial loss function encourage predicted probabilities close to zero and one. As
new trees are added to the model, the predicted probabilities become lower in regions
where there are many observed non-events, and higher in regions where there are
many events. In the training set, where the true outcomes are known, all cases can be
correctly classified with increasing confidence, as more iterations are run. However,
applying the same rule to a set of new observations, the algorithm’s class membership
assessment might not be correct. The increasing confidence thus translates not only
to ‘very correct’ predictions, but also to ‘very wrong’ predictions.

Now, this mechanism is the same for all procedures – the predicted probabilities
will tend to one or zero. The differences between the algorithms are due to the
different samples used to fit the models. To illustrate these differences, Figure 3.7
shows the distributions of the predicted probabilities at different boosting iterations,
in the sample used to fit the model and in the test samples. For DS-St-GrBoost and
the two versions of the ensemble, only non-events that are included in the downsized,
rebalanced samples are included in the former sample. The upper panel shows the
case with a sample size of n = 100, the bottom n = 10000.

Firstly, these plots show how the predicted probabilities tend to one and zero in
the samples used to fit the models. There are two exceptions. For the smallest sample
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size, the fitted probabilities of St-Ensemble-Avg are close to uniformly distributed
after 500 iterations. This is simply because all non-events used to fit any ensemble
member are included in this plot. Each ensemble member has seen all the events, and
the ensemble therefore confidently assign these high probabilities. All the members
do not see the every non-event, and the average predictions for these cases vary from
zero to one, just as for the non-events in the test sets. The second exception is for
St-GrBoost when using the largest sample size. Here, the distribution of true events
still moves right after 500 iterations. With this large sample size, many iterations are
required before reaching a perfect fit. This holds in general for all procedures: with
the larger sample size, the distributions of predicted probabilities move at a slower
rate. For the smallest sample size, it is likely an easy task to find a combination of
the many variables that perfectly separate all the observed cases. This encourages
large updates, and few trees are needed before a perfect fit is reached. Thus, after a
small number of iterations, the model’s updates become small, since the fit cannot be
substantially improved. Increasing the sample size, the algorithms are presented with
a more densely populated predictor space. These observed cases are then not as easy
to separate, and more trees are needed in order to fit the observed samples perfectly.

The degree to which the classifiers can separate events and non-events in the test
sets does also depend heavily on the sample size. When only 100 observations are used
to fit the models, the distributions of probabilities assigned events and non-events in
the test sets are almost perfectly overlapping, despite being perfectly separated in the
samples used to fit the model. This means that variables that separate observations
from the two classes in the training samples, not does so in the test samples. Again,
a perfect fit on the training sample does not imply that the prediction rules also
apply to new samples. In particular, very few test sample cases are given high event
probabilities by St-GrBoost and Bal-St-GrBoost. Blagus and Lusa (2017) attribute
this bias towards the majority class to the variable selection done when trees are
grown. Variables with large observed differences between the two classes are likely
used to define splits in the boosted trees. If these differences do not exist or are
overestimated, the splits will apply poorly to new samples. However, the differences
between the two classes will be poorly estimated, due to the few events. The largest
differences are likely overestimated, and the split values will be sat too close to the
observed events.

Consequently, future events are likely to fall into regions where most of the ob-
served cases are non-events and thereby assigned low event probabilities. When under-
sampling the majority class, there is no such bias towards the majority class. Instead,
the predicted probabilities in the test sample mostly are far from zero and one. This
suggests that, when undersampling the majority class, leaving few examples to learn
from, most of the prediction space is not explored. New samples fall into regions
far from the observed cases, where no confident prediction can be made because no
similar cases were seen when the model was fitted. When using the largest sample
size, the distribution of predicted probabilities is very similar in the training and test
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Table 3.10: Cost matrix for a two-class classification problem

True event, y = 1 True non-event, y = 0

Investigate, D = 1 c, cost of control c, cost of control
Not investigate, D = 0 G, cost of undetected fraud case 0

samples, suggesting that the prediction rules are substantially improved.
Finally, these plots illustrate and help understand the strange behaviour of Bal-

St-GrBoost. When sample size is small, it quickly fit to the few true events. Running
more iterations, however, it is exposed to more and more non-events, and the fit seems
more like that of St-GrBoost. When sample size is large, more trees are required to
separate all the true events from the non-events, even if all the events are used to
fit all trees. After 500 iterations, the predicted probabilities are similar to that of
the undersampling-based approach, DS-St-GrBoost. Since the undersampling bias
in the probabilities assigned by this algorithm differs across boosting iterations, it is
not apparent what misclassification costs a given threshold value reflect. Here, the
threshold value 1/2, which was used for all the undersampling-based approach, has
already been shown to be a poor choice when sample size is small (see Figure ??).
The undersampling bias is then not present, and the trade-off between true and false
positives is more similar to that of St-GrBoost. However, when sample size is large, or
to some extent when the number of iterations are few, there is an undersampling bias
present. In these cases, the bias-corrected threshold value seems more appropriate.

3.3.4 Illustration: Varying the cost of misclassification

For practical purposes, the relative performance of classifiers in terms of the AUC
and g-means might not be fully descriptive. These metrics do not address the relative
cost of false positives versus false negatives. This section provides a simplified cost-
based analysis illustrating how the relative cost of misclassification gives different
answers to which classifier is the preferred one.

In fraud detection, models like those applied here can be used to help identify
cases that are most likely fraudulent, and that should be investigated more closely.
Manual investigation typically requires large human resources, and controlling every
single instance might not be economically feasible. The potential benefit of controlling
a case manually needs, therefore, to be considered against the cost. The expected loss
is minimised by controlling cases for which the expected benefit is greater than the
expected cost of doing no control. When the cost of control is high relative to the
economic benefit of detection, one will seek to minimise the number of false positives,
even if it implies more false negatives. On the other hand, if not detecting true
fraudulent cases is costly, a large number of cases should be detected.

As shown in Chapter 2.1.2, the optimal decision in from a cost-minimising per-
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spective might be formulated as a threshold value for the probability of being a true,
fraudulent case. These probabilities need to be predicted. Bias in the predicted prob-
abilities will also lead to biased decisions. Previous sections of this chapter have shown
that the undersampling methods tend to overestimate the probabilities. These will
therefore overestimate the expected loss, and suggest to control cases where the true
expected cost are low. The no-undersampling procedure, St-GrBoost, on the other
hand, tends to underestimate the probabilities and will thereby suggest to control too
few cases. The following presents a simple example of a cost scheme illustrating the
trade-off between false positives and false negatives and how it is affected by the bias
in the predicted probabilities of the different boosting procedures evaluated in this
thesis.

Suppose L is the economic loss associated with a fraudulent case, for example
tax withdrawn or a false insurance claim. Let G be the amount with which the
loss is reduced by detection. Detecting a true fraudulent case will thus reduce the
economic loss to L−G. The difference between L and G captures a potential trade-
off between the benefit of reclaiming the loss and the cost of not doing so. For an
exaggerated insurance claim, for example, the cost of ensuring that the insured is paid
the correct compensation can be high relative to the loss taken by simply ignoring it.
Alternatively, if L is tax withdrawn, G might represent the amount of tax it is realistic
to retrieve. If G = L, then the economic loss associated with a true fraudulent case
is fully compensated if detected. Let c be the cost of doing manual control, assumed
constant, and define the indicator variable D equal to one if a case is investigated
and 0 otherwise. The classification costs associated with the assignments to manual
control can then be written as a function of c,

Cost(c) =
n∑
i=1
{(1−Di)YiGi +Dic}

(3.1)

where n is the total number of cases. Importantly, the size of the economic loss, Li,
does matter for the overall economic cost of fraudulent behaviour, it does not affect
the cost of classification and is therefore not relevant for deciding whether or not to
investigate. Given a true fraudulent case, the loss can be reduced by Gi at the cost c.
In other words, by doing no investigation, you risk losing what is saved by detection,
namely Gi. The amount Li − Gi is lost either way, and does not matter for the
investigation decision. As shown in the cost matrix in Table 3.10 both true and false
positives then come at cost c, while the cost of an undetected, true fraudulent case, a
false negative, is G.

For manual investigation to be economically beneficial, investigation should min-
imise the expected costs. The expected costs of investigation and no investigation for
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the ith case are given by,

Investigate: c

Not investigate: E[(YiGi|Xi = xi] = p(xi)Gi

The optimal optimal decision is thus to investigate the ith case if

c < p(xi)Gi ⇔ p(xi) > c/Gi = τi

The threshold value for the event probability is thus low when the cost of investiga-
tion c is low, or when Gi is high, i.e. for a low cost of false positives relative to false
negatives. Both suggest that many cases should be investigated, including those with
a relatively low probability of being truly fraudulent. On the other hand, high investi-
gation cost, or small detection benefit, makes the optimal decision more conservative.
This means that only the cases that are most likely to be truly fraudulent should be
investigated.

In real applications, the cost and benefits of detection may vary from case to
case. This variation leads to different threshold values for each case. If these are not
known, not only the event probability p(x) but also the threshold value τi needs to be
estimated, leading to increased uncertainty. In the following is assumed, for simplicity,
that the cost of not detecting a true fraudulent case are known and constant for all
cases, and it is normalized to one, such that Gi = 1. Replacing the true probabilities
p(xi) with the predicted p̂(xi), the investigation decision is then defined by

Di =

1 if p̂(xi) > c

0 otherwise.

The results are shown in Figure 3.8. Only the setting with a moderate training
sample size of n = 1000 and level of imbalance q = 0.1 is considered. The leftmost
plot shows the total cost associated with each algorithm, defined in (3.1), whereas the
rightmost plot shows the number of investigated cases (out of 1000 test sample cases),
both plotted as a function of c. As a reference, the results using the true probabilities
p(x) are plotted as the black, whole line.

The two extremes are defined by a cost of investigation c equal to zero and one.
In the first case, all the true fraudulent cases are detected at no cost. In the second,
where c = 1, the cost of an investigation is equal to the cost of not detecting a
true fraudulent case. Therefore no cases are investigated. Since the loss of a true
event is normalised to one, the total cost is, in that case, qn = 100. When the cost
of a manual investigation is low relative to the gain of detecting a true fraud case
(c < 0.2)), implying a low cost of false positives, the undersampling based methods
result in somewhat lower overall cost compared to the no-undersampling St-GrBoost
procedure. The latter assigns low probabilities to a great share of the test sample cases,
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Figure 3.8: Total cost and number of investigated cases when using probability estimates
from each algorithm to decide whether or not to perform manual control, as described
in the text. The black, whole lines indicate the optimal decision rule, using the true
probabilities. Note that the x-axis is on the square root scale.

including relatively many true events. This results in few cases being investigated,
some of them true events, even when the cost of an investigation is low. Therefore,
when the cost of false positives low, this procedure leads to the highest overall cost.
The ensemble approach, St-Ensemble, is associated with the lowest overall cost for
values of c below 0.2, i.e. when the cost of an investigation is less than 20 percent of
the amount saved by detection. This procedure does assign high event probabilities
also to many truly non-fraudulent cases. While this is be beneficial when the cost of
false positives c is low, it results in the highest cost by far when c increases and the
many truly non-fraudulent cases sent to control becomes more costly.

3.3.5 Alternative parameters
Boosting iterations M
The results reported above are conditional on using the same number of boosting
iterations, M = 500. This was chosen as a number where all algorithms performed
reasonably well in terms of the AUC in the moderate data setting (n = 1000, q =
100), as described in Chapter 3.2. While the number of iterations was shown not
to impact the AUC greatly, as long enough were run, the number of iterations did
affect the class-specific accuracies for two of the algorithms, the Bal-St-GrBoost and
the no-undersampling St-GrBoost. As the number of iterations increased, their true
positive rates decreased while their true negative rates increased. Cases which at early
iterations were classified as events were thus, assigned lower probabilities, crossing the
threshold and ended up classified as non-events. In Chapter 3.3.3, this was attributed
to the loss function, encouraging predictions close to zero and one, together with
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prediction rules generalising poorly from the training samples to the test samples.
Further, the sample size was shown to have a great impact on how large the model
updates are after a certain number of iterations. This suggests that the optimal
number of iterations depends not only on the criterion one wants to optimise, but also
on the imbalance level and the sample size.

The number of iterations is the main tuning parameter of the boosting algorithm.
Optimally, it should be chosen by monitoring the performance of the algorithms on
an independent validation set. In real applications, this means to leave a subset of
the observed data out of the training set, thereby reducing sample size. When data
availability is limited, as in the high-dimensional setting, this can seriously compromise
performance. An alternative tuning strategy is to estimate the number of iteration
using cross validation (CV). With CV, the training data is divided into k folds. The
model is repeatedly fitted on all but one of these folds, and performance is tested on
the observations in the last fold. The parameter that maximises performance on the
held-out observations, here the number of iterations, is then used to fit the model on
the full training set. CV is computationally burdensome, since it involves fitting each
model k times.

Due to the high computational cost, a study of the performance of the models
when tuning the number of iterations with cross-validation is not carried out on the
simulated data. However, independent validation sets for the moderate simulation
setting is available in this case, if only for the moderate data setting. In the following
these data are again used to tune the number of iterations, but now all numbers
between 1 and 500 are evaluated and the g-mean and the AUC considered separately
for each algorithm. The exact number that optimises the performance of each of these
metrics, is then used to predict outcomes in all test samples for all the nine simulation
settings. This exercise illustrates to which extent knowledge about the performance
in one data setting is useful in alternative settings. This simulate real sitation where,
for example, the classifiers are trained on samples of varying size across time, or when
data for validation are available, but with different imbalance levels. In addition,
the optimal performance of the models are evaluated. That is, using the number of
iterations (between 1 and 500) that maximises these criteria in each test set. These
are not known in practice, but provide as a reference for the best possible performance
of each algorithm.

The results are reported in Table 3.11. The first thing to note is that the best
performance is obtained with St-Ensemble or St-GrBoost, independent of how the
number of iterations is chosen. Secondly, the differences in AUC with respect to the
different tuning strategies are very small, including the use of the optimal number
of iterations, at least for these two algorithms. This suggests that alternative tuning
strategies would likely not result in better ranking ability of the algorithms. The
differences between St-Ensemble or St-GrBoost are small also when evaluating the
maximum AUCs obtained. There are only substantial differences when using the
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smallest sample size and the imbalance is severe, again in favour of St-GrBoost. Hence,
the conclusion that undersampling does not substantially improve St-GrBoost ability
to rank cases, holds.

In terms of the g-mean, on the other hand, better results would have been achieved
if the optimal number of iterations was known. The differences are largest for St-
GrBoost and Bal-St-GrBoost. In particular, at its best, St-GrBoost does better than
St-Ensemble when the imbalance is severe and the sample size low (q = 0.05, n = 100).
This contrasts the results after 500 iterations, that were reported previously in this
chapter. With St-GrBoost and Bal-St-GrBoost, the g-mean can be improved by using
the number of iterations that optimised the performance on the validation data, but
only for the moderate sample size and for the two most severe imbalance level.

No subsampling
Decreasing the sample size reduces the ranking ability of all classifiers, shown above
by the lower AUC for the smaller sample sizes. This section shows that a better
ranking ability can be obtained by increasing the subsampling rate α controlling the
size of the subset used to compute each model update, but only when the imbalance
is severe (q = 0.05).

Stochastic gradient boosting the model use only a fraction α of the training sam-
ple to fit each tree added to the model (see Chapter 2.3.4). In the above-reported
results, the value of α is sat to 1/2. This means that each model update is computed
on only half of the observations in the training sample size. When combined with
undersampling of the majority class, subsampling dramatically reduces the number of
observations used to compute model updates. Suppose, for example, that the training
sample consists of 100 observations, of which 5 are true events. The downsized, bal-
anced training sample used to fit the model then includes only 10 observations. With
a subsampling factor α equal to 1/2, only half of these is used to compute the model
update.

Table 3.12 shows average AUC of the algorithms when applied with a subsampling
rate α = 1/2 and no subsampling (α = 1). Only the case with a training sample size
of n = 100 is considered. Note that Bal-St-GrBoost is excluded, as the subsampling
rate is not a parameter of this algorithm (see Chapter 2.4). When the imbalance
is severe (q = 0.05), the two undersampling-based procedures, the DS-St-GrBoost
and St-Ensemble algorithm, both obtain higher AUC with no subsampling (α = 1).
Also, these algorithms seem to reach the optimal AUC with fewer boosting iterations
without subsampling, suggesting that better ranking ability can be achieved at a lower
computational cost. The greatest improvement is seen in the ensemble approach. This
approach still benefits from randomisation, which is introduced by fitting boosting
models on multiple downsized samples. The standard algorithm, St-GrBoost, on the
other hand, always do better with subsampling. However, even if the ranking ability,
as measured by the AUC, is improved for the undersampling-based methods, it is still
not better than that of the standard algorithm St-GrBoost.
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Figure 3.9: Distribution of the log-odds ηi = β0 + x>i β and the probability of events
p(xi) = (1 + exp(−ηi))−1 using two different coefficient vectors. Note that the y-axis is
on the square roots-scale in the rightmost plots enhancing smaller values. Top row: With
the coefficients β drawn from N(0, 1). Bottom row: With half of the elements of β drawn
from N(0, 0.033), the remaining half sat equal to zero. The share of events q is 0.1.

For the two less severe imbalance levels, all procedures do worse in terms of AUC
with no subsampling (compared to α = 1/2).

Increasing the complexity of the classification problem
In the baseline simulation setting evaluated until now, there is very little overlap
between the distributions of true probabilities in the two classes, as shown by the
histograms of Figure 3.6. This section compares the classification performance of
the boosting algorithms when applied to a more complex classification problem, with
greater overlap between the two distributions.
As discussed in Chapter 2.2.2, the separability of the two-class distributions may
greatly impact classification performance. The separability of the distributions refers
to the degree to which events and non-events differ in their characteristics x. If they
are very different, there will be subsets of the predictor space where the outcome
can be assumed to belong to either class with a high degree of certainty. If there is
no overlap between events and non-events, finding a good classification rule is not
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necessarily complicated by class imbalance as long as there are sufficient observations
from both classes in the training sample.

In the high-dimensional setting, it is not easy to illustrate and investigate sepa-
rability in predictor space. When data are simulated, and the true probabilities are
known, the distribution of these probabilities does, however, indicate the complexity
of the classification problem. Here, the dependent variable Y is the outcome of a
Bernoulli trial with a probability of success conditional on a given set of covariates x.
This trial is the only source of uncertainty. If most of the probabilities lie close to one
for the events and zero for the non-events, as is the case in the problems considered in
the above, this means that p(x) in most cases almost perfectly predicts the outcome
y. Simulating data such that a larger share of the observations have true probabilities
in the range between one and zero increases the uncertainty and thus lead to a tougher
prediction problem.

Given the data simulation strategy taken in this thesis, the distribution of prob-
abilities can be flattened by adjusting the coefficient vector β. For the same set of
predictors, reducing the magnitude of the coefficients will bring the linear predictor
η(x) = β0 + xβ closer to zero, thereby p(x) closer to 1/2. The impact of reducing
the magnitude of the coefficients is illustrated in the histograms in Figure 3.9. The
histograms in the left column show the distribution of the log-odds, the linear pre-
dictor η(xi), together with the logistic function that converts these into probabilities,
defined in Equation (2.25). The histograms of the corresponding probabilities are
shown in the right column. The proportion of events in each bin is coloured black and
of non-events white. The sum of these is the total fraction of observations in each
bin, indicated by the total height of the two bars. Note that the y-axis in the right
column is one the square root-scale, in order to make small values more visible.

In the top row, the coefficients are drawn from the standard normal distribution,
N(0, 1). This is the baseline simulation setting used in the results reported in the
previous parts of this chapter. For the imbalance level q = 0.1, illustrated in the figure,
this coefficient vector results in a wide distribution of the log-odds and a probability
distribution concentrated around zero and one. In the bottom row of Figure 3.9,
the magnitude of the coefficients are reduced by sampling these from a more narrow
distribution: Half of the coefficients are drawn from the normal distribution with
mean zero and standard deviation of 0.033. The other half is set equal to zero, and
have thus no impact on the outcome. The restrictions on the coefficients are applied
according to the group of dependence, in such a way that there is no dependence
between the covariates with coefficients restricted to zero and the predictors with
unrestricted coefficients. This alternative coefficient vector complicates the prediction
problem in two ways. Firstly, only half the covariates in x have a true impact on the
outcome. For these covariates, there will be a perfect overlap between the two class
distributions. Secondly, reducing the magnitude of the coefficients results in a more
narrow distribution of the linear predictor x>i β. A larger share of the observations
will thus have log-odds close to zero, or probabilities close to 1/2, as shown in the
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Figure 3.10: Distribution of predicted probabilities with sample size n = 1000 and
imbalance level q = 0.1 for the two versions of the ensemble, and for St-GrBoost. The
black and white bars show the relative frequency of true events and non-events in each bin,
respectively. In the upper panel, these are stacked, such that the total height represents
the relative frequency of both events and non-events in each bin. The red bars show the
histogram of the true probabilities.

bottom-right corner of the Figure 3.9.
Table 3.13 report the results in terms of the AUC and the g-mean obtained at

different boosting iterations. Only the case with the two smallest sample sizes are
evaluated (n = 100 and n = 1000). When met this new problem, all the four classifiers
tend to obtain lower AUCs, suggesting that their ability to rank events higher than
non-events is reduced. The differences between the algorithms are again largest for
the smallest sample size (n = 100), in favour of St-GrBoost. Increasing the sample
size, St-Ensemble obtain an AUC marginally above St-GrBoost. Also, the g-mean is
reduced for all methods, but the relative performance is quite similar to that in the



3.4. SUMMARY 67

simpler problem – the ensemble tends to achieve the highest g-mean.
The distributions of the predicted probabilities for the two variants of the ensem-

ble and for St-GrBoost are shown in Figure 3.10. The figure is an analogue to Figure
3.6. Even if the distribution of the true probabilities is changed, the distribution
of the predicted probabilities looks very similar for each of these three algorithms.
The summation based ensemble, St-Ensemble, rarely assigns probabilities in the in-
terval (0.1, 0.9) and too frequently assign very high probabilities giving rise to many
false positives. The no-undersampling procedure, on the other hand, assign very few
probabilities above 1/2, but when it does, it is almost always right.

3.4 Summary
This chapter have presented results from a simulation study where the stochastic
gradient boosting algorithm, St-GrBoost, have been compared to the three modified
boosting algorithms proposed by Blagus and Lusa (2017): Bal-St-GrBoost, DS-St-
GrBoost and St-Ensemble. The performance of the algorithms has been studied on
simulated data with three different imbalance levels and three different training sam-
ple sizes. The results show that in the high-dimensional high-imbalance setting, the
standard algorithm, St-GrBoost, mostly predicts a very low probability of the test
sample cases being events and thereby assigns very few cases to the minority class,
even at a relatively low threshold value (equal to the imbalance level q). This leads
to a large difference in the class-specific accuracies, in favour of the majority class.
Two of the modified algorithms, St-Ensemble and DS-St-GrBoost, obtained a better
balance between the class-specific accuracies and was shown to perform better than
St-GrBoost in terms of the g-mean.

The non-events are in the majority, and predicting a low event probability is
usually the best guess. The St-GrBoost therefore tend to dominate with respect to the
Brier score, but is beaten by the Bal-St-GrBoost when sample size is small. While the
performance on average is good, both these two procedures are shown to underestimate
the event probability among the cases assigned the lowest probabilities unless the
sample size is large. The other undersampling based approaches tend to overestimate
the event probability. In a simplified analysis with varying misclassification costs, it
was shown that, when false negatives are costly relative to false positives, the St-
GrBoost assigns to few cases to the class of events and are associated with higher
classification costs than the St-Ensemble and DS-St-GrBoost. When the relative
cost of false positives increases, the St-GrBoost is associated with substantially lower
classification costs.

The St-Ensemble and DS-St-GrBoost algorithms have the advantage of not being
very sensitive to the number of iteration run. Undersampling the majority class,
substantially decreases sample size, and few trees are required to obtain a perfect fit
to the training sample. Therefore, the updates of the model are small after relatively
few iterations. Bal-St-GrBoost and St-GrBoost, on the other hand, exclude no non-
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events from the sample used to fit the model. The model updates are therefore
substantial also after relatively many observations, and the model fit becomes more
and more biased toward the numerous class of non-events. The performance of these
procedures is therefore very dependent on the number of iterations run. The number
of iterations is the main tuning parameter of the boosting procedure. It was sat by
evaluating the performance on independent validation sets with a moderate sample
size and imbalance level. While this strategy is simple, and result in relatively good,
but somewhat below optimal, performance of all procedures in terms of AUC, the
number of iterations maximizing the g-mean varies substantially across the different
simulation settings for Bal-St-GrBoost and St-GrBoost. For these two algorithms,
the classification performance could have been improved if the number of iterations
was optimized for each data setting. The extent to which a better tuning procedure
could improve the classification performance of these two algorithms is not studied
here. The results of Blagus and Lusa (2017) do, however, suggest that estimating the
number of iterations using CV is not very precise when the sample size is small.

Even though the distribution of predicted probabilities is concentrated around
zero, the highest AUC is obtained with St-GrBoost when the sample size is low and
the imbalance severe. The higher, or only marginally lower, AUC of St-GrBoost
thus indicates that the proposed undersampling strategies do not, in general, im-
prove the ranking ability of the stochastic gradient boosting procedure. Also when
presented with a more complex prediction problem with an increased the overlap be-
tween the two classes, the St-GrBoost obtain the highest AUC. This result contrasts
those of Blagus and Lusa (2017), which in their simulation experiments showed that
St-Ensemble obtained higher AUC than St-GrBoost, independent of the sample size
and the problem-complexity. It should be noted that they did not evaluate imbalance
levels below 0.1, and that the ratio between the number of covariates and the sample
size was at most 10. In the simulation setting evaluated here, this ratio was 100 for
the smallest sample size.

There are other examples in the literature of undersampling not improving perfor-
mance. Liu et al. (2006) suggest that, on simple problems where standard methods
can obtain relatively high AUC, undersampling does not improve and might worsen
performance. Also Blagus and Lusa (2010), who tested the performance of multiple
classification methods (but not boosting), concluded that the benefit of undersampling
depends on the complexity of the problem, and in particular the level of imbalance.
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Table 3.11: Average AUC and g-mean using the optimal number of iterations (Opt.),
the number of iterations optimal for the center data setting (q = 0.1, n = 1000) and 500
iterations. The best values are shown in bold.

Bal-St-GrBoost DS-St-GrBoost St-Ensemble St-GrBoost

q n Opt. Tune 500 Opt. Tune 500 Opt. Tune 500 Opt. Tune 500

g-mean 0.05 100 0.49 0.29 0.29 0.54 0.51 0.51 0.55 0.52 0.52 0.58 0.47 0.46
0.05 1000 0.79 0.63 0.57 0.83 0.81 0.81 0.84 0.83 0.83 0.84 0.79 0.68
0.05 10000 0.89 0.86 0.85 0.89 0.87 0.88 0.90 0.88 0.89 0.90 0.87 0.88

0.1 100 0.59 0.37 0.37 0.68 0.66 0.66 0.71 0.70 0.70 0.63 0.53 0.52
0.1 1000 0.79 0.69 0.66 0.81 0.79 0.79 0.82 0.81 0.81 0.81 0.79 0.75
0.1 10000 0.85 0.83 0.83 0.85 0.83 0.84 0.86 0.85 0.85 0.86 0.83 0.85

0.2 100 0.71 0.61 0.61 0.73 0.72 0.72 0.77 0.76 0.76 0.73 0.69 0.69
0.2 1000 0.83 0.81 0.81 0.85 0.83 0.84 0.86 0.85 0.85 0.85 0.83 0.83
0.2 10000 0.87 0.86 0.86 0.87 0.85 0.86 0.87 0.86 0.87 0.87 0.83 0.86

AUC 0.05 100 0.69 0.66 0.66 0.58 0.55 0.55 0.60 0.57 0.57 0.78 0.77 0.77
0.05 1000 0.91 0.91 0.90 0.89 0.89 0.89 0.91 0.91 0.91 0.93 0.92 0.92
0.05 10000 0.95 0.95 0.95 0.95 0.95 0.95 0.96 0.95 0.96 0.95 0.95 0.95

0.1 100 0.75 0.74 0.74 0.75 0.73 0.73 0.79 0.78 0.78 0.79 0.78 0.78
0.1 1000 0.89 0.88 0.88 0.88 0.88 0.88 0.90 0.90 0.90 0.90 0.90 0.90
0.1 10000 0.93 0.92 0.92 0.92 0.92 0.92 0.93 0.93 0.93 0.93 0.92 0.93

0.2 100 0.84 0.84 0.84 0.81 0.81 0.81 0.85 0.85 0.85 0.85 0.84 0.84
0.2 1000 0.93 0.92 0.93 0.92 0.92 0.92 0.93 0.93 0.93 0.93 0.93 0.93
0.2 10000 0.94 0.93 0.94 0.94 0.93 0.94 0.95 0.94 0.95 0.94 0.94 0.94

Table 3.12: AUC at different boosting iterations (M = 50, 100, 500). Averaged over all
test sets. Standard-deviation in parantheses. Bold indicate best value.

DS-St-GrBoost St-Ensemble St-GrBoost

q α 50 100 500 50 100 500 50 100 500

0.05 0.5 0.53 0.55 0.55 0.55 0.56 0.57 0.75 0.76 0.77
(0.06) (0.07) (0.07) (0.07) (0.07) (0.08) (0.06) (0.06) (0.06)

1 0.59 0.59 0.59 0.65 0.65 0.65 0.73 0.74 0.74
(0.09) (0.09) (0.09) (0.09) (0.09) (0.09) (0.06) (0.06) (0.06)

0.1 0.5 0.73 0.73 0.73 0.78 0.78 0.78 0.77 0.78 0.78
(0.05) (0.05) (0.05) (0.03) (0.03) (0.03) (0.04) (0.04) (0.04)

1 0.66 0.66 0.66 0.73 0.73 0.73 0.74 0.75 0.76
(0.06) (0.06) (0.06) (0.05) (0.05) (0.05) (0.04) (0.04) (0.04)

0.2 0.5 0.79 0.80 0.81 0.84 0.85 0.85 0.82 0.84 0.84
(0.04) (0.04) (0.04) (0.03) (0.03) (0.03) (0.03) (0.03) (0.03)

1 0.75 0.77 0.77 0.82 0.83 0.83 0.80 0.81 0.82
(0.04) (0.04) (0.04) (0.03) (0.03) (0.03) (0.02) (0.02) (0.02)
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Table 3.13: Average AUC and g-mean at different boosting iterations (M =
100, 300, 500).

Bal-St-GrBoost DS-St-GrBoost St-Ensemble St-GrBoost

q n 100 300 500 100 300 500 100 300 500 100 300 500

g-mean 0.05 100 0.21 0.16 0.15 0.49 0.49 0.49 0.48 0.48 0.48 0.39 0.39 0.39
0.05 1000 0.72 0.61 0.53 0.77 0.78 0.78 0.80 0.81 0.81 0.77 0.69 0.62
0.10 100 0.45 0.37 0.36 0.55 0.55 0.56 0.58 0.58 0.59 0.51 0.52 0.52
0.10 1000 0.77 0.71 0.67 0.78 0.79 0.79 0.80 0.81 0.81 0.80 0.77 0.75
0.20 100 0.62 0.54 0.54 0.66 0.66 0.66 0.70 0.70 0.70 0.63 0.63 0.63
0.20 1000 0.77 0.75 0.73 0.77 0.77 0.77 0.79 0.79 0.79 0.77 0.77 0.76

AUC 0.05 100 0.56 0.57 0.56 0.50 0.50 0.50 0.50 0.50 0.50 0.70 0.71 0.71
0.05 1000 0.87 0.87 0.86 0.85 0.86 0.86 0.88 0.89 0.89 0.87 0.88 0.88
0.10 100 0.74 0.74 0.74 0.58 0.59 0.59 0.63 0.63 0.64 0.78 0.78 0.78
0.10 1000 0.88 0.88 0.88 0.87 0.87 0.87 0.89 0.89 0.89 0.88 0.89 0.89
0.20 100 0.77 0.77 0.76 0.72 0.73 0.73 0.77 0.77 0.77 0.77 0.78 0.78
0.20 1000 0.86 0.87 0.86 0.85 0.85 0.86 0.87 0.87 0.87 0.86 0.86 0.86



Chapter 4

Application to real data:
VAT-fraud

Complementing the simulation experiment presented in Chapter 3, the classifiers are
applied to real data on Value Added Tax (VAT) fraud collected by the Norwegian
Tax Administration. The chapter starts with a brief description of the classification
problem and the data at hand, before comparing the performance of the medicated
boosting procedures to the standard algorithm.

4.1 Problem description
4.1.1 The Value Added Tax (VAT)

The Value Added Tax (VAT) is a tax on consumption of goods and services. Sellers
collect this tax on behalf of the government, as a percentage on the price of their
products. The tax should be paid by the final consumer, and firms are therefore enti-
tled to deduction for the VAT they pay on purchases for their business activity. The
VAT a restaurant pays a farmer when buying vegetables, for example, is deductible.
The amount of VAT the restaurant is obliged to pay the government is the difference
between the VAT they charge on their sales and the tax they have paid for vegetables,
as well as other inputs. In this way the tax is paid by the final consumer – the guests
at the resturant – but collected by all firms engaged in the production, who collect
tax for the value they add to the product.

VAT fraud is a type of tax evasion. Firms that should, but not do charge VAT, or
charge it but deliberatively fail to pay the government, are examples of VAT fraud.
Also overstatement of deductible expenses is an example of fraud. Detecting VAT-
fraud is important to secure the incomes of the state, but also for maintaining the
public confidence in the tax system (Hussain et al., 2015).

All Norwegian firms or self-employed with a turnover above a certain threshold
are obliged to register in the VAT register, pay the government VAT and report

71
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Figure 4.1: Number of observations and amount of missing values in the VAT-data.
Left: The black bars shows the number of observations in each period in the original data,
whereas the white and red points the number of observations in the largest possible subsets
with imbalance levels of 0.05 and 0.1, respectively. Right: Share of missing values for each
variable in the data set. The red line shows the overall proportion of missing data points.

information about their sales as well as deductible expenses regularly.1 For the tax
administration, controlling these statements is a major task. Realistically, only a
small share of them can be controlled manually. Developing good predictive models
for identifying which cases that most likely contains errors is thus important.

4.1.2 Description of the data
The data set provided by the The Norwegian Tax Administration includes examples
of firms’ VAT reporting. The data are collected at 39 different time points, making a
total of more than 50 000 observations. The variable of interest is a binary indicator
for whether or not there are errors in the reported information. These are not all
examples of true, intended fraud cases. Also inconsistencies from unintended mistakes
made in the reporting are labelled as events. The number of events, cases where there
are indeed errors in the reporting, is about 20 percent.

More than 500 control variables are included in the data set. These include sensi-
tive information on firms and their owners, and the data set is therefore anonymised.
It is not stated exactly what information each single variable holds, but the variables
are categorised based on the type of information. These categories include informa-
tion about the firms’ VAT report at the current and at previous time periods, as well
as background information on each firm. When each factor variable is expressed as a
set of binary indicators for each level, the exact number of control variables is 650.

There is a large share of missing values in the data, about 30 percent of the data

1https://www.skatteetaten.no/en/business-and-organisation/vat-and-duties/vat/how-vat-works/

https://www.skatteetaten.no/en/business-and-organisation/vat-and-duties/vat/how-vat-works/
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points. The XGBoost procedure used in this thesis handles missing values by defining
a ‘default direction’ in which observations with values missing are sent through each
boosted regression tree. This is described in Chapter 2.3.3. Therefore there is no
need to do any imputation for the missing variables. As an additional experiment,
the results of XGBoost’s default alogrithm are compared to median imputation. With
median imputation, the missing values of a variable are replaced with the median of
the observed values. For the factor variables, however, missing values are treated as
an additional level in both cases. As all factor variabels are expressed as a set of
indicators for each level, there will thus be an indicator for whether or not the value
is missing.

Unfortunately, this data set is not a good example of the high-dimension high-
imbalance setting in focus of this thesis. The number of events are relatively high,
with an overall share of about 0.2. The number of covariates is small relative to the
number of observations; where high-dimensional problems are characterised by more
covariates than observations, the number of observations in the VAT data set is more
than double the number of covariates in most periods. Therefore the classifiers are
applied only to stratified subsamples of the data, as explained in the following section.
This is certainly not the optimal use of real data. Due to the special circumstances
that characterised this spring, however, the decision to use data already available was
made.

4.1.3 Data manipulation
As in the simulation experiment presented in Chapter 3, different combinations of
imbalance and sample size are considered for the VAT data. The imbalance level q,
here referring to the exact share of events, is sat equal to 0.05 or 0.1 in both the
training and test set. The sample size of the training data, n, is either sat equal to
100 or 650. With 650 covariates, the ratio p/n thus varies from 1 to 6.5.

The time dimension is accounted for by using data from one period only when
training the classifiers. The classifiers’ performance is tested on a subset of the data
from the next time period, where some randomly selected true events are excluded in
order to obtain the correct imbalance level. Since the number of cases in each period
varies, the test samples will be of different sizes. The leftmost plot in Figure 4.1 shows
the number of observations in each period. The black bar indicate the number in the
original data, whereas the red and white points show the sample size in each period
after excluding the number of events necessary to obtain the right imbalance. The
size of these sets vary from below 1000 to more than 2500. To account for differences
in precision due to the varying test sample size, weights proportional to the number
of cases in each test set are used when averaging the results.

Data from seven periods are excluded from both testing and training, as the num-
ber of observations in these periods is too small to obtain the right training sample
sizes. That leaves 31 pairs of train-test sets, as data from the first period will be used
for training only and data from the last period only for testing.
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4.2 Results
This section compare the performance of the classifiers when applied to the VAT-data.
The same parameters for the boosting algorithms as in the simulation experiment is
used. These are shown in Table 3.1.

Figure 4.2 shows that also on these data, the standard stochastic gradient algo-
rithm, St-GrBoost, obtains a lower prediction accuracy in the minority class. The
gap between the true positive and negative rate is increasing as more iteration is run.
Two of the undersampling based approaches, DS-St-GrBoost and St-Ensemble, better
balance between the accuracy in the two classes.

The classifiers’ performance in terms of the g-mean and the AUC, are shown in
Table 4.1. Results after 50, 100, and 300 boosting iterations are averaged over all test
sets, with weights proportional to the number of iterations in each test set. As a
reference, the performance of each classifier when trained on the full data sample in
each training period is plotted in the two bottom rows of the table. The decreasing true
positive rates of Bal-St-GrBoost and St-GrBoost, result in g-means declining when
more iterations is run. The St-Ensemble algorithm shows the best performance in
terms of the g-mean. There is one exception for the largest sample size and least severe
imbalance level, where St-GrBoost obtains higher g-mean than the ensemble, but only
when running 50 iterations. As in the simulation experiment, the ability to rank events
higher than non-events is not improved by undersampling. On average, the standard

Bal−St−GrBoost DS−St−GrBoost St−Ensemble St−GrBoost

0 100 200 300 400 500 0 100 200 300 400 500 0 100 200 300 400 500 0 100 200 300 400 500
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Figure 4.2: Class specific prediction accuracies plotted as functions of the number of
boosting iterations, for events (red) and non-events (black). The bold lines show the
weighted average over all test samples. The imbalance level is q = 0.04 and the training
sample size n equals 100 in the upper row and 650 in the bottom row.
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Table 4.1: Average AUC and g-mean at different boosting iterations (M = 50, 100, 300).

Bal-St-GrBoost DS-St-GrBoost St-Ensemble St-GrBoost

q n 50 100 300 50 100 300 50 100 300 50 100 300

g-mean 0.05 100 0.40 0.30 0.24 0.49 0.50 0.50 0.53 0.54 0.54 0.31 0.31 0.31
0.05 650 0.51 0.47 0.36 0.53 0.54 0.54 0.55 0.56 0.56 0.56 0.54 0.48
0.1 100 0.43 0.37 0.27 0.51 0.52 0.52 0.51 0.52 0.52 0.46 0.39 0.37
0.1 650 0.55 0.54 0.47 0.55 0.55 0.55 0.58 0.58 0.58 0.58 0.57 0.54

AUC 0.05 100 0.54 0.54 0.54 0.55 0.55 0.55 0.57 0.57 0.57 0.58 0.59 0.59
0.05 650 0.58 0.59 0.58 0.56 0.56 0.56 0.58 0.59 0.59 0.61 0.61 0.60
0.1 100 0.53 0.53 0.53 0.54 0.54 0.54 0.55 0.55 0.55 0.56 0.56 0.56
0.1 650 0.60 0.61 0.59 0.57 0.58 0.58 0.61 0.61 0.61 0.62 0.62 0.60

g-mean mean max 0.60 0.61 0.60 0.59 0.60 0.59 0.61 0.61 0.61 0.60 0.61 0.61
AUC mean max 0.66 0.66 0.65 0.64 0.64 0.64 0.66 0.66 0.66 0.66 0.66 0.65

St-GrBoost obtains the highest AUC for all imbalance levels and sample sizes. The
ensemble approach, St-Ensemble, shows the best performance of the undersampling-
based procedures. The differences between this algorithm and the St-GrBoost are
small for the largest sample size. Nonetheless, even the highest AUCs are rather low,
indicating a poor performance of all methods. The average AUC varies between a
minimum barely above 0.5 at worst, the value associated with a random guess, to
somewhat above 0.6 in the best cases. For comparison, the AUC obtained when using
all data available in each period is around 0.65.

With respect to the number of boosting iterations, there are small changes in
the AUC when sample size is small. Using the largest sample size, Bal-St-GrBoost
and St-GrBoost show AUCs decreasing when more iterations are run for the largest
sample size, suggesting that there is a risk of running too many iterations. In real
applications, the optimal number of iterations has to be estimated, and the risk of
suboptimal performance due to uncertainty about this number should be considered
when evaluating the procedures. Results from estimating M with cross validation
(CV) presented below, suggest that St-GrBoost also then obtains the highests AUC
when sample size is small, but not the highest g-mean.

When it comes to the reliability of the predicted probabilities, as measured by the
Brier score (BS), the no-undersampling standard St-GrBoost stands out as the best
performing procedure, according to Table 4.2. Again, this result should be expected as
this metric favours models that do well in predicting the majority class, as discussed
in Chapter 3.3.2. There is a small, but negative bias, which increases when more
iterations is run. In this table the bias refer to the difference between the average
predicted probability and the average outcome in the test set, as the true probabilities
are not known. For the simulation experiment, the average difference between the
predicted and true probabilities was reported. For large sample sizes, however, there
should be no difference. Of the undersampling-based approaches, the Bal-St-GrBoost
again obtains the lowest Brier score and smallest bias.
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Table 4.2: Average Bias and BS at different boosting iterations (M = 50, 300).

Bal-St-GrBoost DS-St-GrBoost St-Ens-Avg St-Ensemble St-GrBoost

q n 50 300 50 300 50 300 50 300 50 300

BS 0.05 100 0.13 0.07 0.24 0.28 0.23 0.26 0.34 0.39 0.05 0.05
0.05 650 0.18 0.10 0.27 0.35 0.24 0.30 0.37 0.42 0.05 0.05
0.1 100 0.17 0.13 0.27 0.32 0.24 0.29 0.36 0.42 0.10 0.11
0.1 650 0.21 0.15 0.26 0.30 0.24 0.27 0.34 0.39 0.09 0.10

Bias 0.05 100 0.17 0.03 0.36 0.38 0.39 0.41 0.32 0.37 -0.03 -0.03
0.05 650 0.33 0.11 0.41 0.41 0.41 0.40 0.37 0.39 -0.00 -0.01
0.1 100 0.19 -0.00 0.33 0.36 0.32 0.36 0.27 0.34 -0.03 -0.05
0.1 650 0.32 0.16 0.38 0.36 0.37 0.35 0.32 0.33 -0.00 -0.01

4.2.1 Tuning the number of cross-validation with cross validation
The results above show that the number of iterations run is crucial for the performance
of the algorithms, and in particular St-GrBoost and Bal-St-GrBoost. In practical
applications, the number of iterations need to be estimated and the risk of suboptimal
performance due to the uncertainty about this number should be considered when
evaluating the procedures. The following present results from using cross-validation
(CV) to estimate the optimal number of iterations. This CV-procedure was outlined
in Chapter 3.3.5. The procedure is repeated for each period in the data set.

Table 4.3: Average AUC and g-mean using the optimal number of iterations (Opt.), the
number of iterations estimated with CV and at 300 iterations. The best value for each
situation is shown in bold.

Bal-St-GrBoost DS-St-GrBoost St-Ensemble St-GrBoost

q n Opt. CV 300 Opt. CV 300 Opt. CV 300 Opt. CV 300

g-mean 0.05 100 0.45 0.23 0.24 0.54 0.48 0.50 0.56 0.44 0.54 0.53 0.39 0.31
0.05 650 0.55 0.50 0.36 0.57 0.52 0.54 0.58 0.55 0.56 0.60 0.53 0.48
0.1 100 0.47 0.39 0.27 0.54 0.48 0.52 0.54 0.50 0.52 0.54 0.44 0.37
0.1 650 0.58 0.55 0.47 0.58 0.54 0.55 0.60 0.58 0.58 0.61 0.57 0.54

AUC 0.05 100 0.58 0.54 0.54 0.58 0.55 0.55 0.60 0.57 0.57 0.61 0.58 0.59
0.05 650 0.61 0.57 0.58 0.59 0.56 0.56 0.60 0.58 0.59 0.64 0.60 0.60
0.1 100 0.56 0.53 0.53 0.56 0.54 0.54 0.57 0.55 0.55 0.58 0.56 0.56
0.1 650 0.62 0.60 0.59 0.60 0.58 0.58 0.62 0.61 0.61 0.64 0.61 0.60

Table 4.3 reports the AUC and g-mean using the number of iterations estimated
with CV, as well as maximum values over the first 500 iterations (Opt.) and the values
obtained using 300 iterations. These results suggest that using CV is no guarantee
of good performance. All procedures perform poorer when using the cross-validated
number of iterations, not only compared to using the optimal number, but often also to
using 300 iterations. Simply setting an high number can therefore be better compared
to using CV, at least for St-Ensemble and DS-St-GrBoost. Notably, St-GrBoost can
obtain the highest g-mean, when the optimal number of boosting iterations is used,
but this number is poorly estimated by CV. When the optimal number of iterations
is not known, St-Ensemble most often return the highest g-mean. St-GrBoost most
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Figure 4.3: The AUC and g-mean using the optimal (red) and CV-estimated (black)
number of iterations. The box plots indicate the median, and the 25th and 75th percentile
of the distribution, as well as the the range of the most extreme values within ±1.5 of the
IQR (black, vertical line).
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Table 4.4: Average number of iterations used for maximizing AUC and g-mean.

Bal-St-GrBoost DS-St-GrBoost St-Ensemble St-GrBoost

q n Opt. CV 300 Opt. CV 300 Opt. CV 300 Opt. CV 300

g-mean 0.05 100 39.9 53.6 300.0 148.7 75.7 300.0 144.5 96.5 300.0 7.4 17.9 300.0
0.05 650 49.5 48.0 300.0 142.6 120.3 300.0 164.7 102.1 300.0 76.9 48.8 300.0
0.1 100 40.2 48.5 300.0 160.4 69.3 300.0 111.9 79.7 300.0 12.4 59.2 300.0
0.1 650 58.0 53.4 300.0 192.3 217.1 300.0 124.2 166.7 300.0 68.1 70.3 300.0

AUC 0.05 100 41.9 87.6 300.0 56.1 141.7 300.0 42.8 113.8 300.0 87.5 127.8 300.0
0.05 650 107.4 105.0 300.0 129.8 136.1 300.0 164.6 145.5 300.0 106.9 91.2 300.0
0.1 100 83.8 156.5 300.0 44.1 74.4 300.0 41.0 99.0 300.0 71.9 187.3 300.0
0.1 650 104.7 141.7 300.0 137.8 213.0 300.0 177.5 216.3 300.0 82.3 132.1 300.0

often obtains the highest AUC also when using CV.
The number of iterations required for maximizing the g-mean and the AUC are

shown in Table 4.4. For the two algorithms for which choosing the right number of
iterations is most crucial, Bal-St-GrBoost and St-GrBoost, CV tends to overestimate
the optimal number of iterations, at least when the sample size is small.

There is a great variance in the performance on the different test sets, in particular
when sample size is low. This is illustrated in Figure 4.3. The figure compare the
distribution of the AUC and the g-mean using the optimal number of iterations and
the CV-estimated number.

4.2.2 Imputation of missing values
There is a great number of missing values in the data. The XGBoost algorithm used
to fit the boosted models handle missing values by assigning to each split a default
direction, see Chapter 2.3.3. In Figure 4.4, the AUC obtained with this standard
method is compared to the use of median imputation, as described in Chapter 4.1.2.
The figure shows that, while there might be differences in each separate test set, there
is on average very small differences between the two methods. Closer investigation of
what characterises the pairs of training and test sets where median imputation leads
to higher AUC is not carried out.

4.2.3 Differences in AUC between the test sets
The overall performance of the classifiers on the Value Added Tax (VAT) data is rather
low. There are, however, large differences in the AUC obtained in the different test
sets, seen both by a large variation in the class specific accuracy in Figure 4.2 and
by the distributions of the AUC and the g-mean shown in Figure 4.3. The scatter
plots in Figure 4.5 suggests that the AUC each algorithm obtains in each period is
highly correlated – in samples where St-GrBoost does better, also the undersampling-
based approaches tend to do so. Figure 4.6 shows the maximum AUC obtained by
St-GrBoost in each test set plotted against different characteristics of the test and
training samples. These characteristics includes the number of observations in the
test sets, as well as the level of imbalance and the proportion of missing values in the
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Figure 4.4: Maximum AUC with and without median imputation of missing values, in
the case with sample size n = 100. The darker grey color, the more data points is missing.
The bold, red line shows the weighted average.

in the complete, original data set from each period. No strong relationship between
these characteristics and the performance of St-GrBoost is suggested by these plots.
There are no clear patterns that could explain the difference in performance between
the test sets for the undersampling-based procedures, either.

4.3 Summary
This chapter has compared the classification performance of the three modified boost-
ing algorithms applied to VAT-data from the Norwegian Tax Administration. With
a relatively high proportion of events and low dimensionality, the original data set is
not very representative for the high-dimensional high-imbalance situation in focus of
this thesis. Therefore, the algorithms have been applied to stratified subsamples of
the data with two different imbalance levels, using two different training sample sizes.

The relative performance of the algorithms on the VAT-data is similar to that seen
in the simulation experiment. The the standard, no-undersampling stochastic gradient
procedure (St-GrBoost) can return the highest g-means, but only for an appropriate
number of boosting iterations. Compared to this procedure, the undersampling-based
algorithms, except from Bal-St-GrBoost, balance the true and false positive rate bet-
ter, thereby obtaining higher g-means. The ability to rank cases is not improved by
undersampling, seen by the AUC being either lower or similar to that of St-GrBoost.
The undersampling-based approaches, with the notable exception of Bal-St-GrBoost,
have the advantage of not being sensitive to the number of iteration run. Estimating
the optimal number of iterations with CV is not very precise when sample size is low
or the imbalance severe.
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Figure 4.5: The AUC obtained with each of the three undersampling-based algorithms
in each test set, plotted against the AUC obtained with St-GrBoost. The red line denote
the diagonal line.
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Figure 4.6: The AUC obtained with St-GrBoost for the case with imbalance level q = 0.1
and sample size n = 650 plotted against different characteristics of the test and training
sets. The red lines show local regression lines.
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There is a large variance in the performance between the different periods, which
is not explained by basic characteristics of the data, and the overall performance is
rather low. The low performance might partly be due to the response variable: this
is an indicator for all possible errors in the firms’ VAT-reports. Therefore the events
include not only true examples of intended tax avoidance, but also accidental errors
due to mistakes or misunderstandings. The latter can be of both signs – there might
be cases where firms have collected less VAT than they were supposed to, including
true fraudulent cases, and others were too much VAT is collected. Even though it
could be of interest to identify both deliberatively falsified data and unintended errors,
detecting these might be very different problems. Making one rule that predict both
events is difficult if these differ in the observed characteristics. Fitting different models
for each event could then be a better option. The variable performance could also be
due to differences in data quality from period to period. For example could varying
capacity to control the data, or changes in the routines related to data collection
explain such variation.
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Chapter 5

Conclusion

Motivated by the fraud detection problem, this thesis has studied three modified
boosting algorithms proposed by Blagus and Lusa (2017) for high-dimensional high-
imbalanced classification problems: Bal-St-GrBoost, DS-St-GrBoost and St-Ensemble.
The performance of the algorithms has been compared to that of the standard stochas-
tic gradient boosting algorithm (St-GrBoost) when applied to simulated data, as well
as real data on VAT-fraud provided by the Norwegian Tax Administration. In both
cases, the covariates included a mixture of continuous and discrete variables, and data
with varying degree of imbalance and dimensionality were used. The Gaussian copula
was used to simulate such data, and a logistic model was assumed for the conditional
event probabilities.

In the high-dimensional, high-imbalanced setting, the standard algorithm, St-
GrBoost, was shown to assign few cases to the class of events, resulting in a low
true positive rate and high true negative rate. With the notable exception of Bal-St-
GrBoost, the undersampling-based approaches produced more positive predictions,
increasing the true positive rate, at the cost of a lower true negative rate. While re-
ducing the overall prediction accuracy, the St-Ensemble obtained the highest g-means
for all sample sizes and imbalance levels, if only marginally for the largest sample
size. Nevertheless, St-GrBoost achieved the highest AUC for the smallest sample size
and the most severe imbalance level, and otherwise similar AUCs to St-GrBoost. The
stochastic gradient boosting algorithm’s ability to rank true events higher than non-
events, is thus not generally improved by the proposed undersampling strategies. Nor
when increasing the complexity of the classification problem, the ranking ability of
the standard algorithm was improved by undersampling. These results contrast the
simulation study of Blagus and Lusa (2017), where all the proposed algorithms were
shown to improve over St-GrBoost, both in terms of the g-mean, and in terms of
the AUC. They did not consider imbalance levels below 0.1, however, neither as high
dimensionality as here.

Whereas St-GrBoost tended to underestimate the event probability, at least when
sample size was small, DS-St-GrBoost and St-Ensemble overestimated the event prob-
abilities and were as a result shown poorly calibrated. From a cost perspective, over-
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estimating the event probability is preferable when the cost of a false positive is low
relative to that of a false negative. In a simplified illustration, using the St-Ensemble
algorithm to predict fraudulent behaviour resulted in the lowest overall classification
cost when the relative cost of a false positive to a false negative was less than 20
percent. Increasing the relative cost, St-GrBoost was the better choice.

Importantly, these results are conditioned on running the same number of boosting
iterations for all algorithms and sample sizes. The number of iteration is the main
tuning parameter of the algorithm, and was chosen based on the results obtained
on independent sets of data with a moderate imbalance level and sample size. This
number optimized the ranking ability (AUC) of the algorithms, but both Bal-St-
GrBoost and St-GrBoost showed better performance in terms of g-mean when using
a lower number iterations. As long as the fit can be improved in the training data,
increasing the number of iterations has the effect of pushing the predicted probabilities
towards zero or one. The better the fit, the smaller impact has each update of the
model. On small samples, few iterations are required for obtaining a perfect fit to
the observed caeses. Since undersampling substantially reduces the effective sample
size, model’s updates are insignificant after relatively few iterations. The classification
performance of DS-St-GrBoost and St-Ensemble is therefore not very sensitive to the
number of iterations – as long as enough iterations are run, its performance neither
improves nor deteriorates. With St-GrBoost and Bal-St-GrBoost, no samples are
excluded from the training set, and the model’s updates tend to be substantial also
when a large number of iterations are run. In particular, the bias towards the class
in majority becomes more and more severe. The results reported in Blagus and
Lusa (2017) suggest that the appropriate number of iterations can only be estimated
when the sample size is large. Due to the high computational costs of CV, this was
not considered for the simulated data. The insensitivity to the number of boosting
iterations is an advantage of St-Ensemble.

The relative performance of the algorithms on the VAT-data was similar to that
on the simulated data. Using cross-validation to estimate the number of boosting
iterations, the standard procedure tends to obtain the highest AUC, while St-Ensemble
showed the best performance in terms of the g-mean. For the largest sample size and
least severe imbalance levels, all procedures showed improved performance, and the
differences between the algorithm were small. The overall performance was, however,
relatively poor. The low performance might partly be explained by the fact that
the true outcomes in these data are not only true examples of fraudulent behaviour,
but include all cases where there are likely errors in the VAT-report. These errors
can originate from indented tax evasion, or be unintended errors, which likely are
associated with very different characteristics.

The best algorithm for fraud detection in the high-dimensional setting, conse-
quently, depends on what need the classifier should fulfil. If classification is of primary
interest and identifying the most fraudulent cases important, then St-Ensemble is the
best choice. When an accurate ranking of new cases has the highest priority, then
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better results are obtained using the standard procedure, St-GrBoost.
Exactly what characteristics of the data or implementation of the modified algo-

rithms that explains why the same improvement over St-GrBoost observed by Blagus
and Lusa (2017) is not seen here is not obvious, and what characterizes problems for
which undersampling is beneficial is left for further research. The large differences
in performance with respect to the size of training data suggest for improvement of
the proposed algorithms that preserving sample size is essential for imbalanced, high-
dimensional classification problems. While undersampling is a simple and efficient
way to remove the bias towards the majority class, it drastically reduces sample size.
A straightforward extension to the analysis completed here could be to keep more
non-events in the samples used to fit the models, by resampling larger subsets where
the imbalance is not fully removed. Also an comparison to alternative strategies for
addressing the problem of imbalance, such as weighting schemes giving larger weight
to the class of interest, would also be an interesting analysis.
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Chapter A

Appendix

A.1 Derivation of minimum criteria for the expected loss

As stated in Chapter 2.1, the model f(x) approximates the minimizer of the the
expected loss, f∗(x), defined by the minimisation problem

f∗(x) = arg min
f(x)

Ey|x[L(Y, f(X))|X = x]

= arg min
f(x)

{
p(x)L(1, f(x)) + (1− p(x))L(0, f(x))

}

where p(x) = Pr(Y = 1|x). The following derive the solution to this minimisation
problem for the exponential and binomial loss function.

A.1.1 The exponential loss function, L(y, f(x))) = e−(2y−1)f(x)

The conditional expectation is written,

E[L(y, f(x))|x] = E[e−(2Y−1)f(x)|x]
= p(x)e−f(x) + (1− p(x))e+f(x).

The first-order derivative with respect to f(x) is

∂E[L(y, f(x))|x]
∂f(x) = −p(x)e−f(x) + (1− p(x))e+f(x)

Setting to the first-order derivate equal to zero, and solving for f(x) gives the result
in Equation 2.3,

p(x)
1− p(x) = e2f(x) ⇔ f(x) = 1

2 log p(x)
1− p(x)
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Or, equivalently,

p(x) = ef(x)

1 + e−f(x) = 1
1 + e−2f(x)

A.1.2 The binomial loss function, log(1 + e−γ(2y−1)f(x))
Similarly to the above,

E[L(y, f(x))|x] = E[log
(
1 + e−γ(2y−1)f(x)

)
|x]

= p(x) log
(
1 + e−γf(x)

)
+ (1− p(x))

(
1 + e+γf(x)

)
∂E[L(y, f(x))|x]

∂f(x) = p(x) −γe
−γf(x)

1 + e−γf(x) + (1− p(x)) γeγf(x)

1 + eγf(x)

= p(x) −γe
−γf(x)

1 + e−γf(x) + (1− p(x)) γ

1 + e−γf(x)

Setting to the first-order derivate equal to zero, and solving for f(x) gives the result
in Equation 2.3,

p(x)
1− p(x) = eγf(x) ⇔ f(x) = 1

γ
log p(x)

1− p(x)

Or, equivalently,

p(x) = eγf(x)

1 + eγf(x) = 1
1 + e−γf(x)

Minimising the binomial loss function is the same as maximsing the log-likelihood of
a Bernoulli distributed variable. With p(x) = 1/(1 + e−γf(x)), the log-likelihhod is
given by

`(f(x)) = y log p(x) + (1− y) log(1− p(x))

= y log
(

p(x)
1− p(x)

)
+ log(1− p(x))

= y log eγf(x) − log(1 + eγf(x))

=

log eγf(x)

1+eγf(x) = − log 1 + e−γf(x) if y = 1
− log 1 + e+γf(x) if y = 0

Thus,

−`(f(x)) = log(1 + e−γ(2y−1)f(x))



A.2. R-CODE 91

A.2 R-code
A.2.1 Sampling from the Gaussian copula

# function: sample_from_gauss_copula

# Sample a designmatrix X drawn from the gaussian copula

#

# @param n number of observations

# @param covmat (numeric) a p x p covariance matrix of gauss copula

# @param marg (character) a p-length character vector with marginal distributions in c("norm", "binom", "binom_imb", "gamma")

# @param isChol (bolean) argument of mvnfast::rmvn: TRUE if covmat is cholesky decomposed covariance matrix

# @return a n x p matrix with variables sampled from gaussian copula

#

sample_from_gauss_copula <- function(n, covmat, marg, isChol, ncores = 1){

p <- NROW(covmat)

z <- u <- x <- array(NA, c(n, p)) # init

if(!length(marg) == p) stop("marginal distribution vector does not match dimension of covariance matrix")

if(!all(marg %in% c("norm", "binom", "binom_imb", "gamma"))) stop("marg includes invalid distribution names")

# draw fram multivariate normal

z <- mvnfast::rmvn(n,

mu = rep(0, p),

sigma = covmat,

isChol = isChol,

ncores = ncores)

# convert to std uni distrib variables (PIT) -- these are draws from gauss copula

indx <- marg == "norm"

u[, !indx] <- pnorm(z[, !indx])

# apply marginal distributions by inverse transform sampling

x[, indx] <- z[, indx]

indx <- marg == "binom"

x[, indx] <- 1*(u[, indx] < .5)

indx <- marg == "binom_imb"

x[, indx] <- 1*(u[, indx] < .1)

indx <- marg == "gamma"

x[, indx] <- qgamma(u[, indx], shape = 2, scale = 2)

rm(u, z)

gc()

return(x)

}
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A.2.2 Estimate intercept
# function: estim_intercept

#' find intercept such that mean probability equals q

#' @param q level of imbalance -- excepected outcome/mean probability

#' @param xblist list of vectors x%*%beta (in order to have more obs than allowed length of array)

#' @param c stopping criteria for difference mean(px)-q

#' @param seq_b0 initial search sequence

#' @param verbose if TRUE print details about searchsequence at each iteration

estim_intercept <- function(q, xblist, c = 10^-4, seq_b0 = -100:0, verbose = TRUE){

imax <- 100

diff <- comp_colMeans_list(lapply(xblist, vlogistic, b0 = seq_b0))-q # diff between avg prob for each b0-value and q

which_min <- which.min(abs(diff))

b0 <- seq_b0[which_min]

for(i in 1:imax){
if(verbose) cat("\n Iteration", i-1, "Intercept b0 =", b0, "Diff = ", sprintf("%.1e", diff[which_min]),

"Crit-val = ", c, "Search step = ", diff(seq_b0)[1], "Range = ", range(seq_b0))

if (abs(diff[which_min])<c) { # abs diff below thresholdval - return current estimate b0

break

}else{ # update search seq

if(!b0 %in% range(seq_b0)){ # current estimate not in endpoints - make grid finer

seq_b0 <- seq(seq_b0[which_min-1], seq_b0[which_min+1], length.out = length(seq_b0))

}else{ # current estimate in endpoints - adjust range of grid

seq_b0 <- b0 - sign(diff[which_min])*c(0:length(seq_b0)) # if sign(diff)>0 <=> mean(px)>q, need to decrease beta0

}

# find val in seq_b0 that minimizes diff

diff <- comp_colMeans_list(lapply(xblist, vlogistic, b0 = seq_b0))-q

which_min <- which.min(abs(diff))

b0 <- seq_b0[which_min]

if((which_min == 1 & diff(seq_b0)[1] < 10^-10) | (i==imax & abs(diff[which_min])>c)){
# stop if grid is very fine or maximum iterations is reached

cat("\nSearch for beta_0: iteration i = ", i, "/", imax, "b0 = ", b0, " Diff = ",

diff[which_min], " c = ", c, " search_step = ", diff(seq_b0)[1], "\n")
stop("Number of iterations exceeds limit. Adjust initial b0 sequence")

}
}

}
return(b0)

}

# auxiliary functions

logistic <- function(b0 = 0, xb) 1/(1+exp(-b0-xb)) # logistic function

vlogistic <- Vectorize(logistic, "b0") # evaluate logistic function for vector intercept values b0, returns matrix

comp_colMeans_list <- function(list){ # compute column means across multiple matrices in a list

nrows <- sapply(list, NROW)

# compute columnsums in each matrix -

# matrix where element (r, c) = colsum of rth column in cth matrix

colsums <- sapply(list, colSums)

# compute average in rth column across all matrices

colmeans <- 1/length(list)*colsums%*%cbind(1/nrows)

return(colmeans)

}
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A.2.3 Boosting algorithms
# function: run_xgb

#' fit a boosted model with xgb.train and predict outcomes

#' @param dtrain xgb.DMatrix with training data

#' @param dtest xgb.DMatrix with test data

#' @param params list of variable parameters

#' @param algo character indicating which algorithm to use

#' @param nrounds number of boosting iterations

#' @param m_out vector indicating at which boosting iterations predictions should be made

#' @param nthreads number of parallel threads used to run XGBoost

#' @param is_return_train fitted values on training data returned if TRUE

#' @return a xgb-model object

#'

run_xgb <- function(dtrain, dtest, params, algo, R = ifelse(grepl("ens", algo), 10, 1), nrounds, m_out = 1:nrounds,

nthreads = NULL, is_return_train = FALSE, save_name = "xgb_model", save_period = 10){
## prep

y <- getinfo(dtrain, "label")

is_bal_ds_train <- algo %in% c("ds", "ens") # fit bst-mod on balanced train

is_bal_subsampl <- algo %in% c("bal", "balst") # fit each base learner on balanced train

params$subsample <- ifelse(algo == "bal", 1, params$eta) # do not subsample when using bal

xgb_obj <- function(preds, dtrain){ # objective

fx <- preds

y <- xgboost::getinfo(dtrain, "label")

losscrit <- params$losscrit

grad <- compute_gradient(fx, y, losscrit)

hess <- compute_hessian(fx, y, losscrit)

return(list(grad=grad, hess = hess))

}
xgb_params = list(disable_default_eval_metric = 1,

min_split_loss = 0,

max_depth = params$J,

min_child_weight = 1, # corresp to min number with sq loss

max_delta_step = 1, # maximum update

scale_pos_weights = ifelse(algo == "snone", sum(!y)/sum(y), 1),

lambda = 10^-16, # reg L2 term

nthread = nthreads,

learning_rate = params$v,

subsample = params$eta,

base_score = compute_base_score(y, params$losscrit),

objective = xgb_obj)

## fit boost model and predict scores

n_out <- NROW(dtest) + ifelse(is_return_train, NROW(dtrain), 0)

fx <- array(NA, dim = c(n_out, length(m_out), R, 1), # generate empty array for predictions

dimnames = list(NULL, paste0("M = ", m_out), NULL, algo))

# draw balanced subsamples if is_bal_ds_train = TRUE

if(is_bal_ds_train){
indx <- replicate(R, draw_bal(get_max_sample_size(y, .5), y, .5))

}else{
indx <- 1:NROW(y)

}
for(r in 1:R){ # for rth model of R sized ensample

if(is_bal_ds_train){
df <- xgboost::slice(dtrain, indx[, r])

}else{
df <- dtrain

}
# fit model

save_name_r <- paste0(save_name, "_r", sprintf("%02d", r))

if(is_bal_subsampl){ # draw subsamples for each boosting iteration manually

bst <- xgb.train_bal(q = .5,

params = xgb_params, data = df, nrounds = nrounds,

save_name = save_name_r, save_period = save_period, verbose = 1)

}else{ # not balanced subsampling

bst <- xgb.train(params = xgb_params, data = df, nrounds = nrounds,

save_name = save_name_r, save_period = save_period)

}
# predict

fx[1:NROW(dtest), , r, 1] <- sapply(m_out, function(m) predict(bst, newdata = dtest, ntreelimit = m))

if(is_return_train){
fx[(NROW(dtest)+1):n_out, , r, 1] <- sapply(m_out, function(m) predict(bst, newdata = dtrain, ntreelimit = m))

}
}
## aggregate predictions

fx <- colSums(aperm(fx, c(3,1,2, 4)))

## output

list <- list(test = fx[1:NROW(dtest), , , drop = FALSE],

indx_fit = indx,

xgb_params = bst$params)

if(is_return_train){
list$train <- fx[(NROW(dtest)+1):n_out, , , drop = FALSE]

}
return(list)

}
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# function: xgb.train_bal

#' fit a boosted model with xgb.train, but fit each base learner to a subsample with imbalance level q (share of events y = 1)

#'

#' @param q imbalance level of subsample drawn at each iteration (q=.5 for fully balanced sample)

#' @param params list of parameters for xgb.train

#' @param data a xgb.DMatrix

#' @param nrounds number of boosting iterations

#' @param save_name filepath of modelfile saved to disk

#' @return a xgb-model object

#'

xgb.train_bal <- function(q, params, data, nrounds, save_name, verbose, ...){

y <- getinfo(data, "label")

indx <- replicate(nrounds, draw_bal(get_max_sample_size(y, q), y, q)) # balanced subsamples including all events,

# size determined by number of events

# init: m = 1

df_sub <- xgboost::slice(data, indx[, 1])

bst <- xgb.train(params, df_sub, nrounds = 1, save_period = 1, save_name = save_name, ...)

# draw new subsamples and update model

for (m in 2:nrounds){
df_sub <- xgboost::slice(data, indx[, m])

bst <- xgb.train(params, df_sub, nrounds = 1, xgb_model = save_name, save_period = 1, save_name = save_name, ...)

if(verbose>0 & m%%100 == 0) cat("\nFinished fitting tree no.", m, "/", nrounds,

"dim df_sub = ", dim(df_sub),

"Memory used: ", pryr::mem_used(),

"Obj size:", pryr::object_size(bst))

rm(df_sub)

gc()

}
return(bst)

}

# auxiliary functions

compute_base_score <- function(y, losscrit){
log_odds <- log(sum(y))-log(sum(!y))

if (losscrit == "exp" | losscrit == "binom2") f0 <- .5*log_odds

else if (losscrit == "binom") f0 <- log_odds

else stop("Losscrit not defined")

return(f0)

}
compute_gradient <- function(fx, y, losscrit){

if (losscrit == "exp") g <- -(2*y-1)*exp(-(2*y-1)*fx)

else if (losscrit == "binom") g <- -y+1/(1+exp(-fx))

else if (losscrit == "binom2") g <- -2*y+2/(1+exp(-2*fx))

else stop("losscrit unknown")

return(g)

}
compute_hessian <- function(fx, y, losscrit){

if (losscrit == "exp") {
h <- exp(-(2*y-1)*fx)

} else if (losscrit == "binom"){
px <- 1/(1+exp(-fx))

h <- px*(1-px)

} else if (losscrit == "binom2"){
px <- 1/(1+exp(-2*fx))

h <- 4*px*(1-px)

}
else stop("losscrit unknown")

return(h)

}
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