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Abstract  

Cloud-hosted enterprise solutions are a great way for software providers to take advantage of 

the economics of scale. However, there are still locally hosted legacy systems providing value 

to organizations. Migrating these systems to the microservice architecture (MSA) and adding 

support for multi-tenancy allows providers to stay competitive with these older systems, by 

adding the benefits of microservices and supporting customization for different tenants. 

The goal of this paper is to look at the current approaches in the industry for migrating legacy 

applications to the MSA, and how to modify these approaches to achieve a customizable multi-

tenant application as a result. 

Based on a review of the current approaches used in the industry, we combine traits from three 

distinct approaches. Our approach aims to first migrate the application to the MSA, and then 

implement the changes and additional features necessary to support multi-tenancy and 

customization of the functionality in the microservices.  

We present the result through a case-study describing each step of our approach while applying 

it to an existing application following the Model-View-Controller pattern. Our approach 

focuses on three stages during the migrationg, analyzing and breaking down the application 

into small bounded contexts, transforming the existing infrastructure to fit the new architecture 

and implementing functionality from the contexts as separate microservice, and finally adding 

the necessary components to support customizable multi-tenancy.  

The case-study shows that with some modifications, we can adopt practices around migration 

from the industry to achieve a customization-ready microservice application. Our approach 

introduces the necessary additions to the application to apply other frameworks for customizing 

the functionality.   
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1 Introduction 

The goal for this thesis is to explore the current state of the art approaches for migrating a 

monolithic application to the microservice architecture and how these approaches need to be 

modified when the target application is both multi-tenant and customization ready. We compare 

the two architecture models and highlight the benefits and issues with both. Additionally, we 

look at how an application transition from single to multi-tenant and the challenges associated 

with this move. The rest of this chapter gives a short introduction to the two architecture types 

and the benefits and challenges associated with both of them.  

Monolithic applications have been the prevailing architecture for enterprise applications after 

the emergence of frameworks like J2EE1 around 2000. As a result of this, many legacy systems 

are performing and assisting in essential tasks in organizations. Large legacy enterprise 

solutions make use of monolithic architecture. It splits the application into three layers, 

presentation, logic, and persistence. Each of these layers can deploy on separate nodes within 

the company's infrastructure. 

Enterprise N-tier applications usually consist of three layers: 

• Presentation 

• Business Logic 

• Persistency 

The presentation layer is the UI of the application. It is the view that the user sees, and a way 

for them to interact with the business logic and persistence layer. The business logic or domain 

logic layer dictates how data can be created, changed, or stored. Storage is handled in the 

persistence layer by some form of a database. 

The focus of the thesis is primarily on the different approaches we can use to migrate to 

microservice architecture and how best to facilitate for further customizations of the business 

logic within these services in a multi-tenant context. 

 
1 https://www.oracle.com/java/technologies/appmodel.html 
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The monolithic architecture was a suitable solution in a highly centralized architecture, but with 

the emergence of cloud-based architecture and a shift towards remotely hosting applications 

reveals some of the difficulties associated with the monolithic architecture. 

To scale a monolithic application, the organization must deploy entire instances of the 

application, when a small component or cluster of components are experiencing performance 

issues. Deploying additional instances of entire applications are more costly than deploying a 

more targeted solution to the bottleneck. When developers introduce new changes to the 

application, the instances must be redeployed.  

By contrast, the MSA advocates splitting the application into multiple loosely coupled and 

highly cohesive units, so-called microservices, that one can independently deploy. The MSA 

alleviates some of the issues with the monolithic architecture. Large companies like Netflix and 

Spotify have already adopted the architecture for their services. With the high pace of evolution 

that these services need to retain their market share, a monolithic application would not be able 

to keep up with the competition when it comes to adding new functionality.  

The microservice architecture allows developers to build or dispose of individual services, 

without redeploying others. Comparing this to a 3-tier application where replacing a part of the 

application requires a full redeployment of the entire system.  

A core part of MSA is loose coupling [1] and a high degree of cohesion [2] in the individual 

services [3], allowing the teams to continuously develop their service, without much regard for 

other services or other teams. Communication between the services goes through a stable API. 

The API can be considered a way of hiding the internal complexity of the services, further 

detaching modules from each other. While the architecture pattern solves some of the issues 

associated with the monolith, it also introduces additional complexities. Individual service 

failures also need to be accounted for during the development of the system. How services 

handle the failure of other services that it relies on, the goal is to have a graceful degradation of 

service.  

Graceful degradation means that there is a backup in place should one or more service fail.  

These backups can either be additional instances of a service or specific routines in the 

application that allows for failures of a handful of services. Debugging, monitoring, and testing 

of an MSA system is also challenging. Monitoring is difficult since a call to a single service 
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can trigger a cascade of routines and actions on other services. Microservice applications solve 

this by introducing the so-called circuit-breaker pattern[4]. By introducing timeouts and circuit-

breakers based on retries and timeout duration, the pattern ensures graceful degradation should 

one or more service fail, either due to a crash or a timeout from one of the services.  

The MSA approach is not a “silver bullet” or “one size fits all” solution. While it helps remedy 

some of the limitations of a monolithic application, it also introduces additional complexities 

compared to the monolith. We split the benefits of microservices into two separate categories 

relating to architectural factors and operational factors[5]. We address some of the challenges 

with this architecture pattern in section 3.2.2 

Architectural factors include: 

• Increased scalability of the application; 

• Increased release frequency of new features and fixes; 

• A robust and reliable system that graciously handles errors; 

• Highly interchangeable , and replaceable components and modules; 

• Changes to individual components are not affecting the rest of the system. 

Operational factors include: 

• Resource efficiency  ; 

• Monitoring ; 

• Deployment. 

However, there are also challenges with this architecture type. The system, as a whole, becomes 

more complicated. Instead of dealing with a single codebase, developers now have multiple 

individual services to keep track of and understand. Microservices also introduce additional 

points of failure in a system, especially in a distributed context. Network latency and failures 

could affect one or more services resulting in degraded service for the application.  
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1.1 Research Method 

To gain an understanding of how the industry migrates applications to MSA, we perfom a 

literature review to answer the following questions: 

• RQ1: Are there any defined best practices when migrating from a monolithic application 

to a microservice architecture. 

o SUB RQ: If not, are there any similarities between the different approaches 

discovered during the literature review. 

• RQ2: How can the migration be performed to make the final architecture customization 

friendly in a multi-tenant context.  

The result of the literature review forms the basis for the implementation of the proof of 

concept. 

After the literature review, we propose a new approach taking inspiration from the approaches 

discussed. Application structure, model, and coupling are all factors that influence the approach 

and where we focus more effort during the migration. Finally, we apply our approach to the 

SportStore case-study. Detailing our process and discussing the final result. The approach 

comprises of three parts, reverse engineering the existing application, which includes analysis 

of the code, review of documentation, and grouping components into bounded context 

according to Domain-Driven Design(DDD) principles[6].  

The second part is the transformation of existing infrastructure and analysis of additional 

infrastructure needs for the new system. During this portion of the migration, we transform any 

reusable infrastructure from the existing application. The transformation includes deciding on 

a persistence solution and migrating the existing data, frameworks for the API gateway and 

authentication and authorization, and, finally, the orchestration solution between the services. 

The final part is the implementation, which we split into different phases depending on the size 

of the project. Since the application is relatively simple and structured, we dedicate a phase to 

each of the services we migrate, and a phase for implementing the new infrastructure for both 

the microservice aspect of the migration and the multi-tenancy aspect. 
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1.2 Result Summary 

We propose an approach for migration, with the goals of first migrating the system, and then 

implementing the necessary functionality to support multi-tenancy. The approach itself draws 

inspiration from multiple approaches discussed in the related work section of this thesis.  

The approaches we use are the Blueprint approach discussed by Wolff[7] combined with the 

generic re-engineering tool suggested by Kazman et al.[8]. The result is an approach that split 

the migration into three phases: Analyzing the existing application, transforming infrastructure, 

and implementing new services. The last two phases run in parallel, implementing the necessary 

infrastructure as the need arises from the services.  

During the analysis, we divide the application into bounded context. From these contexts, we 

extract functionality into separate service, adding and transforming the necessary infrastructure 

to support them in parallel. Finally, once we have extracted the core functionality from the 

application into individual services, we add support for multi-tenancy through the tenant 

manager, and an Identity and Access management system(IAM). 

During the first phase, we analyze the existing application. The goal for the analysis is to find 

the different contexts in the application; these contexts then serve as a starting point when 

extracting services from the existing application. We do a detailed breakdown of the application 

in section 6.2.1. The contexts we discover during the first phase contain shared resources. These 

are data models that multiple contexts share and use to implement the functionality of that 

context. The shared resources for the SportStore application are the product model with 

information about the products retrieved from a database—the cart line, containing products 

from the user's cart. And finally, the order model holding the cart lines from a shopping cart 

and necessary information about the user who placed the order.  

For the migration, we start by extracting services iteratively and implementing the needed 

infrastructure in tandem. The first service we extract is the product catalog. We move 

functionality from the existing controller to a new service. The remaining controller in the 

application is repurposed to serve as a proxy for the API gateway. Instead of making calls to 

the service directly, the controllers go through a single-entry point into the microservice system. 

The gateway handles rerouting based on the upstream endpoints that the controllers call and 

reroutes requests to the appropriate service and endpoint. After the first service, we start adding 
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the new infrastructure, before we migrate the second service we need to implement the message 

broker and set it up to facilitate orchestration between the services. We go through the process 

in detail in section 6.4. Once we have extracted all the functionality from the existing 

application, we start adding the support for multi-tenancy. This step includes setting up the 

tenant-manager, and the IAM with authentication and authorization.  

In the end, we have an application that follows the MSA principles, with a single database for 

each of the different services, and the tenant-specific data in those databases separated into 

documents. The services use the tenant manager and IAM to retrieve the customized endpoint 

for the tenant that the user belongs to and calls tenant-specific external functionality when the 

function in the main service has a customized endpoint registered. 

The result of the case study has been submitted to the Microservices 2020 conference.2 

  

1.3 Thesis Structure  

The thesis is structured as follows: In chapter 2, we present the motivation for why we need 

migration approaches that include multi-tenancy as a pillar of the approach, and the example 

application we use in the case-study. 

In chapter 3, we present the background information for the thesis. The chapter contains a 

general overview of the different architecture types and the associated challenges and benefits 

for both microservice architecture and monolithic architecture. Then we present a general 

overview of migration approaches, highlighting typical phases of the migration.  

Chapter 4 describes some of the different approaches used for the migration itself, and how 

these can be used to break down an application into individual microservices and how they are 

deployed and maintained using continuous integration and deployment tools. Section 4.1 

describes the migration approaches used to migrate applications. Section 4.2 describes the 

customization approaches for multi-tenant systems. 

 
2 https://www.conf-micro.services/2020 
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In chapter 5, we suggest a general approach for the migration, with the goals of moving to MSA 

first and then implementing the necessary additional components required to support multi-

tenancy.  

Chapter 6 goes into detail on how we perform the migration, first discussing the analysis and 

decomposition of the existing system.  We then describe the implementation of the additional 

infrastructure parts needed for both microservices and multi-tenancy—finally, the process of 

extracting and deploying functionality from the existing. 

In chapter 7, we discuss the results of the migration, highlighting trouble areas, and how these 

can be improved. 
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2  Motivations 

In this section, we look at the motivation for the thesis. We compared the benefits of the two 

architectures and how it aligns with current trends in software development. Finally, we look 

at what is lacking in the current literature and how this can be remedied, especially when the 

end-goal is a multi-tenant context.   

Monolithic applications have several limitations related to further development, maintenance, 

and scalability once the application reaches a certain size. Monolithic applications scale by 

deploying additional instances to accommodate added traffic or performance issues, as a result 

of this underutilized parts of the application is duplicated as well in addition to the parts that 

needed scaling. The functionality of the monolith that is not utilized still needs server resources 

incurring additional costs associated with hosting the application.  

As the development of monolithic applications progress and developers add additional 

functionality, the complexity and internal coupling within the monolith increases. The added 

complexity introduces the risk of adversely affecting other parts of the application when the 

functionality is expanded or changed. This phenomenon is known as software entropy, a term 

coined by Jacobsen et al.[9] 

Changes and additions to the monolith introduce another challenge with the architecture. 

Redeploying the monolith every time there is a fix to an existing issue or a new feature is added 

requires a full redeploy. Due to the scaling methods used for monoliths, redeploying all the 

affected instances takes time and inconveniences the users. 

Multi-tenant applications are a great way to take advantage of the economics of scale. By 

consolidating users with similar needs and isolating their data from one another, cost related to 

running and maintaining an instance of the service is reduced. A challenge with this approach 

is how does a software developer accommodate user-groups with different needs at different 

levels of the application. Updates, fixes, and further development of the product have an impact 

on all the users of it. Microservices solves this by deploying individual services that fit the 

needs of a single user, or a group of users without disrupting the day-to-day activities on the 

platform. 
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With multi-tenancy, we introduce the need to customize parts of the application to fit the needs 

of the individual tenants. A monolithic system is limited in the ways it can be customized for 

tenants; it requires modification of the behavior. In a MSA context, the modifications can be 

done outside of the main system, avoiding potential issues like malicious code compromising 

the data integrity for tenants and affecting the uptime of the application.  

Combining multi-tenancy and MSA allows us to take advantage of the economics of scale factor 

from multi-tenancy, and the benefits associated with MSA mentioned previously. There are 

approaches for migrating to MSA and transitioning a legacy application from single to multi-

tenant. However, combining and modifying some of the approaches to achieve a multi-tenant 

microservice system within a single migration cycle is not a focus of these approaches found 

during the review of the state of the art approaches.  
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3 Background 

This chapter describes the different architectural styles. Section 2.1 introduces the monolithic 

architecture as well as the benefits and challenges associated with that style of architecture. 

Section 3.2 focuses on the Microservice Architecture and the pros and cons of this architecture. 

Section 3.3 describes the general process of migrating between different architectures. Section 

3.4 focuses on how the industry decompose applications into small components that can then 

be implemented as services. Section 3.5 gives a brief description of multi-tenancy 

3.1 Monolithic Applications 

Monolithic applications have been the de facto way of developing software applications up until 

a couple of years ago. These applications contain all the necessary components required to 

perform a specific function. While they originally set out to maintain some level of modularity 

inside the application. Over time, this can break down as developers add additional functionality 

to the software, and complexity increased[10]. 

Monolithic applications contain solutions for presentation, logic, and persistence. They are 

deployed and maintained as a single piece of software or platform, which means that any 

changes or additions result in a full rebuild and re-deployment of the software. The technologies 

used in the monolith are chosen at the start of the project, and it is a universal choice, which 

means that the technology chosen at the start is used throughout the application, whether or not 

it is the best option for the problem.   

The way monoliths are deployed is one of the significant drawbacks of a monolithic 

architecture. Especially when a high frequency of feature releases is expected or even required 

to stay relevant in a fast-paced market. 
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Figure 1: Monolithic architecture  

 

Additionally, the challenges associated with maintaining an ever-growing monolith are many. 

As an application matures and expands, it accrues technical debt from suboptimal solutions to 

problems. Sub-optimal solutions are solutions to a problem that might have a short-term benefit, 

usually with regards to time or additional functionality, but that needs to be refactored at a later 

time.  

Through the lifespan of an application, the technical debt builds up until it reaches a critical 

point. Technical debt comes from less than optimal solutions to problems during the 
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development of an application, either from lack of discipline, understanding of the problem, or 

other outside factors like time pressure and stakeholders. 

Once the amount of debt reaches the critical point, it might trigger a large refactoring of several 

components in the application [11]. Refactoring does not add value for the end-user of the 

application or its shareholders. It is, however, an important task to keep the technical debt at a 

reasonable level. Scaling this kind of architecture introduces overhead or additional resource 

usage.  

According to a study done by the Standish Group in 2015, a large portion of the functionality 

in an application is rarely or never used. When scaling a monolithic application, less-used 

features scale along with the components that need additional performance [10]. 

 

3.1.1 Benefits of monoliths 

While there are some drawbacks associated with a monolithic architecture, it is still suitable for 

particular projects or applications. Generally, the monolithic architecture is used for initial 

proof of concepts for applications, or during the startup. Having everything centralized makes 

it easier for smaller teams to develop and evolve an application to the point where complexities 

and maintenance becomes a limiting factor. At that point, re-engineering the application to fit 

a different architecture might be needed to develop the software further [12]. 

Additionally, there are aspects related to storage that are simpler when working with a 

centralized system. One of the major problems with distributed systems, especially related to 

storage and persistence of data, is consistency and issues related to networking. A single 

database handles persistency in a centralized system. The centralized approach might introduce 

a set of problems of its own, but that is outside the scope of this thesis [13]. 

3.2 Microservice Architecture (MSA) 

Microservices are a fairly new way of developing a distributed system. The general 

characteristic of a microservice is that they are small, loosely coupled autonomous services 

bound by a context that works together [3]. The architecture incorporates many existing 

paradigms within the software development industry; Service Oriented Architecture offers the 



   

 

15 

 

modularity of microservices with message-based communication between them. Microservices 

enable multiple teams to work jointly on the same system, using DevOps practices. 

With this architecture it is important to note that the benefits are only realized after a system 

reaches a specific size, as Fowler noted in his article about monolith first[12], microservices 

has a rather large premium cost associated with them. The cost comes in the form of a large 

upfront investment into designing and implementing the architecture needed to support the 

different services. 

As such, the MSA can be considered goal-oriented, where the goal is designing and moving to 

a system that handles the additional complexities of a large system. This goal can be 

accomplished by separating the different contexts in an application into their bounded contexts 

[6]. These contexts encapsulate the different aspects of the business into their dedicated 

services. They are creating fully autonomous and isolated components operating independently 

from each other and communicating through a stable interface. 

This isolation and autonomy allow components to be highly replaceable, shifting the focus from 

maintaining code to replacing it with better technology or solutions as needed. In contrast to 

how a monolithic system handles technical debt, where a major refactoring is both time-

consuming and does not add value to the product.  

Important characteristics of the microservice architecture [3] 

• Small 

• Messaging Enabled 

• Context-Bound 

• Autonomously Developed 

• Independently Deployed 

• Decentralized 

• Automated Build and Release Process 
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These characteristics have been gathered from comments by experts in the field regarding the 

general characteristics of microservices. However, since the MSA concept comes from the 

industry, there are no hard requirements or commonly agreed definitions of the architecture 

[14].  

Different companies employ varying degrees of coverage for these points, while still delivering 

microservices to their users. Either through broader services or by covering multiple closely 

related context in one service.   

3.2.1 Benefits 

The benefits offered by MSA revolve around the speed of delivery when it comes to new 

functionality and the safety of the individual components making up the system. Reducing the 

dependency between the different service teams by giving them complete ownership of the 

service, tasks, and initiatives running in parallel across teams and utilizing different languages 

and technologies depending on the task been solved all contribute to a faster release schedule 

of new code to production. 

The isolation of the different services allows for more graceful degradation of services. The 

way Spotify handles this with a fine-grained service structure is interesting. Due to the 

granularity of the services, one or more can fail without it being apparent to the end-user. In 

Kevin Goldsmiths’ talk at Gotocon in 2015, he described how the search suggestion service 

worked. Normally once three characters are typed in the search field, the suggestion service 

kicks in triggering a cascade of calls to other services performing different predictive and 

aggregating functions depending on user data to deliver suggestions. Should this fail, the search 

service functions as usual without alerting the user that anything is wrong. 

Autonomous services also allow the developers to completely replace services once the 

technical debt reaches a certain threshold. Compared to a monolithic application where the 

problem area has to be refactored, a service can be redeveloped and replaced.  

In addition to this, the way microservices scale solves narrow bottlenecks and uneven load 

throughout operations offer a substantial benefit compared to the monolithic architecture. 

Microservices allow for horizontal scaling of the individual services, rather than scaling the 

entire system or application. 
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Software entropy is also present in the MSA; however, the cost of replacing a single service 

with a new and updated version is less severe compared to the monolithic example. Since 

services are isolated from each other, services can be taken down and redeployed without 

requiring a full system redeployment. In cases with multiple service instances running behind 

a balancer, new versions can roll out gradually.  

3.2.2 Challenges 

There are some challenges associated with microservices. Kevin Goldsmith talks about 

challenges related to monitoring, latency, and problems with completely autonomous teams. 

This list is further expanded on by Fowler [13]. 

Fowler notes that the distributed aspect of a microservice system is one of the significant 

challenges. Its distributed nature impacts the performance of the system. Calls to a single 

service might trigger a cascade of additional calls to other services distributed across a network, 

each adding its latency. The networked aspect of a distributed system is also a weak point in 

terms of risk, with different failures presenting themselves. Another point related to distribution 

is reliability; each added service adds another point of failure to the system. In a mission-critical 

system, any failure is irredeemable.  

The number and variety of services in a system also makes it harder for developers to gain an 

understanding of the whole system quickly. Granted, in an extensive system, it is not necessary 

to have a complete understanding of how every piece works, but a more shallow idea of how 

the pieces fit together. Parts of the testing can also be challenging. Compared to a traditional 

architecture where you find Unit, integration, system, and acceptance testing, a practice for 

microservices, according to Newman[3], is a three-level approach with Unit, Service, and End-

to-End tests. These levels include varying scopes. The time it takes to run them, and the 

confidence gained from the tests differ based on the scope. Unit tests are the lowest level, 

focusing on function and method level testing; they require the least time to run, making the 

feedback loop for the developer quick. Service-level testing tests the individual capabilities of 

the service. Any external collaborators in a service test are stubbed, returning a predetermined 

response to the requests it receives. 

  



   

 

18 

 

3.3 Migration 

When software is being migrated from one architecture to another, it is crucial for the 

developers that perform the migration to understand the pre-existing system, the target 

architecture of the migration, and how the software has to change to fit this new architecture. 

Kazman et al. [8] outlined a general approach for re-engineering software and transforming it 

for a different architecture. The metaphor used is a horseshoe where each side of the horseshoe 

represents a different phase during the process. 

The three phases are: 

• Architecture Recovery 

• Architecture Transformation 

• Architecture-based Development 

During these different phases, certain activities are performed to gain an understanding of how 

the current system works, if and how the current architecture can be transformed to fit the 

desired design and implementation of the existing system according to the new specifications 

Francesco et al. [15] further expand on this metaphor, relating it to migrations towards 

microservices and performing an industry survey of companies that had successfully migrated 

their software into microservices. The goal of the study was to uncover practices used within 

the industry for the different phases of the migration when microservices was the goal 

architecture. 

The metaphor was expanded by adding steps particular to microservices during the different 

phases of the transformation. During the Recovery phase, or as Francesco et al. named it 

Horseshoe Re-engineering, the existing system is analyzed and examined to determine which 

parts can be extracted into services. 

The transformation phase involves restructuring the current architecture into one that supports 

microservices, and by extension, altering the design, business models, and business strategies. 

During the final phase, the design of the new system is finalized, implemented, and deployed. 
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Transforming the necessary infrastructure can be done by containerization of the individual 

services; this requires a pipeline for deployment, maintenance, and monitoring of the 

services[16]. Assuming that the monolithic application is already hosted on a cloud solution, 

the architecture is already there to support microservices. The procedures for spinning up and 

connecting additional instances of services would also need to be put in place[17].  

3.4 Decomposition 

After the initial analysis, the application is decomposed into individual components and 

composed into microservices. As mentioned previously, models from DDD can be used to map 

out the different contexts of the application and how they should interact with each other[6]. 

The Bounded context principle from DDD aligns with the different principles from 

microservice architecture. Instead of attempting to build a single unified model for the entire 

system, Bounded contexts allow separate context to have their unique models, with the level of 

detail suitable for that component[18]. The boundaries of these contexts might exist in multiple 

different contexts, requiring a mechanism to map these between different contexts. Concerning 

the migration process described in [15], this would be done during the reverse engineering steps. 

Once we identify the contexts in the monolith and change the infrastructure, the application can 

be decomposed and implemented as new microservices. Deciding when to decouple 

components and where to split them from the monolith is important. In an article written by 

Dehghani [19] suggests a step by step guide for decomposing a monolith. The article suggests 

starting with loosely coupled components along the edge of the monolith. Starting with these 

simple and already fairly decoupled components give the developers a chance to test and refine 

the delivery pipeline and infrastructure for the more business-critical components making up 

the core functionality of the monolith.  

Throughout the migration, the goal should be to minimize any dependency back to the monolith 

[19]. Extracting core capabilities that are deeply embedded within the monolith, and reverse the 

dependency. So as the migration continues, what remains of the monolith becomes dependent 

on the implemented microservices. 

Within the monolith, there might also be capabilities that are tightly coupled that cannot easily 

be migrated without adding dependency back to the monolith. According to Dehghani, these 

areas require further analysis and a better understanding of the underlying model. Static code 
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analysis tools can aid in identifying these problem areas, and further aid in finding potential 

seams suitable for decoupling them.  

3.5 Multi-tenancy 

A multi-tenant application serves multiple customers or tenants through an application shared 

by all the users[20]. Multi-tenancy is prevalent, particularly in cloud-hosted software. Since the 

application instance is shared among the different users, the software only solves a common set 

of problems for the users or a problem that the majority of the different users have [21].  

Since the application is shared among multiple tenants, costs associated with infrastructure and 

operations of the servers are also shared between the tenants, resulting in lower overhead for 

the application compared to running individual instances for each customer.  

There are multiple ways of handling the persistence layer in multi-tenant applications. The main 

concern here is that the data from different tenants is appropriately isolated to avoid leaks 

between the different tenants [22].  Furda identifies three ways to isolate tenant data. 

1. Database Isolation 

2. Table based isolation 

3. Row Based Isolation 

Database isolation deploys separate instances for the different tenants. Access to the different 

instances is based on the tenant id. Table based creates different tables for the tenants in a  

shared database with table access based on tenant id. When applying these patterns to 

microservices, the solutions target storage on a service level rather than the whole application.  

Customization is an essential part of multi-tenancy[23]. Customization allows different 

tenants to modify parts of the application to fit their needs better[24]. With proprietary single-

tenant software, this is done by changing the code of the application by the organization using 

it. When it comes to the implementation of the customization, we have two different 

approaches, intrusive, as shown by Chauvel and Solberg in their paper [25], or a non-intrusive 

approach described by Nguyen et al.[26]. The intrusive approach retrieves code-snippets that 

compile at runtime on request from the main service. In the non-intrusive approach, 

customizations are implemented as separate microservices, with the API gateway rerouting 

request based on the registered configuration in the tenant manager. We discuss these 

approaches later in Section 4.2.20.  
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4 Related Work 

In this chapter, we present the work relating to the topic of the thesis. Section 4.1  describes 

selected approaches used when migrating to the microservice architecture. Section 4.2 looks at 

how to customize multi-tenant applications for different tenants and related challenges.  

4.1 Migration Approaches   

In this section, we look at some of the migration approaches from the literature review. The 

approaches we discuss here are the ones found most suitable for the case-study in Section 6. 

There are many approaches to migration between monoliths and microservice architecture. The 

way they differentiate themselves range from the degree of dependency back to the monolith 

during migration, to how the new migrated features are released. 

Wolff  [7] describes four ways to approach migration towards microservices. All of these 

approaches are iterative, extracting, and implementing functionality from the monolith one at a 

time. The goal of the iterative migration is to minimize the risk and utilize the transfer of 

knowledge between iterations. Wolff also claims that understanding the pre-existing system 

can be difficult, so the migration itself should require minimal knowledge of the pre-existing 

system. He also claims that one goal of the migration should be to build a new structure for the 

system or use new technology, therefore reusing existing code or structure does not make sense.  

The approaches mentioned are:  

• Blueprint Approach 

• Change by extension 

• Strangler 

Balalaie et al [5] outline a step by step approach that aligns itself well with the general migration 

patterns discussed in [15]. The approaches mentioned by Wolff focuses on how the organization 

can adopt the new architecture and development patterns. At the same time, Balalaie explains 

how a metamodel for defining migration compared patterns to multiple case studies of system 

migration within different contexts and scales. 
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The patterns identified by Balalaie include: 

1. Enable Continuous integration 

2. Recover the current architecture 

3. Decompose the monolith 

4. Decompose the monolith based on data ownership 

5. Change code dependencies to service calls 

6. Introduce service registry 

7. Introduce service registry client 

8. Introduce internal load balancer 

9. Introduce external load balancer 

10. Introduce circuit breakers 

11. Introduce Configuration server 

12. Introduce edge server 

13. Containerize the services 

14. Deploy into a cluster and orchestrate containers 

15. Monitor the system and provide feedback 

Related to the model suggested by Francesco et al. and Kazman et al. [8], [15], we group the 

different patterns according to the phase of the re-engineering process they occur. 

Table 1 Migration Patterns sorted by the phase where they are used. 

Phase Patterns 

Recovery 2, 3, 4 
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Transformation 1, 5,  6, 7, 8, 9, 10, 12 

Implementation 13, 14, 5, 6, 7, 11, 15 

 

The entire pattern in a chronological sequence is presented in Figure 2. 

 

Figure 2: Migration patterns in the chronological order during migration [5] 

4.1.1 The Blueprint Approach 

The blueprint approach serves as a template for further adjustment, depending on the goals of 

the migration. The approach consists of two parallel tasks, building the required infrastructure 

to support the new system, and the actual migration. This approach uses aspects from DDD [6] 

to separate different functionality into bounded contexts. These contexts are then iteratively 

migrated into services or a set of services in the new architecture. Identifying these contexts is 

normally done by analyzing source-code, technical documentation, and in some cases, from 

interviews with developers that have worked on the pre-existing system [15]. The services 

migrated should ideally include everything except the UI, implementing the logic of the 

bounded context and a form of storage for the data related to the service. 

The UI remains monolithic in this approach. In cases where there is no separation between 

layers, remaining functionality in the monolithic UI serves as a proxy for the calls to the 

microservices. 

Another approach to the monolithic UI is the micro-frontend, using shards of the interface 

served by the services. These shards combine into a complete user interface.[27]  
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In parallel to this process, the required infrastructure for the new architecture should be set up. 

While the existing infrastructure might be able to support a small number of services, future 

migration and expansion might require a more specialized infrastructure that better support the 

system. 

4.1.2 Change by extension 

This approach shifts all future development into the new architecture style, effectively shutting 

down the monolith for any further development. This approach, however, adds dependency 

between the monolith and the microservice system. Additionally, the focus has to be split 

between developing new functionality and migrating the old system. 

4.1.3 Strangler   

The Strangler approach is a typical approach coined by Fowler[28]. The whole premise of this 

strategy is to create new systems around the edges of the existing system. This approach 

includes different ways of diverting the calls to the old system, either by event interception, 

where the edge system taps into the message-stream intended for the original system and 

redirecting calls as new services are implemented. The alternative is to use asset capture, 

working with simple orders or specific customers. 

In addition to these, some approaches focus more on the decomposition of the monolith instead 

of the expansion into microservices.  

4.1.4 Parallel Full Redesign 

A new system is developed in parallel to the pre-existing system[29]. In contrast to the previous 

iterative approaches mentioned, this follows more of a waterfall development process. The 

entire system is designed, implemented, and tested before it is deployed, breaking with the 

continuous deployment norm in microservices. The benefit here is that the new system can be 

developed without interfering with the current one and not affecting the customers. Any benefits 

are not apparent until after the system is deployed, increasing the potential risk.  
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Figure 3: Parallel full redesign 

4.1.5 Standard Microservices with monolithic UI 

The user interface remains the same, only changing the connection to the back-end system. 

Context from the pre-existing system is migrated iteratively, allowing for a transfer of 

knowledge between the different iteration. The feedback from users is immediately available 

once a service has been deployed[29]. 
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Figure 4: MSA with monolithic UI 

4.1.6 Self-contained 

With the self-contained approach, individual services are decomposed from the monolith and 

implemented as services iteratively. The iterative approach allows for a transfer of knowledge 

and lessons learned between the iterations. Each of the different components should contain all 

the elements necessary for them to function, including presentation, logic, and storage for that 

service. 
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Figure 5: Self-contained Services 

There are multiple similarities between the approaches mentioned above; most of them use 

iterative development and deployment to facilitate the transfer of knowledge between iterations 

and feedback from any customers using the application during the migration.  

4.2 Single to Multi-tenant 

One of the primary challenges with multi-tenancy applications, according to Kwok et al. [20] 

is that the application has to deliver a shared product to multiple tenants, resulting in one-size-

fits-all solutions even though the different user-groups might have slightly different needs from 

the application. A way to solve this is by allowing the individual users to customize different 

aspects of the application for their needs, but this introduces additional challenges, according 

to Walraven et al. [21]. Ad-hoc handling of changes related to one specific tenant can 

potentially affect all the tenants of the application. 
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Multi-tenant applications is another way to take advantage of the economics of scale further. 

Multi-tenant applications share resources between multiple different user groups or tenants, 

keeping the tenant-specific data separate.  

Compared to a single-tenant application, where individual instances of the application and 

supporting infrastructure is deployed for a specific tenant, and therefore tenant-specific data 

and hardware are isolated, multi-tenant applications face the challenge of data leakage and 

“noisy neighbors”. Since the application is run from a shared process and hardware, the 

different tenants can potentially affect the performance and integrity of data for other tenants. 

To reduce the risk of data leakage, the approach for migrating a single-tenant monolithic 

application to a multi-tenant microservice application needs to address these issues. 

Migrating an application from single to multi-tenant is a large undertaking.  There are certain 

requirements that need to be in place before the application can be migrated, Furda et al. 

describe an approach for migrating legacy single-tenant applications to multi-tenant. The 

approach shows that the migration split into 3 different phases[22]. 

 

Figure 6 Single to Multi-tenant migration[22] 
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The approach moves through three different phases during the migration. In the initial phase, 

the legacy system supports only a single tenant, and its structure and architecture have not been 

changed yet. The second phase focuses on changing the design pattern of the application into 

one that is better suited for multi-tenancy. The pattern discussed in the paper is the Model View 

Controller pattern, Reenskaug and Coplien discuss a framework for transitioning to this pattern 

from object-oriented design thinking [30]. The goal of this article is to transition from the user 

directly interacting with the model. 

4.2.1 Customizing multi-tenant applications 

To add customization support to the application, it needs to fulfill some prerequisites before 

tenants can modify the functionality. First, the application needs to have a clear separation 

between the user interface and business logic. Separation is achieved during the migration of 

the application, where functionality is migrated into separate services and exposed to the client 

through the API gateway. Additionally, the security concerns related to multi-tenancy needs to 

be addressed, namely data isolation, “noisy neighbors,” and assimilation[26]. Data isolation is 

important to keep the integrity of the data for each of the tenants. Any modifications to the 

application for one tenant should not affect the performance or behavior of other tenants. 

Assimilation refers to the way the tenants add customizations to the service; these 

customizations should not change the overall look and feel for the end-user.  

 

4.2.2 Intrusive vs. Non-intrusive 

Intrusive customizations [25], [31] are dynamically compiled and run with the same privileges 

as the main application. These customizations run separately from the main application, but 

upon requests, sends so-called “call-back code” which is returned to the main product and 

interpreted dynamically. Since the code has the same privileges as the main application, it is 

allowed to alter the state for all the tenants that the main application can alter, compromising 

the integrity of the data.  

The non-intrusive [26] approach isolates the code from the main application. Services 

communicate through a back-end channel, either in the form of an event-bus or message queue 

or through API calls to other services. To accomplish non-intrusive customizations, the tenant 
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manager keeps track of all the customizations registered to a specific tenant. Once a service 

receives a request from the gateway, the service requests, and caches the customization for the 

requesting tenant. If the endpoint of the request has customizations registered, the service can 

send a request to the customized service, resuming once it receives a response. 

This approach requires that we map the customizable functionality and define interfaces for the 

functions for different tenants. UI would also need to be customized to fit the functionality of 

the different tenants, but this is outside the scope of this thesis. 

4.2.3 Intrusive Approach  

The intrusive customization approach described by Chauvel and Solberg [25] allows tenants to 

customize the business logic of the application using code snippets supplied by an external 

microservice.  

 

 

Figure 7 Intrusive customization approach from [25]  
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The approach allows the tenants to customize a predetermined set of functions from the main 

application, replacing them with custom functions from their service. Using a tenant manager, 

the main service redirects requests to customized endpoints where applicable. The code snippets 

that the customized service returns runs in the same execution context as the main application, 

giving them the same privilege and rights as the main service. The customizations are limited 

to a set of functions determined by the developers of the main application. 

  

 

Figure 8 Sequence diagram for intrusive customization [25], [32] 

The example used in Figure 8 is from [25], it shows the customized getTotal() method for one 

of the tenants according to their approach. Upon receiving the call, the main service checks the 

tenant manager for a customized endpoint. It then requests the customized code snippet from 

the custom shopping cart service. The snippet is then interpreted at runtime and executed by 

the main service before returning the result to the user. 
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4.2.4 Non-intrusive Approach 

In this section, we look at a non-intrusive approach to customization. The approach, along with 

the framework called MiSc [26] by Nguyen et al., offers a non-intrusive way to provide deep 

customization in a multi-tenant context. Deep customization allows the tenants to customize 

any part of the application without affecting the main product.   

 

Figure 9 Non-intrusive customization framework "MiSC"[26] 

Figure 9 shows the model for the MiSC-Cloud framework. Like the previous approach 

mentioned in section 4.2.3, the tenant manager component is introduced to the system, however 

here it is used by the gateway to reroute requests directly to the customized services wherein 

the previous approach the main services handled the lookup to the tenant manager.  

 

 

The different approaches detailed in this chapter are not suitable for our purpose. To migrate 

the prototype, we need to modify and combine a couple of the approaches mentioned. There is 

a separation between the architectural migration and the single to multi-tenant migration. The 

approach we end up with is a combination of the Blueprint approach discussed in Section 3.1.1 

and the approach described by Furda et al. [22].  
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5 Migration Approach 

In this section, we discuss our migration method. The migration approach has some 

requirements for the application. However, it can be modified to fit applications using a 

different design pattern than the one discussed below.  

Requirements: 

1. The application follows the Model-View-Controller design pattern. 

2. The application is web-based or talks to a back-end using HTTP calls or Remote 

Procedure Calls. 

The suggested migration approach combines several principles from multiple of the approaches 

discussed in the previous chapter. The approaches that we use for the migration are the 

Blueprint and multi-tenancy approaches. The goal of the migration is to migrate an existing 

application to the microservice architecture first, adding the necessary infrastructure to support 

the new architecture. For our case-study, we decided to keep the existing UI for the sportStore 

and focus on migrating the business logic. We touch on this in Section 9.  

The result of the first migration is a single-tenant microservice application. Then the application 

transitions to a multi-tenant application by adding the necessary functionality to the application 

and the additional infrastructure to support multi-tenancy. 

Our approach splits the migration into three different phases, similar to the Blueprint approach 

[5] mentioned by Balalai et al. Analysis or reverse-engineering phase, transformation phase, 

and the implementation phase. Each of these phases has specific activities focusing on 

understanding and preparing different parts of the application for the migration.  

Applications that do not follow the MVC pattern needs to be converted before the migration 

process can start.   

5.1 Reverse-engineering 

During the reverse engineering phase, we analyze the existing application. The goal is to 

discover potential components or functionality in the application that we can extract into 
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separate microservices. During analysis, we look at the source code of the application to gain 

an understanding of how it works, and if there are dependencies between the different modules 

in the application that affect migration. Dependencies between modules affect the order we 

extract services from the monolith.  

For the analysis, we use principles from DDD [6] to create different contexts; these contexts 

are based on the different functional areas in the application and the models they use. We use 

the structure of the application and the dependencies within it to identify them; having access 

to clear documentation of the application or other models that describe the structure aids in this 

step. These contexts form the basis for our microservices in the future during the 

implementation phase. We also find “Seams” during the analysis. Seams are boundaries 

between contexts with the least amount of dependencies between them[6], [33]. For the first 

few extractions, these seams are good candidates since they have the least amount of 

dependencies back the remaining functionality. 

5.2 Infrastructure Transformation 

The second phase of the migration is the transformation and implementation of the supporting 

infrastructure. During this phase, existing infrastructure, like databases, and deployment 

pipelines, are transformed to suit the new architecture. The existing application might have a 

single database instance providing information for the entire application. In the microservice 

context, we need to set up additional databases for the contexts and migrate the data from the 

existing database. Instead of deploying a single application, we now need to support multiple 

smaller services, which requires modifications to the deployment pipeline. It is during this 

phase that we introduce the new pieces needed to support the microservice architecture; this 

includes a proxy for services, like a gateway, and a back-end communication to facilitate 

orchestration between the services once we have extracted them. During this phase, we also 

start preparing for multi-tenancy. In addition to the infrastructure associated with microservices, 

we implement the identity manager for authentication and authorization, and the tenant manager 

that holds the configurations for the customized functionality and the pointers to the tenant-

specific database tables or documents. We also decide data isolation used by the services for 

the tenants and how to structure the database to facilitate this isolation. Either by deploying 

separate instances of a database, aggregating views for the individual tenant, or store tenant-

specific data in isolated tables. 
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5.3 Implementation 

The final phase of the migration is the implementation. During this phase, we implement the 

services discovered during the first phase. We pick the first service to extract based on the 

seams we discovered during the first phase. 

5.3.1 Microservice Architecture 

We split the implementation phase of this approach into two parts. First, we focus on the 

migration from the legacy architecture to the new microservice architecture. We extract the 

microservices based on the domains found in the earlier phases of the migration, starting with 

the components that have the least coupling to the remaining monolith or has the clearest seam 

from the surrounding components. Implementation follows a similar pattern for all the services. 

Services need to be registered with and endpoint in the gateway, and expose endpoints for the 

gateways rerouting of requests; additionally, if the service needs to communicate with other 

services, we need to create the supporting frameworks to integrate them with the orchestration 

utilities. If we assume that a message broker or event bus is used for the orchestration, we would 

need to add support for messaging to specific queues or publishing and subscribing to events 

from an exchange. 

The migration itself is done iteratively. We focus on one service at a time, starting with the least 

coupled component discovered during the initial phase of the migration. As more services are 

migrated, the task of separating them from the monolith becomes more complicated.  

Extracting services is done in two different ways. Either we extract and reuse the existing code 

from the monolith into a new service. Or we reimplement the functionality into a new service. 

Extracting and reusing code from the monolith depends on two factors, the new service has to 

use the same coding language as the monolith, and the functionality has to be clearly decoupled 

from the rest of the monolith.  

Reimplementation of the functionality extracts the methods and structures from the monolith 

into microservices. It requires a good understanding of how the code that is being 

reimplemented works to make sure that the new implementation behaves similarly to the old 

functionality.   
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5.3.2 Multi-tenancy 

In this section, we go through the move to multi-tenancy in relation to the approach. We look 

at the preparation and requirements that need to be in place before transitioning from single to 

multi-tenant, as well as the necessary infrastructure needed to support the move. We also look 

at how the database is transitioned to support the isolation of tenant-specific data.  

To prepare the application for the move to multi-tenancy following the approach described by 

Furda et al. [22], we need to convert the application to the MVC pattern, with logic for the 

different context isolated from each other. Storing the tenant-specific data can be done in 

multiple different ways. Either each tenant has a dedicated database for their data, ensuring total 

isolation of the data from other tenants, or the services can use a shared database for the tenant 

data and isolate the information through different schemas, tables, or views. The solution 

depends on the kind of data stored by the service, and it can vary from service to service 

depending on how critical the data is for the tenants and how confidential it is.  

Adding a login to the application enables the services to then authenticate and authorize the 

users accessing them. Users are associated with a specific tenant using a tenant manager and an 

identity server. These two components orchestrate the access to specific services and the data 

stored in the database belonging to specific tenants. Services use the identity server to look up 

which tenant the user belongs to. The tenant manager can then be accessed to get the pointers 

to the tenant-specific database or database table, depending on the implementation of the tenant 

DB.  

Adding customization support for tenants can be done using the tenant-manager as a lookup 

table. Tenants register their customizations with the tenant manager. These can be either 

standalone services outside the main application, exposing endpoints that the service can 

redirect calls to. The services and the customized functions that they provide need to adhere to 

a predetermined stable interface defined by the developers of the main application. This 

interface serves as a contract between the service and the customized endpoint, describing the 

expected result that the service needs to continue operations after the customized function has 

been called.  
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5.4 Customization approach 

In this section, we look at how the customization flow of the application might look in a finished 

prototype. We include two diagrams, Figure 10 and Figure 11, showing different scenarios for 

two tenants, one where the tenant has registered customization for the function being called, 

and one where the tenant does not. The approaches we mention in Section 4.2 offer a “Deep” 

level of customization. In our approach, we target a more “shallow” level of customization 

initially. Compared to these approaches, we allow tenants to customize the functions in the 

service by implementing external functionality outside of the main system, but we require that 

they adhere to a specific predefined structure for the communication between the main service 

and the customized functionality. Comparing our solution to the ones proposed in Section 4.2, 

we see that our approach is not as extensive when it comes to the customization options, but 

the additional components that we add during the migration can be used to implement the MiSC 

framework from Nguyen et al.[26] 

Example of the customization flow:  

User X and Y are both users of the sportsStore application. User X belongs to tenant A, while 

user Y belongs to tenant B. Both users connect through the page URL and are prompted to log 

in upon logging in the identity manager issues a bearer token to the user client. The API 

Gateway and tenant manager use this token to identify who the user is and which tenant they 

belong to. The tenant manager also uses the token to retrieve any customizations associated 

with that tenant id.  
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Figure 10 Sequence diagram describing the flow of the application when the tenant has a registered 

customization 

Figure 10 shows how services use the customized functionality when the tenant that the user 

belongs to has a registered customization for the calculateTotal functionality.   
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Figure 11 Sequence diagram for a call without any customization registered in the tenant manager 

Figure 11 shows the suggested flow when the tenant does not have any customizations 

registered for the functionality. The main difference between these scenarios is the presence of 

a customized endpoint registered at the tenant manager. Caching is used on the calls to the 

tenant manager, to reduce network traffic and improve response time.  

This suggested customization approach allows for customization of the business logic without 

using an intrusive approach; however, it does not achieve the same level of customization 

discussed in [25], [26] as the customizable functionality has to be defined and made available 
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by the developers of the main application. It does allow for a more flexible implementation of 

the customization for the tenants. Tenants can implement their customization using different 

approaches, compared to the approach mentioned in 0, where the tenant implements an entire 

service with the customization, tenants can use smaller services or even utilize lightweight 

cloud-services like “FaaS” (function as a service) to implement their customization.  
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6 Case-Study 

In this section, we discuss the migration of the pre-existing application and implementation of 

the prototype. The final architecture of the application separates all the layers of the system, 

enabling the use of customization frameworks to customize the different layers for specific 

tenants.  

6.1 Pre-existing System 

To test our suggested approach, we perform a case-study using the SportStore application from 

the book “Pro ASP.NETCore MVC”[10]. The application follows the MVC pattern and is 

suitable for our approach since it already follows the prerequisite design pattern. We have three 

contexts in the application, the product, cart, and order. These contexts have resources or objects 

that are shared between the different contexts. The product objects contain information about 

the products. The cartline object contains a list of products and the number of specific products 

in the cart. The order object contains shipping information for the customer, a list of all the 

cartlines from the cart, and the summed up total cost for the cartlines. 

SportsStore is a web-based store application for sports equipment. It uses the MVC pattern and 

is implemented in DotNetCore3. The existing application is single-tenant and uses Entity 

 
3 https://docs.microsoft.com/en-us/dotnet/core/ 
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Framework 4and MsSQL for the database connection and database for storing information 

about products and orders. 

The application is made up of three main components with their own views, controllers, and 

models described in Figure 12. 

 

Figure 12 The SportStore Application 

The cart class holds information about the items the customer has added to the cart during the 

current session. The cart is made up of a list containing cartlines with a product object, id, and 

the quantity of the specific product. 

 
4 https://docs.microsoft.com/en-us/ef/ 
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The product class holds the model for the products in the store, all the views related to the 

products, the controller allowing for interactions with the database base and adding items to the 

cart, and a connection to the database with the catalog of products. Lastly, the order class holds 

the functionality for placing orders once checked out. The model holds a collection of the 

cartlines from the cart at the time of checkout, shipping information, a flag for whether or not 

the order has been shipped, and an identifier for the order. The controller also has a connection 

to the order database to store and retrieve orders. 

Before migrating the application, it needs to be separated into bounded contexts, and domains 

with boundary resources connecting the different contexts need to be defined. The different 

contexts within the sportStore application are products, ordering, and carts. Each has models 

only used within that specific context and a couple of shared resources that are used by multiple 

contexts. The shared models are the product, order, and cartLine. The product contains 

information about different products.  

6.2 Analysis 

In this section, the existing application is discussed and analyzed to prepare it for the migration.  

The existing application uses an MVC pattern and is implemented in .Net Core. This pattern 

offers a natural separation between the different layers. The model and controller layers are 

extracted or replicated in their own microservices. The application still has controllers; 

however, these only serve as a way to make calls to the services. In a way, they hide the fact 

that the back-end of the system is spread out into microservices.  

The goal is to first analyze and break down the modules in the sportsStore application into 

separate bounded contexts following Domain-driven design and implementing these contexts 

as microservices. 

6.2.1 Decomposition 

Once the structure and architecture of the existing application are analyzed and mapped out,  

we start decomposing the application into separate domains.  
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Figure 13 Domains within the Sports Store Application 

During the analysis, we found three different domains within the application—the product 

domain, containing a template for the products. The product template consists of a productID, 

product name, a short description of the product, the price, and the category of the product. The 

application stores the model in an MSSQL database, which is stored in an Entity Framework 

repository, with supporting methods for retrieving, updating, adding, and deleting products in 

the repository. The shared resource between the product domain and the cart is the product. 

Each of these domains needs to have a shared understanding of what a product is. The cart 

domain contains the cart for the current session, and it consists of a list of cartlines, as well as 

methods for adding and removing items to the cart. 

Additionally, there are methods for computing the total cost of all the items in the cart and 

clearing the cart. The cartline class represents an item that has been added to the cart. It is made 

up of a productId, quantity, and the id for that specific cartline. The cartline resource is shared 

with the third domain, the orders-domain. 
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The three domains mentioned above are the initial candidates for migration. During the 

migration, the new services run in parallel with the remaining functionality in the monolith. 

Once they are extracted, the existing controllers serve as a proxy for the calls to the 

microservices. 

In the end, the goal of the migration is to end up with an application that follows the 

architecture modeled in the figure below. 

 

Figure 14 Target Architecture 

6.3 Additional Infrastructure 

The migration to microservices requires some additional supporting infrastructure. The 

introduction of an API gateway and back-end communication is an integral part of the second 

phase of the migration.  
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6.3.1 API gateway 

The API gateway is an integral part of the microservice architecture. The gateway serves as a 

connecting layer for clients and other consumers of the services, rerouting requests to the right 

microservice, serving as a proxy for the different services.   

 

Figure 15 API Gateway use 

Figure 15 shows how the API-gateway acts as a single access point for any clients that use the 

application. Clients can be either the user interface for the web-application or other applications 

making requests to the services.  

6.3.2 Ocelot Gateway 

Ocelot is the gateway framework we use our case-study. Table 2 shows how we configure it 

with upstream endpoints and correlate those to the endpoints on the services that we implement. 

The web client for the sportStore uses the upstream paths when making requests to the gateway, 

which then forwards the request to the registered service and endpoint downstream.  

Table 2 Ocelot configuration 

1. {   

2.     "ReRoutes": [   

3.         {   
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4.             "DownstreamPathTemplate": "/products",   

5.             "DownstreamScheme": "http",   

6.             "DownstreamHostAndPorts": [   

7.                     {   

8.                         "Host": "localhost",   

9.                         "Port": 7002   

10.                     }   

11.                 ],   
12.             "UpstreamPathTemplate": "/api/products",   

13.             "UpstreamHttpMethod": ["GET"],   

14.             "AuthenticationOptions": {   

15.                 "AuthenticationProvicerKey": "TestKey",   

16.                 "AllowedScoped": []   

17.             }   

18.         },   

19.         {   

20.             "DownstreamPathTemplate": "/cart-api/cartline",   

21.             "DownstreamScheme": "http",   

22.             "DownstreamHostAndPorts": [   

23.                     {   

24.                         "Host": "localhost",   

25.                         "Port": 7003   

26.                     }   

27.                 ],   
28.             "UpstreamPathTemplate": "/api/cartline"   

29.         },   

30.         {   

31.             "DownstreamPathTemplate": "/cart-api/checkout",   

32.             "DownstreamScheme": "http",   

33.             "DownstreamHostAndPorts": [   

34.                     {   

35.                         "Host": "localhost",   

36.                         "Port": 7003   

37.                     }   

38.                 ],   
39.             "UpstreamPathTemplate": "/api/checkout"   

40.         }   

41.     ],   
42.     "GlobalConfiguration": {   

43.         "BaseUrl": "https://localhost:7000",   

44.         "AuthenticationOptions": {   

45.             "AllowedScoped": []   

46.         }   

47.     }   

48. }   
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Routing is done by mapping endpoints on the gateway to different downstream endpoints of 

the microservices. Filters related to authorization and authentication can be applied at this level 

in addition to the service level by adding scopes to the “AllowedScope” field in the 

configuration and connecting the gateway to the identity server instance in the startup.  

There are other frameworks for different languages, Spring Cloud Gateway for Java and express 

gateway for javascript are examples of other frameworks for different programming languages. 

6.3.3 Message Broker/Event Bus 

In the prototype, the back-end communication moved through different stages. Each of these 

stages aimed to further decouple the microservices from each other. The first iteration of the 

back-end communication implemented direct synchronous calls from service to service. The 

calls are made to endpoints that the services expose to each other. The second iteration involves 

adding a message broker to the application to decouple the services further and adding an 

asynchronous way for them to orchestrate events affecting multiple services. The message 

broker is implemented using RabbitMQ with a topic-based broker. Messages are tagged with a 

specific topic, for instance, orderCreate, when the cart of a session is checked out in the 

sportStore. The new message is then routed to all the queues matching the orderCreate tag, and 

the productOrder service then consumes the messages and creates the order in a FIFO order. 

The topic message broker was initially chosen to facilitate customization for the different 

services further down the line, where messages of a specific tenant would be published to a 

queue being consumed by that tenant's customized microservice. 

In order to use RabbitMQ Message exchange, we need to add consumers and publishers to the 

services that use it for orchestration. Consumers are modules that take the content of the 

message and perform some action. Publishers are responsible for preparing and publishing 

messages to the exchange. For the prototype, we implement a publisher as part of the cart 

service and a consumer as part of the product ordering service.  

Table 3 shows the code necessary for the publisher in the cart service.  

Table 3 Exchange publisher  

1. module.exports = {   

2.     sendToQueue: function (key, message) {   

3.             amqp.connect('amqp://localhost', function(error0, connection) {   
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4.             if (error0) {   

5.                 throw error0;   

6.             }   

7.            

8.             connection.createChannel(function(error1, channel) {   

9.                 if (error1) {   

10.                     throw error1;   

11.                 }   

12.            
13.                 var exchange = 'sportStore';   

14.                 message = JSON.stringify(message);   

15.                 channel.assertExchange(exchange, 'direct', {   

16.                     durable: true   

17.                 });   

18.                 channel.publish(exchange, key, Buffer.from(message));   

19.                 console.log(" [x] Sent %s", message)   

20.             })   

21.            
22.             setTimeout(function(){   

23.                 connection.close();   

24.             }, 500)   

25.         })}     

26. }   

 

 

Table 4 Exchange publisher in use 

1. exports.checkoutCart =  (req, res) => {   

2.     var content = req.body;   

3.     content.totalCost = calculateTotal(content.Lines);   

4.     content.customerId = 1010203;   

5.     broker.sendToQueue("ORDER_CREATE", content);   

6.     res.send("OK 200");   

7. }   

 

Table 4 shows how the publisher is being used in the cart service. The snippet is from the 

function called when the checkout order button is clicked on the checkout page after the 

shipping information has been filled in. The first parameter in the sendToQueue method is the 

key used by the consumer when picking messages from the exchange.  

Table 5 RabbitMQ exchange consumer 

1. const openConnection = (mongooseConnection) => {   
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2. amqp.connect('amqp://localhost', function(error0, connection) {   

3.   if (error0) {   

4.     throw error0;   

5.   }   

6.   connection.createChannel(function(error1, channel) {   

7.     if (error1) {   

8.       throw error1;   

9.     }   

10.     var exchange = 'sportStore';   

11.    
12.     channel.assertExchange(exchange, 'direct',{   

13.       durable: true   

14.     });   

15.     channel.assertQueue('ORDER_CREATE', {   

16.       exclusive: true   

17.     }, function(error2, q) {   

18.       if (error2){   

19.         throw error2;   

20.       }   

21.       console.log(" [*] Waiting for messages in %s. To exit press CTRL+C", q);   

22.       channel.bindQueue(q.queue, exchange, "ORDER_CREATE")   

23.       channel.consume(q.queue, function(msg) {   

24.         var body = JSON.parse(msg.content); //Content of the message as json   

25.            
26.         const order = new Order(body);   

27.         order.shippingInfo = {   

28.           name : body.Name,   

29.           line1 : body.Line1,   

30.           line2 : body.Line2,   

31.           line3 : body.Line3,   

32.           city : body.City,   

33.           state : body.State,   

34.           zip: body.Zip,    

35.           country : body.Country,   

36.           giftWrap : body.GiftWrap,   

37.           shipped : body.Shipped   

38.         }   

39.         order.save((err)=>{   

40.             if (err) {   

41.                 throw err;   

42.             }   

43.         });   

44.     })   

45.   }, {   

46.       // manual acknowledgment mode,   

47.       // see https://www.rabbitmq.com/confirms.html for details   

48.       noAck: false   

49.     });   

50.   });   

51. });   
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52. }   

53.    
54. module.exports = {   

55.     openConnection: openConnection   

56. }   

 

 

Table 5 shows the consumer of the message exchange. It is used by the product ordering service 

to continuously scan for new messages one the exchange with the key “ORDER_CREATE”. 

When publishers push messages with this key to the exchange, the consumer picks them off the 

queue in a FIFO order. The body of the message gets parsed to JSON, and then a new order 

object is created for the MongoDB collection. Then the shipping info is parsed from the body 

and added to the order object before saving it to the collection.   

6.3.4 Identity Server 

In this section, we look at how the Identity server component of the application works. We 

describe how the different features provided by IdentityServer4 and OpenId connect help with 

authentication and authorization for the different tenants.  

Clients represent the applications that can request tokens from the identity server. In our case, 

only the web store of the sportStore application use the tokens on behalf of the user. The grant 

types we define, specify how the clients can interact with the Identity Server. The tokens 

issued allows both services and users to interact directly with the identity server, because of 

the grant types we use. If we were to define individual grants for the service and users, we 

would use the Client Credentials type for the service, and OpenID grant type for the users to 

interact with the server.  

 

Table 6 Identity server-client creation 

1. new Client   

2.                 {   

3.                     ClientId = "gateway_api_client",   

4.                     ClientName = "Ocelot.Gateway.Client",   

5.                     ClientSecrets = {new Secret("secret".Sha256())},   

6.    

7.                     AllowedGrantTypes = GrantTypes.HybridAndClientCredentials,   

8.                     AllowOfflineAccess = true,   

9.                     RequireClientSecret = false,   

10.    
11.                     RedirectUris = {"http://localhost:5002/signin-oidc"},   
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12.                     PostLogoutRedirectUris = { “http://localhost:5002/signout-callback-oidc” 

13.                     },   

14.                     AllowedScopes =   

15.                     {   

16.                         IdentityServerConstants.StandardScopes.OpenId,   

17.                         IdentityServerConstants.StandardScopes.Profile,   

18.                         "ocelot_gateway_api"   

19.                     },   

20.                 }   

21.             };   

 

 

The identity resources define the functionality enabled by the identity server. The OpenID 

identity resource allows users to log in via the OpenIDConnect login screen, while the profile 

resource type allows the services to retrieve the claims of the users to check for 

customizations later on.  

Table 7 Identity resource creation 

1. public static IEnumerable<IdentityResource> GetIdentityResources()   

2.         {   

3.             return new List<IdentityResource>   

4.             {   

5.                 new IdentityResources.OpenId(),   

6.                 new IdentityResources.Profile(),   

7.             };   

8.         }   

 

 

The API resource allows the client to access the gateway by defining and associating access 

to a specific scope. In our case, we only need one resource since all the services are hidden 

behind the API gateway, and access to all of them on the user's behalf is necessary to provide 

the full functionality of the system.  

Table 8 API resource creation 

1. public static IEnumerable<ApiResource> GetApiResourceses()   

2.         {   

3.             return new List<ApiResource>   

4.             {   

5.                 new ApiResource("ocelot_gateway_api", "Ocelot.Gateway")   

6.             };   

7.         }   

 

 

http://localhost:5002/signout-callback-oidc
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The user class is where we associate a logged-in user to the tenants. Using the 

“/connect/userinfo” endpoint of the identity server with the token as one of the header fields 

of the request returns the claims belonging to that user that was issued the token. 

Table 9 User creation 

1. public static List<TestUser> GetUsers()   

2.         {   

3.             return new List<TestUser>   

4.             {   

5.                 new TestUser   

6.                 {   

7.                     SubjectId = "1",   

8.                     Username = "james",   

9.                     Password = "password",   

10.                     Claims = new List<Claim>   

11.                     {   

12.                         new Claim("name", "James Bond"),   

13.                         new Claim("website", "MI6.org"),   

14.                         new Claim("email", "007@secretagent.hush"),   

15.                     }   

16.                 },   

17.                 new TestUser   

18.                 {   

19.                     SubjectId = "2",   

20.                     Username = "karl",   

21.                     Password = "password",   

22.                     Claims = new List<Claim>   

23.                     {   

24.                         new Claim("name", "Karl Pilkington"),   

25.                         new Claim("website", "KP.org"),   

26.                         new Claim("email", "karl@omegalul.com")   

27.                     }   

28.                 }   

29.             };   

30.         }   

 

 

When one of the services or the tenant manager uses the “/connect/userinfo” endpoint with 

the token issued to “James Bond” during login in the authentication header, the response from 

the IS includes the claims in Table 10.  

Table 10 "/connect/userinfo" response from Identity Server 

{ 

    "name": "James Bond", 

    "website": "MI6.org", 

    "sub": "1" 

} 
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The information returned is then used to lookup customization endpoints in the tenant 

manager.  

 

6.3.5 Tenant Manager  

The tenant manager is an essential component of the multi-tenant aspect of the application. 

We use it to configure the persistency layer for the tenants and as a lookup for customized 

endpoints.  

Using the “/userInfo” endpoint of the identity server, the tenant manager can retrieve all the 

claims belonging to the logged-in user. The claims contain information about where the user 

belongs and what right he or she has for the services.  

With the “tenantID”, we can look up the customization for the called functionality on the 

main service.  

Initially, we implement the tenant manager as a mock service in the main service. The TM 

uses the token from the initial request and sends a request to the “/userinfo” endpoint of the 

identity server, which returns all the claims associated with the token.  

Table 11 Identity Server lookup 

1. const tenantmanager = {   

2.     getClaims: function(token) {   

3.         var options = {   

4.             host: 'localhost',    

5.             port: 5000,    

6.             path:'/connect/userinfo',    

7.             method: 'Get',    

8.             headers: {   

9.                 'Authorization': token   

10.             }   

11.         }   

12.         var request = http.request(options, function(response) {   

13.             response.on('data', function(data) {   

14.                 retun JSON.parse(data);   

15.             });   

16.         });   

17.         request.end();   

18.     }   

19. }   

 

 



   

 

58 

 

We store the information about the tenant customizations in memory for now. Ideally, we 

would have a database with all the tenant-specific endpoints, but for the prototype doing it in 

memory is sufficient. With the response from Table 10, we then use the “website” field to 

retrieve the endpoints of that specific tenant.  

Table 12 In memory tenant endpoints 

1. const tenantEndpoints = {   

2.     'MI6.org': {   

3.         endpoints: {   

4.             getAllProducts: {   

5.                 address: 'localhost',   

6.                 port: 7007,   

7.                 path: '/products'   

8.             },   

9.         }   

10.     },   

11.     'www.KP.com' : {   

12.         endpoints: {   

13.             getAllProducts: {   

14.                 address: 'localhost',   

15.                 port: 7008,   

16.                 path: '/products'   

17.             },   

18.         }   

19.     }   

20.    
21. }   

 

 

 

 

 

 

 

 

 

 

 



   

 

59 

 

6.4 Implementation 

In this section, we go through the process following our migration approach and applying it to 

the migration of the SportsStore application, first to the microservice architecture, and then 

implementing multi-tenancy for the application.  

We split the migration up into different phases. Each phase includes the extraction of a single 

service from the pre-existing system, as well as adding the necessary infrastructure to support 

the new migrated functionality from the monolith. 

Phase 1: 

The initial phase of the migration consists of the analysis and reverse engineering of the pre-

existing application. During phase one, the application is still in a single monolithic piece. 

  

Figure 16 Simple model of the application 

The figure above shows a simplified version of the application. At this stage, the application 

consists of three different layers typically found in MVC applications. A user-interface that 

represents the view, controllers that contain the application logic, and a persistent storage layer 

that handles the storage of the models in different databases. The application still follows the 
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monolithic design pattern. Making changes to the application requires a full redeployment for 

the changes to take effect. 

Phase 2: 

The second phase of the migration starts by picking a service or some functionality for 

migration. Ideally, this functionality should already be loosely coupled to the rest of the code 

in the monolithic application to limit any dependency back to the monolith. For this phase, we 

chose to focus on the product module of the SportsStore application. The product module 

contains all the logic associated with displaying products from the database, adding and 

updating products in the database, and adding or removing products to a customer cart. 

  

Figure 17 First service extracted 

Since the product service is the first functionality targeted by the migration, we need to 

implement one of the additional infrastructure pieces associated with microservice architecture 
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before we migrate the service. The API-Gateway forwards and redirects call originating from 

the web applications to the specific services and act as a unifying endpoint for the View instead 

of having the calls directed to the specific service it targets an endpoint at the gateway.  

We implemented the gateway using Ocelot from Microsoft. Ocelot allows developers to specify 

upstream endpoints, that the web application can use, and redirect calls to those endpoints to 

services defined in the downstream part of the configuration in Ocelot. Additionally, when we 

implement the IdentityService later for authentication and authorization, the upstream 

endpoints can be given restrictions that the token issued to the user has to fulfill to use those 

endpoints.  

The new product service now runs on a specific port and address. We register the address and 

port as a new downstream endpoint in Ocelot and associate it to an upstream endpoint for the 

web application. The product service provides the same functionality as it did while it was a 

part of the main application running. However, the service now runs independently from the 

rest of the monolithic application. An added benefit of this is that we can continue to develop 

the service without interfering with the rest of the application. Any changes that we do to the 

functionality of the service only require the service itself to be redeployed and not the entire 

application. The isolation and autonomy of the services are one of the benefits of the 

microservice architecture. 

Since the cart module uses the product module from the monolith, the cart module has is 

modified to use the new product-service instead of relying on the old implementation of the 

product catalog. Calls from the cart module that uses the product controller to retrieve 

information about products in the cart now request the products in the cart through the 

“/products” endpoint on the API-gateway instead of using functionality from the product 

controller. 

The pre-existing system uses EntityFramework and MsSQL from Microsoft to handle the 

storage needs of all the different modules in the application. MsSQL is primarily a relational 

database; however, while looking at the current implementation in the SportStore application, 

we found that the only database implemented and used is the ProductCatalog database. Because 

of this, we decided to change from a relational database to MongoDB 5. Using MongoDB allows 

 
5 https://docs.mongodb.com/manual/ 
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for less restrictive storage of objects further down the line when we start adding support for 

customization. The objects that MongoDB uses are also similar to JSON objects. Since we 

primarily use JSON objects for the communication between the services, this allows for easier 

integration with the database.  

Table 13 CREATE statement from sportStore ProductsDB 

1. CREATE TABLE [dbo].[Products] (   

2.     [ProductID]   INT             IDENTITY (1, 1) NOT NULL,   

3.     [Category]    NVARCHAR (MAX)  NULL,   

4.     [Description] NVARCHAR (MAX)  NULL,   

5.     [Name]        NVARCHAR (MAX)  NULL,   

6.     [Price]       DECIMAL (18, 2) NOT NULL,   

7.     CONSTRAINT [PK_Products] PRIMARY KEY CLUSTERED ([ProductID] ASC)   

8. );   

 

 

The SQL statement in Table 13 shows the creation of the Products DB table. From the 

statement, we see that the product entity contains information about the product, as well as a 

productid. We also see that the database generates a primary key using the IDENTITY property 

with a seed of 1 and incrementing by 1.  

Based on this table creation statement, we make the model for the MongoDB document.  

Table 14 MongoDB model for a product 

1. const ProductScheme = new Schema({   

2.     productID: {   

3.         type: Number,   

4.         id: true,   

5.         generated: true   

6.     },   

7.     name: {   

8.         type: String,   

9.         required: "name?"   

10.     },   

11.     description: {   

12.         type: String,   

13.         required: "Description?"   

14.     },   

15.     price: {   

16.         type: Number,   

17.         required: true   

18.     },   
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19.     category: {   

20.         type: String   

21.     }   

22. },{collection: 'product'});   

 

 

Table 14 shows the product model used by MongoDB when we retrieve and store products in 

the MongoDB collection.  

Phase 3: 

In Phase 3 of the migration, we extract another service from the monolith. With two services 

extracted, we need a way to orchestrate cooperation between them. We introduce the message 

broker as an additional piece of infrastructure to help with orchestration. The message broker 

keeps a queue of messages published by services. Services can then subscribe to the message 

queue to consume the messages and perform actions with the content of the message.  
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Figure 18 Second Service extracted from the monolith 

The new service is added to the API-gateway behind the downstream endpoint “/cart”. 

Collaboration and orchestration between the cart service and product service use the message 

broker to add and remove products to the customer cart. The primary use of the broker at this 

time is to get information about the products in the cart. Using the session data, we publish a 

message to the broker requesting a lookup in the products database for the items in the cart. 

Once the product service retrieves the message from the queue, it aggregates all the products 

from the cart into a list before returning it to the cart service. 

When adding items to the cart, the cart controller proxy from the pre-existing application sends 

a request to the gateway. The API-gateway then forwards the request to the cart service. When 

the user views the cart service, uses the product IDs from the session to request information 

about the products using the message broker. The implementation of the message broker at this 

point operates on FIFO ordering between the cooperating services.   
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Phase 4: 

After the fourth phase of the migration, the application is now following the microservice 

architecture design pattern. The functionality from the monolith has moved into individual 

services decoupled from each other. All calls from the web client are passed through the 

gateway and forwarded to the appropriate service. Orchestration and communication between 

the services happen through the use of a message broker. The development and deployment of 

different services are isolated from each of the other services. There is also a clear separation 

of the different layers of the application, which, according to Nguyen et al.[26] is one of the 

requirements needed to customize the application in a multi-tenant context. The UI of the 

application remains monolithic, as the focus of the prototype is migrating the logic and 

functionality from the SportsStore application into separate microservices. 

  

Figure 19 Third service migrated 

With the migration of the order service, back-end communication is also expanded upon, 

previously we only used the direct message queues, with the third service, we expand this to a 
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topic-based exchange. Initially, we used a message broker to relay messages from one service 

to another asynchronously. With the order service, we switch from a message broker to an event 

bus or event exchange. 

The message exchange is set up by using another functionality of RabbitMQ; events are now 

published by services to an exchange, which then routes them to the correct queue based on 

specific keys in the header of the request. The events that are published by the exchange can 

then be consumed by services triggering a specific event. The way we use this in the prototype 

is by publishing an event from the order service once the user checks out the cart and posts the 

address information from the form.  

 

Figure 20 Shipping information form from the checkout page 
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The cart service then takes the information from the form and structures it, along with cartlines 

made up of the products and quantities of these products from the cart. The service then 

publishes an event to the exchange with the header “ORDER_CREATE” which routes the event 

to a predetermined queue. The product service then starts consuming messages from the 

exchange, looking for events with the tag “ORDER_CREATE”. The cart content, along with 

the shipping information, is then stored in a MongoDB document with a shipping flag. 

At this stage, we have migrated the functionality from the existing application. We shift focus 

to the multi-tenant aspect of the migration. 

Phase 5: 

The final phase of the migration introduces more infrastructure to support multi-tenancy. We 

add an IdentityManager to support login, authentication, and authorization of users and a 

TenantManager to provide the services with endpoints for tenant-specific customizations.  

  

Figure 21 Multi-tenant infrastructure added (Tenant manager and Identity Manager) 

For the identity manager, we use IdentityServer4 and OpenIDConnect. Since we’re only 

dealing with a few different tenants, the user profiles, claims, and resources used by the identity 

manager are stored in memory. In a production system where we would have multitudes more 

tenants, it would be stored using a database framework.  
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To support the customization of the services, they need to use both the identity manager and 

tenant manager. The tenant manager keeps a record of all the customizations associated with a 

specific tenant, which can be looked up by services after querying the identity server for the 

user profile of the token attached to the request. 

We have two different scenarios for how the tenant manager is used by the services. One 

scenario is where the tenant has registered customization for some of the functionality, and 

another where the tenant uses the default functionality implemented in the service already. 

For both of these scenarios, the configurations are retrieved from the tenant-manager by the 

service. The response is cached for quick access and reduced network traffic. The tenant 

manager then push updates to the services when configurations are updated. 

 

Figure 22 Retrieval of tenant configuration from the tenant manager using the identity server 

The sequence in Figure 22 runs on every function call given that the cache does not contain the 

config for the tenant making the request.    
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The configuration data returned from the tenant manager contains the address, port, and 

endpoint for the customized service. This service can be either an external service with multiple 

endpoints or something simpler, like a function as a service running on a cloud instance. The 

customization needs to follow the interface specified by the provider so that the information it 

returns can be used further by the main application.  

 

Figure 23 Create order sequence with customization 

Using an example from the application like the create order functionality in the productOrdering 

service, the customization sequence looks like Figure 23. The productOrdering service receives 

an event from the cart service through the message exchange. The service then checks the cache 

for customizations belonging to that tenant for the endpoint used. If the cache does not have 

information about the customization for that tenant, the sequence in Figure 22 is triggered.  
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Once the service has the information about tenant customization, it reroutes the information to 

the address and endpoint specified. The customized endpoint then performs the function and 

prepares the result for the response back to the ordering service. In the example above, the 

customized function calculates the cost of the order to the specification of the owner of the 

customization. Before the response is returned to the ordering service, it needs to be fitted to 

the interface determined by the provider of the application. The interface includes the data types 

that should be present in the response, how the data should be structured. Necessary data types 

include, for example, the total cost of the order, and how the object that the customized service 

should be structured. The data in the response is a JSON object.  

Table 15 MongoDB document  for order object 

1. {    "_id": {   

2.         "$oid": "5ea7670367589c680c4054bf"   

3.     },   

4.     "Lines": [{   

5.         "CartLineID": 0,   

6.         "Product": {   

7.             "ProductID": 3232,   

8.             "Name": "Footbal",   

9.             "Description": "A footbal",   

10.             "Price": 234,   

11.             "Category": "ballsports"   

12.         },   

13.         "Quantity": 1   

14.     }],   

15.     "OrderID": 0,   

16.     "customerId": "123123",   

17.     "shippingInfo": {   

18.         "name": "Per Persen",   

19.         "line1": "TestVeien",   

20.         "line2": "12",   

21.         "line3": "2",   

22.         "city": "Oslo",   

23.         "state": "",   

24.         "zip": "0170",   

25.         "country": "Norway”,   

26.         “giftWrap”: false,   

27.         “shipped”: false   

28.     },   

29.     “__v”: 0   

30. }  
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Table 15 shows the created document that is added to the exchange once the user has filled out 

the form and clicks checkout.  

On checkout, the cart service adds a message to the exchange using the tag 

“ORDER_CREATE” with the object from Table 15 as the message, along with the token for 

the tenant identification. The ordering service then picks up the message once it’s available and 

starts processing the order.    

The customized functionality in the service uses the content of the message, as an example of 

how the customization would work, we implemented simple customization of the order cost 

calculation for one of the tenants. Tenant A wants customers to have the option to donate a 

certain amount to a charity. The cart service posts a message to the message exchange when a 

customer fills out the form on the checkout page. We add the object in Table 15 and the bearer 

token of the user to the message before publishing. When the ordering service receives the 

message, it kicks off a chain of events in the service. First, it uses the token to determine which 

tenant the user belongs to, detailed in Figure 11 shows the suggested flow when the tenant does 

not have any customizations registered for the functionality. The main difference between these 

scenarios is the presence of a customized endpoint registered at the tenant manager. Caching is 

used on the calls to the tenant manager, to reduce network traffic and improve response time.  

Once the service has the tenant data, it checks the tenant manager for customizations to the 

handling of the event that is received from the exchange 

We also make some changes to the MongoDB collections during this phase. Instead of using 

the generic collection for the product and order data, we now point to a tenant-specific 

collection, resulting in document-based isolation for the tenant data, similar to the table-based 

approach mentioned in Section 3.5. 

6.5 Results 

In this section, we go through the findings from the case study and experiment. We look at how 

the approach used for the migration performed, any issues discovered along the way, and 

whether or not the result of the customization can be considered customization friendly.  
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With the migration complete, we have extracted all the functionality from the existing system 

into separate services. The three services that we extracted from the original application deploy 

and run separately behind the API gateway.  

6.5.1 Analysis and decomposition 

The first hurdles we had to overcome for the migration was familiarizing ourselves with the 

existing application. For this part, we went through the book that uses the sample application 

for learning purposes while also playing around with the application ourselves, giving us a 

decent understanding of how the application work. In contrast to a “real world” example where 

documentation for the application is sparser than the case study, this step would be more 

difficult—relying more on analysis of the actual source code than the documentation. However, 

we would have access to other resources that help during this step of the migration. Talking to 

developers and other participants in the development process help us gain valuable insight into 

how the application works and how the components within the application are connected. 

6.5.2 Transformation 

After the analysis, we start looking at the parts making up the application and the supporting 

infrastructure. We see that the system makes use of the MSSQL and Entity Framework in 

“.NetCore” to handle persistence. Entity Framework maps database object to models in the 

application. Transitioning these to the new MongoDB instance was reasonably straightforward. 

We are using the Create statement from the product database to generate our model for the 

documents in the service-specific database. 

6.5.3 Implementation  

During the implementation phases, we experimented with different programming languages 

and frameworks. As mentioned, the SportStore application is implemented in “.NetCore”, for 

the gateway we first used node.js and the express gateway framework to set up routing, 

eventually we moved to Ocelot and the configuration shown in section 6.3.1. 

The backend communication used for orchestration went through different iterations through 

the phases as well. RabbitMQ offers different message queue structures. The initial 

implementation used the direct queues to send asynchronous messages between services. 
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Eventually, we move on to using a topic-based exchange for the messaging. The publisher of 

the messages appends keys that the consumers filter and consume messages based on these 

filters. 

The approaches we took inspiration from for our migration were the blueprint approach and the 

multi-tenancy transition approach. We are combining these into a single modified process for 

the prototype.  

As services get extracted from the monolith, we connect them to the gateway, associating an 

upstream endpoint on the gateway, with the downstream endpoints of the service, as shown in 

Table 2. The entire application can be found on the github repository.6 

Depending on the context of the application, other MSA approaches are more suitable. The 

strangler approach works better if we have a traditional Front/Backend split for the logic and 

presentation of the application. Applying the intercepting layer of the strangler makes more 

sense in that context. Also, if we migrate an actively developed application, this approach is 

more suitable.  

  

 
6 https://github.com/Zhiftie/sportStoreMigration 
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7 Discussion 

In this chapter, we look at the result of the migration and discuss what we could have changed. 

We look at the limitations of the suggested approach and how different contexts, like 

application structure and degree of modularization in the existing application, affect the process.   

For the migration itself, we limited it to the MVC design pattern. The application we migrated 

was a learning project for .NetCore. The application has been refined and developed to be easily 

understandable for someone that has limited experience with programming. Applying the 

approach to a system with a different design pattern adds a phase to the migration. Before the 

migration can start, we need to transition the application to MVC. We split up components into 

the three different groupings, models for the application data and data access, view components 

that render the data for the user and the controllers for users to interact with the data. Once 

converted, we can apply our approach to the application. 

When performing this migration on a legacy application that is or has been in production, it 

introduces additional complexities. These applications are larger than the sportsStore 

application, and the logic of the application is potentially more complex and harder to 

understand for developers coming from the outside.  

The application is also modularized already; this makes the analysis and decoupling of modules 

easier. Real applications often strive to achieve the degree of modularization shown in the 

prototype, but due to factors like delivery pressure and time constraints, this is not always 

achievable. Because of this, the be hidden dependencies in the code that would need to be 

discovered and understood before migration.  

For applications that do not follow the MVC pattern, we need to make additional changes to 

the analysis phase of the migration. The MVC pattern offers vertically grouped components. 

Other design patterns can spread domains horizontally, meaning that functionality needs to be 

extracted from multiple components and combined into new services. 

 

The degree of customization we achieve through the migration is “shallow” meaning that we 

only allow customizations of predetermined functionality, and instead of giving the customized 

service or endpoint full access to the information in the MongoDB instance, we provide the 
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data in the message body of the request we send to the customized endpoint. The “Shallow” 

approach requires that the implementation of the customization follows an interface determined 

for the function. The main service requires specific information to be present to store the 

information once the customized functionality returns a response. MongoDB is rather lenient 

when it comes to storing the documents it receives. As long as all the required fields are present 

when we convert the response from the external service, it creates the additional fields present, 

preventing any information loss. The alternative to this solution was to go for “Deep 

customization,” where the tenant implements the entire service as customization. The “Deep 

customization” approach provides more freedom for the tenants, but it also requires more of 

them in terms of hosting and maintaining the customization. The “Shallow” approach that we 

decided on allows the tenants to utilize other cloud services to implement their customizations. 

Depending on the size and complexity of the customized functionality, the tenants can use other 

cloud services to host their customizations. “Function as a service” solutions are lightweight 

options for small and straightforward customizations.  
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8 Conclusions  

The goal of the thesis was to propose a migration approach for legacy enterprise applications 

that introduce the MSA to the application and prepare the application for multi-tenancy.  

Our approach split the migration into three stages, where we first analyze and break down the 

application into bounded contexts separating the different responsibilities and application areas. 

The application has three primary contexts, the catalog with all the functionality related to the 

retrieval and viewing of products, the cart where current products for a cart are stored and 

presented, and the ordering where carts and shipping information are combined to place an 

order. After the analysis, we start transforming the infrastructure to fit the MSA. This includes 

migrating information from databases related to the contexts discussed above, and setting up 

additional components necessary to support the new services, like the API gateway and the 

message exchange. Finally, we implement the functionality from the contexts as separate 

services and connect them to infrastructure. Once the functionality of the application has been 

migrated, we add the infrastructure necessary for multi-tenancy.  

Once we have the application in a suitable state, we can apply the approach to migrate it. The 

initial phase analyzing the application creates the foundation for the entire migration. It is the 

most crucial part of getting the migration right.  

During the literature review, we found several different approaches for the microservice 

migration part of the project. Each of the approaches has its specific contexts where they are 

the most suitable. These approaches focus on migrating live systems or systems that have been 

used extensively by organizations. For our prototype, we found the blueprint approach most 

suitable due to the “stale” state of the application. By stale, we mean that the application is no 

longer actively developed. All the approaches we found follow a similar pattern, made up of 

three phases—Reverse-engineering, transformation, and implementation. What separates them 

is the focus they put on transforming and moving the existing functionality into new services. 

The primary contender for the approach we chose was the Strangler approach. Comparing this 

approach to the blueprint approach, we see that the focus is on following the new architecture 

with any new functionality. Because the amount of new functionality we are adding to the 

system is limited, we landed on the blueprint approach for our MSA migration.  
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When it comes to the multi-tenancy transition, the number of approaches were more limited. 

Our focus for this transition was laying the groundwork for customization further down the line. 

The primary concerns with multi-tenancy are avoiding noisy neighbors and ensuring that the 

tenant data is sufficiently isolated. Moving the customization outside the same execution 

context of the main product solves this. Customizations no longer compete for computing 

resources with the main application, and the data of other tenants remain entirely isolated from 

the customization code. A downside, however, is that we reduce the level of freedom for the 

customizations. The shallow approach that we went with allows tenants to use other types of 

cloud services to implement their customizations, from using PaaS to implement a series of 

endpoints to a single function through FaaS. 

In the end, the approach achieves the intended goals of the migration. We successfully migrate 

the functionality from the existing application to the new architecture. 
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9 Future Work 

In this chapter, we go through the future work for this research. We look at some directions to 

improve the suggested approach from the thesis and what areas need to improve for it to apply 

to other application structures. 

Modifying for other application structures 

One of the requirements for the approach is that the application follows the MVC pattern. With 

this requirement, the approach we propose is specifically tailored to this pattern. Applying it to 

pattern requires additional modification. In the MVC pattern, components and their modules 

are already vertically grouped. This helps with the analysis and decomposition, as the 

application is already structured in a way that we can easily separate into bounded contexts. In 

applications with different patterns, the analysis and decomposition part of the approach is more 

extensive, and mapping out functionality pertaining to certain contexts can span over multiple 

modules or components.  

Micro Frontends 

An alternative solution to the monolithic user interface is using frameworks for micro 

frontends[27]. Micro frontends are shards of the UI served by the individual services. Micro 

frontends extend the technology principle of MSA, where the technology used for one service 

does not affect the other services, allowing developers to use the front-end framework that 

provides the best tools for the task. The shards provided by the different services are composed 

at the end-user, creating a composite UI. Looking at the way we can customize these shards for 

the different tenants is an interesting direction for future research.  

Tenant Isolation 

Tenant isolation is also another core aspect of multi-tenancy. We touched on it briefly in section 

3.5. In our approach, we used document-based isolation for our tenant's data, which equates to 

the table-based approach. The level of tenant isolation this approach depends on the security 

features robustness of the tenant manager. Different schemas are appropriate for different types 

of data requiring varying degrees of isolation. Critical data might require a more isolated 

approach, like the tenant-specific database instance, with less critical data using row-based 
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isolation. How this is solved on a service basis is not covered in the thesis and can be a subject 

for further study.  
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