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Abstract

Scalable Bayesian inference methods are needed to handle the growing sizes of the
datasets generated today. In this thesis, we consider the class of Consensus Monte
Carlo methods which approximates samples from a posterior distribution by parallel
sampling of posterior distributions based on subsets of the data and combining the
samples to form an approximate posterior. However, the separate inferences from the
different subsets are often noisy due to the lack of communication between subsets and
are difficult to combine. In addition, the statistical meaning of the combined inferences
is difficult to interpret. A common theme among the Consensus Monte Carlo methods
is that they are numerical solutions to the problem of obtaining approximate posterior
samples. In general, approximate Bayesian inference can be performed by either ob-
taining approximate samples from the exact model or obtaining exact samples from an
approximate model. We propose a Consensus Monte Carlo method based on this latter
approach, which avoids several of the main issues by directly approximating the full
posterior, and admits natural parallel sampling algorithms for the approximate poste-
rior with sharing of information across subsets. We present the main properties of this
method and demonstrate its performance in a simulation experiment where it outper-
forms the baseline method in the literature, and demonstrate its scalability in analysing
complex models of real DNA methylation data.
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Preface

I will outline the process of writing this master thesis, which will shed light on the
choice of structure and format. I would like to thank my supervisor Geir Storvik for his
guidance and helpful discussions in this project!

Our original motivation was the question of how to obtain posterior samples from
Bayesian models where the cost of evaluating the likelihood makes exact MCMCmethods
intractable. We considered the setting where the high cost was mainly due to tall data,
i.e when the number of observations is large. In particular, we were concerned with
how to estimate logistic regression models for a large DNA methylation data set. We
quickly turned to methods which parallelized the sampling from the full posterior by
sampling from w posteriors based on subsets of the data and combining the samples to
form approximate samples from the posterior distribution. The Consensus Monte Carlo
(CMC) method by Scott et al. (2016) was a natural entry point into these methods, which
we tested experimentally by fitting logistic regression models on the DNA methylation
dataset we consider in chapter 5. At that timepoint, there were mainly two concerns
about the resulting approximate posterior distribution for the regression coefficients.
The first concern was about its validity, how do we know that the approximate posterior
distribution is close to the true posterior distribution? As we will see in chapter 2, the
CMC method relies on a weighted average of samples from the w subset posteriors. One
of the properties of averages is that they often smooth out complex features of a set
of numbers, the distribution of averages can appear smoother and more well behaved
than the complex features within each set of numbers. The other concern was that the
marginal posterior distributions of each parameter in each subset appeared to disagree
more than we expected a priori. Often, the subset posterior means were distributed
with much larger variance than seemed intuitive.

After this initial phase we explored the space of Consensus Monte Carlo methods
further, where we found methods proposing to apprimate the posterior by a product of
subset posterior approximations and methods which interprets the subset posteriors as
noisy approximations of the full posterior. Our impression of these methods was that
they were either based on combination methods with poor underlying statistical justi-
fication or that they scale poorly in the dimension p and/or number of samples n. We
found that other authors shared the same impressions, proposing methods which ap-
proximates the full posterior directly with clearer statistical motivation. These methods
are derived in a setting which facilitates similar parallel strategies as the embarassingly
parallel CMC methods, using more communication during the process.

Our proposed method is based on this last approach, where the full posterior is
approximated by another posterior distributions which can be sampled from or esti-
mated in the same parallel framework. The idea that some communication should be
benefitial was central, to avoid subset posterior distributions which are far apart and
to avoid having to propose a combination step combining the subset posterior samples.
In addition, the approximation should be natural and have a clear statistical meaning.
The main observation which motivated our proposed method was that the subset pos-
terior means seemed to be shifted by some random amount from some central point.
We propose to model this shift in the approximate model, by assuming that the subset
posterior observations in subset s come from a distribution with parameter θs which
is a small pertubation of the original parameter θ. This is equivalent to a hierarchical
model, where the observations Y s are conditionally independent of θt 6=s and θ given θs.
A parallel Gibbs algorithm presents an exact method to sample from this approximate
posterior distribution.
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Late in the process of writing this thesis, we encountered two methods with very
similar approaches, where one is motivated by a optimization problem Vono, Dobigeon,
and Chainais (2019) and one which is very similar to our approach Rendell et al. (2018).
We have chosen to let the thesis reflect this process, where chapter 2, 3 and 4 is written
before the knowledge of these methods existed. At the end of chapter 4, the connections
to these methods is described.

On most occations we use Binomial / Logistic regression models in the simulated
examples. The motivation for this is partly due to our starting point of modelling DNA
methylation measurements, which are Binomial in nature, but also its central position
in statistics in general. Another feature is that the posterior distribution is in general
non-normal, which is of relevance for the Consensus Monte Carlo methods we consider
in this thesis.

Oslo, 2020

Fredrik Lundvall Wollbraaten
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Chapter 1

Problem statement and outline

1.1 Motivation

In the Bayesian setting, researchers try to combine data, prior knowledge and a model
to draw conclusions about the real world through the models parameters. This proba-
bilistic framework is a coherent method for updating prior knowledge about parameters
using observations, and the updated knowledge about the parameters is represented
by a posterior distribution. The posterior distribution is in general available through
Bayes formula, which can be calculated with the rules of calculus. Almost all questions
can be answered by taking expectations with respect to this distribution. However,
we are in general not able to obtain the functional form of the posterior distribution,
because it either involves calculating integrals which have no closed-form solution or
estimating such integrals numerically, which is often intractable. The most common
solution to calculate the sought-after expectations, is to estimate them with samples
from the posterior distribution. It is often a much simpler task to obtain samples from
the posterior distribution, and we have many successful simulation methods available
for drawing samples, most notably Markov Chain Monte Carlo (MCMC) methods, but
also Sequential Monte Carlo (SMC), importance sampling (IS) and rejection sampling
(RS) methods are important.

However, obtaining samples from the posterior distribution is no panacea, as it comes
with a host of other problems. The most pressing of these problems is related to the
ever-increasing size of the datasets we analyze, both in the number of observations n and
number of covariates p. For MCMC methods, the complexity of sampling T posterior
samples scales at least as n, making them poorly suited for the datasets we encounter
today. Further, to fully utilize the increase of n and p, researchers develops more complex
models, which again increases the complexity of obtaining posterior samples with MCMC
methods. As a solution to the big n problem, several divide and conquer algorithms
have been proposed, in which sampling from the posterior distribution is divided into
subproblems of obtaining samples from the posterior distributions based on subsets of
the data. Another, but related, issue, is how we can utilize MCMC algorithms in settings
where the data is divided into subset across several locations referred to as workers, due
to privacy or other reasons. In a setting where each worker is only allowed to access its
own subset of the data, we are interested in how we can obtain posterior samples from
the posterior distribution based on the full dataset. In this thesis we will consider the
intersection of these issues, by exploring a class of approximate and parallelizable MCMC
algorithms referred to as Consensus Monte Carlo. This class of approximate sampling
methods can be applied to models with a suitable conditional indepence structure, and
in general samples are drawn in parallel from posterior distributions based on subsets
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of the data, referred to as subset posteriors. We are mainly interested in these methods
in the context of scalable Bayesian inference, and acknowledge that these methods can
be applied for problems where the partitioned data is the main issue.

In the remaining sections of this chapter, we will formulate the problem in a more
rigorous mathematical setting, introducing the necessary terminology and notation. The
outline for the remaining chapters of the thesis is presented at the end of this chapter.

1.2 Key terminology

In general we assume that we have n observations {yi}ni=1 = Y from a model p(Y |θ).
Assume that we have at disposal w workers and that the observations are divided
into w non-overlapping subsets Y 1, ..., Y s, ..., Y w, each subset Y s residing at worker s.
Within each subset, we have observations ys1, ys2, ..., ysi , ..., ysns , where ns is the number
of observations in subset s.

Further, we assume the we have a Bayesian model for the observations which is
parametrized by the p-dimensional θ, denoted p(Y |θ) where θ has prior distribution
p(θ). We will in general leave covariates X out of the mathematics if it does not add to
the clarity of the presentation. We limit our focus to models satisfying the conditional
independence structure for the likelihood

p(Y |θ) ∝
∏
s

p(Y s|θ), (1.1)

which in words translate to models where the observations are conditionally independent
given the parameter θ. The class of models satisfying (1.1) is large and contains many
models used in practice, but has exceptions such as models with time- and spatial
dependence between observations. For models satisfying (1.1) we have the following
relationship

p(θ|Y ) =
p(Y |θ)p(θ)
p(Y )

=
p(Y 1|θ) · · · p(Y w|θ)

p(Y )
p(θ)

∝ p(Y 1|θ)p(θ)1/w · · · p(Y w|θ)p(θ)1/w ∝ p1(θ) · · · pw(θ).

(1.2)

The factors containing the observations from subset s,

ps(θ) ∝ p(Y s|θ)p(θ)1/w,

are referred to as subset posterior distributions. Note that other exponents than 1/w will
also satisfy

∏
s p(θ)

ks = p(θ), which is related to how we distribute prior knowledge to
the different workers. The posterior distribution for the full data will often be referred
to as the full posterior to clearly distinguish the two.

1.3 Problem formulation

The emergence of subset posterior distributions ps in the expression for the full posterior
offers a potential solution to the problems outlined in 1.1. Can we obtain samples from
the subset posteriors and use these to obtain exact or approximately exact samples from
the full posterior? If this is the case, we reduce the problem of obtaining samples from
the posterior distribution of n samples to w parallel subproblems of obtaining samples
from subset posterior distributions of ns � n, and then combining them using a suitable
strategy. Further, in sampling from ps(θ) ∝ p(Y s|θ)p(θ)1/w in worker s we do not need
to consider the observations in the other workers, and we will thus have a solution to the
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problem of not having access to all the data at once. In this thesis, we will review the
main Consensus Monte Carlo methods in the literature which uses this strategy to obtain
posterior samples. We will highlight the strengths and weaknesses of the methods, and
we propose our own method as a solution to some of the weaknesses.

1.4 Outline

The remaining chapters of this thesis will have the following structure. In chapter 2, we
examine the problem when the subset posteriors ps(θ) ∝ p(Y s|θ)p(θ)1/w are exactly or
approximately Gaussian. We will see that we are able to obtain exact or approximately
exact posterior samples from the full posterior in this case. In chapter 3 we look at more
general methods from the literature, which do not rely on the Gaussianity of the subset
posteriors. In chapter 4 we propose a method which tries to address the weaknesses we
encounter in chapter 3. In chapter 5 we test our method in a simulation experiment and
analyze DNA methylation data to demonstrate the performance of our proposed method
compared to the baseline method in the literature, which is also called the Consensus
Monte Carlo method.





Chapter 2

Consensus methods for Gaussian
subset posteriors

2.1 Overview

The following two chapters is a review of Consensus Monte Carlo methods for obtaining
posterior samples from (1.2). We have focussed on methods which uses MCMC algo-
rithms to obtain samples from each subset posterior ps(θ) in parallell, and combine them
to approximate the full posterior distribution. The review is naturally divided into two
chapters, where this chapter serves as an introduction to the general framework and in
particular the weighted average method called the Consensus Monte Carlo algorithm of
Scott et al. (2016), which is regarded as the baseline method in the literature. When we
refer to the methods in general we will use the phrase Consensus Monte Carlo methods
or Consensus methods, it will be clear from the context whether we refer to the weighted
average algorithm by Scott et al. (2016). In this chapter we will describe the weighed
average algorithm and its strengths and weaknesses, and motivate the need for the more
general methods in chapter 3. We will also introduce what we concider the central
themes among the Consensus Monte Carlo algorithms, which we will use to structure
the review in chapter 3.

2.2 Combining samples by weighted averages

Let the full posterior distribution be written proportionally as a product of w subset
posterior distributions as defined in section 1.2, using the fractionated prior p(θ)1/w

p(θ|Y ) ∝ p1(θ)× · · · × pw(θ) = p(Y 1|θ)p(θ)1/w · · · p(Y w|θ)p(θ)1/w

and let {θs,i : i = 1, ..., T} be T samples from ps(θ). If the samples are p-dimensional,
let Ws be a p × p matrix of weights for subset s. Then, the general Consensus Monte
Carlo algorithm approximates a sample from the full posterior by the weighted average

θ̃i =

 w∑
s=1

Ws

−1 w∑
s=1

Wsθs,i

 (2.1)

Note that Wsθs,i is a matrix vector multiplication with dimensions p× p and 1× p with
resulting dimension 1 × p. The goal is that the distribution of θ̃i is equal or a good
approximation to the full posterior

p(θ̃) ≈ p(θ|Y ).

9
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Since the random variable θ̃ is a weighted sum, it’s distribution can be calculated by the
convolution of the distributions ofWsθs scaled by

(∑w
s=1Ws

)−1. This means that we are
approximating a product of distributions by a weighted convolution of the distributions,
which should already hint at why we can obtain exact posterior samples from p(θ|Y ) in
the case of Gaussian subset posteriors. This is related to the fact that both the product
and convolution of Gaussian distributions are proportional to another Gaussian.

Assume that the subset posteriors indeed are Gaussian with means and covariances
denoted by µs and Σs, i.e

ps(θ) ∝ N (µs,Σs).

Then the product of the w subset posteriors densities are proportional to a Gaussian
distribution with covariance and mean given by

Σ =

 w∑
s=1

Σ−1s

−1 and µ = Σ

w∑
s=1

Σ−1s µs.

Further, the distribution of the sum θ̃i =
(∑w

s=1Ws

)−1 (∑w
s=1Ws × θs,i

)
is also Gaus-

sian with mean and covariance equal to

µ̃ =

 w∑
s=1

Ws

−1 w∑
s=1

Wsµs

and

Σ̃ =

 −1∑
s=1

Ws

−1 w∑
s=1

WsΣsW
t
s


 w∑
s=1

Ws

−1

t

.

Scott et al. (2016) states that choosing the weightsWs = Σ−1s is optimal in the Gaussian
settings, as it results in the correct mean and covariance parameters of the weighted
average, which is easily demonstrated by doing the calculations

µ̃ =

 w∑
s=1

Σ−1s

−1 w∑
s=1

Σ−1s µs = Σ−1
w∑
s=1

Σ−1s µs = µ

and

Σ̃ =

 w∑
s=1

Σ−1s

−1 w∑
s=1

Σ−1s Σs

(
Σ−1s

)t
 w∑
s=1

Σ−1s

−1

t

=

 w∑
s=1

Σ−1s

−1 w∑
s=1

Σ−1s

 w∑
s=1

Σ−1s

−1 =

 w∑
s=1

Σ−1s

−1 = Σ.

(2.2)

Thus, simply using the inverse covariance matrices of each subset posterior distribution
ps(θ) ∝ p(Y s|θ)p(θ)1/w as weights in (2.1) gives exact posterior samples from the full
Gaussian posterior distribution. However, as is also pointed out by Scott et al. (2016),
we generally do not know the covariance matrices, but they can be easily estimated
using the samples obtained from each subset posterior distribution.

We have observed that the Consensus Monte Carlo method is able to generate exact
posterior samples using the weighted average method in the Gaussian setting, when
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each subset posterior is exactly Gaussian. However, as noted by Scott et al. (2016), this
method is approximately exact in a much broader setting. By standard large-sample
asymptotic theory, we have asymptotic normality of the posterior distribution for a large
class of models. For the sample sizes commonly faced in situations where methods such
as the Consensus Monte Carlo method is needed, the asymptotic normal approximation
is often justified. But the authors also argue that models requiring large data sets
are usually complex and relatively high-dimensional, which implies that the normal
approximation may not be valid in these cases, due to few samples per parameter. The
error in assuming each subset posterior is Gaussian can be exacerbated by using a large
number of workers, because it reduces the number of observations per parameter in each
subset.

Scott et al. (2016) also describes how the Consensus Monte Carlo method can be
applied to non-parametric and non-numerical models such as decision trees. The key
observation is that the predictive distribution for such models are often approximately
Gaussian, which means that we can apply the Consensus Monte Carlo method to the
subset predictive distributions. This is convenient, since the predictions and predictive
distributions are usually the most important features of these models.

Scott et al. (2016) does not discuss the close relationship to Laplace approximation,
which approximates the log posterior by a second order Taylor approximation at the
maximum a posteriori (MAP) estimate, which results in a Gaussian approximation of
the posterior. Laplace approximation is a very efficient approximation scheme if the
posterior distribution is close to Gaussian, since it turns the integration problem into an
optimization problem. This prompts the natural question of whether we gain anything
by using the Consensus Monte Carlo method, where we need to obtain subset posterior
samples which is usually more time consuming than optimization. The authors do note
however, that by avoiding an explicit normal approximation the method has potential
to capture non-normal features of the posterior distribution.

Seeing that we are able to obtain exact posterior samples in the Gaussian case, it
is attractive to try to extend this to non-Gaussian subset posteriors. Assume as before
that {θs,i : i = 1, ..., T} ∼ ps(θ), but the subset posteriors ps are no longer Gaussian.
However, assume that there exists an invertible function g(·) such that the transformed
variables {g(θs,i) : i = 1, ..., T} are now Gaussian. Then, as we noted in the previous
section we also know that g(θ1)× · · · × g(θw) is proportional to a Gaussian distribution
and we can find weights Ws such that the weighted average

g̃i =

 w∑
s=1

Ws

−1 w∑
s=1

Wsg(θs,i)

is distributed as this Gaussian distribution. Can we then transform the weighted average
to the correct posterior distribution by the inverse function g−1? A counter-example
would be if each subset posterior is log-normally distributed with parameters µs = µ and
σ2
s = σ2. Then, the function g(·) = log(·) would transform the log-normally distributed

subset posterior samples to normally distributed samples with mean and variance µ
and σ2. With weights 1/σ2, the weighted average of these normally distributed sub-
set samples would be normally distributed with mean and variance µ and σ2/w. The
inverse function g−1 = log(·) would result in samples being log-normally distributed
with parameters µ and σ2/w. However, the product of w log-normal densities is not
log-normal, thus the resulting samples can not be correct. The issue for such a transfor-
mation method seems to be that probability density functions are generally not closed
under products, the Gaussian distribution seems to be the exception, not the rule in
this regard. In general, the resulting posterior samples will have a density function in
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the same family as the subset posteriors, but the product of the subset posteriors are
generally not in the same family of density functions as the subsets.

2.3 Discussion

The Consensus Monte Carlo method is arguably the simplest method to obtain ap-
proximate posterior samples using samples from the subset posteriors. Informally, if
the MCMC algorithm used to obtain T samples from the full posterior has has a time
complexity t(x), where x is the number of observations, using the Consensus Monte
Carlo algorithm in parallell with w workers will lead to a reduction of approximately
t(n/w)/t(n) in time complexity. If the time complexity is linear in the number of ob-
servations, we have a reduction of a factor w, and if t(·) superlinear we have even larger
reductions. Unfortunately, it is not widely applicable to all models and situations. As
we briefly mentioned, the reason why a weighted average is exact in the Gaussian set-
ting is related to the properties of the Gaussian function. It is simple to show that
the product of w Gaussian densities is proportional to another Gaussian density with
parameters given by functions of the parameters of each Gaussian density. When we
approximate samples from the product of w subset posteriors by a weighed average,
the distribution of the approximate samples is given by the (weighted) convolution of
each subset posterior density. Thus, in order for the method to be exact, we at least
need that the densities are closed under products and convolutions, which is true for
Gaussian densities, but not in general. A class of densities closed under sums are the
class of stable distribution, but to be exact we need that the relevant subset posterior
to be closed under products also.

In addition, in the situations when we do not have exact Gaussian subset posteriors
it can be difficult to know when the large-sample asymptotic approximation is adequate.
Further, in many settings, the goal is to utilize all the data to obtain as precice inferences
as possible, which can mean that even moderate deviations from normality will lead to
unwanted approximation errors. Thus, the need for more generally applicable methods
is clear, which we will look at in chapter 3.

We mentioned in the introduction to this chapter that there are three common themes
of the methods we consider, or rather choices being made in the algorithms. The first
choice in each algorithm or method is the interpretation of ps(θ), the subset posterior
distributions. From the equation (1.2) in chapter 1,

p(θ|Y ) ∝

(
w∏
s

p(Y s|θ)

)
p(θ)

there is a flexibility in how we distribute the prior knowledge p(θ). The choice p(θ)1/w
used in the Consensus Monte Carlo algorithm is correct in that it satisfies the equation,
but has seen some critique as we will discuss in chapter 3. Several methods propose an
alternative interpretation of the subset posteriors, by instead of reducing the amount
of prior knowledge they artifically increase the evidence in each subset by raising the
likelihood to a factor

p(Y s|θ)n/ns

where ns are the number of observations in subset s. If ns = n/w we have the sim-
pler presentation p(Y s|θ)w. For models with the conditional independence structure of
(1.1), the effect is that each observation is replicated w times, resulting in n artifical
observations in each subset. Further, by letting the prior be on the original scale in each
subset, each subset posterior is interpreted as a noisy approximation to the full poste-
rior distribution. A third class of algorithms avoids either interpretation, but instead
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creates an approximation of the full posterior which facilitates the same type of parallell
sampling, but with varying amounts of communication.

The first choice in how each subset posterior is interpreted has implications for the
second choice, how should we combine samples from the subset posterior to approximate
samples from the full posterior? It is clear that this should depend on the interpretation
or mathematical structure given to each subset posterior, e.g if we treat each subset
posterior as a noisy approximation of the full posterior, ps(θ) ∝ p(Y s|θ)wp(θ), the
variance of the subset posterior samples are expected to be on the scale of the full
posterior, while if each subset posterior is ps(θ) ∝ pY s|θ)p(θ)1/w it is obvious that the
method of combining samples must reflect this. For example, the weighted average
method of this chapter would severely underestimate the posterior variance if the noisy
approximation version is adopted.

The third theme, or choice, is the amount of communication used in the algorithms.
The majority of the methods do not communicate between workers at all during sampling
from the subset posteriors, which we believe may be improved.

The three themes will be discussed in light of the different algorithms in the next
chapter where we present the main Consensus Methods in the literature.





Chapter 3

Consensus methods for general
subset posteriors

3.1 Overview

In the previous chapter we reviewed the Consensus Monte Carlo method for obtaining
exact posterior samples in a parallell setting when each subset posterior was Gaussian.
We made some remarks as to why this may only be possible for Gaussian subset poste-
riors, related to the properties of convolutions and products of densities. In addition, it
can be difficult to know when the Gaussian approximation is adequate in non-Gaussian
settings. Thus, other methods are needed to obtain exact or approximately exact sam-
ples from the full posterior when the subset posteriors are non-Gaussian. Several such
methods are proposed in the literature, and we will in this chapter review those we find
most relevant to our research question. The selection criteria we have used to select the
body of literature are methods in which the data are divided across what we refer to
as workers, to facilitate parallell MCMC-sampling based on subsets of the data and the
combination of these samples to generate exact or approximately exact samples from the
full posterior. In these methods, each worker has only access to it’s own subset of the
data, Y s, but communication of subset posterior samples θs ∼ ps(θ) and other derived
quantities such as moments and other statistics is allowed. There are certainly many
methods which falls under this category, but the literature selected is an attempt of cov-
ering a representative selection of the methods which has received the most attention in
the literature.

The literature review will be structured as follows. We will begin by providing brief
summaries of the methods selected in section 3.2. Then we continue by discussing
the major themes connecting the different methods in section 3.3, which we briefly
introduced in 2.3. In particular, we discuss the strengths and weaknesses of the various
choices made in the different methods. This is where the main discussion will take place.
We finish the review of the methods with a more general discussion.

3.2 Summaries of the methods

3.2.1 Scott et al. (2016)

The Consensus Monte Carlo method presented in chapter 2 is regarded as the baseline
method to approximate posterior samples by samples from the subset posteriors. The
subset posteriors are defined to be ps(θ) = p(Y s|θ)p(θ)1/w which are sampled from in
parallel without communication. A sample from the full posterior is approximated by

15
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the weighted average of the w p-dimensional samples θ ∼ ps(θ) with a p × p weighting
matrix Ws = Σ−1s where Σs is the posterior covariance matrix in subset s. As discussed
in chapter 2, this method is exact if each subset posterior is Gaussian, and will in many
situations be justified by large-sample asymptotics. This method is very scalable both in
terms of n and p, since the calculation of the covariance matrices and the weighted sum is
usually negligable compared to sampling from the subset posteriors ps(θ). The method
also uses no communication during the sampling stage, the only communication involved
is to collect all subset posterior samples at a central location after the parallel sampling
stage is finished. In the Consensus Monte Carlo method, the time spent generating
subset posterior samples will in most settings dominate the time to collect the samples
and calculate the weighted average. In practice, this means that the time complexity of
the algorithm is approximately reduced by a factor of t(n/w)/t(n) compared to sampling
from the full posterior, where t(x) is the time complexity for generating a posterior
sample given x observations. However, the scalability comes at a cost of potential bias
by assuming the subset posteriors are Gaussian.

3.2.2 Neiswanger, Wang, and Xing (2013)

The methods proposed by Neiswanger, Wang, and Xing (2013) are all based on the
approximation

p(θ|Y ) ∝ p1(θ)× · · · × pw(θ) ≈ ̂p1 × · · · × pw(θ) = p̂1(θ)× · · · × p̂w(θ)

where the subset posteriors are ps(θ) = p(Y s|θ)p(θ)1/w. In other words, the product of
subset posteriors is approximated by a product of approximations p̂s(θ). In all methods,
subset posterior samples are drawn from ps(θ) in parallel to estimate the approximation
p̂s(θ). Note that the resulting product of approximations is only proportional to the
full posterior, so an extra step is needed to have a valid approximation. They propose
three methods to approximate each subset posterior, a parametric, non-parametric and
semi-parametric approximation.

Parametric

The first method relies on a parametric Gaussian approximation of each subset posterior,

p̂s(θ) ≈ N (µ̂s, Σ̂s),

which means the product is estimated by a product of Gaussian distributions. As
discussed in chapter 2, the Gaussian approximation is often reasonable due to large-
sample theory. Thus, the resulting estimate of the product is Gaussian with parameters

Σ̂ =

 w∑
s=1

Σ−1s

−1 and µ̂ = Σ̂−1
w∑
s=1

Σsµ̂s.

With the Gaussian parametric approximation, the normalization constant is readily
available.

This approximation is extremely communication efficient, as we only need to com-
municate the parameter estimates µ̂s and Σ̂s from each worker after, in contrast to the
Consensus Monte Carlo method which must collect all w × ×T generated samples at
a central location. This method can serve as an alternative to Consensus Monte Carlo
if the transmission of subset posterior samples are prohibitive. The algorithm has a
similarly reduction in time complexity as Consensus Monte Carlo, at the cost of bias if
the subset posteriors are not Gaussian.
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Non-parametric

The second method suggested by the authors is to estimate each subset posterior density
with a non-parametric kernel density estimate

p̂s(θ) =
1

T

T∑
i=1

1

hp
Nd(θ|θs,i, h2Ip).

The product of these estimates is

̂p1 · · · pw(θ) = p̂1(θ) · · · p̂w(θ) =
1

Tw

w∏
s

T∑
i=1

1

hp
Nd(θ|θs,i, h2Ip).

The authors show that the product of the kernel density estimates is proportional to a
mixture of Tw Gaussian distributions,

̂p1 · · · pw(θ) ∝
T∑

t1=1

· · ·
T∑

tw=1

wtN (θ|θt, h2/wIp)

with θt = 1/w
∑w
s=1 θs,ts and wt =

∏w
s=1N (θs,ts |θt, h2Ip). Note that in this case, the

normalization constant needed to have a valid approximation is not available. Thus,
approximate posterior samples are generated from this mixture of Gaussians with a
Metropolis within Gibbs sampler, by sampling a mixture component and then a sample
from this Gaussian component. The algorithms presented are asymptotically exact, but
can struggle with slow convergence in the Metropolis within Gibbs stage. Most notably
they bound the mean squared error (MSE) of the estimator

p̂1(θ)× · · · × p̂w(θ),

which breaks down as the kernel variance h goes to zero, and is exponential in the
number of subsets w.

Semi-parametric

The semi-parametric method is a hybrid of the two methods, where the subset posteriors
are estimated by

p̂s(θ) = N (θ|µ̂s, Σ̂s)r̂s(θ)

where r̂s(θ) is a non-parametric kernel density estimate of the correction function

rs(θ) =
ps(θ)

N (θ|µ̂s, Σ̂s)
.

The posterior density is approximated by samples from the product p̂1(θ)× · · · × p̂w(θ),
which again is a mixture of Tw Gaussians. The advantage of this semi-parametric
method is that for few subset posterior samples T this is close to the stable parametric
Gaussian approximation, but it is also asymptotically exact as the number of subset
posterior samples T → ∞. The results for the bounds for the non-parametric MSE
holds also for the semi-parametric method.

3.2.3 Wang and Dunson (2013)

The Weierstrass sampler of Wang and Dunson (2013) is also based on approximating

p1(θ)× · · · × pw(θ)



18CHAPTER 3. CONSENSUS METHODS FOR GENERAL SUBSET POSTERIORS

by approximating the subset posteriors ps(θ) ∝ p(Y s|θ)p(θ)1/w. The authors propose
to approximate each subset posterior by the Weierstrass integral transform

p̂s(θ) =

∫
θs

1√
2πτ2s

exp

(
− 1

2τ2s
(θs − θ)2

)
ps(θs)dθs

and approximate the full posterior by the product of the approximations. The resulting
approximation of the product p1(θ) × · · · × pw(θ) can be interpreted as the marginal
distribution of joint distribution of the subset posterior distributions with parameters
θs and a common parameter θ (here represented in dim(θ) = 1 and with common
variance τ2 for each s):

̂p1(θ)× · · · × pw(θ) ∝
∫
θsub

exp

(
(θ − θsub)2

2τ2/w

)
exp

−θ2sub − θ2sub
2τ2/w

 p1(θs) · · · pw(θw)dθsub

where θsub = (θ1, ..., θw) are the implied latent variables, θsub = 1/w
∑w
s θs and θ2sub =

1/w
∑w
s θ

2
s .

The method is proposed to try to adress the the curse of dimensionality in dim(θ) = p
when approximating the subset posteriors by kernel density estimates. The method is
also proposed to adress what the authors call the problem of subset posterior discon-
nection: (Wang and Dunson (2013))

Because of the product form, the performance of the approximation to the
full data posterior depends on the overlapping area of the subset posteriors,
which is most likely to be the tail area of a subset posterior distribution...

A final goal of the algorithm is to avoid collapsing modes which the Consensus Monte
Carlo method does by averaging over subset posterior samples.

The main algorithm for sampling from the approximation, referred to as Weierstrass
refinement sampling, samples from the joint distribution of (θ, θsub) by first sampling
{θi : i = 1, ..., T} from a rough approximation to the full posterior, via e.g a Laplace
approximation, and then distributing the draws to the workers. The workers then draw
θs from p(θs|θi, Y s) for i = 1, ..., T . The T samples of each θs are sent back to the central
worker and new θ-samples are drawn from the conditional distribution θ|(θ1, ..., θw) for
each set of samples of (θ1, ..., θw). This may be repeated for several iterations, where
the authors suggests letting the Gaussian variance parameter τ2 be dynamic during this
process. Each iteration is referred to as a refinement of the original θ-samples drawn
from the rough approximation. Large values results in large refinement steps, but small
values results in more accurate approximations of the subset posteriors.

A rejection sampling algorithm based on the joint distribution of θ and θsub is also
proposed, in which we first obtain samples of (θ1, ..., θw) ∼∝ p1(θ1) · · · pw(θw) in par-
allel from the subset posteriors. Then, samples of θ are drawn from p(θ|(θ1, ..., θw)) =
N (
∑
s θs/w, τ

2/w). If we treat each (θ, θ1, ..., θw) as a candidate sample from the joint
distribution, the acceptance ratio reduces to

exp

{
−
∑
s θ

2
s/w −

∑
s θs/w

2τ2/w

}
.

However, the authors note that this leads to potential mode collapse as θ is drawn with
mean equal to an average of the subset posterior samples. The acceptance rate suffers
from the curse of dimensionality in w and p. A trick to reduce the curse of dimensionality
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in the number of subsets w, also used in Neiswanger, Wang, and Xing (2013), is to apply
the algorithm by pairwise combining two and two subsets until a final set of samples is
obtained.

To reduce the curse of dimensionality in p which also Neiswanger, Wang, and Xing
(2013) suffer from, the propose a sequential rejection sampling strategy, which reduces
the error from h2/p to accumulating as ph2, see Wang and Dunson (2013) for details.
The main idea is to perform the rejection sampler component wise, which might be a
useful idea in general. If one is most interested in marginal distributions, many of the
methods may be applied to each parameter independently.

3.2.4 Nemeth, Sherlock, et al. (2018)

The method by Nemeth, Sherlock, et al. (2018) represents another flexible method to
approximate the product

̂p1 × · · · × pw(θ)

by approximating each factor ps(θ) ∝ p(Y s|θ)p(θ)1/w. This method relies on Gaussian
Process (GP) approximations of the subset log-posteriors, which in turn means that the
logarithm of

p1 × · · · × pw(θ)

is approximated by a sum of Gaussian Processes, which is also a Gaussian Process.
Samples are drawn in parallell from the subset posteriors ps(θ) ∝ p(Y s|θ)p(θ)1/w by
each worker, and Gaussian Process priors are placed on the w subset log-posteriors.
The w GP’s are estimated by the subset posterior samples, and the log of the product is
estimated as the sum of these Gaussian Processes. Note that also in this case, we only
have an unnormalized approximation. Nemeth, Sherlock, et al. (2018) proposes three
algorithms to obtain approximate posterior samples based on the sum of the w Gaussian
Processes.

The first algorithm draws samples from the exponential of the expectation of the
Gaussian Process approximation, and uses these samples directly to estimate quan-
tities of interest. MCMC sampling based on the Gaussian Process approximation is
significantly faster than the full data due to the availability of gradients. The second
algorithm goes one step further to obtain more accurate samples from the full posterior,
by distributing the posterior samples obtained in the first algorithm to each worker, and
return importance weights from the subset posteriors. The last algorithm is also based
on an importance sampling approach, where samples are drawn from a simpler proposal
distribution q(·). Let L denote the unnormalized Gaussian Process approximation of
the full log-posterior, and g(θ) be a function for which a posterior expectation is sought.
The third approach approximates the posterior expectation by

E[g(θ)] =
1

Z(`)

∫
θ

h(θ) exp(`(θ))dθ

where ` is a realization of L. However, we are not able to store the entire `, which
is infinitely dimensional. Instead, we draw N samples from q(θ), and draw M finite-
dimensional realizations of the Gaussian Process at the samples of θ drawn from q(·),
(`m(θ1), ..., `m(θN )) for m = 1, ..,M . Then the posterior expectation is approximated
by

1

N

N∑
i=1

wig(θi) with wi =
1

Mq(θi)

M∑
m=1

exp(`m(θi))

Ẑ(`m)
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and

Ẑ(`m) =

N∑
i=1

exp(`m(θi))

q(θi)
.

No theoretical results regarding approximation error is presented, but it is reasonable
to assume that in the theoretical limit as the number of subset posterior samples T →∞
the approximation should converge to the posterior distribution. However, a major
bottleneck in this algorithm is the Gaussian Process approximations of each subset
posterior, the computational cost is O(T 3) for T subset posterior samples. Thus, if many
subset posterior samples are needed for an adequate approximation, the combination
stage of the algorithm may become more expensive than the sampling stage.

3.2.5 Minsker et al. (2014) & Srivastava et al. (2015)

The methods by Minsker et al. (2014) and Srivastava et al. (2015) relies on likelihood
inflated subset posteriors ps(θ) = p(Y s|θ)wp(θ) interpreted as noisy approximations to
the full posterior. For likelihoods of the form p(Y s|θ) =

∏n
i p(yi|θ), raising the likelihood

to a power w has the effect of artificially increasing the number of observations in each
subset to n. Thus, each subset posterior based on n artificical observations is considered
to be a noisy approximation to the full posterior. T samples are drawn from each subset
posterior ps(θ) and combined to approximate the full posterior. In these methods the
objective is less clear than for the methods which approximates the full posterior by
estimates of the product (1.2). Minsker et al. (2014) proposes the Median Posteror
(M-posterior) method, which approximates the full posterior by the geometric median
of the w subset posteriors. For a uniform distribution on a collection of w elements ps
(subset posterior distributions represented by T elements in Rp) in a space X with norm
|| · ||, the geometric median of the w elements is

p̂(θ|Y ) = argmin
y∈X

w∑
s=1

||y − ps||.

When X is a Hilbert space, the geometric median exists and the minimizer lies in
the convex hull of (ps, ..., pw), i.e there exists αs such that p̂(θ|Y ) =

∑w
s αsps. The

norm and implied distance metric is chosen to admit fast numerical approximations of
the distance between probability measures. Part of the motivation for this method is
robustness to outliers, the approximation to the full posterior is robust to outliers in the
subsets. However, the robustness to outliers can prevent users to detect errors in the
modelling assumptions, because the subset posteriors can differ not only because of large
outliers, but also because the observations in different subsets can come from different
distributions. The authors state that the parallel sampling from the subset posteriors
enjoys similar time complexity reduction as the embarassingly parallel methods by Scott
et al. (2016) and Neiswanger, Wang, and Xing (2013). The combination step has time
complexity T 2/ε, where ε is the user selected approximation error in estimating the
median posterior, there is seemingly no curse of dimensionality in the p.

Srivastava et al. (2015) proposes a similar combination approach, by approximating
the full posterior distribution by the Barycenter of the subset posteriors. Specifically,
the approximation to the full posterior is given by

p̂(θ|Y ) = argmin
p∈P2

w∑
s=1

1

w
W 2

2 (p, ps)

where the ps are as usual the subset posterior distributions represented by samples, P2

is the Wasserstein space of probability measures of order 2 and W2 is the Wasserstein
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distance of order 2. For details, see Srivastava et al. (2015). The time complexity
for finding the minimizer in this setting, i.e combining the samples from the subset
posteriors, is not presented, but the authors state that the time complexity for the
combination stage is negligable compared to the sampling stage which is done in parallel.

3.2.6 Vehtari et al. (2014) & Xu et al. (2014)

The method of Vehtari et al. (2014) and Xu et al. (2014) is based on the assump-
tion that the posterior distribution can be factored as p(θ|Y ) ∝

(∏w
s p(Y

s|θ)
)
p(θ)

as in 1.1. The full posterior distribution is then approximated by another density
g(θ) ∝

(∏w
s gs(θ)

)
g0(θ) where gs(θ) is an approximation of p(Y s|θ), and g0(θ) is an

approximation of the prior. At each step of the algorithm, the current approximations
gs(θ) are distributed to all workers, and the approximation gs(θ) at worker s is updated
while keeping the other subset approximations gk(θ) for k 6= s fixed. More precisely, in
worker s, the approximation gs(θ) ≈ p(Y s|θ) is updated such that∏

k 6=s

gk(θ)

 gs(θ) ≈

∏
k 6=s

gk(θ)

 p(Y s|θ).

When the updated parameters for gs(θ) are found, the parameters are sent back to the
central worker which updates the full approximation

(∏w
s gs(θ)

)
g0(θ), and redistributes

the approximation to all workers.

Although these are not strictly Consensus Monte Carlo methods, they share the
important characteristic of creating an approximation of the full posterior through the
use of subset likelihoods p(Y s|θ) which is updated in parallel. The key idea is that
information about Y −s = Y \Y s is shared with worker s through the communication of
some statistic, regularizing the approximations of each likelihood piece to be closer to
each other. We believe methods targeting the full posterior by a direct approximation
using some amount of communication is promising, because they avoid certain problems
which we will discuss later. Therefore, our method is inspired by this approach and we
include these methods as Consensus Monte Carlo methods.

By restricting g0(θ) and each gs(θ) to be in the exponential family of distributions
we ensure that the algorithm is computationally efficient, because the parametric fam-
ilies are closed under products and divisions, and the products and divisions are easily
calculated by adding or subtracting the natural parameters. This also makes the al-
gorithm efficient in terms of the amount of data needed to be communicated, only the
natural parameters of each approximation gs(θ) are transmitted. The multivariate nor-
mal distribution is a typical example. In Vehtari et al. (2014) the criteria for updating
each site approximation is freely chosen, but a common method is to minimize a diver-
gence measure at each stage, such as the Kullback-Leibler. Vehtari et al. (2014) states
that even though the KL-divergence is minimized in each worker, there is no guarantee
that the global KL-divergence is minimized. There is also no convergence guarantees,
but the authors note that models with log-concave factors p(Y s|θ) have seen succesful
applications.

When using a multivariate normal approximation, this method is similar to Neiswanger,
Wang, and Xing (2013) and Scott et al. (2016) in that the full posterior is approximated
by a Gaussian distribution, however, with a key difference. The Gaussian approxima-
tion in the expectation propagation algorithm is optimized to provide a good global
approximation, through the use of communication during the optimization process.

The method by Xu et al. (2014) is a special case of the general EP-framework by
Vehtari et al. (2014). The updating step tries to minimize the KL-divergence between
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the distributions, by choosing the natural parameter ηs for gs(θ) which minimizes

KL


∏
k 6=s

gk(θ)

 p(Y s|θ)
∣∣∣∣
∏
k 6=s

gk(θ)

 gs(θ)

 .

This minimization can be done by matching the moments of the distributions. The
moments of ∏

k 6=s

gk(θ)

 p(Y s|θ)

are generally not analytically available and needs to be estimated. Both Xu et al. (2014)
and Vehtari et al. (2014) proposes using MCMC methods to estimate the moments.

The time complexity of these methods using MCMC to match the moments has
similar characteristics as several of the other methods. In the moment-matching step,
samples from the distributions

(∏
k 6=s gk(θ)

)
p(Y s|θ) for each s are drawn in parallel.

Note that these distributions are based on n/w samples instead of n, which means that
drawing from these reduce the time complexity about a factor of t(n)/t(n/w) as usual.
However, because of the iterative structure of the algorithm, the distributions are drawn
from B times (in parallel) to estimate the moments of

(∏
k 6=s gk(θ)

)
p(Y s|θ), where B

is the number of iterations. The communication adds to the wall clock time of the
algorithms, but as stated in Vehtari et al. (2014), the sampling will be by far the most
costly operation. An example is given with w = 64 subsets, where the time spent in
non-sampling parts of the algorithm was 0.2% of the total time.

3.3 Main themes

Although each method is rather distinct from one another, we can identify some common
themes and choices made in each algorithm. As we mentioned in the previous chapter
(2.3), the common themes we find relevant are

1. The interpretation of the subset posterior distributions.

2. How to combine samples from subset posterior distributions to approximate sam-
ples from the full posterior / How to approximate the full posterior distribution
using the subset posteriors.

3. The extent of communication between workers in the sampling and combination
step.

Among the literature surveyed, points 1) and 2) are the points in which most algorithms
differ, especially point 2). The majority of the methods avoid any communication be-
tween workers during sampling. We begin by discussing the interpretation of the subset
posterior distributions.

3.3.1 The interpretation of the subset posterior distributions

The different methods all need to make a choice when defining the subset posterior
distributions. We noted in the chapter on Gaussian subset posteriors that letting the
subset posterior distributions be proportional to

p(Y s|θ)p(θ)1/w
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led to exact samples from the true posterior distribution p(θ|Y ) when using the weighted
average method with Gaussian subset posteriors. However, in the general we have no
such guarantee, opening up the possibility of letting the subset posterior distribution
have the form

p(Y s|θ)ap(θ)b

for other values of a and b.

Two specific choices of a and b dominate among the chosen methods, which is the
"Consensus Monte Carlo choice" of a = 1 and b = 1/w, and the choice a = w (=
n/ns if uneven subset sizes) and b = 1. We will refer to the choices as prior diffusion
and likelihood inflation. With the mathematical structure of the likelihoods we are
considering (1.1), the likelihood inflation choice of a = w and b = 1 have the implication
that the subset posteriors are noisy approximations to the full posterior. By raising the
likelihood to a factor w, the effect is that each observation is artificially replicated w
times in each subset, such that the number of observations in each subset is increased
to n/w × w = n. The term noisy approximation refers to the notion that the subset
posterior distributions with n artifical observations will be an approximation to the
full posterior with some added randomness. It might sound odd to artificially increase
the number of observations back to n, when one of the issues at hand is that we are
not capable of handling n observations at a time. This paradox is resolved by the
fact that the likelihood of observing the same sample w times is simply w times the
likelihood of observing it once on the log scale, which is usually cheap computationally,
i.e log p(yi|θ)w = w log p(yi|θ). The equation (1.2) is obviously not satisfied by this
choice of a and b, but the general idea is that we observe w random measures p̂s(θ|Y )
that we can use to estimate the original measure p(θ|Y ),(

p̂1(θ|Y ), ..., p̂w(θ|Y )
)
→ p̂(θ|Y ).

Among the literature we consider, the Median posterior (M-posterior) method by Minsker
et al. (2014) and the Wasserstein Posterior (WASP) by Srivastava et al. (2015) go this
route. An unanswered question in this interpretation is what is gained by implicitely
using n artificial observations compared to letting each worker have a full copy of the
entire dataset. As we mentioned, the likelihoods with n/w samples with weights w are
computationally cheaper than processing the full dataset at each iteration of an MCMC
algorithm, but this reduction of computational cost may be offset by the approxima-
tion error introduced. In the framework we are considering, we have assumed that each
worker can only access its own subset, but the question is worth mentioning since it is
not obvious that the gains outweigh the losses.

The Consensus Monte Carlo algorithm (Scott et al. (2016)), the Weierstrass sampler
(Wang and Dunson (2013)) and the Gaussian Process approximation (Nemeth, Sherlock,
et al. (2018)) use the prior diffusion approach. Letting ps(θ) = p(Y s|θ)p(θ)1/w means
that the goal is to use subset posterior samples to estimate the product of densities,

p(θ|Y ) ∝ p1(θ)× · · · × pw(θ),

which is non-trivial except in the Gaussian setting as discussed in chapter 2. Most of the
differences among the methods using the prior diffusion approach comes from how they
choose to estimate the product of densities using subset posterior samples. Common
for these methods is that the amount of prior information is reduced in each subset, by
letting the prior be p(θ)1/w. A central point of critique of the fractionated prior p(θ)1/w
is succintly summarised in Vehtari et al. (2014):

In a Bayesian context, though, it is not clear how distributed computa-
tions should handle the prior distribution. If the prior p(θ) is included in
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each separate inference, it will be multiply counted when the w inferences
are combined. To correct for this, one can in principle divide the combined
posterior by p(θ)w−1 at the end, but this can lead to computational insta-
bilities. An alternative is to divide the prior itself into pieces, but then the
fractional prior p(θ)1/w used for each separate computation may be too weak
to effectively regularize, thus eliminating one of the key computational ad-
vantages of Bayesian inference; for examples in which the likelihood alone
does not allow good estimation of θ...

A related issue with the fractionated prior p(θ)1/w is the potential improperness of the
subset posterior distributions. It may very well be the case that∫

θ

p(Y s|θ)p(θ)1/wdθ =∞

even if the integral exists for p(θ). The divergence of the integral may be due to the
smaller size of the data set, or to the prior itself. An example where the divergence can
be attributed to the data is if we have a regression setting with n � p, but n/w ≈ p,
which can lead to likelihoods which is not integrable with a too weak prior. The potential
improperness can also be attributed to the prior alone, an example being the standard
Cauchy distribution

p(θ) =
1

π

1

1 + θ2
.

Then,

p(θ)1/w =
1

π1/w

1

(1 + θ2)1/w
≈ 1

π1/w

1

θ2/w

for large θ. For w > 1 the prior distribution integrates to infinity on R. The combination
of the two effects may be problematic in many situations, where we will have to adjust
the prior distribution to be able to obtain stable estimates of the posterior distribution.

However, the main issues as we see them is that weakening the prior distribution may
lead to subset posterior distributions telling too different stories and that the models
may be more difficult to estimate computationally. One might argue that in the big data
setting, there should be enough information contained in each likelihood piece p(Y s|θ),
meaning that less information in the fractionated prior is not an issue. While this may
be true in the classical iid setting when the dimension dim(θ) = p is small, the real
power of big data is in the ability to fit larger models, taking into account more complex
structures where the need for strong regularization remain important.

Another issue with using p(Y s|θ)p(θ)1/w, is that in many situations each subset
posterior is biased, if we by bias mean a systematic over- or underestimation of the
posterior mean. An example is Binomial observations with a probability p with prior
Beta(α = 1, β = 1). If we divide n data Y = {yi}i=1,...,n evenly into w subsets, we will
inevatibly obtain subset posterior distributions where the posterior mean for p is biased
for the true posterior mean. To see this, assume that we observe exactly np successes
for p 6= 0.5 and that these are divided evenly among the w workers. The full posterior
mean is

Eθ|Y [θ] =
1 + pn

2 + n
,

which is strictly monotone in n if p 6= 0.5. The monotonicity implies that in each
subset where the number of observations is n/w < n, the posterior mean will be biased
in the same direction in each subset posterior. This is one of the issues of having no
communication between subsets, each subset posterior only considers its evidence Y s, a
recurring theme which we will return to. Scott et al. (2016) solves the Binomial data
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problem described by changing the parameters of the prior distribution. By choosing
α = β = 1/w the bias is reduced by letting high and low values of p be more probable
a priori. The need to alter the parameters of the prior distribution for the unknown
parameter p to get more accurate approximations is arguably not ideal. The likelihood
inflation approach may perform better in these situations, and will give the correct
posterior mean in each subset posterior if we actually observe np successes evenly divided
across the w workers in the Binomial example.

The Expectation Propagation algorithms by Xu et al. (2014) and Vehtari et al. (2014)
goes another direction, by proposing algorithms which approximates the full posterior
directly, but facilitates parallel sampling or updating algorithms. Thus, these methods
do not need to choose the interpretation of the subset posteriors. The advantages of
these methods are clear, in that they can keep the prior distribution on the original
scale, and by approximating the full posterior distribution directly avoids the need for
proposing an ad-hoc combination strategy. In this regard these algorithms are more
transparent by being explicit about the approximation of the full posterior.

Another theme in the papers, or rather lack thereof, related to the choice of subset
posterior distributions is the effect of different subset partitions. The most common use
case of the Consensus Monte Carlo methods is to obtain approximate posterior samples
from models where running MCMC on the entire dataset is intractable. Thus, the
researchers using these methods will usually have the choice of how they want to divide
the observations. By far the most common choice, is an approximately even split by
letting worker s have

⌊
n/w

⌋
observations. Little research has been done on the effect of

different partitions of the data on the resulting Consensus estimates. If the methods are
designed to be based on a random partition of the observations, unstable approximations
depending heavily on the partition are unwanted and may discourage researchers from
applying these methods. An interesting avenue of research is a more careful study of
the effect of different partitions and whether one can optimize the partioning process
to obtain better performing algorithms. For the likelihood inflation approach, it is also
clear that if w is close to n, most of the observations in each subset will be artifical
copies, which might exaggerate the effect of different partitions, i.e different partitions
may produce vastly different approximations of the full posterior due to large partition
variance.

3.3.2 How to combine samples from subset posteriors

As we have seen, the role we give the subset posteriors influences the appropriate ways
to combine the samples from them to approximate the original target. If we treat them
as noisy approximations, we must find a way to estimate the underlying true posterior
distribution, if we treat them as factors in a product of densities, we must estimate a
product of densities using samples from each density. For the methods approximating
(1.2) directly such as the EP algorithms (Vehtari et al. (2014), Xu et al. (2014)), such
combination strategies are not needed.

In the prior diffusion formulation of the subset posterior distribution, the goal is to
estimate

p(θ|Y ) ∝ p(Y 1|θ)p(θ)1/w × · · · × p(Y w|θ)p(θ)1/w = p1(θ)× · · · × pw(θ)

by subset posterior samples from distributions ps(θ) proportional to p(Y s|θ)p(θ)1/w. In
this setting, the question of how to combine the subset posterior samples to estimate
the full posterior boils down to proposing an estimator of the product

p1(θ)× · · · × pw(θ).
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A natural strategy is to estimate each factor independently and multiply them together,
i.e

̂p1 · · · pw(θ) = p̂1(θ) · · · p̂w(θ).

Neiswanger, Wang, and Xing (2013) proposes three such methods, a Gaussian paramet-
ric approximation of each factor, and two methods based on kernel density estimates. If
we employ the Gaussian parametric approximation, ps(θ) ≈ N (θ|µs,Σs), we implicitely
assume a Gaussian approximation of the full likelihood. By estimating the parameters
of the subset Gaussian approximations, the full posterior approximation can be calcu-
lated by the parameters as usual. It is easy to mistake this method to be exactly equal
to the Consensus Monte Carlo method by Scott et al. (2016). However, with explicit
approximation of ps(θ) ≈ N (θ|µs,Σs) we force the approximation of the full posterior
to be exactly Gaussian. Thus, if each subset posterior has non-Gaussian features, then
this method will produce different results than Consensus Monte Carlo. However, the
difference between the two Gaussian approximations will probably be very small if the
subset posteriors can be approximated by Gaussians. In general, independent sampling
from each subset posterior together with strong parametric assumptions on each factor
in (1.2) enjoys favourable computational properties, as the parameter estimates given
the subset posterior samples are usually fast to compute. If the parametric assump-
tion is Gaussian, the full posterior can be approximated by only sharing the resulting
parameter estimates from each worker as we have seen previously. In general, the para-
metric assumption for each subset posterior is not closed under products, and since the
product p1(θ) × · · · × pw(θ) is only proportional to the full posterior we will need to
estimate its normalization constant or use an additional sampling procedure to obtain
an approximation of the full posterior. However, this extra sampling step should in prin-
ciple be much faster than sampling from the full posterior if the factors are parametric
approximations.

The embarrasingly parallell Consensus Monte Carlo methods having negligable cost
of combining the approximations or samples from each subset posterior often reduce the
time complexity by a factor of at least 1/w. This dramatic reduction does in general
come at a cost of increased bias due to strong parametric assumptions for the subset pos-
terior distributions. In addition, even if a parametric assumption is reasonable, it can be
difficult to select the correct family of distributions, which is highlighted by Neiswanger,
Wang, and Xing (2013) to motivate more flexible methods which approximates each
ps(θ) by kernel density estimators. The decrease in bias using weaker assumptions on
the subset posteriors compared to parametric assumptions comes at cost of increasing
variance, i.e the wall clock time for reaching a certain MCMC variance can be much is
larger than for the parametric assumptions and often struggles with a curse of dimen-
sionality in the dimension p.

Kernel density estimation scales poorly with the dimension of the parameter θ, mean-
ing that the number of subset posterior samples T generated need to grow exponentially
in p to retain the level of approximation accuracy. In addition, the problem of subset
posterior disconnection defined by Wang and Dunson (2013) refers to the notion that
the main mass of the full posterior is likely to be located in the tail area of a subset
posterior distribution, which makes it important to have good approximations in the
tails of the subset posteriors. This is related to the problem that the separate subset
posteriors can be far apart due to random noise.

Wang and Dunson (2013) tries to adress the issues with kernel density estimation
methods with their Weierstrass sampler. Similarly as Neiswanger, Wang, and Xing
(2013), they try to estimate the product of subset posterior densities by a product of
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approximations
̂p1 · · · pw(θ) = p̂1(θ) · · · p̂w(θ),

but instead of using a kernel density estimate for each factor, they approximate each
subset posterior by the Weierstrass integral transform. The resulting approximation of
the full posterior can be interpreted as the marginal distribution of the joint distribution
of the subset posterior parameters θs and a common parameter θ, see 3.2.3 or Wang
and Dunson (2013) for details. Thus, by sampling from the joint distribution of θ and
θs for s = 1, ..., w we obtain approximate posterior samples of θ. By working with this
extended distribution we avoid having to combine samples from the subset posteriors,
they are simply used as latent variables. Several algorithms are proposed for sampling
from the joint density of θsub and θ, all based on a Gibbs sampling strategy by sampling
θ from a rough approximation of p(θ|Y ), e.g a Laplace approximation, and then sample
from θs|θ, Y s in parallell. When sampling from the subset posteriors in parallel, the
common Gaussian factor regularizes the distributions to be closer to θ, which adresses
the issue of having subset posterior distributions being far from each other. Since they
use p(θ)1/w in each subset posterior, the problems mentioned earlier regarding the prior
distribution is not solved. As we will see in chapter 4, this method is very similar to the
method we propose. However, our proposed method is more inspired by the methods
which tries to approximate the full posterior directly, using more communication during
the sampling process to share information across subsets.

Another flexible approximation of ps(θ) is proposed by Nemeth, Sherlock, et al. (2018),
which also use the a = 1 and b = 1/w formulation, implying that the approximation to
the full posterior should be an approximation of the product of subset posterior densities.
However, they choose to work on a log-scale, meaning that

log p(θ|Y ) =

w∑
s

log ps(θ) + C.

To approximate log p(θ|Y ), they approximate the subset log-posteriors by Gaussian pro-
cesses, which means that approximation to the full log-posterior is a sum of Gaussian
processes, also a Gaussian process. In the same way as the Consensus Monte Carlo
algorithm and the kernel density methods, sampling from the subset posterior distri-
butions is done without communication, which means that problems regarding subset
posterior disconnection might be present. While the Weierstrass sampler Wang and
Dunson (2013) circumvents having to approximate each factor in (1.2) explicitely, the
kernel density Neiswanger, Wang, and Xing (2013) and Gaussian process approxima-
tions Nemeth, Sherlock, et al. (2018) relies on very flexible approximations of ps(θ).
A common theme for such approximations is that they scale poorly to true big data
settings, where kernel density methods requires that the number of posterior samples
grows exponentially as the dimension p grows, and Gaussian processes scale cubically in
the number of training inputs. However, if these methods are applied to each compo-
nent of θ independently, the curse of dimensionality disappears. If a researcher is only
interested in the marginal distributions of the parameter θ, such marginal combination
strategies may be used. But for predictions and other features that depend on the joint
distribution of θ, such strategies may not work. An interesting idea may be to model
the marginal distributions and the correlation structure independently with a copula
approach.

To summarise, when we treat the subset posteriors as factors in a product of densities
in (1.2), the reviewed methods relies on approximations of each term to approximate
the product. There is a very clear trade-off between the bias of the approximations and
the computational cost of the methods, which we can phrase in the classical bias versus
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variance trade-off in statistics; for a given amount of wall clock time, we have a trade-off
between the bias and the variance in computing expectations from samples generated
by the approximations. Using a fully parametric approximation lies on one end, and
using very flexible approximations lies on the other. We also have a trade-off within
each method, by the various tuning parameters we can choose or the parametric family
chosen. But to a large degree, the methods lie on either end of the extreme. A useful
area of research would be intermediate methods where one has more flexibility to choose
the degree of trade-off.

For the likelihood inflation methods which treats each subset posterior as a noisy
approximation of the full posterior (a = w, b = 1), the general idea is that we observe w
random measures p̂s(θ|Y ) which are used to infer the original measure p(θ|Y ),(

p̂1(θ|Y ), ..., p̂w(θ|Y )
)
→ p̂(θ|Y ).

A common theme for these algorithms (Minsker et al. (2014), Srivastava et al. (2015)) is
that they use the subset posterior samples to estimate a distribution which satisfies some
notion of center. Minsker et al. (2014) considers this optimal center to be the geometric
median of the subset posterior distributions, which they state has some connections to
robust statistical techniques. The method obviously relies on the assumption that the
subset posterior distributions has the same shape as the full posterior, but with posterior
means that are randomly distributed about the true posterior mean, with perhaps some
of the subset posterior means corrupted by outliers in the observations Y . There are
arguments for why this might hold in many situations, at least approximately. An
example is due to Bayesian asymptotics, where each subset posterior is asymptotically
N (θ|µs, σ2

s) if the necessary conditions apply. Noting that the posterior means and
variances µs and σ2

s are random, the underlying assumptions can in the Gaussian setting
be stated as E[µs|Y s] = µ and E[σ2

s |Y s] = σ2 where µ and σ2 is the mean and variance of
the full posterior distribution. In this simple setting a general method could be to sample
from p(Y s|θ)wp(θ) and estimate the means of each subset posterior distribution, and
translate the means of each subset posterior towards the overall mean, θ̃i = θs,i+(µ̂−µ̂s).

However, estimating the geometric median is costly compared to estimating the
mean. Thus, in the absence of outliers or with very few outliers, the gain of estimating
the geometric median over the mean can be questioned. Srivastava et al. (2015) on
the other hand combines the subset posterior samples by estimating the Wasserstein
barycenter. Even though these method seem reasonable, their validity is difficult to
check and the interpretation of the "center" of a set of distributions is unclear. There is
no guarantee that the resulting approximation is close to the full posterior distribution
in generall.

The third category of Consensus Monte Carlo methods differ from the prior diffusion
and likelihood inflation approaches in that they approximate the full posterior distribu-
tion directly, instead of sampling from each subset posterior and combining them. The
Expectation Propagation type algorithms by Vehtari et al. (2014) and Xu et al. (2014)
are of this category. Although these are not strictly MCMC methods, they share the
important characteristic of creating an approximation of the full posterior through sub-
set likelihoods p(Y s|θ) which is updated in parallel. The key idea is that information
about Y −s = Y \ Y s is shared through the communication of some statistic, regular-
izing the approximations of each likelihood piece to be closer to each other. The EP
methods are restricted to a family of distributions making the update or sampling from
the subset posteriors simple. We have not encountered methods where this restriction
is not present, and this should present an interesting area to study further. One of
the major benefits of these methods, is that no costly combination stage is needed, the
generated posterior samples or approximation is already targeting the full posterior.
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Further, by approximating the full posterior simultaneously, the methods are generally
avoid the problem of subset posterior disconnection and can use the prior on the orig-
inal scale. Lastly, these direct approximation methods are easier to interpret and the
approximation errors may be more easily understood.

3.3.3 The extent of communication between workers

The third major theme we listed in the start of this section is the extent of communi-
cation between workers in the sampling and combination step. As an example, com-
munication during sampling might be sharing of moments from each subset posterior
at some regular interval to ensure that each subset posterior does not produce wildly
different inferences. Communication during the combination step might be to calculate
importance weights of proposed samples from the approximation of the full posterior.
For example, with the Gaussian approximation of each factor proposed by Neiswanger,
Wang, and Xing (2013), it can be natural to sample from the global Gaussian approxi-
mation, and calculate importance weights by distributing the proposed samples to the
subset and returning the importance weights. It is this latter form of communication
which is most common among the Consensus Monte Carlo methods.

The methods which communicate during sampling usually have a different approach
to the problem of combining MCMC inferences, by creating an approximation to the
full posterior which facilitates parallell computation of the likelihoods. The expectation
propagation methods (Vehtari et al. (2014), Xu et al. (2014)) are of this category. We
discussed the apparent dichotomy between bias and variance in the section on combin-
ing subset posterior samples, where we had very flexible approximation methods of each
subset posterior which were compuationally inefficient on one hand, and inflexible para-
metric approximations on the other. We have a similar dichotomy between extensive
communication and no communication at all. Scott et al. (2016) argue for the use of
embarrasingly parallel sampling from the subset posteriors by first presenting an exact
parallel MCMC algorithm which communicates at each iteration, demonstrating that
such methods are slow due to large communication / parallelization overhead. We be-
lieve this argument is not completely valid, as they use this to conclude that distributed
Bayesian computation must be done with minimal to no communication. As a result,
the Consensus Monte Carlo method uses no communication at all, which has spawned
a line of research of methods which goes to great lengths to avoid the same.

We believe succesful methods should allow for an intermediate solution, where the
extent of communication during sampling can be selected. The Swedish term "lagom"
can be applied in many areas of life, where this serves as another situation where the
optimal solution is not necessarily at either end of an extreme, but somewhere in the
middle. The EP methods, which is essentially a Gaussian approximation, shows su-
perior results due to communication compared to Consensus Monte Carlo in terms of
MSE for the shared parameters in a hierarchical Binomial data model for all dimen-
sions p = 1, ..., 16 and workers w = 2, 4, 8, ..., 64 in a simulated experiment (Vehtari
et al. (2014)). The only negative aspect of communication during sampling is increased
time complexity, thus it makes sense to be able to accept some communication cost to
gain presumably more correct inferences. Further, the apparant consensus that the cost
of communication is as problematic as stated, is only demonstrated through a straw
man argument in Scott et al. (2016), where they devise a sampling scheme which com-
municates with all worker machines at each MCMC iteration, which has been shown to
be inefficient in most circumstances. However, for moderate amounts of communication
Vehtari et al. (2014) argues that sampling is often by far the most costly operation for
the parallel Consensus Methods. Little research has been done to demonstrate the effect
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of utilizing an intermediate amount of communication. To exemplify, assume n = 1e6
is divided among w = 10 workers in a parallell MCMC algorithm which has B rounds
of communication. If B is of moderate size, say B = 1e2, it is not obvious that this
impacts the total cost of the algorithm to an extent that is intractable, and it is neither
obvious that this does not provides a meaningful improvement over non-communicating
algorithms. Another example with w = 64 is given in Vehtari et al. (2014) where the
time spent in non-sampling parts of their distributed EP algorithm was 0.2% of the
total time, which means the added time due to communication must be minimal. Our
proposed method in chapter 4 allows for a user selected amount of communication in a
similar fashion.

3.4 Shortcomings of Consensus Monte Carlo methods

Even successful Consensus Monte Carlo methods is no be-all end-all of approximate
Bayesian methods. We are restricted to a class of models which admits

p(Y |θ) =
∏
s

p(Y s|θ)

for some partition of the observations Y . Further, if we do not have control over the
partitioning process we are at the mercy of the data partitioning. In many models, the
conditional independence structure (1.1) is satisfied for only a very small fraction of
the different possible partitions of the data. An example is hierarchical models, which
are models which takes into account various correlation structures in the data. If such
structures are present, using these models leads to less biased inferences, at the cost
of computational tractability. To fully exploit the benefits of hierarchical models we
need effective inference methods. However, in the context of Consensus Monte Carlo
methods, the independence structure in equation 1.1 is broken if observations in a given
level of the hierarchy are split across workers. However, in these setting, the partitioning
of the data is usually not a completely random process. If the data of interest are data
about different patients, and the model has some parameters which are common for
all patients, and patient specific effects, the data about each patient is often naturally
partitioned in a way that satisfies (1.1).

Further, there are important classes of models which do not satisfy (1.1) for any
partition of the data other than w = 1, i.e the likelihoods can not be partitioned into
p(Y |θ) =

∏w
s p(Y

s|θ).

In the next chapter we present a Consensus Monte Carlo method which is based on
the discussion in this chapter.



Chapter 4

Perturbed subset parameter
approximation

4.1 Motivation

To motivate the method we propose in this chapter, we summarise what we see as issues
among the Consensus methods reviewed in chapter 3. A problem which is discussed
in several articles is the scale of the prior distribution, in particular critique against
using the fractionated prior p(θ)1/w. For the weighted average method in a Gaussian
setting we can show that this is correct, but in general the weakening of the prior
distribution can have consequences numerically and theoretically. Related to the issue of
the fractionated prior is the subset posterior disconnection observed in the embarrasingly
parallell methods which do not communicate during sampling. Samples from the subset
posterior distributions tend to be located far from the main mass of the full posterior.
This is problematic for the methods which approximates the full posterior by the product
(1.2)

p(θ|Y ) ∝ p1(θ)× · · · × pw(θ)

since it will most likely be located in the tail of a subset posterior distribution and is
thus sensitive to tail behaviours. In addition, many samples drawn in regions which
are not important in the context of the full posterior implies that computational effort
is wasted by exploring regions far from the main mass of the full posterior. Also,
Consensus methods approximating the full posterior by a product of subset posterior
approximations seems to be unable to trade off bias and variance in a satisfactory way,
as they have poor scaling properties in n and p. The methods which consider each subset
posterior as a noisy approximation of the full posterior have many of the same issues. In
addition, a problem with these methods is that the question of how to combine samples
to form the approximation of the full posterior depends heavily on what is deemed
optimal.

The false dichotomy between methods which communicate at each MCMC iteration
and methods which have no communication at all is harmful to the development of
better algorithms. Most of the algorithms proposed are developed with the assumption
that any communication is too costly to even consider. However, as argued by Ve-
htari et al. (2014), sampling is often by far the most costly operation. Communication
should be benefitial to the issue of subset posterior disconnection by sharing evidence
across workers, which should regularize each worker to sample from regions which are
important across all subset posteriors. In addition, such a method can avoid the diffi-
cult combination step where subset posterior samples needs to be combined to form the
approximation of the full posterior.

31
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A common theme among the Consensus methods is that they are numerical solu-
tions to the problem of obtaining approximate posterior samples from p(θ|Y ) by the
use of subset posterior distributions. In general, approximate Bayesian inference can be
performed by either obtaining approximate samples from the exact model or obtaining
exact samples from an approximate model. As we see it, carefully designed approxima-
tions of the full posterior that allows exact sampling in a parallel setting may provide
the most optimal framework for approximating the posterior distribution by parallell
algorithms. Our main arguments for this view is that we avoid many of the problems we
have pointed out. In addition, an explicit approximation is more transparent, no ad-hoc
combination strategy is needed, the generated samples are already targeting the full
posterior. Also, the nature of the approximation error can be more easily understood.
Further, we can design the approximation in a way that facilitates a natural sharing of
information across subsets, where the amount of communication can be set from case
to case.

In this chapter we propose a method which is based on the framework of creating
an approximation of the full posterior, from which we can obtain exact samples in a
parallel setting.

4.2 Perturbed subset parameter approximation (PSP
approximation)

In general, we have a model satisfying equation (1.1):

θ ∼ p(θ)
yi|θ ∼ p(yi|θ).

(4.1)

where dim(θ) = p. Let, as usual, Y denote the set of all observations Y = {yi}ni=1.
Consider a partition of Y into w non-overlapping subsets Y = Y 1 ∪ ...∪ Y w, which may
be an artifical construct by the researcher or due to other circumstanses. A common
example may be that data from location s, say a hospital, might not be available due
to privacy concerns. Most often, however, the partitioning of the data into subsets is
part of a divide-and-conquer algorithm to reduce computational complexity, where the
researcher controls the partitioning process.

We introduce subset parameters θs for each subset s = 1, ..., w which are pertubations
of θ, i.e we assume that subset parameters are drawn from the conditional distribution
p(θs|θ). The real-valued components of θ and θs, say a regression coefficient, will be
denoted θ(j) and θ

(j)
s . Thus, θ = (θ(1), ..., θ(p)) and similarly for θs = (θ

(1)
s , ..., θ

(p)
s ).

We will refer to the conditional distributions p(θs|θ) as pertubation distributions, with
p(θs|θ) = N (θs|θ, τ2Ip) as a canonical example. However, we allow the pertubation
distribution to be general, except requiring that the pertubations are conditionally in-
dependent, i.e p(θ1, ..., θw|θ) =

∏
s p(θs|θ). Let the collection of the w perturbed subset

parameters be denoted θsub = (θ1, ..., θw). We propose the perturbed subset parameter
approximation (PSP approximation)

θ ∼ p(θ)
θs|θ ∼ p(θs|θ) for s = 1, ..., w

ysi |θs ∼ p(Y si |θs) for s = 1, ..., w

(4.2)

where ysi denotes observation i from subset s. In this model, we assume that the obser-
vations in subset s comes from a distribution with parameters θs, which are pertubations
of the true parameter θ. This structure admits an obvious parallelized Gibbs sampling
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algorithm, by alternating between sampling θsub|(θ, Y ) and θ|(θsub, Y ). The joint distri-
bution of the parameters conditioned on the data is

p(θ, θsub|Y ) =
p(Y |θ, θsub)p(θ, θsub)

p(Y )
=
p(Y |θsub)p(θsub|θ)p(θ)

p(Y )

which results in the following conditional distributions:

θsub| (θ, Y ) ∼ p(θsub|θ, Y ) ∝ p(Y |θsub, θ)p(θsub|θ) =

w∏
s=1

p(Y s|θs)p(θs|θ)

θ| (θsub, Y ) ∼ p(θ|θsub, Y ) ∝ p(Y |θsub)p(θ|θsub) ∝
w∏
s=1

p(θs|θ)p(θ)
(4.3)

where last proportionality sign holds since we condition on the fixed (Y, θsub). Note
that drawing a sample from the first conditional distribution can be done in parallel by
distributing a draw of θ to the workers, and then draw

θs ∼ p(θs|θ, Y ) ∝ p(Y s|θs)p(θs|θ)

in each subset because the subset parameters are independent given θ. To draw from
the second conditional distribution we collect the samples of θs from each subset at
a central worker and draw a sample from p(θ|θsub, Y ) ∝

∏w
s=1 p(θs|θ)p(θ). Note also

that the second conditional distribution does not depend on Y , which means that we
can obtain exact samples from the approximate model in a framework where the ob-
servations are divided into subsets and each worker can only access its dataset Y s. In
addition, by parallellizing the calculation of the likelihoods p(Y s|θs), the approximate
model facilitates a potentially significant speed-up when the likelihoods are expensive to
calculate. Further, the structure (θsub, θ) ∼ p(θsub|θ)p(θ) implies a natural way to share
information across the subsets, without sharing the observations themselves. Embar-
rasingly parallel methods such as Consensus Monte Carlo shares no information across
subsets during sampling, which may result in subset posteriors in the tails of the full
posterior distribution. In this sense, the introduction of p(θsub|θ) regularizes the subset
posteriors closer together. Finally, in contrast to many of the parallell methods pre-
sented in chapter 3, we do not need to propose an arbitrary combination method to
obtain approximate samples from the posterior, as we are directly sampling from an
approximation to the full posterior.

The similarity to the Weierstrass sampler is very clear, as they also obtain approxi-
mate posterior samples by drawing from similar conditional distributions as (4.3). How-
ever, Wang and Dunson (2013) arrives at these conditional distributions in a less clear
way, by proposing to sample from smoothed likelihoods. Further, they propose that
the subset posteriors should be of the form p(θ) = p(Y s|θ)p(θ)1/w, not dealing with
the problems regarding the prior. In our formulation, the prior is naturally kept on the
original scale, which we see as a clear advantage. At the outset, a direct application of a
Gibbs sampler to the conditional distributions (4.3) is costly in terms of communication,
in that we will only see a reduction in time complexity for likelihoods which are very
costly to evaluate. However, very costly likelihoods is one of the main uses of Consensus
Monte Carlo methods, so we do not see this as problem by itself. We do however see
the need to develop sampling strategies of (4.3) using considerably less communication,
which we propose in 4.4.

In this chapter we will present the PSP approximation and some of its properties.
We will use the multivariate normal distribution with covariance matrix parametrized
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by τ2 as the canonical pertubation distribution, which leads to the following notation
for the approximate joint and marginal distributions

pτ2(θ, θsub|Y ) and pτ2(θ|Y ) =

∫
θsub

pτ2(θ, θsub|Y )dθsub.

The chapter will be structured as follows. We first discuss the choice of pertubation
distribution by pointing out what properties it should have in 4.2.1. Then we show that
we recover the posterior distribution p(θ|Y ) when τ2 → 0 using the normal pertubation
distribution in 4.2.2. Some of the properties of the PSP approximation is derived in a
simple Gaussian setting in section 4.2.3, which we will use to propose appropriate values
of τ2 and w for non-Gaussian models. We then show an approximate loose bound on
the approximation error for posterior expectations in 4.2.5. We present the exact Gibbs
algorithm for the PSP approximation and related themes, such as choosing the pertu-
bation variance τ2 and general proposal distributions for the conditional distributions
and some potential speed-up heuristics of the exact Gibbs algorithm in 4.3. A relaxed
Gibbs algorithm using less frequent communication steps is described in 4.4. Finally,
we demonstrate the performance of the PSP approximation and validate our method
for selecting τ2 and w parameters in two simulated examples in 4.5.

4.2.1 Choice of pertubation distribution

To be able to obtain exact samples from the approximate model with the parallell
Gibbs sampling algorithm for data seperated into subsets, we need the pertubation
distribution to satisfy a few criteria. The first criteria is that the pertubations are in-
dependent given θ, in other words p(θsub|θ) =

∏w
s p(θs|θ). When this is satisfied, we

can sample each component θs|θ, Y s within each worker in parallell by only consid-
ering the likelihood piece p(Y s|θs). To see this, consider the conditional distribution
p(θsub|θ, Y ) = p(θ1, ..., θw|θ, Y ). In general, we have

p(θsub|θ, Y ) ∝ p(Y |θ, θsub)p(θsub|θ) =

(∏
s

p(Y s|θs)

)
p(θsub|θ).

If the pertubations are independent we obtain(∏
s

p(Y s|θs)

)
p(θsub|θ) =

∏
s

p(Y s|θs)p(θs|θ),

which factorizes in θs, which means that each θs is independent and can be sampled in
parallell. This criteria also facilitates the computational speed-up if done in parallell.
The following second criteria ensures that the method obtains samples from the original
target distribution p(θ|Y ) as the variance of the pertubation goes to zero, which we show
in the next section. If we denote the variance of p(θs|θ) by τ2, we need

lim
τ2→0

∫
θs

p(Y s|θs)p(θs|θ)dθs =

∫
θs

p(Y s|θs)δθ(θs)dθs = p(Y s|θ)

where δθ(θs) is the Dirac Delta measure at θ. Thus, the expectation of the pertubation
distribution should also be θ for all s when τ2 → 0. Intuitively the pertubation distri-
bution should also be symmetric and have expectation θ not only in the limit but for
all τ2.

Further, we consider models where θ ∈ Rp, which means that p(θs|θ) should be a
distribution on the same space. It is also favourable if the distribution, or more precisely



4.2. PERTURBED SUBSET PARAMETER APPROXIMATION (PSP
APPROXIMATION) 35

its density function, is simple to evaluate and sample from. All of these characteristics
point to the use of a multivariate normal distribution with mean θ and a diagonal
covariance matrix τ2Ip.

For many models, the parameters are defined on a subset of Rp, with the probability
in a Binomial model as an example being defined only on the interval [0, 1]. An argument
can be made for using a pertubation distribution with support only on this interval, for
example a beta distribution, as the pertubation distribution. However, the marginal
variances of τ2Ip used in practice is usually so small that the normal distribution with
support on Rp never causes any problems. If it causes any problems, we can also
use a suitable transformation to make the parameter defined on Rp if necessary. This
might also lead to better approximations in many cases, if the transformation implies a
smoother likelihood function.

In the introduction to this chapter we referred to the multivariate normal distribution
with a diagonal covariance matrix with τ2 on the diagonal as a canonical choice. This
implies that on average, the squared distance of θ(j)s from θ(j) is equal for all components
j = 1, ..., p and all subset parameters s:

θ(j)s = θ(j) + τs,jε = θ(j) + τε

for ε ∼ N (0, 1). A priori we believe that all subset parameters θs are equal to θ, according
to the original model, but in using the PSP approximation as a computational trick,
there might be other considerations in determining if we should use different variances
τ2s,j for different components j and subsets s. Note that increasing the number of
variance components in the pertubation distribution does not increase the dimensionality
of the approximate model, as they are considered known and fixed parameters. The
determining factor is whether we gain anything computationally by choosing different
variance components for both s and j. In section 4.2.3 we will consider a Gaussian
model where we derive analytical results relating the choice of τ2 to the approximation
error and, empirically estimate the relationship between τ2 and the autocorrelation in
an exact Gibbs algorithm targeting the PSP approximation.

In the next section we show that we recover the true posterior distibution if we use
the normal pertubation distribution with marginal variances τ2 tending to 0.

4.2.2 Correctness

Since our original goal is to obtain samples from our original model (4.1), we want to
examine whether

pτ2(θ|Y )→ p(θ|Y )

as τ2 → 0, i.e that the marginal distribution of θ in the PSP approximation converges
to the full posterior distribution as τ2 → 0. We will show that this is in fact the case,
with the only requirement needed is that the subset posterior distributions exists, i.e if∫

θs

p(Y s|θs)pτ2(θs|θ)dθ <∞

However, we will first find the limiting joint distribution of θ and θsub as the pertubation
variance goes to infinity, pτ2(θ, θsub|Y ) as τ2 →∞.

We assume that the pertubation distribution p(θs|θ) is multivariate normalN (θ, τ2Ip)
where Ip is the p × p identity matrix and p = dim(θ). In other words, if ε ∼ N (0, 1),
we assume that θ(j)s = θ(j) + τε, meaning that the pertubations of all p components of
the subset parameters have equal variance. We will see later that the equal variance
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assumption might not be recommended in practice for computational reasons, but for
the purpose of this chapter it simplifies the presentation.

Limiting distribution as τ2 →∞

We will show that the density function converges pointwise almost everywhere to the
density function

p(Y |θsub)p(θ)∫
θsub

p(Y |θsub)dθsub
,

which by Scheffé’s lemma implies convergence in distribution. The result only relies
on the integrability of each subset likelihood p(Y s|θs). The limit is found by a simple
calculation:

lim
τ2→∞

p(Y |θsub)p(θ)
∏
s pτ2(θs|θ)∫

θ
p(θ)

∏
s

∫
θs
p(Y s|θs)pτ2(θs|θ)dθsdθ

= p(Y |θsub)p(θ)× lim
τ2→∞∏

s(2π)−p/2
(
τ2
)−p/2

exp
(
− 1

2τ2 (θs − θ)t (θs − θ)
)

∫
θ
p(θ)

∏
s

∫
θs
p(Y s|θs)(2π)−p/2 (τ2)

−p/2
exp

(
− 1

2τ2 (θs − θ)t (θs − θ)
)
dθsdθ

= p(Y |θsub)p(θ) lim
τ2→∞

∏
s exp

(
− 1

2τ2 (θs − θ)t (θs − θ)
)

∫
θ
p(θ)

∏
s

∫
θs
p(Y s|θs) exp

(
− 1

2τ2 (θs − θ)t (θs − θ)
)
dθsdθ

.

(4.4)

Further, by the assumption that
∫
θs
p(Y s|θs)dθs < ∞ for s = 1, ..., w the limit of both

the numerator and denominator exists and we can take the limit of each expression.
The numerator converges pointwise to 1 for all values of θ and θs. In the denominator
we can move the limit inside the innermost integrals by application of the dominated
convergence theorem since

p(Y s|θ) exp

(
− 1

2τ2
(θs − θ)t (θs − θ)

)
≤ p(Y s|θ) and

∫
θs

p(Y s|θs)dθs <∞.

We get

lim
τ2→∞

p(Y |θsub)p(θ)
∏
s pτ2(θs|θ)∫

θ
p(θ)

∏
s

∫
θs
p(Y s|θs)pτ2(θs|θ)dθsdθ

= p(Y |θsub)p(θ)
1∫

θ
p(θ)

∏
s

∫
θs
p(Y s|θs)dθsdθ

=
p(Y |θsub)p(θ)∫

θ
p(θ)dθ

∫
θsub

p(Y |θsub)dθsub

=
p(Y |θsub)p(θ)∫

θsub
p(Y |θsub)dθsub

=

(∏
s p(Y

s|θs)
)
p(θ)∏

s

∫
θs
p(Y s|θs)dθs

= p(θ)p(θsub|Y ) = p(θ)
∏
s

p(θs|Y ).

(4.5)

Thus, the density function converges pointwise to this density function, which by
Scheffé’s lemma implies convergence in distribution. Note that this means that the joint
distribution of θ and θsub factorizes into p(θ) and p(θsub|Y ), where this last density is
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the posterior distribution of θsub given Y with an improper flat prior on θsub, i.e the
normalized likelihood of Y . However, with the assumption that

∫
θs
p(Y s|θs) < ∞ for

each s, the resulting limit is indeed a density function, with a natural interpretation
that the observations contain no information about θ. In the notation of the PSP
approximation, limτ2→∞ pτ2(θ, θsub|Y ) = p(θ)p(θsub|Y ).

Limiting distribution as τ2 → 0

However, more interesting for our algorithm is the behaviour of the joint posterior as
τ2 → 0, and in particular the marginal distribution for pτ2(θ|Y ). Similarly as in the
proof when τ2 → 0, an integrability condition is needed, here on each subset posterior
p(Y s|θs)pτ2(θs|θ). In this case it is simpler to work with the marginalized joint posterior
distribution pτ2(θ|Y ) directly:

lim
τ2→0

pτ2(θ|Y ) = lim
τ2→0

∫
θsub

pτ2(θ, θsub|Y )dθsub

= lim
τ2→0

∫
θsub

p(Y |θsub)pτ2(θsub|θ)p(θ)
p(Y )

dθsub

= p(θ) lim
τ2→0

p(Y )−1
∫
θsub

p(Y |θsub)pτ2(θsub|θ)dθsub.

(4.6)

Note that p(Y ) depends on τ2. We evaluate the limits of the normalization constant
and the integral seperately. We begin with the integral by rewriting it as a product of
integrals over θs due to the independence structure∫
θsub

p(Y |θsub)pτ2(θsub|θ)dθsub =
∏
s

∫
θs

p(Y |θs)pτ2(θs|θ)dθs =
∏
s

∫
θs

p(Y |θs)N (θs|θ, τ2Ip)dθs.

Considering each factor in the product, the limit as τ2 → 0 is the integral of p(Y s|θs)
multiplied by a narrower and narrower Gaussian distribution centered at θ. This is one
way of defining the Dirac Delta function, which means that the limit for each s is

lim
τ2→0

∫
θs

p(Y s|θs)N (θs|θ, τ2Ip)dθs =

∫
θs

p(Y s|θs)δθ(θs)dθs = p(Y s|θ),

for continuous likelihood functions p(Y s|θs). Then,

lim
τ2→0

∏
s

∫
θs

p(Y |θs)pτ2(θs|θ)dθs =
∏
s

p(Y s|θ) = p(Y |θ).

The limit of the normalization constant can be expressed as

lim
τ2→0

p(Y ) = lim
τ2→0

∫
θ

p(θ)
∏
s

∫
θs

p(Y s|θs)N (θs|θ, τ2Ip)dθsdθ. (4.7)

If we can justify moving the limit inside the integral over θ, we again obtain (due to the
Dirac Delta limit)

lim
τ2→0

p(Y ) =

∫
θ

p(θ) lim
τ2→0

∏
s

∫
θs

p(Y s|θs)N (θs|θ, τ2Ip)dθsdθ

=

∫
θ

p(θ)p(Y |θ)dθ
(4.8)
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which is the normalization constant for the original model. Again, we use the dominated
convergence theorem to justify moving the limit inside the integral. We assume that∫

θs

p(Y s|θs)N (θs|θ, τ2Ip)dθs < C

for all s. Thus the integrand in (4.7) is dominated by p(θ)Cw which is integrable.
Then, by the dominated convergence theorem the interchange of limit and integration
is justified and we get limτ2→0 p(Y ) =

∫
θ
p(θ)p(Y |θ)dθ = p(Y ) and

lim
τ2→0

pτ2(θ|Y ) = lim
τ2→0

∫
θsub

pτ2(θ, θsub|Y )dθsub∫
θ
p(θ)

∏
s

∫
θs
p(Y s|θs)N (θs|θ, τ2Ip)dθsdθ

=
p(Y |θ)p(θ)
p(Y )

= p(θ|Y ).

In summary, we have

lim
τ2→∞

pτ2(θ, θsub|Y ) ∝ p(θ)p(Y |θsub)

lim
τ2→0

pτ2(θ|Y ) ∝ p(θ)p(Y |θ).
(4.9)

But an equally important question is whether we get the same behavior for posterior
expectations, i.e

lim
τ2→∞

Eτ2 [g(θ)] = Eθ[g(θ)]

lim
τ2→0

Eτ2 [g(θ)] = Eθ|Y [g(θ)].
(4.10)

This is essentially a question of whether convergence in distribution implies convergence
in expectation. If g(·) is a bounded continuous function we have convergence in expec-
tation. The most general condition is uniform integrability on the sequence of random
variables. While we believe convergence in expectation follows convergence in distribu-
tion in this case, we do not prove it here. Intuitively, a sufficient condition may be that
the expectations exists with respect to the original model (4.1).

We have established that the PSP approximation reduces to the exact posterior
distribution if we use a normal pertubation distribution with covariance matrix τ2Ip
and τ2 tending to zero, under reasonable conditions. While we converge to p(θ|Y ) as
τ2 goes to zero, this comes at a computational cost. As τ2 decreases, the correlation
between θ and θsub increases, which leads to slower exploration of the approximate target
distribution in the exact Gibbs algorithm described in 4.3.1. An advantage with the
explicit approximation of the true model in (4.2), is that we can potentially control the
approximation error and computational cost and select an appropriate trade-off between
the two by choosing a suitable τ2. In the next section we consider the approximation
error made by using the PSP approximation in a simple Gaussian setting.

4.2.3 Analytical performance in a simple Gaussian setting

In this subsection we analyze the PSP approximation analytically in a simple univariate
Gaussian setting, where the parameter of interest is the mean θ of Gaussian random vari-
ables, with a Gaussian prior. We assume that the observations are normally distributed
with unknown mean and known variance σ2

1 . The model is then

θ ∼ N (θ0, σ
2
0)

yi ∼ N (θ, σ2
1)

(4.11)
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for i = 1, ..., n observations. Let Y = {yi}ni=1 and Y s = {ysi }
ns
i=1. The posterior distri-

bution is then normal with parameters

σ2 =

(
1

σ2
0

+
n

σ2
1

)−1

µ = σ2

(
θ0
σ2
0

+
Y

σ2
1/n

)
.

(4.12)

Using a normal pertubation distribution pτ2(θs|θ) = N (θs|θ, τ2), with equal pertubation
variances for all subsets, we get the approximate model

θ ∼ N (θ0, σ
2
0)

θs|θ ∼ N (θ, τ2)

ysi |θs ∼ N (θs, σ
2
1)

(4.13)

for subsets s = 1, ..., w and observations i = 1, ..., ns. Let also A, Bs, Cis be standard
normal random variables with the same indices. We can rewrite our model into the
following set of equations

θ = θ0 + σ0A

θs = θ0 + σ0A+ τBs

ysi = θ0 + σ0A+ τBs + σ1C
i
s

(4.14)

with means and variances

E(θ) = θ0 Var(θ) = σ2
0

E(θs) = θ0 Var(θs) = σ2
0 + τ2

E(ysi ) = θ0 Var(ysi ) = σ2
0 + τ2 + σ2

1 .

The joint distribution pτ2(θ, y11 , ..., y
1
n1
, ..., yw1 , ..., y

w
nw) is multivariate normal with mean

vector θ01n+1 where 1n+1 is a column vector of length n + 1, and marginal variances
given above. To save space we express the off-diagonal entries in the covariance matrix
by equations, we get

Cov(θ, θs) = σ2
0

Cov(θ, ysi ) = σ2
0

Cov(θs, y
t
i) = σ2

0 + 1{s = t}τ2

Cov(ysi , y
t
j) = σ2

0 + 1{s = t}τ2.

(4.15)

We will utilize this framework to investigate the errors made by using the PSP
approximation to approximate the true posterior distribution. In particular, we will
consider the relationship between the pertubation variance τ2, the number of subsets
w and the approximation error for the mean and variance analytically. Since we are
working in a normal setting, the posterior distribution and all posterior expectations
are uniquely identified by the mean and variance of the approximation. In addition, we
will empirically estimate the autocorrelation between samples generated with a Gibbs
algorithm for different values of τ2 and w. Our findings in this section will motivate
our recommendation for the choice of τ2 and w for models where detailed calculations
are intractable. We start by deriving the analytical posterior distribution for the PSP
approximation.
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Deriving pτ2(θ|Y )

To derive the posterior distribution it is enough to find the joint multivariate normal
distribution pτ2(θ, Y ) and then find the posterior distribution by conditioning on Y . If
we have n observations of Y , with ns observations in subset s, the dimension of the
multivariate normal is n + 1. However, due to the sufficiency principle, it is enough to
work with the (w + 1)-dimensional multivariate normal distribution of (θ, Y 1, ..., Y w),
where Y s = n−1s

∑ns
i=1 Y

s
i . The joint distribution of θ and Y s for s = 1, ..., w is

θ

Y 1

Y 2

...
Y w

 ∼ N


θ0
θ0
...
θ0

,

σ2
0 σ2

0 . . . σ2
0

σ2
0 σ2

0 + τ2 + σ2
1/n1 . . . σ2

0
...

...
. . .

...
σ2
0 σ2

0 . . . σ2
0 + τ2 + σ2

1/nw


 .

To obtain the conditional distribution p(θ|Y 1, ..., Y w) = p(θ|Y ) we need to obtain the
inverse covariance matrix of (Y 1, ..., Y w). The covariance matrix is

K22 = Ip

(
τ2 + σ2

1/n1 . . . τ
2 + σ2

1/nw

)t
+ σ2

01p1p
t

where Ip is the p × p identity matrix and 1p is a column vector of ones. This ma-
trix can can be inverted analytically by Sherman-Morrisons formula. We get θ|Y ∼
N (µw,τ2 , σ2

w,τ2) where

µw,τ2 = θ0 + σ2
0

w∑
s=1

Y s − θ0
τ2 + σ2

1/ns

− σ4
0

1 + σ2
0

∑w
s=1(τ2 + σ2

1/ns)
−1

w∑
t=1

w∑
s=1

(Y t − θ0)
(
τ2 + σ2

1/nt

)−1 (
τ2 + σ2

1/ns

)−1
(4.16)

and

σ2
w,τ2 = σ2

0 − σ4
0

w∑
s=1

(τ2 + σ2
1/ns)

−1

+
σ4
0

1 + σ2
0

∑w
s=1(τ2 + σ2

1/ns)
−1σ

2
0

w∑
t=1

w∑
s=1

(
τ2 + σ2

1/nt

)−1 (
τ2 + σ2

1/ns

)−1
.

(4.17)

These expressions are much clearer in the situation where there are ns = n/w observa-
tions in each subset. Then, we obtain

µw,τ2 =
1

1 + γw,τ2

θ0 +
γw,τ2

1 + γw,τ2

Y , (4.18)

and

σ2
w,τ2 =

σ2
0

1 + γw,τ2

(4.19)

where

γw,τ2 =
σ2
0

τ2/w + σ2
1/n

.
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We see that the correctness of the parameters of the approximate model depends on
the quantity γw,τ2 . To confirm our calculations and theoretical results in 4.2.2 for this
model, we assume that τ2 = 0 and see if we get the true posterior parameters we
calculated earlier in (4.12). We get

µτ2 =
1

1 +
σ2
0

σ2
1/n

θ0 +

σ2
0

σ2
1/n

1 +
σ2
0

σ2
1

Y = σ2 θ0
σ2
0

+ σ2 Y

σ2
1/n

= σ2

(
θ0
σ2
0

+
Y

σ2
1/n

)
= µ

and

σ2
τ2 =

σ2
0

1 +
σ2
0

σ2
1/n

=
1

1
σ2
0

+ 1
σ2
1/n

=

(
1

σ2
0

+
1

σ2
1/n

)−1
= σ2.

Thus, when τ2 = 0 we get the correct posterior distribution back. We can also plot an
example trajectory of the posterior densities as τ2 → 0 for illustrative purposes (4.1).
The red distributions are the prior (wide) and posterior (narrow) respectively, where
we see that the densities transition from the prior to the posterior as predicted by the
theoretical result in 4.2.2.

0

1

2

3

4

−2 0 2
θ

p τ
2 (

θ|
Y

)

Figure 4.1: Trajectory of approximate posterior densities using the PSP approximation
for several values of τ2 tending to 0 in an analytical Gaussian setting. The red, wide
distribution is the prior distribution and the red, narrow distribution is the analytical
posterior.

4.2.4 Choice of τ2/w

If the difficulty of obtaining samples from the approximate model were independent of
the value of τ2, we would recommend τ2 = 0 because this corresponds to sampling
from the original model. But in general, we will utilize a Gibbs sampling algorithm to
obtain posterior samples from the PSP approximation. The performance of the Gibbs
algorithm in terms of autocorrelation between samples is sensitive to the correlation
between the parameters of the conditional densities. In the PSP approximation, the
correlation between θ and θs, s = 1, ..., w is largely determined by τ2. In summary,
this means that we want to use the largest value of τ2 which offers an acceptable ap-
proximation error of the posterior distribution. In this subsection we will analyze this



42 CHAPTER 4. PERTURBED SUBSET PARAMETER APPROXIMATION

trade off in the Gaussian setting where calculations are simple, and by assuming that
these results are approximately valid in non-Gaussian settings we can form general rec-
ommendations for τ2 and w. The assumption that the Gaussian result may generalize,
is based on the property that when τ2 → 0, the approximation error in using the PSP
approximation depends only on the local behavior of the likelihoods p(Y s|θs), since the
subset likelihoods of θ are convolutions of p(Y s|θs) with a very narrow Gaussian at θ:

p(Y s|θ) =

∫
θs

p(Y s|θs)N (θs|θ, τ2Ip)dθs.

If the p(Y s|θs) are locally smooth everywhere, the local difference between Gaussian
likelihoods and non-Gaussian likelihoods should be small. Thus, we believe that for
a large class of smooth likelihoods, the results here will approximately hold in non-
Gaussian settings. We will derive the results when ns = n/w for all s, as it is much
simpler to analyze and in general the subsample sizes will be equal when using the PSP
approximation.

To generalize the results in the Gaussian case, we see that the posterior mean µw,τ2

is a weighted sum of the prior mean θ0 and maximum likelihood estimate Y , where
the weights depend on the prior variance and maximum likelihood estimator variance
and the two parameters τ2 and w. If this relationship is general, we can formulate the
equation

µw,τ2 =
1

1 + γw,τ2

µ0 +
γw,τ2

1 + γw,τ2

µML (4.20)

where µw,τ2 is the posterior mean for a particular value of w and τ2, µ0 is the prior
mean and µML is the maximum likelihood estimate. The weighting function γw,τ2 is

γw,τ2 =
σ2
0

τ2/w + σ2
ML

where σ2
0 is the prior mean and σ2

ML is the variance of the maximum likelihood estimator.
When γw,τ2 = σ2

0/σ
2
ML, i.e equal to the ratio between the prior variance and maximum

likelihood estimator variance, we obtain the correct posterior mean in the Gaussian case.
A similar observations reveals that the posterior variance σ2

w,τ can also be written in
terms of these parameters in the Gaussian setting,

σ2
w,τ2 =

σ2
0

1 + γw,τ2

=
σ2
0

1 +
σ2
0

τ2/w+σ2
ML

=

(
1

σ2
0

+
1

τ2/w + σ2
ML

)−1
. (4.21)

We will continue to work with these expressions, but note that we have only confirmed
their validity in the Gaussian setting in this section where σ2

ML = σ2
1/n and µML = Y .

To further simplify the analysis, we can let τ2/w = c · σ2
ML, where c ∈ R+ is a

positive constant. This both simplifies the weighting function, and changes the scale of
the weighting function. It is obvious from the weighting function in the Gaussian case
that τ2/w can not deviate too much from σ2

1/n = σ2
ML, which motivates the change of

scale to multiples of this quantity. This can be seen easily by noting that the posterior
parameters in the Gaussian case are correct when

τ2/w + σ2
1/n = σ2

1/n.

By letting τ2/w = c · σ2
ML, we obtain the weighting function

γc =
σ2
0

(1 + c)σ2
ML

=
1

1 + c

σ2
0

σ2
ML

.
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Note that c = 0 implies τ2 = 0 or w → ∞, but the latter is only possible in the
asymptotic case where n→∞ (the number of subsets is always smaller than the number
of observations). Without loss of generality, we can also express the maximum likelihood
value as µML = µ0 + d where d ∈ R is the signed distance between the prior mean and
the maximum likelihood estimate. We get

µc =
1

1 + γc
µ0 +

γc
1 + γc

(µ0 + d) = µ0 +
γc

1 + γc
d = µ0 +

d

1 + (1 + c)σ2
ML/σ

2
0

.

With this expression, it is easy to see that when c → ∞, µc → µ0. This means that if
we use a too large τ2, we obtain the prior mean as the posterior mean. This confirms
the theoretical results in 4.2.2, where pτ2(θ) → p(θ) when τ2 → ∞. We can also write
the expression on a more classical format:

µc =
(1 + c)σ2

ML

σ2
0 + (1 + c)σ2

ML

µ0 +
σ2
0

σ2
0 + (1 + c)σ2

ML

µML,

which we recognize as the posterior mean of the mean parameter in a Gaussian model
with prior mean and variance (µ0, σ

2
0) and (σ2

ML = σ2
1/n, µML = Y ). If c→∞ we see

also here that µc → µ0, but we also see that the effect of c > 0 on the posterior mean is
reducing the "effective number of observations" by increasing σ2

ML = σ2
1/n, i.e reducing

the impact of the observations on the posterior mean.

Similarly, with the change of scale τ2/w = c · σ2
ML we obtain the posterior variance

σ2
c =

(
1

σ2
0

+
1

(1 + c)σ2
ML

)−1
=

σ2
0σ

2
ML(1 + c)

σ2
0 + σ2

ML(1 + c)

which we also recognize as the posterior variance in the same Gaussian model. We
denote the approximate posterior mean and variance for c = 0 as µc=0 and σ2

c=0, to not
confuse with the prior mean and variance. We are interested in the relative and absolute
errors such as ∣∣∣∣ µcµc=0

∣∣∣∣ and |µc − µc=0|

for different values of c, in particular sets such as

{c ∈ R+ : |µc/µc=0| ≤ α ∈ (0, 1)} and {c ∈ R+ : |µc − µc=0| ≤M ∈ R+},

and similarly for the posterior variance. We assume that µc and σ2
c are monotone

functions of c, which it is in the Gaussian setting of this section. The value of such
intervals in the PSP approximation framework, is that they provide an (approximate)
answer to questions such as: "What values of c can I use to be sure that the relative
error of the posterior variance is less than 5%?" or "What values of c can I use to be sure
that the absolute error of the posterior mean is less than 0.1?" Again, we stress that the
relationships between σ2

ML, µML, σ2
0 , µ0 and τ2/w is only shown to be correct in the

univariate Gaussian case in this subsection. The assumption is that these results might
be approximately correct in the non-Gaussian case, such that we can use the results to
guide our choice of τ2 and w.

In the following, we focus on the relative and absolute errors of the approximate
mean and variance for small values of c, which is the setting where we assume that
(4.20) and (4.21) holds approximately. With the formulas derived in this section it is
easy to calculate the effect of different values of c when needed, but we derive the main
features of the approximation errors in the most common setting, when n is large which
implies σ2

ML is small compared to σ2
0 .
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Relative and absolute errors when σ2
ML � σ2

0 and c ≈ 0

We begin by considering the relative and absolute errors in the posterior variance. Note
that the error in the posterior variance does not depend on the difference d between the
prior mean and maximum likelihood estimate. We can show that the relative error is
close to linear in c when σ2

ML � σ2
0 , because

σ2
c

σ2
c=0

= (1 + c)
σ2
0 + σ2

ML

σ2
0 + (1 + c)σ2

ML

≈ (1 + c)

if σ2
ML � σ2

0 or c ≈ 0. Thus, in order to have a small relative error in the approximate
posterior variance compared to the true posterior variance (σ2

c=0) we need to choose c
such that 1 + c ≈ 1. If we want σ2

c/σ
2
c=0 < α, then we need c < α − 1 =⇒ τ2/w <

α− 1. The absolute error can be shown to be approximately proportional to the correct
posterior variance.

σ2
c − σ2

c=0 =
1

1
σ2
0

+ 1
(1+c)σ2

ML

− 1
1
σ2
0

+ 1
(1+c)σ2

ML

=
σ2
0(1 + c)σ2

ML

σ2
0 + (1 + c)σ2

ML

− σ2
0σ

2
ML

σ2
0 + σ2

ML

≈ σ2
0(1 + c)σ2

ML

σ2
0 + σ2

ML

− σ2
0σ

2
ML

σ2
0 + σ2

ML

= c · σ2
0σ

2
ML

σ2
0 + σ2

ML

.

(4.22)

We repeat for the approximate posterior mean. The relative error is close to 1 when
σ2
ML � σ2

0 :

µc
µc=0

=
µ0(1 + σ2

ML/σ
2
0)

µ0(1 + σ2
ML/σ

2
0) + d

+
d

1+σ2
ML/σ

2
0

1+(1+c)σ2
ML/σ

2
0

µ0(1 + σ2
ML/σ

2
0) + d

≈ µ0

µ0 + d
+

d

µ0 + d
= 1.

Finally, the absolute error for the mean is proportional to product of the distance be-
tween the prior and posterior mean d, and the ratio of posterior to prior variance for
small c.

µc − µc=0 = −c · dσ
2
ML

σ2
0

1

1 + (2 + c)
σ2
ML

σ2
0

+ (1 + c)
(
σ2
ML

σ2
0

)2 ≈ −c · dσ2
ML

σ2
0

.

The approximate relative and absolute errors derived here are actually first order Taylor
approximations at c = 0. We can use the equations and approximations derived in this
section to choose suitable values of c = τ2/w. In the simulation section of this chapter
we will see whether these relationships are approximately valid in the non-Gaussian
setting.

Autocorrelation in a Gibbs-sampling setting

The degree of autocorrelation is important for all dependent sampling algorithms. The
motivation for our method is to approximate the posterior distribution by the PSP
approximation, from which we can obtain asymptotically exact samples by a Gibbs
sampler when the data is seperated into subsets. As we have mentioned, the main
benefits are the ability to obtain exact samples from an approximate model when each
data subset is only accessible to each worker, and importantly that this approximate
model also parallelizes the likelihood calculations, reducing the sequential calculation of
the likelihood of n observations into w parallell likelihood calculations of n/w samples.
However, the second benefit depends on the autocorrelation in the Gibbs sampling
algorithm. The reduced time complexity of the likelihood calculations can be offset by
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the increased number of samples needed due to larger autocorrelation in the Markov
Chain for low values of τ2. We are therefore interested in the relationship between τ2, w
and the autocorrelation in the Gibbs sampling algorithm. As in the previous section we
focus on the rescaled relationship when τ2/w = c · σ2

ML. We will utilize the analytical
results for the Gaussian case to estimate the autocorrelation function for different values
of c and σ2

ML, by simulating MCMC chains using the Gibbs sampler. It is possible to
derive analytical results also in this setting, but we avoid this by considering a few
simulations to get a general impression. With the estimated autocorrelation functions
we can estimate the effective number of samples the Markov Chain generates, neff . The
concept of the effective number of samples is an answer to the following question; how
many independent samples from the distribution is equivalent to N dependent samples,
in terms of the average error for estimating expectations.

Posterior samples of (θ, θsub) = (θ, θ1, ..., θw) from the joint posterior distribution
pτ2(θ, θsub|Y ) are obtained by sampling

θt+1|(θt1, ..., θtw)

and
θt+1
s |θt+1, Y s

for s = 1, ..., w alternately, which is simple for the joint Gaussian distribution in this
section. Thus we can efficiently generate Markov Chains for multiple values of c to
estimate the relationship between c and the effective number of samples neff . In figure
4.2, we have simulated posterior samples with the Gibbs algorithm for different values of
n (and by implication σ2

ML = σ2
1/n) and c. We used a prior variance σ2

0 = 1, prior mean
θ0 = 0 and observation variance σ2

1 = 1 For each chain we estimate the autocorrelation
function and then estimate neff/N . We repeat each chain for three simulated datasets
to reduce the noise. The conditional mean by loess smoothing is calculated for each
σ2
ML.

sML
2 = 1e-02 (n = 100) sML

2 = 1e-03 (n = 1000) sML
2 = 1e-04 (n = 10000)

0.0 2.5 5.0 7.5 10.0 0.0 2.5 5.0 7.5 10.0 0.0 2.5 5.0 7.5 10.0

0.1

0.2

0.3

c

n e
ff/

N

Figure 4.2: neff/N for Markov Chains generated by Gibbs sampling for the analytical
model in section 4.2.3. Three chains are generated for each value of c. Note that the
c-values at the x-axis are relative to σ2

ML.

The figure implies that as functions of c, the effective number of samples per iteration
is similar for the three different values of σ2

ML, the autocorrelation depends only on the
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c-value. Furthermore, for sufficienty low values of c we can approximate the relationship
by simple linear regressions, see figure 4.3. For this somewhat ad-hoc regression analysis,

sML
2 = 1e-02 (n = 100) sML

2 = 1e-03 (n = 1000) sML
2 = 1e-04 (n = 10000)

0.25 0.50 0.75 0.25 0.50 0.75 0.25 0.50 0.75

0.05

0.10

0.15

0.20

c

n e
ff/

N

Figure 4.3: Results in figure 4.2 approximated by simple linear regression for c ≤ 1.

we obtain regression equations

neff/N ≈ 0.04 + 0.18 · c.

for c ≤ 1. Thus, for c = 1, we get approximately the equivalent of one independent
sample every fourth iteration. However, we do not believe a priori that this holds for a
general model, where often have to use a Metropolis-Hastings step to sample from the
conditional distributions. We will analyse similar figures for the simulated examples in
4.5.

4.2.5 Posterior expectation approximation error

In this section we want to quantify the error we are making by sampling from pτ2(θ, θsub|Y )
with the Gaussian pertubation distribution instead of p(θ|Y ) in estimating posterior ex-
pectations of functions g(θ) for a general model. Let Eτ2 [g(θ)|Y ] denote the posterior ex-
pectation of g(θ) with respect to the approximate posterior pτ2(θ|Y ) =

∫
θsub

pτ2(θ, θsub|Y )dθsub.
We wish to approximately quantify the error

Eτ2 [g(θ)|Y ]− E[g(θ)|Y ]

in terms of τ2, where

Eτ2 [g(θ)|Y ] = pτ2(Y )
−1
∫
θ

g(θ)

(∫
θsub

p(Y |θsub)pτ2(θsub|θ)dθsub

)
p(θ)dθ.

Due to the structure of the approximation we can write the inner intergral over θsub =
(θ1, θ2, ..., θw) as a product over the w integrals∫

θsub

p(Y |θsub)pτ2(θsub|θ)dθsub =

∫
θ1

· · ·
∫
θw

∏
s

p(Y s|θs)pτ2(θs|θ)dθ1 · · · dθw

=

w∏
s

∫
θs

p(Y s|θs)pτ2(θs|θ)dθs.
(4.23)
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If we consider the integral over a single θs, we can insert a second-order Taylor ap-
proximation of p(Y s|θs) at θs = θ, which is the mean of the pertubation distribution
p(θs|θ) = N (θs|θ, τ2Ip). Since τ2 is a priori small, the main mass of the integral is close
to the mean of the Gaussian pertubation distribution pτ2(θs|θ). Ignoring the remainder
term, we obtain∫

θs

p(Y s|θs)pτ2(θs|θ)dθs

≈
∫
θs

(
p(Y s|θ) +∇p(Y s|θ)(θs − θ) +

1

2
(θs − θ)t∇2p(Y s|θ)(θs − θ)

)
p(θs|θ)dθs

= p(Y s|θ) +∇p(Y s|θ)E[θs − θ] +
1

2
E[(θs − θ)t∇2p(Y s|θ)(θs − θ)]

= p(Y s|θ) +
1

2
Tr(∇2p(Y s|θ)Var(θs)) = p(Y s|θ) +

1

2
Tr(τ2∇2p(Y s|θ)).

(4.24)

Where ∇p(Y s|θ) and ∇2p(Y s|θ) are the gradient and Hessian of p(Y s|θs) evaluated at
θ. We have also used that E[θs− θ] = θ− θ = 0 and E[xtAx] = Tr(AVar(x)) + E[x]tE[x].
Inserting the approximation back into the integral over the w subsets to get

w∏
s

∫
θs

p(Y s|θs)pτ2(θs|θ)dθs ≈
w∏
s

(p(Y s|θ) +
τ2

2
Tr(∇2p(Y s|θ))) (4.25)

We can expand the product into sums

w∏
s

(p(Y s|θ) +
τ2

2
Tr(∇2p(Y s|θ))) = p(Y |θ) +

(
τ2

2

)w w∏
s

Tr(∇2p(Y s|θ))

+

w−1∑
k=1

∑
I=i1<i2<···≤ik

∏
q∈I

p(Y q|θ)
∏
r 6∈I

(
τ2

2

)
Tr(∇2p(Y r|θ))

= p(Y |θ) + ξτ

(4.26)

The size of ξτ decides the approximation error. To illustrate in the case where w = 2
and dim(θ) = 1, we would have

w∏
s

∫
θs

p(Y s|θs)pτ2(θs|θ)dθs

≈

(
p(Y 1|θ) +

τ2

2

d2

dθ2
p(Y 1|θ)

)(
p(Y 2|θ) +

τ2

2

d2

dθ2
p(Y 2|θ)

)

= p(Y |θ) +

(
τ2

2

)2(
d2

dθ2
p(Y 1|θ) d

2

dθ2
p(Y 2|θ)

)

+
τ2

2
p(Y 1|θ) d

2

dθ2
p(Y 2|θ) +

τ2

2
p(Y 2|θ) d

2

dθ2
p(Y 1|θ)

(4.27)

Thus the error in approximating p(Y |θ) by
∫
θsub

p(Y |θsub)p(θsub|θ)dθsub is approximately

proportional to τ2

2 .
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We can now insert the approximation p(Y |θ) + ξτ into Eτ [g(θ)|Y ]:

Eτ [g(θ)|Y ] = pτ2(Y )
−1
∫
θ

g(θ)

(∫
θsub

p(Y |θsub)p(θsub|θ)dθsub

)
p(θ)dθ

=

∫
θ
g(θ)

(∫
θsub

p(Y |θsub)p(θsub|θ)dθsub
)
p(θ)dθ∫

θ

(∫
θsub

p(Y |θsub)p(θsub|θ)dθsub
)
p(θ)dθ

≈
∫
θ
g(θ)

(
p(Y |θ) + ξτ

)
p(θ)dθ∫

θ

(
p(Y |θ) + ξτ

)
p(θ)dθ

=

∫
θ
g(θ)p(Y |θ)p(θ)dθ

p(Y ) +
∫
θ
ξτp(θ)dθ

+

∫
θ
g(θ)ξτp(θ)dθ

p(Y ) +
∫
θ
ξτp(θ)dθ

.

(4.28)

This equation suggests that when the error term ξτ → ∞, the approximate posterior
expectation converges to the prior expectation of g(·), and when ξτ → 0 the approximate
posterior expecation converges to the posterior expectation.

4.3 Exact PSP (E-PSP) sampler

4.3.1 E-PSP sampler

The first algorithm we present is a direct implementation of using a Gibbs sampler on
the PSP approximation pτ2(θ, θsub|Y ), which we call the Exact PSP sampler (E-PSP).
As briefly mentioned in the introduction to this chapter, choosing the parameter blocks
θ and θsub = (θ1, .., θw) admits an exact Gibbs algorithm even in the case when each
worker has only access to its subset of the data Y s, due to the conditional independence
of θs and θs′ given θ for s 6= s′. Thus, the exact PSP sampler is simply a classical Gibbs
algorithm applied for this natural choice of parameter blocks.

To start, we might obtain an initial value for θ at a central location, denoted θ1,
by drawing a realization from the prior p(θ) or setting it deterministically. Then, the
initial value θ1 is distributed to the w workers where we draw θ1sub from p(θsub|θ1, Y ) =∏
s p(θs|θ1, Y s) by drawing each subset parameter vector θ1s in parallel from p(θs|θ1, Y s)

e.g with a Metropolis-Hastings step. Then, we collect the draws of θ1s for s = 1, ..., w at
a central location and form θ1sub, which we use to sample θ2 from θ2|θ1sub. This concludes
one iteration of the E-PSP sampler and the sample θ2 is again distributed to the workers
to draw θ2sub. This back-and-forth procedure is run until a desired number of samples T
is reached. See algorithm 4.3.1.

Algorithm 1 Exact Gibbs
1. Data Y is divided into subsets across w workers, Y 1, Y 2, ..., Y w.
2. Choose a pertubation distribution p(θsub|θ) =

∏
s p(θs|θ).

2. Sample initial value θ1 from p(θ) or set deterministically.
For t = 1, ..., T
3. Distribute θt to the w workers.
4. Sample θts from p(θs|θt, Y s) for s = 1, ..., w in parallel and collect at central worker.
5. Sample θt+1 from p(θ|θtsub, Y ).

Thus, to generate T samples from the joint posterior distribution p(θ, θsub|Y ) we
need T rounds of communication between the workers and the central location, which
might be more demanding in terms of time complexity than an exact method targeting
the original posterior distribution p(θ|Y ) directly. However, if the cost of evaluating
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the likelihood of x observations can be expressed as t(x) for the model in question,
evaluating the likelihood of n/w observations in parallell at a cost of t(n/w) might
result in the algorithm being more efficient than one evaluating t(n) at each iteration.
This is especially true if t(x) is superlinear in x, e.g t(x) = x3 and x is very large. Then,
the overhead cost of parallellizing the likelihood computations and communicating may
become negligable compared to the calculation of the entire likelihood at each iteration.
However, we see the necessity of reducing the number of communication steps for this
algorithm to be efficient relative to other methods for intermediate settings. We propose
such a method by relaxing the number of communication steps in 4.4.

In the following subsections we outline a rough calculation of the time complexity
of the exact Gibbs sampler, and propose general sampling strategies for the conditional
distributions in 4.3.2. We also recommend a method for choosing pertubation variances
τ2 and the number of workers w in 4.3.3 based on the derivations in the Gaussian setting.
A heuristic argument for using a dynamic pertubation variance scheme is discussed, in
addition to other speed-up heuristics in presented in 4.3.4.

Time complexity

We outline a rough calculation of the time complexity of the exact algorithm. Let Cp be
the overhead involved in the communication step in algorithm 4.3.1 and t(x) be the cost
of evaluating the likelihood of x observations. Generating proposals from p(θs|θ, Y s) and
p(θ|θsub) is assumed to have a cost of 0, due to its assumed negligable cost compared to
calculating the acceptance ratio

p(θts|θt, Y s)/p(θt−1s |θt, Y s).

Assume we have available (θt, θt1, ..., θ
t
w). To generate one sample with the exact Gibbs

algorithm, we must do the following steps:

1. Generate proposal of θt+1|θtsub and accept / reject. Assumed cost = 0.

2. Facilitate parallell sampling of θts|θt, Y s for s = 1, ..., w. This includes initializing
parallell computation, and sending/receiving the necessary samples. Assumed cost
= Cp.

3. Generate proposal of θts|θt, Y s in each worker in parallell and calculation of accep-
tance ratio of proposed sample and previous sample. Cost = 2× t(n/w).

These steps have a simplified time complexity of

Cp + 2× t(n/w),

i.e the overhead Cp for initializing parallel sampling at each iteration plus twice evaluat-
ing the likelihood p(Y s|θs) of n/w observations in subset s for calculating the acceptance
ratio. Note that 2× t(n/w) appear only once, not w times since it is done in parallel for
all workers 1, ..., w where we have assumed perfectly synchronized parallel computation.
Any differences in time costs for the different workers is absorbed in the parallelization
overhead Cp. To generate T posterior samples, we multiply by T to get

CostGibbs(T, n, w) = T (2× t(n/w) + Cp).

A Metropolis Hastings algorithm performed on the original model with similar proposal
distributions would result in a cost of

CostM−H = T × t(n),
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where we have assumed that the previous likelihood computation of θt−1 is saved for
the acceptance ratio in step t (hence t(n) and not 2× t(n)).

In an ideal world, parallell calculations have no overhead costs involved, meaning
that Cp = 0. If we consider the ideal situation where Cp = 0, we get

CostGibbs

CostM−H
= 2

t(n/w)

t(n)
.

Further, if evaluating the likelihood is proportional to the number of observations, the
ratio reduces to

CostGibbs

CostM−H
= 2/w.

Thus, based on this rough calculation of computational cost of the exact Gibbs algo-
rithm and a standard Metropolis-Hastings algorithm on the original target distribution,
using the PSP approximation results reduces the time complexity by a factor 2/w for
generating T posterior samples when the parallelization cost is 0.

For models and/or sample sizes n where the cost of the likelihood computations t(n)
are small compared to the parallellization cost Cp, there will be nothing to gain from
using the approximate method in terms of time complexity reduction. But the PSP
approximation is developed precicely for situations where the cost of calculating the full
likelihood t(n) is too expensive to calculate repeatedly. If we again consider the rough
time complexity in CostM−H and CostGibbs, it is clear that independently of the cost
Cp, we obtain

CostGibbs

CostM−H
=
T × (2× t(n/w) + Cp)

T × t(n)
→ 2

t(n/w)

t(n)

as n→∞ or t(x)→∞. Thus in the limit, we again get the speed-up factor of 2/w if the
time complexity of evaluation the likelihood is proportional to n. Further, the speed-up
will be even more dramatic if the likelihood is e.g polynomial in x, say t(x) = xα. Then,
in the limit

CostGibbs

CostM−H
= 2

t(n/w)

t(n)
= 2

(n/w)α

nα
=

2

wα
.

Even though we should obtain a significant speed-up for the types of situations the
approximate model is developed for, we will describe an approximate sampling algorithm
in section 4.4 where we reduce the number of communication steps.

4.3.2 Sampling from the conditional distributions

In the exact Gibbs algorithm, we alternate between sampling from the two conditional
distributions

θsub| (θ, Y ) ∼ p(θsub|θ, Y ) ∝ p(Y |θsub, θ)p(θsub|θ) =

w∏
s=1

p(Y s|θs)p(θs|θ)

θ| (θsub, Y ) ∼ p(θ|θsub, Y ) ∝ p(Y |θsub)p(θ|θsub) ∝
w∏
s=1

p(θs|θ)p(θ)

As discussed in subsection 4.2.1, we recommend in general to use a multivariate normal
distribution as the pertubation distribution p(θs|θ). However, in general we might not
have simple to sample from conditional distributions, and in these cases we recommend
a Metropolis-Hastings step, resulting in a Metropolis-within-Gibbs sampler. The per-
formance of these algorithms relies on the choice of proposal distributions for sampling
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from the conditional distributions, which can be difficult to select appropriately from
case to case. However, due to the structure of the PSP approximation (4.2), the nor-
mal pertubation distribution can also motivate general proposal distributions for both
conditional distributions, especially when τ2 ≈ 0. If we assume that the pertubation
distribution is normal with common τ2 for all subsets and components, we argue that
when τ2 ≈ 0, we have

p(θ|θsub, Y ) ∝ p(θsub|θ)p(θ) ≈∝
∏
s

p(θs|θ) =
∏
s

N (θs|θ, τ2Ip) ∝ N (θ|θsub, (τ2/w)Ip)

and
p(θs|θ, Y s) ∝ p(Y s|θs)p(θs|θ) ≈ N (θs|θ, τ2Ip).

A heuristic argument for the first approximate conditional distribution is that p(θ) is
approximately flat in the region of high likelihood close to θsub due to the narrow normal
distributions. Similarly for sampling θs|(θ, Y s), the likelihood p(Y s|θs) is approximately
flat compared to N (θs|θ, τ2Ip) in the neighborhood of θ if τ2 is small. Note that in
using the proposal distribution N (θ|θsub, (τ2/w)Ip), we must correct for non-symmetric
proposals when sampling θ from p(θ|θsub, Y s) with a Metropolis-Hastings step, because
N (θ|θsub, (τ2/w)Ip) is not symmetric about θ. Also note that if the prior distribution
for θ is normal, the first conditional distribution is exactly proportional to a normal
distribution, eliminating the need for an accept/reject step.

These proposal distributions have been successfully used in the simulated examples
in section 4.5. Further, we may add a tuning parameter α, such that the proposal
distributions are

N (θ|θsub, α(τ2/w)Ip)

and
N (θs|θ, ατ2Ip).

The α-parameter can be tuned to obtain the desired acceptance rate. In the simulated
examples in 4.5 we obtained adequate acceptance rates for α = 1, i.e no adjustment.

4.3.3 Choice of pertubation variance and the number of workers

In subsection 4.2.3 we analyzed the effect of the number of workers w and the pertubation
variance τ2 on the posterior mean and variance in a simple Gaussian setting. We saw
that the approximation error depended only on the fraction τ2/w, and in particular the
size of this fraction compared to the maximum likelihood variance σ2

ML = σ2
1/n, where

σ2
1 was the observation variance in the Gaussian model. The PSP approximation had

correct posterior mean and variance when

τ2/w + σ2
ML = σ2

ML,

i.e when τ2/w = 0. By defining τ2/w = c · σ2
ML, we found in the Gaussian case that for

c > 0 the variance is increased

τ2/w + σ2
ML = σ2

ML(1 + c)

with the effect that the likelihood is downweighted.

This finding is not very surprising, as the likelihood pτ2(Y |θ) is a product of w con-
volutions of p(Y s|θs) and N (θs|θ, τ2Ip). The convolution of a function with a Gaussian
distribution is a commonly used smoothing-technique, and the degree of smoothing is
controlled by the variance of the Gaussian. Another way to think about a convolution
of a function with a Gaussian is that the output of the convolution is approximately a
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local average of the function if τ2 is sufficiently small, which means that the difference
between the convolution and the function itself depends on the width of the local average
and wigglyness of the function. The interpretation in our setting is that the width of the
local average must be sufficiently small such that the wigglyness of the function, here
the likelihoods, is preserved. The role of w also becomes clear in this interpretation, by
having an effect on the wigglyness of the subset likelihoods.

To recommend a τ2/w in general, we assume that the relationships in the Gaussian
example holds when the likelihood is differentiable, which means that at all points there
exists a linear approximation at that point. Then, the effect of convoluting the subset
likelihoods with the Gaussian distribution with small enough τ2 is approximately the
local average of a linear function, which is the function value at that point. This should
not be any different for non-Gaussian likelihoods. To conclude, we recommend to choose
c by the equations in 4.2.4

µw,τ2 =
1

1 + γw,τ2

µ0 +
γw,τ2

1 + γw,τ2

µML andσ2
w,τ2 =

σ2
0

1 + γw,τ2

where

γw,τ2 =
σ2
0

τ2/w + σ2
ML

by selecting the largest value of τ2/w = c · σ2
ML such that the approximation errors for

the posterior mean and variance are acceptable. We remind again that the choice of c
is a trade-off between computational efficiency (due to the effect on the autocorrelation
in the Gibbs sampler) and approximation error. We also recommend in general to have
different pertubation variances for the different components of the parameter θ as we
argued in 4.2.1, to be able to trade-off computational efficiency and approximation error
for each parameter. Having a common τ2 for all parameter components means that c
must be low enough to obtain a desired approximation error for the component with the
smallest estimated maximum likelihood variance. Then, the Markov chains for all other
parameter components will have unneccessarily large autocorrelations. In the following
section we will propose a general strategy which may increase the efficency of the Gibbs
algorithm.

Dynamic pertubation variance

As we saw in section 4.2.2, the joint posterior distribution of θ and θsub is

pτ2(θ, θsub|Y ) ∝

{
p(Y |θsub)p(θ), if τ2 →∞.
p(Y |θ)p(θ), if τ2 → 0.

(4.29)

Inspired by this result, we propose a non-Markovian chain where τ2 is large in the
beginning and then slowly lowered to a final value chosen as recommended in the previous
section 4.3.3. Allowing τ2 to be dynamic means we are sampling from the moving target{

pτ2
i
(θ, θsub|Y )

}
i=1∈T

.

The rationale for doing this is that sampling with a low τ2 might result in a Markov
Chain which requires a very large number of iterations to converge to the target distri-
bution if the inital values are misspecified, due to large autocorrelations / small steps
in the Gibbs sampler. When τ2 →∞ we have shown that if each p(Y s|θs) is integrable,
then the PSP approximation factorizes into

p(Y |θsub|Y )p(θ) ∝
∏
s

p(Y s|θs)p(θ),
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meaning that the marginal posterior distributions of θ and each θs are the prior p(θ) and
(proportional to) the likelihoods p(Y s|θs). Thus, with a large τ2 initially we hopefully
quickly converge to these marginal posterior distributions. A heuristic argument is that
each subset posterior / likelihood p(Y s|θs) should be sufficiently close to the main mass
of p(θ|Y ) to be a improved initial value. When τ2 is lowered to its final, fixed value, we
hopefully converge faster to the approximate posterior distribution than with a constant
pertubation variance.

In practice, we use the following dynamic scheme for τ2. Given a fixed value for
w, we first estimate the maximum likelihood estimator variance for the original model
(4.1). We then use a different pertubation variance for each component of θ, and select
a common value of c for all components according to the equations in 4.2.4 such that
τ2j = cσ2

ML,j . Let τ
2
i denote the pertubation variance for one of the components θ(j) at

iteration i. Then, the log of the pertubation variances for iterations i = 1, ..., T is given
by

log(τ2i ) =

log(τ2a ) + i · log(τ
2
b )−log(τ

2
a)

αT , if i < αT .

log(τ2b ), if i ≥ (1− α)T
(4.30)

for α ∈ (0, 1). τ2a denotes the large starting value of τ2i , and τ2b is the final, fixed value
of τ2 chosen as described 4.3.3. The τ2 sequence is a decreasing exponential function
for the first α iterations and constant for the remaining (1 − α) iterations. It is the
latter portion of the iterations which are used as samples from the approximate target
distribution, which means that there is no issue with being a non-Markovian chain in
the first α iterations. The dynamic τ2 is essentially a warm-up period trying to locate
the main mass of the approximate target distribution by hopefully converging to the
subset likelihoods p(Y s|θ) before increasing the "regularization" pτ2(θs|θ) pulling the
subset posteriors towards eachother in a data driven way. In the following sections we
discuss a few other heuristic strategies for increasing the efficiency of the sampler.

4.3.4 Speed-up heuristics

Non-communicating burn-in period

The first speed-up heuristic is to avoid communication in the first T1 steps of the exact
Gibbs algorithm, by assuming τ2 = ∞. Then, the approximate posterior distribution
proportionally factorizes into the likelihoods p(Y s|θs) and p(θ), as we saw in section
4.2.2. Instead of using the Gibbs sampler on the approximate target, we can obtain
samples from each subset posterior which is proportional to the likelihoods p(Y s|θs)
when τ2 →∞. The rationale is that we presumably converge to these subset posteriors
p(θs|Y s) ∝ p(Y s|θs) without communicating, and then use samples from these distribu-
tions to sample θ1|(θ1sub). This sampled θ-value is used as the initial value in the exact
Gibbs algorithm. As the dynamic τ2-scheme, this is simply a computational trick to
obtain faster convergence to the approximate posterior distribution.

To generate T posterior samples, we still need 2×T communication steps, but hope-
fully fewer of these steps are spent converging to the posterior distribution pτ2(θ, θsub|Y ).
In the terminology of the MCMC litterature, we believe that a large part of the burn-in
period can be done without communication. The algorithm is presented in 4.3.4.

Population based exact Gibbs algorithm

Often, the time complexity of communication for small batches of data does not depend
on the size of the transmitted data, but the overhead involved. In other words, the
difference between transmitting one and multiple samples of θs from a worker to the
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Algorithm 2 Non-communicating burn-in period
1. Data Y is divided into subsets across w workers, Y 1, Y 2, ..., Y w.
2. Sample θis from p(θs|Y s) ∝ p(Y s|θs) for i = 1, ..., T1 and s = 1, ..., w in parallel.
3. Collect θT1

sub at a central worker and sample θ1 from p(θ|θT1

sub).
4. Use θ1 as the initial value in the exact algorithm.

central location is small compared to the overhead involved in communicating at all.
In such settings, ideas from population based MCMC provides another solution for
obtaining more samples from the PSP approximation in a given clock time. The idea
is that we can efficiently sample using k = 1, ...,M parallell Gibbs samplers. Let θt,k
denote the t-th sample of θ from the k-th chain. At iteration one, we start with θ1,k

for k = 1, ...,M i.e one initial value of θ for each Markov Chain. Then, the batch of
M samples is distributed to each worker, and we sample θ1,ks from p(θs|θ1,k, Y s) for
k = 1, ...,M within each worker and transmit them back to the central location. This
concludes the first iteration of the population based exact Gibbs algorithm, see algorithm
3. In this method, if we assume that each chain has converged to the target distribution,
we obtain M samples from the posterior per round of communcation compared to 1 for
the standard exact Gibbs algorithm. The improvement in wall clock time relies on the
assumption that we obtain M samples per communcation round instead of 1, while the
communcation cost scales by some factor less than M .

Algorithm 3 Population based exact Gibbs
1. Data Y is divided into subsets across W workers, Y 1, Y 2, ..., Y w.
2. Generate M inital values of θ, θ1,k for k = 1, ...,M .
3. Run M parallel exact Gibbs algorithms by transmitting batches of θ and θs.

Pooling θs- and θ-samples

A final strategy to obtain more samples in a given clock time, is to utilize the generated
samples of θs in addition to θ. In the exact Gibbs algorithm, we keep only the samples
of θ as approximate posterior samples pτ2(θ|Y ) ≈ p(θ|Y ). However, when τ2 is small,
the difference between θs, θs′ and θ is small, meaning that we can approximate posterior
samples of θ by the subset parameters θs. Mathematically, we assume that pτ2(θs|Y ) ≈
pτ2(θ|Y ) ≈ p(θ|Y ), where the first approximation is clear from the equation

pτ2(θs|Y ) =

∫
θ

pτ2(θs|θ, Y )pτ2(θ|Y )dθ =

∫
θ

N (θs|θ, τ2Ip)pτ2(θ|Y )dθ ≈
∫
θ

δθ(θs)pτ2(θ|Y )dθ

where δθ(θs) is the Dirac Delta function centered at θ. A brief description of an algorithm
utilizing this property is given in 4. Note that the subset parameters are generally highly
correlated, and thus expanding the pool of generated samples by a factor of w does not
necessarily lead to an equally large increase in the effective number of samples. We will
rely on pooling the generated samples in proposing the approximate Gibbs sampler in
the next section, which will be the main PSP sampler when the communication cost is
not negligable compared to the cost of the likelihood evaluations, as discussed in 4.3.1.

Algorithm 4 Pooling θs and θ-samples
1. Run the exact Gibbs algorithm generating T posterior samples of θ
2. Pool the posterior samples of θ and θs for s = 1, ..., w, resulting in w×T approximate
posterior samples of θ.
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4.4 Approximate PSP (A-PSP) sampler

As we saw in the rough derivation of time complexity 4.3.1, the E-PSP algorithm’s
speed-up compared to a classical method such as Metropolis-Hastings depended on the
cost of evaluating the likelihood compared to the parallelization overhead Cp. Thus,
for models and sample sizes where the cost of parallelization becomes non-negligable
compared to the likelihood costs, we need to reduce the number of communication steps
to be able to use the method in practice. In this section we will present a relaxation of
the E-PSP sampler, which we call the Approximate PSP-sampler (A-PSP) which reduces
the number of communication steps. The relaxation of the E-PSP sampler should retain
the properties of exact Gibbs algorithm, as the Markov Chain will still generate samples
from the PSP approximation when converged. We will describe the algorithm in this
section, and demonstrate by numerical examples in chapter 5.

The A-PSP sampler is not an approximate sampling algorithm as the name suggests,
it is simply a relaxation of the exact Gibbs algorithm. Assume that we want to draw
T posterior samples from the PSP approximation in B communication rounds. Let the
communication stages be denoted by b = 1, ..., B. Instead of obtaining a single sample
from p(θs|θb, Y s) for each worker s at communication stage b, we generate T/B samples
before updating θ again by the usual conditional distribution p(θ|θbsub) ∝

∏
s p(θ

b
s|θ)p(θ).

The E-PSP sampler is then equal to the A-PSP sampler with B = T communication
round.

The algorithm is derived in a similar spirit as the PSP approximation, where we
developed an approximate model for which we can control the approximation by a
parameter τ2, in a trade-off between the approximation error and the time complexity
reduction using the parallel Gibbs sampler. Here, we can heuristically control the trade-
off between the rate of convergence to the target distribution and the time complexity
of the sampler. The justification for updating the global θ at a lower rate is that by
spending more time exploring the subset posteriors we obtain less correlated samples
of θs, such that the apperent slower convergence by fewer updates of θ is offset by less
correlated draws of θs. If this is true, the net effect is that the sampler achieves faster
convergence at a lower time complexity. If θ is updated at every iteration, we are in
fact sampling from the exact algorithm again, in a similar vein that we are sampling
from true model (4.1) when τ2 → 0. This relaxed sampling procedure can also be seen
as a improved version of the Consensus Monte Carlo sampling where the regularization
parameter θ is learned and adapted during the sampling process. The regularization
should ensure that the subset posteriors are being sampled from in regions which are
important in the context of all subset posteriors. In addition, the A-PSP algorithm relies
on the speed-up heuristic proposed in the previous section on pooling the generated
samples (4.3.4), where samples pτ2(θs|Y ) are assumed to be distributed approximately
as pτ2(θ|Y ) for all s = 1, ..., w, meaning that we use all the (w+1)×T generated samples
of θ and θs.

The ability to control how often we should update θ has a dramatic impact on the
algorithms tractability. Consider a situation where 1e6 iterations are needed to estimate
some quantity with the desired accuracy. The difference between having B = 100 rounds
of communication, which is often achievable, and B = 1e6 rounds where we have to
communicate at each iteration is dramatic. The overhead involved in the second variant
will usually dominate the time complexity of the algorithm. The algorithm retains its
key properties, which is that information is shared across workers via the pertubation
distribution pτ2(θs|θ), ensuring that posterior samples are drawn from regions close to
the main mass of the posterior distribution pτ2(θ, θsub|Y ). In addition, when we are
sampling multiple T/B samples of p(θs|θb, Y s), we can utilize methods such as the
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No-U-Turn-Sampler by Carpenter et al. (2017) which requires less user-interaction to
generate efficient Markov Chains. We will not try to establish any results for the A-PSP
sampler, but we will consider empirical examples in chapter 5.

Algorithm 5 A-PSP sampler
1. Data Y is divided into subsets across w workers, Y 1, Y 2, ..., Y w.
2. Choose a pertubation distribution p(θsub|θ) =

∏
s p(θs|θ).

2. Sample initial value θ1 from p(θ) or set deterministically.
For b = 1, ..., B
3. Distribute θb to the w workers.
4. Sample θts from p(θs|θb, Y s) for s = 1, ..., w and t = 1, ..., T/B in parallel and collect
at the central worker.
5. Sample θb+1 from p(θ|θ1sub, ..., θ

T/B
sub ).

Note that we do not specify how to update θb+1 using all the draws of θsub. The
most obvious approach is to take the last generated draw of each θs to update θ, but
this will throw away valuable information. Our approach has been to collect all subset
draws, and sample w indices to select which set of subset posterior draws we use to
update θ. There is certainly room for more intelligent updates utilizing the information
in the subset draws better. One consideration is that utilizing more of the subset draws
means that more samples must be transmitted from the workers to the central location,
which can be costly if T/B is large.

4.4.1 Fixed pertubation distribution

Another way to mitigate the communication cost is to use the exact Gibbs sampler for
some number of iterations T1, where communication is needed at each iteration, but then
approximating p(θ|θsub) ≈ p̃(θ) fixed for the remaining iterations. The approximation
p̃(θ) is learned during the T1 iterations and the approximation is distributed to the
workers. The most straightforward approximation of θ|θsub is perhaps an empirical
distribution based on the first T1 samples of θ. To use the empirical distribution, all
samples of θ|θsub must be available in each worker. Note that this does not require a
costly communication step, we can simply store each sample received for the first T1
iterations at the workers. We formulate the general algorithm in 6.

A canonical example may be to approximate p(θ|θsub) by a regression approach
θ = βtθs + ε in each subset, learning the relationship between θ and θs. Thus, when
we have sampled θs|Y s, θ in a subset, we can sample θ|θs in subset s by the learned
approximation during the first T1 steps without communication. We do not explore this
approach further in this thesis.

Algorithm 6 Fixed pertubation distribution
1. Data Y is divided into subsets across W workers, Y 1, Y 2, ..., Y w.
2. Sample from the joint posterior pτ2(θ, θsub|Y ) for T1 iterations using the E-PSP or
A-PSP sampler, storing each sample of θ in each worker.
3. Approximate p(θ|θsub) by p̃(θ) using the first T1 samples of θ.
4. For the remaining T2 iterations, the sampling of θ|θsub is approximated by sampling
from p̃(θ) within each worker.
5. The T2 samples of θsub are transmitted to the central location and we sample from
p(θ|θisub) for i = 1, ..., T2.
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4.5 Simulated examples

We have already investigated several of the properties of the PSP approximation and the
sampling algorithm in a Gaussian setting where we have analytical and easily simulated
results in 4.2.3. In this section we will focus on empirical results in the non-Gaussian
case, where we use the E-PSP sampler to obtain samples from the approximate pos-
terior distribution pτ2(θ|Y ). We consider two settings, where we simulate Binomial
observations with and without covariates for low sample sizes n.

Our main objective in this section is to demonstrate the algorithms and assess how
the choice of c in τ2/w = c · σ2

ML affect the posterior mean and variance, and how the
autocorrelation in the generated Markov Chains depends on c. In particular, we will
examine whether the relationships we found in the analytical Gaussian setting are valid
in the non-Gaussian case, especially the relationships

µc =
(1 + c)σ2

ML

σ2
0 + (1 + c)σ2

ML

µ0 +
σ2
0

σ2
0 + (1 + c)σ2

ML

µML

and

σ2
c =

σ2
0σ

2
ML(1 + c)

σ2
0 + σ2

ML(1 + c)
,

where µ0 and σ2
0 is the prior mean and variance for the parameter of interest, and

µML and σ2
ML are the maximum likelihood estimate and estimated maximum likelihood

variance for the relevant parameter.

Further simulation experiments and application to a large DNA methylation dataset
are considered in chapter 5.

4.5.1 Binomial data

In this first example, we consider n observations yi from a Bernoulli distribution with
probability p, yi ∼ Bernoulli(p), and let p = 0.1. We denote as usual the assumed
unknown parameter p by θ, and equip θ with a conjugate prior p(θ) ∼ Beta(α, β). For
this model we have the analytical posterior p(θ|Y ) ∼ Beta(α+

∑
i yi, β+n−

∑
i yi). This

example is interesting because it has a non-normal posterior distribution, in addition to
having a restricted parameter space θ ∈ (0, 1). We set w = 10 and use the methodology
in section 4.3.3 to select an appropriate value of τ2. As we observed for the Gaussian
case, choosing τ2/w = c · σ2

ML for low values c should result in a good approximation
of the posterior distribution. We hypothesized that the general form of equations (4.20)
and (4.21) might be approximately valid for a general model, atleast for sufficiently low
values of c = τ2/w

σ2
ML

.

For the binomial model, the maximum likelihood estimator for the probability p is
µML = Y with asymptotic variance σ2

ML = p(1−p)
n . Further, the parameters of the

Beta-prior are set to α = 1 and β = 1, which results in a prior mean µ0 = 1 and prior
variance σ2

0 = 1
12 . We simulate a data set of size n = 1 000 and estimate σ2

ML. We use
the dynamic pertubation variance regime described in 4.3.3, where τ2i is large(=1) to
begin with and decays exponentially towards the chosen τ2 for the first T/2 iterations,
and then remain at τ2 for the remaining iterations.

τ2i =

exp
(

log(1) + i (log(τ
2)−log(1))
T/2

)
if ≤ T/2

τ2 if i > T/2
(4.31)

The proposal distributions for generating proposals for drawing from the conditional
distributions in the E-PSP sampler are chosen by the general strategy described in
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section 4.3.2, where we draw proposals from θprop|θsub ∼ N (θ|θsub, α(τ2/w)Ip) and
θs,prop|θ ∼ N (θs|θ, ατ2Ip). In these experiments, the tuning parameter α for altering
the variance of these proposal distributions generates sufficiently well-mixing Markov
Chains using α = 1. Finally, the initial values of θ and θs were set to 0.5, which
coincides with the prior mean for θ. We draw T = 10 000 posterior samples using the
E-PSP sampler (4.3.1) for c = (0.1, 0.4, 0.7, 1), in other words, τ2/w = c · σ2

ML for the
c-values listed. In figure 4.4 we see the traceplots for the different values of c. We

c = 0.7 c = 1

c = 0.1 c = 0.4
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Figure 4.4: Traceplots of posterior draws of the Binomial probability θ for different
values of c using the PSP approximation in 4.5.1. We have used a dynamic pertubation
variance for the first half of the iterations.

observe that the dynamic regime of letting τ2 start out large and exponentially decay
towards the final chosen value works as intended, by allowing large jumps in the early
iterations. The chains quickly converge to a region close to the true parameter p = 0.1.
We estimate approximate posterior densities with the generated samples of θ for the
different values of c in figure 4.5. The analytical posterior distribution is overlayed in
red. The empirical results suggests that the framework for choosing c developed in the
Gaussian case is adequate, at least by visual inspection. When τ2/w is set to 0.1×σ2

ML

the difference between the analytical and approximate posterior distribution is barely
noticable.

To obtain more rigourus results, we can repeat the procedure for multiple simulated
datasets of size n = 1 000. For each simulated dataset, we re-run the E-PSP sampler
for the same c-values, and estimate the posterior mean and variance of θ. We then plot
the results against the theoretical relationship between c and the posterior mean and
variance derived for the Gaussian setting, which is found in equations (4.20) and (4.21).
The results are displayed in figure 4.6, where the subplot titles r = 1, 2, 3, 4, 5 denotes
the different algorithm runs / simulated datasets. The relationships in (4.20) and (4.21)
for small values of c seems reasonable in light of the results. The figure shows that the
theoretical relationships predicts the posterior mean and variance of the approximate
method for the values of c analysed in this example.

Another key feature of the algorithm is the relationship between c and neff . We
found in section 4.2.3 that the Gibbs algorithm for simulated Gaussian data had an
estimated effective number of samples which was close to linear in c for small values
of c. We estimate the autocorrelation function and the effective number of samples for
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Figure 4.5: Estimated densities for different values of c.

each c using the five simulated datasets and samples generated by the E-PSP sampler
and plot the results in figure 4.7. We find a linear trend also in the case. Note that the
autocorrelation also depends on the choice of proposal distribution for sampling from
the conditional distributions.

In conclusion, the simulations gives empirical support to our assumptions about
the relationships in (4.20) and (4.21) for selecting τ2 and w. In the next example
we consider logistic regression, which is a natural extension of the univariate binomial
example considered here.

4.5.2 Logistic regression with exact Gibbs sampler

Logistic regression is one of the most widely applied statistical models for binary obser-
vations which depends on real valued covariates. Up until now we have only considered
examples of the PSP approximation where dim(θ) = 1, but the extension to p > 1 is
straight forward. Instead of assuming that the univariate θs ∼ N (θ, τ2) for s = 1, ..., w,
we simply assume the same relationship for each component θ(j)s , where θ(j)s denotes the
j-th component of the p-dimensional subset parameter vector θs. As we have discussed
in 4.3.3, we should use a different pertubation variance for each component, and set each
τ2j with the same framework as in the univariate case, but using the marginal variance
for the j-th parameter in the covariance matrix of the maximum likelihood estimator.
A simpler method would be to let c be a multiple of the smallest variance component
of the p parameters. This should make sure that the approximation errors for all pa-
rameters are small. However, as we have discussed earlier, we would like to select τ2 as
large as possible to reduce the autocorrelation between the generated samples and thus
increasing the effective number of samples. If we set a common τ2, i.e τ2j = τ2 for all j,
we get unneccesarily large autocorrelations for all but the parameter with the smallest
estimated maximum likelihood estimate variance. So, at a small implementational cost,
we use a different τ2 for each parameter.

In this example, we will consider the same questions as in the univariate Binomial
example; does the relationships (4.20) and (4.21) hold approximately when p = 2. Higher
dimensional examples will be analyzed in the next chapter, where we need to be able to
select pertubation variances in higher-dimensional settings.
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Figure 4.6: Black points indicate estimated posterior mean and variance of θ ∼ pτ2(θ|Y )
for different values of c using the PSP approximation in 4.5.1. The red triangle located at
c = 0 is the analytical posterior mean and variance for each simulated dataset. The black
lines represent the theoretical posterior mean and variance in the PSP approximation
as a function of c derived in (4.20) and (4.21).

We consider a simulated dataset also in this section to be able to compare with a
known ground truth, but we will apply the PSP approximation for logistic regression
to real DNA methylation dataset in chapter 5. The size of the dataset will also be
moderate to be able to obtain samples from the full posterior distribution using the
’STAN’-package in R, which obtains posterior samples from a model using an adaptive
Hamiltonian Monte Carlo algorithm Carpenter et al. (2017). We simulate n = 1 000
observations from a Binomial model where

p = logit−1
(
θ(1) + xθ(2)

)−1
with regression coefficients θ = (θ(1), θ(2)) = (1, 2) and x simulated uniformly on
the interval [0, 1]. We let the prior distributions be independent normal distributions
θ(1), θ(2) ∼ N (0, 32).
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Figure 4.7: The estimated effective number of samples generated by the E-PSP sampler
for each c and each simulated dataset in 4.5.1, divided by the total number of samples
generated.

We start by using R’s GLM-package R Core Team (2019) to obtain the approximate
maximum likelihood covariance matrix. Similar to the previous example we use w = 10.
For each component θ(1) and θ(2), we set the corresponding τ21 and τ22 by the equation
τ2j /w = c · σ2

ML,j , where σ
2
ML,j is the variance of the maximum likelihood estimator for

parameter j. We choose as in the previous example c = (0.1, 0.4, 0.7, 1), and use the
dynamic pertubation variance scheme from 4.3.3. We generate T = 30 000 posterior
samples with the E-PSP sampler for each value of c.

The traceplots for the 4 runs are shown in figure 4.8. The MCMC chains exhibit good
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Figure 4.8: Traceplots for the regression coefficients in the simulated logistic regression
setting 4.5.2 using the E-PSP sampler.

mixing for both parameters, the tuning parameter α for generating proposal distributions
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was unchanged (=1) also in this experiment. We estimate the joint posterior densities
of the parameter θ = (θ(1), θ(2)) for each value of c in figure 4.9. We have also run exact
MCMC algorithms using ’STAN’ for 10 000 iterations, which represents the approximate
ground truth due to the lack of analytic results in this case. The joint densities for the
different values of c exhibit the same behavior as the univariate example in 4.5.1, for
c = 0.1 the approximation is close to indistinguishable to the exact MCMC method.
We also see that the overall shape of the PSP approximation approaches the shape of
the prior for larger values of c, the correlation is reduced and the shapes corresponds
more to a normal distribtution with zero correlation between the parameters. This is as
predicted by the theoretical results in 4.2.2, where the distribution of the θ-parameter
converged to the prior distribution when τ2 →∞.

We also supply the marginal estimated densities in figure 4.10.
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Figure 4.9: Estimated joint posterior densities using the PSP approximation for the
regression coefficients in the simulated logistic regression setting in 4.5.2. PSP approx-
imation vizualized by the shaded areas for different values of c with the approximate
ground truth found by exact MCMC methods overlayed by red contours.

Similarly as we did in the univariate Binomial setting, we compare the hypothesized
relationships ((4.20), (4.21)) between c and the approximate posterior mean and variance
by recreating plot 4.6 for both components θ(j), j = 1, 2 over multiple simulated datasets.
The results are found in figures 4.11 and 4.12 It seems also in this case that the
relationships holds approximately for both regression coefficients, such that (4.20) and
(4.21) can be used to select appropriate values of τ2 and w in general. Lastly, we use
the simulated runs of the PSP approximation of the logistic regression coefficients to
estimate the ratio of effective number of samples to the number of samples generated,
neff/T for all values of c and each repeated run r = 1, ..., 5 in figure 4.13.

4.6 Other applications

The approximate framework developed in this chapter can have other potential uses,
related to the structure of the approximate model. In many large sample settings,
the assumption that all data comes from the same distribution might be a too strong
assumption. If we assume that the model is correct, but the true data generating
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Figure 4.10: Estimated marginal posterior densities of the regression coefficients in the
simulated logistic regression setting in 4.5.2 for different values of c (shaded areas) with
the approximate ground truth found by exact MCMC methods (red countours).

parameters differ between subsets, we need methods to detect these differences. If
this is not corrected for, we will in general obtain biased estimates. If we consider
a classical setting where normally distributed data is obtained from two sources with
different means, say Y 1 ∼ N (µ1, σ

2) and Y 2 ∼ N (µ2, σ
2) where µ1 < µ2, assuming

that µ1 = µ2 will generate biased estimates for each parameter. Methods to detect such
differences usually involves estimating the same model for each subset independently,
and then deciding whether the difference in the estimates is due to noise or an actual
difference. In the context of this chapter, we obtain posterior samples from each subset
posterior p(θs|Y s). However, these samples are influenced by the other subsets through
the parameter θ which depends on all the data. Nevertheless, we can use the posterior
samples of θs for s = 1, ..., w and compare the posterior means and the variances with
ANOVA. One caveat with the standard method of testing for differences in distribution,
is that we need to re-estimate the model for all observations if our conclusion is that
the subsets of observations come from the same distribution. With the approximate
method of this chapter, if we decide that the observations probably comes from the
same distribution, we already have an estimate of the model with all observations. We
do not explore this subject further in this thesis, but we believe there are multiple
potential use cases for the structure of the PSP approximation.

4.7 Summary and discussion

In this chapter we have developed a method for obtaining exact posterior samples from
an approximate model in a framework where the data is separated into subsets. Instead
of developing an approximate sampling method, we have constructed an approximation
to the target distribution which facilitates a natural Gibbs sampling algorithm which
is exact in the parallel setting. Further, the approximate model naturally leads to an
algorithm which is able to share information across the different workers without shar-
ing the data itself. This method of obtaining approximate samples from the posterior
distribution p(θ|Y ) fits into the Consensus Monte Carlo framework, but avoids several
of the issues with the methods in the literature. We avoid having to propose a costly
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Figure 4.11: Points indicate estimated posterior mean and variance of θ ∼ pτ2(θ(1)|Y )
for different values of c in the simulated logistic regression experiment in 4.5.2. The
red triangle located at c = 0 is the MCMC estimated posterior mean and variance for
each simulated dataset. The black lines represent the theoretical approximate posterior
mean and variance as a function of c derived in (4.20) and (4.21).

combination step to produce approximate posterior samples, and the method does not
rely on any parametric assumption about the subset posteriors. The sharing of informa-
tion across subsets should also lead to more correct inferences, by enforcing the subset
posteriors to sample from regions which are important in the context of all w subset
posteriors. Further, we have proposed a method to select τ2 and w which is shown em-
pirically to work in the examples we have considered in this chapter. We have suggested
general methods to sample from these subset posteriors / conditional distributions, and
several heuristics to further increase the efficiency of the samplers.

When the computational costs of the likelihoods dominate the cost of parallelization,
the method reduces the time complexity of obtaining T posterior samples by a factor
t(n/w)/t(n) compared to a standard Metropolis-Hastings algorithm, where t(x) is the
time complexity of calculating the likelihood of x observations. However, one caveat
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Figure 4.12: Points indicate estimated posterior mean and variance of θ ∼ pτ2(θ(2)|Y )
for different values of c in the simulated logistic regression experiment in 4.5.2. The
red triangle located at c = 0 is the MCMC estimated posterior mean and variance for
each simulated dataset. The black lines represent the theoretical approximate posterior
mean and variance as a function of c derived in (4.20) and (4.21).

with the PSP approximation is the large correlation between the parameter blocks in
the Gibbs algorithm, which may lead to slow exploration of the approximate posterior
distribution. The combination of many steps needed to converge to the approximate
posterior and incurring parallelization costs at each iteration may result in a method
which exhibits slow convergence. We proposed a relaxation of the E-PSP sampler which
we called the A-PSP sampler, where the number of communication steps is reduced
from once every iteration, to a total of B communication stages. As we argued, this
method may at first sight seem to make convergence even slower by limiting the number
of updating steps where θ is updated. However, using more computational effort at
each communication stage to explore the subset posteriors may lead to less correlated
samples, which improves convergence. The net effect of this is that we may in fact achieve
faster convergence in terms of wall clock time by using fewer communication stages
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Figure 4.13: The estimated effective number of samples generated by the exact Gibbs
algorithm for each simulated dataset in 4.5.1 and each c, divided by the number of
samples generated.

B. Theoretical results relating the choice of B to the convergence of the approximate
posterior distribution would be very helpful. Deriving such properties in the Gaussian
setting we considered earlier may provide insights to this issue, however due to time
constraints we do not include this. Instead, we focus on empirical examples in the next
chapter where we use the A-PSP sampler in a simulation experiment and for analyzing
real DNA methylation data.

Late in the process we came across two methods which are very similar to the PSP
approximation proposed in this chapter. Vono, Dobigeon, and Chainais (2019) mainly
consider an optimization setting where solving

argmin
x

f(x) + g(x)

is difficult. Here, f(x) corresponds to a data term and g(x) a regularization term. To
solve the optimization problem, they consider an MCMC approach where they sample
from π(x) ∝ exp(−f(x)−g(x)) to find a minimizer with credibility intervals. They then
introduce an auxillary parameter z to solve the optimization problem

argmin
x

f(x) + g(z)

subject to z = x, which they similarly turn into the relaxed problem of sampling from
π(x) ∝ exp(−f(x) − g(z) − φ(x, z; ρ)) where φ is a divergence measure. To sample
from this distribution they propose similar Gibbs sampling algorithms as we do. How-
ever, they are mainly concerned with the problem corresponding to w = 1, i.e f(x)
corresponds to a likelihood which does not satisfy (1.1) and g(x) is the prior in this
formulation. Thus, the reduction in time complexity is limited compared to the settings
which we consider.

Rendell et al. (2018) on the other hand, considers the same framework as we do
of parallelizing posterior sampling for models satisfying (1.1). They introduce subset
parameters as we have done, and propose the obvious exact Gibbs (or Metropolis within
Gibbs) algorithm for the target (4.2). As we also have discussed, the Gibbs sampler
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will struggle with large communication overhead when the communication costs are
not dominated by the likelihood evaluation costs. They propose two algorithms to
alleviate this. One is an extension of the direct Gibbs algorithm, similar to our relaxed
Gibbs algorithm, where they propose drawing multiple samples from p(Y s|θs)p(θs|θt)
at iteration t. By doing this, they argue that they generate fewer samples per unit of
wall-clock time, but a much larger fraction of the time is spent exploring the likelihoods
instead of communicating. This may increase the mixing of the chain, reducing the
autocorrelation between successive θ-samples. However, Rendell et al. (2018) proposes
to only use the draws of θ as approximate posterior samples. If we let Tb be the number
of draws of θs for s = 1, ..., w at iteration b, this implies that only a fraction 1/(wTb)
is used as approximate posterior samples. In other words, for every posterior sample of
θ generated, we sample wTb nuisance parameters which are discarded. While we agree
with the general approach of multiple samples within an iteration, this fails to utilize
the property that pτ2(θ|Y ) ≈ pτ2(θs|Y ) for sufficiently low τ2, i.e that the marginal
distribution of θs and θ are very close. Our E-PSP sampler differs in that we utilize all
the generated subset posterior samples.

Rendell et al. (2018) also propose a Sequential Monte Carlo algorithm (SMC) to
sample from the approximate target distribution using a pertubation variance which is
dynamic, to use our terminology. Their motivation is to obtain lower variance estimates
for τ2 close to zero by using a sequence of τ2 which can be adapted dynamically including
a stopping rule for when to stop the process, which is not possible in a classical Markov
Chain without destroying the ergodicity. As we mentioned, we have similarly proposed
a dynamic pertubation variance to speed up the convergence to posterior distribution.

In general, the similarities of our methods is much larger than the dissimilarities, and
a large part of our argumentation of approaching approximate Bayesian inference in the
Consensus Monte Carlo framework by proposing an approximation to the posterior is
shared by the authors. In particular, they mention the fractionated prior as a problem
and that the combination strategies are either biased or break down in high dimension,
and that the methods often have no theoretical guarantees. They also refer to Xu et
al. (2014) and Vehtari et al. (2014) as methods that lie outside the embarassingly parallel
Consensus Monte Carlo methods but shares important and similar characteristics as our
approaches.





Chapter 5

Simulation experiment and
application to DNA methylation data

5.1 Overview

In the previous chapters we have looked at a selection of Consensus Monte Carlo meth-
ods and developed a method which attempts to target some of the weaknesses in the
existing literature. The weaknesses we found most relevant were the lack of commu-
nication with its related issues, combination methods with poor scaling properties and
questionable statistical interpretations and the fractionated prior p(θ)1/w which we be-
lieve most researchers would rather avoid. To address these issues we proposed the PSP
sampler which targets the full posterior directly and also naturally facilitates parallell
samling with occational communication steps. As we have discussed in chapter 3, we
believe such direct approximations of the full posterior are more transparent, in that
the approximation errors being made are clearer to the users of such methods. Further,
the method we proposed does not rely on the subset posteriors being of any assumed
parametric form such as Gaussian, and avoids the issues with a combination step as the
drawn samples are already approximately distributed as p(θ|Y ).

In this chapter we empirically compare the PSP sampler to the Consensus Monte
Carlo (CMC) method with full non-distributed MCMC as a reference in a simulation
experiment in section 5.2. This is done with simulated data and a model where we expect
that approximating each subset posterior by a Gaussian independently will struggle
because of too little information in each subset relative to the number of covariates.
This simulation experiment is intended to show the importance of communication and
using an approximation which samples from regions which are important in the context
of all the subset likelihoods.

We will also apply our method to a real DNA methylation dataset in section 5.3
where the problem is twofold. The first problem is that the size of the dataset makes
it extremely time consuming to fit a classical Bayesian Binomial regression model (n ≈
3e7). We apply the PSP sampler to this model and compare with CMC for a subset of
the data (n = 1e5), where we would expect both methods to perform well due to a large
number of observations compared to the dimension of the covariates (p = 22), which
should make the Gaussian approximation of each subset posterior justified. However,
the second problem is that the data displays excess 0’s and high-probability observations
(say, yi > 0.5×ni) not captured by the covariates. We develop a hypothesis that we have
missing covariates which are highly correlated with high-probability observations, i.e able
to predict large probabilities p, which leads to biased regression coefficients which tries
to capture these observations at a cost of underestimating the probability of 0’s. Due to

69
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the sequential nature of the data, the missing covariates should produce unaccounted for,
spatially correlated errors. In an attempt to account for this misspecification / missing
covariates, a latent Gaussian structure is proposed, which makes fitting the models even
more difficult. We apply the PSP sampler and CMC to this Generalized Linear Mixed
Model (GLMM) on a subset of the data. The purpose with these experiments is not
necessarily to defensibly model the complicated process of DNA methylation, but to
showcase the applicability of the Consensus Monte Carlo methods, and in particular the
PSP approximation.

5.2 Simulation experiment

In this section we will perform a simulation experiment where we examine the effect of
different number of workers w in a hierarchical logistic regression model. The experi-
mental setup is very similar to the experiment in section 6.1 in Vehtari et al. (2014),
where they compare their Expectation Propagation (EP) method and the Consensus
Monte Carlo method (CMC). We will similarly compare the A-PSP sampler from chap-
ter 4, which uses occational communication steps in a relaxed Gibbs sampler, to CMC.
The CMC method has served as a baseline in almost all experiments presented in the
literature reviewed in chapter 3, and will also serve this purpose in both sections of this
chapter. We first present the key details about the simulated data and setup here, and
refer to Vehtari et al. (2014) for further details if needed.

We consider the model

yij |xij , βj ∼ Bernoulli(logit−1(βTj xij))

where

βjd ∼ N (µd, σ
2
d),

µd ∼ N (0, σ2
µ),

σd ∼ logN (0, σ2
σ).

(5.1)

The indices refer to the groups j = 1, ..., J with observations i = 1, ..., nj in each group.
Further, the covariates xij are D+1 dimensional, where indices d = 1, ..., D refer to real
valued continuous covariates and d = 0 is the intercept. The parameters of interest are
the µd and log σd for d = 0, ..., D, which implies that we have 2×(D+1) parameters which
we want estimate using the PSP approximation and CMC. In other words, we want to
estimate the distributions from which the β coefficients are drawn from. To satisfy the
conditional independence equation (1.1) for the Consensus Monte Carlo method, each
group of observations (Y j , Xj) must reside in a single worker with this formulation,
which means that the problem can be split into at most J subset posteriors. Note
that we are able to divide the problem even further with the PSP approximation if
subset parameters are introduced on the j × d β-coefficients as well, but in this setting
parallelizing the problem with respect to the groups is more natural. The assumed
unknown hyperparameters of interest µd and log σd for d = 0, 1, ..., D are drawn from
uniform distributions on (−2, 2) and (−0.5, 0.5) respectively. The hyperparameters for
the priors on µd and σd are σ2

µ = 42 and σ2
σ = 22, as in Vehtari et al. (2014).

In Vehtari et al. (2014) the covariates excluding the intercept are simulated as contin-
uous correlated random variables from a normal distribution in each group j, where the
parameters of the normal distributions are tuned to ensure that extreme probabilities
near 0 and 1 occur with a suitably difficult frequency. What we mean by this is that
too many of either zeroes or ones in Bernoulli data makes the problem of estimating
the regression coefficients difficult because there is less information about the regression
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coefficients in such datasets. In particular, the partial correlations are drawn from a
Beta(2, 2) distribution limited to the range (−0.8, 0.8) and the correlation matrix is
created by the modified vines method by Lewandowski, Kurowicka, and Joe (2009). We
did not find software implementing the modified vines method, and to avoid a possi-
ble source of error we simplify and simulate the D-dimensional continuous covariates
xij excluding the intercept as random variables from uniform distributions on (−1, 1)
independently. This makes the estimation of the models simpler due to less correlated
covariates, but since this applies for both the PSP, CMC and the referanse method non-
distributed MCMC method we do not think this has a substantial effect on the relative
performances. We may argue that CMC benefits the most because it is then simpler
to estimate the β-coefficients with fewer observations, which it effectively has with no
communication across subsets.

The main experiment in Vehtari et al. (2014) considers J = 64 groups and nj = 20
observations in each group, which is equal to N = 1280 observations. The dimension of
the covariates xij are D = 15 + 1 including the intercept, and they divide the problem
into w = 2, 4, 8, 16, 32 and 64 workers in separate runs. The problem of estimating µd
and log σd with few subsets j is difficult, because in each group the dimension of the
covariates is almost equal to the number of observations in the group, i.e D + 1 ≈ nj .
Thus, to efficiently estimate µd and log σd, it is a priori crucial that all groups are
taken into account by sharing information when the number of subsets w is large. The
computing system we have available consists of approximately 50 CPU nodes, so we
limit the experiment to J = 32 groups and three runs with w = 2, 16 and 32 workers.
It is, of course, possible to simulate more workers by letting some nodes do the work of
multiple workers sequentially. However, the experiment should not suffer too much from
this simplication. To make up for the harder problem of using J = 32 groups instead
of J = 64 to estimate µd and log σd, we increase the number of samples to nj = 50 in
each group. The covariates are chosen to have dimension D = 16, similar to the D = 16
covariates simulated in Vehtari et al. (2014). With the intercept, we then have 32 shared
parameters to estimate.

We employ our PSP approximation from chapter 4. Let the exponentiation xs denote
the subset s to which the quantity x belong. Then the approximate model is

ysij |xsij , βsj ∼ Bernoulli(logit−1(βs
T

j xsij))

where

βsjd ∼ N (µd,s, σ
2
d,s),

µd,s ∼ N (µd, τ
2
µd

)

log σd,s ∼ N (log σd, τ
2
σd

)

µd ∼ N (0, σ2
µ),

σd ∼ logN (0, σ2
σ).

(5.2)

The model is perhaps more easily understood by the following. We divide the data into
subsets, where the groups j = 1, ..., J are kept intact. Thus, for J = 32 groups we may
at most divide the data into w = 32 subsets. In each subset, we now have Js ≤ J
groups of observations. In each group we have as in the original model a vector of D+ 1
regression coefficients, βjd, but now each component of the regression coefficient comes
from a local distribution βsjd ∼ N (µd,s, σ

2
d,s) in each subset. The parameters of these

distributions µd,s and log σ2
d,s are pertubations of the global parameters µd and log σd
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such that

µd,s ∼ N (µd, τ
2
µd

)

log σd,s ∼ N (log σd, τ
2
σd

).

where the τ2-parameters are the pertubation variances controlling the approximation.
To sample from this approximation, we use the A-PSP sampler, which is the relaxed
Gibbs sampler from 4.4 on the conditional distributions

(β, µsub, log σsub)| (Data, µ, log σ)

(µ, log σ)|µsub, log σsub.

ignoring the subscripts for clarity. µsub denotes the collection of subset parameters
µd,1, ..., µd,w for d = 0, ..., D, and similarly for log σ. As usual, drawing the subset
parameters can be done in parallel due to the structure of the approximation, and the
updating in the second conditional distribution does not depend on the data. We use the
A-PSP sampler where we obtain multiple samples from the first conditional distribution
for fixed µd and log σ parameters. To set the pertubation variance parameters τ2 for
each of the 2(D + 1) = 32 parameters we use a mean-field variational inference method
through STAN to obtain rough estimates of the posterior variances for each parameter.
Then, the pertubation variance is set for each parameter of µd and log σd as described
in 4.3.3, using these variances instead of the maximum likelihood variances. We used a
c-value of 0.1 for all three values of w. For w = (2, 16, 32) we use B = (500, 1000, 1500)
communication stages where we draw Tb = 20 samples from the subset posteriors at each
communication stage b. We utilize all the subset samples of (µd,s, log σd,s) from each
subset as approximate posterior samples, as we discussed in chapter 4.3.4 the marginal
distributions of say pτ2(µ0,s|Y s) and pτ2(µ0|Y ) in the PSP approximation should be
approximately equal due to the low pertubation variance. Thus, we have for example
available w × Tb × B samples to approximate the posterior distribution p(µ0|Y ). The
Consensus Monte Carlo method is implemented as described in chapter 2 and Scott
et al. (2016).

For sampling from the subset posteriors in the PSP sampler and the Consensus
Monte Carlo method we use the No-U-Turn-Sampler through RStan (NUTS, Carpenter
et al. (2017)). We estimate the mean squared errors (MSE) for both the true parameters
E[(µd,PSPA − µd)2] and the true posterior mean E[(µd,PSPA − µd,MCMC)2] where the
true posterior mean is estimated by 8 Markov Chains sampling 10 000 posterior draws
in a non-distributed MCMC setting, discarding the first 5,000 from each chain. We also
estimate the approximate marginal KL divergence using Pérez-Cruz (2008) between the
approximate distributions and the true posterior distribution approximated by the full
non-distributed MCMC run. Note that stopping and starting the sampling procedures
of all methods using STAN requires running additional warm-up steps at each restart
of the sampler, because there is no readily available method of saving the state of the
sampler. Therefore the run times are measured as the time spent sampling the subset
posteriors, and the full posterior for the non-distributed MCMC. The PSP sampler have
more frequent restarts due to the communication stages, and is thus unfairly punished
by the additional warm-up iterations after each communication stage. For each round
of drawing from the subset posteriors, the sampler spends approximately 50% of the
time in the warm-up phase, so to account for this, we divide all measured run-times by
2. The absolute measured times should therefore not be taken as representative, there
is probably room for other improvements in the implemention as well. This run-time
measurement favoures our method, because the other methods (CMC and full MCMC)
do not actually need to pause sampling from the subset posteriors. However, for the
computing system we use the overhead cost of parallelization Cp is low, under 1 seconds



5.3. ANALYSIS OF DNA METHYLATION 73

per communication stage. Using a total of say 1 000 communication stages for the
different w-values will lead to an increased sampling time of at most 10 − 20 minutes
over the Consensus Monte Carlo method. We restate that we measure the time spent
sampling, corrected for warm-up iterations. To get the real relative differences in run
times, a more fair method would be to assume a overhead cost of parallelization of Cp
and add Cp ×B to the total run-time of PSPA, which can be evenly distributed to the
measured times. However, since the factor Cp is heavily dependent on the computing
environment, we use the time spent sampling as a basis.

In figure 5.1 and 5.2 we see the estimated mean squared errors and marginal KL
divergences for the three methods as a function of sampling time, including the non-
distributed MCMCmethod as a reference. Note that all sampling methods are initialized
to the prior distribution which is fairly close to the simulated parameters, thus it is the
level at which the errors and KL divergence stabilizes which indicates performance.
Similarly as is observed in Vehtari et al. (2014), the Consensus Monte Carlo method
works well for w = 2 because there is sufficient information in both workers which then
have J = 16 groups of observations in this case. The PSP approximation performs
somewhat worse for w = 2 compared to CMC, which is probably due to two reasons.
In using the PSP approximation, we are in general deliberately introducing an error in
the model by assuming θs ∼ pτ2(θs|θ), so it is not surprising that it has a larger error
than the CMC method in this case. The results for the MSE for the true parameters
show a very similar figure, but all errors are naturally larger, so we do not include this.
Note that these figures we have averaged the MSE and KL over all parameters µd and
log σd. If we split up into the variance and mean parameters, we observe that the PSP
approximation is able to estimate the means much better than the variances, see figure
5.3. This may be due to wrong choices of τ2 and w, using the method for choosing
these parameters described in chapter 4 led to pertubation variances on the scale of the
marginal posterior variances of log σd found in the non-distributed MCMC run. Thus,
this strategy for choosing hyperparameters may not be robust in difficult settings such
as this. In addition, we found it difficult to select the number of communication steps
in this example i.e how often we should update the global parameters at each iteration.
We touched upon this briefly in chapter 4 as well. It may very well be the case that the
E-PSP method which communicates at each iteration in the algorithm would be more
suited for this problem. In addition, we are introducing more error by using the subset
posterior draws as approximate draws from the full posterior.

However, the benefits of the PSP approximation becomes clear when considering the
mean parameters for w = 16 and w = 32, where the method is able to obtain much better
estimates than CMC. In these settings, the Consensus Monte Carlo method struggles
because there is only 1 and 2 groups in each subset for these values of w. Then, without
information about the observation in the other groups, estimating the parameters of the
distribution where the regression coefficients come from is difficult. It is clear from this
simulation experiment that sharing information across workers is helpful, and sometimes
crucial to obtain adequate results using Consensus Monte Carlo methods. However,
we have revealed a potential weakness in choosing the hyperparameters of the PSP
approximation.

5.3 Analysis of DNA methylation

To demonstrate the scalability of our PSP approximation we tackle a real and difficult
problem related to DNA methylation in Arabidopsis Thaliana. The first objective of
this section is to demonstrate its ability to obtain samples from a classical model for a
large dataset (n ≈ 100 000, p ≈ 20) in reasonable time compared to a non-distributed
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Figure 5.1: Aggregated estimated MSE for the posterior mean across all parameters µd
and log σd for CMC, PSP approximation and MCMC sampling as a function of time
grouped into the different number workers used w.
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Figure 5.2: Aggregated estimated marginal KL divergence across all parameters µd and
log σd for CMC, PSP approximation and MCMC sampling as a function of time grouped
into the different number workers used w.

method. This is a terrain where we do not expect the PSP approximation to outperform
Consensus Monte Carlo because approximate normality of the posterior is often justified
for such datasets. However, this example will demonstrate both the property of PSP to
focus computation to areas which are important to all subset likelihoods and the ability
of the weighting average method in CMC to hide potential issues in the posterior. The
potential issues in this case is the model misspecification we discussed in the introduction
to this chapter, which we try to address with a Gaussian latent process, which is our
second objective in this section; demonstrate the models performance and advantage
over CMC for the difficult task n ≈ p where sharing information across the subsets are
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Figure 5.3: Aggregated estimated MSE across the D + 1 parameters µd and log σd
seperately as a function of time grouped into the different number workers used w.

key to obtain stable estimates.

The dataset consists of Binomial observations (yi, ni) of the DNA methylation status
along the DNA sequence of the organisms chromosomes. Each observation is located at
a position posi in one of the two strands (−/+) of chromosome ci. The measurement
(yi, ni) describes how many of the ni observations at that DNA base that are methylated.
Methylation is the addition of a methyl group to the DNA that can occur at the DNA
bases cytosine (C) and adenine (A). The importance of methylation is that it can alter
how the DNA segment is expressed without changing the underlying sequence, e.g by
reducing the genes expression, i.e its transcription from code to protein. In addition to
the number of bernoulli trials ni, position posi and chromosome ci, we have a covariate x
describing the local three-letter basepair "triplet" xi. Each observation is then a vector

(yi, ni,posi, (−/+), ci, xi)

where pos refers to the position in the chromosome, c refers to the chromosome, (−/+)
refers to the DNA strand and xi refers to the local basepair triplet. In total we have
21 categories of triplets. The triplets are coded as 20 dummy variables. In this section
we will attempt to model the base rate methylation probability for the different triplet
types, i.e how the local three letter sequence of DNA bases impact the methylation
probability pi.

A binomial model for the observations (yi, ni) is natural, but the resulting estimates
will reveal a structure along the chromosome which is not captured by the covariates.
This structure displays spatial correlation which can be handled by the class of Gen-
eralized Linear Mixed Models (GLMM). Hubin and Storvik (2018) consider the same
dataset for analyzing the performance of a variable selection method, where they propose
an AR(1) process for the correlation structure on the scale of the covariates. Fitting
these models with a fully Bayesian procedure such as MCMC is computationally expen-
sive, because the dimensionality of the joint distribution of the data, parameters and
latent Gaussian process grows with the number of observations n. Although a spatially
correlated model does not satisfy equation (1.1) in the context of Consensus Monte
Carlo methods, we can create subsets consisting of consecutive observations along the
linear chromosome. It is reasonable to assume that the error in breaking the correlation
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structure is negligable as long as n/w is not too small, i.e the length scale of the corre-
lation is negligable compared to the length of each subset section. We believe a priori
that non-communicating Consensus Monte Carlo methods will struggle in this setting,
because even as the subset sizes n/w grows large, the increased dimensionality of the
joint distribution will probably interfere with asymptotic normal approximations and
the posterior variance for the regression coefficients will be too large because informa-
tion is not shared across subsets. In contrast, the sharing of information through the
perturbation distribution will a priori lead to more stable and less variable estimates of
both the fixed and random effects. We will see empirically if these beliefs are justified
with this example, by comparing the PSP approximation in chapter 4 with Consensus
Monte Carlo method by Scott et al. (2016).

5.3.1 Estimating regression coefficients with GLM

This experiment will be structured as follows. First, we propose a Generalized Linear
Model (GLM) with a Binomial likelihood and the canonical link function

pi = logit−1(θTxi)

where θ are the regression coefficients for the covariates x = (1, x1, ..., xp−1)t. We will
use a section of the second chromosome of Arabidopsis Thaliana with data obtained
from the NCBI GEO archive Barrett et al. (2012). The second choromome contains
roughly 5 million observations along the DNA sequence of which we consider the first
n = 1e5. We will use the Consensus Monte Carlo method and the Perturbed Subset
Parameter Approximation to obtain posterior samples with both methods. For clarity,
the model is

yi|ni, xi ∼ Binomial(ni, pi)

pi = logit−1(θTxi)

θ(j) ∼ N (0, σ2
θ) j = 1, ..., p

(5.3)

where we propose to obtain approximate samples using the PSP approximation

ysi |nsi , xsi ∼ Binomial(nsi , p
s
i )

psi = logit−1(θTs x
s
i )

θ(j)s |(θ(j), τ2j ) ∼ N (θ(j), τ2j ) j = 1, ..., p

θ(j) ∼ N (0, σ2
θ) j = 1, ..., p.

(5.4)

where s refers to subset s and θ(j) refers to regression coefficient j. We first plot the
number of occurences divided by the number of observations of each triplet among the
first n = 100 000 observations from chromosome 2 in figure 5.4. We have selected the
most frequently occuring triplet ’CAA’ as the baseline, such that the intercept parameter
is the inverse logit of the methylation probability for the ’CAA’ triplet and at the positive
strand of the DNA sequence. Note that we have several triplets with the letter ’N’, which
refers to a missing DNA base, where the measurement device is unsure about the base
at that location. This happens rather infrequently, leading to very few observations of
each of these triplets.

We find suitable τ2 parameters for the E-PSP sampler as described in the previous
chapter with c = 0.01, where we sample T = 10 000 posterior samples in each subset
in a total of B = 100 communication stages. Thus at each stage b = 1, ..., B = 100
we sample Tb = T/B = 10 000/100 = 100 samples of θs given θb. We use w = 30
workers. See 4.4 for details. We also obtain T = 10 000 posterior samples in each
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Figure 5.4: The rate of occurrence of each triplet among the n = 100 000 first observa-
tions along chromosome 1.

subset with the Consensus Monte Carlo method. The sampling took approximately
1 hour, but as in the hierarchical example, we use the STAN modelling framework,
which currently has no convenient method to stop and start MCMC sampling. Thus,
for each communication stage, the No-U-Turn-Sampler (NUTS) spends approximately
half time optimizing the hyperparameters of the No-U-Turn-Sampler, which means that
the actual sampling time is approximately 0.5 hours. Further, we may have obtained
adequate convergence earlier, which means that enough samples may have been drawn
in less than 30 minutes. Contrasting this to sampling from the full model of n = 100 000
observations, this is a significant reduction.

In figure 5.5 we have plotted the w estimated marginal subset posterior densities for
a representative selection of the p = 22 regression coefficients for both PSPA and CMC.
Note that the estimated posterior densities for CMC draws are the raw subset posterior
samples, i.e they have not been averaged as we describe in chapter 2. For the estimated
marginal densities in the PSP approximation, subset posterior samples are taken to be
approximately distributed as the posterior distribution of θ, pτ2(θs|Y ) ≈ pτ2(θ|Y ) by
the pooling property in 4.3.4. The parameters plotted are selected as they demonstrate
several themes we have discussed. The issue of subset posterior disconnection from
chapter 3 is apparent for the Consensus Monte Carlo method. We see that while all
w = 30 workers agree on which areas are important in the posterior distribution for
the PSP approximation, the Consensus Monte Carlo subset posteriors are substantially
spread out across a large region. Even though the rate of occurrence of the ’CAT’ triplet
is close to 10% of the observations, the subset posteriors in CMC have posterior means
approximately in the interval large interval (−2, 1). At the same the, the PSP approxi-
mation is sharply focussed at a small region which all subset posteriors agree on. As we
have discussed earlier, this is one of the main benefits of methods which communicate
during sampling, the computational effort is spent in a region of the parameter space
with high likelihood in the context of all subset posteriors. The subset posteriors for
the ’CGN’ and ’CNN’ triplets are also very interesting. These are two of the triplets
where one or more of the base letters is unknown, which have very few occurrances in
the data. Thus, when these observations are distributed to w = 30 workers, each worker
has even less information about these covariates and estimation becomes hard. For both
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Figure 5.5: Estimated marginal subset posterior densities with PSP approximation and
Consensus Monte Carlo. The samples are on the subset scale p(θ|Y s) in both methods,
i.e the CMC subset posterior samples have not been averaged.

’CGN’ and ’CNN’, the subset posterior means for CMC are approximately 0, equal to
the prior mean. However, the PSP approximation shares information across subsets,
and has seemingly picked up a non-zero effect for these two covariates. Even in a big
data setting of n = 100 000 observations and only p = 22 covariates, there is not enough
information in each subset to independently estimate some covariates.

The intercept and strand covariates also exhibit interesting features. For these two
parameters, we also see a larger degree of disagreement in the PSP approximation, which
is easier to see in figure 5.6 where both PSP and CMC posterior densities approximate
the full posterior. As we briefly mentioned in the introduction to this section, the
data exhibits unaccounted for spatially correlation errors which we consider later. This
implies that the model is incorrectly specified, and the base methylation probabilities
will differ in each subset due to this spatial correlation. We believe this is the source of
the larger amount of disagreement among the PSP subset posteriors. The disagreement
is also large for the Consensus Monte Carlo method on the subset scale, but when
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we form the CMC posterior samples by the weighted average, this potential model
misspecification error is hidden. The weighted average of the CMC subset posterior
samples are shown together with the PSP approximate marginal posteriors for the same
selection of parameters in figure 5.6.
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Figure 5.6: Estimated marginal subset posterior densities with the PSP approximation
and Consensus Monte Carlo.

Now, in the CMC method, the posterior distribution for the intercept appear to
be convincingly stable, and if presented by such a posterior distribution it is difficult to
argue that it may be hiding problems. We do not claim that our method is more correct,
as the true posterior distribution is of course unknown, but we get clear indications that
something is not quite right. We can use the posterior samples from both methods to
estimate the methylation probability for each observation, and compare to the observed
probabilities yi/ni. For each observation i, we use a random sample of J = 1000 posterior
samples of θ to estimate the posterior mean of logit−1(θTxi), which we take as our
predicted probability for this observation p̂i. This is done for both CMC and PSPA. We
then calculate the estimated probability minus the raw probabilities Errori = p̂i− yi/ni
for each observation and estimate the distribution of prediction errors by a density
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estimate in figure 5.7.
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Figure 5.7: Approximate distribution of estimated minus raw probabilities
E[logit−1(θTxi)]− yi/ni for CMC and PSPA.

We would like the distribution of prediction errors to be unimodal and symmetric
about 0, however both methods have similar worrying features. Both error distributions
are fat tailed towards −1 and the main mass is above 0.5. A plausible explanation for
the distribution of errors, is that the model lacks a covariate which is correlated with a
large binomial probability. Then, since the model is not able to predict large probability
outcomes, all the models coefficients are biased to produce larger probabilites overall.
In other words, the model compromises some of its ability to predict zeroes in order
to not be "too wrong" for high-probability outcomes, say yi > 0.5 × ni. One way to
investigate the validity of this hypothesis is to use posterior predictive checks. Posterior
predictive checks are a category of methods where we compare the predictive distribution
p(yrep|Y ) to the observed data Y . While this violates the likelihood principle by using
the observations twice, it is a generally helpful tool for investigating model adequacy.
For model comparison and inference, other methods are better suited. The source of
comparison between the observed and simuluated data must be decided, and in this
case, it is natural to check for a difference in the number of zeroes in the predictive
distribution compared to the observed data. In addition, we should compare the number
of observations above some threshold in the predictive distribution and the observed
data. The posterior predictive checks should shed light on whether the hypothesis about
the potential missing covariates may be valid.

We draw J = 250 posterior samples θ1, ..., θJ from the set of posterior samples
from PSP approximation, and generate a dataset of size n for each parameter draw by
sampling from Binomial(ni, logit−1(θTj xi)) for each i. We only draw J = 250 replications
of the data due to the large computational cost. For each generated dataset, we calculate
the number of zero observations yi = 0 and the number of observations above 0.5 ×
ni. We plot histograms of the number of zero observations in the posterior predictive
distributions and the number of observations above 0.5×ni in figure 5.8. In the observed
data the corresponding numbers were approximately 13 000 observations equal to or
above the threshold yi ≥ 0.5 × ni and 80 000 zeroes. We intended to show in the
histogram where the observed values ended up, but they were too far away to plot both.
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Figure 5.8: Number of observations yi ≥ 0.5×ni and yi == 0 in 250 simulated posterior
predictive distributions.

In summary, the model predicts way too few "high probability" observations and way
too few zero observations. The threshold yi ≥ 0.5 × ni is somewhat arbitrary, but we
believe the exact definition of "high probability" outcomes would matter little in our
conclusion. The posterior predictive checks supports our claim that there is some missing
covariates for predicting high probability outcomes, where the models parameters are
biased high in order to predict large outcomes at the cost of predicting zeroes too rarely.

Our conclusion for this model is that we do not trust the estimated regression co-
efficients due to the misspecified model. Most likely there are one or more missing
covariates, and our hypothesis is that these covariates may be highly correlated with
large Binomial probabilities. However, in many settings it is difficult to obtain these
missing covariates, as we do not know what they are, or they can be known but costly to
measure. In these setting we would also like to be able to obtain less biased estimates.
For this model and data set, we can utilize the structure of the errors to try to reduce
the model misspecification, which we will do with a Generalized Linear Mixed Model.

5.3.2 Estimating regression coefficients with GLMM

We remind again that the purpose with these sections is not necessarily to defensibly
model the complicated process of DNA methylation, but to showcase the applicability
of the Consensus Monte Carlo methods and the PSP approximation in particular. In
this section we will try to adress the misspecified GLM model from the previous section,
which will be much more difficult to estimate due to more complicated likelihoods and
higher-dimensional structures.

Assume that the sequence of observations y1, y2, ..., yt, ..., yn are ordered by their
position along the chromosome. A natural way to make the model less misspecified, is
to let some latent error process take care of observations the covariates are unable to
model. Generalized Linear Mixed Models is a natural extension of Generalized Linear
Models, by also including a random effect on the scale of the covariates. These methods
are particularly relevant in the Consensus Monte Carlo framework in that the dimension
of the joint distribution of the data, parameters and latent random structure grows with
the number of observations, making these models even more difficult to sample from.
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Since many sampling algorithms struggle with growing dimension p, the advantage of
dividing such problems into smaller pieces is clear, since dividing the data into subsets
both reduce the sample sizes and the dimension of the target. As mentioned in the
introduction to this section, Hubin and Storvik (2018) considers an AR(1) process on
the log-scale, indicating a correlated error structure. A priori it is reasonable that
methylated and non-methylated regions are clustered, especially with the hypothesis
that we have missing covariates which are correlated spatially, which justifies a process
for correlated errors. We will utilize an even simpler structure by a simple random walk
error process as follows

yi|ni, xi ∼ Binomial(ni, pi)

pi = logit−1(θTxi + δi)

θ(j) ∼ N (0, σ2
θ).

δi − δi−1 ∼ N (0,∆pos,iσ
2
δ )

log σδ ∼ N (0, 22)

∆pos,i = posi − posi−1.

(5.5)

In other words, the latent error process is a random walk on pos1, ...,posn on the n
locations where observations are located, and the magnitude of the "jump" from position
i − 1 to i is lineraly scaled by the distance ∆pos,i. This model has j = 1, ..., p = 22
covariates θ(j) as before, but now has an additional n random effects δ1, ..., δn , one
at each position, which means that the dimensionality of the latent process is O(n). A
problem in this setting is that a naive partition and seperate analyses of each subset may
be unstable. However, if information is shared across subsets, as in the PSP sampler,
the estimates of the regression coefficients should improve. A heuristic argument for
this is that sharing information should lead to more stable estimates of the coefficients,
which in turn leads to more stable estimates of the latent error structure. Thus, we
propose the following PSP approximation:

ysi |nsi , xsi ∼ Binomial(nsi , p
s
i )

psi = logit−1(θTs x
s
i + δsi )

θ(j)s |(θ(j), τ2j ) ∼ N (θ(j), τ2j )

θ(j) ∼ N (0, σ2
θ)

δis − δis−1 ∼ N (0,∆pos,isσ
2
δ )

log σδ,s ∼ N (log σδ, τ
2
log σδ

)

log σδ ∼ N (0, 22)

∆pos,is = possi − posis−1.

(5.6)

where is is observation i in subset s. We consider the regression coefficients and log σδ
as shared parameters in the subsets, i.e in the standard formulation of the PSP approxi-
mation θs and θ contains only regression coefficients and log σδ, all other parameters are
assumed to be local to each subset. It can also be justified to allow the latent random
walk jumping variance σ2

δ be subset specific, since it is not obvious that the error process
is equal everywhere. However, it is also reasonable to assume that it is similar across
subsets. We consider a subset of the n = 100 000 observations considered in the previous
section, where we take the first n = 10 000 observations along the second chromosome
divided into w = 5 workers. We use Bwarm−up = 10 warm-up stages where the pertuba-
tion variance τ2j is exponentially lowered to its final value which is as usual selected by
estimating maximum likelihood estimates and select τ2 = c × σ2

ML. We used c = 0.01
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for each parameter shared parameter. At each warm-up stage we draw 50 samples from
each subset posterior

p(θs, δ
s, σ2

δ,s|Y s) ∝ p(Y s|θs, δs)p(δ|σ2
δ )p(σ2

δ )
∏
j

N (θ(j)s |θ(j), τ2j ),

where δs is the latent structure in subset s. After the warm-up stages we use 5 commu-
nication stages where we draw 250 posterior draws with the final pertubation variance
τ2. Note that the joint distribution of the data, latent error process and the parameters
are of order O(n/w) where n/w ≈ 2000 in this case, making this model very difficult to
draw samples from computationally. We also use the Consensus Monte Carlo method,
where we draw 1250 samples in each subset.

A natural sanity check for such a model is to plot the posterior mean and variance of
the error process along the positions, together with the observed yi/ni at position posi.
In this case however, we also plot the error process on the probability scale by the inverse
logit transform 1/(1 + exp(−δi)) before calculating the posterior mean and variance of
the transformed error process logit−1(δi). We assume that also the transformed error
process is approximately normal, which can be justified by the delta method if the
variance is small, to produce 90% pointwise credibility intervals. We plot the error
process in a subset of the observations where posi ∈ (38500, 39500), both to be able to
see what’s going on visually, and because this includes a transition between workers.
See figure 5.9.

In general it is difficult to confidently assert that the error process is suitable. How-
ever, in this case the error process seems to be able to capture small clusters of high
probability observations, which the covariates alone were not able to in the previous
section. Interestingly, one would might expect that the inferences on the latent error
process in such a high-dimensional model to be sufficiently unstable that the transition
between workers would be more obvious. However, we see that the pointwise confidence
bands overlap, which is reassuring us that the estimates are relatively stable across the
workers. The estimated σ2

δ,s in subsets s = 2, 3, 4, 5 were approximately equal, while the
random walk jump variance in subset 1 were somewhat larger. It is possible that the
estimated ML variance of the variance parameter were too large, which means that we
have set the τ2log σδ parameter for the jumping variance too large. We could lower the
c-value to enforce more similarity of σ2

δ across subsets posteriors.

What is more important to us however, are the estimates of the regression coefficients.
As we have argued, the coefficient estimates in the standard GLM binomial model seem
to be biased due to one or more missing covariates. Now, it seems like the error process
have taken care of some of the bias in the model, by capturing the high-probability
observations which the covariate were not able to. We see whether the introduction of a
random walk error process has had an effect on the estimated regression coefficients by
plotting the estimated marginal posterior distribution of the PSP approximation with
the same selection of regression coefficients in the previous section (see figure 5.5) in
figure 5.10.

It appears that this formulation of the model produces more stable estimates of the
regression coefficients. The w subset marginal posterior densities are estimated using the
posterior samples from each subset, and the resulting density estimates seems to agree
much better across subsets than the model without the latent structure. The red density
is estimated by all the subset posterior draws. We also fit the same GLMM using the
Consensus Monte Carlo method, where we draw 1250 posterior draws from each subset
posterior. We estimate and plot the same marginal posterior distributions as in figure
5.11 The marginal posterior densities in figure 5.11 exhibits the usual properties of the
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Figure 5.10: Estimated marginal subset posterior densities for a selection of the regres-
sion coefficients with the PSP approximation of the GLMM of DNA methylation with
a random walk latent error process on the log scale. Density estimate from pooling the
subset posterior draws shown in red.

Consensus Monte Carlo method, with subset posterior densities spread out over a large
region. It is interesting to compare with the PSP approximation, where all the subset
posterior are much more stable. Finally, we reproduce figure 5.9 for the CMC method
in figure 5.12. Now, it is much easier to detect the transition between workers, but as we
mentioned previously it is difficult to assert that one estimate is better than the other.

Finally, we compare the posterior means for the PSP approximation and CMC for
each regression coefficient. The comparison is vizualized with approximate (normal
assumption) 90% credibility intervals in figure 5.13. The covariate for triplet ’CCN’
where left out, as there were only 5 observations where this covariate is 1 in the first
n = 10 000 observations we have analyzed in this section. In addition, the workers had
approximately 1 of these observations each. For PSPA, the regression coefficient for the
binary ’CCN’ triplet diverged to approximately -25, the marginal posterior distribution
for the CMC method was wide and centered at 0. The explotion in magnitude in the
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Figure 5.11: Estimated marginal subset posterior densities with the Consenus Monte
Carlo method for the GLMM of DNA methylation with a random walk latent error
process on the log scale. In addition, the samples are combined by the weighted average
method (CMC) with resulting density estimate shown in red.

PSP approximation is probably an error, where the cause is difficult to pinpoint. Most
likely the top level regression coefficient θ(j) for the j corresponding to ’CNN’ got stuck
in the warm-up stages and after τ2j was set to the post-warm-up value the method were
not able to escape. In practice, we may solve this may increasing the duration of the
warm-up period where the pertubation variance is relatively. In general however, the
posterior means for each regression coefficient for the two methods is highly correlated,
which is reassuring. The uncertainty is reduced in the PSPA approximation, vizualized
by the error bars.

5.4 Conclusions

In this chapter we have performed a simulation experiment to show that sharing informa-
tion during sampling when using Consensus methods is crucial in a setting where there is
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Figure 5.13: Posterior means of regression coefficients in GLMM model of DNA methy-
lation for both PSPA and CMC with 90% credibility intervals (assuming normality).

limited information in each subset (5.2). One might argue that this setting is contrived,
in that the standard setting for Consensus methods is big data, where information in
each subset alone allows an almost unbiased estimate of the parameters. However, as
we saw in the real data example, the dimensionality of the model will often grow with n.
After all, one of the reasons for using large datasets is to be able to estimate less biased
models which usually means models with more structure and parameters, meaning that
we will often end up in the setting in the simulation experiment where there is limited
information about each parameter when dividing the data in w pieces.

We have also demonstrated the PSP approximations ability to obtain posterior sam-
ples for a standard GLM model for a large data set using significantly less time than an
exact method would, in addition to obtain samples from a relatively large dataset but
for a highly complicated GLMM model, which is costly to sample from.



Chapter 6

Conclusion and further research

This thesis has been an exploration of Consensus Monte Carlo methods, which is a class
of approximate Bayesian Inference methods where the full posterior is split into w subset
posteriors, for which inference can be in done parallel, and an approximate posterior
distribution is formed by combining the w inferences. This class of methods has great
potential for scalable Bayesian inference, but the main methods in the literature has some
weaknesses we have discussed in this thesis. The weaknesses we found most relevant were
1) the lack of communication between the w subset posteriors, 2) combination methods
with poor scaling properties and / or questionable statistical interpretations, and 3)
the fractionated prior p(θ) which we believe most researchers would rather avoid. In
particular, we find the false dichotomy between the choice of having zero communication
at all, which the vast majority of methods try to achieve, and communicating to the
extent that the methods become too costly to use, is impairing the development of good
methods.

In chapter 4 we proposed the PSP sampler in an attempt to improve upon these
issues. By reframing the original posterior distribution for θ as a hierarchical model
by letting each subset have its own perturbed parameter θs ∼ N (θs|θ, τ2Ip), the PSP
approximation admits a parallelizable Gibbs sampler and the resulting approximate
posterior has a clear statistical interpretation. The PSP approximation naturally shares
information across subsets without sharing data, which helps to focus computations and
inference to regions which is important in the context of all subset posteriors. We have
shown that communication across workers is crucial in settings where there is limited
information about parameters in each subset, a situation we will often find ourself in
when modelling complex phenomena with large datasets. We proved that under weak
assumptions on the subset likelihoods p(Y s|θs) that the approximate posterior converges
to the original posterior distribution when the pertubation distribution p(θs|θ) is Gaus-
sian with pertubation variance τ2 on the diagonal and τ2 → 0. We derived analytical
results for the PSP approximation in a simple Gaussian setting to propose suitable
hyperparameters τ2 and w for the PSP sampler, related to the asymptotic maximum
likelihood estimator variance of the parameter θ. We argued that these heuristics can be
used for a general model, because intuitively the behaviour of the approximation should
only depend on the local properties of the subset likelihoods p(Y sθs). We demonstrated
that the exact Gibbs sampler (E-PSP sampler) were able to accurately approximate the
posterior distribution when τ2 and w were selected by the derived heuristics for simu-
lated Binomial and logistic regression data in chapter 4. We outlined a rough calculation
of time complexity of the exact Gibbs sampler, showing that to generate T posterior
samples of θ the time complexity is approximately

CostGibbs(T, n, w) = T (2× t(n/w) + Cp)

89
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where t(x) is the time complexity of calculating the likelihood of x observations and
Cp is the communication / parallelization overhead. We argued that this exact Gibbs
sampler will enjoy a reduction of time complexity of t(n/w)/t(n) when the likelihood
cost t(n/w) dominated the overhead cost Cp, but that for many models and datasets an
intermediate solution is needed where communication is less frequent. Before proposing
this intermediate solution, we proposed several speed-up heuristics for the exact Gibbs
sampler, most notably the dynamic pertubation variance scheme which should facilitate
faster convergence to the approximate posterior distribution. The dynamic pertubation
variance have shown to be effective in the examples we have considered.

A Gibbs sampler using fewer communication steps (A-PSP) were proposed in 4.4 by
sampling multiple θs samples from p(θs|Y s, θb) at communication stage b, and using the
samples of the subset parameters θs to approximate p(θ|Y ) since pτ2(θs|Y ) ≈ p(θ|Y ).
This method was tested empirically in chapter 5 where it performed well for the DNA
methylation data. We demonstrated the importance of communication using this sam-
pler in a simulated hierarchical Bayesian regression setting in section 5.2, where the
sharing of information proved crucial for the accuracy of the Consensus Methods. We
also analyzed a real data set of DNA methylation, where we demonstrated the scalability
of the relaxed Gibbs sampler, and its ability to indicate errors in the modelling process
where Consensus Monte Carlo seemed to indicate a good approximation.

We later encountered two methods very similar to ours, the similarities are discussed
in 4.7. The main difference is in the sampling methods for sampling from the approxima-
tion posterior distribution. Vono, Dobigeon, and Chainais (2019) are mainly concerned
with applying the PSP approximation by splitting the posterior into the prior distribu-
tion and the likelihood, while Rendell et al. (2018) considers the same approximation
as we do. Their main sampling method is a Sequential Monte Carlo method, but also a
similar Gibbs sampler using less communication is proposed.

We believe further development of the PSP approximation is promising, as this Con-
sensus method does not assume any parametric form of the posterior distribution, and
naturally reaps the benefits of communication during the sampling stage. In addition,
it has a clear statistical interpretation and the approximation errors being made are
transparent compared to methods which have to combine separate inferences. However,
there are many aspects of the PSP approximation we recommend to investigate further.
The optimal number of communication stages B for generating T posterior samples in
the PSP sampler is important, as the number of communication steps have a significant
impact on the time complexity in many settings. It is natural to expect diminishing
returns when inreasing the number of communication steps, but a method of selecting a
suitable B appears difficult in practice. In addition, the PSP samplers can be improved
by methods reducing the autocorrelation between the generated samples.
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Appendix A

Code

The sections of this thesis using computers to perform calculations are mainly the simu-
lated examples of the PSP approximation in chapter 4 and in the simulation experiment
in chapter 5. In addition, we have applied our PSP approximation to models using a real
data set in chapter 5. For brevity, we include only the generic code for implementing
our PSP sampler described in chapter 4. In general, all examples should be explained
to the point of being simple to implement, and code can be supplied at a request to the
author.

A.1 PSP sampler

The code for the PSP sampler is included as a minimal working example for Bayesian
linear regression. This example should be self-contained, the only requirement is that
the RStan and parallel packages are installed and loaded in the R-session, otherwise it is
copy-and-paste! Do note that using mclapply from the parallel package requires a Linux
platform, however similar parallelization functions are available for Windows platforms.

###########################################
####### Self-contained PSP example, ######
####### copy-and-paste to R-terminal ######
###########################################

sampler <- function(s, other, worker_data){
#Samples from subset posterior s p_s
# Arguments:
# s the worker number s
# other list containing shared parameters for sampling p_s:
# - tau_b the tau value used in stage b.
# - theta the theta value used in communication stage b.
# - theta_sub a w x p matrix of the final theta_s for b-1.
# - p the dimension of theta_s / theta.
# - T_b the number of draws from p_s in stage b.
# - model compiled stan model for p_s.
# worker_data list of length w containing worker specific data:
# - y n_s x 1 column vector of n_s Gaussian observations.
# - x n_s x p matrix of covariates.
# - n_s the number of samples in subset s.
# Returns:

93
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# fit a list containing T_b samples of theta_s.

tau <- other$tau
theta <- other$theta
theta_s <- other$theta_sub[s, ]
p <- other$p
T_b <- other$T_b
model <- other$model

y <- worker_data[[s]]$y
x <- worker_data[[s]]$x
n_s <- worker_data[[s]]$n_s

data <- list(tau = tau, theta = theta, y = y, x = x, n_s = n_s, p = p)
init_list <- list(list(theta_s = theta_s))

#Sample theta_s|theta, Y^s
fit <- sampling(model, data = data, init = init_list,

iter = 2*T_b, chains = 1, cores = 1, verbose = FALSE)
fit <- rstan::extract(fit)

}
#Load Rstan and parallel
library(rstan)
library(parallel)

#Draw test data set
set.seed(1)
n <- 1000
p <- 2
theta_true <- matrix(runif(p, -3, 3), ncol = 1)
x <- cbind(1, matrix(rnorm(n*p), ncol = p-1, nrow = n))
y <- rnorm(n, x %*% theta_true)

#Divide randomly into workers
w <- 5
worker_data <- vector("list", w)
ss <- sample(w, n, replace = T)
for(s in 1:w){

worker_data[[s]]$y <- y[ss == s]
worker_data[[s]]$x <- x[ss == s, ]
worker_data[[s]]$n_s <- sum(ss == s)

}

#Define and compile model
p_s <- "
data {

int<lower=0> p;
int<lower=0> n_s;
matrix[n_s, p] x;
vector[n_s] y;
real<lower=0> tau[p];
vector[p] theta;
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}
parameters {

vector[p] theta_s;
real<lower=0> sigma;

}
model {

y ~ normal(x*theta_s, sigma);
theta_s ~ normal(theta, tau);

} "
p_s <- stan_model(model_code = p_s)

#Priors on regression coefficients
prior_mu = 0
prior_sd = 3

#Setting the PSP samplers hyperparameters
# B Number of communication steps
# B_warmup Length of dynamic pertubation variance duration.
# T_b Vector of length B with # of draws from p_s in stage b.
# theta Initial value of the theta parameter in the PSP approx.
# c_val The c-value determining the approximation accuracy
# tau Bxp matrix of pertubation variances, where row
# b and column d is the pertubation variance for
# the d-th component of theta in stage b.
# theta_sub a w x p matrix containing the final sampled values
# after each stage b, supplied as initial values for
# sampling in stage b + 1.

fit_ML <- lm(y~.-1, data = data.frame(y = y, x = x))
ml_variance <- diag(vcov(fit_ML))

B <- 50
B_warmup <- 25
T_b <- rep(c(50, 250), c(B_warmup, B-B_warmup))
theta <- rep(0, p)
tau <- matrix(0, nrow = B, ncol = p)
c_val <- 0.01
for(k in 1:p){

tau_start <- log(1)
tau_end <- log(sqrt(w*c_val*ml_variance[k]))
tau[, k] <- exp(c(seq(tau_start, tau_end, length.out = B_warmup),

rep(tau_end , B-B_warmup)))
}

theta_sub <- matrix(0, ncol = p, nrow = w)
for(s in 1:w){

theta_sub[s, ] <- theta
delta_sub[[s]] <- rep(0, worker_data[[s]]$n_obs)

}

other <- list(tau = tau[1, ], T_b = T_b[1], theta = theta,
theta_sub = theta_sub, p = p, model = p_s)
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theta_s_samples <- vector("list", w)
for(s in 1:w){

theta_s_samples[[s]] <- vector("list", B)
}
for(b in 1:B){

#Start the sampling stage b in parallel for the w workers.
res <- mclapply(X = 1:w, FUN = sampler, other = other,

worker_data = worker_data,
mc.silent = TRUE, mc.cores = 1)

#Store the theta_s samples and update theta_sub with the
#final samples from stage b for the initialization of b + 1.
for(s in 1:w){

theta_s_samples[[s]][[b]] <- res[[s]]$theta_s
theta_sub[s, ] <- res[[s]]$theta_s[other$T_b, ]

}
#Sample from theta|theta_sub, which is proportional to normal when
#prior distribution for theta is normal. Otherwise a MH-step can
#be used to sample new theta.

for(p_dim in 1:p){
mn <- 0
for(s in 1:w){

mn <- mn + sum(res[[s]]$theta_s[, p_dim])
}
sn <- (1/(prior_sd^2) + (w*other$T_b)/(other$tau[p_dim]^2))^(-1)
un <- sn*(mn/(other$tau[p_dim]^2))
theta[p_dim] <- rnorm(1, un, sqrt(sn))

}

#Update the other-list before stage b with the results from b-1.
other$tau <- tau[b, ]
other$T_b <- T_b[b]
other$theta_sub <- theta_sub
other$theta <- theta

}


	Contents
	Problem statement and outline
	Motivation
	Key terminology
	Problem formulation
	Outline

	Consensus methods for Gaussian subset posteriors
	Overview
	Combining samples by weighted averages
	Discussion

	Consensus methods for general subset posteriors
	Overview
	Summaries of the methods
	Main themes
	Shortcomings of Consensus Monte Carlo methods

	Perturbed subset parameter approximation
	Motivation
	Perturbed subset parameter approximation (PSP approximation)
	Exact PSP (E-PSP) sampler
	Approximate PSP (A-PSP) sampler
	Simulated examples
	Other applications
	Summary and discussion

	Simulation experiment and application to DNA methylation data
	Overview
	Simulation experiment
	Analysis of DNA methylation
	Conclusions

	Conclusion and further research
	References
	Code
	PSP sampler


