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Abstract

In this thesis, we build predictive natural language processing models
to support peace and conflict researchers. We consider pre-trained
transformer language models, and we fine-tune these to a dataset of
news articles tagged with information about protest events. This news
corpus provides facts about many different aspects of the articles, among
other things; whether it contains a protest, the form of the protest,
the target of the protest and the issue of the protest. The former is a
binary classification task, and the latter are multiclass classification tasks.
With several different tasks as our objective, we build transformer-based
models and fine-tune them to solve the tasks separately and jointly. We
explore many different architectures, regularisation techniques and data
augmentation, and evaluate how they affect the final performance.

A problem with deep neural networks, however, is that they usually do
not provide uncertainty estimates of its predictions. Yet, this is desirable
and useful information to have; a user of the model can then consider
how trustworthy each model prediction is, and make decisions with this
knowledge. Thus, we explore how we can use dropout together with
Monte Carlo integration to make predictions with uncertainty estimates.

For the binary classification task, we observe F2 scores of around 0.92
on an independent test set. This is much better than most non-transformer
models, and proves that predictive models can be used to automatically
detect relevant bodies of text. On the multiclass classification tasks, we
achieve Matthews correlation coefficients ranging from 0.75 to 0.85 on the
test set, depending on the task. These tasks are much harder to tune due
to having many classes, but we observe that the resulting models are very
capable of identifying useful events. We also evaluate the best models
on ten different news articles picked from the Internet, and inspect their
predictions with uncertainty estimates; observing that they seem to work
well in practice.
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CHAPTER 1

Introduction

Within peace and conflict research, social scientists use different data sources to
study and analyse trends in societies; both historical and current trends. The
data sources can come in many forms – they can be qualitative or quantitative,
simple or complex. Textual data in the form of natural language texts is a
complex data source, because there is no one obvious way to represent it, and
traditional statistical methods are not able to identify near enough essential
aspects of the data to be able to separate it in a meaningful way for the diverse
types of applications. Yet this separation of data is what social scientists (or
any scientist, for that matter), often want for their analyses and applications.

Since the Internet consists of vast amounts of text, it is a great source of data
overall, and we need advanced methods to automatically extract meaningful
information from such data. There is for example a lot of insight to gain from
analysing on Twitter posts, and depending on the topic, one can say something
about emerging conflicts or political tendencies; this is also known as sentiment
analysis1. In this thesis, we will work with journalistic publications and news
stories published online to extract data about contentious politics.

At the Peace Research Institute Oslo (PRIO), data encoded from news
articles is hugely important for research, and in general for people engaged in
peace and conflict research. For example, almost all data on armed conflicted,
such as those collected by UCDP2 or ACLED3, use news articles as sources.
The data provided by these databases is regularly put to use by researchers
not only at PRIO, but also world wide such as at the United Nations and The
World Bank. In addition, not only data about armed conflicts is collected,
but generally data about contentious actions4 is useful. In fact, most research
involving causes, consequences or dynamics of wars, protests or crises is based
on news data.

Traditionally, the collection and construction of data such as the ones from
UCDP and ACLED, is made possible by organisations with large financial
support and budgets. This is done by employing human coders who, based
on search strings gather a lot of unlabelled articles, and then read and encode
the articles with information about e.g. time, location, type of action(s) or

1Within text analysis the aim is to identify and extract subjective information in a
sentence or text.

2The Uppsala Conflict Data Program: https://ucdp.uu.se/.
3The Armed Conflict Location & Event Data project: https://acleddata.com/.
4This is the use of disruptive techniques such as demonstrations, riot, general strike action

or civil disobedience to make a political point or to change government policy.
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1. Introduction

belligerent parties. All of this is done by hand and is incredibly laborious
and time-consuming. If we were able to somehow replace or substitute some
of the work done by human coders with more automatic procedures, a lot
of those resources could be saved and allotted elsewhere. There exists some
systems already for automatic monitoring and data collection, such as GDELT5,
Phoenix6 and Terrior7. However, they all have their problems, e.g. requiring
a lot of data cleaning, noisy and non-event results (Weidmann, 2015, 2016).
More work needs to be done on this front before they can substitute for human
coders.

The question, then, is which automated methods should one apply to textual
data? In the last couple of decades, statistical approaches to natural language
processing (NLP) have become favoured over so-called rule-based methods8,
largely due to advances in machine learning and increase in computational
power (Young et al., 2017). Machine learning is a field which defines a class
of algorithms and statistical models often used on complex data, and within
this field we have seen the immense increase in popularity with the rise of deep
learning the last decade. The latter is the evolution of shallow artificial neural
networks into multi-layered complex structures with many million parameters,
enabled by technological progress within hardware.

For something as complex as language, deep learning has proved to be a
good choice, and such methods will be the focus of this thesis. Furthermore,
since annotated data is both expensive and relatively sparse, we want the
best possible outset when we apply our data. In our case this means we will
explore transfer learning techniques, which has become ubiquitous within NLP
the last couple of years (Ruder, 2019). For deep learning this often means
adapting an existing pre-trained model, trained on similar or different data
domain, to some new task in the same or similar domain (Tan et al., 2018).
The applicability of transfer learning became apparent in the wake of AlexNet
(Krizhevsky et al., 2012) setting a new significant record in the ImageNet Large
Scale Visual Recognition Challenge9. Some scholars started applying models
trained on ImageNet, on other tasks in quite different domains with much
success. Evidently, the large models learned general-purpose features of images,
thus popularising transfer learning (LeCun et al., 2015). In the following years
new and better deep neural networks improved upon the state-of-the-art, but
since these large models are resource-heavy to (pre-)train, researchers started
sharing them.

In the NLP community, the notion of using pre-trained models began with
the word2vec model (Mikolov et al., 2013b), which used an approximation
of a language modelling objective to train shallow neural networks to create
distributed representations for words – so-called word embeddings. Since then,
newer and deeper models based on other architectures emerged, such as ULMFiT
(Howard and Ruder, 2018), ELMo (Peters et al., 2018), BERT (Devlin et al.,

5https://www.gdeltproject.org/.
6http://eventdata.utdallas.edu/.
7http://eventdata.utdallas.edu/.
8Rule-based systems are essentially hand-crafted by experts within linguistics. This can

involve grammar engineering and manually encoding implementing rules to be enforced by a
system – in some sense, this is similar to a compiler or interpreter of programming languages.

9ImageNet is a huge image database containing over 14 million annotated examples, and
the Large Scale Visual Recognition Challenge is to classify a held-out subset of the database.
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2018), GPT-2 (Radford et al., 2019) and the latest XLNet (Yang et al., 2019)
(in turn based on Transformer XL (Dai et al., 2019)) which have shown that
transfer learning, similar to within computer vision, is appropriate for text
as well. These models seem to possess knowledge of higher-level nuances of
language, and through transformation of the textual data are able to represent
the data in a meaningful manner for other models to use; which is a solid
starting point for many language tasks.

This thesis will be focused on models that are based on the Transformer
architecture (Vaswani et al., 2017). This architecture has become prominent due
to some desirable properties: (1) it is not dependent on sequential computation
and is therefore easier to parallelise; (2) as well as its self-attention mechanism
being a very useful tool for language models in understanding language. These
models have been shown to be able to perform convolution (Cordonnier et al.,
2019), meaning that they can do much of the same work as convolutional neural
networks (Krizhevsky et al., 2012) and at the same time capture relationships
between words that are far from each other (long-range dependencies). Thus in
some sense, Attention Is (indeed) All You Need10.

On the other hand, blindly using deep learning models for predictive tasks is
not always desirable; with these models essentially being black boxes, we cannot
say much about why it gives its predictions or how confident the predictions
are. Being good statisticians and analysts, we want to be able to quantify the
variability or uncertainty of the model and the predictions. This is favourable for
users of such systems, for example so that they can be made aware of predictions
that are especially uncertain and not follow them blindly. Information about
uncertainty is also useful for data scientists who must often argue for why their
models are good to clients or other domain experts. In Gal and Ghahramani
(2015b) they show that dropout (Hinton et al., 2012), which introduces additional
stochasticity into deep learning models, can give us approximate uncertainty
measures for ‘free’ by making connections to Bayesian variational inference
(Gelman et al., 2013).

This thesis is a collaboration between the University of Oslo and PRIO. The
data we introduce later has been kindly provided by PhD Alex Hanna11. During
her work at the University of Wisconsin-Madison, she created an interface12 to
support collection and coding of protest event data; and with a team of human
coders, they gathered and labelled data suitable for machine learning.

Ultimately, in this thesis we aim to design and build predictive models that
can automatically parse and tag news stories with information about protest
events; we envision that these models can be highly important when built into
a more complete system for automated coding. As we have implied, this would
be useful for e.g. researchers at PRIO to be able to address and study historical,
as well as potential future, instabilities in our society. In addition, we will
explore whether it is necessary to use various data enhancement methods to
artificially increase the data basis used to train our models, and if it is beneficial
to employ statistical regularisation techniques to restrict them. Furthermore,
we will examine how we can quantify the uncertainty within the models, and
consequently the predictions.

10This is a reference to the title of the original Transformer-paper by Vaswani et al. (2017).
11https://alex-hanna.com/.
12https://mpeds.github.io/mai.html.
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1. Introduction

We release the best models from Chapter 7, with a Python script to classify
a given body of text at https://github.com/chrisghai/protest-event-detection.

The thesis will be structured as follows:

• In Chapter 2, we commence the thesis with necessary background to
understand the foundation of the models we will use later. Here, we start
by describing the notion of language modelling and how it has evolved to
this day. We also introduce the concept of transfer learning, and how this
can be used together with language modelling.

• In Chapter 3, we introduce the transformer architecture. This is necessary
groundwork and important in order to get an understanding of the
structure and complexity of the subsequent protest detection models;
the transformer will be the brain of these models.

• Then in Chapter 4 we describe the data we will use to train and evaluate
models. Here, we start with a brief chronicle of the previous related
work of Hanna (2017); how the data was collected, labelled and for what
purposes. Then we analyse the composition of the data and recount how
we preprocess it to make it fit into our modelling framework.

• In Chapter 5 we explain some regularisation schemes, with focus on one
that is commonly used within deep learning and will give us a way of
getting uncertainty estimates; the latter will also be formulated in detail.

• Going into Chapter 6, we describe our setup in terms of hardware and
software; the evaluation metrics we will use to assess our models; and
our choices of hyperparameters. The rest of the chapter is devoted to
describing every different prediction model we will train.

• Then in Chapter 7 we evaluate our models described in the previous
chapter and present our results.

• Finally, in Chapter 8 we give a conclusion to our work and present some
ideas for future endeavours.

4
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CHAPTER 2

Background and framework

We will start at the beginning. Since we are working with statistical modelling
around textual data, we must describe how this has been done in the past, and
build up a timeline towards today. This chapter is structured as follow:

• In Section 2.1 we explain the concept of language modelling, and how it
has been used traditionally to model language.

• As we go into Section 2.2 we move towards the more modern neural
language modelling, which has become the norm the last decade with the
help of neural networks and advances within hardware.

• In Section 2.3 we make the jump to the concept of transfer learning, which
will be at the core of our work and enables us to pass knowledge from one
domain to another.

• Finally in Section 2.4 connect the two previous sections by explaining how
neural language modelling and transfer learning facilitates the creation
of powerful representations for words and sentences that we can transfer
between models and tasks.

2.1 Language modelling

Language modelling is useful in order to improve upon some downstream NLP
task that may not directly require generating new words, such as machine-
translation, speech recognition, sentiment analysis or document classification.
We start off by describing the fundamentals of statistical language modelling,
because most of the modelling throughout this thesis uses variants of such
techniques at its core – this could be to predict the next or surrounding word,
or unmask words (i.e. we randomly remove words we want the model to re-
insert) in a sentence. This section will be mostly (historical) background to the
modern neural approach, which we will introduce in Section 2.2. Gaining an
understanding of the foundations of language modelling will also motivate why
we need more advanced methods. This will be our first stepping stone in our
path to ultimately using language models for our protest event classification in
Chapter 4 and onward.

In words, language modelling is the task of constructing a(n) (approximate)
probability distribution over sequences of words (i.e. sentences); for example,
what is the probability of the sentence ‘the quick brown fox jumps over the lazy

5



2. Background and framework

dog’ being a valid sentence and occurring within a given context? A language
model attempts to provide scaffolding in software systems so that they are able
to differentiate between words and phrases that sound similar; for example, a
speech recognition system should give a higher probability to the sequence ‘I
went to the sea to see my friend’ versus ‘I went to the see to see my friend’, or
‘It’s going to rain today whether you like it or not’ versus ‘It’s going to rain
today weather you like it or not.

By modelling probabilities over full sentences, we implicitly also learn the
likelihood of a sequence of words to follow a given sentence – e.g. what is the
probability of seeing the word ‘jumps’ after seeing the sequence ‘the quick
brown fox’? This can directly be applied to create spell checkers or typing
suggestions in messaging systems. Later, we will see that having models with
this ‘understanding’ (from knowing these likelihoods) of language will prove to
be very useful for creating representation of words that can be used as features
to auxiliary systems.

Let us now describe this notion of traditional language modelling more
formally. Define w = (w1, w2, . . . , wn) to be a sequence of words of length
n ∈ N, where n is finite. Then, in language modelling, we want to estimate the
probability of any such sequence w

P (w) = P (w1, w2, . . . , wn),

which we can write, using the chain-rule of probability, as

P (w) = P (w1)P (w2 |w1)P (w3 |w1:2) . . . P (wn |w1:n−1), (2.1)

where wi:j is a compact way of writing the sub-sequence (wi, wi+1, . . . , wj)
for i ∈ N and i, j ≤ n. We can see that the above is not a trivial task, since each
conditional probability in (2.1) depends on the entire sequence up to that point.
To simplify, traditional language models commonly assume, in some form, the
Markov property to hold. With this assumption the conditional probability of
some future state (word in this context) only depends upon the latest present
and not the preceding history – in other words, the future is independent of the
past given the present. This assumption of independence might not seem very
realistic for how one might believe language to work in practice. Perhaps we
should condition on the whole sentence; or even the words following the one we
would like to predict – this is possible and is frequently done in neural language
modelling, as we will see later in this chapter.

In our context, with the independence assumption from above, we can then
say that the present is the last word we have seen, and the future is the next
word we want to predict. The past is then all the words up to the present,
which we discard due to the Markov assumption. This is known as a 0th order
Markov assumption, because we only look at one previous word and discard
all other history. In general, we can define a kth order Markov assumption by
using only the k previous words for the conditional probability of the next word,
i.e.

P (wi+1 |w1:i) ≈ P (wi+1 |wi−k:i). (2.2)
Thus in traditional language models (2.1) can be approximated as

P (w) ≈
n∏
i=1

P (wi |wi−k:i−1). (2.3)

6



2.1. Language modelling

In summary, the task is then to accurately estimate P (wi+1 |wi−k:i) given an
abundant quantity of text.

As we briefly mentioned above, the Markov assumption might be a weakness
of this model because the assumption ignores long-range dependencies that
are very often the case in sentences. As an example, consider any sentence
beginning with ‘what’ and ends with a question mark – perhaps a model should
after all take into account the whole preceding history? In practice however,
this method still generates effective results for quite low values of k (Goldberg,
2017).

The maximum likelihood estimate

In the traditional language modelling approach we assume a k-order Markov
property to approximate P (wi+1 = v |w1:i) ≈ P (wi+1 = v |wi−k:i), for
v ∈ V the set of unique words, which we will call our vocabulary. We
can then use a count-based maximum likelihood estimate (MLE) to evaluate
p̂(wi+1 = v |wi−k:i)

p̂MLE(wi+1 = v |wi−k:i) = c(wi−k:i+1)
c(wi−k:i)

, (2.4)

where c(.) is the number of occurrences of the specific sequence in a large
corpus (i.e. the training data). It can then be shown that the estimator in (2.4)
corresponds to the maximum likelihood estimator for the probabilities in (2.1),
maximised with respect to every word, under the assumption of a multinomial
model with events corresponding to counts. For example, if we want to estimate
the probability of the word ‘space’ following the sequence ‘foxes prefer’, then
we must count all the occurrences of ‘foxes prefer space’ and ‘foxes prefer’ and
take the ratio. If there is 1 occurrence of the former and 10 of the latter we
would then estimate p̂(‘space’ |(‘foxes, prefer’)) = 1

10 .
This also touches upon another weakness of such language modelling: the

sparsity of combinations of words even for relatively low numbers of k – since
many (possible) word sequences are not observed in the training data they will
simply be estimated to zero. Since language is colourful and complex it is easy
to come up with a brand new sentence which, although meaningful and both
syntactically and semantically correct, has not been seen in the training data.
Take for instance the sentence ‘foxes prefer space travels to spelunking’ – we
would need a high k-value to capture the true probability of the conditional
probabilities, and for a low value of k we might get an overestimation. Imagine
if we were to only use a 0-order Markov assumption and try to estimate the
above probability using MLE. Then for each word in the sentence we only look
at the previous word, so we would e.g. count the number of ‘prefer space’ and
‘prefer’.

Arguably a sentence including ‘foxes’ and ‘space’ should have a quite low
probability, but here it would most likely be inflated due to the overestimation
mentioned above (since we often resort to lower k-values). Furthermore if
c(wi−k:i+1) = 0, which is likely to be the case for the example above with
k ≥ 1, then the estimated probability for the sequence as in (2.1) would become
zero. This is not desirable, especially if it would be possible to replace a single
word in the sequence with something synonymous and that would change it to
something non-zero – we want some sense of smoothness in our estimations.

7



2. Background and framework

To cope with this sparsity problem, there are families of different techniques
one can use to correct the approximation in (2.4). A simple solution is to
add a smoothing parameter to the estimate, which is akin to an uninformative
Dirichlet prior when the data likelihood is assumed to follow a Multinomial
distribution. This is known as additive smoothing

p̂add−α(wi+1 = v |wi−k:i) = c(wi−k:i+1) + α

c(wi−k:i) + α|V|
, (2.5)

where |V| is the vocabulary size, i.e. the number of unique words in the training
data, and 0 < α ≤ 1 is a smoothing parameter. Using α = 1 corresponds to
adding one observation per word.

Another family of smoothing technique is called back-off, where if a k-order
observation is not found one looks for the (k − 1)-order observation recursively
until one is found, i.e.

p̂back-off(wi+1 = v |wi−k:i) =


c(wi−k:i+1)
c(wi−k:i)

if wi−k:i+1 ∈ D

p̂back-off(wi+1 = v |wi−(k−1):i) otherwise
,

(2.6)
where D is the text corpus. We can combine the above into a weighted sum
known as Jelinek-Mercer smoothing (Chen and Goodman, 1996)

p̂JM(wi+1 = v |wi−k:i) = λwi−k:i

c(wi−k:i+1)
c(wi−k:i)

+ (1− λwi−k:i)
c(wi−(k−1):i+1)
c(wi−(k−1):i)

,

(2.7)
for 0 ≤ λwi−k:i ≤ 1. The choice of λwi−k:i should depend on the subject of the
conditioning text – rare contexts should not be treated the same as frequent ones.
It is also possible to combine the back-off technique with additive smoothing.

While such traditional language models are easy to train and scale well with
training data, they also have several shortcomings which force us to explore
other techniques. First of all, the count-based models do not scale well with
larger values of k as we have touched upon – this is the curse of dimensionality
for such models; for example if we would want to model the joint distribution
of a sequence of 10 words with a vocabulary size of 100,000, and assuming no
simplification or restrictions, then we have 100,00010 − 1 free parameters (i.e.
using all interactions up to and including order 10). Thus for each position in
the sequence there can be 100,000 words so one would need that number of
probabilities1. Note that this will be a very sparse matrix since a lot of the
probabilities would correspond to non-grammatical sequences.

Secondly this will also require a lot of computational memory as the number
of possible word combinations over a vocabulary scales exponentially, i.e. |V|k.
Finally, the count-based language models do not generalise well across different
contexts due to the discreteness of the model. While we might have observed
‘dog eats’ and ‘fox eats’ many times, they will not influence our estimate for
‘wolf eats’ if we have not seen it before – in other words, we have very little
generalisation; neither word similarity, grammatical roles nor semantics is
accounted for.

1We subtract 1 to account for the fact that the probabilities must sum to 1.
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2.2. Neural function approximation

Furthermore these traditional models will probably not be able to learn
meaningful representations for sentences, or understand language, which is
useful for downstream tasks. A famous example is the sentence ‘colourless
green ideas sleep furiously’2, which is grammatically correct but semantically
nonsensical. Depending on the context, this might be exactly what we want the
language model to produce, but how can we get that without giving the model
tools for understanding syntax and semantics? Previously, more advanced
statistical methods such as the hidden Markov model (Rabiner and Juang, 1986)
or topic modelling (Papadimitriou et al., 1998) have been applied to incorporate
such conditioning or to make similar words share semantic power. They have
proven to work well, although they require a lot of tuning for specific cases
(Hull, 1992; Gales et al., 2008; Wallach, 2006; Huang et al., 2018).

However, we want more flexible methods that work well in a more general
framework. This is where predictive approaches using neural networks come in,
which will be the subject of the following section. By using neural networks as a
tool for language modelling, we will be able to create continuous representations
for words which will be useful for a range of different tasks. These representations
will have properties which were previously lacking in the methods above, such
as words being able to share meaning more efficiently (the example above with
‘dog eats’ versus ‘wolf eats’); or being able to condition on the whole sentence
in which the word appears, as different words might have different meanings
based on the context.

2.2 Neural function approximation

Due to technological advances within hardware, as well as availability of high
quality data, neural networks have become a popular choice for optimisation
problems in high dimensions the last decade. For a general overview of neural
networks and their history we refer to Schmidhuber (2015); Wang and Raj
(2017); Alom et al. (2018). Neural networks have been shown to be universal
approximators (Cybenko, 1989) (and more importantly they have worked very
well in practice), meaning that even the simplest kind of neural network with a
single hidden layer can approximate any continuous functions in Rn under few
assumptions. In Leshno et al. (1993) they show that the class of deep neural
networks is a universal approximator if and only if the activation function is
not polynomial, where in the context of neural networks, an activation function
is simply a nonlinear function applied to some transformation of the input3.

On the other hand, in Hornik (1991) they showed that it is the architecture
of the neural network, rather than choice of activation function, which gives the
network the capability of being a universal approximator. It is this idea of the
architecture of the networks being important which has become prominent within
neural network research the past decade. From the convolutional architecture
(LeCun et al., 1998; Krizhevsky et al., 2012) which has become ubiquitous in
both computer vision and NLP, and its improved and deeper variants such
as GoogLeNet (Szegedy et al., 2014) or ResNet (He et al., 2015). Followed
by the recurrent architecture (Jordan, 1990) and the gated variants such as

2Composed by Noam Chomsky in his 1957 book Syntactic Structures.
3i.e. if f(.) is an activation function then it is not such that f(x+ y) = f(x) + f(y) or

f(αx) = αf(x) for some x, y ∈ Rn and scalar α
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2. Background and framework

the long short-term memory (LSTM) (Hochreiter and Schmidhuber, 1997) and
gated recurrent unit (GRU) models (Cho et al., 2014) which has been popular
for applications on sequential and time-series data. Along with the latest
transformer architectures (Vaswani et al., 2017) and its variations in BERT
(Devlin et al., 2018) or GPT-2 (Radford et al., 2019) and many more which has
been mainly used for NLP; in the next chapter we will introduce the BERT
family which will be our main architecture later.

Neural language modelling

In order to understand the transformer-based architectures (introduced in
Chapter 3) that will be the main focus of this thesis, we will define the
general framework of doing neural language modelling with a simpler example
architecture. We also remind the reader that the end goal is to classify protest
events using textual data; this will be introduced in Chapter 4.

The generic form of this modelling was made widely popular by Bengio et al.
(2003), which was based on using n-grams where an n-gram is defined as an
n-length (ordered) sequence of words w1:n like in Section 2.1. Here, an n-gram
can be seen as a context window for a single word, and the idea is to give
n-grams (technically (n–1)-grams, as we will see below) as input to a neural
network and let the output be a probability distribution over the vocabulary
for the next word.

For the model to be able to process language, each word needs a mathematical
representation, and there are many ways of doing this. For now we assume
that each word w is associated with an embedding vector v(w) ∈ Rdw – a
feature vector in low dimensional space – where dw is the dimensionality
of the embedding vector. The input vector x is a concatenation of the
n − 1 words. Here, we can define concatenation of two (or more) vectors
u = (u0, . . . , un),v = (v0, . . . , vn) as u_v = (u0, . . . , un, v0, . . . , vn).

If we were to use a multi-layer perceptron (MLP) (Gardner and Dorling,
1998) type of architecture with a single hidden layer the model would look like
this:

x = (v(w1)_v(w2)_ . . ._ v(wn−1))
v(wi) = E[w]

h = g(W1xT + b1)
ŷ = P (wn | w1:(n−1)) = softmax(W2hT + b2)

(2.8)

E ∈ R|V|×dw ,W1 ∈ Rdhid×(n−1)·dw ,b1 ∈ Rdhid ,W2 ∈ R|V|×dhid ,b2 ∈ R|V|,
where wi ∈ V is the vocabulary (set of unique words), and E is the embedding
lookup matrix where each unique word is associated with a row in the embedding
matrix. Here, W1,W2,b1,b2 are the weights of the network which we learn
during training, and is randomly initialised when the network is created. Softmax
is the normalised exponential function

σ(z)i = ezi∑K
j=1 e

zj

, (2.9)

for i = 1, . . . ,K and z ∈ RK such that the resulting prediction will be
an estimated probability distribution (summing to 1) over the vocabulary.
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2.2. Neural function approximation

The activation function g is usually treated as a hyperparameter, a popular
choice being the rectified linear unit (ReLU) (Nair and Hinton, 2010) function
gReLU(x) = x+ = max(0, x).

Thus ŷ is a vector of |V| values, and the model’s prediction can chosen to
be e.g. the word related to the index with the largest value in ŷ. Meaning if,
say, the first value in ŷ has the largest value, we find the corresponding word in
our vocabulary in the same index and that is the next word prediction.

Usually the vocabulary will also contain some extra non-word tokens such
as UNK when the looked up word does not exist in the vocabulary, and <s> and
</s> to mark beginning and end of sentence. In the above, dhid is the dimension
of the hidden layer(s) and is normally treated as a hyperparameter as well.

The system is trained in a supervised manner by extracting n-grams from
the training corpus. If we want to predict the next word, the input would then
be the n− 1 word embeddings of the example and the corresponding ground
truth (label) would be the nth word. We also need an objective function which
tells how well (or bad) the model is doing during training, also known as a
loss function which we want the model to reduce to zero during the course of
training. Here, we can use a standard cross-entropy loss (LeCun et al., 2015)
defined as

Lce(pi, qi) = −
K∑
i

pi · log(qi), (2.10)

where pi is the probability of the true class i (usually encoded as 1 for the
correct class and 0 for all the other classes), qi is the estimated probability (by
the classifier) of class i, and i = 1, . . . ,K is the number of total classes.

Calculating the softmax function is usually quite computationally expensive
for language models, because the output space (vocabulary size) is large (and
the denominator sums over the whole vocabulary). It is possible to combine
the cross-entropy loss with some sampling based approach to approximate the
softmax over a smaller subset of the vocabulary (Jean et al., 2014). Another
efficient way would be to use hierarchical softmax (Morin and Bengio, 2005),
which is an algorithm that computes the softmax in O(log|V|) instead of O(|V|).
One can also replace the cross-entropy loss with noise-contrastive estimation
(Mnih and Kavukcuoglu, 2013) to improve training time. After choosing an
appropriate objective function the network can be trained using stochastic
gradient descent with backpropagation (Rumelhart et al., 1986).

The embeddings matrix E is in most models randomly initialised and
learned during training. With stochastic gradient descent and backpropagation
we can simply optimise the embedding matrix along with the parameters
Wi and bi, i = 1, 2 (see Rumelhart et al. (1986); Baydin et al. (2017)).
Representing words in continuous space with vectors is also known as distributed
representations (Goldberg, 2017). This way the values in different positions of a
vector represent different aspects of the word. Learning E every time we train
a model does not seem efficient, and we will see in the next section that we
generally do not want to do this.

The question now is, what do we gain from neural modelling versus doing
the traditional language modelling approach? The main advantage is that we
now have a continuous model (i.e. a word is represented as a multi-dimensional
vector and not a single count value), and can create models with higher n-gram
order compared to the k-order Markov property of the traditional models. This
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is attainable because with the neural networks the parameters are related to
particular words and not with n-grams. Furthermore the same words in different
positions now share parameters and therefore statistical strength. This is seen
to improve generalisation to other contexts – now the model might know that
‘wolf eats’ even though it has only seen ‘dog eats’ and ‘fox eats’, i.e. it learns
that ‘wolf’ in this context is quite synonymous with the two others. The result
is that we achieve local smoothness properties around words, and for some
methods similar words cluster together (Mikolov et al., 2013b,c). This latter
property has proven to be very useful as an outset for solving other NLP tasks.

Computationally we also gain in efficiency over the traditional language
modelling which grows exponentially. With neural language modelling each
of the n − 1 input words contributes dw dimensions to x; such that going
from n − 1 to n only increases the dimensions of the parameter matrix W1
from dhid × (n − 1) · dw to dhid × n · dw. This is a small linear increase in
the number of weights and is made possible due to the computation of the
feature combinations happening in the hidden layer. Note however that if we
do increase the n-gram order we might have to increase dhid or the number
of hidden layers (e.g. more nonlinearities) in order to capture more complex
interactions. Furthermore, computation of the final layer is usually expensive,
where we need to do matrix-vector multiplication with a matrix of dimensions
|V| × dhid. This means that using a large vocabulary entails higher memory
requirements, but we will see in Section 3.2 that there are ways to limit the
size of this set.

In summary, using neural networks for language modelling gives us a lot of
flexibility, both in the ability to use different n-grams but also to generalise
across different contexts. Depending on how we design our system, we might
also condition the output on different features other than just the n− 1 words
but for example linguistic features such as part-of-speech4 tags to make the
model more robust (Young et al., 2017). Moreover, due to the clustered nature
of the learned embeddings we gain powerful word representations which, we
will see later in Chapter 7, improve upon other NLP tasks. Finally we have also
seen that with neural language modelling we exploit the data better through
dimensionality reduction (Young et al., 2017), and computationally only have a
linear increase in complexity when we increase the n-gram length.

A pre-neural alternative to embeddings

In the previous section we assumed that the input to the neural model was a
concatenation of embedding vectors v(w); see (2.8). Before neural networks
became prevalent, the bag-of-words (BoW) model (Harris, 1954; Jurafsky, 2000)
was a commonly used alternative to embeddings (Boulis and Ostendorf, 2005;
Sriram et al., 2010; Hanna, 2017) as input features to rule-based classifiers
(Scott and Matwin, 1998), or linear classifiers such as logistic regression or
support vector machines (SVM) (Boser et al., 1992; Hastie et al., 2009). We
will use some of these methods both as a comparison to modern methods5

With BoW, a text or sentence is represented as a ‘bag’ (multiset),
disregarding word order and grammar – the only information retained is the

4A part-of-speech tag is a categorisation of words with similar grammatical properties,
e.g. nouns, verbs or adjectives.

5Also because it is part of the methodology in Hanna (2017) (more in Chapter 4).
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2.2. Neural function approximation

number of occurrences of each word. The multiplicity of each word can also
be left out, and instead only look at whether a word is present or not – then
the text becomes a set. More formally, if V is the vocabulary of the corpus
D, then we can represent a text as a BoW vector bBoW ∈ R|V|. Each element
of bBoW corresponds to the count of a word in the sentence. If we drop the
multiplicity aspect, each dimension would then be a binary flag instead, i.e.
i ∈ {0, 1}, i = 1, 2, . . . , |V|. Furthermore, we can represent the BoW features
for a whole corpus as a matrix BBoW ∈ RN×|V|, where N is the number of
sentences (or documents, which are multiple sentences joined together) in the
corpus, i.e. N = |D|.

Since the usual BoW model only features raw counts for each word in a text,
we might induce some bias related to the frequencies of determiners such as
‘the’, ‘a’, ‘this’ or ‘that’; these are quite prominent terms, but do not add much
meaning or information to the text. Because of this, it also became popular to
use term-frequency inverse document-frequency (tf-idf) (Jones, 1972; Robertson,
2004) to weight BoW model so that it reflects how important a word is to a
text in a corpus (Rajaraman and Ullman, 2011).

The tf-idf measure is a product of two statistics: term frequency and inverse
document frequency. There are several ways of determining both; for term
frequency the simple choice is to use the raw count of a term (i.e. word) t in
a document (i.e. text) d. If we denote the raw count of a term in a document
as ft,d, the simplest scheme is to define term frequency as tf(t, d) = ft,d. An
alternative is to scale it by the total number of words, i.e.

tfscaled(t, d) = ft,d∑
t′∈d ft′,d

. (2.11)

Inverse document frequency is a measure of how common or rare a word is given
a corpus. To calculate this, we use the logarithmically scaled inverse fraction of
the documents that include the term:

idf(t,D) = log N

|{d ∈ D : t ∈ d}| , (2.12)

such that tf-idf is calculated as tf-idf(t, d,D) = tf(t, d) · idf(t,D). After
calculating tf-idf for each word in a document, we can collect these in a vector
btf-idf ∈ R|V| and consequently as a matrix Btf-idf ∈ RN×|V|, which can be used
as features for learning classifiers.

There are several criticisms and caveats to using BoW or tf-idf features.
As mentioned earlier, these models do not take into account word order or
grammar, so we get no semantic relationships between linguistic entities (Ruder
et al., 2019). Furthermore, if two documents do not share any words, it will be
meaningless to look at cosine similarity, which is a distance metric (see (2.13)
below), between the vectors as it would be zero – we can not detect semantic
similarity between documents which do not share words. As an example of
this, take the following two documents: ‘Many Americans were anxious with
Donald Trump becoming the president’ and ‘California saw mass protests after
the election’. Although we understand that the sentences are related, there is
no way for cosine similarity to spot this.

Finally, if we were to use some linear classifier with BoW or tf-idf features,
we would have to learn some transformation matrix with dimensions of size
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|V|, which this is not efficient for large vocabulary sizes as we would most likely
get an overparameterised model. Because of all this, we are better off using
more semantically aware methods such as the word embeddings – and of course
because they do give better results over count-based models (Baroni et al.,
2014).

2.3 Transfer learning

In the typical supervised learning setting, we want to learn a mapping from
some input to some output in a specific domain, and we assume to have labelled
data for the same task and domain available as training (and testing) data.
Here, a task is the objective of our model and the domain is where our data
comes from.

A simple example from computer vision is that the domain can be pictures
of cats and dogs and the task is to be able to distinguish between cats and dogs
(binary classification). If we call this model A, then we can use training data
from the cats and dogs domain to train the model, and expect it to perform well
when presented with new images from the same domain. In another case we
might have labelled data in some other domain, for example images of different
flower types, and the objective is to distinguish between these – then we can
train a model B to classify images of flowers into different categories. However,
the supervised learning scheme falls apart when there is not enough labelled
training data for the domain or task. Let us say we want a model C that is able
to tell the difference between kittens and puppies instead, but we do not have
enough data in this domain. We could perhaps use the same data that was used
for A, because the domain is arguably similar, but in practice we will experience
degeneration or collapse in performance because the new model would be too
biased towards the old domain and would most likely not generalise well to the
new domain.

Although the data for all the models above likely share common features,
such as being images and of different objects, we cannot directly use one of
them to reinforce the performance of another because they belong to different
tasks, i.e. we do not want the model to classify flowers or kittens and puppies,
not cats or dogs. In short, with transfer learning, we try to deal with these
scenarios by utilising and exploiting the labelled data of the related domain or
task. The aim is to try collect the knowledge acquired from solving a source
task (within some source domain), and then apply that knowledge to another
problem of interest in a target low-resource domain. Thus for the three models
above, are we able to use the domain of A and C to improve upon the task of C
through transfer learning?

The formalities of transfer learning

Let us now define this concept of transfer learning in more proper notation. Here,
we will follow the notation in Pan and Yang (2009). If we let D be a domain
consisting of a feature space X with a marginal probability distribution P (X)
over X , such that X = {x1,x2, . . . ,xn} ∈ X and xi ∈ Rd for i = 1, 2, . . . , n
and d ∈ N being the dimensionality of a data point. If we return to the NLP
domain with distributed word representations, then X is the space of all such
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embeddings, xi is the i-th embedding vector corresponding to a word and X
is the training corpus. Let also a task T comprise of a label space Y and a
conditional probability distribution P (Y |X), where Y = {y1, y2, . . . , yn} ∈ Y.
For example, yi could be indices in a dictionary mapping to a word, in a language
modelling setting where the targets are words. Within binary classification we
would have yi ∈ {0, 1}. P (Y |X) is customarily learned from training data pairs
(xi, yi).

We can then say that our domain D = {X , P (X)} and our task T =
{Y, P (Y |X)}. In transfer learning we are given a source domain DS and source
task TS , in addition to a target domain DT and target task TT . The ambition
now is to learn the target conditional distribution P (YT |XT ) from DT and
TT , with additional knowledge learned from DS and TS , where DS 6= DT and
TS 6= TD. Since both the domain D and the task T are defined as sets of two
elements, the inequalities above bring about four different transfer learning
scenarios:

• When XS 6= XT . In this setting we have dissimilar feature spaces for
the source and target domains, e.g. the word vectors come from different
languages. Within language processing this is commonly called cross
lingual adaptation (Wei and Pal, 2010).

• If P (XS) 6= P (XT ) then the marginal probability distributions of the
source and target domain are different. This could mean that the
vocabularies belong to distinctive topics, for example one having a more
general and common vocabulary and the other being more related to a
specific task e.g. peace and conflict research. This is referred to as domain
adaptation (Ben-David et al., 2010).

• YS 6= YT says that the label spaces of source and target are unlike each
other. For example the source labels could be word predictions in a
language modelling objective, while the target labels could be the topic of
different documents in some specific scope e.g. classifying patients based
on health journal documents (Hughes et al., 2017).

• Lastly, when P (YS |XS) 6= P (YT |XT ), the conditional probability
distributions of the source and target tasks are different. This could
mean that there is some imbalance with regard to the class distributions.
For example, as we will see later in Chapter 4, that one class makes out
nearly 90 percent of the total data points.

The above scenarios do not typically appear as isolated cases; we will see that
in this thesis we shall handle cases involving three of the latter settings. In
the first case we will work with data pertaining to text from the news domain,
and differs from the data used for the pre-trained models which comes from
various books and English Wikipedia (Zhu et al., 2015; Devlin et al., 2018).
Secondly it will be that case that YS 6= YT because our task, per definiton,
is completely different (word predictions versus event classification) from the
source. Finally, P (YS |XS) 6= P (YT |XT ) will also be different due to the fact
that there are far fewer possible predictions for our target tasks, and we know
it is highly imbalanced.
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2.4 The distributional hypothesis

This section unifies what we have learned about transfer learning with theory
and concepts from NLP. First we will have a short historical motivation to why
we would want to represent words as multidimensional vectors, before going
onto explaining the concept of pre-trained embeddings and models.

In Harris (1954) they propose the Distributional Hypothesis about language
and word meaning, stating that words which occur in the same contexts tend
to have similar meanings. The quote ‘you shall know a word by the company
it keeps.’ by John R. Firth (Firth, 1957) further promoted this idea. The
interpretation is that the meaning of a word is inferred based on the context in
which it occurs. An example would be when we read the sentence ‘he took the
plumbus into the garage’, where the word ‘plumbus’6, even though unknown
to most, we still have some intuition or idea about what it is – that it is some
home appliance object that belongs in the garage.

The point here is that this motivates why we should modify our language
modelling objective in (2.1), in order to create feature representations of words
which are meaningful and useful for transfer learning. For example, how will
it affect the model if instead of predicting the next word it must predict
surrounding words? We will explore this idea below.

Representations and pre-training with transfer learning

We will now connect the concept of transfer learning to neural NLP. We have
already discussed the properties and process of neural language modelling, and
while it is a powerful technique, it can be quite demanding when it comes
to resources (hardware) and amount of data (especially if we have data from
different domains). Furthermore, at a fundamental level, (neural) language
models are created based on the same type of data – because of this, it would
be useful and even essential to those who have limited computing resources,
that models can be reused and shared; and that is the idea behind learning
representations and pre-training, which we will discuss in this section.

In Section 2.2 we mentioned that the word vectors were learned during
training of the neural system. This idea will be an integral part of transfer
learning, since this enables us to gain knowledge in one domain and pass it onto
another, e.g. by learning embeddings in a high-resource domain and use them in
a low-resource domain. These embeddings will be useful features for the input-
part of future systems. As we will see in Chapter 3 and onward, the architecture
and objective of the neural system itself will also be crucial for transfer learning,
as they allow the creation of word vectors or latent representations based on
the current context through transformation via the network. Here, we will give
examples of how word embeddings are learned, as well as the broader notion of
pre-training embeddings and neural systems for further application.

Constructing learned word embeddings goes under the more general concept
of representation learning within deep learning. This general form of modelling
has been shown to be predictive of particular linguistic phenomena such as
syntactic hierarchies or alignments in machine translation (Blevins et al., 2018).
In Williams et al. (2018) they show that representations can be improved by

6This is actually a reference to Rick and Morty, an American animated science fiction
sitcom.
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pre-training models to perform dependency parsing7, and even though syntax
is not encoded directly the representations still learn some understanding of
syntax8. Moreover, more complex architectures, such as the BERT model
(we will see later), has been empirically shown to learn some syntax as well
(Goldberg, 2019; Tenney et al., 2019). Particular model architectures display
distinctive layer-wise tendencies in terms of what knowledge they learn (Liu
et al., 2019b), i.e. visualising the weights of different layers in their networks
produces different patterns.

If we look at the system in (2.8) we had the embeddings matrix E with
dimensions |V| × dw, which can either be taken from some external source –
for example download other researcher’s pre-trained models, as we will do and
explain more in detail in Chapter 7; or they can be learned during training with
the main objective of the system – i.e. language modelling with cross-entropy
(or the alternatives) loss as in the previous example.

Furthermore, there exist other more efficient algorithms for specifically
pre-training useful embeddings that are meant to be used for auxiliary tasks
such as document classification. One example of a class of algorithms used for
pre-training embeddings is Word2Vec, described in Mikolov et al. (2013a). It is
possible to use many different neural network architectures for Word2Vec (they
propose MLPs or recurrent neural networks) but the vital part is the training
objective. Instead of the usual language modelling objective P (wi+1 | wi−n:i)
they propose two variants. If we have a sequence of words w of length n,
then let w−i be the same sequence but where the i-th word wi is removed. In
their continuous bag-of-words model the objective of the system is changed to
estimating P (wi | w−i), and they choose i = bn2 c, in other words they try to
predict the middle word based on the surrounding ones. On the contrary, they
also propose the continuous skip-gram model where they change the objective to
P (w−i | wi), i.e. trying to predict all the context words based on one word, and
again here they choose i to be the middle word. There are also other algorithms
and models for creating these representations, such as GloVe (Pennington et al.,
2014) and fastText (Joulin et al., 2016; Bojanowski et al., 2017).

To analyse the resulting word embeddings there have been proposed different
methods; see Camacho-Collados and Pilehvar (2018) for an overview of these.
A very simple way of comparing different word vectors is to look at the cosine
similarity between two vectors

cos(u,v) = u · v
‖u‖2‖v‖2 =

∑
i ui · vi√∑

i(ui)2
√∑

i(vi)2
. (2.13)

It has been shown that it is also possible to do reasoning directly for some
interesting results (Colyer, 2016): if we let uw denote the vector for word vector
w, one can answer analogy questions of the form a is to b as c is to ‘?’. They
use the popular example of

uKing − uMan + uWoman ≈ uQueen,

where the last approximation comes from finding the vector with the lowest
cosine similarity to the summed vector on the left. This would suggest that

7Within NLP this is a method for determining the syntactic structure for a given sentence,
by classifying relations between words.

8Although in their analysis, the authors never reach an explanation of why it is so, which
is a general problem with neural networks and explainability.
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these embeddings can serve as powerful features for transfer learning, and indeed
they have been very powerful in practice (Zhang et al., 2016; Wang et al., 2019).

It is also possible to go further, as we will see in Chapter 3, and create
models which take as input word embeddings to create new contextualised
embeddings where interactions between word vectors are taken into account.
For example, the word ‘stick’ has different meanings depending on context – the
word bears different semantics in ‘we will stick with the old solution’ versus ‘the
dog loves this stick’, something which is not taken into account when we use
representations that are independent of each other. With these contextualised
models we will perform sequential transfer learning (Pan and Yang, 2009), which
is the case when the source and target task are dissimilar and training is done in
sequence. That means the model, or usually a subset of the full model, is first
trained on a source task and then we take the relevant parts of that model and
train it further on the target task; we will have a pre-training phase followed by
a fine-tuning phase. In NLP the source task is usually some modified language
modelling objective, such as masked language modelling where the model tries
unmask randomly masked words in a sentence (more about this in the next
section).

However to get these models, as well as word embeddings from above, we
are dependent on (others) pre-training (for us). In order to get powerful general
models which can transfer their knowledge to a plethora of tasks, they need
to be trained on huge amounts of data. Getting huge amount for data for
language modelling is relatively trivial, since the Internet already consists of
vast quantities of text that can be scraped and transformed for the supervised
learning scheme (e.g. using a context window of n− 1 words as features and the
last word as target). The main hindrance is the hardware to crunch through
millions of words, calculating and storing gradients for models with hundred
of millions of parameters. We are therefore quite dependent on researchers
who have lots of computational resources – it is also much more efficient from
an economical perspective if a smaller group of researchers train these models
and publish them for others to (re)use; kind of like car-pooling. The costs of
pre-training these language models ranged from $10,000 to $60,000 in 20199,
which undoubtedly would prevent a lot of people from solving NLP tasks.

In conclusion, we need pre-trained models, because they are expensive (and
unnecessary) to train from scratch every time we need them; and as we will see
they are extremely useful for sequential transfer learning. Pre-trained models
facilitate ease of use and reduce costs for other researchers and developers.
Many state-of-the-art models are based on pre-trained models for a range of
NLP tasks10, which displays the importance of pre-training. Furthermore pre-
training reduces the need for annotated data, as it has been shown to achieve
similar (and in many cases better) performance compared to models trained
from scratch for a specific application with much less data (Howard and Ruder,
2018). This makes many NLP applications, that were previously unsatisfactory
due to low performance, possible again.

9Synced did a survey looking at costs: https://syncedreview.com/2019/06/27/the-staggering
-cost-of-training-sota-ai-models/.

10For an overview over performances have a look at https://nlpprogress.com/.
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CHAPTER 3

Transformers

In the following sections we will dive into a specific neural architecture which has
become very popular for pre-training the last couple of years, due to being highly
parallelisable (compared to recurrent neural networks, which require sequential
computation), and with its multi-head attention mechanism (explained below)
is especially relevant for language modelling. We will use these pre-trained
transformers to transfer knowledge from the high-resource domain which they
have been trained in, to the low-resource domain which we reside in with the
data described in Chapter 4, and the specifics of how we transfer the knowledge
will be part of the modelling in Chapter 6.

The transformer architecture was proposed in Vaswani et al. (2017), which
has later spawned many variants such as BERT (Devlin et al., 2018), GPT-2
(Radford et al., 2019) and Transformer-XL (Dai et al., 2019). The original
architecture and BERT will be in focus here, and we structure the chapter as
follows:

• In Section 3.1 we describe the original transformer.

• Then in Section 3.2 we move onto BERT, which has become very popular
for pre-training.

• In Section 3.3 we describe the robustly optimised BERT (Liu et al., 2019d),
a variation on BERT.

• Then finally in Section 3.4 we describe the concept of knowledge distilla-
tion, used to create more lightweight models and is how DistilRoBERTa
is created. The DistilRoBERTa model is the main model we will apply for
our main task in Chapter 7, and was chosen in order to strike a balance
between limited computing resources, model size and performance.

Since we stand on the shoulder of giants, we need to explain most of the giants
along the way.

3.1 The original architecture

At a high level the transformer functions like an autoencoder (Ballard, 1987;
Kramer, 1991). In the sense that it maps an input sequence x = (x1, . . . , xn),
which conceptually can be anything, from symbols to word embeddings,
to another sequence of continuous representations (i.e. an encoded form)
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3. Transformers

z = (z1, . . . , zk) where n, k ∈ N. When k < n try to project the input to
some lower dimensional space, and when n > k we do the opposite; and whether
k is less than or larger than n depends on the application. The model then
‘decodes’ this latent representation to an output representation y = (y1, . . . , ym),
and again m does not necessarily have to be the same as n or k. The model is
autoregressive in the fact that it processes the previously generated symbols
when generating the next, furthermore the encoder-part looks at future symbols
as well at each step.

From the high level explanation, we can imagine what the model attempts to
do within the NLP domain. If a sequence of word embeddings are the inputs to
the model, then the transformer will create an encoded version of the sequence,
where now each embedding is represented in a way that takes into account
the context it appears in, i.e. the surrounding words. This comes from the
autoregressive property, and one could argue that this is the same as what a
multi-layer perceptron does, but the difference lies in the details of the attention
mechanism which we will explain below. After encoding the sequence, the model
will attempt to interpret the encoded sequence and output predictions relevant
for the task at hand, e.g. predicting the next word or unmasking a word within
the sequence. We will see later that this decoding part is not always necessary,
and it is the modularity of this architecture which will become important.

Figure 3.1 shows the encoder-part on the left side and the decoder-part on
the right side, for the original architecture proposed in Vaswani et al. (2017).
The two parts are quite similar in structure, so we will explain both of them
concurrently and only point out the differences where relevant.

At the bottom of the figure the input/output embedding are the word
embeddings. These can either be fed in directly or by performing an intermediate
lookup of the correct embedding (if we use an external embedding matrix), but
only at the first layer – after the first layer, the intermediate (contextualised)
embeddings will be passed around in the model. The encoder at layers N > 1
get input from encoder layer N − 1, i.e. the one before it. The same goes for
the decoder, except for the first layer where the input, during language model
training (there is a difference in behaviour between training and inference) is the
embedding of the true target word(s) (which we do not have during inference,
and thus use predictions on future time steps). This is done so that the decoder
can generate all the outputs at one forward pass of the model, because during
training we want the model to predict every word in a sentence, which is more
efficient – although it does induce some bias during training, however this is
fine as long as one uses validation data during training (more in this in Chapter
7).

Before going into the encoder/decoder module itself, the embeddings are
injected with information about relative or absolute position of words in the
sequence. This is because there is no recurrence nor convolution in the model
otherwise, only ‘fully connected’ linear layers in the feed forward layers (basically,
MLPs) such that the modules get a sense of distance between the words. The
positional encoding is simply a vector for each word embedding and they are
summed together before going into the rest of the machinery, now injected with
information about relative positions within the sequence.

It is possible to use many different positional encoding functions, either a
fixed pre-encoded position or even a learned positional embedding like they
do in Devlin et al. (2018). In Vaswani et al. (2017) they suggest a relative
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3.1. The original architecture

Figure 3.1: An overview of the transformer-architecture. (Vaswani et al., 2017)

positional encoding based on either a sine or cosine function

PEsin
dmodel

(pos, i) = sin
(

pos

10000
2i

dmodel

)
, (3.1)

PEcos
dmodel

(pos, i) = cos
(

pos

10000
2i+1

dmodel

)
, (3.2)

where pos is the absolute position of the token in the sequence, and i is the
dimension of the positional embedding (i.e. the value in position i of the
vector). Here, dmodel is the dimension of the model, which in essence is the
dimension of the word embeddings – dmodel is also the dimension of all the latent
representations passed between the encoder and decoder layers, as well as the
final output embedding the model creates. This input/output representation
is now fed into the main part of the transformer, where the autoregressive
computations are done.

Attention with many heads

Here we will introduce the notion of attention, and how it is used in the
transformer-architecture. Attention within deep learning is a general concept,
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3. Transformers

first introduced and refined in Bahdanau et al. (2014) and Luong et al. (2015).
They showed that attention allows a recurrent model to focus on relevant parts
of the input sequence by learning a context vector with global level information
about a whole input sequence. This was also an attempt to alleviate the problem
of learning long term dependencies often present in recurrent neural network
architectures (Salehinejad et al., 2017).

The purpose of the attention module is to use a set of encodings (the
key, value and query) to include context into a sequence. Attention can be
described as mapping a set of key-value (K,V ) pairs and a query (Q) to an
output A. Conceptually, K,V,Q and A can be seen as vectors corresponding
to each word in the input sentence, however in practice they are matrices so
that computation over a sentence can be done simultaneously – therefore we
will use this capitalised notation. Essentially, A is computed as a weighted sum
of V , where the weight assigned to each value is computed by a compatibility
function (i.e. a dot product) of Q together with a corresponding key K (more
on this below).

Figure 3.2: A visualisation of the Scaled Dot-Product Attention (left) and the
Multi-Head Attention module (right). (Vaswani et al., 2017)

Figure 3.2 shows on the right the multi-head attention module, with a Scaled
Dot-Product Attention at its heart which is shown in detail on the left side in the
figure. Note that in Figure 3.1 the input to the encoder and decoder gets split
into three parts before going into the multi-head attention module; conceptually,
by following the figure, the input is simply copied into three matrices K,V
and Q. Then on the right in Figure 3.2 we can see the three matrices get sent
through a linear transformation, with the purpose of reducing the dimension of
each matrix. This is equivalent to sending the input/intermediate embeddings
directly through the transformation. Thus if we let the input to the system be
X ∈ Rn×dmodel , where n is the sentence length. Then K,V,Q can be created
through linear transformations of X, such that

K = XWK ,

V = XWV ,

Q = XWQ,

WK ∈ Rdmodel×dk ,WV ∈ Rdmodel×dv ,WQ ∈ Rdmodel×dk .
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3.1. The original architecture

However, we will not stick to this exact formulation later in (3.4) – the statements
above is simply to clearly explain the idea of projecting the input into keys,
queries and values. For now, let us assume K,V and Q are copies of the input
X.

The transformation matrices WK ,WV and WQ are learned via training.
Thus K,V and Q will be of dimensions (n × dk), (n × dv) and (n × dk) after
the linear transformation (in Vaswani et al. (2017) they use dk for both the key
and query vectors). Note also that when we get to the multi-head part later
the transformation matrices will each get a subscript because there will be h
attention layers in parallel within each module (hence the name multi-head), as
can be seen on the right side in Figure 3.2.

The Scaled Dot-Product Attention is defined as

Attention(Q,K, V ) = softmax
(
QKT

√
dk

)
V, (3.3)

where first the dot product between the queries and keys of dimension dk results
in a (n× n)-dimensional matrix, followed by a multiplication with the value-
matrix resulting in a matrix of dimensions (n×dv). This attention mechanism is
a scaled version of the one suggested in Luong et al. (2015), and was chosen over
the additive variant proposed in Bahdanau et al. (2014) due to the former being
faster and more space-efficient in practice with optimised matrix multiplication
code.

To recap, we project the same input into three different smaller pieces,
K,V,Q1. The purpose of these is to capture different aspects of the input:
when combined together in the attention calculation in (3.3), one aspect (the
query) of each word is essentially matched with another aspect (the key) of
every other word (and of itself) before being scaled with its final aspect (the
value) to produce the final attention.

Finally, we can talk about multi-head attention. As stated earlier, multi-
head attention is to perform h attention computations in parallel within each
multi-head attention module. I.e.

MultiHead(Q,K, V ) = Concat(head1,head2, . . . ,headh)WO,

where headi = Attention(QWQ
i ,KW

K
i , V W

V
i ),

(3.4)

WO ∈ Rh·dv×dmodel ,WQ
i ∈ Rdmodel×dk ,WK

i ∈ Rdmodel×dk ,WV
i ∈ Rdmodel×dv ,

and where i = 1, 2, . . . , h. We also remind that here Q,K and V are copies
of the input which get projected into the dk and dv space for each headi, and
concatenation of the heads are done along its second dimension such that they
become a matrix with dimensions (n × h · dv). By using several attention
layers like this, we allow the model to jointly attend to information from
different representation subspaces at different positions. For those familiar
with convolutional neural networks, this is akin to having multiple filters that
learn to look for different patterns (in e.g. images) (Krizhevsky et al., 2012).

1In the original transformer paper, we find no explanation as to why they are called
the key, value and query matrices. The names seem to come from similar concepts within
information retrieval systems. Where when searching for something via a search engine, it
matches the query the user inputs against a set of keys associated with candidate websites
and returns the best matched ones which are then the values.
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3. Transformers

More generally, multiple attention heads increases the expressiveness of the
transformer and has shown to lead to better results on various tasks (Vaswani
et al., 2017; Devlin et al., 2018).

In the decoder there are two multi-head attention modules, and in the first
of the two masked multi-head attention is performed. This happens by masking
out parts of the resulting dot-product before the softmax in (3.3) (see also
Figure 3.2 on the left). This is to prevent the attention-layer to attend to
following positions in the output sequence, because at inference the decoder
would not know about future outputs (when predicting a sequence, e.g. in
machine translation).

Notice also in Figure 3.1 that at the end of the encoder the latent output gets
passed to the decoder – this happens at the very last encoder layer – and it is sent
to every decoder layer. Additionally, the latent output from the encoder is split
into two parts V and K, which again are projections like in the Attention-part
of (3.4). More explicitly, if we let Z be the latent output from the final encoder
layer and M be the output from the masked multi-head attention module in
the decoder layer, then the attention in the second multi-head attention module
is calculated as Attention(MWQ

i , ZW
K
i , ZW

V
i ) for i = 1, 2, . . . , h.

Now we can explain the connections in Figure 3.1 that skip the (masked)
multi-head attention modules in both encoder and decoder (and the feed forward
layer, but we have not explained that yet). This is called a residual connection,
and was proposed in He et al. (2015) to help avoid the vanishing or exploding
gradient problem (Pascanu et al., 2012) – in essence, gradients go to zero or
infinity which in turn either halts the learning process or cause it to diverge
completely. This residual connection passes a copy of the input to the encoder,
directly to an add and normalisation layer, where the latter denotes layer
normalisation (Ba et al., 2016), defined as

µi = 1
m

m∑
j=1

Xi,j ,

σ2
i = 1

m

m∑
j=1

(Xi,j − µj)2,

LayerNorm(X) = Xi,j − µi√
σ2
i + ε

γ + β,

(3.5)

where Xi,j is the i, j-th element of the input, the first dimension represents the
token in sequence and the second dimension being the distributed representation
of the token. Here, ε is a small constant used to avoid division by zero, and
γ, β ∈ R are learnable affine transform parameters. Also note that layer
normalisation is an alternative to batch normalisation (Ioffe and Szegedy, 2015),
and there is a distinction between them, but we will not go into any details on
the latter here. Finally, the output of the add and normalisation layer is thus
LayerNorm(X + MultiHead(Q, K, V)), where the addition of X is the residual
connection.

At the end of both the encoder and decoder there is a feed forward layer,
defined as

FFN(x) = ReLU(xWFFN
1 + bFFN

1 )WFFN
2 + bFFN

2 , (3.6)

WFFN
1 ∈ Rdmodel×dff ,bFFN

1 ∈ Rdff ,WFFN
2 ∈ Rdff×dmodel ,bFFN

2 ∈ Rdmodel ,
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3.2. Bidirectional Encoder Representations from Transformers

where dff is larger than dmodel in Vaswani et al. (2017), and x ∈ Rdmodel is
the contextualised embedding corresponding to each position in the sequence.
In other words, the above is equivalent to a multi-layer perceptron using
one hidden layer and ReLU activation function, applied to each embedding
separately after the multi-head attention module. Furthermore, we note that
none of the weights are shared across layers, although the same FFN-module
applied to each embedding within each layer uses the same weights. As such,
the transformer model (pre-trained) variants are very large, with number of
learnable parameters ranging from hundred of millions to billions (Devlin et al.,
2018; Peters et al., 2018).

In Vaswani et al. (2017) they train their model to perform machine
translation, and thus they add a linear transformation layer followed by a
softmax to produce a distribution over output words. Generally, one can replace
this linear transformation with multiple linear layers (or even other model types,
such as a CNN or RNN) before the softmax. We will see this later in Chapter 6.
Moreover, this system was not designed specifically for pre-training – for that
we must turn to BERT, which we will introduce in Section 3.2.

This section we have explained the first proposed transformer architecture,
which is an encoder-decoder model. We have explained in detail how the
attention mechanism in the model works, and that it allows every position in
the decoder to attend over all positions in the input sequence – by this, since we
use attention in the encoder, it follows that the encoder possess self-attention as
well. This means that all the keys, queries and values come from the same place,
in this case, the previous layer in the encoder; i.e. every position in the encoder
can attend to all positions in the previous layer on the encoder. Furthermore
we partially have this self-attention property in the decoder as well, since each
position there can attend to all positions in the decoder up to and including
that position but not further due to the masking of future positions.

Self-attention is useful for multiple reasons: (1) we get lower computational
complexity per layer (see Vaswani et al. (2017)); (2) multi-head attention is
easily parallelisable; and (3) since self-attention works by combining aspects of
each word directly with every other word, we have very short paths between
even words which are far away from each other in a sequence – and this makes
it easier for the transformer to learn long-range dependencies (Hochreiter et al.,
2001).

3.2 Bidirectional Encoder Representations from
Transformers

A novel approach for creating contextualised language representation was
proposed in (Devlin et al., 2018), which is abbreviated as BERT. This technique
is made especially for pre-training a transformer-based language model to be
used in transfer learning settings, and we will explain how they do that in this
section and how it differs from the vanilla transformer described in the previous
section. At a high level, the purpose of BERT is to create word embeddings
to be used as features to auxiliary NLP classification models, e.g. our models
later will predict the presence of protest from these contextualised embeddings
created by a BERT type model.
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BERT is built upon several ingenious ideas within NLP research the last
couple of years. In (Dai and Le, 2015) they proposed ‘semi-supervised sequence
learning’, which in essence is sequential transfer learning, and gave rise to the
notion of pre-training within NLP which is relevant for BERT. As the name of
BERT suggests (in the theme of Sesame Street2), they were also inspired by
ELMo (Peters et al., 2018), another deep contextualised word representation
model based on a bidirectional recurrent neural architecture. We should also
mention the OpenAI transformer (Radford et al., 2019) which is closely related
to BERT, where they only use decoders from the transformer to create a
fine-tuneable (i.e. referring to the second phase of sequential transfer learning)
language model for downstream NLP tasks, but this is not ‘bidirectional’ like
BERT as we explain below.

The original transformer described in Section 3.1 with its encoder-decoder
architecture was designed specifically for the task of machine translation. For
pre-training however, it turns out, that only one module-type is needed; i.e.
either encoder or decoder-module(s), as we briefly mentioned with the OpenAI
transformer. The basis of BERT is therefore to pre-train a stack of encoders
only – which, they argue, is how they achieve a bidirectional language model
(similar to ELMo, mentioned above); since the multi-head attention in the
encoder module is not masked, the model is able to ‘read’ every input from
right to left and left to right. In Devlin et al. (2018) they present two model
sizes for BERT. There is a BERTBASE and a BERTLARGE – both models have
more encoder layers, larger latent and output representation sizes, and more
concurrent attention-layers (heads) than the original model.

Model Encoders Representation size Attention heads
Original transformer 6 512 8

BERTBASE 12 768 12
BERTLARGE 24 1024 16

Table 3.1: Comparison of the architectures of the original transformer (Vaswani
et al., 2017) with both BERT models (Devlin et al., 2018). Encoders correspond
to the number of encoder layers. Representation size is the number of dimension
of the context (and latent) embeddings. Attention heads means the number of
concurrent attention layers in the multi-head attention module.

In Table 3.1 we can see a comparison of different parameters of the
original transformer compared to the BERT models. Representation size is the
dimensionality of the produced context embeddings, i.e. for BERTBASE we have
dmodel=768. Since the BERT models do not have any decoder-modules, they
are therefore not included in the comparison. The table shows that the BERT
variants are quite huge relative to the original one, especially BERTLARGE with
its 24 encoder layers. According to the empirical results in Devlin et al. (2018),
bigger is better, as the large model has significantly superior performance on
different tasks. On the other hand, the large model also requires the user to have
a lot of computational resources (e.g. several high-end graphics processing units)
if one wishes to fine-tune it to some new task. Despite this, they also show that

2Sesame Street is an American educational children’s television series that combines live
action, sketch comedy, animation and puppetry.
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BERTBASE has performance slightly better than all previous state-of-the-art
results – and we will see later in Chapter 7 that models of this size gives us
good results for our task.

Subword, positional and segment embeddings

Before we move onto describing the language modelling objective of BERT,
we will explain the form of word embeddings present in the model, i.e. its
input/output representations. In Vaswani et al. (2017) they simply explain
that they use ‘learned embeddings’ when they convert word tokens from the
input and output to vectors of dimension dmodel (the input/output embeddings
also share weights), and one can assume this means they learn the embeddings
while training the model for machine translation. In BERT, they use WordPiece
embeddings (Wu et al., 2016), and limit the input sequence length (i.e. the
number of token/words) to T ≤ 512.

Up until now we have only mentioned word (and contextualised, however
that is a property independent of the token type) embeddings; however the
last couple of years has also brought forth researchers using character-level
representations (embeddings) (Ma and Hovy, 2016; Lample et al., 2016) followed
by subword embeddings (Bojanowski et al., 2017). The latter variants have
emerged as an alternative to handle out-of-vocabulary words, which has been a
challenge with the former type of modelling. For example, the pre-trained GloVe
(Pennington et al., 2014) ‘dictionary’ is huge and contains hundred thousands
of words; however, there will certainly come a time where we encounter a word
during training that is not present in this vocabulary (especially proper nouns).
To deal with this, GloVe simply assigns unknown words with random vector
values. This is not optimal, and might even confuse our models.

The idea with subword embeddings is thus to reduce the vocabulary size by
splitting up words into morphemes and affixes. For example, the word ‘cats’ can
be split into its root morpheme ‘cat’ and affix ‘-s’. Another example is to split
‘subword’ into ‘sub’ and ‘word’. This is the idea behind subword embeddings,
and WordPiece is a word segmentation algorithm to produce such embeddings.
The algorithm was first introduced in (Schuster and Nakajima, 2012) to solve
a Japanese/Korean problem for the Google speech recognition system, but
adopted to solve a machine translation task in (Wu et al., 2016).

In essence the algorithm works by forming subwords and merging them
if it leads to increased likelihood of a 1-gram language model (i.e. objective
(2.3) from Section 2.1) with respect to the training data. Thus, to train a
WordPiece model one must start with large enough training data. For BERT
they use the BooksCorpus (800 million words) (Zhu et al., 2015) and text
passages from English Wikipedia (2500 million words). Next step is to choose
a desired vocabulary size (30,000 in BERT), and then split words to sequence
of characters before building the 1-gram language model. Due to this, BERT
comes with a pre-trained tokenisation module which encodes and decodes text
to this format. Let us look at an example:

• Sentence: ‘Here is the sentence I want embeddings for.’

• WordPiece tokenisation: [‘here’, ‘is’, ‘the’, ‘sentence’,
‘i’, ‘want’, ‘em’, ‘##bed’, ‘##ding’, ‘##s’, ‘for’, ‘.’]
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In the tokenised sentence above the ‘##bed’ token is a subword of ‘embeddings’,
and in this case is part of the context of ‘embeddings’ – however the same
token can be used for all other cases where ‘bed’ occurs, such as when it is
used to describe a thing one sleeps on. As a result, rather than finding a
lot of out-of-vocabulary words (although they might still happen), words are
mostly decomposed into subwords and even character tokens in some cases.
This helps a lot with alleviating the use of some ‘unknown’ word token as a
catch-all for unknown words, and consequently will help retain some of the
contextual meaning of the original word as it gets passed through the transformer
architecture.

Furthermore, after performing WordPiece tokenisation, the BERT tokeniser
adds some special tokens to the sequence. The first token is always a classification
token ‘[CLS]’, which is included specifically for downstream classification tasks;
the final hidden state of BERT corresponding to this token is used as an
aggregate sequence representation – and we will use this later in Chapter 7.
The second special token is the ‘[SEP]’ token, used to separate two sentences,
and its use will become apparent in the section below. At the end of the whole
input sequence another ‘[SEP]’ is added to denote end-of-sequence. During
inference, if the input is not a sentence-pair, the input is encoded to begin with
‘[CLS]’ and end with ‘[SEP]’.

Note also that in the original transformer there was also the addition of
positional embeddings to inject information about absolute or relative position
between the words. In BERT this is done by using learned positional embeddings;
otherwise it is the same – a vector of size dmodel is added to the WordPiece
embedding.

Finally, BERT also uses what is called segment embeddings, and this is
closely related to the concept of next sentence prediction which we will describe
below. Since the input to BERT during language modelling training (more
details on this below) is a pair of sentences, a learned embedding is also added
to each token to indicate whether they are from sentence A or sentence B –
thus there are only two different vectors that make up the segment embeddings.

Language modelling with BERT

Here, we return to the modelling objective of BERT. Recall that the OpenAI
transformer (Radford et al., 2019) gave us a fine-tuneable pre-trained model
based on a stack of transformer decoders. Furthermore, we know that what was
unique for the decoder module was the masked multi-head attention module,
which cloaked all ‘future’ tokens from the current token’s point of view when
it came to attention. Thus, the OpenAI model is only a forward language
model. As we hinted to in the beginning of Section 2.1, we might want a model
to look at all preceding and succeeding words – and this was the idea of the
bidirectional model with ELMo (Peters et al., 2018). In BERT they implement
the same property by only using a stack of encoders, because as we recall in the
encoder module’s attention, the token in every position attends to the words in
every other position.
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The masked language model objective

Despite the above, one can not simply only use a stack of encoders and train
a neural language model with the objective of predicting the next word. This
is because in the encoders’ attention modules, this would still allow words
to ‘see’ each other indirectly when they calculate attentions, and this would
be considered ‘cheating’ if we were to attempt to predict the next token in a
sequence (the model would be too biased toward the ground truth). To solve
this, the BERT method proposes one of two (more on the second one below)
language modelling objective.

The masked language model objective is to randomly mask some of the
input embeddings and predict the masked tokens, using a cross-entropy loss to
penalise the model’s predictions. In their experiments they randomly (using
uniform sampling) replace 15% of all WordPiece tokens in each input sequence
with a ‘[MASK]’ token; and this is done once during data preprocessing. Thus
the final contextualised embeddings corresponding to the masked tokens are fed
into an output softmax over the vocabulary as in standard language modelling.
However, a downside to this is that it creates a discrepancy between pre-training
and fine-tuning, since the ‘[MASK]’ token does not appear during fine-tuning
(i.e. in a transfer learning setting). To alleviate this, they do not always
replace ‘masked’ words with the ‘[MASK]’ token; instead, when the training
data generator chooses 15% of the tokens to mask, one of three things might
happen: if the i-th token is chosen, the token is replaced with (1) the ‘[MASK]’
token 80% of the time, (2) a random token 10% of the time, and (3) the token
is ‘replaced’ with itself 10% of the time.

Next sentence prediction objective

Since BERT is constructed specifically for pre-training and fine-tuning, this
also means that the model should be as ‘intelligent’ as possible to be able to
handle a range of downstream tasks. Examples of more complex tasks are
Question Answering (QA) and Natural Language Inference (NLI), which in
essence are based on understanding the relationship between two sentences.
For example, in QA one might want the answer to the question ‘where is
the Eiffel Tower located?’ conditioned on the sentence ‘the Eiffel Tower is a
wrought-iron lattice tower on the Champ de Mars in Paris, France.’ While in
NLI the goal is to relate a hypothesis (sentence 2) to a premise (sentence 1)
by answering whether the hypothesis is true (entailment), false (contradiction)
or undetermined (neutral); e.g. if the premise is ‘a soccer game with multiple
males playing’ and the hypothesis is ‘some men are playing a sport’, then the
latter would be an entailment.

Thus, the second objective of BERT which is called next sentence prediction
(NSP) addresses the problem of relating two sentences. This is also why BERT
uses segment embeddings and the ‘[SEP]’ token (as well as a usage for ‘[CLS]’).
NSP is a binary classification task, where given two sentences A and B, the
objective is to classify whether B is the actual sentence following A. This is
done by, when choosing sentences A and B as a pre-training example, 50% of
the time B is the actual next sentence that follows A and 50% is a random
sentence from the training corpus. If B is the actual next sentence, it gets an
‘IsNext’ label, otherwise it gets a ‘NotNext’ label. During training, the output
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embedding corresponding to ‘[CLS]’ is used to perform NSP, e.g. the ‘[CLS]’
contextualised output embedding is fed through a feed forward network (or any
sort of binary classifier) with a binary output.

Wrapping up BERT

With this, we have now explained the vital aspects of BERT. There are still
several topics one could delve deeper into, since BERT can be applied to a
range of different tasks. We will later in Chapter 6 use BERT (actually, we will
use DistilRoBERTa which is explained in Section 3.4) for classification tasks,
but as demonstrated in their paper the models can be used for tasks such as
QA with both long and short answers or choosing a plausible continuation to
a sentence amongst several choices. Since hardware resources can be a huge
limitation for some, it is possible to use BERT without having to fine-tune the
whole model. This is done by simply using the model as a feature extractor
for the contextualised embeddings, and using these embeddings as features for
some downstream model – this way we do not have to compute gradients for
all the parameters in BERT; on the other hand, this eliminates the model’s
capacity to adapt to a new data domain.

Furthermore, there are also some details around pre-training of BERT which
we have excluded, such as choices of hyperparameters and optimisation technique.
Some of these details include the fact that BERT is trained for 1,000,000 steps
(about 40 repeated passes over the training data) using Adam optimisation
technique (Kingma and Ba, 2014), learning rate warmup (Liu et al., 2019a)
and a batch size of 256. We defer an explanation of the optimisation technique
to Section 6.3 where we describe our experiments on the protest classification
task. Another detail left out is that BERT uses the GELU activation function
(Hendrycks and Gimpel, 2016) in the feed forward modules, defined as

GELU(x) = 1
2x
(

1 + erf
(
x√
2

))
, (3.7)

where erf(x) is the error function

erf = 1√
π

∫ x

−x
e−t

2
dt, (3.8)

which in practice is approximated using a specific hyperbolic tangent function.
The GELU activation is a detail of the BERT models and will not be used
explicitly later in Chapter 6 when we build on top of the BERT variant mentioned
below, but is mentioned because it very well can be tested as an alternative
hyperparameter to choose.

Finally, BERT – like the original transformer, as well as its derived
variants below – uses dropout regularisation between sub-layers, with a dropout
probability of 0.1, which is explained in detail in Section 5.1.

3.3 Robustly Optimised BERT Approach

The RoBERTa models are, as the name implies, based on the BERT models with
minor modifications and tweaking of hyperparameters. In Liu et al. (2019d)
the alterations, experiments and results are presented. In short, the main
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modifications include: (1) training the models longer, with larger batches and
more data; (2) removing the NSP objective; (3) training on longer sequences;
and (4) dynamically changing the masking pattern applied to the training data.
Otherwise the model architecture is fixed to be the same as both BERTBASE
and BERTLARGE, as presented in Table 3.1.

Firstly, we will address RoBERTa’s pre-training dataset: the BooksCorpus
(Zhu et al., 2015) and English Wikipedia, making up 16GB of data in BERT, is
extended with Cc-News, a (English) subset of the CommonCrawl3 News dataset
(Nagel, 2016) of about 76GB; the OpenWebText (Gokaslan and Cohen, 2019),
an open-source recreation of the WebText corpus described in Radford et al.
(2019), essentially 38GB of web content extracted from URLs shared on Reddit4;
and finally RoBERTa uses the Stories dataset of about 31GB introduced in
Trinh and Le (2018), which is a subset of CommonCrawl filtered to match the
style of Winograd schemas (Levesque et al., 2012). An example of the latter
would be the sentence ‘the trophy did not fit into the brown suitcase because
it was too big.’ For humans, working out what ‘it’ refers to here is quite easy;
but for a computer this is not, and that is the essence of what the Winograd
schema tries to capture, by making context important.

Thus, RoBERTa uses about 160GB of pre-training data. While BERT
trained for 1,000,000 steps with a batch size of 256, which they point out is
equivalent to training for 100,000 steps using a batch size of 8,000, to pre-train
RoBERTa they end up training for 500,000 steps with the 8K batch size. This
by itself leads to an improvement over BERT on a range of QA and NLI tasks.

The second and third points involve dropping the NSP objective of adding
an auxiliary binary classification task to the input sentence pair. This means
that sentence pairs as input are not needed anymore, and they combine this
with using, on average, longer and more semantically connected sequences. In
BERT, sentences are sampled randomly from documents, which are a collection
of sentences pertaining to a specific context – e.g. one document could be an
article or a book; and the dataset is thus a set of documents. With the NSP
objective, half of the time both sentence pairs would be from the same document
(second sentence would then have the label ‘IsNext’) and half of the time one
sentence would come from another document (second sentence would then have
the label ‘NotNext’). In RoBERTa, since NSP is omitted, they instead let
the inputs be whole documents themselves; and cap at a sequence length of
T = 512. Some input will have length less than T , but on average most of the
input will be longer sentences compared to BERT. By removing NSP, they find
that the model’s performance either matches or slightly improves on a range of
downstream tasks.

Finally, recall that in BERT with the masked language model objective,
masking of tokens is performed as a preprocessing step. Additionally, the data
is duplicated ten times before masking, so that the same training example
is not seen more than four times during training. With dynamic masking in
RoBERTA, the masking pattern is generated with the same rules as for BERT,
however it is performed every time an example is fed to the model during
training. As before, they find that this approach results in comparable or

3CommonCrawl.org is an organisation that crawls the web and freely provides its datasets
to the public.

4Reddit.com is an American news aggregation, web content rating and discussion website.
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slightly better performance on downstream tasks.
There is one more minor change in RoBERTa that we have not mentioned,

which is that the models use Byte-Pair Encoding (BPE) (Sennrich et al., 2015b),
an alternative embedding representation in place of WordPiece. The BPE
tokenisation is quite similar to WordPiece, and the main difference is how they
generate a new subword. While in WordPiece this is based on the likelihood
of a 1-gram with a language modelling objective, in BPE the generation of a
new subword is based on frequency. Otherwise the algorithm for generating the
model is the same. In their RoBERTa experiments, there is not much difference
in performance between using BPE and WordPiece, however the reason is it
used is because it has been shown in Radford et al. (2019) that using a BPE
model with a vocabulary size of 50,000 unique tokens can encode any input text
without introducing any ‘unknown’ tokens. Thus, by using BPE embeddings,
RoBERTa does indeed become a ‘robust’ model with respect to being able to
process any input word.

3.4 Knowledge distillation

A problematic aspect of BERT and RoBERTa is that they are huge: BERTBASE
and BERTLARGE have 110 million and 340 million parameters (Devlin et al.,
2018), respectively; and the RoBERTa models have 125 million and 355 million
parameters (more than BERT due to larger BPE vocabulary) (Liu et al., 2019d).
This leads to high computational memory requirements, which is unfortunate
for the fine-tuning phase – because a large part of the reason why we want
pre-trained models, is that we lack the hardware resources in the first place.

Through knowledge distillation (Buciluǎ et al., 2006; Hinton et al., 2015) we
are able to produce leaner transformer models which retain up to 99%5 of the
original model’s performance. It is a compression technique in which a larger
model, the teacher, or an ensemble of models, is used to train a compact model,
the student, to reproduce the behaviour of the teacher. This provides a great
alternative to those dependent on pre-trained models in a hardware-limited
setting, but also opens up for being able to process such models in a distributed
system where devices are mostly detached and on the boundary of the system,
rather than always being connected to some centralised system (also known as
edge computing (Shi et al., 2016)).

Recall that in the various language modelling objectives we have seen
previously, a model is trained to predict an instance class (i.e. one of many
possible words in a vocabulary) by maximising the likelihood of the true
target. The standard approach in supervised learning involves minimising the
cross-entropy between the model’s predicted distribution over words and the
categorical empirical distribution of the training labels. If we now imagine the
prediction of a language model performing well on a training set, we expect it
to have high probability on the correct word and near-zero probabilities on the
other words. However, some of those near-zero probabilities will still be larger
than others and might indicate the generalisation capacity of the model and
how well it will perform on an independent test set it has never seen before.

5See https://github.com/huggingface/transformers/tree/master/examples/distillation for
up-to-date performance numbers.
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At the core of knowledge distillation are two components: (1) an unlabelled
‘pseudo’ dataset and (2) a distillation loss. In general settings, the unlabelled
‘pseudo’ dataset is often a dataset created by the teacher model by having it
label a large amount of previously unlabelled data if such data exists. In Buciluǎ
et al. (2006) they demonstrate how to generate such data instead, through
random sampling and by estimating full joint probability distributions before
sampling the data. Within NLP, we do not have the same problem, because all
textual data used for pre-training is essentially unlabelled.

The second component of knowledge distillation involves adding a distillation
loss to the main objective’s loss. In Hinton et al. (2015) they propose a softmax-
temperature

pi = exp(zi/T )∑
j exp(zj/T ) , (3.9)

where pi is the estimated probability for class i, zi is the unnormalised score for
class i, the temperature T controls the smoothness of the output distribution,
and for i = 1, . . . ,K the number of target classes (e.g. K = |V| when targets
are words in a vocabulary). This produces soft output probabilities, and if we
compare this softmax function with (2.9), we can see that T = 1 in the latter
(usual) case. The student is thus trained with a distillation cross-entropy loss
over the soft target probabilities of the teacher, i.e.

Lkd
ce =

K∑
i

ti · log(si),

where ti and si are the softmax-temperature probabilities of the teacher and
student, respectively. During training, the same temperature T is applied to
the student and teacher, while at inference T is set to 1 to recover a standard
softmax probability distribution.

The final training objective during knowledge distillation is then a linear
combination of the loss Lkd

ce and the standard (masked) language modelling loss
(in the case of BERT) Lmlm

ce equivalent to (2.10).

The Distil* models

Finally, we have explained almost every giant along the way (one left) whose
shoulders we stand on; and thus we arrive at the model type we will be applying
to our empirical experiments in Chapter 6. Using the knowledge distillation
techniques explained above, the DistilBERT model is presented in Sanh et al.
(2019) as a compressed version of BERT which retains 97% (99% as of September
2019) of the original model’s performance while having 40% less parameters
and being 60% faster. Using the same technique, they have later also created
a DistilRoBERTa and other distilled models in various languages – in the
following section we will refer to the knowledge distilled BERT models as one
family under the name Distil*; and DistilRoBERTa is the model we will use in
Chapter 6.

In the setting of knowledge distillation, Distil* is the student and
(Ro)BERT(a) is the teacher. The architecture of Distil* has been chosen in a
way to reduce the number of parameters as much as possible, without reducing
performance correspondingly. Table 3.2 shows the difference in architecture
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between the BASE variants of the BERT models, and we can see that the Distil*
variants have half the number of encoder layers compared to the teachers – this
is the main way to reduce the number of parameters in the left-most column.

Model Encoders Representation size # heads # params
BERT 12 768 12 110M

RoBERTa 12 768 12 125M
DistilBERT 6 768 12 66M

DistilRoBERTa 6 768 12 82M

Table 3.2: Comparison of the architectures and number of parameters of the
BASE variants of BERT, with the distilled variants. Number of parameters are
in millions.

To train the Distil* models, the best practices proposed in Liu et al.
(2019d) have been applied. This means that Distil* is trained on large
batches (up to 4,000 examples per batch), using dynamic masking and without
the NSP objective. Thus the main difference between e.g. DistilBERT and
DistilRoBERTa is that the former uses WordPiece embeddings and the latter
uses BPE embeddings. Furthermore, they add a third loss criterion, the cosine
embedding loss

Lkd
cos = 1− cos(sr, tr), (3.10)

where the second term is the cosine similarity defined in (2.13), and sr and tr
are the contextualised embedding produced for each input token for the student
and teacher model, respectively. This loss is added because it tends to align
the direction of the embeddings produced by the student with the teacher, in
other words we want the relative vector directions to be similar – the ‘meaning’
captured in the embeddings should correspond well.
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CHAPTER 4

The data

This chapter describes the data used to train the models from Chapter 6. The
data comes from the work of Hanna (2017), which we will also summarise here;
specifically we explain their data sources and labelling work, and the process
we apply to their data in order to obtain datasets suitable for the models and
problems described in Chapter 3 (and Chapter 6). We structure the chapter as
follows:

• In Section 4.1 we will give an overview of the work in Hanna (2017).

• In Section 4.2 we go into the tasks they set out to achieve, and which will
be the focus of this thesis.

• Then in Section 4.3 we go more into these tasks with some analysis
around the descriptive statistics of the data, before we describe how data
is processed for our application.

• Going into Section 4.4, we will within a statistical framework motivate
why we need to split our data into a training and test set, before describing
different data splitting schemes.

• We end this chapter with Section 4.5, where we proceed to describe some
data augmentation techniques we tested in order to increase the amount
of training data.

4.1 Background: the MPEDS and protest event data

In Hanna (2017) they describe and develop the Machine-Learning Protest Event
Data System1 (MPEDS), a system to automatically code protest event data. This
is the ‘who, what, when, where, why and how’ of collective contentious activity2.
In other words, social movement scholars want to know who is protesting (and
against whom), what claims they are making, when they demonstrated (in
time), where it happened (location), why they did it and how they did it (which
methods were used).

The protest event data is used to study different aspects within social
science. Examples from social movement scholars include the beginning of

1The system is open-source and available at https://mpeds.github.io/.
2Contentious politics is the use of disruptive methods to make a political point, or to

change government policy. Collective contentious activity is thus about the methods social
movements use.
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ethnic and nationalist violence (Olzak, 1989, 1994; Beissinger, 2002) and
innovation by social movements organisations (McAdam and Su, 2002); and
within political science, protest event data is used for political forecasting of
instability (Goldstone et al., 2010) and the study of outbreaks of political
conflict and violence (Brandt et al., 2011; Schrodt et al., 2013).

In general, academics within social movements have relied on newspapers
as records of political and protest events (Hanna, 2017). Accordingly, MPEDS
sets out to improve the labour demanding procedure of having human coders
review documents and texts from news sources for information about protests.
MPEDS is a computer tool consisting of NLP and machine learning models,
as well as a set of protocols used by human coders at a preliminary stage.
To achieve automation, the system needs training data. Thus, MPEDS as a
software system comes in two parts: the MPEDS Annotation Interface3 (MAI),
a computer-assisted interface used by human coders to create training data;
and the MPEDS as a predictive system4 with the goal of identifying protest
events in new data sources. Although MPEDS is created specifically for protest
event data, the annotation interface can also be used to develop other types of
event datasets.

MPEDS data basis

Prior to the modelling phase of the MPEDS. When the models were built and
trained, the project collected news data from twelve different sources, including
local and national US newspapers and news wire services. These articles were
then perused by human coders who labelled each article with the ‘who, what,
when, where, why and how’ aspects of the protest event, if they occurred and
were relevant – and this were done through MAI.

An overview of the sources and the number of articles including protest
events (as labelled by human coders) can be seen in Table 4.1. For most of the
sources, articles were sampled in a time period from the beginning of 1995 to
the end of 2010, with the exception of two sources in which earliest articles
were dated from 1987. Most articles were obtained through different datasets,
and the rest were downloaded from LexisNexis5.

Dynamics of Collective Action6 (DoCA) is a protest event dataset created
by researchers at Stanford, and was treated as a potential dataset – however,
in Hanna (2017) they have a stricter definition of a protest event (see below)
and therefore did not include the data for other tasks, and furthermore DoCA
articles come from the same source as some of the others listed in Table 4.1
such that there might be some overlap. In this thesis, we rely solely on the data
produced by the human MPEDS coders.

As for the other sources, The New York Times articles were sampled from
The New York Times Annotated Corpus (Sandhaus, 2008), which contains
articles written and published by The New York Times between 1987 and 2007,
and have been tagged with information about persons, places, organisations
and more metadata (although not related to nor directly useful for protest

3Available at https://github.com/mpeds/mpeds-coder.
4Available at https://github.com/MPEDS/mpedshttps://github.com/MPEDS/mpeds.
5LexisNexis is a corporation providing computer-assisted legal research, and has one of

the world’s largest electronic database for legal and public-records related information.
6Available at https://web.stanford.edu/group/collectiveaction/cgi-bin/drupal/.
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Source Total Protest
Agence France-Presse (AFP) 4131 678

Associated Press Worldstream (APW) 3891 483
The Washington Post (WPO) 3413 332

USA TODAY (USA) 903 84
Austin American-Statesman (AUS) 663 38

The New York Times (NYT) 3051 162
Omaha World Herald (OMA) 784 32

The Atlanta Journal and Constitution (ATL) 1350 55
Dynamics of Collective Action (DoCA) 50266 1079

Table 4.1: An overview of the data sources used to sample articles to the
MPEDS. In Hanna (2017), human coders labelled different aspects of the data,
whereas the number of protest events is listed here per source.

event data); and Agence France-Presse and Associated Press Worldstream were
sampled from the Annotated English Gigaword (Napoles et al., 2012).

An important point to mention is that during this data collection phase, the
MPEDS project uses a specific search string to either search for (in LexisNexis)
or filter out articles after sampling (The New York Times Annotated Corpus and
Annotated English Gigaword). The purpose of the search string is to narrow
down the number of articles in a way that is also as inclusive as possible. Thus
the search string is a series of logical ‘or’ expressions, conjoined by keywords
which are mostly followed by a Kleene operator, i.e. the ‘*’ construction often
used in regular expression to match the preceding character zero or more times.
Some examples of keywords followed by the Kleene operator used in the search
string is ‘boycott*’, ‘strik*’, ‘mobiliz*’, or examples without the operator are
‘press conference’, ‘rally’ and ‘sit-in’. Because of this, one might argue that
some bias is introduced to the data, in a way which skews the distribution of
the language towards these keywords.

Finally, in the MPEDS, a protest event is defined in a specific manner:

• The event must be associated with some form of claims-making and
expression of dissatisfaction, i.e. there must be a message that endeavours
to influence social change, policies, or actions by major institutions.

• The event must have sufficient data for coding, meaning there must be
information about location and date, either in the past, the present or
some planned future event; and it must occur in public.

• Finally, it must be the case that some of the involved actors are non-
institutional, e.g. some LGBTQ or women’s rights organisations or
worker’s union, and not only e.g. government officials or parties, university
and business owners.

A more detailed definition can be found under the appendices in Hanna (2017).
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4.2 The annotated data

We will now explain the annotations produced by the human coders of the
MPEDS project. First of all, an article could may been coded by multiple
human coders, so there is some sense of ambiguity in the labels, which is natural
for qualitative tasks. This is problematic in the supervised learning setting,
where we want to learn a function (i.e. a neural network in our case) f(X) = y,
requiring that the exact same X does not map to several different values of y.
Due to this variability amongst coders, we must decide how we set the ground
truth during preprocessing of the data – and how we decide will differ depending
on the task; which we will explain in the two following subsections.

Secondly, the data also includes some metadata about the coding process.
Among other things, the metadata (might) contain free-text comments by each
coder, and the location in the text the coder looked at when they annotated
each task. For the latter, an example can be when the coder labels the size of a
protest: while the label itself is a string, e.g. ‘thousands of people’, the location
in text is on the format sentence-start-end, i.e. the sentence number, start
and end word in the sentence. This metadata about the location in text has
been useful for our work in preprocessing the text (as we will see in Section
4.3).

Finally, we have the annotations itself for a range of different tasks defined
in Hanna (2017). For our work, we will only focus on a selected number of
tasks, which we will highlight in more detail further below, however we briefly
describe all the available tasks here. Roughly, there are three groups of tasks
defined by the MPEDS project: (1) the haystack task, (2) close-ended coding
and (3) open-ended coding.

• In the haystack task, the objective is to determine whether a given body
of text contains a protest event. This is a binary classification problem,
and as the name suggests is akin to finding the needle in a haystack –
most bodies of text online will most likely not be about a protest event,
but they are the ones we want to find.

• For the close-ended coding, there are three sub-tasks, all of them being
multiclass classification problems:

◦ The task of classifying the main issue of the protest event, i.e. the
protester’s principal concern and why they complain.

◦ The task of classifying the form of the protest event, i.e. how the
demonstrators chose to display their act of grievance.

◦ The task of classifying the target of the protest event, i.e. what the
subject matter of the claims made by the protesters is.

• The third group of tasks is the open-ended coding, which is slightly more
heterogeneous and complex. We will not tackle these problems in this
thesis, but still include a description of them:

◦ One of the objectives here is to predict the size of the protest
event. In Hanna (2017) they attempt to solve this through pattern
matching; and there are several methods one could attempt using
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machine learning, such as posing this as a regression problem or as a
reinforcement learning problem (Kaelbling et al., 1996).

◦ There is also the problem of determining the location of the protest,
which is a named entity recognition (NER) task (Grishman and
Sundheim, 1996). In NER, the aim is to identify the names of all the
people, organisations and geographic locations in a text. Oftentimes,
a gazetteer, which is essentially a preset dictionary of geographical
names, is used in combination with NER (Nadeau and Sekine, 2007)
– this is also used in Hanna (2017) for this task.

◦ The final task is the problem of finding organisation names, i.e.
who are the actors involved in the protest event. Like the previous
sub-task, this is natural to pose as a NER task.

In this thesis, we will focus on the haystack task and the close-ended coding,
thus Chapter 6 will do modelling around these tasks.

4.3 Analysis and data preparation

When working with lengthy textual data and embedding-based models, one
will quickly come to the realisation that the memory requirements needed to
process the data explodes swiftly. The per layer complexity of a transformer
layer is O(n2 ·dmodel) (Vaswani et al., 2017), where n is the sequence length and
dmodel is the dimensionality of the word embeddings. Although this does not
necessarily correspond directly to memory usage, which is difficult to estimate in
large models such as the BERT types, it does imply that memory requirements
potentially scale in a quadratic manner – because when using GPU computations
(as we do, and is pretty much required for this much data), the embeddings and
computations done must be held in memory at runtime. Furthermore, during
training we must also compute and store gradients, which further increases
memory requirements. Thus in summary, we must limit the length of the
articles.

Minimum length Maximum length Mean length
31 21,036 788.5

5-percentile 50-percentile 95-percentile
148 641 1,842

Table 4.2: Descriptive statistics of the article lengths in the data provided by
the MPEDS project.

In Table 4.2 and 4.3 we get an overview of the sequence lengths of the
articles collected by the MPEDS project. Figure 4.1 shows the distribution of
articles with length less than 2,000. As we can see, most of the articles are very
long, i.e. the majority of them are between 500 and 1,000 tokens in length. For
most applications and hardware setups, this is still too much. Thus, although
we have over 30,000 articles as our data basis, we inevitably have to settle for
much less data.
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Figure 4.1: Histogram over the article lengths in the data provided by the
MPEDS project.

Length Amount
0 - 149 1,721
150 - 299 3,987
300 - 499 6,395
500 - 999 13,702

1,000 - 1,499 4,742
1,500 - 1,999 1,444
≥ 2,000 1,343
Total: 33,334

Table 4.3: Breakdown of the article
lengths in the data provided by the
MPEDS project.

While this limitation in article length
might seem like an unrealistic restric-
tion, because in practical applications
we might want a model that is able to
parse through many articles of variable
length, this constraint only need to be
the case during training. The explana-
tion is that the system requires feedback
in the form of error propagation during
(supervised) learning, i.e. for every piece
of text the model is presented with, we
must know beforehand whether that por-
tion of text reveals information about a
protest event or not. However, during
inference (when we make prediction on
new data) this is not necessary, because
we can let the model ‘scan’ through an article piece by piece. Moreover, at
inference time the model does not need to compute and store gradients, thus
we can process longer sequences; and additionally we might only do predictions
one at a time in practical applications (or in much smaller batches).

The question now is how we choose to limit the data based on the article
length. We must also keep in mind that most of the data here does not include
a protest event (see the next subsection), as defined in Hanna (2017), and as
such the signal from those events during training is even much less. We will do
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this based on some of the metadata, but we will come back to this after looking
at the class imbalance of the haystack task.

The haystack task

We will now look at the annotations produced by the MPEDS project with
respect to the haystack task, that is, the binary classification problem of whether
an article contains mention of a protest event. As stated in Section 4.2, several
of the same articles have been annotated by multiple human coders, and in
many cases there is disagreement between the coders.

To deal with this, we go by the rule of labelling an article as containing a
protest event if 50% or more of the coders agree in their annotations. By this
rule, in the cases where there are ‘only’ two coders on the same article, and if
they disagree, we believe the one who has annotated it as involving a protest
event. Although this might not always be the ground truth, we hypothesise
that it will still be a useful signal to the model during training – especially
considering the fact that even humans disagree; but as long as someone labels
the article as concerning a protest, there should be some information there.

Count
Protest 3,089

Non-protest 21,862
Total: 24,951

Table 4.4: Overview of the labels in
the haystack task.

In Table 4.4 we can see the distribu-
tion of the haystack task after applying
the above rule on the MPEDS data. The
discrepancy between the number of total
articles in Table 4.4 and Table 4.3 we
believe is due to not every article has
been annotated during the data collec-
tion phase of the MPEDS project. De-
spite this, there is still a large amount of
data, and we still have to limit it; as we
will see in the next subsection. Neverthe-
less, Table 4.4 also shows that we are working with relatively imbalanced data,
as the protest events make up about 12% of the labels.

5-percentile 50-percentile 95-percentile
Protest 121 527 1,429

Non-protest 156 668 2,008

Table 4.5: Some selected quantiles of the articles lengths within each haystack
class.

To make sure that the distribution of the data with respect to the article
lengths, within each class, is still the same as before (and similar between the
classes), we can look at the descriptive statistics for the two classes. This is
shown in Table 4.5, where we can see that the quantiles are very similar with
the difference being that the negative class (i.e. non-protest) might have a larger
tail. Figure 4.2 shows the distribution of the article lengths of each class. Note
that the y-axis is on a logarithmic scale in order to be able to compare them
conveniently in the same plot; and we do not care much for the actual counts
of each class here, since we are mostly interested in observing if the length
distributions are similar – which they seem to be.
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A caveat here is that we have also truncated the data in Figure 4.2, such that
only articles with length below 2,000 tokens is included. However, this is not
problematic since we will also have to reduce the data to shorter articles later.
The reason we are interested in similarity between distributions, is because we
want to make sure there is as little bias as possible in the data, and this is one
aspect we can be sure does not induce bias – otherwise, one could run the risk
of the model picking up on false structures in the data, i.e. making predictions
based on something simpler and non-occurring in practice, for example the
article lengths being the deciding factor because the model learns that only
articles of a specific length contain mention of protest (Thesing et al., 2019).

Figure 4.2: A histogram over the article lengths within each haystack class,
with a logarithmic scale on the counts for visual comparison. Here we have
truncated the data, such that only articles with length below 2,000 is included.

Since the classes are not well balanced, we will therefore not have an
abundant amount of data for the positive (protest) class. This might become a
problem in certain low resource settings, and we will accordingly attempt some
data augmentation techniques (Section 4.5) to increase the number of training
data points and re-balance the classes.

Preprocessing the data

We will now move onto the issue of long documents. First we must decide
on a maximum length for the articles due to hardware limitation; shorter
articles will mean we can use a larger batch size during training, which is often
associated with better performance (Section 6.3). The choice of length might
seem arbitrary, as it is difficult to get a grip on what is optimal within a limited
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resource setting, however from preliminary testing we choose to experiment
with four different maximum lengths: 150, 175, 200 and 225 token limits.

Before capping the data by article lengths, we would like to get the most out
of it. Ideally, we would want to compress the data so that information about
the protest event is contained within the chosen length. Nevertheless, this is
not achievable in every case, but we can do a best effort based on the metadata
included by the human coders. Specifically, we can use the information about
which sentence in the article the coder looked at when they added an annotation
for a task.

To do this, for every article with length exceeding the maximum length,
we take the first and last sentence marked by any coder to include useful
information, and strip off everything else on each side. However, to mitigate
the potential introduction of bias, i.e. the model picks up on the fact that every
protest event is identified by e.g. the second sentence of the article, we include
sentences before the first and last metadata annotation in an iterative manner
until the maximum length is reached.

For example, if a coder looked somewhere in the second sentence to decide
the form of the protest, and another coder (or the same) considered the fifth
sentence to decide the target of the protest, we compress the article to consist
of the second to fifth sentence. Then, if the maximum length has not been
reached, we include the first sentence, followed by the sixth sentence, then the
seventh (since we reached the beginning in the other end), and so on.

Since we apply the above rule only to articles that mention a protest event,
we inevitably ruin the correspondence in distribution between the classes. To
alleviate this, we split every long non-protest article on sentence boundaries
(i.e. full stops), and build them up in an iterative manner and sort them into
buckets of different lengths. We then sample articles from this set so that the
ratio between protest and non-protest articles is the same as before (i.e. 12%
protest articles), and to not ruin the innate distribution within each class.

Length Protest Non-protest
225 1,545 10,935
200 1,263 8,939
175 935 6,618
150 610 4,318

Table 4.6: Distribution of labels for
the haystack task after preprocessing
the articles and truncating based on
different maximum lengths.

By applying this process, we are left
with preprocessed data which we sum-
marise in Table 4.6. Unsurprisingly, the
amount of data decreases with the maxi-
mum length. Compared to Table 4.4, we
cut the number of positive examples in
at least half by truncating the lengths.
However, this is necessary, and the hope
is that with pre-trained models this will
not be a problem.

Close-ended coding

As we established in Section 4.2, besides dealing with the haystack task, we will
additionally train models to identify the ‘what’, ‘why’ and ‘how’ of the protest
event through the close-ended coding. This consists of three sub-tasks involving
labels about the target, issue and form of the protest (all of which are available
through the MPEDS annotations).

For each of the sub-tasks, the target, issue and form tasks have 12, 21
and 18 classes, respectively. Moreover, one of the classes per sub-task is the
catch-all class ‘none of the above’ for the cases when the coders do not feel any
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of the pre-defined classes are a good match. We will not list all classes of every
sub-task here, because not all of them will be relevant after we have processed
them; due to how we have truncated the articles and also due to some classes
having too few examples. We will use a threshold of 29 examples per class, i.e.
if a class has less than 30 examples we will cut it out all-together. However,
there is an exception to this which we explain in the list below.

As with the haystack task, we can have disagreement among coders about
the labels in this group of tasks. We closely follow the approach they use in
Hanna (2017), with slight modifications in some of the cases:

• When there is total agreement, that is when every coder has labelled the
same class, we use the class as it is.

• In the cases when there is partial agreement, i.e. if the coders agree on one
or more values but not others, we use the majority class. For example,
if two coders say that the form is ‘strike/walkout/lockout’, and one says
‘violence/attack’, we choose the former.

• If any coders use the ‘none’ class, but the other(s) uses a non-none class,
we use the latter.

• Finally, when there is total disagreement, we experiment with two cases:

◦ If the coders do not agree on any labels, e.g. three coders annotate
the article differently, we discard the whole case and do not include
it in the dataset.

◦ In the other case, we use a new class called ‘Multi’. This means that
there can be multiple events in the article, or multiple classes fit as a
description. Our reason for using this newly constructed class, comes
from looking through some articles and noticing that it often seemed
to be the case that either multiple events were present, or it was not
apparent which class best described the event; and this is often the
circumstance when there are only two coders who label the event
differently. Furthermore, having this ‘Multi’ class means we discard
less data, which is quite crucial as we have already removed (at the
very least) half of the protest events from truncating the articles by
length.

Implementing this rule, we create datasets for four classification settings, where
three of the settings involve classifying target, issue and form separately, and
the fourth setting involves classifying all of them at once. Consequently, for each
of the four arrangements, we create four datasets according to the maximum
lengths of articles as we did for the haystack task. Moreover, for each length
cap, we will additionally experiment with jointly predicting the haystack task –
this will be described in more details in Chapter 6.

Also, we do not use the threshold for dropping classes in the setting where
we predict every sub-task at once. This is because when defining the output
labels, we wanted every sub-task to be a non-protest label. Meaning that the
combination of target, issue and form for one data point must not include a
non-protest class, and this resulted in too many classes being dropped if we
had not allowed it go below the cutoff threshold. This way, we will also be able
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to better compare models trained on the two different kinds of datasets later in
Chapter 7.

Finally, due to having four levels of maximum length, the number of classes
in each sub-task for every dataset will inevitably vary – this is a result of some
classes appearing in articles with longer length, so when we drop them on
account of length, the total count of some classes will go below the threshold
(of at least 30 examples per class) for inclusion (similarly to what was explained
in the previous paragraph).

The classes in the different datasets are summarised in Appendix A.1. Tables
A.1–A.6 show the classes for the datasets constructed for predicting all sub-
tasks at once. Tables A.7–A.9 show an overview of the datasets made for
predicting each sub-tasks separately. Unlike the datasets for predicting every
sub-task combined (A.1–A.6), the latter ones have the same number of classes
independent of whether the ‘multi’ class is included or not (the reason explained
above). It is not important to study these in detail, but keep in mind that
the non-protest class varies between the datasets because we always sample
non-protest articles (created by splitting up longer articles, as explained in
Section 4.3) to keep the ratio of about 12% protest examples intact.

4.4 Generalisation versus training error

As is common knowledge within machine learning and statistical modelling,
we should not use this data directly to train our models. Ultimately, what we
care about how well our model performs on independent data it has never seen
before, i.e. data it did not train on, but from the same domain as the training
data.

Firstly, let us recall what we want to do in formal notation. Given a fine-
tuned model h(.), taking as input an Xi = (xi1,xi2, . . . ,xik), where Xi ∈ X ,
for i = 1, 2, . . . , n, and xi,j ∈ Rdmodel . In words, Xi is an article consisting of
k embeddings (i.e. an article of length k) and X is the set of articles in each
dataset described in the previous section. In practice, we have M such sets of
articles, depending on the task and the maximum article length we are working
with. Thus, any set indexed by ` ∈ {1, 2, . . . ,M} will correspond to a specific
task and maximum article length.

Secondly, if yi ∈ Y` is the ground truth label from the set of (agreed)
annotations produced by the MPEDS coders for task `, we can define the whole
dataset as D` = {(yi, Xi)|yi ∈ Y`, Xi ∈ X`} for each task. Note that yi can be
a vector in the datasets where we (as we will see later in Chapter 6) wish to
jointly predict the haystack task and/or either one or all of the sub-tasks in the
close-ended coding problem.

Finally, if we now index a fine-tuned model as h`(.), to symbolise that the
model is set up for predictions based on a specific task (and maximum article
length), then h`(Xi) = ŷi is the model’s prediction in that context. Back in
Section 2.2, we described how we use a loss function to train a system in a
supervised manner, for example by using the cross-entropy loss Lce defined in
(2.10).

With this, can define the generalisation error (also known as test error) as
the prediction error over an independent test sample s

Err` = E[Lce(ys, h`(Xs))|D`], (4.1)
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where Lce is evaluated using the test sample on the model trained on dataset
D`, and the expectation is taken with respect to the true distribution of the
test sample. The above is a theoretical measure, which we will estimate as

Êrr` = 1
S

S∑
s=1

Lce(ys, h`(Xs)), (4.2)

where S is the number of independent test samples for task `. Similarly, we
can define the estimated training error as

err` = 1
n

n∑
i=1

Lce(yi, h`(Xi)), (4.3)

where now the model is evaluated on the data it was trained on. Generally,
we have that Err` > err` because the model is trained to perform well on the
training data; and furthermore Err` tends to go down for some time, before
going up again as the complexity of the model increases, while err` decreases
(Hastie et al., 2009).

Our deep learning models we will use in Chapter 6 are rather large, and
thus risk overfitting to the training data such that they generalise badly, i.e.
the gap between Err` and err` increases. We can also alleviate the problem of
overfitting by regularising the model, for example through dropout and other
methods which we will explain in Chapter 5.

The essence here is that the training error will be more optimistic and is
thus problematic to use when we later evaluate our models. We care about
generalisation, i.e. the performance of the models on new data, and must
therefore make the distinction between training and test data. In Section 4.4
we will further split the training data into a smaller training data set and a
pseudo test set called validation set to use during training, and see how it helps
to control the gap between the generalisation and training error (more on this
in Section 6.3).

Splitting the data

We will now discuss strategies on how to create the independent test data based
on the datasets. In Goldberg (2017) they describe three main approaches:

Leave-one out Here, all n data points (for each D`) will be treated as
test data, by training n models h−i` (.) and holding out one example i
which the model does not see during training. The n models then evaluate
the loss on the test data point i, and we can estimate the generalisation
error by

Êrr
loo
` = 1

n

n∑
i=1

Lce(yi, h−i` (Xi)).

Then after getting an estimate of the generalisation error, we can train a
final model h`(.) on all the data. There is also the alternative of leave-k
out (Hastie et al., 2009), where instead of holding out one example i and
training n models, we hold out k examples at once and train k models,
where k < n. For our application, the problem with this approach is
computational complexity – it is already quite costly to train a single
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model, and with this approach we would have to train many models
(between k and n) per dataset.

Held-out set With this approach, the dataset is spilt into two subsets,
e.g. a 80% and 20% split for the training and test data, respectively. The
model is then trained on the training data, and estimated generalisation
error is done on the test data. This eliminates the need to train many
models for each dataset, and is generally preferable when training a single
model with few hyperparameters.

A three-way split This method of splitting the data goes further than
the previous approach, and splits the data into three parts: a training,
validation and test set. In some sense, we now have two test sets; the
‘original’ test set and the validation set are subsets the model will never
train on.
The advantage of doing this is that we now can train several models using
different hyperparameters, compare their quality based on the validation
set (i.e. estimating Êrr

val
` using the validation data), then select the best

one. If we were to do this using the previous approach, we would inevitably
fit our model based on knowledge of the test data, i.e. we would implicitly
train on the test data, and this will always give an overly optimistic
estimate of the error.
Thus, in sum, models are trained using the training data, then tweaked
and compared through error estimated based on the validation set. Finally,
when we have selected one or more models we are certain on, we can use
the final test set once. This ensures that we get the best estimation of
the generalisation error as possible; but it is important to keep the final
test set as sterile and untouched as possible.

Based on these approaches, the three-way split is the most relevant for our
applications because we have many models and model variations (as well as
hyperparameters, although we will not tweak all of them). Thus, we split the
initial datasets using a 75%/25% split into a training and test set. Then we split
the training set further into a training and validation set using an 80%/20%
rule.

4.5 Data augmentation

In many deep learning settings, one might run into the problem of data scarcity,
or data with too little variation. When this is the case, data augmentation can
be helpful. With data augmentation, the goal is to increase the amount of data
through some transformation, i.e. by constructing synthetic examples. Within
deep learning for computer vision, data augmentation techniques have become
very popular in such low-resource domains because of the way it increases the
variation in the data (Perez and Wang, 2017). Transformations here can for
example be flipping, rotations, cropping, or adding random noise (Shorten and
Khoshgoftaar, 2019). Due to the continuous nature of images, relatively large
changes in values of the image pixels do not necessarily change the motif of the
image in a significant way; and this is part of the reason why such techniques
have become popular within computer vision.
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Within NLP, data augmentation in a valid manner is not as obvious. We can
always modify values in the word embeddings, however we can not guarantee that
the resulting vector is close to something meaningful or similar as the original
word the embedding was based on. Several techniques are very application-
dependent, i.e. they do not generalise well between different tasks (Fadaee et al.,
2017; Kafle et al., 2017).

Another possible alternative would be random token perturbations (Wei
and Zou, 2019), but we do not try this approach as it might completely change
the meaning of articles, e.g. an article with a protest event could be randomly
changed to not include the event anymore. Furthermore, we will not try
synonym replacements like they do in Zhang et al. (2015). Instead, we will use
back-translation (Sennrich et al., 2015a), which in practice is already a variant
of synonym replacements and explained in the subsection below.

Another technique, while not directly data augmentation, is over-sampling
data. This has been used in data analysis for some time (Japkowicz and Stephen,
2002; Drummond et al., 2003; Estabrooks et al., 2004) in an attempt to alleviate
the problem of class imbalance, such as the one we have with the haystack task.
This will be described after back-translation.

Now we can perform data augmentation with the lesser sized training set,
which we will describe next. Note that we do not perform data augmentation
before the three-way split, because we do not want to disrupt the original data
distribution which should hopefully reflect reality the best. By doing it this way,
we get even more out of the validation data scheme, as we can easier compare
models where some are trained on augmented data and others not.

Back-translation

With back-translation we create synthetic examples by translating text into
another language, then back to the target language. In our case, the MPEDS
articles are in English, thus we translate the texts into a foreign language and
then back to English. Although the technique was originally used for machine
translation (Sennrich et al., 2015a), the method has also been used to improve
upon other tasks such as classification (Edunov et al., 2018; Shleifer, 2019).

Language Sentence
English A quick brown fox jumps over the lazy dog

Spanish (BT) A fast brown fox jumps on the lazy dog
Norwegian (BT) A quick brown fox skips the lazy dog

English How vexingly quick daft zebras jump
Spanish (BT) What a fast and annoying jump of the silly zebras

Norwegian (BT) How annoyingly fast daft zebras jump

Table 4.7: Table showing how back-translation (BT) to a foreign language and
back to English changes the original sentence. E.g. Spanish (BT) means we
translate from English into Spanish, then from Spanish into English.

We illustrate the effect of back-translation in Table 4.7. As we can see, the
meaning in the sentences are mostly preserved, and the semantics are slightly
changed. This is a desirable property, because we do not want information
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about protest events to be lost. Furthermore, in many of the cases within each
example, words are simply swapped with something synonymous.

By using back-translation, we must decide on two factors ahead: (1) how
many languages to back-translate to and from, and (2) how many examples to
create for each language. To study the effect of back-translation, we will create
augmented training sets where we use 1, 5 and 10 languages. Furthermore, for
each language used, we will sample 5% and 10% examples to back-translate –
this is done for all article types whether they include a protest event or not,
so we do not necessarily disturb the original distribution (although it does not
matter much, since we have the untouched validation set).

As for the languages involved, we create a list of 10 languages to be used
for back-translation, mostly following the ones used in Shleifer (2019): Spanish,
French, Bengali, Norwegian, German, Afrikaans, Russian, Czech, Estonian and
Haitian Creole. This list is ordered, which means in the cases where we use 1
language for back-translation, it will always be Spanish; and when we use 5
languages it will always be Spanish, French, Bengali, Norwegian and German;
and the full list of languages is used in the last case.

In sum, this means we create six augmented training data sets for each task
(and maximum article length), and they are based on the training datasets
from the three-way split explained in the previous section. At the most, the
augmented dataset will be double the size of the original training set (10
languages times 10%), and at at the very least 5% larger (1 language times 5%).

Back-translation is implemented using the Googletrans7 library for Python,
which makes use of the Google Translate Ajax API8.

Re-balancing through over-sampling

The other ‘augmentation’ technique we will use is over-sampling. This is data
augmentation in the sense that we augment the original training dataset with
more examples, where the transformation of the original examples can be
seen as an identity function. Furthermore, we will only experiment with this
for the haystack task, and compare how it fares against back-translation or
no augmentation. The commonly used alternative to over-sampling is under-
sampling, where examples from (usually) the majority class are deliberately
dropped, to re-balance the data in favour of the minority class. In our case, this
would mean dropping many non-protest articles. We will not experiment with
this, because we have already decreased our data by quite a lot already, due to
truncating by maximum length. Furthermore, under-sampling might lead to
loss of information (Ling and Li, 1998), which would be unfortunate here.

Over-sampling is done by sampling (e.g. randomly with replacement) the
class one wishes to inflate in the dataset, ordinarily the minority class. In
our experiments we will, for each haystack training dataset (from Section 4.3),
sample protest articles so that they make up 25% and 50% of the training
data. Thus we create eight over-sampled training datasets for the haystack task,
where half of the datasets protest articles make up 25% of the examples, and in
the other half they make up 50% of the articles. We remind the reader that
initially, protest articles make up about 12% of the data.

7See https://py-googletrans.readthedocs.io/en/latest/.
8Available as a web interface at https://translate.google.com/.
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Why not SMOTE?

Finally, we make a small digression at the end of this chapter to explain why
we do not (or at least not directly) use the synthetic minority over-sampling
technique (SMOTE) introduced in Chawla et al. (2002). As the name suggests,
this is an over-sampling method which is somewhat more advanced. SMOTE
aims to construct new synthetic observations of the minority class.

We will not go into all the details of the algorithm, but at high level SMOTE
determines the k nearest neighbour of a sampled minority class example. It then
looks at the difference between the neighbours and the sampled data point, and
scales these differences by m uniformly drawn numbers in [0, 1]. The m scaled
differences are then the synthetic examples which are added to the dataset. One
can also imagine this process graphically, where we draw straight lines between
the original sampled data point and its k neighbours, and then place m points
randomly on these lines. Here, m can be larger than k depending on how much
we want to over-sample per initially sampled minority class.

In essence, SMOTE is an interpolation method, and fits the description of a
data augmentation technique because it creates new artificial examples. For
NLP however, it is not obvious how to calculate the neighbours, because we do
not know how the articles relate to each other in some Rn×dmodel dimensional
space. This is actually what we want the models we train to learn. It is difficult
to see how SMOTE might work in NLP applications, because we would need
a way to represent each article in some neighbourhood space which should be
smaller than the space mentioned above. If we were to reduce the dimensionality
of the articles, we would also need a way to go back to the original space because
that is where the new examples must be to be used as synthetic data.

Despite this, we argue that SMOTE is actually quite similar to back-
translation. We do not perform over-sampling with back-translation, but that
is possible. On the other hand, with back-translation we create very similar
synthetic examples by translating articles to l different languages and then
back; and in some sense they exist in a space where there are less similar
examples which would be neighbours – and the l back-translated examples
would then correspond to the m SMOTE-created data points. Thus, by using
back-translation earlier we use something which is quite close to an over-sampling
approach which has existed for at least a decade prior.
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CHAPTER 5

Regularisation in language
models

For several statistical models such as linear regression, the topic of regularisation
spans a large field, and is usually applied to models in order to reduce overfitting
and improve generalisation. For example, with Ridge regression (Hoerl and
Kennard, 1970; Hastie et al., 2009), a penalty term is added to the objective
function of a linear regression model, where the penalty increases based on
the number of parameters in the model – encouraging smaller models through
shrinkage.

Similarly, in large deep learning models regularisation is used to stabilise
training, reduce overfitting and improve generalisation. We already discussed
residual connections and layer (and batch) normalisation in Section 3.1, which
are all types of regularisation techniques. Moreover, we also mentioned the use
of dropout several places in Chapter 3, and deferred an explanation until this
chapter. We structure this chapter as follows:

• In Section 5.1 we explain dropout, and we will further motivate its use
to explain how we can use dropout to get uncertainty measures on the
predictions from a trained model.

• Then in Section 5.2 and 5.3 we describe adversarial and virtual adversarial
training, which are two regularisation approaches that aim to improve the
generalisability of the models by adding noise to the inputs of our models.
We will experiment with these training approaches for the haystack task
in Chapter 6.

5.1 Dropout

The transformer models described in Chapter 3 use dropout in many different
places between sub-layers and modules. This is a regularisation method that
was introduced in Hinton et al. (2012) to mitigate overfitting in deep neural
networks. At a high level, dropout works by, for every input, randomly zeroing
out some of output connections of a layer. If the dropped proportion is p,
then 1− p fraction of the outputs are kept and passed onto the next layer or
activation function. Thus for every training example, different subsets of the
model have to learn to work together in predicting the correct output.
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(a) Standard feed forward network. (b) After applying dropout.

Figure 5.1: Every node in the feed forward networks is a weighted sum of the
nodes pointing towards it, with an implicit activation function applied. Dropout
randomly zeroes out some of the nodes, shown in 5.1b.

The idea is illustrated in Figure 5.1, for a feed forward network with one
hidden layer. In a standard feed forward network (Figure 5.1a, also known as a
fully connected network), every node is connected to each other. The values
of the nodes having arrows pointing towards it is a weighted sum of the nodes
below, with an activation function applied after the sum. When dropout is
applied to the intermediate and final layers (Figure 5.1), some of the nodes are
randomly truncated to zero and therefore do not contribute to the calculation
of the nodes’ values in the layer above. For the feed forward network module
in (3.6) (of the original transformer), dropout is only applied to the final layer
before the add and normalisation used in (3.5), i.e. only the topmost row in
Figure 5.1 has zeroed out (Srivastava et al., 2014; Vaswani et al., 2017).

However, the above is done exclusively during training. During testing, or
at inference time, we do not want this stochasticity from dropping connections,
which would result in randomised predictions on new examples (although we
will see in the following subsections how we can use this after all). Instead
of randomly zeroing out nodes, we multiply every output dimension (where
dropout would usually be applied during training) by p, which is akin to taking
the expectation of the layer. We scale them down by the factor p to account
for the absent weights during training.

Since dropout is applied at the end of each layer, it does not matter whether
we think of this as part of a transformer (encoder/decoder) layer or a feed
forward layer, i.e. the method is quite general. Here, we will only describe the
process of dropout formally for a feed forward layer. If we let z(l) denote the
vector of inputs into some layer l ∈ {1, 2, . . . , L}, and y(l) denote the output
from layer l. Then we can describe dropout as

e
(l)
j ∼ Bernoulli(p),

ỹ(l) = e(l) � y(l),

z(l+1) = W (l+1)ỹ(l) + b(l+1),

y(l+1) = f(z(l+1)),

(5.1)

whereW (l) and b(l) are the weights and biases in layer l, and f is any non-linear
function such as ReLU (see Section 2.2). Here � denotes the element-wise
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product, and the Bernoulli distribution is the discrete probability distribution of
a random variable which takes value 1 with probability p and the value 0 with
probability 1− p. The most important part of this definition is that somewhere
the output y(l) is masked with the vector of Bernoulli values e(l).

In theory, since for each output dimension during training, we can either
keep it or drop it, we have 2dmodel possible layer compositions. Then during
testing, the entire model space is considered as each output is scaled by the
factor p. Moreover, dropout forces each node to be more robust by driving it
towards developing useful features on its own without being too much dependent
on other nodes to correct its mistakes (Hinton et al., 2012). On the other hand,
since the node must learn in a noisy environment, dropout increases training
time. Ultimately, this becomes a trade-off: we train models a bit longer because
we want to prevent overfitting with dropout.

Uncertainty in deep learning

Why should we care about uncertainty? It relates to the problem of explainable
AI within deep learning, i.e. we would like to disclose why a deep neural network
gives a specific prediction for a specific input. However, due to the multi-
layer nonlinear architecture, this is far from trivial. At the very least, we
want to know how confident1 the model is about its prediction, especially for
critical applications. For example, in autonomous vehicle systems, we would be
interested in knowing whenever the system operates in an uncertain environment
– then the human driver could take over to avoid potentially fatal situations.
In short, we want to quantify what the model does not know, and thus when
they are likely to be incorrect. It turns out that by using dropout, we fulfil the
prerequisites for one way of modelling uncertainty.

Moreover, most deep learning models do not possess the ability to give a
measure of confidence in its predictions. In regression models (in the context
of neural networks), the output is usually a single real value estimating the
mean of the data, which says nothing about uncertainty or confidence; and in
classification models, the output is commonly a softmax vector with normalised
values corresponding to the estimated probabilities for each class. Although
it has been shown that when using cross-entropy loss, the output softmax
distribution should estimate the true predictive distribution (Hastie et al.,
2009), this is generally not the case in large and deep models (Guo et al., 2017).
Thus, the softmax probabilities are often wrongly interpreted as the model’s
confidence (Gal and Ghahramani, 2015b), e.g. in a deep learning model trained
to classify whether an article contains a protest event or not (i.e. the haystack
task), we can not say that the model is highly confident that the article contains
a protest event if the softmax value corresponding to that class is high (Guo
et al., 2017).

Another argument against treating softmax outputs as confidence can be
found by considering the work around adversarial examples (Szegedy et al.,
2013), where it has been shown within deep learning for computer vision that it
is possible to create tiny perturbations to a real image in a way which changes
the softmax output to arbitrary values. This is particularly important to keep
in mind when dealing with examples of classes which are not present during

1The probability associated with the predicted label.
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training. In Nguyen et al. (2014), the authors explain that the estimated region
of a specific class within a deep neural network may be much larger than the
region captured by the existing training data from the same class. Consequently,
we might run into the situation that an example is placed within the space
assigned to a class such that the softmax output is very large, yet the example
itself could be very much unlike what it really looks like in the training data.
This can either be due to adversarial examples, or that the classes present in
the training data do not capture all the classes that are relevant for the task,
e.g. for our close-ended coding there could be other (true) classes that exist
outside the training data for each of the sub-task; and indeed we know that is
the case, because during preprocessing of the data some classes did get dropped.

Epistemic and aleatoric uncertainty

We will distinguish between two types of uncertainty: epistemic and aleatoric
uncertainty (Der Kiureghian and Ditlevsen, 2009). Epistemic uncertainty
accounts for ignorance within the model, specifically coming from the model
parameters. This uncertainty, in turn, captures our own lack of knowledge about
the process (or model) that generated our collected data. However, epistemic
uncertainty can be reduced by acquiring more data.

On the other hand, aleatoric uncertainty captures noise inherent in the data
generating process, which is irreducible. For example, with weather data from
weather stations, this could be sensor or motion noise. For textual data, an
analogous example is not as obvious, but generally refers to something unknown
we cannot control for, which differs every time we register data. Aleatoric
uncertainty can be categorised into homoscedastic aleatoric uncertainty, which is
constant for different inputs, and heteroscedastic aleatoric uncertainty (Kendall
and Gal, 2017). Heteroscedastic uncertainty is dependent on the input to the
model, with some inputs possibly being more noisy than others.

Dropout as approximate variational inference

Before describing how we can estimate uncertainties, we will motivate how it is
possible to do this with dropout. In Gal and Ghahramani (2015b) they show
that dropout applied before every weight layer in (deep) neural networks is
mathematically equivalent to an approximation of a probabilistic deep Gaussian
process (Damianou and Lawrence, 2013), which essentially is a hierarchy of
stacked Gaussian processes (GP) (Rasmussen, 2003), where the intermediate
response variables are treated as latent input variables to the next GP (similar to
hidden layers in neural networks), and is trained within a Bayesian framework.
By Bayesian here, we generally mean that the weights or parameters in a
model are assumed to be random variables and come from some probability
distribution, which is often referred to as a prior distribution (Gelman et al.,
2013).

Thus, we look at our deep learning models as fully stochastic by including
randomness in the weights. We will now introduce some formalism here to
explicitly articulate this idea. Given a dataset D = {Y,X} of N pairs (yi, Xi),
where yi ∈ {1, 2, . . . ,K} and K is the number of target classes dependent on
the task, and Xi ∈ Rn×dmodel our input embeddings as we have used in the
previous chapters. We want to estimate a function yi = fω(Xi) that is likely
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to have generated our data. Here, fω can be seen as our deep learning model
parameterised by model weights ω = {Wi,bi}Mi=1, where M is the number of
places we have weights (including the bias terms bi).

Following a Bayesian approach, we place some prior distribution over
the space of weights ω, which represents our prior belief as to what kind
of functions are more likely to have generated our observations2. For example,
we can assume that the weights come from some (multivariate) Gaussian
distribution ω ∼ N (0,Σ), where usually Σ = σ2I when weights are assumed
to be uncorrelated.

Then, we need to compute the posterior distribution over the space of
weights given our dataset D, which is defined through the use of Bayes’ theorem
as

p(ω|Y,X ) = p(Y|X ,ω)p(ω)
p(Y|X ) . (5.2)

We are now interested in the properties related to prediction of a new data
point X∗, by integrating over all possible models using weights ω as

p(y∗|X∗,X ,Y) =
∫
p(y∗|ω)p(ω|X∗,X ,Y)dω, (5.3)

which is known as the posterior predictive distribution of y∗ (Gelman et al.,
2013). Since our weights are assumed random, we can now (in theory) calculate
both the expected value of y∗, known as the predictive mean of our model,
but also its variance the predictive variance. However, the problem is that the
integral in (5.3) is usually intractable, and we must approximate it (Gal and
Ghahramani, 2015a).

Different approximations exist (Graves, 2011; Blundell et al., 2015; Gal and
Ghahramani, 2015a), many of which where the posterior p(ω|X ,Y) is replaced
by a tractable proposal distribution qθ(ω) parameterised by some parameters
θ. This is to be fitted through the minimisation of the Kullback–Leibler (KL)
divergence (Bishop, 2006), a measure of distance between two distributions,
defined as

DKL(qθ(ω)||p(ω|X ,Y)) =
∫
qθ(ω) log

(
qθ(ω)

p(ω|X ,Y)

)
dω, (5.4)

which in turn is intractable. However, this is equivalent to maximising the log
evidence lower bound (Bishop, 2006)

LVI ≡
∫
qθ(ω) log p(Y|X ,ω)dω −DKL(qθ(ω)||p(ω)), (5.5)

with respect to the parameters defining qθ(ω). Also note that in the last term
in (5.5), the KL divergence is between the proposal distribution and the prior,
not posterior, of ω. This procedure is known as variational inference (Gelman
et al., 2013).

2Note that we could also assume the model fω itself to be random as well, belonging to
some model space, if we believe that a lot of other factors influence the model; for simplicity
we assume that the ω are sufficient statistics and summarise the stochasticity that affects the
predictions.
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In Gal and Ghahramani (2015b) they relate variational inference to training
deep learning models with dropout by showing that the expression in (5.5) can
be approximated as

Ldropout ≡
1
n

n∑
i=1

Lce(yi, ŷi) + λ

2

L∑
j=1

(||Wj ||22 + ||bj ||22), (5.6)

where the first term is the cross-entropy loss defined in (2.10) and the second
term is standard L2 regularisation Hastie et al. (2009) with hyperparameter
λ > 0. The bottom line here is that the expression in (5.6) is exactly equal
to the objective used in most optimisation methods for training deep neural
networks with dropout, and we will use this procedure in the next chapter.

Heteroscedastic uncertainty for the haystack task

With the motivation above, we will follow the ideas proposed in Kendall and Gal
(2017) to extract epistemic uncertainty, which we will see is possible with any
model trained using dropout; and model heteroscedastic aleatoric uncertainty,
which requires some additional assumptions and changing the models’ outputs.
In Chapter 6 we will create a haystack model which will be trained to output
(heteroscedastic) aleatoric uncertainty in addition, while epistemic uncertainty
we can get from every model that uses dropout.

Modelling epistemic uncertainty

For the epistemic uncertainty we will use the (optimised) proposal distribution
qθ(ω), which is equivalent to our deep neural network parameters with dropout
probability p, to estimate the posterior predictive distribution as

qθ(y∗|X∗,X ,Y) =
∫
p(y∗|ω)qθ(ω), (5.7)

where qθ(ω) is implicitly dependent on the data. With this, we can perform
a new prediction by taking the expectation of the prediction with respect to
qθ. For classification, this can be approximated with Monte Carlo integration
(Giudici et al., 2013) as

p(y∗ = k|X∗,X ,Y) ≈ 1
T

T∑
i=1

softmax(f ω̂(X∗)), (5.8)

where ω̂ ∼ qθ(ω). This corresponds to running the neural network with dropout
in training mode T times, i.e. such that intermediate outputs are randomly
dropped for each prediction of the same X∗, and averaging them. The output
will then be a single vector p∗i ∈ RK for each input, where K is the number
of classes (K = 2 for the haystack task). The epistemic uncertainty can then
be calculated in multiple ways. For example, if we store all T (normalised)
predictions, we can take the variance of the predicted probabilities corresponding
to each class (we will do this towards the end of Chapter 7).

Since we also average all T predictions, we get a better estimate of the true
probability distribution of the prediction (Gal and Ghahramani, 2015b). Thus,
we can also quantify the epistemic uncertainty by looking at the predicted
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vector itself, and summarise it using Shannon entropy (Shannon, 2001) defined
as

H(p∗i ) = −
K∑
k=1

pi,k log2 pi,k, (5.9)

which is very similar to the cross-entropy loss in (2.10), except that we multiply
each probability by the logarithm of itself (instead of the label of the true class)
in the summation. In (5.9), high uncertainty is associated with a large entropy
value, and this happens when the probability for each outcome is about the
same (uniform probability). Inversely, low uncertainty is then associated with
a small entropy value, which happens when a single outcome has most of the
probability mass.

Modelling aleatoric uncertainty

In modelling heteroscedastic aleatoric uncertainty, we want the network to
output a measure of variability which is dependent on each input. Thus,
we want the model to learn the aleatoric loss. Recall that in our standard
classification models, the deep network outputs a vector ŷi. This is usually the
unnormalised probabilities, which we interpret as a classification by picking out
the argument with the largest value; and we can convert ŷi to a probability
vector p̂i through the softmax function.

Following Kendall and Gal (2017), we change the standard classification
model by placing a Gaussian distribution over the unnormalised outputs, i.e.

ŷi|Xi ∼ N (fω
i , (σω

i )2I)
p̂i = softmax(ŷi)

, (5.10)

where fω
i = fω(Xi) and σω

i are the network outputs with parameters ω. We
will also assume that ω = ω̂ ∼ qθ(ω), but this is not strictly necessary, although
we will do that during modelling in the next chapter. Either way, we assume
the output from fω

i is corrupted with Gaussian noise with variance (σω
i )2I,

which is then normalised through the softmax function to acquire p̂i, e.g. the
probabilities of an article not containing and containing a protest event (when
K = 2).

The expected log likelihood for this model is then given by

logEN (ŷi;fω
i
,(σω)2)[p̂i,k] (5.11)

with k the observed class for input i, which gives our loss function. In practice,
we approximate this objective through Monte Carlo integration and sample
from the softmax distribution.

We can rewrite (5.10) and approximate (5.11) to obtain the following
numerically-stable loss scheme:

ŷi,t = f̂ω
i + σ̂ω

i εt, εt ∼ N (0, I) (5.12)

Laleatoric =
n∑
i=1

log 1
T

T∑
t=1

exp(ŷi,t,k − log
K∑
k′=1

expŷi,t,k′), (5.13)

with ŷi,t,k′ the k′ element in the unnormalised vector ŷi,t.
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We note here that, although in Kendall and Gal (2017) they argue that
aleatoric uncertainty captures the noise inherent in the data and should therefore
be independent of the model, it is in fact not truly independent in their
formulation. This is because the output σω

i is dependent on the model’s weights,
even though it is corrupted by (independent) standard Gaussian noise (i.e.
study the relations in (5.12)–(5.13)). Furthermore, with this formulation we
can actually obtain the epistemic uncertainty of the heteroscedastic aleatoric
uncertainty (i.e. σω

i ), through the same procedure described in the previous
section.

5.2 Adversarial training

We now turn to something different from the topic of dropout, although the
two are not mutually exclusive and we will still be using both. In Szegedy et al.
(2013) it was discovered that many machine learning models and neural networks
are vulnerable to adversarial examples. These are examples constructed by
adding a small ‘imperceptible’ non-random perturbation to the input, such
that they fool a model into misclassifying them as a different class. We use
the term ‘imperceptible’ here, as the examples were first demonstrated through
images for computer vision models, where the non-random perturbations were
added to images in such a way that the motif of the images are unchanged
as far as the human eye can see, but the model perceive them as something
completely different. The same concept applies to the NLP domain, where
the small perturbations can be added to word embeddings to deceive models
(Alzantot et al., 2018), although they are not necessarily ‘imperceptible’ in the
same sense anymore.

To make the idea of adversarial examples clear in the context of pre-trained
transformers and fine-tuning, we introduce a slightly different notation to
describe a fine-tuned model. At the end of Section 3.1 we said that the original
transformer was trained specifically for machine translation; this means that the
output at the end of the model is constructed specifically for outputting several
words in a sequential manner. However, the form of the output can be changed
depending on the fine-tune task. Let hω(f(X), g(z)) describe the full fine-tune
model as a composition of the pre-trained model f and classification head g,
where all weights come from the set ω as before. Then we can talk about the
output representation created by f that goes into g, i.e. we first apply f , take
its output (and might take a subset of it), and input it to g which produces the
final classification for some task (e.g. the haystack task).

With this, we can explain how constructing an adversarial example is done
in our context. An example is created by adding a small ε > 0 scaled by the
sign of the gradient of the loss function, with respect to the input, to the input
itself. Formally, we can express this as

zadv
i = zi + εsign(∇zi

Lce(yi, g(zi))), (5.14)

where zi ∈ Rdmodel , and g is the classification head as we described above; and
we use this notation because this is how adversarial examples will be made in
our context. The loss Lce is the cross-entropy loss from (2.10), but can be any
differentiable loss function where can compute the gradients efficiently using
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backpropagation. Generally, the adversarial example can be constructed with
respect to the initial input X that goes into f (or hω).

The vulnerability of neural networks against adversarial examples suggests
that even though they might achieve human level performance on some
independent test set, they are not learning the true fundamental cues in the data
that determine the correct output. For example, perhaps the model correlates
text length to the classification task, although it is not truly what we want
the model to learn. Furthermore, in Goodfellow et al. (2014) they propose an
efficient and simple adversarial training technique, i.e. a regularisation method
which exploits the concept above to introduce adversarial noise into models
during training, in order to robustify the predictions and stabilise training.

Adversarial training involves using a weighted sum of losses as the training
objective of the network, where the first term is the usual training objective,
e.g. the dropout loss from (5.6), while the second term is the loss from the
adversarial example. In other words, we add a regulariser term to the initial
objective such that

Ladv ≡ αLdropout + (1− α) 1
n

n∑
i=1

Lce(yi, hω(f(Xi), g(zadv
i ))), (5.15)

where α ∈ [0, 1] and the input to the classification head is the adversarial example
in the second term. Thus this method increases the number of hyperparameters
to be tuned with two, namely the α and ε. The regulariser term now perturbs
the input to the classification head in some small ε direction which ruins the
probability that the model assigns label yi to zi (and consequently Xi). In
Goodfellow et al. (2014) this method is also called the ‘fast gradient sign method’
(FGSM), which will be used in the next chapter.

Note also that we can express what is happening in terms of optimisation
of the log likelihood, which is useful for the following section, i.e. we add a
(weighted) regularisation loss to the original loss function:

− log p(yi|zi + radv
i ;ω(t)), (5.16)

where radv is a worst-case perturbation against the current model hω at time t,
such that

radv
i ≡ arg min

ri,||ri||2≤ε
log p(y|zi + ri;ω(t)), (5.17)

meaning we use the weights of the network as they are at iteration t to generate
the adversarial example. The above formulation means that it is possible to
optimise for the adversarial noise added to the input representation, and in
Kurakin et al. (2016) they propose ‘iterative fast gradient sign method’ (I-
FGSM) which iteratively updates (5.14) towards optimisation. This idea will
be used for the next method, but for adversarial training we will follow the
constructions in (5.14) and (5.15) as they do in Goodfellow et al. (2014) (i.e.
FGSM).

Finally, when we apply adversarial training in the next chapter, we will not
use the true label y in the second term of (5.15). Instead we will use the class the
model at time t believes is the most likely class. This is to prevent label leaking
(Kurakin et al., 2016), which tends to give too optimistic performance when
the model is evaluated on adversarial examples. In Kurakin et al. (2016) they
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conjecture that this happens because the construction of adversarial examples
discloses information about the true label, which the model learns to pick up
on during training.

5.3 Virtual adversarial training

Virtual adversarial training (Miyato et al., 2015) is an unsupervised3 alternative
to adversarial training as described in the previous section. In Miyato et al.
(2015) they define local distributional smoothing (LDS) as

LDS(zi,ω) ≡ −∆DKL(rvat
i , zi,ω(t)), (5.18)

where

∆DKL(ri, zi,ω(t)) ≡ DKL(p(yi|zi;ω(t))||p(yi|zi + rvat
i ;ω(t))), (5.19)

rvat
i ≡ arg max

ri,||ri||2≤ε
∆DKL(ri, zi,ω(t)), (5.20)

where DKL is the KL divergence distance measure from (5.4), and ε > 0.
Although we can see that the true labels yi implicitly appear in (5.19), we do
not actually need them in computing the distance metric. Note also that we
use ω at time t like in adversarial training, because we do not know the ‘true’
final weights during training.

To make this clear, we can compare (5.18) to the second term in (5.15),
where in the latter we must compute the loss with respect to the true labels (or
at least some label, cf. the part about label leaking at the end of the previous
section), while in the former we are only interested in the distance between two
distributions. Note that in (5.17), we look for the argument that minimises
the log-likelihood, but in (5.20) we look for the argument that maximises the
KL divergence. There is a subtle difference here, because intuitively we would
want to minimise the distance or maximise the log likelihood; but remember
that the optimisation is done with respect to the adversarial noise ri, thus
we want to attack the models at their weak points during training. Moreover,
by maximising the distance between two distributions, the virtual adversarial
training objective urges the model to improve the smoothness of the model in
the neighbourhood of all observed inputs.

Returning to (5.18)–(5.20), we can see that the form is very similar to the
definitions in (5.16)–(5.17). By this, it follows that LDS should correspond to
the penalty term similarly to the second term in (5.15). Thus, and instead of a
weighted sum, we define the virtual adversarial training loss to be

Lvat ≡ Ldropout + γ
1
n

n∑
i=1

LDS(z,ω), (5.21)

where γ > 0 is a hyperparameter similar to the λ in (5.6).
Assuming that we have rvat

i , we can calculate the LDS in (5.18) using any
numerical implementation of KL divergence. Moreover, in our context, the
probabilities p(.|.) involved in (5.19) will simply be the normalised outputs from

3By this we mean that the process of regularising the training does not require the ground
truth labels yi.
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the models at time t. However, we still need to compute the optimisation in
(5.20), for which there exists no general analytical solution (Miyato et al., 2015).

In the following derivations, we follow the proof from Miyato et al. (2015),
and we will drop subscripts. First, we assume that p(y|z,ω) is differentiable
with respect to ω and z almost everywhere. We are interested in ∆DKL(r, z,ω),
and by construction it is necessarily the case that the distance has its
minimum value at r = 0, such that the differentiability assumption says
that ∇r∆DKL(r, z,ω)|r=0 is zero. From this, using the second-order Taylor
approximation

∆DKL(r, z,ω) ≈ 1
2rTH(z,ω)r, (5.22)

where H(z,ω) is the Hessian matrix H(z,ω) ≡ ∇∇r∆DKL(r, z,ω)|r=0 (which
we will refer to as simply H). Using this approximation, we can solve (5.20) as

rvat ≈ arg max
r,||r||2≤ε

rTHr (5.23)

= εu(z,ω), (5.24)
where u(z,ω) (u hereafter) is the dominant eigenvector of H of magnitude ε,
and · denotes an operator acting on arbitrary non-zero vector v that returns a
unit vector whose direction is the same as its argument v, i.e. v ≡ v

||v||2 , thus
in practice we will use any available L2 normalisation function on the vector.

Despite this, the above eigenvectors quickly become unfeasible to compute
for large input spaces. In order to efficiently solve (5.23), it is possible to use
power iteration (Golub and Van der Vorst, 2000) to find the eigenvalues of H,
and a finite difference scheme to approximate the Hessian. The method involves
sampling a random unit vector d, and as long as it is not orthogonal to the
dominant eigenvector u, the iterative calculation of

d← Hd (5.25)
will make d converge to u. Since computation of H itself is also expensive, Hd
can be approximated using the finite difference method

Hd ≈ ∇r∆DKL(r, z,ω(t))|r=ξd −∇r∆DKL(r, z,ω(t))|r=0

ξ

= ∇r∆DKL(r, z,ω(t))|r=ξd

ξ
, (5.26)

with ξ 6= 0 and small, and where we use the fact that ∇r∆DKL(r, z,ω(t))|r=0 is
zero from earlier. This also means that ξ is an additional hyperparameter in
virtual adversarial training.

In summary, we can calculate u iteratively with the rule

d← ∇r∆DKL(r, z,ω(t))|r=ξd (5.27)
until convergence, and use (5.24) to estimate r̃vat = εu, where r̃vat is the
estimation of rvat the virtual adversarial noise which we will add to the
(intermediate) input z in (5.20).

Finally, in Miyato et al. (2015) they discovered that a single iteration of power
iteration was sufficient to accurately compute Hd, and increasing the number
of iterations did not improve performance significantly in their experiments.
We will follow this approach when we apply virtual adversarial training to the
haystack task in the next chapter.
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CHAPTER 6

Experimental setup and modelling

Thus far we have explained and described everything around the core of the
thesis, which is to identify cases of protests and demonstrations present in
textual data. Now that we have laid bare all the tools of modelling required for
our purpose, we can finally describe the models we will build and experiment
with to solve the tasks described in Chapter 4. With language modelling from
Chapter 2 as our foundation, transformer models from Chapter 3 as our vehicle,
and regularisation mechanisms from Chapter 5, we can finally construct models
for classifying protest events. This chapter is structured as follows:

• In Section 6.1 we briefly describe our hardware and software setup, as
well as the libraries we use to build the models.

• Then in Section 6.2 we explain how we evaluate our models using some
common concepts and metrics: confusion matrix, precision and recall,
macro- and microaveraging, the F-measure and Matthews correlation
coefficient.

• In Section 6.3 we describe our choices of common hyperparameters, the
choice of optimisation scheme and the use of checkpointing to monitor
our models during training.

• Before moving onto our main transformer models, we will in Section 6.4
briefly look at the models used in Hanna (2017), along with some other
natural reference models.

• In Section 6.5 we formalise the modelling of the haystack task, with
subsections for each variant of the haystack models;

◦ The baseline haystack model
◦ Adversarial and virtual adversarial haystack models
◦ Heteroscedastic aleatoric haystack model

• In Section 6.6 we describe models for each of the the close-ended coding
sub-tasks (Section 4.3). These are essentially the same model, but trained
to predict different sub-tasks separately.

• Finally, in Section 6.7 we create models to predict multiple tasks in the
same model. This consists of several different models;
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◦ Haystack and one close-ended task
◦ Multitask close-ended model (all close-ended coding tasks)
◦ Full multitask model (every task jointly)

The results for the models described in Section 6.4–6.7 can be found in the next
chapter.

6.1 Hardware, software and libraries

For all our experiments we have trained models using two NVIDIA GeForce RTX
2080 Ti1 GPUs, courtesy of the department of Mathematics at the University of
Oslo. This enables swift training; and depending on the architecture, training
a single model has taken, on average, between 15 and 50 minutes. This is
of course fortunate as we have throughout the course of this thesis trained
thousands of models, some erroneous and failed in preliminary stages, but the
results presented in Chapter 7 will be based around a subset of predictions from
roughly 1150 models. If we were to train using CPUs instead, we would never
have been able to do nearly as extensive experiments.

Moving on to the software, all models are trained using script written in
Python (3.7.3). For the evaluation metrics described in Section 6.2 and some of
the pre-transformer models in Section 6.4, we use implementations from the
scikit-learn2 (0.21.3) library. For the deep learning models described in Section
6.5 and out, we use the deep learning framework Pytorch3 (1.4.0) (Paszke et al.,
2019), facilitating high-level plug-and-play construction of neural networks
with an efficient implementation. Finally, downloading and using pre-trained
transformer networks is made possible through the huggingface transformers4

(Wolf et al., 2019) library (we use PyTorch in combination with the latter to
build our own models).

6.2 Evaluation

Prior to building models, we should decide on some evaluation metrics for our
models. This is important for comparing models such that we can say that
one is preferable over the other. Moreover, we also need these metrics during
training to monitor the model. What is common for all the evaluation schemes
is that they will be calculated based on predictions the models make on the
current dataset, e.g. how well it does on the training, validation or test data.

To get it out of the way, when we later in this chapter and the next talk about
‘training loss’ or ‘validation loss’, this means the mean of the cross-entropy loss
in (2.10) when we evaluate it on the training and validation dataset, respectively,
and take the average. This is a rough estimate of performance, as it is per
definition based on the normalised probabilities predicted by the models. It
will not be meaningful as a performance metric to compare models, because it
does not correspond exactly to the discrete predictions of the models. We will
however use training and validation loss to monitor training to make sure that

1See https://www.nvidia.com/nb-no/geforce/graphics-cards/rtx-2080-ti/ for more information.
2https://scikit-learn.org/stable/.
3https://pytorch.org/.
4https://github.com/huggingface/transformers.
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during training they exhibit ‘correct’ behaviour (as explained in Section 4.4),
i.e. that training loss goes down during training and that the generalisation
error, which the validation error attempts to estimate, flattens out at some
point (and might even increase).

Confusion matrix

As a first step into describing the performance metrics to follow, we will
establish the concept of a confusion matrix (Jurafsky, 2000). This will be
useful to understand the possible classification outcomes when we compare a
model’s prediction with the true label; and moreover we will evaluate some of
the close-ended coding models later by looking at confusion matrices.

We can describe a confusion matrix as a K ×K table that summarises the
distribution of a classification model’s predictions when we compare them to
the ground truth, and K is the number of classes. There are two axes in a
confusion matrix: one axis is the prediction made by the model, and the other
axis is the actual label of the input example. For example, with K = 2 we are
in the setting of binary classification, e.g. the haystack task from Section 4.3.

Gold labels
Gold positive Gold negative

Model
predictions

Positive True positive False positive
Negative False negative True negative

Table 6.1: General confusion matrix for K = 2.

In Table 6.1 we show a general confusion matrix for when K = 2, where a
positive prediction will depend on problem definition and K. For the binary
case as in the table, the positive class is often the class we are interested in, e.g.
articles with protest events in the haystack task, and non-protest articles would
then be the negative class. We can generalise this to the case of K > 2, but for
now we give a brief definition of the different outcomes from the table, and we
exemplify with the haystack task where the positive class is articles mentioning
protest:

True positive (TP) This is an outcome where the model correctly
predicts the positive class, e.g. predicting an article to contain a protest
when it indeed does have it.

False positive (FP) In contrast to TP, this is when the model mistakes
the positive class for the negative class, e.g. the model believes there is a
protest in an article, when there is not.

False negative (FN) This happens when the model incorrectly predicts
the negative class. For example when the model says an article does not
mention a protest, but in truth it does.

True negative (TN) Similarly to TP, this outcome happens when the
model correctly predicts the negative class, e.g. the model predicts no
protest, and the truth is that there is no protest.
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We will use TP, FP, FN and TN to establish some intuition in the binary case for
the metrics we will introduce shortly. However, in the case of K > 2, it makes
less sense to talk about the above outcomes in terms of positive and negative
classes, and calculation of the following metrics is more plainly defined through
the confusion matrix (which naturally also applies to the case of K = 2).

Accuracy

A commonly known metric is the accuracy (Jurafsky, 2000) of a model, which
is simply the proportion of correct classifications among all classifications. For
the case of K = 2, accuracy is computed as

Accuracy(2×2) = TP + TN

TP + FP + FN + TN
, (6.1)

and more generally,

Accuracy =
∑
k Ckk∑

r

∑
k Crk

, (6.2)

where C is the K ×K confusion matrix. However, we will not be using this
metric. Generally, there are many issues with it (Harrell Jr, 2015). For our
application, the main issue comes from the class imbalance in the data. Due
to the imbalance, our models may quite easily achieve ‘good’ accuracy by
predicting all examples to belong to the negative class (for the haystack task).
Since we know from Section 4.3 that protest articles make up about 12% of
the positive class, our model could attain an accuracy of 88% by only giving
negative predictions. This is unfortunate, and moreover it does not give much
insight as to how wrong the model is or which cases it struggles with.

Precision and recall

The first of the relevant metrics we will use is the precision (Jurafsky, 2000) of
a classifier. Precision is defined with respect to each class, and in the binary
case usually with respect to the positive class. First let us look at how it is
calculated when K = 2, as

Precision(2×2) = TP

TP + FP
, (6.3)

and for a general K ×K confusion matrix C we calculate precision for each
class k ∈ {1, 2, . . . ,K}, such that

Precisionk = Ckk∑
r Crk

, (6.4)

i.e. we divide the true positive predictions for a specific class by the sum of the
row corresponding to class k in the matrix.

From (6.3) we can see that precision measures the rate of false positives,
e.g. for the haystack task it measures how well the classifier is able to correctly
predict protest articles, compared to when it incorrectly predicts an article to
mention protest when it does not. This is a more useful measure compared to
accuracy, because now we can at least be confident that our classifier is doing
something right when it gets a high precision score.

66



6.2. Evaluation

Precision is just not enough to fully evaluate a classifier, because we do
not know the rate of false negatives, which is quite important for gauging the
usefulness of a classifier as we will hypothesise. That is what recall (Jurafsky,
2000) attempts to solve, and like precision, is relevant per class (or with respect
to the positive class in a binary case). Let us look at how it is calculated, for
K = 2 and a general K ×K confusion matrix C, they are given by

Recall(2×2) = TP

TP + FN
, (6.5)

Recallk = Ckk∑
c Ckc

, (6.6)

where in the general case we now instead divide by the sum of the column of
class k.

As we can see, recall measures the rate of false negatives, and in some
sense is the opposite of precision. For the haystack task, recall will tell us how
often the model mistakes articles actually containing protests as non-protests.
There is a subtle difference here that is important; because arguably a classifier
wrongly telling us that an article is irrelevant for us, when it truth it is relevant,
is worse than when the classifier wrongly includes a non-protest article as being
about a protest (which we get from precision).

Macroaveraging and microaveraging

Since precision and recall in the multi-class setting, i.e. with a confusion matrix
where K > 2, have metrics for each class, it quickly becomes tedious to analyse
every single value. We can combine all the values of each class into a single
amount per metric, in two ways. With macroaveraging (Jurafsky, 2000) we
compute precision and recall for each class, then take the average. This might
not be the best compound metric when there is imbalance between the classes.

In that case, we can use microaveraging (Jurafsky, 2000), which involves
tallying up every TP, FP and FN for each class, and then compute the metrics
in question. However, to be able to compute TP, FP and FN for each class,
we must have a notion of positive and negative class for each class. To get
this, we can split up the K ×K confusion matrix into K times 2× 2 confusion
matrices by binarising each class, such that the positive class becomes class
k, and the negative class is every other class (i.e. not class k). Then, with K
sub-matrices we can align them along a third dimension and then sum them
in that dimension to get the total TP, FP and FN required for precision and
recall, which will now be microaveraged.

We can express this more plainly as follows. Define TP, FP, FN and TN for
each class based on the confusion matrix C of size K ×K as

TPk = Ckk, (6.7)

FPk =
∑
c6=k

Ckc, (6.8)

FNk =
∑
r 6=k

Crk, (6.9)

TNk =
∑
r 6=k

∑
c 6=k

Crc. (6.10)
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Consequently we can define the total of each outcome as

TP =
K∑
k=1

TPk, (6.11)

FP =
K∑
k=1

FPk, (6.12)

FN =
K∑
k=1

FNk, (6.13)

TN =
K∑
k=1

TNk. (6.14)

If we now calculate precision and recall based on (6.3) and (6.5), we get
microaveraged metrics for each of them.

Despite the desirable properties of microaveraging, we will show both
compounded metrics when relevant; since we have the ‘Non-protest’ class
for the examples that do not contain a protest event, and that class makes
up a majority of the examples, we will inevitably get a large imbalance which
artificially inflates the score if we were to only use microaveraging. To counter
this, we will additionally use the metric introduced in Section 6.2 below.

F-measure

Although we now have two metrics, precision and recall, which give us useful
information about two aspects of the classifier, this poses the question of which
metric to optimise for in choosing classifiers. Generally, we would like a classifier
that has high precision and high recall. As such a metric which is the mean of
the two is beneficial so that we can focus on a single metric.

For this we will use the Fβ-score (Powers, 2011), which is a weighted
harmonic mean of precision and recall, defined as

Fβ = (1− β2) Precision · Recall
(β2 · Precision) + Recall , (6.15)

for any positive real β. Following Hanna (2017), we will use β = 2 when
evaluating the haystack task, and β = 1 for the close-ended coding. With β = 2
we weigh recall with more importance, meaning we care more for the haystack
classifier with the lowest number of false negatives. We are more interested
in at least getting all the relevant articles, and if some of them are irrelevant
that is fine, but missing relevant articles is something we want to avoid. While
for the close-ended coding we weight precision and recall equally as there is
no reason in which recall is more important than precision here – we want few
false negatives and false positives, relatively speaking.

Matthews correlation coefficient

The last metric we will introduce and use is the Matthews correlation coefficient
(MCC) (Cramir, 1946; Matthews, 1975). This is mostly included as a ‘sanity
check’ to compare with the F1/F2 scores we will use, but also since MCC is a
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favourable choice within machine learning especially when there is imbalance
between the classes (Gorodkin, 2004; Boughorbel et al., 2017). Because of
this, MCC is particularly useful when we look at the multiclass models for the
close-ended coding tasks later, especially since balancing between macro- and
microaverage is difficult as we will see in the next chapter.

Like the previous metrics, MCC can be defined in terms of the different
outcomes in a 2×2 confusion matrix, as well as generally for a K×K confusion
matrix. They can be expressed as

MCC(2×2) = TP · TN− FP · FN√
(TP + FP)(TP + FN)(TN + FP)(TN + FN)

, (6.16)

and when C is the K ×K confusion matrix as before we get

MCC =
∑
k

∑
r

∑
c CkkCrc − CkrCck√∑

k(
∑
r Ckr)(

∑
k′ 6=k

∑
r′ Ck′r′)

√∑
k(
∑
r Crk)(

∑
k′ 6=k

∑
r′ Cr′k′)

.

(6.17)
Unlike with the previous metrics, which lie in the range [0, 1], MCC will

lie in the range [−1, 1] for the binary case and [`, 1] in the general case. Here,
` is a number in [−1, 0] and will depend on the true distribution of the data
(Gorodkin, 2004). Generally, an MCC of 1 represents perfect prediction, 0 is
equivalent to random prediction and −1 indicates total disagreement between
model and data. MCC is also the only metric which accounts for true negatives,
and hence it becomes our metric for accuracy. In our applications, MCC will
likely be a positive value quite close to the F1-score.

6.3 Some hyperparameters

In the following, we will use many different kinds of models, and most of the
models will have many hyperparameters we much decide on prior to training.
Due to the sheer number of different models, as well as the complexities of
each, we will not attempt to optimise for the best hyperparameters. To keep
things fair, we will then use the same common hyperparameters for every
transformer-based model (from Section 6.5 and out).

Hyperparameter Value(s)
Batch size [20, 28, 28, 54], [42, 56, 56, 112]*

Learning rate 2 · 10−5

Epochs 15
Optimiser AdamW (Loshchilov and Hutter, 2017)

Table 6.2: Overview of common hyperparameters. The batch sizes in each list
correspond to the maximum lengths of the articles in the datasets, from 225 to
150 as described in Chapter 4.

We summarise our choices of common hyperparameters in Table 6.2. For
the batch sizes, we will mainly use the first list in the table, where the numbers
correspond to datasets with the different maximum lengths, from 225 to 150.
The second list will be used as batch sizes for one of the haystack models where
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we increase the batch size to see how it affects performance. The reason we
use the former list of sizes for most cases is due to computational restrictions
from the most complex model – the smaller batch sizes work for every model
we describe later.

The learning rate of 2 · 10−5 and number of epochs set to 15 was chosen
somewhat heuristically, based on preliminary testing. A low learning rate and
number of epochs is also generally an accepted choice when fine-tuning BERT
models (Devlin et al., 2018; Sun et al., 2019b; Liu, 2019; Sun et al., 2019a). An
epoch is simply a full iteration through the whole training dataset. Thus, with
15 epochs the model is able to train on each training data example 15 times.
Moreover, the learning rate is used with the optimiser which we describe below,
and it denotes the rate at which the weights of the network get updated on
each backpropagation.

Optimisation

Optimisation of weights in neural networks is the task of finding the optimal
weights of the network with respect to some loss criteria, such as the cross-
entropy loss as we have seen in (2.10). Generally when training neural networks,
some variant of stochastic gradient descent (SGD) with backpropagation
(Rumelhart et al., 1986) is used to update the weights of the network towards
one of the optimum states.

The backpropagation algorithm is a way of computing gradients, and with
SGD we scale the gradients of the networks by the learning rate and add them
to the weights of the network at iteration t, in order to update them for iteration
t + 1. Formally, if ω(t) are the weights of the network at time t and η is the
learning rate, in SGD we update the weights as

ω(t+1) = ω(t) − η∇ω(t)Ldropout, (6.18)

where the gradient is taken with respect to the dropout loss described in 5.6,
but can be any general loss expression. The stochastic part of gradient descent
means we update the weights based on a random subset of the training data at
each time step.

However, SGD is relatively naive in the way it updates the weights, such
that the time to reach the optimum is relatively slow (Nesterov, 2013). Several
alternatives have been proposed (Ruder, 2016), among them the popularised
Adam optimiser (Kingma and Ba, 2014). Adam uses adaptive learning rates,
and stores exponentially decaying averages of past gradients as well as the
squared gradient.

To describe Adam, we will follow the notation used in Kingma and Ba
(2014). If we let θ(t) ∈ Rd be the weights of the classifier at time t, and
g

(t)
i = ∇θ(t)J(θ(t)

i ), where J is the loss function of the current context, including
some regularisation. The decaying averages can be expressed as follows, for
each time step t:

m
(t+1)
i = β1m

(t)
i + (1− β1)g(t)

i , (6.19)

v
(t+1)
i = β2v

(t)
i + (1− β2)(g(t)

i )2, (6.20)

where m(1), v(1) ∈ Rd are vectors initialised to zero. The values of β1 and β2 are
usually very close to 1, and it is common to use β1 = 0.9 and β2 = 0.999 (Kingma
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and Ba, 2014; Nesterov, 2013). Furthermore, since m(t), v(t) are initially zero,
the authors observe that they always are biased towards zero. To counteract
this, they correct the biases as:

m̂
(t)
i = m

(t)
i

1− βt1
, (6.21)

v̂
(t)
i = v

(t)
i

1− βt2
, (6.22)

where the βi in the denominators now have the time step t as exponents. This
yields the Adam update rule

θ
(t+1)
i,Adam = θ

(t)
i,Adam −

η√
v̂

(t)
i + ε

m̂
(t)
i , (6.23)

for a small ε > 0.
There is however a small detail which has been ignored earlier, and which is

pointed out in Loshchilov and Hutter (2017). Here, the authors point out that
using L2 regularisation, which commonly called weight decay in the context
of neural network optimisers (Krogh and Hertz, 1992), in combination with
adaptive gradients such as in Adam, does not properly regularise the weights
as assumed previously. This comes from the fact that the gradient expression
in g

(t)
i also includes the gradient of the regularisation term (i.e. look at the

expression in (5.6)), and this means that the term gets normalised in expression
(6.23), thus the weights ultimately get regularised less than expected.

Thus, they instead propose Adam with decoupled weight decay (AdamW)
where now the gradient of the objective function is assume to be without
regularisation. The expressions in (6.19)–(6.22) are still calculated the same,
but with the implicit assumption that g(t)

i does not include gradient of the
regulariser, and the update rule is given by

θ
(t+1)
i,AdamW = θ

(t)
i,AdamW − η

 m̂
(t)
i√

v̂
(t)
i + ε

+ λθ
(t)
i,AdamW

 , (6.24)

where now λ is the regularisation hyperparameter as in (5.6). In their paper,
they show that AdamW performs better on a range of different tasks, and as
such we choose to use this optimiser in our experiments.

Checkpointing and monitoring training

In Section 6.3 we said that we will train every model for 15 epochs. However,
this does not mean that we end up storing every model at the final epoch. We
only store a model based on the F-measure. For example, with the haystack
task we wish to optimise for the F2 score. Thus, during training we keep track
of the current best F2 score, and checkpoint the model at the corresponding
epoch. Then, if a model yielding a better F2 score is found in a later epoch, we
overwrite the model at the previous checkpoint.

Moreover, as a quality assurance measure, we will also store plots of the
training process. In one plot we will display the development of precision, recall,
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F2 and MCC scores over the different epochs, and in another plot we will keep
track of training and validation error. This way, we can look at the plots after
training to see how the generalisation gap which we mentioned in Section 4.4
evolves. If something seems off, we can always retrain the same model and
stop earlier. The plots will also be useful as a way of showing that either we
should train for even more epochs, or perhaps we could have gotten away with
reducing the number of epochs. We will look at some of these plots in the next
chapter.

6.4 Pre-transformer baselines

In order to be able to compare our results to those presented in Hanna (2017),
we will reproduce their results using the classifiers they use5. We will not
describe the classifiers in full detail, but they are well-known from literature
within statistical modelling.

Mainly they use two classifiers: logistic regression (LR), where the aim is to
estimate the probability of outcomes; and support-vector machine (SVM), which
aims to estimate hyperplanes that separate the data into different classes (Hastie
et al., 2009). For LR, there exists closed-form solutions to train the classifier
based on a dataset. It is also possible to train the LR classifier with stochastic
gradient descent and backpropagation (Rumelhart et al., 1986), which is the
common method for training the SVM classifier as well and which we will do.
For both classifiers, we will regularise them with either L1 or L2 regularisation
on the weights (Hastie et al., 2009), and use different regularisation weights
λ ∈ {1 · 10−5, 5 · 10−5, 1 · 10−4, 5 · 10−4}; these are hyperparameters, and we will
search for the optimal one as described below.

Furthermore, during training we will use the leave-k out method for splitting
data (as described in Section 4.4), where we split the training data further into
smaller training and validation sets. Following Hanna (2017), we split the data
into three equally large sets and train classifiers such that they are validated on
all parts. We do this in order to search for optimal hyperparameters, and train
the final model based on the best hyperparameters.

Additionally, we will train a number of different multi-layer perceptrons
(also known as a feed forward network) with varying numbers of hidden layers
and hidden dimensions. This we will do for the haystack task and each of the
close-ended tasks separately. We can describe the MLP in this case specifically
as:

h1 = g(xTW1 + b1),
hl+1 = g(hTl Wl + bl),

hL = g(hTL−1WL−1 + bL−1),
y = softmax(hTLWL + bL),

(6.25)

for l ∈ {1, 2, . . . , L − 1}, and L will be a hyperparameter. We will try
with L ∈ {2, 3, 4}. Here, g is the ReLU activation function. Moreover,
the dimensionality of the hidden weights will depend on the number of

5We do this to make sure that the data behaves approximately the same as in their
previous work, such that we can be confident that we have not processed the received data
wrongly.
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layers, which is summarised in Table 6.3. In the table, |V| is the vocabulary
size of which the features are based on (see next paragraph), and T` for
` ∈ {haystack, form, issue, target} is the current task. Correspondingly, the
dimensions of bl and bL will be the same as the second dimension of the
weights in the same layer. We will use the same leave-k out strategy as above
to find the best hyperparameters here.

L W1 W2 W3 W4

4 |V| × 256 256× 128 128× 64 64× |T`|
3 |V| × 128 128× 64 64× |T`| —
2 |V| × 64 64× |T`| — —

Table 6.3: Overview of the dimensions of the hidden layers in the feed forward
networks for different L.

As for the features of the data, the x from above, we will use tf-idf features,
explained in Section 2.2, as they do in Hanna (2017). Note than when we use
tf-idf features, we must also decide on a vocabulary size |V|, which is another
hyperparameter and will become the dimensionality of the features. For the
three models above, we will experiment with vocabulary size |V| ∈ {10,000,
12,500, 15,000, 17,500, 20,000}.

A simple algorithmic model

As an additional reasonableness check, for the haystack task, we will write a
simple script based on a search string to parse through articles and return a
positive or negative answer for each article. This is done in order to check that
we do need more complex statistical models to automatically categorise text for
us, and that it is not a simple task we can automate with hand-coded rules.

To do this, we use a very inclusive regular expression similar to the one they
use in Hanna (2017), although somewhat extended. The regular expression can
be seen in Appendix B.1. The script works by looping through every haystack
article, and searches each one with the regular expression. If the search returns
a match in an article, we predict it as a protest article, otherwise not.

6.5 The haystack models

We now turn to transformer-based models. The haystack task is a binary
classification problem, and our inputs are word sequences of some length. From
a high level perspective, we want to map word sequences (the articles) to
binary variables yi ∈ {0, 1}, where yi = 0 means there is no protest event
present in the text, and yi = 1 means there is a mention of protest. At the
beginning of Section 3.1, we described the transformer as an autoencoder, which
encodes a sequence into some latent representation, before decoding it. Using
DistilRoBERTa from Section 3.4 as our encoder, we will create contextualised
(i.e. latent) representations of the input sequences. Then, we decode these
representations using feed forward networks.

Moreover, there will be different haystack models depending on whether we
regularise it with the techniques presented in Section 5.2 and 5.3, or if we model
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aleatoric uncertainty as described in Section 5.1. The common aspect of all
the models will be that they use a pre-trained DistilRoBERTa as the encoder,
which is a stack of 6 encoder modules (see left-hand side of Figure 3.1), where
each multi-head attention modules will have 12 attention heads.

The dimensionality of the word embeddings in these models will be
dmodel = 768, i.e. the input words are each represented by vectors x ∈ Rdmodel ,
such that together they can be represented as a matrix X ∈ R(S+1)×dmodel ,
where S is the sequence length, e.g. S = 225 in the dataset where the articles
are capped at length 225. The reason it is S + 1 comes from the way RoBERTa
maps input text to embeddings (during tokenisation the ‘[CLS]’ token is added
to the sequence).

To describe the full model, we will use the notation from Section 5.2, as the
composition hω(f(X), g(.)), where ω are all the weights in the combined full
model, i.e. a union of the set of weights in f and g. Here, f is the RoBERTa
base model which encodes the input articles into contextualised representations,
and g will usually be composed of some feed forward layers whose input will
vary depending on the model and task. We will call g the classification head,
which is what we will describe in each of the different models to follow.

Also, note that the output from RoBERTa f will always be of the form
Z ∈ R(S+1)×dmodel , the contextualised representation of the whole input article,
where each representation zs for s ∈ {1, 2, . . . , S + 1}, now takes into account
surrounding context words. We will not always use the full Z as input to the
classification head; which will be explained when needed.

Finally, for all the haystack models, we will also model epistemic uncertainty
using Monte Carlo integration, as we described in Section 5.1. The haystack
model outputting aleatoric uncertainty is described in Section 6.5 below.

Baseline haystack

We illustrate the architecture of the baseline haystack model in Figure 6.1. Here,
the input article X (assuming tokenisation is already performed) is fed into f
through hω, which produces the contextualised representation Z. Following the
fine-tuning approach used in Devlin et al. (2018) (BERT) and Liu et al. (2019d)
(RoBERTa), for classification tasks the ‘[CLS]’ token representation can be
seen as a summary of the whole input sequence. This is what we will use as
input to the classification head g, where we denote the input as z0 ∈ Rdmodel .

In the baseline haystack, the classification head is composed of two linear
layers. If we denote the output from the first linear layer as h1 and the second
one as h2, they can be defined as

h1 = W1Dropout(z0) + b1, (6.26)
h2 = W2Dropout(tanh(h1)) + b2, (6.27)

W1 ∈ Rdmodel×dmodel ,b1 ∈ Rdmodel ,W2 ∈ Rdmodel×2,b2 ∈ R2,

where the weights and biases are randomly initialised using Xavier initialisation
(Glorot and Bengio, 2010). Before the linear transformations, dropout is applied
to the input, which randomly zero out some of the dimensions in the transformed
vectors. The tanh layer is the element-wise application of the hyperbolic tangent
function (Abramowitz et al., 1988), which is a non-linear function squashing
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Figure 6.1: Architecture of the baseline haystack, where hω is composed of
RoBERTa f and the classification head g. We extract from Z only the first
token representation to be used as input to g.

all values to lie in the range (−1, 1), i.e. this is the activation function for the
classification head.

Finally, the output from the classification head is the unnormalised
probabilities of the negative and positive class, i.e. non-protest and protest,
produced by the second linear layer in (6.27). The output is therefore ŷ = h2,
and the final prediction is thus ŷ = arg max1≤i≤2 ŷi. During training, we
compute the softmax of ŷ, i.e. p = softmax(ŷ), which is passed into the cross-
entropy loss function (from (2.10)) with the corresponding ground truths y6.
The error is then propagated back into the network, such that all the weights
ω are modified during training, which is the fine-tuning part of RoBERTa. The
classification head is thus trained from scratch for the haystack task.

6This is a vector due to one-hot encoding, where yi = 1 for the true class and zero
otherwise.
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Adversarial and virtual adversarial haystack

For the regularised haystack models trained with adversarial and virtual
adversarial training (from Section 5.2 and 5.3, respectively), the architecture
of the models are mostly the same as in Figure 6.1. Conceptually, both of
the regularisation techniques add noise to the input of the models. To reduce
the complexity of the training process, we add the adversarial and virtual
adversarial noise to the input of the classification head. This idea follows the
same notation as we used in Section 5.2 and 5.3, where zi now is actually z0,i,
i.e. the contextualised embedding corresponding to the token ‘[CLS]’ for every
input example i ∈ {1, 2, . . . , n} and n is the number of training examples in the
current batch.

In the adversarial haystack model, during training, this involves calculating
a forward pass with the classification head twice, once with the unmodified
input z0,i and a second time with zadv

0,i as defined in (5.14). Then the loss is
calculated according to (5.15), where in our experiments we use α = 0.5 and
εadv = 1 as they do in Goodfellow et al. (2014).

For the virtual adversarial model, we calculate the local distributional
smoothing in (5.18) based on the contextualised embedding z0, and use the
power iteration method to estimate the virtual adversarial noise r̃vat with a
single iteration. Finally, the loss is then calculated according to (5.21).

In our experiments, we set εvat = 0.5, γ = 1 and ξ = 0.1, following Miyato
et al. (2015). Due to the amount of different models we train in total, we do
not perform any grid search for the optimal hyperparameters in the regularised
training methods.

Haystack model with heteroscedastic aleatoric uncertainty

Figure 6.2: The modified classification
head of the aleatoric haystack model.

To model heteroscedastic aleatoric un-
certainty as we described in Section
5.1, we must make the model output
an estimated mean hω and variance
σω as described in (5.12). Since we as-
sume uncorrelated classes here, which
seems fine as we are modelling the un-
certainty associated with the haystack
task, we need the model to output
two values corresponding to the (het-
eroscedastic) aleatoric uncertainty of
each class.

In relation to Figure 6.1, we must
modify the classification head slightly
so that we can interpret its output
as the mean and variance of the
assumed model. We show this in
Figure 6.2, where now the final linear
layer outputs two vectors of size 2. Now, ĥω ∈ R2 is the mean unnormalised
probabilities of an article not containing or containing a protest. While σ̂ ∈ R2

is the aleatoric standard error of each class.
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In implementation, this requires changing the final linear layer such that, if
we look back to the expression in (6.27), W2 ∈ Rdmodel×4 and b2 ∈ R4. Another
small detail is that we must sample ε from a multivariate standard Gaussian
during training, which is done as we add ĥω and σ̂ together to give the final
prediction ŷ. Furthermore, this is all done T = 10 times when we train the
models to follow the loss expressed in (5.13). During inference, we keep sampling
the ε, and will perform Monte Carlo integration as described in (5.8) with
dropout to get an estimate of the (mean) variance.

Finally, we will follow the procedure they use in Kendall and Gal (2017)
where they train models on the full, the half and fourth of the training dataset.
They do this to demonstrate that the inherent uncertainty within the data is
independent of the number of data points we have in the dataset, i.e. we can
not reduce aleatoric uncertainty even if we increase the size of our data – this of
course shown through evaluation on the validation and test sets. The half and
fourth sized datasets are created prior to training simply by sampling half and
a fourth of the training data (after it is split into training and validation data).

6.6 Close-ended models

With the close-ended coding, the goal is in essence to perform multiple multiclass
classification tasks. This is arguably a much more complex group of tasks, and
there are many ways one could model this. We will here present some ways of
doing this. We will not use this class of models to model epistemic uncertainty,
although they will have the capability of doing so; instead we will in the next
chapter look at confusion matrices to see where the weaknesses of the models
might lie.

We remind the reader that the close-ended coding task consists of several
tasks, namely the task of identifying the form of the protest, the issue protested
and the target of the protest. An overview of the different classes in each task
(for each length-capped datasets) can be viewed in Appendix A.1. Recall also
that for each of the tasks, we have datasets where we include the class ‘Multi’,
which we introduced in Section 4.3, and differs from the way modelling was
done in Hanna (2017). Each model in the following subsections will be trained
on both datasets individually.

Moreover, because all the three sub-tasks in close-ended coding are multiclass
classification problems, we may use the same kind of model when we want to
classify each of them. However, there are several way we can do this; as we will
see we do not have to classify each task separately with multiple models – we
can create single models to predict several tasks at once.

Baseline close-ended model

First, we will look at the baseline model which will be used to handle each
sub-task in the close-ended coding separately. This model is essentially identical
to the one in Figure 6.1. The input is an article of some maximum length –
but the difference is the length of the final output vector, and consequently the
second output dimensions of the last linear layer.

Specifically, let now T` for ` ∈ {form, issue, target} denote each of the close-
ended coding tasks, respectively. Let also |T`| denote the number of unique

77



6. Experimental setup and modelling

classes in the task (which might vary depending on maximum length, see
Appendix A.1). Then (6.27) is changed to W2 ∈ Rdmodel×|T`| and b2 ∈ R|T`|,
and the final output ŷ ∈ R|T`|.

Using information about protests

Figure 6.3: Including information about
the presence of protest.

Since we in the previous model do not
utilise any information about protests,
because we do not include labels from
the haystack task in any way, we can
build a slightly modified model where
we also include this information. This
is shown in Figure 6.3, where informa-
tion from the protest label p ∈ {0, 1}
is included as a binary value and con-
catenated to the vector z0; new length
is dmodel + 1. This new vector is then
given as input to g, and the rest of
the transformations are the same as
in Figure 6.1. Correspondingly, we
must change the linear layers in g by
increasing the input and output dimensions in all the weights and biases.

6.7 The multitask models

In multitask learning (Caruana, 1997) the goal is to learn multiple tasks
concurrently within the same model. The idea behind multitask learning
is that learning several tasks all at once might boost overall performance on all
tasks; see Collobert and Weston (2008); Bingel and Søgaard (2017); Liu et al.
(2019c).

There are several ways of doing multitask learning, and we will train models
suitable for each of the following cases:

• Predicting the haystack task and the form of the protest.

• Predicting the haystack task and the issue of the protest.

• Predicting the haystack task and the target of the protest.

• Predicting the form, issue and target of the protest.

• Predicting the haystack task, the form, issue and target of the protest.

For each case, we can easily think of many different types of architectures.
However, due to memory limitations in hardware, we will restrict ourselves to
using classification heads based on linear layers (plus dropout and activation
functions), which we will describe in the following subsections.

Formally, let Ŷ denote the prediction of a multitask model. Then depending
on the task, Ŷ =

⋃
`∈S{ŷ`}, where S is the set of current tasks. For

example, when we want to predict the haystack task and form, we have
S = {haystack, form} and Ŷ = {ŷhaystack, ŷform}.
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Haystack and one close-ended task

In the following, we describe the models used for each of the three cases where
we want to predict the haystack task and one close-ended task, i.e. form, issue
or target, which we will call the auxiliary task; we will use the same architecture
for each of the three cases.

The idea here is to utilise the information the network learns about the
input as it predicts the haystack task, and then propagate this knowledge to the
rest of the network to predict the auxiliary task. With the information that the
input contains a protest event or not, it should have the capacity to produce
useful features the rest of the network can use in predicting the auxiliary task.

Figure 6.4: The classification head of
the model predicting both the haystack
task and one auxiliary task.

We will use two approaches for this.
In Figure 6.4 we show how we modify
the classification head for the first
approach. The first thing to notice is
that the output from the full model is
now two vectors, which together make
up Ŷ as described above. If we follow
the line going from ŷhaystack and back
into the model, we see that everything
is still the same as above.

In order to create predictions for
the auxiliary task, we use a copy of
z0, pass it through a dropout layer
and concatenate it with a copy of the
unnormalised probabilities ŷhaystack
which come out of the second lin-
ear layer. This concatenation of z0
and ŷhaystack, denoted as zauxiliary, is
passed into a third linear layer, whose
output goes through the same kind
of transformations as the output from
the first linear layer.

Thus, we keep the first and second
linear layer as before. The third and
fourth linear layers are almost exactly
the same, the main difference is that no
dropout is applied to the information
coming directly from the second linear
layer, i.e. ŷhaystack, as we believe that
this is necessary information we do
not want to randomly drop. We can

express the last two transformations as

h3 = W3zauxiliary + b3, (6.28)
h4 = W4Dropout(tanh(h3)) + b4, (6.29)

W3 ∈ R(dmodel+2)×(dmodel+2),b3 ∈ R(dmodel+2),W4 ∈ R(dmodel+2)×|T`|,b4 ∈ R|T`|,

such that the auxiliary predictions are given by ŷauxiliary = h4.
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Using max pooling to exploit more information

Up until now, we have directly used the z0 coming from the pre-trained
transformer, i.e. the contextualised representation of ‘[CLS]’ token, which
we could interpret as a summary of the input sequence. However, in doing
that, we might throw away useful information present in the rest of the tokens
{zi}S+1

i=1 . Thus, we will try to utilise this in the following.
We will use max pooling (Serre et al., 2005; Jarrett et al., 2009; Krizhevsky

et al., 2012) on the rest of the tokens. It works by selecting the maximum value
along a specific dimension of a matrix or within a set of points; we will use max
pooling on {zi}S+1

i=1 .

Figure 6.5: Modification of the model
in Figure 6.4, where now we apply
max pooling over the row-dimension
of Z−(0).

We denote Z−(0) as the matrix of
dimension S × dmodel, where each col-
umn makes up the contextualised em-
beddings produced by RoBERTa, i.e.
zi, and note that we have deliberately
removed the first contextualised em-
bedding corresponding to the ‘[CLS]’
token. If we now apply max pooling
to the rows of Z−(0), we are left with
a single vector zpool ∈ Rdmodel , where
now the maximum value along each
row has been selected from the full
matrix, i.e. we compare values across
the embeddings.

In Figure 6.5 we show the modified
architecture when we use max pooling
on Z−(0) to produce a vector zpool
(not pictured) which is passed on to
a dropout layer as the copy of z0
was in the previous model (in Figure
6.4). This max pooled representation
is then concatenated with a copy of
ŷhaystack and transformed as in Figure
6.4 through a linear layer followed by
tanh, dropout and the final linear layer
to create predictions ŷauxiliary. The other copy of ŷhaystack is passed to the
output of hω, and together with the auxiliary prediction make up Ŷ.

Multitask close-ended model

We present two very similar variants of a multitask model designed to predict
all the close-ended coding tasks, i.e. we want model predictions such that
Ŷ = {ŷform, ŷissue, ŷtarget}. Here, we will essentially split the classification head
into three parts where each head makes a prediction for each sub-task. These
models are quite similar to the baseline close-ended model(s) from Section 6.6.
In the first approach, we do not use labels from the haystack task as features,
whereas in the second approach we will.

The architecture of the first model is shown in Figure 6.6. The classification
head is substantially larger now, with three ‘lanes’ corresponding to each close-
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ended task. However, not much has changed in comparison to the architecture
of e.g. the baseline haystack (which is used for each close-ended sub-task as well)
in Figure 6.1. The main difference is that the classification head is separated
into three branches after the first linear layer, and the idea is that the first
linear layer will create an internal representation of the ‘[CLS]’ token as well
as increasing the classification head’s model capacity to learn.

Note that the second row of linear layers can be viewed as an encoder specific
for each task, whose assignment is to create beneficial features for the final row
of linear layers where the final prediction is generated for each of the three
tasks.

Figure 6.6: Architecture of the multitask close-ended model, where now the
final output is the prediction for every close-ended coding task.

We can formally express the operations by the classification head in Figure
6.6. Since the first linear operation is the same, we reuse its output h1 from
(6.26). For the rest of the classification head, the three lanes are fundamentally
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identical, and can be expressed as

h2,` = W2,`Dropout(tanh(h1)) + b2,`, (6.30)
h3,` = W3,`Dropout(tanh(h2,`)) + b3,`, (6.31)

W2,` ∈ Rdmodel×dmodel ,b2,` ∈ Rdmodel ,W3,` ∈ Rdmodel×|T`|,b3,` ∈ R|T`|,

and the final close-ended coding predictions are given by ŷ` = h3,`.
Finally, in the second approach where we use labels from the haystack task,

we simply concatenate the value to z0 before the first dropout layer, as in Figure
6.3. This vector then gets passed through the system to produce predictions
for all the close-ended tasks, as explained above.

Full multitask model

Figure 6.7: Architecture of the full multitask model, where the haystack task
and every close-ended task is predicted jointly.
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At the end of this chapter, we now present the ‘full’ multitask model. Here,
we extend the output space from above to include the haystack task, i.e. now
Ŷ = {ŷhaystack, ŷform, ŷissue, ŷtarget}. The architecture we will use for this will
be a combination of the one used to predict the haystack task and one close-
ended task, presented in Figure 6.4, and the multitask close-ended model from
the previous subsection, illustrated in Figure 6.6.

The full multitask model is visualised in Figure 6.7. Note the similarities to
the previously mentioned models. The operations and dimensions of the first
two linear layers are exactly the same as in (6.26)–(6.27). Then, if we denote
the output coming from the first row of linear layers (i.e. after the second linear
layer) as h3,`; and the output from the final row of linear layers as h4,`, we
have that the former is created exactly as in (6.30) and the latter as in (6.31).
The dimensions of the weights and biases are given as

W3,` ∈ R(dmodel+2)×(dmodel+2),b3,` ∈ R(dmodel+2),

W4,` ∈ R(dmodel+2)×|T`|,b4,` ∈ R|T`|,

because of the concatenation with ŷhaystack. The final predictions for the
close-ended coding tasks are then ŷ` = h4,`.

Full multitask model using max pooling

Figure 6.8: Exploiting the informa-
tion in the rest of the output from
RoBERTa through max pooling.

Finally, we will try an architecture sim-
ilar to the one presented in Section 6.7,
where we utilise the rest of the output
from RoBERTa by performing max pool-
ing over the leftover embeddings, i.e. the
Z−(0) as in the max pool model that pre-
dicts the haystack task and one auxiliary
task.

For completeness, we show this archi-
tecture in full in Figure 6.8. Instead of
passing on a copy of z0 to be concatenated
with a copy of ŷhaystack, the max pooled
representation zpool is concatenated with
the copy of ŷhaystack. This concatenated
vector is sent onward up through the three
lanes to produce predictions for the close-
ended coding tasks as in the previous
model.
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CHAPTER 7

Results

This chapter presents the results from our modelling in Chapter 6. Since we
have trained thousands of models, we have to be quite picky with which results
to include here and the appendix of the chapter (Appendix C). Moreover, this
chapter is for the most part structured, such that results from the different
models will appear in approximately the same order as introduced in the
previous chapter. We structure this chapter as follows:

• We begin in Section 7.1 by presenting results from the pre-transformer
models they used in Hanna (2017), and a few more. Here we evaluate the
models on both the haystack task and the different close-ended coding
sub-tasks.

• In Section 7.2 we present the results for the transformer-based models,
and begin with presenting the results from the purely haystack models.
This includes results from the baseline classifier, the regularised classifiers
and the one where we model aleatoric uncertainty; for all haystack models
we will also present results from doing epistemic modelling.

• Section 7.3 is relatively brief, where we summarise the results from
evaluating the models created for classifying each of the close-ended
coding sub-tasks separately.

• Then we move onto the multitask models in Section 7.4, and here we
evaluate all the different models constructed to output predictions for
multiple tasks at once. We begin with the models which predict the
haystack task plus one of the close-ended coding sub-tasks; then the
one that is able to classify all close-ended coding sub-tasks at once; and
finally the full multitask model to jointly predict all tasks we have become
accustomed to.

• In Section 7.5 we return briefly to the topic of epistemic uncertainty
modelling. In the previous section we do not present any uncertainty
estimates for the multitask models; here we show that it is possible and
proceed to present some of the results.

• Finally in Section 7.6 we employ some of our best models in each category
to ten different handpicked articles from the Internet. We get the
predictions with Monte Carlo integration to also get uncertainty estimates
for each example.
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7.1 Pre-transformer results

We now look at results related to the models described in Section 6.4, which are
not based on transformers, and only use tf-idf features as described in Section
2.2. In this section, we show empirically through the results that there seems
to be some upper limit to how well these models are able to perform.

Results on the haystack task

The results from the best models of each kind (selected based on validation data)
are summarised In Table 7.1, when evaluated on a held-out test set (making up
25% of the original data; see Table 4.4).

Precision Recall F2 MCC
LR 0.738 0.663 0.677 0.653
SVM 0.733 0.643 0.659 0.639
MLP 0.686 0.700 0.697 0.642

Table 7.1: Results from the best logistic regression (LR), support vector machine
(SVM) and multi-layer preceptron (MLP) models. MCC is the Matthews
correlation coefficient. Best scores highlighted in bold.

We can see that the models have very similar performance. Although it
seems like logistic regression has slightly higher precision and the multi-layer
perceptron (MLP) has slightly higher recall (and thus higher F2 score), we can
not say that one is significantly better than the other. The reason for this is
that the space of hyperparameters for the MLP is much larger than for the
other two models; and the coarse grid search we performed only covered an
arguably small part of this space.

Moreover, since we decided to use F2 score as the main benchmark metric
for the haystack task, the MLP comes out better because it has higher recall
(which is fine, since that is what we want). However, if we look at the Matthews
correlation, we can see that all three models are very similar in performance.

Furthermore, in Table 7.2 are the results when we use the algorithmic parser
(see Section 6.4) based on the regular expression from Appendix B.1. The parser
was run on the held-out test sets for all the different maximum token lengths
as well as the full lengths which were used in the models above.

Max length Precision Recall F2 MCC
Full 0.154 0.990 0.474 0.115
225 0.205 0.883 0.531 0.263
200 0.210 0.858 0.530 0.264
175 0.220 0.816 0.529 0.268
150 0.235 0.842 0.556 0.303

Table 7.2: Results on the different test sets from using the algorithmic parser
based on a regular expression.
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It is clear from the table that this parser has a very high recall. This is not
surprising, since the regular expression we use is quite similar to the search
string used initially in Hanna (2017) to extract the data for human coders. This
also shows that the data might be somewhat skewed due to the original search
string. Despite this, it seems like capping the article lengths has changed the
dynamics slightly – the recall is lower on the restricted datasets, but precision
is higher. This means less false positives but more false negatives, which could
mean that the bias has been reduced or the data is skewed in some other
direction.

Results on close-ended coding

Since each sub-task in the close-ended coding has several classes, we only present
the results from one of the classifiers below (se Appendix C.1 for more results).
Since the three classifiers have quite similar performance on the close-ended
coding tasks, we present the results from the logistic regression classifier here.
The results are from evaluation on held-out test sets for each task.

Precision Recall F1 score N
Blockade/slowdown/disruption 0.29 0.12 0.17 16

Boycott 0.62 0.25 0.36 20
Hunger strike 1.00 0.47 0.64 19

March 0.63 0.31 0.41 55
Non-protest 0.95 0.99 0.97 4705

Occupation/sit-in 0.00 0.00 0.00 8
Petition 0.00 0.00 0.00 8

Rally/demonstration 0.66 0.50 0.57 243
Riot 0.75 0.19 0.30 32

Strike/walkout/lockout 0.87 0.59 0.70 104
Symbolic display/symbolic action 0.00 0.00 0.00 17

Violence/attack 0.00 0.00 0.00 6
Macroaveraged 0.48 0.28 0.34 5233
Microaveraged 0.92 0.93 0.92 5233

Matthews correlation 0.57

Table 7.3: Results from the logistic regression classifier on the sub-task of
predicting the form of the protest. Here, N is the number of examples for each
category within the test set.

In Table 7.3–7.5 are the results from the logistic regression classifier. As
one can see, there are quite a lot of classes for each of the sub-tasks. The
‘Non-protest’ class seems to be something the classifier learns easily, most likely
because it makes up a large amount of the data and therefore the signal to
learn the class is strong. For the classes with few examples, we can see that the
classifier often gets zero true positives, resulting in zero score for precision and
recall.

Interestingly, some classes with few examples in the test set still get a high
score. For example, the ‘Hunger strike’ class in Table 7.3 has no false positives,
resulting in a precision of 1, albeit with a lower recall. The same applies for the
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Precision Recall F1 score N
Domestic government 0.64 0.57 0.60 359
Foreign government 0.83 0.41 0.55 98

Individual 0.50 0.06 0.11 16
Intergovernmental organisation 0.67 0.55 0.60 22

Non-protest 0.95 0.98 0.97 4705
Private/business 0.58 0.49 0.53 61
University/school 0.50 0.10 0.17 10
Macroaveraged 0.67 0.45 0.50 5271
Microaveraged 0.92 0.93 0.92 5271

Matthews correlation 0.60

Table 7.4: Results from the logistic regression classifier on the sub-task of
predicting the target of the protest. Here, N is the number of examples for each
category within the test set.

Precision Recall F1 score N
Abortion 0.00 0.00 0.00 3

Anti-colonial/political independence 0.36 0.22 0.28 18
Anti-war/peace 0.62 0.55 0.58 42
Civic violence 0.00 0.00 0.00 7

Criminal justice system 0.67 0.34 0.45 35
Democratisation 0.63 0.50 0.56 66

Economy/inequality 0.61 0.31 0.41 36
Environmental 0.64 0.26 0.37 27
Foreign policy 0.67 0.12 0.21 16

Human and civil rights 0.25 0.10 0.14 20
Immigration 1.00 0.25 0.40 16

Labour & work 0.66 0.76 0.70 83
Non-protest 0.95 0.99 0.97 4705

Political corruption/malfeasance 0.60 0.16 0.25 38
Racial/ethnic rights 0.57 0.32 0.41 25

Religion 0.81 0.52 0.64 42
Social services & welfare 0.00 0.00 0.00 16

None of the above 0.00 0.00 0.00 22
Macroaveraged 0.50 0.30 0.35 5217
Microaveraged 0.91 0.93 0.92 5217

Matthews correlation 0.55

Table 7.5: Results from the logistic regression classifier on the sub-task of
predicting the issue of the protest. Here, N is the number of examples for each
category within the test set.

‘Immigration’ class in Table 7.5. This does not mean that there are no errors,
as the recall score effectively records the number of false negatives which the
classifier did not pick up on. High precision in some of the classes could be due
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to the classes being easily identifiable based on the absence of some words. For
example, intuitively ‘Hunger strike’ seems to be obvious to recognise whenever
those two words appear together, but might not be so trivial whenever they
do not (even though the form of the protest is a hunger strike) – hence high
precision and low recall.

We also see that the microaveraged scores are very much dominated by the
high scores coming from the non-protest class. The macroaveraged score seems
to be more fair in that respect, but perhaps not as helpful either, if we look at
how the ‘Immigration’ class really boosts the macroaverage based on only 16
predictions in total. Matthews correlation seems to balance between the two
compounded values here.

Finally, when we later look at the transformer based models, we must keep
in mind that the number of unique classes are unavoidably fewer when we look
at scores. Thus, we cannot directly compare the models later with the above
results. It seems to be much harder for the classifiers when there are many
classes, as we can see when we compare Table 7.3 (predicting form) and 7.5
(predicting issue) with 7.4 (predicting target); in the latter where there are
fewer unique classes, the macroaverages are generally higher.

7.2 Transformers on the haystack task

In this section we proceed to present the results from the transformer-based
models trained to classify the haystack task. These models are described
in Section 6.5. For all the haystack models, we will also discuss how data
augmentation, as we described back in Section 4.5 (i.e. back-translation and
oversampling), affects performance. Furthermore, we will also display the
average epistemic uncertainty associated with the predictions from the models
(as explained in Section 5.1); and this involves running the models in training
mode such that the combination of active weights within the networks are
sampled at every forward pass. We will do the Monte Carlo integration by
evaluating each data point T = 50 times.

Results from the baseline haystack classifier

For the baseline haystack classifier, we first present results on the non-augmented
data. In Table 7.6 and 7.7 the performance of the classifiers when they are
evaluated on the validation data, which was used continuously during training
to checkpoint the models based on the F2 score.

In the first table, we show the model in evaluation mode, which involves
scaling weights in every dropout layer with the dropout probability p instead of
randomly dropping them. In the second table, the results running the model
in training mode to model epistemic uncertainty, and this is done by making
predictions based on the mean of the normalised probabilities (for each data
point we evaluate the same example T times). Correspondingly, we calculate
the entropy, from (5.9), of each prediction and average them.

In general, entropy is maximised when the underlying probability distribution
is uniform, and we can show this for the binary case in Figure 7.1; when
P (X = 1) = 0.5 (and consequently P (X = 0) = 1− P (X = 1) = 0.5), entropy
is maximised. Thus, if the classifier outputs a prediction which is (on average)
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Validation
System Precision Recall F2 MCC
225t 0.872 0.962 0.942 0.902
200t 0.857 0.959 0.937 0.892
175t 0.794 0.957 0.920 0.852
150t 0.815 0.925 0.901 0.850

Table 7.6: Baseline haystack results. The system names are based on the
maximum token lengths they have trained on, e.g. ‘225t’ is the model trained
on the dataset with articles of maximum 225 in word length.

Validation
System Precision Recall F2 MCC Entropy
225t-E 0.884 0.931 0.921 0.892 0.026
200t-E 0.888 0.928 0.919 0.893 0.016
175t-E 0.808 0.957 0.923 0.862 0.079
150t-E 0.817 0.924 0.900 0.849 0.062

Table 7.7: Baseline haystack results when using Monte Carlo integration to
also calculate epistemic uncertainty. Here, the ‘-E’ models are from modelling
epistemic uncertainty, as is apparent by the presence of (mean) entropy values.

close to uniform we can argue that the model is uncertain in its predictions.
Then, by looking at the entropy in Table 7.7, we can see that the uncertainty
seems to be higher within the models trained on shorter articles. This could
also be because there was less training data in the 150 and 175 length datasets;
but there does not seem to be a clear trend in the way the uncertainty varies
based on the lengths, i.e. the lowest uncertainty is from the ‘200t’ model, and
increases both in the ‘225t’ and ‘175t’ models. Note that the entropy is very
low within all the models across the board, which might point in the direction
that the models are quite stable and robust in their own prediction space.

Figure 7.1: Binary (Shannon) en-
tropy plot.

Comparing Table 7.6 and 7.7, we can
observe some interesting results. Clearly,
recall seems to be higher when we use
evaluation mode, but precision is higher
when we average the predictions when we
use training mode. Consequently, the F2
scores go down for the epistemic model –
but the Matthews correlation is roughly
the same. We must also remember that
the models are somewhat biased towards
high recall since we use checkpointing
based on the F2 score. Moreover, the
performance seems to be slightly better
with the models trained on longer articles,
especially if we compare MCC values. We
must also remember that when we are
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modelling epistemic uncertainty we are averaging over many different (but very
similar) models; thus the different metrics (i.e. precision, recall and MCC) most
likely converge towards the true values of each model.

Test
System Precision Recall F2 MCC Entropy
225t 0.853 0.935 0.918 0.878 —

225t-E 0.879 0.922 0.913 0.886 0.023
200t 0.867 0.946 0.929 0.892 —

200t-E 0.891 0.927 0.920 0.896 0.013

Table 7.8: Baseline haystack results when evaluated on the held-out test set.

In Table 7.8 we now show the results for the haystack classifier evaluated
on the held-out test data. Based on the results on the validation data, we will
mainly proceed with looking at results on the longer article lengths, although
with some exceptions to come; and we will include more results in Appendix C.

From the above it would seem like the models generalise quite nicely to the
held-out data, with (perhaps surprisingly) slight preference for the 200 max
length data – it also seems to be more confident when we look at the entropy,
which holds about the same performance on the validation and test data. As
before, the slight reduction in the F2 score when we model epistemic uncertainty
seems to be offset by a slight increase in MCC, which follows from the increase
in precision when we do the Monte Carlo integration.

Compared to the results in Table 7.1, we can already see that the transformer-
based model is much better. By using a summary of the sequence (the
contextualised embedding of the ‘[CLS]’ token), produced by a pre-trained
language model, we see a formidable increase in performance. We must of course
be somewhat careful when we compare these results, because the transformer-
based models only use a subset of what the pre-transformer models use. Despite
this, we are still working with quite a lot of data, and it does seem like the new
transformer-based models are suitable to this task.

Training for more epochs

As an additional experiment, we have trained the ‘200t’ model for 50 epochs and
recorded how the loss and metrics we use develop over the course of training.
Recall that every other model is trained for a maximum of 15 epochs, but we
checkpoint models based on the F1/F2 scores along the way.

In Figure 7.2 we show how the average loss evolves during training. Here, by
loss we mean the cross-entropy loss. As expected, the training loss goes down
towards zero, because the model directly optimises for this during training. The
validation loss goes up as expected, and explained in Section 4.4, but despite the
fluctuations, the trend seems to be somewhat flat. This is interesting, because it
might seem like the models are not prone to overfitting, which would mean that
the generalisation gap between the training and validation loss would increase
much more.

If we now turn our eyes over to Figure 7.3, we can see how the different
metrics we care about develop over the same course of training time. Here, the
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Figure 7.2: Average training and validation loss over 50 epochs of training.

Figure 7.3: The development of the different metrics when evaluated on the
validation data.

metrics are from evaluating on the validation data. Although it looks a bit
messy, notice that the y-axis ranges between 0.8 and 0.95, meaning the scores
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only oscillate within this interval.
Most importantly, we notice that the scores are relatively flat for each metric

over the course of 50 epochs. This means that there is most likely not much
performance to gain from training the model longer. Especially if one were to
be in a more constrained setting as having to account for costs associated with
e.g. cloud computing where the price of usage increases with time. The same
result seems to hold for the ‘225t’ model, which can be found in Appendix C.2.

The effect of oversampling

Recall that we also wanted to explore how oversampling of the minority class
in the training data affects the models (Section 4.5). In Table 7.9 we show the
results of the baseline haystack model for the ‘200t’ models when we evaluate
on the held-out test set. We choose to highlight this model mainly because it
has the lowest uncertainty without sacrificing too much overall performance,
and still being balanced with respect to precision and recall. For the results on
the 225 token models, see Appendix C.2.

Test
System Precision Recall F2 MCC Entropy

200t-50pc 0.920 0.908 0.911 0.902 —
200t-50pc-E 0.938 0.867 0.881 0.889 0.006
200t-25pc 0.892 0.937 0.927 0.901 —

200t-25pc-E 0.907 0.924 0.921 0.903 0.009

Table 7.9: The baseline haystack models with oversampling. 50pc and 25pc
here means when we oversample such that the minority class makes up 50 and
25 percent of the data, respectively.

We denote the models where we have oversampled the minority class to make
up 50 and 25 percent of the data as ‘50pc’ and ‘25pc’, respectively. Overall, like
before, the 200 token based models seem to have slightly better performance.
Through oversampling they are also able to achieve at least 0.9 MCC on the
test set, while also having lower uncertainty. Between oversampling a lot (50
percent) or less (25 percent), it is difficult to conclude on anything.

Moreover, it would seem like oversampling more leads to higher precision
and lower recall, but we observe the opposite in the 225 token models if we
look at the corresponding Table C.8 in the appendix. This reversed effect is
also present in the uncertainty of the epistemic models. In the above table,
the uncertainty seems to go down slightly with oversampling, but we see the
opposite in the 225 token models. However, reduced uncertainty seems to
improve MCC slightly, if we contrast with the results in Table 7.8.

Generally, when we compare to doing no oversampling, it does not seem
like we gain much from the data augmentation. One could argue that doing
some oversampling seems to balance out precision and recall a little, if we look
at the epistemic model. Thus, in deciding whether we want to oversample or
not, it would depend on how we want to balance between the two, but since
we have chosen F2 as our main metric for the haystack task, we do care more
about recall after all.
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The effect of back-translating

Languages Percentage
10 10%
10 5%
5 10%
5 5%
1 10%
1 5%

Table 7.10: Overview of the differ-
ent combinations of back-translation
schemes we explore.

Here we proceed to look at how back-
translation as a data augmentation tech-
nique affects training of the models. The
languages used in back-translating is (1)
Spanish, (2) French, (3) Bengali, (4) Nor-
wegian, (5) German, (6) Afrikaans, (7)
Russian, (8) Czech, (9) Estonian and (10)
Haitian Creole. We described the proce-
dure in Section 4.5, and in Table 7.10 is
an overview of the different schemes we
use during back-translation. The num-
bering of each language corresponds to
which languages are included in the differ-
ent schemes described in the table. For
example, with 5 languages we use Spanish through German, and the percent-
ages mean how many examples are sampled from the initial dataset when we
back-translate each language.

Test
System Precision Recall F2 MCC Entropy

200t-10lang-10pc 0.902 0.902 0.902 0.888 —
200t-10lang-10pc-E 0.946 0.886 0.897 0.904 0.013
200t-10lang-5pc 0.890 0.918 0.912 0.890 —

200t-10lang-5pc-E 0.907 0.892 0.895 0.886 0.012
200t-5lang-10pc 0.901 0.924 0.919 0.900 —

200t-5lang-10pc-E 0.919 0.899 0.903 0.896 0.012
200t-5lang-5pc 0.857 0.930 0.915 0.877 —

200t-5lang-5pc-E 0.885 0.921 0.913 0.888 0.011
200t-1lang-10pc 0.915 0.915 0.915 0.903 —

200t-1lang-10pc-E 0.931 0.889 0.897 0.897 0.015
200t-1lang-5pc 0.902 0.905 0.905 0.890 —

200t-1lang-5pc-E 0.926 0.877 0.886 0.888 0.011

Table 7.11: The baseline haystack models with back-translation. Systems are
named after how many languages were used during back-translation, and the
sampling percentage for each language.

In Table 7.11 we summarise the results on the test set of the 200 token models
trained with the different back-translation schemes. Like with oversampling,
back-translation does not seem to improve performance by much overall when
we compare to the baseline models. However, with oversampling, it seems like
we get more balanced models. For example, the ‘200t-5lang-10pc’ model with
the best F2 score has precision and recall that surpass the 0.9 mark, but this
does not happen with the baseline models.

The different back-translation schemes have minimal differences with respect
to performance. It is difficult to conclude on anything here, because there might
be some variability in the results even in the epistemic models. Still, it does
seem to be slightly beneficial to do back-translation with 5 languages compared
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to the other schemes. They also help reduce uncertainty marginally, but not
more than with oversampling. We must keep in mind that oversampling ruins
the initial distribution between the two classes, but back-translation does not.
Which could be why we see larger reduction in uncertainty when we oversample –
but the result with oversampling is still meaningful, because all models evaluate
on the same held-out test set.

Using larger batch sizes

Finally, for the baseline haystack classifier we perform an additional experiment
where we use a larger batch size. Recall from Table 6.2 in Section 6.3 that we keep
batch sizes the same for every models, which was mostly due to computational
memory restrictions. However, for the baseline haystack classifier which uses
relatively less memory, we can afford increasing the batch sizes to explore the
effect of training with larger batches.

Test
System Precision Recall F2 MCC Entropy
225t-Big 0.836 0.951 0.925 0.875 —

225t-Big-E 0.867 0.948 0.931 0.893 0.019
200t-Big 0.881 0.934 0.923 0.893 —

200t-Big-E 0.911 0.905 0.906 0.895 0.012

Table 7.12: Baseline haystack results when evaluated on the held-out test set.

In Table 7.12 we can see that using larger batch sizes seems to increase
the performance of the ‘225t’ models (with respect to F2 score), as well as
reducing uncertainty. For the ‘200t’ models we have approximately the same
performance. However, if we look at the results for the other models in Table
C.10 and compare them with their respective performances of their smaller
batched counterparts in Table C.7, we can see that using larger batch sizes
leads to an overall reduction in epistemic uncertainty.

Results from the regularised models

Here, we look at the results from the models where we apply adversarial
and virtual adversarial training, as described in Section 5.2 and 5.3. We
preface this section with saying that we have not performed any grid search
over the hyperparameters associated with these training techniques. The
hyperparameters were selected based on previous work (as mentioned in the
their respective sections) which yielded good results; but we must also remember
that we are in a completely different domain here, and thus one might be able
to squeeze out extra performance if one were to optimise with respect to
hyperparameters.

Moreover, since we from the previous subsection with the baseline haystack
classifier have shown mostly the results from using the data with 200 token
maximum length, we will continue highlighting the results with the ‘200t’ models
here. More results are available in Appendix C.3.
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Test
System Precision Recall F2 MCC Entropy
200t-Adv 0.810 0.889 0.872 0.826 —

200t-Adv-E 0.747 0.946 0.898 0.815 0.062
200t-Vat 0.896 0.924 0.918 0.897 —

200t-Vat-E 0.925 0.899 0.904 0.900 0.015

Table 7.13: Results for the adversarial and virtual adversarial haystack models
on the test set.

In Table 7.13 we can see some of the results of the regularised models
evaluated on the test set. In the table, ‘Adv’ and ‘Vat’ denotes models
trained using adversarial and virtual adversarial training, correspondingly.
From the results, it would seem like the adversarial models have somewhat
higher variability, as we can see directly from the uncertainty; but also by
looking at the difference between the epistemic and non-epistemic models. Note
that when we run the model in training mode and average the predictions,
precision seems to go down but recall up.

On the other hand, the virtual adversarial model seems to display the
opposite effect, where the precision goes up and recall down in the epistemic
model. This model also has lower uncertainty on the test data compared to the
adversarial model, and is comparable to the baseline haystack classifier from
Table 7.8. Relative to the baseline, the virtual adversarial model is also more
balanced between precision and recall, like some of the baseline models trained
with data augmentation.

The above observations do not seem to hold in the same way for the
regularised ‘225t’ model, if one looks at Table C.11 from the appendix. This
could also be due to the hyperparameters not being optimised properly for
the data. The main takeaway here is that regularisation does not seem to be
significantly useful for improving upon the baseline results, at least not in a
simple manner – one would perhaps have to perform some grid search over the
hyperparameters, but in a resource constrained framework that does not seem
very reasonable.

Training for more epochs

Like for the baseline model (Section 7.2), we train the regularised models for
a longer period to see how the generalisation gap evolves, and whether it has
any effect on the scores we care about. We show similar plots for the virtual
adversarial models in Figure 7.4 and 7.5, and the figures for the adversarial
models can be found in Appendix C.3.

If we compare the figures with the ones i Section 7.2, we can see that they
are very similar. The validation error is relatively flat and increases ever so
slightly and very slowly. This points in the direction that the models do not
overfit very much, i.e. the performance does not deteriorate over time. This is
supported by Figure C.4, as the evaluation metrics seems to, on average, be
quite constant.
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Figure 7.4: Average training and validation loss over 50 epochs of training with
virtual adversarial training.

Figure 7.5: The development of the different metrics with virtual adversarial
training.

Overall, the results from the regularised models seem to show that
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regularisation does not do much for fine-tuning in our context. This could be
due to the underlying pre-trained language models being quite powerful already,
and we will explore this some more in Section 7.2.

Regularisation and data augmentation

In general, we did not find that oversampling or back-translation did anything
to help the regularised models improve with respect to the evaluation metrics.
We omit any of these results here, and refer to Appendix C.3 and C.3 for the
interested reader.

A small note here is that we did find some of the ‘225t’ models trained on
back-translated data and via virtual adversarial training to yield results slightly
better than the ones presented in Table 7.8. However, at such small margins
we cannot conclude that the methods would generalise. We must keep in mind
that there are random variations in the way each model is initialised, i.e. the
starting weights in each layer of the classification heads. Unless we train the
exact same architecture multiple times and record the results we can not be
sure how significant these results are.

Despite this, we can be quite sure that the transformer-based models work
better than the previous non-transformer methods, as all the transformer-based
models we tested achieve very similar results. Moreover, since we achieve very
similar results with models trained on datasets with varying article maximum
lengths and different training schemes, we can be quite confident that the
results are stable; meaning they do not perform well only due to having lucky
weight initialisation. In some sense, we have trained the same (or at least,
quite similar) architecture multiple times and recorded the results, but for the
transformer-based models as a whole.

Some broad observations here are that high entropy seems to be associated
with low Matthews correlation. Also, some models that achieve very high recall
are often offset by low precision; and thus it seems like there is some issue with
variability (and it often shows by looking at the entropy). Moreover, using
Monte Carlo integration often pushes precision and recall up or down (often
when one goes up, the other one goes down). This is not surprising within
the Bayesian interpretation, where we assume that the weights of the models
themselves are stochastic with some mean which is not captured by running the
models in evaluation mode, but instead can be estimated through the Monte
Carlo technique.

Haystack classifier with aleatoric uncertainty

Here we will show results from the models trained with the technique and
modelling described in Section 5.1 and 6.5, which aimed to make the models
output uncertainty associated with the data itself and can not be explained away
with more data. During training, we discovered that this technique required
some more tuning as we did not want the model to output negative values for
the standard deviation of each class.

Thus, we experimented with taking the absolute values of the final linear
transform, and also replacing the hyperbolic tangent function before the final
linear layer with a ReLU function instead. These modifications gave us positive
values for the σ̂, but overall did not affect the performance on the final objective
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much, i.e. the haystack task and the relative size between the aleatoric standard
deviations.

Moreover, to show that aleatoric uncertainty is not something we can reduce
with more data, we train models on three different sizes of the training data: (1)
we use the full training data, (2) we use half of the training data and (3) we use
a fourth of the training data. This is the same approach as they use in Kendall
and Gal (2017), where modelling aleatoric uncertainty in neural networks was
proposed.

Test
System F2 MCC E-Ent A-Ent σ̂

200t-Full 0.912 0.900 0.019 0.679 [0.082, 0.373]
200t-Half 0.895 0.884 0.017 0.691 [0.091, 0.401]

200t-Fourth 0.883 0.896 0.036 0.684 [0.076, 0.342]

Table 7.14: Results from the aleatoric haystack models. ‘E-Ent’ is the epistemic
entropy as we have become used to. ‘A-Ent’ is now the aleatoric entropy, which
comes from normalising and calculating the Shannon entropy from the values
in the σ̂ column. The values in the latter correspond to the estimated standard
deviation of the negative and positive haystack classes.

In Table 7.14 we can see the results from the models that aim to estimate
aleatoric uncertainty, where we have omitted precision and recall to make room
for the new values; but remember that they are summarised within the F2
score, and they are quite similar to the previous models. By design, we have
to do Monte Carlo integration to get the estimates, and therefore we always
model epistemic uncertainty as well. We see clearly that aleatoric entropy is
the same for each of the models trained on the different subsets of the initial
training data, when evaluated on the same test data. This is pretty much the
same results as they show in Kendall and Gal (2017).

More surprisingly, is that the three models trained on the different training
data subsets have comparable F2 and MCC scores. This leads to the hypothesis
that perhaps we do not even need much data initially to create powerful haystack
classifiers – although it also seems like reducing the amount of data leads to
increase in epistemic uncertainty (which can be explained away given more
data), if we compare the entropy in Table 7.7, and remember that using shorter
articles implies less data. We explore how much data we need in order to still
get decent performance in Section 7.2. Finally, the models give very similar
estimates for the aleatoric standard deviations of each class.

In Table 7.15 we show some results for the different back-translation schemes
used to train the aleatoric haystack models (the oversampled results are similar
to the ones in Table 7.14, and have been omitted completely). Like before, we
see that the models have comparable performances independently of the amount
of training data used. We also see that the aleatoric entropy is more or less
the same. However, by looking at the estimated aleatoric standard deviations,
there seems to be an interesting pattern.

Looking at the estimated standard deviations for each class, they seem to
be slightly higher than the ones in Table 7.14, and that they are increasing with
the amount of back-translation performed. Perhaps this is not too surprising,
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Test
System F2 MCC E-Ent A-Ent σ̂

200t-Full-10lang-10pc 0.898 0.892 0.011 0.642 [0.096, 0.487]
200t-Half-10lang-10pc 0.935 0.913 0.011 0.687 [0.105, 0.463]

200t-Fourth-10lang-10pc 0.858 0.870 0.072 0.670 [0.100, 0.474]
200t-Full-5lang-5pc 0.908 0.895 0.015 0.685 [0.101, 0.449]
200t-Half-5lang-5pc 0.925 0.885 0.049 0.671 [0.097, 0.455]

200t-Fourth-5lang-5pc 0.888 0.898 0.046 0.689 [0.099, 0.441]
200t-Full-1lang-5pc 0.903 0.898 0.008 0.689 [0.094, 0.418]
200t-Half-1lang-5pc 0.891 0.897 0.028 0.657 [0.086, 0.422]

200t-Fourth-1lang-5pc 0.892 0.882 0.011 0.693 [0.098, 0.431]

Table 7.15: Results from the aleatoric haystack models with back-translation.

since we are in some sense introducing noise into the data with back-translation,
and this noise is dependent on the underlying translation software which might
not be perfect either.

Another observation is that the standard deviations associated with the
positive class seems to be higher in general. We are unsure why this might
be the case, because this would mean that there is more inherent noise in the
data connected to the protest class itself. This should not mean that there is
simply more variation in what classifies as a protest event, because that should
be captured by the epistemic uncertainty instead and the model should be able
to learn this.

Overall, it does not seem like the models themselves benefit much from
additionally modelling aleatoric uncertainty, with respect to the haystack
objective. In the original experiments in Kendall and Gal (2017), aleatoric
uncertainty was used to measure whether the data contained a lot of noise
coming from faulty sensors. In our context, this could perhaps translate to
cases where we feed in a lot of unprocessed text to our models without looking
at it first, and if we see that the aleatoric standard deviations are high that
might alert us of having to look more closely at what goes into the model.

Haystack task: how much data is enough?

We will end this section on the haystack classifier, we will perform an experiment
where we sample different subsets of the original training data and train
models on these subsets. We try this for the ‘225t’ and ‘200t’ models, and use
sample fractions from the set {0.05, 0.1, 0.2, . . . , 0.9, 1}, i.e. the smallest subset
is sampling 5% of the dataset, followed by 10% up to 100% of the training data.
We train these models using the same hyperparameters as described in Section
6.3, and record the best F2 and Matthews correlation values on validation data,
then take model corresponding to the best validation scores and evaluate them
on the test dataset.

In Figure 7.6 we show how the performance of the ‘200t’ models improve as
we increase the number of training data points. On the x-axis we have tracked
the number of positive examples (these make up about 12% of the total data).
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Figure 7.6: The performance of the best ‘200t’ haystack classifier trained on
datasets of varying sizes, selected based on validation scores. Evaluated on the
validation data.

Surprisingly, we can see that the models achieve very good scores on a relatively
small fraction of the original training data. Here, it would seem like around
150 positive examples, which is about 20% of the dataset, is enough to achieve
results comparable to the best models we have seen up until now.

We see the same trend in Figure 7.7, where we now evaluate the models
with the best validation F2 score on the test data instead. Again, it seems like
around 150 positive examples bring us up to desirable performance, and we
can perhaps squeeze out slightly more performance by increasing the number
of positive examples by around 100 more. Similar figures can be viewed in
Appendix C.5 for the ‘225t’ models.

This is a useful result, because data collection and labelling is a very laborious
task, requiring human coders to do the manual work. With limited resources,
one might wish to estimate about how much data, and consequently human
labour hours, is needed to get useful prediction models. These findings might
likely generalise to other similar tasks, such as protest event detection in other
languages (this would also require language models in other languages, which
do exist1), where one then could use these results to make planning decisions.

7.3 Transformers on close-ended coding

Here we will evaluate the models described in Section 6.6, where the aim is to
predict each of the close-ended coding sub-tasks of identifying the form, the

1https://huggingface.co/models.
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Figure 7.7: The performance of the best ‘200t’ haystack classifier trained on
datasets of varying sizes, selected based on validation scores. Evaluated on the
test data.

target and the issue of the protest. We mainly have two variants: the first
variant uses the same architecture as the haystack classifier, except the final
output depends on the number of classes in the current sub-task; and the second
variant is where we use the binary protest labels as an additional feature to the
classification head input, along with the contextualised representation of the
‘[CLS]’ token coming from RoBERTa.

Due to the sheer amount of different models produced by training on every
variation of the datasets, we will only show results from a smaller subset which is
selected based on performance and what has worked well previously. Moreover,
since by using shorter maximum length datasets we inevitably cut off classes,
we will therefore present results from the ‘225t’ models in the following, and
defer results from the ‘200t’ models to the appendix of this chapter. This way,
the models are slightly more comparable to the results presented in Section 7.1.

Results from classifying the form of the protest

In Table 7.16 ee summarise the results of the baseline form classifier. From
the table, we see that the model seems to perform well on most of the classes,
with the ‘Riot’ class being the weakest; likely due to few number of data points
available. We note that there is some bias towards high score due to the ‘Non-
protest’ class being a majority. Despite this, all of the aggregated scores, i.e.
micro- and macroaveraged F1 and Matthews correlation, seem to be quite high.

We can also look at the confusion matrix in Figure 7.8. Here, the rows
and column correspond to the classes in Table 7.16, such that the rows are the
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Test
Precision Recall F1 score N

Blockade/slowdown/disruption 1.00 0.60 0.75 10
Boycott 0.82 0.75 0.78 12

Hunger strike 0.90 0.90 0.90 10
March 0.71 0.71 0.71 24

Non-protest 0.98 0.99 0.99 1638
Rally/demonstration 0.82 0.84 0.83 148

Riot 0.45 0.71 0.56 7
Strike/walkout/lockout 0.95 0.71 0.82 59

Macroaveraged 0.83 0.78 0.79 1908
Microaveraged 0.96 0.96 0.96 1908

Matthews correlation 0.848

Table 7.16: Results from the ‘225t’ classifier on the sub-task of predicting the
form of the protest.



6 0 0 0 1 3 0 0
0 9 0 0 0 2 0 1
0 0 9 0 1 0 0 0
0 0 0 17 0 7 0 0
0 1 1 2 1622 10 1 1
0 1 0 5 12 125 5 0
0 0 0 0 1 1 5 0
0 0 0 0 13 4 0 42


Figure 7.8: The confusion matrix of the classifier from Table 7.16. The rows
correspond to the predicted classes and the columns correspond to the actual
classes, ordered alphabetically in the same manner as the referenced table.

predicted classes and columns the actual classes. The diagonal of the matrix
tallies the number of true positives of each class. For example, the second value
along the diagonal says that the classifier successfully classifies the ‘Boycott’
class 9 times.

On the same row of each predicted class, off-diagonal values are the mistakes
made by the model, i.e. it confuses one class for another. For the ‘Boycott’
class, we can see that 2 times it gets predicted as being ‘Rally/demonstration’,
and once as ‘Strike/walkout/lockout’. This seems like a reasonable mistake,
because depending on the context they might be quite similar. On the
fourth row of Figure 7.8, we can see that 7 times the classifier thinks that
‘Rally/demonstration’ is a ‘March’, and this might not be wrong depending on
how the data has been coded.

Generally, we do not find using information about protests as an additional
feature to improve upon the above results, other than slightly improving the
precision on the ‘Non-protest’ class which is already high. The results can be
seen in Appendix C.6. We believe that in designing the model, simply including
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the protest label as a single value might only function as adding noise to the
model. If instead we had represented the values as vectors, we might have
gotten different results; e.g. when the article contains a protest, the feature could
have been a 10-dimensional vector of ones concatenated to the contextualised
embedding instead of a single value being concatenated.

Moreover, recall that in one variation of the close-ended coding datasets we
added the class ‘Multi’ when there was disagreement among coders; and the
hypothesis was that there might be multiple events in the same article. Here,
we also find that adding the additional class lead to worse results – although
this is expected when we add another class, the classifiers generally achieve low
precision and recall on this class; see Appendix C.6.

Results from classifying the target of the protest

In Table 7.17 are the results for the classifier on the target task test set.
As with the form task, the classifier seems to achieve decent results here.
Generally, for the classes we have fewer test (and therefore training) examples,
the classifier struggles and likely has higher variability. Despite this, we see that
the aggregated scores are comparable to the previous classifier on the other
sub-task.

Test
Precision Recall F1 score N

Domestic government 0.79 0.86 0.82 181
Foreign government 0.78 0.70 0.74 60

Individual 1.00 0.40 0.57 10
Intergovernmental organisation 0.58 0.78 0.67 9

Non-protest 0.99 0.99 0.99 1818
Private/business 0.89 0.67 0.75 39
Macroaveraged 0.83 0.73 0.76 2117
Microaveraged 0.96 0.96 0.96 2117

Matthews correlation 0.842

Table 7.17: Results from the ‘225t’ classifier on the sub-task of predicting the
target of the protest.

Looking at the confusion matrix in Figure 7.9, we can see that the classifier
often mistakes ‘Domestic government’ for ‘Foreign government’ and vice versa.
This seems reasonable and coincides with intuition about how the classifier might
be confused. Generally, there also seems to be some confusion among the ‘Non-
protest’ class and the other classes with many examples. For example, when
predicting ‘Non-protest’, often the true class is either ‘Domestic government’,
‘Foreign government’ or ‘Private/business’, which are the classes with larger
values of N .

Overall, this baseline seems to perform well. Using additional information
from the protest labels or back-translation did not seem to improve the classifier;
see Appendix C.7 for more details.
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156 6 0 2 15 2
13 42 0 3 2 0
4 1 4 0 1 0
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16 3 0 0 1797 2
9 0 0 0 4 26


Figure 7.9: The confusion matrix of the classifier from Table 7.17.

Results from classifying the issue of the protest

Finally, in Table 7.18 we summarise the results from the baseline issue classifier
like we have done in the last two subsections. This task has many more classes,
yet a couple of classes have been dropped through data preprocessing.

Test
Precision Recall F1 score N

Anti-colonial/political independence 1.00 0.38 0.56 13
Anti-war/peace 0.74 0.82 0.78 17

Criminal justice system 0.69 0.69 0.69 16
Democratisation 0.76 0.74 0.75 34

Economy/inequality 0.38 0.50 0.43 16
Environmental 0.86 0.67 0.75 9
Foreign policy 0.33 0.62 0.43 8

Human and civil rights 0.43 0.55 0.48 11
Labour & work 0.77 0.94 0.85 68
Non-protest 0.99 0.98 0.98 1594

Political corruption/malfeasance 0.67 0.57 0.62 14
Racial/ethnic rights 0.78 0.50 0.61 14

Religion 0.80 0.94 0.86 17
Social services & welfare 0.38 0.38 0.38 13

None of the above 0.33 0.17 0.22 12
Macroaveraged 0.66 0.63 0.63 1856
Microaveraged 0.94 0.94 0.94 1856

Matthews correlation 0.775

Table 7.18: Results from the ‘225t’ classifier on the sub-task of predicting the
issue of the protest.

Nevertheless, we see that the classifier performs quite well, and seemingly
better than the pre-transformer models overall. Although many of the classes
have a relatively low number of test points, the classifier seems to understand
that the classes are different and is also able to group them somewhat in order
to get correct predictions most of the times.

This is supported by looking at the confusion matrix in Figure 7.10, where
most of the values are clumped together along the diagonal. For example,
‘Religion’ which is on the third to last row of the matrix is only once mistaken
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Figure 7.10: The confusion matrix of the classifier from Table 7.18.

for ‘None of the above’, and very few times the class is predicted as something
else even though the truth is ‘Religion’ (by looking at the column). Moreover,
we can see that ‘Labour & work’ is sometimes mistaken for ‘Economy/inequality’
or ‘Social services & welfare’, which seems like a reasonable error.

As before, adding information about protest labels did not improve our
results, and neither did data augmentation. Introducing the ‘Multi’ class seems
to mostly confound the model and drag down overall performance; and this is
something we already see with the ‘None of the above’ class, which acts as a
catch-all class. In general it seems like when training these models it is better
to have unambiguous classes as ground truth; some extra results can be seen in
Appendix C.8.

7.4 Multitask transformers

Here we move onto the final class of models, which were designed to classify
multiple tasks at once. We will begin by presenting the results from the models
described in Section 6.7, where the aim was to predict the haystack task and
one auxiliary task. Then, we present the results from the models described in
Section 6.7, which were constructed to predict all of the close-ended coding tasks
at once. Finally, we end this section with the full multitask models described
in Section 6.7, which were created to predict all tasks jointly.

Results from predicting haystack and form

In Table 7.19 we summarise the results from the first multitask classifier. The
table is now extended with the performance of the classifier on the haystack
task as well. Interestingly, the classifier achieves better F2 score (and Matthews
correlation) on the haystack task than the baseline classifier from Table 7.8 and
has better Matthews correlation on the form task than in Table 7.16.
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Test
Precision Recall F1 score N

Blockade/slowdown/disruption 0.60 0.60 0.60 10
Boycott 0.86 0.50 0.63 12

Hunger strike 1.00 0.80 0.89 10
March 0.75 0.62 0.68 24

Non-protest 0.99 0.99 0.99 1638
Rally/demonstration 0.80 0.92 0.86 148

Riot 0.50 0.53 0.46 7
Strike/walkout/lockout 0.91 0.83 0.87 59

Macroaveraged 0.80 0.71 0.75 1908
Microaveraged 0.96 0.96 0.96 1908

Matthews correlation 0.857
Protest precision 0.920
Protest recall 0.933

Protest F2 score 0.931
Protest MCC 0.914

Table 7.19: Results from the ‘225t’ classifier on predicting the haystack task
and the form of the protest.

We must be slightly careful when we compare the results directly. While
for the form task, we use the same test set as the baseline, the test set for
the haystack task is not exactly the same due to the data across tasks was
combined. However, the size of the haystack test sets are approximately the
same (about 340 protest examples versus about 390 protest examples) and as
such should be fairly comparable.
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Figure 7.11: The confusion matrix of the classifier from Table 7.19.

In Figure 7.11 is now the confusion matrix for this classifier on the form
task. This is again comparable to the confusion matrix in Figure 7.8. The main
difference is that this classifier seems to be slightly better at the classes which
we have more training and testing data for, e.g. the ‘Rally/demonstration’ and
‘Strike/walkout/lockout’ have more true positive predictions in this classifier.
While the other tasks seem to have fewer true positives, the error of the classifier
seems to be reasonable; for example, even though there are fewer true positives
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for the ‘March’ class, the error is that the classifier has mistaken the class
‘Rally/demonstration’ for ‘March’.

We did not find the use of max pooling (Section 6.7) to exploit more of
the information in the rest of the contextualised sequence to improve upon the
above results. Neither did back-translation on the training data nor including
the ‘Multi’ class. These additional results can be found in Appendix C.9.

In summary, it might seem like predicting both haystack and form makes a
slightly better classifier than having classifiers do each task separately. Having
a single model predict multiple tasks is also more efficient in practice, only
requiring one model loaded in memory during inference. This shows that
designing architectures which allow the model to share parameters in predicting
tasks might be helpful, and this has been explored and demonstrated to be true
in various other NLP tasks (Liu et al., 2015, 2019c; Raffel et al., 2019). We will
see that the results below support this claim as well.

Results from predicting haystack and target

In Table 7.19 we summarise the performance of the baseline ‘225t’ classifier
which predicts haystack and the target of the protest. Again, we can compare
this to the performance of the baseline haystack classifier and the target classifier
in Table 7.17.

We see that this classifier achieves performance on par with the previous
best of each task separately. Like the previous multitask classifier in Table C.35,
it seems like having an additional task to classify boosts the performance on the
haystack task. The performance on classifying the target of the protest is very
similar to the single classifier. Most of the variability seems to come from the
classes with a low number of training and test examples, such as ‘Individual’
and ‘Intergovernmental organisation’; if we compare all the numbers in Table
7.20 and 7.17, we can see that on the other classes the metrics are very similar.

Test
Precision Recall F1 score N

Domestic government 0.75 0.87 0.80 181
Foreign government 0.77 0.62 0.69 60

Individual 0.00 0.00 0.00 10
Intergovernmental organisation 0.86 0.67 0.75 9

Non-protest 0.99 0.99 0.99 1818
Private/business 0.90 0.69 0.78 39
Macroaveraged 0.71 0.64 0.67 2117
Microaveraged 0.96 0.96 0.96 2117

Matthews correlation 0.834
Protest precision 0.939
Protest recall 0.926

Protest F2 score 0.929
Protest MCC 0.922

Table 7.20: Results from the ‘225t’ classifier on predicting the haystack task
and the target of the protest.
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Furthermore in Figure 7.12 we can see the confusion matrix of this classifier,
which is similar to the one in Figure 7.9. They seem to mostly agree with
predictions on classes which are more abundant; and we see the same confusion
between the government classes as before. We can also see some of the variability
in the predictions of the scarce classes, e.g. the fourth row corresponding to
‘Intergovernmental organisation’ is very different between the two classifiers.


157 8 0 1 12 3
19 37 0 0 4 0
8 1 0 0 1 0
1 2 0 6 0 0
17 0 0 0 1801 0
8 0 1 0 3 27


Figure 7.12: The confusion matrix of the classifier from Table 7.20.

More results can be seen in Appendix C.10, mainly showing that the other
variations of this model achieves performance either slightly worse or on par
with this one.

Results from predicting haystack and issue

In Table 7.21 we can see that also this multitask classifier holds up very well
against its two independent counterparts of the baseline haystack and the issue
classifier in Table 7.18. We still have very similar performance on the classes
with a relatively large number of training (and test) examples.

However, this classifier might seem to have slightly lower performance on the
haystack task than the two previous models belonging to this class of multitask
classifiers. This could be due to the auxiliary task having so many classes
that it negatively impacts the haystack classifier. The catch-all class ‘None of
the above’ seems to always drag down performance, and might be a source of
befuddlement for the model.

We can also look at the confusion matrix in Figure 7.13, where we can
observe many of the same kind of mistakes the independent issue classifier made
in Figure 7.10. For example, ‘Labour & work’ being the predicted class when
‘Economy/inequality’ is the truth, and vice versa; or ‘Social services & welfare’
being predicted instead of the former. These seem like reasonable mistakes
which might be corrected with another architecture or more data on the specific
classes.

As before, we do not notice any huge improvements with the alternative
architectures (max pooling) or approaches (back-translation and including the
‘Multi’ class where coders disagree). The results can be seen in Appendix C.11.
Nevertheless, this baseline haystack plus issue classifier seems very capable on
its own, and is arguably preferable over the single classifiers.

Results from predicting all close-ended tasks

Now we consider the model which predicts the form, target and issue of the
protest all at once. Here, we must bear in mind that the data for training these
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Test
Precision Recall F1 score N

Anti-colonial/political independence 0.80 0.31 0.44 13
Anti-war/peace 0.71 0.59 0.65 17

Criminal justice system 1.00 0.31 0.48 16
Democratisation 0.69 0.74 0.71 34

Economy/inequality 0.33 0.56 0.42 16
Environmental 0.67 0.44 0.53 9
Foreign policy 0.33 0.50 0.40 8

Human and civil rights 1.00 0.09 0.40 11
Labour & work 0.75 0.94 0.84 68
Non-protest 0.99 0.98 0.98 1594

Political corruption/malfeasance 0.62 0.57 0.59 14
Racial/ethnic rights 0.56 0.71 0.63 14

Religion 0.89 1.00 0.94 17
Social services & welfare 0.67 0.62 0.64 13

None of the above 0.17 0.17 0.17 12
Macroaveraged 0.68 0.57 0.57 1856
Microaveraged 0.94 0.94 0.93 1856

Matthews correlation 0.759
Protest precision 0.889
Protest recall 0.912

Protest F2 score 0.907
Protest MCC 0.884

Table 7.21: Results from the ‘225t’ classifier on predicting the haystack task
and the issue of the protest.

further multitask models is smaller. This was explained in Section 4.3, and
it had to do with the fact that not every data point initially had information
about form, target and issue; thus, when we combine information about each
we would get missing data. We could have included these data points, but chose
not to. From above, we have already seen that ambiguous data generally seems
to deteriorate the performance of the models.

In Table 7.22 we see the performance of this multitask classifier on the form
prediction objective. These results are not directly comparable to those in
e.g. Table 7.16 or 7.19, because there is less training data here. However, the
number of classes has been kept constant and we clearly see that the biggest
problem here is with the classes that are scarce in the training and testing
data. Sparsity seem to be a general problem for these multiclass classification
problems.

We do notice that the classifier achieves quite good performance on
the classes which are more abundant, such as ‘Rally/demonstration’ and
‘Strike/walkout/lockout’, despite the sparsity of the other classes dragging
down overall performance (depending on whether one looks at macro- or
microaverages). Moreover, if one compares the confusion matrix in Figure
C.31 with the confusion matrices of the previous classifiers which predict the
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Figure 7.13: The confusion matrix of the classifier from Table 7.21.

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 0.00 0.00 0.00 8
Boycott 0.83 0.50 0.62 10

Hunger strike 1.00 0.71 0.83 7
March 0.57 0.38 0.46 21

Non-protest 0.98 0.99 0.98 987
Rally/demonstration 0.64 0.68 0.66 75

Riot 0.00 0.00 0.00 4
Strike/walkout/lockout 0.90 0.95 0.92 37

Macroaveraged 0.61 0.53 0.56 1149
Microaveraged 0.93 0.94 0.94 1149

Matthews correlation 0.761

Table 7.22: Results from the ‘225t’ classifier which predicts all close-ended
coding tasks together. Above are the results on the form of the protest. The
corresponding confusion matrix can be seen in Figure C.31 from the appendix.

form of the protest, we can see many common patterns within the false positive
and false negatives. We have not explored it in our work, but this might point
towards a theory that the ground truth labels are wrong sometimes.

In Table 7.23 we can see the results from the classifier predicting the target
of the protest. Compared to previous results, where the Matthews correlation
ranged between 0.83 and 0.85, this classifier seems somewhat weaker. Again
we see that it is the sparse classes that are the main source of errors for the
classifier. Most likely this classifier would be competitive with the other if
more data was available. The confusion matrix in Figure C.32 shows the same
pattern as the matrix for the form of the protest as mentioned above.
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Test
Precision Recall F1 score N

Domestic government 0.76 0.76 0.76 103
Foreign government 0.69 0.43 0.53 21

Individual 0.00 0.00 0.00 4
Intergovernmental organisation 1.00 0.50 0.67 10

Non-protest 0.98 0.99 0.98 987
Private/business 0.71 0.83 0.77 24
Macroaveraged 0.69 0.59 0.62 1149
Microaveraged 0.94 0.95 0.95 1149

Matthews correlation 0.790

Table 7.23: Results from the ‘225t’ classifier which predicts all close-ended
coding tasks together. Above are the results on the target of the protest. The
corresponding confusion matrix can be seen in Figure C.32 from the appendix.

Test
Precision Recall F1 score N

Anti-colonial/political independence 0.71 0.71 0.71 7
Anti-war/peace 0.50 0.67 0.57 15

Criminal justice system 0.40 0.50 0.44 8
Democratisation 0.72 0.72 0.72 18

Economy/inequality 0.44 0.33 0.38 12
Environmental 1.00 0.11 0.20 9
Foreign policy 0.00 0.00 0.00 8

Human and civil rights 0.00 0.00 0.00 6
Labour & work 0.76 0.83 0.80 42
Non-protest 0.98 0.99 0.98 987

Political corruption/malfeasance 0.67 0.20 0.31 10
Racial/ethnic rights 0.55 0.86 0.67 7

Religion 0.75 0.67 0.71 9
Social services & welfare 0.25 0.60 0.35 5

None of the above 0.00 0.00 0.00 6
Macroaveraged 0.52 0.48 0.46 1149
Microaveraged 0.92 0.93 0.92 1149

Matthews correlation 0.715

Table 7.24: Results from the ‘225t’ classifier which predicts all close-ended
coding tasks together. Above are the results on the issue of the protest. The
corresponding confusion matrix can be seen in Figure C.33 from the appendix.

Finally in Table 7.24 we show the results on predicting the issue of the
protest. Interestingly, we still see quite strong performance on some sparse
classes such as ‘Religion’ or ‘Racial/ethnic rights’, which might support the
hypothesis that the classes are more easily identifiable in general. We also see
that although there are fewer examples of e.g. ‘Criminal justice system’ and
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‘Foreign policy’, the classifier is able to identify some of the former and none of
the latter, which also might be evidence of one being more obvious to recognise
than the other.

As for the previous models, adding protest labels as additional features
did not improve the performances in any significant way. Neither did back-
translation, which might seem somewhat surprising as it does increase the
number of training data examples. However, when performing the augmentation,
we sample (within the binary case of protest versus non-protest) examples to
perform back-translation on in a uniform manner. Thus, we are not sure of
which specific classes are increased through augmentation. It might very well be
that doing more specific back-translation (or even oversampling) might improve
the results on the sparser classes. Nevertheless, more results from the different
training schemes can be found in Appendix C.12.

Results from the full multitask model

Finally, we will look at the results from the full multitask model(s) which jointly
predicts every task we have previously looked at. First, we did not find the
alternative schemes such as using max pooling, back-translation or including
the ‘Multi’ class to lead to improve results here; some of these results can be
seen in Appendix C.13.

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 0.00 0.00 0.00 8
Boycott 0.67 0.40 0.50 10

Hunger strike 1.00 0.57 0.73 7
March 0.38 0.14 0.21 21

Non-protest 0.98 0.99 0.98 987
Rally/demonstration 0.60 0.71 0.65 75

Riot 0.00 0.00 0.00 4
Strike/walkout/lockout 0.80 0.89 0.85 37

Macroaveraged 0.55 0.46 0.49 1149
Microaveraged 0.93 0.93 0.93 1149

Matthews correlation 0.738
Protest precision 0.954
Protest recall 0.889

Protest F2 score 0.901
Protest MCC 0.908

Table 7.25: Results from the ‘225t’ classifier which predicts all tasks jointly.
Above are the results on the form of the protest. Results on the haystack task
are also included here. The corresponding confusion matrix can be seen in
Figure C.43 from the appendix.

In Table 7.25 is the first part of the predictions from the full multitask
model, where we show the performance on the haystack task and the form
of the protest. For the most part, the classifier has the same performance
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as the previous multitask close-ended model on the same sub-task (see Table
7.22). This model achieves slightly lower Matthews correlation on the form
task, but a lot of the error seems to come from mistaking similar classes
(see the confusion matrix in Figure C.43). For example, it gets none of the
‘Blockade/slowdown/disruption’ predictions correct, but most of the times the
class gets predicted the ground truth is either ‘March’ or ‘Rally/demonstration’.

Test
Precision Recall F1 score N

Domestic government 0.81 0.77 0.79 103
Foreign government 0.58 0.67 0.62 21

Individual 0.00 0.00 0.00 4
Intergovernmental organisation 0.75 0.30 0.43 10

Non-protest 0.98 0.99 0.98 987
Private/business 0.67 0.75 0.71 24
Macroaveraged 0.63 0.58 0.59 1149
Microaveraged 0.95 0.95 0.95 1149

Matthews correlation 0.796

Table 7.26: Results from the ‘225t’ classifier which predicts all tasks jointly.
Above are the results on the target of the protest. The corresponding confusion
matrix can be seen in Figure C.44 from the appendix.

In Table 7.26 and 7.27 we see mostly the same results as the previous
multitask classifier on predicting the target and issue of the protest, respectively.
We will not delve deeper into the numbers here, but remark that overall it seems
like the model has a lot of capacity in general to predict multiple tasks without
loss of performance. In this final model, in addition to getting a decent classifier
on all the close-ended coding tasks together, we get a haystack classifier which
is competitive the previous best haystack classifiers.

7.5 Returning to Monte Carlo estimation for the
close-ended tasks

We now briefly return to the concept of applying dropout during inference
for the models created for the close-ended coding tasks. Recall that this was
relevant for the purely haystack classifiers, where we used dropout in training
mode during inference to effectively sample different variations of the same
model on each forward pass on the same data point, which was used to get
the mean predictions on the haystack task as well as for getting the epistemic
uncertainty of the model. This was also known as Monte Carlo integration.

Since we have observed how similar the predictions of the the close-ended
models have been in many cases, we can also experiment with applying dropout
in training mode during inference on these tasks. We use this mainly to see how
averaging predictions affects the final performance. The results can be seen
in Appendix C.14–C.17, where we have used the technique to sample T = 50
predictions for each test point; and we apply this to each of the best models
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Test
Precision Recall F1 score N

Anti-colonial/political independence 0.50 0.43 0.46 7
Anti-war/peace 0.43 0.67 0.53 15

Criminal justice system 0.30 0.38 0.33 8
Democratisation 0.62 0.72 0.67 18

Economy/inequality 0.31 0.33 0.32 12
Environmental 0.00 0.00 0.00 9
Foreign policy 0.00 0.00 0.00 8

Human and civil rights 0.00 0.00 0.00 6
Labour & work 0.76 0.88 0.81 42
Non-protest 0.98 0.99 0.99 987

Political corruption/malfeasance 0.50 0.20 0.29 10
Racial/ethnic rights 0.60 0.43 0.50 7

Religion 0.40 0.67 0.50 9
Social services & welfare 0.25 0.20 0.22 5

None of the above 0.00 0.00 0.00 6
Macroaveraged 0.38 0.39 0.37 1149
Microaveraged 0.91 0.92 0.91 1149

Matthews correlation 0.696

Table 7.27: Results from the ‘225t’ classifier which predicts all tasks jointly.
Above are the results on the issue of the protest. The corresponding confusion
matrix can be seen in Figure C.45 from the appendix.

that predict the haystack task and one close-ended coding sub-task, and the
full multitask model.

We observe mostly the same behaviour across the different models as we did
for the haystack task: that averaging the predictions often lead to improving
precision but at the cost of recall. There seems to always be this balancing
between the two metrics. However, we can also obtain uncertainty estimates
by doing the Monte Carlo sampling (although we have not done it here). The
choice of doing this might depend on how critical the application of the model
is, because it comes with the cost of having to evaluate a data point several
times.

7.6 Results on some handpicked examples

All the different results from above seem well and good. However, simply
evaluating on a test corpus without actually looking at specific examples creates
a boundary between theory and practical application. Thus, in this section we
have scoured the Internet and handpicked ten articles to test more in depth.
The articles are from 2019 and 2020 and have been picked from several news
websites: BBC, The Washington Post, BuzzFeed News and The Guardian.

We evaluate these articles on the ‘best’ models from the previous sections:

• The baseline haystack classifier.
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• The baseline haystack and form classifier.

• The baseline haystack and target.

• The baseline haystack and issue classifier.

• The baseline full multitask classifier.

All the models we use now will be the ones trained on a maximum article
length of 225 tokens, and most of the handpicked articles are much longer. Thus,
and to test the generalisability of the models, we allow articles of longer lengths
to go into the models. Specifically, we make sure that the inputs have around
350 word. Yet, many articles are lengthier than this; in those cases we split the
articles up into equal parts of around 350 tokens and evaluate the models on
each of the parts. This way we might get several different predictions for each
parts, and we will look into those cases for each handpicked example below.

We will use the Monte Carlo sampling approach when we evaluate these
models, by setting the models to training mode and evaluate each article (or
each part, for the articles that are split up) T = 50 times. Then we average
the normalised distribution over the predictions (for each task) for the final
prediction. This way, we can also calculate standard deviations and entropy.
For each of the examples, more detailed results are listed in Appendix C.18.

Example 1: Hong Kong march

We begin with an article from BBC.com2 about a pro-democracy march in
Hong Kong. We would say this is an article about a protest. The form of the
protest seems to be a march or a rally. The target is the Chinese government,
and depending on who you ask, the answer could be either domestic or foreign
government; in this context, domestic government seems to be closer to the
truth. The issue seem to be of either (Anti-colonial/)human and civil rights
or democratisation. The five different models say the following:

Haystack classifier: The (haystack) prediction is protest, where the
output probability of protest is over 99%. Correspondingly the entropy
is also very low. The standard deviation of the predicted probability of
each outcome is also very low.

Haystack and form classifier: The haystack prediction is protest,
and the form prediction is ‘March’. Interestingly, the second most
probable form according to the model is ‘Rally/demonstration’, and the
model seems quite sure of these two classes. However, due to the slight
uncertainty between the two, the entropy is a bit higher. The standard
deviations of each predicted class is mostly low, except for ‘March’ and
‘Rally/demonstration’, which seems fair.

Haystack and target classifier: The haystack prediction is protest,
and the target prediction is ‘Domestic government’. The classifier
seems very sure of its prediction here, and the rest of the probability mass
seems to be distributed among all other possibilities (but with much less
mass on ‘Non-protest’).

2https://www.bbc.com/news/world-asia-china-50704137, last loaded 24.05.2020.
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Haystack and issue classifier: The haystack prediction is protest,
and the issue prediction is ‘Democratisation’. Although the classifier is
quite sure of this, the next most likely classes are ‘Economy/inequality’,
‘None of the above’ and ‘Human and civil rights’.

Full multitask classifier: The haystack prediction is protest, the
form prediction ‘Rally/demonstration’, target prediction ‘Domestic
government’ and issue prediction ‘Democratisation’. We now see that
this model gives a slightly different prediction than the other classifier
which outputs form predictions. This seems fair, especially since ‘March’
is the second most likely predicted class.

Example 2: Police assault

The next article from BBC.com3 is about a police officer accused of hitting
a student over the head with a baton during a protest nine years ago. This
is an interesting example, because we would say that this is actually a non-
protest example because the article is about the police offer who is accused
(and has been cleared of misconduct) and not about the protest which the
article references. Other details are more subtle here; the form seems to be a
march or rally/demonstation, but the article is not very clear. The issue
seems to be of economy/inequality, because it references ‘student fees’ but
does not go deeper into the matter. Finally, the target is not clear either, but
seem to be the domestic government. Our classifiers say the following:

Haystack classifier: The (haystack) prediction is protest, however
with higher uncertainty; the probability of this being a protest is 67%
which results in quite a large entropy and standard deviations of each
predicted outcome.

Haystack and form classifier: The haystack prediction is protest,
and the form prediction is ‘Rally/demonstration’. This model on
the other hand is quite sure that this is a protest article, with around
95% probability, however, with a higher entropy than for the previous
handpicked example, and subsequently the standard deviations are
relatively high.

Haystack and target classifier: The haystack prediction is non-
protest, and the target prediction is ‘Non-protest’. We have more
disagreement here, as this classifier is very sure that this is not a protest
event; and because of this, the target prediction is also non-protest (which
it is quite sure of).

Haystack and issue classifier: The haystack prediction is protest,
and the issue prediction is ‘Non-protest’. This seems like a contradictory
prediction, and indeed from looking at the predicted (haystack) distri-
bution the model is 45/55 in favour of protest, with very large standard
deviations and entropy.

3https://www.bbc.com/news/uk-england-london-50750552, last loaded 24.05.2020.
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Full multitask classifier: Here, all the predictions are ‘Non-protest’,
with 89% predicted probability of there being no protest event here.
However, the uncertainties here are generally quite high.

Example 3: Boris Johnson wins 2019 election

The third example from BBC.com4 is about Boris Johnson being elected as
Prime Minister of the United Kingdom. Although the topic is political, we would
label the article as non-protest, as there is no mention of any demonstrations.
This is what our classifiers say:

Haystack classifier: The (haystack) prediction is non-protest, with
very low uncertainty.

Haystack and form classifier: Both predictions are ‘Non-protest’,
also with very low uncertainty.

Haystack and target classifier: Essentially the same as above.

Haystack and issue classifier: Also same as the others.

Full multitask classifier: All predictions are ‘Non-protest’, with low
uncertainty on all tasks.

Example 4: Shooting at kosher market

This is a feature piece from The Washington Post5 about a Jewish community,
surrounding communities and a violent incident. This is a very long article,
and we had to split it into five parts. However, the whole article is ultimately a
non-protest article. Our models also give their predictions:

Haystack classifier: The (haystack) prediction is non-protest, with
very low uncertainty on every part.

Haystack and form classifier: Both predictions are ‘Non-protest’,
also with very low uncertainty on all parts.

Haystack and target classifier: Same as above.

Haystack and issue classifier: Same as above.

Full multitask classifier: All predictions are ‘Non-protest’, with low
uncertainty on all parts.

4https://www.bbc.com/news/election-2019-50776671, last loaded 24.05.2020.
5https://www.washingtonpost.com/national/jersey-city-grapples-with-ramifications-of-shoo

ting-at-kosher-market/2019/12/12/a6f55bde-1d25-11ea-b4c1-fd0d91b60d9e_story.html, last
loaded 24.05.2020.

118

https://www.bbc.com/news/election-2019-50776671
https://www.washingtonpost.com/national/jersey-city-grapples-with-ramifications-of-shooting-at-kosher-market/2019/12/12/a6f55bde-1d25-11ea-b4c1-fd0d91b60d9e_story.html
https://www.washingtonpost.com/national/jersey-city-grapples-with-ramifications-of-shooting-at-kosher-market/2019/12/12/a6f55bde-1d25-11ea-b4c1-fd0d91b60d9e_story.html


7.6. Results on some handpicked examples

Example 5: Climate change protesters

The second article from The Washington Post6 is also quite lengthy and was
split into three parts. This is about climate change activists who blocked streets
in Washington D.C. in the United States.

We clearly label this as a protest article. The form is slightly subtle
here; while the event in the article talks about blockade and march or
rally/demonstration, it also references a hunger strike which was held the
previous month. The target in this specific case seems to be a bank and therefore
goes as a private/business target. The issue is environmental, but can also
be interpreted as economy. We get the following from our classifiers:

Haystack classifier: The (haystack) prediction generally (due to being
split into three parts) protest, with low uncertainty. Only the third part
of the article is predicted as non-protest, which is fair because the last
part of the article is mostly about politics and the impact of climate
change. In practice, for long articles, if at least one part is classified as a
protest article we would label the whole article as protest.

Haystack and form classifier: The haystack prediction is protest,
and the form prediction is ‘Hunger strike’ and ‘Rally/demonstration’
for the first and second part (we omit the third part, which is non-
protest). For the haystack classification, the uncertainty is low. For
the form predictions on the first part of the article we have high
uncertainty, and the most probable classes are ‘Hunger strike’, ‘March’
and ‘Blockade/slowdown/disruption’.

Haystack and target classifier: The haystack prediction is protest,
and the target prediction is ‘Domestic government’ on the first and
second part of the article. We would say that this is incorrect, however the
article does mention that the activists have previously protested against
‘government agencies, financial institutions and corporations’. Despite this,
the model seems quite certain that the target is a domestic government,
although ‘Private/business’ is the second most probable class and has
larger standard deviations.

Haystack and issue classifier: The haystack prediction is protest
with high confidence and low uncertainty. The issue prediction is
‘Economy/inequality’, which is not our first choice but not entirely
wrong. However, ‘Environmental’ seems to be the second choice of this
model. The standard deviations are higher for these two classes than any
other ones.

Full multitask classifier: The haystack prediction is protest, form
prediction is ‘Rally/demonstration’, the target is ‘Domestic govern-
ment’ and the issue is ‘Economy/inequality’ (first part) and ‘Anti-
war/peace’ (second part). The uncertainty is generally high on the

6https://www.washingtonpost.com/local/climate-change-protesters-plan-to-block-downtown-
dc-streets-friday-morning/2019/12/05/1d4c1a04-17a7-11ea-9110-3b34ce1d92b1_story.html,
last loaded 24.05.2020.
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close-ended coding tasks here (see Appendix C.18), and we do note that
the full multitask model trained on the least data.

Example 6: College student stabbed to death

This is a shorter piece from BuzzFeed News7 about an American college student
who was stabbed to death while walking in a park. We clearly label this as a
non-protest event. Our classifiers say:

Haystack classifier: The (haystack) prediction is very sure that this is
non-protest.

Haystack and form classifier: Both predictions are ‘Non-protest’,
with very low uncertainty.

Haystack and target classifier: Same as above.

Haystack and issue classifier: Same as above.

Full multitask classifier: All predictions are ‘Non-protest’, with low
uncertainty.

Example 7: Trump versus Thunberg on Twitter

Another (short) non-protest article from BuzzFeed News8 about the US
president Donald Trump mocking young climate activist Greta Thunberg on
Twitter. This is clearly a non-protest article, and our classifiers say:

Haystack classifier: The (haystack) prediction is non-protest with
very low uncertainty (despite the fact that the article is implicitly about
a climate change activist).

Haystack and form classifier: Both predictions are ‘Non-protest’,
with low uncertainty.

Haystack and target classifier: Same as above.

Haystack and issue classifier: Same as above.

Full multitask classifier: All predictions are ‘Non-protest’, with low
uncertainty on all tasks.

7https://www.buzzfeednews.com/article/maryanngeorgantopoulos/tessa-majors-barnard-sta
bbing-morningside-park, last loaded 24.05.2020.

8https://www.buzzfeednews.com/article/clarissajanlim/trump-greta-thunberg-time-person-of-
the-year-2019, last loaded 24.05.2020.
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Example 8: Protests against abortion bans

This article from BuzzFeed News9 was chosen because it is about abortion bans.
It is about protests against anti-abortion legislation in the US, and is clearly
about a protest event. The form here is march and rally/demonstration
and the target is domestic government. The issue is the most interesting, as
it is actually abortion. The abortion class was dropped during preprocessing,
but is part of the original MPEDS data, thus it would be interesting to see
what our models would say to this. Other valid choices could be human and
civil rights or simply ‘none of the above’. We run the models:

Haystack classifier: The (haystack) prediction is protest with very
low uncertainty.

Haystack and form classifier: The haystack prediction is protest,
and the form prediction is ‘March’. The uncertainty is generally low, but
with higher entropy due to ‘Rally/demonstration’ being the second most
likely class.

Haystack and target classifier: The haystack prediction is protest,
and the target prediction is ‘Domestic government’. Low uncertainty
on this one.

Haystack and issue classifier: The haystack prediction is protest,
and the issue prediction is ‘None of the above’. It is interesting that
we actually get an acceptable prediction here, however the uncertainty
is high. The probability of the predicted class is around 36%, with
‘Economy/inequality’ and ‘Democratisation’ following at 16% and 14%,
respectively. The standard deviations are also higher for these classes
with higher probability mass.

Full multitask classifier: The haystack prediction is protest, the
form prediction is ‘Rally/demonstration’, the issue prediction is
‘Racial/ethnic rights’ and the target is ‘Domestic government’. Here
we have somewhat low uncertainty for most of the tasks, except for the
issue, which makes sense as it is wrong. The second and third most likely
issue classes are ‘Social services & welfare’ and ‘None of the above’.

Example 9: Covid-19 on African American population in Chicago

The next article is from The Guardian10 and is about how African American
resident make up most of the Covid-19 related deaths in Chicago even though
they are not the majority ethnic group. This is simply a non-protest article,
and our models seem to agree:

Haystack classifier: The (haystack) prediction is non-protest with
very low uncertainty.

9https://www.buzzfeednews.com/article/tasneemnashrulla/stop-the-abortion-bans-protests,
last loaded 24.05.2020.

10https://www.theguardian.com/world/2020/may/24/chicago-black-coronavirus-fatalities-us,
last loaded 24.05.2020.
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Haystack and form classifier: Both predictions are ‘Non-protest’,
with low uncertainty.

Haystack and target classifier: Same as above.

Haystack and issue classifier: Same as above.

Full multitask classifier: All predictions are ‘Non-protest’, with low
uncertainty on all tasks.

Example 10: Beijing to impose Hong Kong security laws

In this final handpicked article from The Guardian11 we have a protest article
about more protests in Hong Kong. Here the form seems to be riot, although
rally/demonstration is not directly wrong. The target is the domestic
government and issue is human or civil rights (democratisation could
also be right here). From our classifiers we get:

Haystack classifier: The (haystack) prediction is protest with low
uncertainty.

Haystack and form classifier: The haystack prediction is protest,
and the form prediction is ‘Rally/demonstration’. Both have low
uncertainty. This is not perfect, as we would have preferred the classifier
to have increased uncertainty because the true class should be ‘Riot’ in
our opinion. Yet the probability for ‘Riot’ is diminishingly low (even
below ‘Non-protest’); entropy is low and so are the standard deviations.
We suspect that the models themselves might me more biased towards
these ‘general’ classes, especially since they were more abundant during
training.

Haystack and target classifier: The haystack prediction is protest,
and the target prediction is ‘Domestic government’. Uncertainty is
quite low here as well, but we hypothesise that the models might be biased
towards predicting this class for the same reason as the above.

Haystack and issue classifier: The haystack prediction is protest,
and the issue prediction is ‘Democratisation’ with around 68%
probability. Second and third most likely classes are ‘Economy/inequality’
and ‘Political corruption/malfeasance’. Uncertainty is somewhat high, but
we would prefer the ‘Human and civil rights’ to be higher on the list of
likely classes (but comes in at seventh most likely out of fifteen).

Full multitask classifier: The haystack prediction is protest, the
form prediction is ‘Rally/demonstration’, the target prediction is
‘Domestic government’ and the issue prediction is ‘Democratisation’.
Here the uncertainty is lowest for the haystack task, quite low for the
target class and higher for form and issue. For the form prediction, the
second and third most likely classes are ‘March’ followed by ‘Riot’, but

11https://www.theguardian.com/world/2020/may/24/beijing-to-impose-hong-kong-security-l
aws-without-delay, last loaded 24.05.2020.
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the latter still only having around 5% probability. For issue, the second
and third most probable classes are ‘Political corruption/malfeasance’ and
‘Anti-colonial/political independence’, while although perhaps not entirely
wrong, we would prefer it to be higher up on the list (here it come in at
sixth).
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CHAPTER 8

Conclusion and future remarks

Arriving at the end of this thesis, we can look back to the introduction where we
stated our goals, and assess how we have fulfilled them. The main goal was to
create prediction models with the potential to detect different aspects of protest
events in news articles. From the haystack classifier to the separate close-ended
coders to the multitask models; all achieving quite adequate results on the test
set. They have also proven to work well in practice, as we evaluated some of
them on new and recent news articles from various different sources. We believe
the models to be satisfactory enough to work in real world settings, especially
the haystack classifier. For example, the models can be used to automatically
filter irrelevant articles, which will directly support researchers at the Peace
Research Institute Oslo (PRIO) and free up time that can be used on more
important analytical tasks.

The models we evaluated on the handpicked examples were also of the most
‘basic’ types. They involved no regularisation nor data augmentation on the
training data to reach that performance. Which leads to our second and third
goals; looking at the effect of doing regularisation (here adversarial and virtual
adversarial training) and data augmentation. We went far and broad in testing
different architectures and data augmentation methods to investigate what is
(and is not) necessary to pursue further in building strong automated coders.
Somewhat surprisingly, none of the alternatives to the baselines were associated
with increased performance.

With data augmentation, it might not be so surprising that they did not
lead to better performance. It has been shown with many different pre-training
and transfer learning schemes that the models often already perform very
well in low-shot1 learning settings (Howard and Ruder, 2018; Usherwood and
Smit, 2019; Eisenschlos et al., 2019; Brown et al., 2020). With this in mind,
it is understandable that data augmentation did not yield much improvement.
However, we did see that the close-ended coding models struggled as the number
of labelled examples for some classes became very few; in those cases, perhaps
doing specific augmentation to the infrequent classes could help improve those
models.

Regularisation with the haystack models showed, ultimately, that performing
the techniques during the fine-tuning phase of the models seemed to become
insignificant relative to the performance provided by the underlying language

1Also known as few-shot learning; this is the setting when there exists very little labelled
data in the target domain. Zero-shot learning is another form of this, where the models are
only evaluated on test data with no fine-tuning to the target domain.
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models. On the other hand, we also emphasise that we did not focus on finding
optimal hyperparameters, and we do not believe this would make much of a
difference anyway because most of the performance seems to come from the
pre-trained model.

For the resource-rich researcher of the future, we would recommend
looking into regularising the language models themselves during pre-training.
We hypothesise this will more noticeably alter the resulting contextualised
embeddings created by the models, and thus have a larger impact on downstream
tasks. Consequently, this might improve other tasks as well, and not only for
the purpose of protest event detection. However, it does require much higher
investment due to the computational costs affiliated with training large-scale
models.

Among the two regularisation techniques, we would recommend virtual
adversarial pre-training (Miyato et al., 2016); due to the unsupervised nature of
the method, does not require true labels and therefore we avoid doubly applying
them during training – we speculate that this prevents any bias that might come
from using labels twice. Finally, the property of local distributional smoothness
(Miyato et al., 2015) from virtual adversarial training is also attractive because
it ensures stability with respect to different similar input values.

Overall, we must also keep in mind that the performance of the baseline
haystack models on the test (and validation) sets are already quite decent.
Thus, it might be difficult to improve the models much more even with
regularisation or data augmentation; especially if we account for irreducible
noise and general ambiguity of natural language. Even human level performance
might not be perfect, and we already saw in one of the handpicked examples
that deciding whether or not an article contains mention of a protest is not
always straightforward.

The final goal of our thesis revolved around quantifying uncertainty from
the models. We saw that this has always been ‘freely’ available through the use
of dropout, with theoretically grounded arguments (see (Gal and Ghahramani,
2016; Kendall and Gal, 2017)). For our application, we demonstrated the
usefulness of getting (epistemic) uncertainty estimates through the handpicked
examples.

On the topic of uncertainty, a possible way forward is to incorporate
confidence calibration, proposed in Guo et al. (2017). They showed that many
deep neural networks are miscalibrated, in the sense that the confidence2 of the
networks do not match its performance (with respect to e.g. accuracy). Here,
they use temperature scaling to calibrate the confidence of the softmax outputs
from a network to make them more precise; this technique can be combined
with the dropout uncertainty estimates we have used. In Mandelbaum and
Weinshall (2017), they propose a distance-based confidence scoring approach to
adjust the softmax outputs during training. Essentially, they train a Siamese
network3 on the penultimate layer and the entropy on the softmax output (final
layer) to improve the probabilistic interpretation of the embeddings produced
by the network.

2The probability associated with the predicted label.
3This is a second identical neural network using the same weights but works in tandem

on two different inputs.
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Finally, we end this thesis by giving some suggestions to how the models we
have proposed can be put to actual use. For researchers at PRIO (and generally
within the peace and conflict domain), the majority of the data comes from
news articles, and to extract the necessary information they have to manually
code the articles (either themselves or through employing others). We believe
that our models can become cogs as part of a larger machinery and contribute
to reduce the need for manual labour. By looking at the models as input/output
modules, taking as input text and giving the output some predictions, they can
be called by other parts of a system that can feed in text and take its output
and present the results in a user-friendly manner. For the uncertainty estimates,
this would involve running the model several times (we recommend T = 50
times), and aggregating the output results.

The models we have trained during the course of our thesis have been shown
to work quite well. Although they can be used as is, we believe that in moving
forward, if a project truly goes in for using these, they should be trained anew
with more resources specifically (especially for the close-ended coding tasks).
This is because with more resources it is possible to use more of the data, and
as we saw in some of the results for the close-ended models, there seemed to be
some bias towards classes with abundant amount of examples and were similar
to some which were more sparse. We believe incorporating more data from the
sparser classes might help here.

A suggestion to the above is, for example, we know that the form classifier
performs well, but seems to misclassify ‘Riot’ for more peaceful forms of protests
such as ‘Demonstration’. Then, a future project could be to consider using
e.g. Amazon Web Services’ GPU-accelerated could infrastructure4 to train the
model on longer article lengths, more of the data and bigger batches. That
would only incur a one-time cost. Later, the model can be loaded into another
CPU-based system and make predictions; depending on the requirements of the
system, e.g. how many articles the system should be able to parse at once, using
CPUs (with multithreading) during inference can still be done in reasonable
time. Otherwise, one could also invest in a lower grade GPU specifically to hold
and run the model in memory.

4See https://aws.amazon.com/nvidia/.
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APPENDIX A

Appendix for Chapter 4

A.1 Overview of classes in the close-ended coding
datasets

Max article length
Class 225 200 175 150

Blockade/slowdown/disruption 18 — — —
Boycott 26 — — —

Hunger strike 20 17 — —
March 71 43 22 11

Non-protest 3945 2626 1258 639
Rally/demonstration 326 220 91 39

Riot 27 18 — —
Strike/walkout/lockout 161 134 94 113

Table A.1: Classes for the form-category in the dataset for predicting all close-
ended coding tasks at the same. Dashes indicate the absence of a class due to
the cutoff threshold.
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Max article length
Class 225 200 175 150

Blockade/slowdown/disruption 27 — — —
Boycott 41 — — —

Hunger strike 32 27 — —
March 108 66 38 22
Multi 246 152 83 43

Non-protest 7396 4905 2492 1368
Rally/demonstration 521 367 176 89

Riot 42 30 — —
Strike/walkout/lockout 200 165 113 71

Table A.2: Classes for the form-category in the dataset for predicting all close-
ended coding tasks at the same time; this is the dataset where ‘Multi’ class is
included. Dashes indicate the absence of a class due to the cutoff threshold.

Max article length
Class 225 200 175 150

Anti-colonial/political independence 28 21 — —
Anti-war/peace 67 50 32 21

Criminal justice system 41 30 13 —
Democratisation 78 54 33 24

Economy/inequality 39 23 — —
Environmental 19 — — —
Foreign policy 24 — — —

Human and civil rights 22 17 — —
Labour & work 174 137 103 60
Non-protest 3945 2626 1258 639

Political corruption/malfeasance 41 22 — —
Racial/ethnic rights 24 15 7 —

Religion 40 25 12 —
Social services & welfare 29 22 — —

None of the above 23 16 7 —

Table A.3: Classes for the issue-category in the dataset for predicting all close-
ended coding tasks at the same. Dashes indicate the absence of a class due to
the cutoff threshold.
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A.1. Overview of classes in the close-ended coding datasets

Max article length
Class 225 200 175 150

Anti-colonial/political independence 45 30 — —
Anti-war/peace 92 70 46 32

Criminal justice system 56 42 19 —
Democratisation 96 66 40 29

Economy/inequality 61 38 — —
Environmental 29 — — —
Foreign policy 35 — — —

Human and civil rights 35 27 — —
Labour & work 231 177 132 81

Multi 310 212 130 83
Non-protest 7396 4905 2492 1368

Political corruption/malfeasance 51 29 — —
Racial/ethnic rights 38 23 13 —

Religion 64 40 19 —
Social services & welfare 42 31 — —

None of the above 32 22 11 —

Table A.4: Classes for the issue-category in the dataset for predicting all close-
ended coding tasks at the same time; this is the dataset where ‘Multi’ class is
included. Dashes indicate the absence of a class due to the cutoff threshold.

Max article length
Class 225 200 175 150

Domestic government 399 262 112 55
Foreign government 90 57 27 6

Individual 16 12 — —
Intergovernmental organisation 26 15 — —

Non-protest 3945 2626 1258 639
Private/business 118 86 68 44

Table A.5: Classes for the target-category in the dataset for predicting all
close-ended coding tasks at the same. Dashes indicate the absence of a class
due to the cutoff threshold.

133



A. Appendix for Chapter 4

Max article length
Class 225 200 175 150

Domestic government 633 418 206 116
Foreign government 181 108 56 19

Individual 27 22 — —
Intergovernmental organisation 48 27 — —

Multi 188 133 72 42
Non-protest 7396 4905 2492 1368

Private/business 140 99 76 48

Table A.6: Classes for the target-category in the dataset for predicting all
close-ended coding tasks at the same time; this is the dataset where ‘Multi’ class
is included. Dashes indicate the absence of a class due to the cutoff threshold.

Max article length
Class 225 200 175 150

Blockade/slowdown/disruption 35 — — —
Boycott 48 — — —

Hunger strike 37 31 — —
March 122 83 56 36
Multi 270 183 123 82

Non-protest 8192 5713 3708 2304
(Non-protest excl. multi) (6552) (4601) (2960) (1805)
Rally/demonstration 578 433 303 178

Riot 48 36 — —
Strike/walkout/lockout 210 174 128 83

Table A.7: Classes for the form-category in the dataset for predicting only the
form of the protest. Here, the numbers within the other classes are the same
whether we include or exclude the ‘Multi’ class. The number of ‘Non-protest’
labels depends on whether ‘Multi’ is included, with the row in parenthesis
corresponding to when the class is excluded. Dashes indicate the absence of a
class due to the cutoff threshold.
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A.1. Overview of classes in the close-ended coding datasets

Max article length
Class 225 200 175 150

Anti-colonial/political independence 50 36 — —
Anti-war/peace 103 82 59 39

Criminal justice system 64 50 33 —
Democratisation 109 73 48 34

Economy/inequality 67 46 — —
Environmental 40 — — —
Foreign policy 39 — — —

Human and civil rights 43 35 — —
Labour & work 249 196 149 94

Multi 365 270 193 129
Non-protest 8594 6041 3598 1799

(Non-protest excl. multi) (6375) (4400) (2425) (1015)
Political corruption/malfeasance 56 35 — —

Racial/ethnic rights 56 42 32 —
Religion 78 54 42 —

Social services & welfare 48 36 — —
None of the above 49 39 36 —

Table A.8: Classes for the issue-category in the dataset for predicting only the
issue of the protest. Here, the numbers within the other classes are the same
whether we include or exclude the ‘Multi’ class. The number of ‘Non-protest’
labels depends on whether ‘Multi’ is included, with the row in parenthesis
corresponding to when the class is excluded. Dashes indicate the absence of a
class due to the cutoff threshold.

Max article length
Class 225 200 175 150

Domestic government 746 546 371 246
Foreign government 207 152 111 57

Individual 36 30 — —
Intergovernmental organisation 51 34 — —

Multi 240 184 135 91
Non-protest 8727 6491 4327 2760

(Non-protest excl. multi) (7269) (5373) (3507) (2760)
Private/business 156 122 95 60

Table A.9: Classes for the target-category in the dataset for predicting only the
target of the protest. Here, the numbers within the other classes are the same
whether we include or exclude the ‘Multi’ class. The number of ‘Non-protest’
labels depends on whether ‘Multi’ is included, with the row in parenthesis
corresponding to when the class is excluded. Dashes indicate the absence of a
class due to the cutoff threshold.
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APPENDIX B

Appendix for Chapter 6

B.1 Regular expression for the algorithmic haystack
model

We use the following regular expression in a Python script:

r = re.compile('''
[Pp]rotest*|[Dd]emonstrat*|[Bb]oycott*|
[Ss]trike*|[Mm]arch*|[Mm]archi*
[Rr]ally*|[Rr]alli*|[Vv]igil*|
[Rr]iot*|[Ss]it-in*|[Bb]lockade*|
[Dd]isrupt*|[Ww]alkout*|[Ll]ockout*|
[Pp]arad*|[Oo]ccupat*|[Ss]lowdown|
[Cc]ivil disobedience|
[Ss]ymbolic display|[Cc]onference
''', re.VERBOSE)
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APPENDIX C

Appendix for Chapter 7

C.1 Tables of non-transformer results on close-ended
coding

Precision Recall F1 score N
Blockade/slowdown/disruption 0.00 0.00 0.00 16

Boycott 0.50 0.05 0.09 20
Hunger strike 0.80 0.42 0.55 19

March 0.67 0.40 0.50 55
Non-protest 0.95 0.99 0.97 4705

Occupation/sit-in 0.00 0.00 0.00 8
Petition 0.00 0.00 0.00 8

Rally/demonstration 0.60 0.47 0.53 243
Riot 0.00 0.00 0.00 32

Strike/walkout/lockout 0.82 0.63 0.72 104
Symbolic display/symbolic action 0.00 0.00 0.00 17

Violence/attack 0.00 0.00 0.00 6
Macroaveraged 0.36 0.25 0.28 5233
Microaveraged 0.91 0.93 0.92 5233

Matthews correlation 0.55

Table C.1: Results from the support vector machine classifier on the sub-task
of predicting the form of the protest. N is the number of examples for each
category within the test set.
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Precision Recall F1 score N
Domestic government 0.69 0.50 0.58 359
Foreign government 0.81 0.43 0.56 98

Individual 0.00 0.00 0.00 16
Intergovernmental organisation 0.82 0.41 0.55 22

Non-protest 0.95 0.99 0.97 4705
Private/business 0.60 0.52 0.56 61
University/school 0.00 0.00 0.00 10
Macroaveraged 0.55 0.41 0.46 5271
Microaveraged 0.92 0.93 0.92 5271

Matthews correlation 0.59

Table C.2: Results from the support vector machine classifier on the sub-task
of predicting the target of the protest. N is the number of examples for each
category within the test set.

Precision Recall F1 score N
Abortion 0.25 0.33 0.29 3

Anti-colonial/political independence 0.40 0.11 0.17 18
Anti-war/peace 0.90 0.43 0.58 42
Civic violence 0.00 0.00 0.00 7

Criminal justice system 0.69 0.26 0.37 35
Democratisation 0.67 0.44 0.53 66

Economy/inequality 0.55 0.31 0.39 36
Environmental 0.83 0.19 0.30 27
Foreign policy 0.50 0.06 0.11 16

Human and civil rights 0.25 0.05 0.08 20
Immigration 1.00 0.25 0.40 16

Labour & work 0.75 0.73 0.74 83
Non-protest 0.94 0.99 0.97 4705

Political corruption/malfeasance 0.67 0.16 0.26 38
Racial/ethnic rights 0.67 0.16 0.26 25

Religion 0.84 0.50 0.63 42
Social services & welfare 0.00 0.00 0.00 16

None of the above 0.00 0.00 0.00 22
Macroaveraged 0.55 0.28 0.34 5217
Microaveraged 0.91 0.93 0.91 5217

Matthews correlation 0.53

Table C.3: Results from the support vector machine classifier on the sub-task
of predicting the issue of the protest. N is the number of examples for each
category within the test set.
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C.1. Tables of non-transformer results on close-ended coding

Precision Recall F1 score N
Blockade/slowdown/disruption 0.14 0.06 0.09 16

Boycott 0.67 0.20 0.31 20
Hunger strike 0.83 0.26 0.40 19

March 0.47 0.27 0.34 55
Non-protest 0.95 0.98 0.96 4705

Occupation/sit-in 0.00 0.00 0.00 8
Petition 0.00 0.00 0.00 8

Rally/demonstration 0.58 0.46 0.51 243
Riot 0.38 0.09 0.15 32

Strike/walkout/lockout 0.76 0.65 0.70 104
Symbolic display/symbolic action 0.33 0.06 0.10 17

Violence/attack 0.25 0.17 0.20 6
Macroaveraged 0.45 0.27 0.31 5233
Microaveraged 0.91 0.92 0.91 5233

Matthews correlation 0.53

Table C.4: Results from the multi-layer perceptron classifier on the sub-task
of predicting the form of the protest. N is the number of examples for each
category within the test set.

Precision Recall F1 score N
Domestic government 0.59 0.58 0.58 359
Foreign government 0.81 0.55 0.65 98

Individual 0.00 0.00 0.00 16
Intergovernmental organisation 0.63 0.55 0.59 22

Non-protest 0.96 0.97 0.96 4705
Private/business 0.67 0.51 0.58 61
University/school 1.00 0.10 0.18 10
Macroaveraged 0.67 0.47 0.51 5271
Microaveraged 0.92 0.93 0.92 5271

Matthews correlation 0.60

Table C.5: Results from the multi-layer perceptron classifier on the sub-task
of predicting the target of the protest. N is the number of examples for each
category within the test set.
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Precision Recall F1 score N
Abortion 0.25 0.33 0.29 3

Anti-colonial/political independence 0.40 0.17 0.21 18
Anti-war/peace 0.67 0.33 0.44 42
Civic violence 0.00 0.00 0.00 7

Criminal justice system 0.55 0.31 0.40 35
Democratisation 0.60 0.48 0.54 66

Economy/inequality 0.65 0.31 0.42 36
Environmental 0.71 0.19 0.29 27
Foreign policy 0.38 0.19 0.25 16

Human and civil rights 0.43 0.15 0.22 20
Immigration 1.00 0.38 0.55 16

Labour & work 0.75 0.67 0.71 83
Non-protest 0.94 0.99 0.96 4705

Political corruption/malfeasance 0.54 0.18 0.27 38
Racial/ethnic rights 0.29 0.08 0.12 25

Religion 0.71 0.52 0.60 42
Social services & welfare 1.00 0.06 0.12 16

None of the above 0.20 0.05 0.07 22
Macroaveraged 0.55 0.30 0.36 5217
Microaveraged 0.91 0.92 0.91 5217

Matthews correlation 0.50

Table C.6: Results from the multi-layer perceptron classifier on the sub-task
of predicting the issue of the protest. N is the number of examples for each
category within the test set.
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C.2. More results of the baseline haystack classifier

C.2 More results of the baseline haystack classifier

Test
System Precision Recall F2 MCC Entropy
175t 0.774 0.953 0.911 0.837 —

175t-E 0.798 0.944 0.911 0.848 0.076
150t 0.793 0.908 0.882 0.856 —

150t-E 0.816 0.901 0.883 0.836 0.058

Table C.7: Evaluation of the models trained on shorter articles.

Oversampling for the 225 token models

Test
System Precision Recall F2 MCC Entropy

225t-50pc 0.777 0.966 0.921 0.846 —
225t-50pc-E 0.815 0.956 0.924 0.865 0.037
225t-25pc 0.898 0.912 0.909 0.891 —

225t-25pc-E 0.925 0.899 0.904 0.899 0.014

Table C.8: The baseline haystack models with oversampling, cf. Table 7.9.

Back-translation for the 225 token models

Test
System Precision Recall F2 MCC Entropy

225t-10lang-10pc 0.816 0.964 0.930 0.870 —
225t-10lang-10pc-E 0.839 0.948 0.924 0.876 0.034
225t-10lang-5pc 0.820 0.956 0.925 0.868 —

225t-10lang-5pc-E 0.851 0.946 0.925 0.882 0.030
225t-5lang-10pc 0.869 0.925 0.913 0.881 —

225t-5lang-10pc-E 0.903 0.920 0.916 0.899 0.013
225t-5lang-5pc 0.806 0.956 0.922 0.859 —

225t-5lang-5pc-E 0.839 0.943 0.920 0.873 0.053
225t-1lang-10pc 0.810 0.972 0.934 0.870 —

225t-1lang-10pc-E 0.839 0.956 0.930 0.880 0.016
225t-1lang-5pc 0.881 0.938 0.926 0.896 —

225t-1lang-5pc-E 0.894 0.920 0.915 0.894 0.036

Table C.9: The baseline haystack models with back-translation.

143



C. Appendix for Chapter 7

Training the 225 tokens model for 50 epochs

Figure C.1: Average training and validation loss over 50 epochs of training for
the ‘225t’ model.

Figure C.2: The development of the different metrics with virtual adversarial
training for the ‘225t’ model.
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C.3. More results of the regularised classifiers

Using larger batches

Test
System Precision Recall F2 MCC Entropy
175t-Big 0.753 0.953 0.905 0.824 —

175t-Big-E 0.798 0.944 0.911 0.848 0.055
150t-Big 0.868 0.868 0.868 0.850 —

150t-Big-E 0.907 0.829 0.843 0.849 0.019

Table C.10: Using larger batch sizes.

C.3 More results of the regularised classifiers

Test
System Precision Recall F2 MCC Entropy
225t-Adv 0.741 0.940 0.892 0.809 —

225t-Adv-E 0.839 0.661 0.690 0.714 0.138
225t-Vat 0.798 0.951 0.916 0.851 —

225t-Vat-E 0.835 0.940 0.917 0.869 0.055

Table C.11: Results for the adversarial and virtual adversarial haystack models
on the test set.
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Figures for longer adversarial training

Figure C.3: Average training and validation loss over 50 epochs of training
with adversarial training. Although it might seem like the generalisation gap is
smaller here, the reader must be aware of the scale of the y-axis.

Figure C.4: The development of the different metrics with adversarial training.
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C.3. More results of the regularised classifiers

Tables of results for oversampled and regularised models

Test
System Precision Recall F2 MCC Entropy

225t-Adv-50pc 0.864 0.907 0.898 0.869 —
225t-Adv-50pc-E 0.891 0.887 0.889 0.874 0.027
225t-Adv-25pc 0.817 0.928 0.903 0.851 —

225t-Adv-25pc-E 0.774 0.930 0.894 0.825 0.048
200t-Adv-50pc 0.876 0.918 0.909 0.882 —

200t-Adv-50pc-E 0.786 0.962 0.921 0.851 0.040
200t-Adv-25pc 0.848 0.949 0.927 0.882 —

200t-Adv-25pc-E 0.813 0.962 0.928 0.867 0.045

Table C.12: The adversarial haystack models with oversampling.

Test
System Precision Recall F2 MCC Entropy

225t-Vat-50pc 0.871 0.943 0.928 0.892 —
225t-Vat-50pc-E 0.890 0.925 0.918 0.894 0.009
225t-Vat-25pc 0.905 0.935 0.929 0.908 —

225t-Vat-25pc-E 0.919 0.915 0.915 0.905 0.012
200t-Vat-50pc 0.898 0.921 0.916 0.897 —

200t-Vat-50pc-E 0.926 0.905 0.909 0.903 0.010
200t-Vat-25pc 0.923 0.905 0.909 0.902 —

200t-Vat-25pc-E 0.945 0.876 0.890 0.898 0.018

Table C.13: The virtual adversarial haystack models with oversampling.
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Tables of results for back-translated and regularised models

Test
System Precision Recall F2 MCC Entropy

225t-Adv-10lang-10pc 0.880 0.889 0.888 0.868 —
225t-Adv-10lang-10pc-E 0.925 0.829 0.847 0.859 0.053
225t-Adv-10lang-5pc 0.863 0.915 0.904 0.872 —

225t-Adv-10lang-5pc-E 0.884 0.891 0.890 0.872 0.055
225t-Adv-5lang-10pc 0.842 0.925 0.907 0.865 —

225t-Adv-5lang-10pc-E 0.884 0.907 0.902 0.880 0.046
225t-Adv-5lang-5pc 0.833 0.915 0.897 0.854 —

225t-Adv-5lang-5pc-E 0.540 0.987 0.847 0.684 0.219
225t-Adv-1lang-10pc 0.846 0.896 0.886 0.852 —

225t-Adv-1lang-10pc-E 0.881 0.769 0.790 0.801 0.076
225t-Adv-1lang-5pc 0.768 0.943 0.902 0.828 —

225t-Adv-1lang-5pc-E 0.765 0.951 0.907 0.830 0.038

Table C.14: The ‘225t’ adversarial haystack models with back-translation.

Test
System Precision Recall F2 MCC Entropy

200t-Adv-10lang-10pc 0.847 0.908 0.895 0.859 —
200t-Adv-10lang-10pc-E 0.665 0.968 0.888 0.771 0.058
200t-Adv-10lang-5pc 0.900 0.851 0.861 0.858 —

200t-Adv-10lang-5pc-E 0.901 0.861 0.869 0.864 0.026
200t-Adv-5lang-10pc 0.863 0.940 0.924 0.886 —

200t-Adv-5lang-10pc-E 0.739 0.975 0.916 0.825 0.150
200t-Adv-5lang-5pc 0.874 0.899 0.894 0.870 —

200t-Adv-5lang-5pc-E 0.816 0.943 0.915 0.859 0.051
200t-Adv-1lang-10pc 0.856 0.883 0.877 0.851 —

200t-Adv-1lang-10pc-E 0.858 0.880 0.875 0.850 0.041
200t-Adv-1lang-5pc 0.909 0.854 0.865 0.865 —

200t-Adv-1lang-5pc-E 0.871 0.899 0.893 0.868 0.028

Table C.15: The ‘200t’ adversarial haystack models with back-translation.
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Test
System Precision Recall F2 MCC Entropy

225t-Vat-10lang-10pc 0.833 0.956 0.929 0.876 —
225t-Vat-10lang-10pc-E 0.867 0.946 0.929 0.892 0.035
225t-Vat-10lang-5pc 0.820 0.959 0.927 0.870 —

225t-Vat-10lang-5pc-E 0.843 0.956 0.931 0.882 0.019
225t-Vat-5lang-10pc 0.836 0.948 0.923 0.874 —

225t-Vat-5lang-10pc-E 0.872 0.935 0.922 0.889 0.039
225t-Vat-5lang-5pc 0.871 0.928 0.916 0.884 —

225t-Vat-5lang-5pc-E 0.893 0.912 0.908 0.889 0.068
225t-Vat-1lang-10pc 0.857 0.946 0.926 0.885 —

225t-Vat-1lang-10pc-E 0.888 0.925 0.917 0.893 0.054
225t-Vat-1lang-5pc 0.807 0.956 0.922 0.860 —

225t-Vat-1lang-5pc-E 0.868 0.951 0.933 0.895 0.034

Table C.16: The ‘225t’ virtual adversarial haystack models with back-translation.

Test
System Precision Recall F2 MCC Entropy

200t-Vat-10lang-10pc 0.858 0.953 0.932 0.890 —
200t-Vat-10lang-10pc-E 0.884 0.937 0.926 0.897 0.019
200t-Vat-10lang-5pc 0.878 0.930 0.919 0.890 —

200t-Vat-10lang-5pc-E 0.912 0.918 0.917 0.903 0.018
200t-Vat-5lang-10pc 0.877 0.921 0.912 0.884 —

200t-Vat-5lang-10pc-E 0.914 0.905 0.907 0.897 0.021
200t-Vat-5lang-5pc 0.916 0.896 0.900 0.893 —

200t-Vat-5lang-5pc-E 0.933 0.883 0.893 0.895 0.031
200t-Vat-1lang-10pc 0.885 0.924 0.916 0.890 —

200t-Vat-1lang-10pc-E 0.906 0.911 0.910 0.896 0.090
200t-Vat-1lang-5pc 0.903 0.915 0.912 0.896 —

200t-Vat-1lang-5pc-E 0.915 0.886 0.892 0.887 0.019

Table C.17: The ‘200t’ virtual adversarial haystack models with back-translation.
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C.4 More results of the aleatoric haystack models

Test
System F2 MCC E-Ent A-Ent σ̂

225t-Full 0.922 0.854 0.043 0.660 [0.079, 0.381]
225t-Half 0.905 0.892 0.010 0.689 [0.084, 0.372]

225t-Fourth 0.906 0.825 0.055 0.663 [0.079, 0.378]

Table C.18: Results from the ‘225t’ aleatoric haystack models.

Test
System F2 MCC E-Ent A-Ent σ̂

225t-Full-10lang-10pc 0.906 0.907 0.022 0.680 [0.104, 0.476]
225t-Half-10lang-10pc 0.913 0.898 0.024 0.667 [0.100, 0.471]

225t-Fourth-10lang-10pc 0.911 0.897 0.046 0.679 [0.103, 0.469]
225t-Full-5lang-5pc 0.917 0.888 0.012 0.677 [0.099, 0.451]
225t-Half-5lang-5pc 0.907 0.894 0.031 0.676 [0.100, 0.462]

225t-Fourth-5lang-5pc 0.906 0.882 0.036 0.686 [0.104, 0.466]
225t-Full-1lang-5pc 0.915 0.895 0.082 0.684 [0.094, 0.421]
225t-Half-1lang-5pc 0.903 0.890 0.023 0.690 [0.096, 0.419]

225t-Fourth-1lang-5pc 0.898 0.881 0.027 0.686 [0.095, 0.426]

Table C.19: Results from the ‘225t’ aleatoric haystack models with back-
translation.
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C.5. Figures from varying the amount of training data

C.5 Figures from varying the amount of training data

Figure C.5: The performance of the best ‘225t’ haystack classifier trained on
datasets of varying sizes, selected based on validation scores. Evaluated on the
validation data.

Figure C.6: The performance of the best ‘225t’ haystack classifier trained on
datasets of varying sizes, selected based on validation scores. Evaluated on the
test data.
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C.6 Additional close-ended coding results: classifying
form

Test
Precision Recall F1 score N

Hunger strike 1.00 1.00 1.00 9
March 0.65 0.72 0.68 18

Non-protest 0.99 0.98 0.99 1151
Rally/demonstration 0.81 0.88 0.84 109

Riot 1.00 0.30 0.46 10
Strike/walkout/lockout 0.86 0.88 0.87 43

Macroaveraged 0.88 0.80 0.81 1340
Microaveraged 0.97 0.96 0.96 1908

Matthews correlation 0.858

Table C.20: Results from the ‘200t’ classifier on the sub-task of predicting the
form of the protest. This classifier achieves similar performance to the ‘225t’
model, but do note that there are fewer examples and classes.


9 0 0 0 0 0
0 13 0 5 0 0
0 4 1132 11 0 4
0 1 10 96 0 2
0 2 1 4 3 0
0 0 2 3 0 38


Figure C.7: The confusion matrix of the classifier from Table C.20.
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C.6. Additional close-ended coding results: classifying form

Using protest label information

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 1.00 0.40 0.57 10
Boycott 0.83 0.42 0.56 12

Hunger strike 0.88 0.70 0.78 10
March 0.80 0.67 0.73 24

Non-protest 0.99 0.99 0.99 1638
Rally/demonstration 0.80 0.90 0.84 148

Riot 0.33 0.57 0.42 7
Strike/walkout/lockout 0.92 0.83 0.88 59

Macroaveraged 0.82 0.68 0.72 1908
Microaveraged 0.96 0.96 0.96 1908

Matthews correlation 0.852

Table C.21: Results from the ‘225t’ classifier on the sub-task of predicting the
form of the protest. Here, information from the protest labels are included as
features to the model.



4 0 0 0 2 3 1 0
0 5 0 0 3 3 0 1
0 0 7 0 1 2 0 0
0 0 0 16 0 8 0 0
0 0 1 2 1618 11 3 3
0 1 0 2 8 133 4 0
0 0 0 0 1 2 4 0
0 0 0 0 5 5 0 49


Figure C.8: The confusion matrix of the classifier from Table C.21.
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Applying back-translation to the training data

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 0.83 0.50 0.62 10
Boycott 0.69 0.75 0.72 12

Hunger strike 0.89 0.80 0.84 10
March 0.72 0.54 0.62 24

Non-protest 0.99 0.97 0.98 1638
Rally/demonstration 0.70 0.91 0.79 148

Riot 0.27 0.57 0.36 7
Strike/walkout/lockout 0.94 0.80 0.86 59

Macroaveraged 0.75 0.73 0.73 1908
Microaveraged 0.96 0.95 0.95 1908

Matthews correlation 0.819

Table C.22: Results from the ‘225t-10lang-10pc’ classifier on the sub-task of
predicting the form of the protest.



5 0 0 0 0 4 1 0
0 9 0 1 0 1 0 1
0 0 8 0 0 2 0 0
0 0 0 13 0 11 0 0
1 2 1 2 1593 33 4 2
0 1 0 2 4 135 6 0
0 0 0 0 1 2 4 0
0 1 0 0 7 4 0 47


Figure C.9: The confusion matrix of the classifier from Table C.22.
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C.6. Additional close-ended coding results: classifying form

Including the ‘Multi’ class

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 1.00 0.25 0.40 12
Boycott 0.75 0.60 0.67 15

Hunger strike 1.00 0.83 0.91 6
March 0.36 0.72 0.48 25
Multi 0.32 0.14 0.20 69

Non-protest 0.98 0.99 0.99 2048
Rally/demonstration 0.71 0.80 0.75 147

Riot 0.40 0.18 0.25 11
Strike/walkout/lockout 0.86 0.62 0.72 52

Macroaveraged 0.71 0.57 0.60 2385
Microaveraged 0.93 0.94 0.93 2385

Matthews correlation 0.742

Table C.23: Results from the ‘225t’ classifier on the sub-task of predicting the
form of the protest. In this model, the ‘Multi’ class is included in the dataset
from the cases where there seemed to be disagreement among coders on the
form of the protest during labelling.



3 1 0 0 5 1 2 0 0
0 9 0 0 0 4 2 0 0
0 0 5 0 0 1 0 0 0
0 0 0 18 0 3 4 0 0
0 2 0 18 10 7 29 0 3
0 0 0 0 1 2036 6 3 2
0 0 0 12 6 12 117 0 0
0 0 0 1 2 4 2 2 0
0 0 0 1 7 10 2 0 32


Figure C.10: The confusion matrix of the classifier from Table C.23.
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C.7 Additional close-ended coding results: classifying
target

Test
Precision Recall F1 score N

Domestic government 0.87 0.68 0.76 142
Foreign government 0.58 0.78 0.67 37

Individual 1.00 0.22 0.36 9
Intergovernmental organisation 0.67 0.50 0.57 8

Non-protest 0.97 1.00 0.98 1344
Private/business 0.94 0.68 0.79 25
Macroaveraged 0.84 0.64 0.69 2117
Microaveraged 0.95 0.95 0.95 2117

Matthews correlation 0.790

Table C.24: Results from the ‘200t’ classifier on the sub-task of predicting the
target of the protest. This classifier is slightly weaker than its ‘225t’ variant,
however the results show that we still get performance better than the non-
transformer baselines with much less data.


96 18 0 0 28 0
1 29 0 1 6 0
4 0 2 0 2 1
1 1 0 4 2 0
5 0 0 1 1338 0
3 2 0 0 3 17


Figure C.11: The confusion matrix of the classifier from Table C.24.

156



C.7. Additional close-ended coding results: classifying target

Using protest label information

Test
Precision Recall F1 score N

Domestic government 0.80 0.80 0.80 181
Foreign government 0.66 0.78 0.72 60

Individual 0.75 0.30 0.43 10
Intergovernmental organisation 0.64 0.78 0.70 9

Non-protest 0.98 0.98 0.98 1818
Private/business 0.88 0.77 0.82 39
Macroaveraged 0.79 0.74 0.74 2117
Microaveraged 0.96 0.95 0.95 2117

Matthews correlation 0.820

Table C.25: Results from the ‘225t’ classifier on the sub-task of predicting the
target of the protest. Here, information from the protest labels are included as
features to the model.


145 18 1 1 15 1
4 47 0 1 8 0
4 1 3 0 2 0
0 2 0 7 0 0
23 3 0 1 1788 3
5 0 0 1 3 30


Figure C.12: The confusion matrix of the classifier from Table C.25.
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Applying back-translation to the training data

Test
Precision Recall F1 score N

Domestic government 0.75 0.90 0.82 181
Foreign government 0.75 0.60 0.67 60

Individual 0.67 0.40 0.50 10
Intergovernmental organisation 1.00 0.44 0.62 9

Non-protest 0.99 0.98 0.99 1818
Private/business 0.68 0.64 0.66 39
Macroaveraged 0.81 0.69 0.71 2117
Microaveraged 0.96 0.95 0.95 2117

Matthews correlation 0.823

Table C.26: Results from the ‘225t-10lang-10pc’ classifier on the sub-task of
predicting the target of the protest.


162 6 2 0 9 2
20 36 0 0 4 0
3 1 4 0 2 0
2 3 0 4 0 0
17 2 0 0 1789 10
12 0 0 0 2 25


Figure C.13: The confusion matrix of the classifier from Table C.26.
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C.7. Additional close-ended coding results: classifying target

Including the ‘Multi’ class

Test
Precision Recall F1 score N

Domestic government 0.67 0.84 0.74 179
Foreign government 0.61 0.62 0.62 53

Individual 0.50 0.12 0.20 8
Intergovernmental organisation 0.55 0.50 0.52 12

Multi 0.17 0.05 0.07 65
Non-protest 0.99 0.99 0.99 2182

Private/business 0.65 0.67 0.66 42
Macroaveraged 0.59 0.54 0.54 2541
Microaveraged 0.93 0.94 0.93 2541

Matthews correlation 0.752

Table C.27: Results from the ‘225t’ classifier on the sub-task of predicting the
target of the protest. In this model, the ‘Multi’ class is included in the dataset
from the cases where there seemed to be disagreement among coders on the
form of the protest during labelling.



151 2 1 3 5 14 3
12 33 0 0 3 4 1
6 0 1 0 0 1 0
2 3 0 6 1 0 0
37 12 0 1 3 7 5
13 4 0 1 0 2158 6
6 0 0 0 6 2 28


Figure C.14: The confusion matrix of the classifier from Table C.27.

159



C. Appendix for Chapter 7

C.8 Additional close-ended coding results: classifying
issue

Test
Precision Recall F1 score N

Anti-colonial/political independence 0.56 0.56 0.56 9
Anti-war/peace 0.67 0.86 0.75 14

Criminal justice system 0.69 0.60 0.64 15
Democratisation 0.70 0.76 0.73 21

Economy/inequality 0.64 0.64 0.64 11
Human and civil rights 0.75 0.21 0.33 14

Labour & work 0.90 0.84 0.87 44
Non-protest 0.99 0.99 0.99 1100

Political corruption/malfeasance 0.70 0.54 0.61 13
Racial/ethnic rights 0.56 0.50 0.53 10

Religion 0.79 0.92 0.85 12
Social services & welfare 0.55 0.50 0.52 12

None of the above 0.29 0.67 0.40 6
Macroaveraged 0.67 0.66 0.65 1281
Microaveraged 0.95 0.94 0.94 1281

Matthews correlation 0.785

Table C.28: Results from the ‘200t’ classifier on the sub-task of predicting the
issue of the protest.



5 0 0 1 1 0 0 1 0 0 0 0 1
0 12 0 0 0 0 0 2 0 0 0 0 0
0 0 9 0 0 0 0 3 0 3 0 0 0
0 0 1 16 0 0 0 2 1 0 1 0 0
0 0 0 0 7 0 3 0 0 0 0 1 0
0 3 1 1 0 3 0 2 0 0 0 1 3
0 0 0 0 2 0 37 2 0 0 0 2 1
2 0 0 2 0 0 1 1088 1 1 2 0 3
1 0 0 2 1 0 0 2 7 0 0 0 0
0 2 1 0 0 0 0 2 0 5 0 0 0
1 0 0 0 0 0 0 0 0 0 11 0 0
0 1 1 1 0 1 0 0 0 0 0 6 2
0 0 0 0 0 0 0 0 1 0 0 1 4


Figure C.15: The confusion matrix of the classifier from Table C.28.
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C.8. Additional close-ended coding results: classifying issue

Using protest label information

Test
Precision Recall F1 score N

Anti-colonial/political independence 0.78 0.54 0.64 13
Anti-war/peace 0.67 0.82 0.74 17

Criminal justice system 0.69 0.56 0.62 16
Democratisation 0.88 0.62 0.72 34

Economy/inequality 0.50 0.56 0.53 16
Environmental 0.80 0.44 0.57 9
Foreign policy 0.43 0.38 0.40 8

Human and civil rights 0.27 0.27 0.27 11
Labour & work 0.79 0.96 0.87 68
Non-protest 0.98 0.99 0.98 1594

Political corruption/malfeasance 0.78 0.50 0.61 14
Racial/ethnic rights 0.62 0.71 0.67 14

Religion 0.64 0.82 0.72 17
Social services & welfare 0.50 0.31 0.38 13

None of the above 0.33 0.08 0.13 12
Macroaveraged 0.64 0.57 0.59 1856
Microaveraged 0.94 0.94 0.94 1856

Matthews correlation 0.775

Table C.29: Results from the ‘225t’ classifier on the sub-task of predicting the
issue of the protest. Here, information from the protest labels are included as
features to the model.



7 0 0 0 0 0 0 0 0 4 0 0 1 0 1
1 14 0 0 1 0 0 1 0 0 0 0 0 0 0
0 1 9 0 0 1 0 2 0 1 1 0 1 0 0
0 1 1 21 0 0 0 2 0 8 0 1 0 0 0
0 0 0 0 9 0 1 0 3 1 0 0 0 2 0
0 0 0 0 2 4 1 0 0 2 0 0 0 0 0
1 1 0 0 0 0 3 0 0 1 0 1 1 0 0
0 0 1 0 0 0 1 3 1 3 0 2 0 0 0
0 0 0 0 1 0 0 0 65 2 0 0 0 0 0
0 4 2 0 1 0 1 0 10 1575 1 0 0 0 0
0 0 0 2 0 0 0 1 1 2 7 0 1 0 0
0 0 0 0 0 0 0 0 0 1 0 10 3 0 0
0 0 0 0 0 0 0 0 0 3 0 0 14 0 0
0 0 0 0 3 0 0 1 2 1 0 0 1 4 1
0 0 0 1 1 0 0 1 0 4 0 2 0 2 1


Figure C.16: The confusion matrix of the classifier from Table C.29.
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Applying back-translation to the training data

Test
Precision Recall F1 score N

Anti-colonial/political independence 0.64 0.54 0.58 13
Anti-war/peace 0.78 0.82 0.80 17

Criminal justice system 0.46 0.69 0.55 16
Democratisation 0.78 0.62 0.69 34

Economy/inequality 0.39 0.44 0.41 16
Environmental 0.80 0.44 0.57 9
Foreign policy 0.33 0.25 0.29 8

Human and civil rights 1.00 0.45 0.62 11
Labour & work 0.84 0.90 0.87 68
Non-protest 0.98 0.99 0.98 1594

Political corruption/malfeasance 0.54 0.50 0.52 14
Racial/ethnic rights 0.82 0.64 0.72 14

Religion 0.80 0.94 0.86 17
Social services & welfare 0.80 0.62 0.70 13

None of the above 0.50 0.17 0.25 12
Macroaveraged 0.70 0.60 0.63 1856
Microaveraged 0.94 0.94 0.94 1856

Matthews correlation 0.776

Table C.30: Results from the ‘225t-10lang-10pc’ classifier on the sub-task of
predicting the issue of the protest.



7 0 1 0 0 0 3 0 0 2 0 0 0 0 0
2 14 0 0 1 0 0 0 0 0 0 0 0 0 0
0 0 11 1 0 1 0 0 0 2 1 0 0 0 0
0 1 2 21 0 0 0 0 0 9 1 0 0 0 0
0 0 1 1 7 0 0 0 3 1 1 0 0 1 1
0 0 0 0 2 4 0 0 0 3 0 0 0 0 0
0 1 1 0 0 0 2 0 0 2 1 0 0 0 1
0 0 3 0 0 0 0 5 1 1 0 0 1 0 0
0 0 0 0 4 0 0 0 61 3 0 0 0 0 0
0 2 2 3 2 0 0 0 5 1577 1 1 1 0 0
0 0 1 1 1 0 0 0 1 2 7 0 1 0 0
0 0 1 0 0 0 1 0 0 2 0 9 1 0 0
0 0 1 0 0 0 0 0 0 0 0 0 16 0 0
2 0 0 0 0 0 0 0 2 1 0 0 0 8 0
0 0 0 0 1 0 0 0 0 6 1 1 0 1 2


Figure C.17: The confusion matrix of the classifier from Table C.30.
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C.8. Additional close-ended coding results: classifying issue

Including the ‘Multi’ class

Test
Precision Recall F1 score N

Anti-colonial/political independence 0.36 0.33 0.35 12
Anti-war/peace 0.74 0.54 0.62 26

Criminal justice system 0.47 0.47 0.47 17
Democratisation 0.00 0.00 0.00 22

Economy/inequality 0.58 0.44 0.50 16
Environmental 0.67 0.60 0.63 10
Foreign policy 0.36 0.31 0.33 16

Human and civil rights 0.00 0.00 0.00 8
Labour & work 0.90 0.86 0.88 64

Multi 0.35 0.29 0.32 84
Non-protest 0.98 0.99 0.98 2149

Political corruption/malfeasance 0.33 0.36 0.34 14
Racial/ethnic rights 0.86 0.40 0.55 15

Religion 0.67 0.95 0.78 19
Social services & welfare 0.38 0.67 0.49 15

None of the above 0.09 0.13 0.11 15
Macroaveraged 0.48 0.46 0.46 2502
Microaveraged 0.93 0.94 0.93 2502

Matthews correlation 0.678

Table C.31: Results from the ‘225t’ classifier on the sub-task of predicting the
issue of the protest. In this model, the ‘Multi’ class is included in the dataset
from the cases where there seemed to be disagreement among coders on the
form of the protest during labelling.
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4 0 0 0 0 0 0 0 0 6 1 0 0 1 0 0
0 14 0 0 0 0 2 0 0 6 2 0 0 1 0 1
0 1 8 0 0 1 0 1 0 3 2 0 0 0 1 0
1 0 1 0 0 0 0 1 0 4 9 5 0 0 0 1
0 0 0 0 7 0 0 0 1 6 1 1 0 0 0 0
0 1 0 0 0 6 0 0 0 0 0 0 0 0 1 2
2 1 0 0 1 0 5 0 0 3 3 0 0 0 0 1
0 1 1 0 0 0 0 0 0 4 0 0 0 0 1 1
0 0 0 0 1 0 0 0 55 0 3 0 0 0 2 3
4 1 6 0 3 2 5 2 2 24 17 2 1 2 6 7
0 0 1 0 0 0 1 0 2 1 2138 1 0 2 2 1
0 0 0 0 0 0 0 0 0 3 4 5 0 1 0 1
0 0 0 0 0 0 0 0 0 3 3 0 6 1 1 1
0 0 0 0 0 0 0 0 0 1 0 0 0 18 0 0
0 0 0 0 0 0 1 0 0 1 1 0 0 0 10 2
0 0 0 0 0 0 0 1 1 3 4 1 0 1 2 2


Figure C.18: The confusion matrix of the classifier from Table C.31.
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C.9. Additional multitask results: haystack and form

C.9 Additional multitask results: haystack and form

Test
Precision Recall F1 score N

Hunger strike 1.00 1.00 1.00 9
March 0.63 0.67 0.65 18

Non-protest 0.98 0.99 0.99 1151
Rally/demonstration 0.81 0.81 0.81 109

Riot 0.00 0.00 0.00 10
Strike/walkout/lockout 0.94 0.74 0.83 43

Macroaveraged 0.73 0.70 0.71 1340
Microaveraged 0.95 0.96 0.95 1908

Matthews correlation 0.832
Protest precision 0.959
Protest recall 0.868

Protest F2 score 0.885
Protest MCC 0.899

Table C.32: Results from the ‘200t’ classifier on predicting the haystack task
and the form of the protest.


9 0 0 0 0 0
0 12 0 6 0 0
0 1 1144 5 0 1
0 6 14 88 0 1
0 0 4 6 0 0
0 0 8 3 0 32


Figure C.19: The confusion matrix of the classifier from Table C.32.
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Using max pooling

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 1.00 0.10 0.18 10
Boycott 1.00 0.33 0.50 12

Hunger strike 1.00 0.90 0.95 10
March 0.70 0.58 0.64 24

Non-protest 0.98 0.99 0.99 1638
Rally/demonstration 0.78 0.87 0.82 148

Riot 0.45 0.71 0.56 7
Strike/walkout/lockout 0.89 0.83 0.86 59

Macroaveraged 0.85 0.66 0.69 1908
Microaveraged 0.96 0.96 0.96 1908

Matthews correlation 0.857
Protest precision 0.927
Protest recall 0.896

Protest F2 score 0.902
Protest MCC 0.897

Table C.33: Results from the ‘225t-maxpool’ classifier on predicting the haystack
task and the form of the protest.



1 0 0 0 3 6 0 0
0 4 0 0 3 2 0 3
0 0 9 0 1 0 0 0
0 0 0 14 0 10 0 0
0 0 0 2 1616 13 5 2
0 0 0 4 13 129 1 1
0 0 0 0 1 1 5 0
0 0 0 0 5 5 0 49


Figure C.20: The confusion matrix of the classifier from Table C.33.
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C.9. Additional multitask results: haystack and form

Applying back-translation to the training data

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 1.00 0.30 0.46 10
Boycott 0.67 0.67 0.67 12

Hunger strike 0.82 0.90 0.86 10
March 0.63 0.71 0.67 24

Non-protest 0.98 0.99 0.98 1638
Rally/demonstration 0.83 0.78 0.80 148

Riot 0.25 0.43 0.32 7
Strike/walkout/lockout 0.85 0.88 0.87 59

Macroaveraged 0.75 0.71 0.70 1908
Microaveraged 0.96 0.95 0.95 1908

Matthews correlation 0.820
Protest precision 0.915
Protest recall 0.878

Protest F2 score 0.885
Protest MCC 0.880

Table C.34: Results from the ‘225t-10lang-10pc’ classifier on predicting the
haystack task and the form of the protest.



3 0 0 0 3 4 0 0
0 8 0 1 0 1 1 1
0 0 9 0 1 0 0 0
0 0 0 17 1 6 0 0
0 2 1 1 1614 9 3 8
0 2 0 8 18 115 5 0
0 0 0 0 2 2 3 0
0 0 1 0 5 1 0 52


Figure C.21: The confusion matrix of the classifier from Table C.34.
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Including the ‘Multi’ class

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 0.00 0.00 0.00 12
Boycott 0.00 0.00 0.00 15

Hunger strike 0.00 0.00 0.00 6
March 0.00 0.00 0.00 25
Multi 0.29 0.03 0.05 69

Non-protest 0.98 0.99 0.99 2048
Rally/demonstration 0.50 0.93 0.65 147

Riot 0.00 0.00 0.00 11
Strike/walkout/lockout 0.67 0.63 0.65 52

Macroaveraged 0.27 0.29 0.26 2385
Microaveraged 0.90 0.92 0.90 2385

Matthews correlation 0.689
Protest precision 0.921
Protest recall 0.893

Protest F2 score 0.899
Protest MCC 0.892

Table C.35: Results from the ‘225t’ classifier on predicting the haystack task
and the form of the protest. In this model, the ‘Multi’ class is included in the
dataset from the cases where there seemed to be disagreement among coders
on the form of the protest during labelling.



0 0 0 0 1 2 7 0 2
0 0 0 0 0 3 9 0 3
0 0 0 0 0 1 0 0 5
0 0 0 0 0 0 25 0 0
0 0 0 0 2 5 57 0 5
0 0 0 0 0 2023 25 0 0
0 0 0 0 0 9 137 0 1
0 0 0 0 1 2 8 0 0
0 0 0 0 3 12 4 0 33


Figure C.22: The confusion matrix of the classifier from Table C.35.
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C.10. Additional multitask results: haystack and target

C.10 Additional multitask results: haystack and target

Test
Precision Recall F1 score N

Domestic government 0.77 0.71 0.74 142
Foreign government 0.59 0.73 0.65 37

Individual 0.00 0.00 0.00 9
Intergovernmental organisation 0.00 0.00 0.00 8

Non-protest 0.97 1.00 0.98 1344
Private/business 1.00 0.40 0.57 25
Macroaveraged 0.55 0.47 0.49 1565
Microaveraged 0.93 0.94 0.94 1565

Matthews correlation 0.762
Protest precision 0.974
Protest recall 0.833

Protest F2 score 0.857
Protest MCC 0.886

Table C.36: Results from the ‘200t’ classifier on predicting the haystack task
and the target of the protest. Here we can clearly see that the classifier struggles
on the sparser classes.


101 15 0 0 26 0
4 27 0 0 6 0
7 0 0 0 2 0
5 3 0 0 0 0
6 0 0 0 1338 0
9 1 0 0 5 10


Figure C.23: The confusion matrix of the classifier from Table C.36.
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Using max pooling

Test
Precision Recall F1 score N

Domestic government 0.87 0.81 0.84 181
Foreign government 0.68 0.85 0.76 60

Individual 0.62 0.50 0.56 10
Intergovernmental organisation 0.50 0.67 0.57 9

Non-protest 0.98 0.99 0.99 1818
Private/business 0.89 0.62 0.73 39
Macroaveraged 0.76 0.74 0.74 2117
Microaveraged 0.96 0.96 0.96 2117

Matthews correlation 0.840
Protest precision 0.951
Protest recall 0.906

Protest F2 score 0.915
Protest MCC 0.917

Table C.37: Results from the ‘225t-maxpool’ classifier on predicting the haystack
task and the target of the protest.


146 13 2 2 17 1
5 51 0 1 3 0
2 1 5 0 2 0
0 2 0 6 1 0
10 4 1 1 1800 2
4 4 0 2 5 24


Figure C.24: The confusion matrix of the classifier from Table C.37.
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C.10. Additional multitask results: haystack and target

Applying back-translation to the training data

Test
Precision Recall F1 score N

Domestic government 0.76 0.83 0.79 181
Foreign government 0.80 0.40 0.53 60

Individual 1.00 0.20 0.33 10
Intergovernmental organisation 0.55 0.67 0.60 9

Non-protest 0.98 0.99 0.99 1818
Private/business 0.82 0.69 0.75 39
Macroaveraged 0.82 0.63 0.67 2117
Microaveraged 0.95 0.95 0.95 2117

Matthews correlation 0.802
Protest precision 0.949
Protest recall 0.876

Protest F2 score 0.890
Protest MCC 0.898

Table C.38: Results from the ‘225t-10lang-10pc’ classifier on predicting the
haystack task and the target of the protest.


151 4 0 0 23 3
26 24 0 2 7 1
5 1 2 0 2 0
1 1 0 6 1 0
11 0 0 1 1804 2
5 0 0 2 5 27


Figure C.25: The confusion matrix of the classifier from Table C.38.
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Including the ‘Multi’ class

Test
Precision Recall F1 score N

Domestic government 0.82 0.53 0.64 179
Foreign government 0.59 0.79 0.68 53

Individual 0.33 0.12 0.18 8
Intergovernmental organisation 0.46 0.50 0.48 12

Multi 0.24 0.35 0.28 65
Non-protest 0.98 0.99 0.99 2182

Private/business 0.75 0.64 0.69 42
Macroaveraged 0.60 0.56 0.56 2117
Microaveraged 0.93 0.93 0.93 2117

Matthews correlation 0.710
Protest precision 0.946
Protest recall 0.886

Protest F2 score 0.897
Protest MCC 0.902

Table C.39: Results from the ‘225t’ classifier on predicting the haystack task
and the target of the protest. In this model, the ‘Multi’ class is included in the
dataset from the cases where there seemed to be disagreement among coders
on the form of the protest during labelling.



94 11 0 3 43 27 1
1 42 0 0 7 2 1
0 0 1 0 6 1 0
0 3 0 6 3 0 0
12 13 1 3 23 9 4
4 2 1 1 8 2163 3
3 0 0 0 7 5 27


Figure C.26: The confusion matrix of the classifier from Table C.39.
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C.11. Additional multitask results: haystack and issue

C.11 Additional multitask results: haystack and issue

Test
Precision Recall F1 score N

Anti-colonial/political independence 1.00 0.33 0.50 9
Anti-war/peace 0.59 0.71 0.65 14

Criminal justice system 0.61 0.73 0.67 15
Democratisation 0.53 0.76 0.63 21

Economy/inequality 0.86 0.55 0.67 11
Human and civil rights 0.00 0.00 0.00 14

Labour & work 0.68 0.91 0.78 44
Non-protest 0.98 0.99 0.99 1100

Political corruption/malfeasance 0.50 0.08 0.13 13
Racial/ethnic rights 0.29 0.20 0.24 10

Religion 0.75 0.75 0.75 12
Social services & welfare 0.33 0.42 0.37 12

None of the above 0.00 0.00 0.00 6
Macroaveraged 0.55 0.49 0.49 1856
Microaveraged 0.92 0.93 0.92 1856

Matthews correlation 0.732
Protest precision 0.933
Protest recall 0.917

Protest F2 score 0.920
Protest MCC 0.913

Table C.40: Results from the ‘200t’ classifier on predicting the haystack task
and the issue of the protest.



3 1 0 2 0 0 2 1 0 0 0 0 0
0 10 1 0 0 0 0 2 0 1 0 0 0
0 0 11 1 0 0 0 1 0 2 0 0 0
0 0 1 16 0 0 1 3 0 0 0 0 0
0 1 0 0 6 0 4 0 0 0 0 0 0
0 2 3 1 0 0 1 2 0 1 0 3 1
0 0 0 0 0 0 40 4 0 0 0 0 0
0 0 0 0 0 0 4 1090 1 1 2 0 2
0 0 0 8 0 0 1 1 1 0 0 1 1
0 1 1 0 0 0 3 2 0 2 1 0 0
0 0 0 0 0 0 0 0 0 0 9 3 0
0 1 1 2 1 0 1 1 0 0 0 5 0
0 1 0 0 0 0 2 0 0 0 0 3 0


Figure C.27: The confusion matrix of the classifier from Table C.40.
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Using max pooling

Test
Precision Recall F1 score N

Anti-colonial/political independence 0.55 0.92 0.69 13
Anti-war/peace 0.56 0.88 0.68 17

Criminal justice system 0.60 0.56 0.58 16
Democratisation 0.74 0.82 0.78 34

Economy/inequality 0.38 0.62 0.48 16
Environmental 0.75 0.67 0.71 9
Foreign policy 0.00 0.00 0.00 8

Human and civil rights 0.50 0.27 0.35 11
Labour & work 0.82 0.90 0.86 68
Non-protest 0.99 0.98 0.98 1594

Political corruption/malfeasance 0.67 0.43 0.52 14
Racial/ethnic rights 0.65 0.79 0.71 14

Religion 0.94 0.94 0.94 17
Social services & welfare 0.57 0.62 0.59 13

None of the above 0.50 0.08 0.14 12
Macroaveraged 0.61 0.63 0.60 1856
Microaveraged 0.94 0.94 0.94 1856

Matthews correlation 0.781
Protest precision 0.882
Protest recall 0.939

Protest F2 score 0.927
Protest MCC 0.895

Table C.41: Results from the ‘225t-maxpool’ classifier on predicting the haystack
task and the issue of the protest.
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C.11. Additional multitask results: haystack and issue



12 0 0 0 0 0 0 0 0 1 0 0 0 0 0
1 15 0 1 0 0 0 0 0 0 0 0 0 0 0
1 1 9 1 0 1 0 1 0 1 1 0 0 0 0
0 0 0 28 0 0 0 1 0 5 0 0 0 0 0
0 0 0 0 10 0 1 0 2 1 0 0 0 2 0
0 0 0 0 2 6 0 0 0 1 0 0 0 0 0
3 3 0 0 0 0 0 0 0 1 0 1 0 0 0
1 1 1 0 0 0 0 3 1 1 0 3 0 0 0
0 0 0 0 4 0 1 0 61 0 0 0 0 2 0
0 6 3 3 6 1 1 0 9 1561 1 2 1 0 0
0 0 2 3 1 0 0 0 0 2 6 0 0 0 0
1 1 0 0 0 0 0 0 0 0 0 11 0 0 1
1 0 0 0 0 0 0 0 0 0 0 0 16 0 0
2 0 0 0 2 0 0 0 1 0 0 0 0 8 0
0 0 0 2 1 0 0 1 0 4 1 0 0 2 1


Figure C.28: The confusion matrix of the classifier from Table C.41.
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Applying back-translation to the training data

Test
Precision Recall F1 score N

Anti-colonial/political independence 1.00 0.31 0.47 13
Anti-war/peace 0.56 0.88 0.68 17

Criminal justice system 0.47 0.50 0.48 16
Democratisation 0.82 0.41 0.55 34

Economy/inequality 0.67 0.38 0.48 16
Environmental 0.80 0.44 0.57 9
Foreign policy 0.12 0.12 0.12 8

Human and civil rights 0.50 0.27 0.35 11
Labour & work 0.83 0.88 0.86 68
Non-protest 0.98 0.99 0.98 1594

Political corruption/malfeasance 0.34 0.71 0.47 14
Racial/ethnic rights 0.73 0.57 0.64 14

Religion 0.85 1.00 0.92 17
Social services & welfare 0.40 0.77 0.53 13

None of the above 0.00 0.00 0.00 12
Macroaveraged 0.61 0.55 0.54 1856
Microaveraged 0.94 0.93 0.93 1856

Matthews correlation 0.741
Protest precision 0.915
Protest recall 0.901

Protest F2 score 0.904
Protest MCC 0.893

Table C.42: Results from the ‘225t-10lang-10pc’ classifier on predicting the
haystack task and the issue of the protest.
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C.11. Additional multitask results: haystack and issue



4 0 2 0 0 0 3 1 0 3 0 0 0 0 0
0 15 1 0 0 0 0 0 0 0 1 0 0 0 0
0 1 8 0 0 1 0 1 0 3 2 0 0 0 0
0 1 0 14 0 0 0 1 1 8 9 0 0 0 0
0 0 0 0 6 0 1 0 4 1 2 0 0 2 0
0 0 0 0 1 4 2 0 0 1 0 0 0 1 0
0 4 1 0 0 0 1 0 0 2 0 0 0 0 0
0 1 1 0 0 0 0 3 1 2 0 1 0 2 0
0 0 0 0 1 0 0 0 60 4 0 0 0 2 1
0 4 1 2 1 0 0 0 3 1573 3 2 1 3 1
0 0 1 0 0 0 0 0 1 2 10 0 0 0 0
0 0 2 0 0 0 1 0 0 2 0 8 0 1 0
0 0 0 0 0 0 0 0 0 0 0 0 17 0 0
0 0 0 0 0 0 0 0 2 0 1 0 0 10 0
0 1 0 1 0 0 0 0 0 3 1 0 2 4 0


Figure C.29: The confusion matrix of the classifier from Table C.42.
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Including the ‘Multi’ class

Test
Precision Recall F1 score N

Anti-colonial/political independence 0.24 0.42 0.30 12
Anti-war/peace 0.57 0.65 0.61 26

Criminal justice system 0.43 0.35 0.39 17
Democratisation 0.50 0.59 0.54 22

Economy/inequality 0.60 0.19 0.29 16
Environmental 0.67 0.60 0.63 10
Foreign policy 0.33 0.25 0.29 16

Human and civil rights 0.09 0.12 0.11 8
Labour & work 0.83 0.83 0.83 64

Multi 0.31 0.35 0.33 84
Non-protest 0.99 0.99 0.99 2149

Political corruption/malfeasance 0.67 0.29 0.40 14
Racial/ethnic rights 0.88 0.47 0.61 15

Religion 0.64 0.95 0.77 19
Social services & welfare 0.43 0.40 0.41 15

None of the above 0.09 0.07 0.08 15
Macroaveraged 0.52 0.47 0.47 1856
Microaveraged 0.92 0.92 0.92 1856

Matthews correlation 0.688
Protest precision 0.932
Protest recall 0.938

Protest F2 score 0.937
Protest MCC 0.924

Table C.43: Results from the ‘225t’ classifier on predicting the haystack task
and the issue of the protest. In this model, the ‘Multi’ class is included in the
dataset from the cases where there seemed to be disagreement among coders
on the form of the protest during labelling.
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C.11. Additional multitask results: haystack and issue



5 0 0 0 0 0 1 0 0 5 1 0 0 0 0 0
0 17 0 1 0 0 1 1 0 3 1 0 0 1 0 1
1 1 6 0 0 1 0 2 0 4 1 0 1 0 0 0
0 0 1 13 0 0 0 0 0 5 2 0 0 0 0 1
1 0 0 0 3 0 0 0 2 8 0 1 0 0 1 0
0 1 0 0 0 6 0 0 0 2 0 0 0 0 0 1
5 0 0 1 1 0 4 0 0 4 1 0 0 0 0 0
0 0 0 1 0 0 0 1 0 5 1 0 0 0 0 0
0 0 0 1 0 0 0 0 53 5 4 0 0 0 0 1
7 7 4 4 1 2 6 4 5 29 6 0 0 1 4 4
1 3 2 2 0 0 0 1 2 5 2126 0 0 5 2 0
0 0 0 3 0 0 0 0 1 4 1 4 0 1 0 0
1 0 0 0 0 0 0 0 0 2 1 0 7 1 1 2
0 0 0 0 0 0 0 0 0 1 0 0 0 18 0 0
0 1 0 0 0 0 0 0 0 6 1 0 0 1 6 0
0 0 1 0 0 0 0 2 1 6 3 1 0 0 0 1


Figure C.30: The confusion matrix of the classifier from Table C.43.
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C.12 Additional results from the multitask close-ended
coding classifier



0 0 0 1 2 4 1 0
0 5 0 0 2 3 0 0
0 0 5 1 1 0 0 0
0 0 0 8 2 11 0 0
0 0 0 0 977 8 1 1
0 1 0 2 15 51 3 3
0 0 0 1 1 2 0 0
0 0 0 1 0 1 0 35


Figure C.31: The confusion matrix of the classifier from Table 7.22.


78 1 1 0 18 5
9 9 0 0 1 2
1 1 0 0 2 0
4 0 0 5 1 0
6 2 0 0 978 1
4 0 0 0 0 20


Figure C.32: The confusion matrix of the classifier from Table 7.23.



5 0 0 0 0 0 0 0 0 2 0 0 0 0 0
0 10 1 0 1 0 0 0 0 3 0 0 0 0 0
0 0 4 0 0 0 0 1 0 1 1 1 0 0 0
0 0 0 13 1 0 0 0 0 3 0 0 0 0 1
0 0 0 0 4 0 0 0 6 1 0 0 0 0 1
0 2 1 0 0 1 0 0 1 2 0 1 0 1 0
1 5 0 0 0 0 0 0 0 1 0 1 0 0 0
0 1 3 0 0 0 0 0 0 0 0 1 0 1 0
0 0 0 0 3 0 0 0 35 2 0 0 0 2 0
1 2 1 1 0 0 0 0 1 978 0 0 1 2 0
0 0 0 4 0 0 0 0 0 3 2 0 0 1 0
0 0 0 0 0 0 0 0 0 0 0 6 1 0 0
0 0 0 0 0 0 0 0 0 2 0 1 6 0 0
0 0 0 0 0 0 0 0 0 2 1 0 0 3 0
0 0 0 0 0 0 0 0 3 1 0 0 0 2 0


Figure C.33: The confusion matrix of the classifier from Table 7.24.
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C.12. Additional results from the multitask close-ended coding classifier

Using protest label information

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 0.00 0.00 0.00 8
Boycott 1.00 0.30 0.46 10

Hunger strike 0.75 0.43 0.55 7
March 0.38 0.14 0.21 21

Non-protest 0.99 0.98 0.99 987
Rally/demonstration 0.58 0.80 0.67 75

Riot 0.00 0.00 0.00 4
Strike/walkout/lockout 0.83 0.92 0.87 37

Macroaveraged 0.56 0.45 0.47 1149
Microaveraged 0.93 0.93 0.93 1149

Matthews correlation 0.744

Table C.44: Results from the ‘225t’ classifier which predicts all close-ended
coding tasks together. Above are the results on the form of the protest. Here,
information from the protest labels are included as features to the model.



0 0 0 1 1 4 2 0
0 3 0 0 1 4 2 0
0 0 3 0 0 3 1 0
0 0 0 3 1 17 0 0
0 0 0 0 969 13 1 4
0 0 0 4 6 60 3 2
0 0 0 0 1 2 0 1
0 0 1 0 1 1 0 34


Figure C.34: The confusion matrix of the classifier from Table C.44.
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Test
Precision Recall F1 score N

Domestic government 0.73 0.87 0.80 103
Foreign government 0.63 0.57 0.60 21

Individual 0.00 0.00 0.00 4
Intergovernmental organisation 1.00 0.40 0.57 10

Non-protest 0.99 0.98 0.99 987
Private/business 0.76 0.79 0.78 24
Macroaveraged 0.69 0.60 0.62 1149
Microaveraged 0.95 0.95 0.95 1149

Matthews correlation 0.812

Table C.45: Results from the ‘225t’ classifier which predicts all close-ended
coding tasks together. Above are the results on the target of the protest. Here,
information from the protest labels are included as features to the model.


90 2 0 0 8 3
6 12 0 0 1 2
2 1 0 0 1 0
4 2 0 4 0 0
16 2 0 0 968 1
5 0 0 0 0 19


Figure C.35: The confusion matrix of the classifier from Table C.45.
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C.12. Additional results from the multitask close-ended coding classifier

Test
Precision Recall F1 score N

Anti-colonial/political independence 0.57 0.57 0.57 7
Anti-war/peace 0.55 0.73 0.63 15

Criminal justice system 0.33 0.75 0.46 8
Democratisation 0.72 0.72 0.72 18

Economy/inequality 0.44 0.58 0.50 12
Environmental 0.00 0.00 0.00 9
Foreign policy 0.00 0.00 0.00 8

Human and civil rights 0.00 0.00 0.00 6
Labour & work 0.76 0.83 0.80 42
Non-protest 0.99 0.99 0.99 987

Political corruption/malfeasance 0.33 0.30 0.32 10
Racial/ethnic rights 0.83 0.71 0.77 7

Religion 0.60 0.67 0.63 9
Social services & welfare 0.33 0.60 0.43 5

None of the above 0.00 0.00 0.00 6
Macroaveraged 0.43 0.50 0.45 1149
Microaveraged 0.92 0.93 0.92 1149

Matthews correlation 0.722

Table C.46: Results from the ‘225t’ classifier which predicts all close-ended
coding tasks together. Above are the results on the issue of the protest. Here,
information from the protest labels are included as features to the model.



4 0 1 1 0 0 0 0 0 0 0 0 0 0 1
0 11 1 0 1 0 1 0 0 1 0 0 0 0 0
0 0 6 1 0 0 0 0 0 0 1 0 0 0 0
0 0 0 13 0 0 0 0 0 2 2 0 0 1 0
0 0 0 0 7 0 0 0 5 0 0 0 0 0 0
0 2 1 0 2 0 0 1 0 3 0 0 0 0 0
2 3 1 0 1 0 0 0 0 1 0 0 0 0 0
0 2 4 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 4 0 0 0 35 1 0 0 0 2 0
1 2 3 0 0 0 0 0 4 973 2 0 2 0 0
0 0 0 3 0 0 0 0 0 3 3 0 0 1 0
0 0 0 0 0 0 0 0 0 0 0 5 2 0 0
0 0 1 0 0 0 0 0 0 0 1 1 6 0 0
0 0 0 0 1 0 0 0 0 1 0 0 0 3 0
0 0 0 0 0 0 0 0 2 2 0 0 0 2 0


Figure C.36: The confusion matrix of the classifier from Table C.46.

183



C. Appendix for Chapter 7

Applying back-translation to the training data

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 0.00 0.00 0.00 8
Boycott 0.50 0.20 0.29 10

Hunger strike 0.57 0.57 0.57 7
March 0.65 0.62 0.63 21

Non-protest 0.98 0.98 0.98 987
Rally/demonstration 0.71 0.72 0.72 75

Riot 0.00 0.00 0.00 4
Strike/walkout/lockout 0.75 0.97 0.85 37

Macroaveraged 0.52 0.51 0.50 1149
Microaveraged 0.93 0.94 0.94 1149

Matthews correlation 0.764

Table C.47: Results from the ‘225t-10lang-10pc’ classifier which predicts all
close-ended coding tasks together. Above are the results on the form of the
protest.



0 0 1 2 2 3 0 0
0 2 0 0 2 1 0 5
0 1 4 0 0 1 0 1
0 0 0 13 1 6 0 1
0 1 1 1 971 8 1 4
0 0 0 4 13 54 3 1
0 0 0 0 1 3 0 0
0 0 1 0 0 0 0 36


Figure C.37: The confusion matrix of the classifier from Table C.47.
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C.12. Additional results from the multitask close-ended coding classifier

Test
Precision Recall F1 score N

Domestic government 0.73 0.83 0.77 103
Foreign government 0.54 0.33 0.41 21

Individual 0.00 0.00 0.00 4
Intergovernmental organisation 0.83 0.50 0.62 10

Non-protest 0.98 0.98 0.98 987
Private/business 0.70 0.67 0.68 24
Macroaveraged 0.63 0.55 0.58 1149
Microaveraged 0.94 0.94 0.94 1149

Matthews correlation 0.777

Table C.48: Results from the ‘225t-10lang-10pc’ classifier which predicts all
close-ended coding tasks together. Above are the results on the target of the
protest.


85 1 0 0 15 2
11 7 0 0 1 2
3 0 0 0 1 0
3 1 0 5 1 0
8 4 0 0 972 3
7 0 0 1 0 16


Figure C.38: The confusion matrix of the classifier from Table C.48.
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Test
Precision Recall F1 score N

Anti-colonial/political independence 0.45 0.71 0.56 7
Anti-war/peace 0.48 0.67 0.56 15

Criminal justice system 0.46 0.75 0.57 8
Democratisation 0.83 0.56 0.67 18

Economy/inequality 0.46 0.50 0.48 12
Environmental 0.67 0.22 0.33 9
Foreign policy 0.00 0.00 0.00 8

Human and civil rights 0.00 0.00 0.00 6
Labour & work 0.76 0.90 0.83 42
Non-protest 0.98 0.99 0.98 987

Political corruption/malfeasance 0.38 0.30 0.33 10
Racial/ethnic rights 1.00 0.43 0.60 7

Religion 0.71 0.56 0.63 9
Social services & welfare 0.27 0.60 0.37 5

None of the above 0.00 0.00 0.00 6
Macroaveraged 0.50 0.48 0.46 1149
Microaveraged 0.92 0.93 0.92 1149

Matthews correlation 0.710

Table C.49: Results from the ‘225t-10lang-10pc’ classifier which predicts all
close-ended coding tasks together. Above are the results on the issue of the
protest.



5 0 0 0 0 0 0 0 0 2 0 0 0 0 0
0 10 1 0 1 0 0 0 0 3 0 0 0 0 0
0 1 6 0 0 0 0 0 0 0 1 0 0 0 0
0 0 0 10 2 0 0 0 0 4 2 0 0 0 0
0 0 0 0 6 0 0 0 4 1 0 0 0 0 1
0 2 0 0 0 2 0 1 1 2 0 0 0 1 0
2 4 0 0 0 0 0 0 1 0 0 0 0 0 1
0 1 2 0 0 1 0 0 0 0 0 0 0 2 0
0 0 0 0 2 0 0 0 38 2 0 0 0 0 0
2 1 3 0 0 0 0 0 4 973 2 0 1 1 0
0 0 0 2 1 0 0 0 0 4 3 0 0 0 0
2 0 0 0 0 0 0 0 0 0 0 3 1 1 0
0 2 1 0 0 0 0 0 0 0 0 0 5 1 0
0 0 0 0 0 0 0 0 0 2 0 0 0 3 0
0 0 0 0 1 0 0 0 2 1 0 0 0 2 0


Figure C.39: The confusion matrix of the classifier from Table C.49.

186



C.12. Additional results from the multitask close-ended coding classifier

Including the ‘Multi’ class

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 0.00 0.00 0.00 8
Boycott 0.57 0.67 0.62 6

Hunger strike 0.62 0.83 0.71 6
March 0.60 0.11 0.19 27
Multi 0.22 0.13 0.16 61

Non-protest 0.99 0.98 0.99 1850
Rally/demonstration 0.60 0.84 0.70 129

Riot 0.50 0.43 0.46 14
Strike/walkout/lockout 0.75 0.85 0.80 53

Macroaveraged 0.54 0.54 0.51 2154
Microaveraged 0.92 0.93 0.92 2154

Matthews correlation 0.725

Table C.50: Results from the ‘225t’ classifier on the sub-task of predicting the
form of the protest. In this model, the ‘Multi’ class is included in the dataset
from the cases where there seemed to be disagreement among coders on the
form of the protest during labelling.



0 0 0 1 4 0 3 0 0
0 4 0 0 0 1 1 0 0
0 0 5 0 0 0 0 0 1
0 0 0 3 7 1 15 1 0
0 1 1 1 8 7 35 2 6
0 1 1 0 1 1820 18 2 7
0 0 0 0 11 7 109 1 1
0 1 1 0 3 1 2 6 0
0 0 0 0 3 5 0 0 45


Figure C.40: The confusion matrix of the classifier from Table C.50.
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Test
Precision Recall F1 score N

Domestic government 0.68 0.84 0.75 162
Foreign government 0.59 0.82 0.69 40

Individual 0.00 0.00 0.00 9
Intergovernmental organisation 0.64 0.47 0.54 15

Multi 0.22 0.04 0.07 46
Non-protest 0.99 0.98 0.98 1850

Private/business 0.67 0.75 0.71 32
Macroaveraged 0.54 0.56 0.53 2154
Microaveraged 0.93 0.94 0.93 2154

Matthews correlation 0.758

Table C.51: Results from the ‘225t’ classifier on the sub-task of predicting the
target of the protest. In this model, the ‘Multi’ class is included in the dataset
from the cases where there seemed to be disagreement among coders on the
form of the protest during labelling.



136 7 0 0 3 10 6
5 33 0 1 0 1 0
3 0 0 0 2 4 0
2 4 0 7 1 0 1
23 11 1 3 2 4 2
29 1 0 0 0 1817 3
2 0 0 0 1 5 24


Figure C.41: The confusion matrix of the classifier from Table C.51.
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C.12. Additional results from the multitask close-ended coding classifier

Test
Precision Recall F1 score N

Anti-colonial/political independence 0.08 0.14 0.10 7
Anti-war/peace 0.70 0.70 0.70 20

Criminal justice system 0.34 0.69 0.46 16
Democratisation 0.48 0.79 0.60 29

Economy/inequality 0.34 0.79 0.48 14
Environmental 0.50 0.33 0.40 6
Foreign policy 0.50 0.17 0.25 6

Human and civil rights 0.00 0.00 0.00 9
Labour & work 0.73 0.72 0.73 61

Multi 0.39 0.33 0.36 82
Non-protest 0.99 0.98 0.99 1850

Political corruption/malfeasance 0.67 0.36 0.47 11
Racial/ethnic rights 0.00 0.00 0.00 4

Religion 0.85 0.55 0.67 20
Social services & welfare 0.57 0.36 0.44 11

None of the above 0.00 0.00 0.00 8
Macroaveraged 0.45 0.43 0.41 2154
Microaveraged 0.92 0.92 0.91 2154

Matthews correlation 0.682

Table C.52: Results from the ‘225t’ classifier on the sub-task of predicting the
issue of the protest. In this model, the ‘Multi’ class is included in the dataset
from the cases where there seemed to be disagreement among coders on the
form of the protest during labelling.



1 0 0 0 0 0 0 0 0 5 1 0 0 0 0 0
0 14 0 0 0 0 0 0 0 3 3 0 0 0 0 0
0 0 11 1 0 0 0 0 0 4 0 0 0 0 0 0
2 0 0 23 1 0 0 0 0 1 2 0 0 0 0 0
0 0 0 1 11 0 0 0 1 1 0 0 0 0 0 0
0 0 0 0 0 2 0 0 0 2 1 0 1 0 0 0
2 1 0 0 0 0 1 0 0 2 0 0 0 0 0 0
0 0 2 2 1 0 0 0 0 4 0 0 0 0 0 0
0 0 0 0 8 1 0 0 44 3 5 0 0 0 0 0
8 2 11 13 6 0 1 0 6 27 5 0 0 2 1 0
0 3 5 2 2 1 0 0 7 5 1822 2 0 0 1 0
0 0 0 5 0 0 0 0 0 1 1 4 0 0 0 0
0 0 1 0 0 0 0 0 0 2 1 0 0 0 0 0
0 0 2 0 0 0 0 0 0 6 1 0 0 11 0 0
0 0 0 0 3 0 0 0 1 2 1 0 0 0 4 0
0 0 0 1 0 0 0 0 1 2 3 0 0 0 1 0


Figure C.42: The confusion matrix of the classifier from Table C.52.
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C.13 Additional results from the full multitask classifier



0 0 0 3 2 2 0 1
0 4 0 0 1 5 0 0
0 0 4 0 0 3 0 0
0 0 0 3 0 18 0 0
0 2 0 0 977 5 1 2
0 0 0 2 12 53 3 5
0 0 0 0 1 3 0 0
0 0 0 0 4 0 0 33


Figure C.43: The confusion matrix of the classifier from Table 7.25.


79 3 0 1 14 6
4 14 0 0 1 2
1 1 0 0 2 0
2 3 0 3 1 1
7 3 0 0 977 0
4 0 0 0 2 18


Figure C.44: The confusion matrix of the classifier from Table 7.26.



3 2 0 0 0 0 0 0 0 2 0 0 0 0 0
0 10 2 0 0 0 0 0 0 1 0 0 2 0 0
0 0 3 2 0 0 0 0 0 0 1 0 1 1 0
0 0 2 13 0 0 0 0 0 3 0 0 0 0 0
1 0 0 1 4 0 0 0 6 0 0 0 0 0 0
0 3 0 0 2 0 0 0 1 3 0 0 0 0 0
2 4 0 0 0 0 0 0 0 1 0 0 1 0 0
0 2 2 1 0 0 0 0 0 0 0 1 0 0 0
0 0 0 0 2 0 0 0 37 3 0 0 0 2 0
0 1 0 1 1 0 0 0 1 979 1 0 3 0 0
0 0 1 3 1 0 0 0 0 3 2 0 0 0 0
0 1 0 0 0 0 0 0 0 1 0 3 2 0 0
0 0 0 0 0 0 0 0 1 1 0 1 6 0 0
0 0 0 0 2 0 0 0 1 1 0 0 0 1 0
0 0 0 0 1 0 0 0 2 1 0 0 0 2 0


Figure C.45: The confusion matrix of the classifier from Table 7.27.
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C.13. Additional results from the full multitask classifier

Using max pooling

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 0.00 0.00 0.00 8
Boycott 0.75 0.30 0.43 10

Hunger strike 0.60 0.86 0.71 7
March 0.54 0.62 0.58 21

Non-protest 0.98 0.98 0.98 987
Rally/demonstration 0.72 0.68 0.70 75

Riot 0.00 0.00 0.00 4
Strike/walkout/lockout 0.81 0.95 0.88 37

Macroaveraged 0.55 0.55 0.53 1149
Microaveraged 0.93 0.94 0.94 1149

Matthews correlation 0.762
Protest precision 0.910
Protest recall 0.877

Protest F2 score 0.883
Protest MCC 0.876

Table C.53: Results from the ‘225t-maxpool’ classifier which predicts all tasks
jointly. Above are the results on the form of the protest. Results on the haystack
task are also included here.



0 0 0 3 2 1 2 0
0 3 1 0 2 4 0 0
0 0 6 0 0 0 0 1
0 0 0 13 1 7 0 0
1 1 1 2 972 6 1 3
0 0 1 6 14 51 0 3
0 0 0 0 1 2 0 1
0 0 1 0 1 0 0 35


Figure C.46: The confusion matrix of the classifier from Table C.53.
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Test
Precision Recall F1 score N

Domestic government 0.73 0.75 0.74 103
Foreign government 0.48 0.62 0.54 21

Individual 0.00 0.00 0.00 4
Intergovernmental organisation 0.50 0.20 0.29 10

Non-protest 0.98 0.99 0.98 987
Private/business 0.82 0.58 0.68 24
Macroaveraged 0.59 0.52 0.54 1149
Microaveraged 0.94 0.94 0.94 1149

Matthews correlation 0.755

Table C.54: Results from the ‘225t-maxpool’ classifier which predicts all tasks
jointly. Above are the results on the target of the protest.


77 7 2 1 14 2
6 13 0 0 2 0
2 1 0 0 1 0
4 2 0 2 2 0
11 2 0 0 973 1
5 2 1 1 1 14


Figure C.47: The confusion matrix of the classifier from Table C.54.
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C.13. Additional results from the full multitask classifier

Test
Precision Recall F1 score N

Anti-colonial/political independence 0.50 0.29 0.36 7
Anti-war/peace 0.43 0.60 0.50 15

Criminal justice system 0.18 0.50 0.27 8
Democratisation 0.70 0.78 0.74 18

Economy/inequality 0.46 0.50 0.48 12
Environmental 0.00 0.00 0.00 9
Foreign policy 0.27 0.38 0.32 8

Human and civil rights 0.00 0.00 0.00 6
Labour & work 0.82 0.88 0.85 42
Non-protest 0.98 0.99 0.98 987

Political corruption/malfeasance 0.40 0.20 0.27 10
Racial/ethnic rights 1.00 0.43 0.60 7

Religion 1.00 0.67 0.80 9
Social services & welfare 0.50 0.40 0.44 5

None of the above 0.00 0.00 0.00 6
Macroaveraged 0.48 0.44 0.44 1149
Microaveraged 0.92 0.92 0.92 1149

Matthews correlation 0.704

Table C.55: Results from the ‘225t-maxpool’ classifier which predicts all tasks
jointly. Above are the results on the issue of the protest.



2 2 0 0 0 0 2 0 0 1 0 0 0 0 0
0 9 2 0 0 0 3 0 0 1 0 0 0 0 0
0 0 4 2 0 0 1 0 0 1 0 0 0 0 0
0 0 1 14 0 0 0 0 0 3 0 0 0 0 0
0 0 0 0 6 0 0 0 4 1 0 0 0 0 1
0 2 3 0 2 0 0 0 0 2 0 0 0 0 0
1 2 0 0 0 0 3 0 0 1 0 0 0 1 0
0 1 4 0 0 0 0 0 0 1 0 0 0 0 0
0 0 1 0 3 0 0 0 37 0 0 0 0 1 0
0 4 2 1 0 0 1 0 3 974 2 0 0 0 0
0 0 2 3 0 0 0 0 0 3 2 0 0 0 0
1 0 1 0 0 0 1 0 0 1 0 3 0 0 0
0 0 1 0 0 0 0 1 0 0 1 0 6 0 0
0 0 1 0 1 0 0 0 0 1 0 0 0 2 0
0 1 0 0 1 0 0 0 1 3 0 0 0 0 0


Figure C.48: The confusion matrix of the classifier from Table C.55.
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Applying back-translation to the training data

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 0.00 0.00 0.00 8
Boycott 0.67 0.60 0.63 10

Hunger strike 0.50 0.14 0.22 7
March 0.75 0.57 0.65 21

Non-protest 0.99 0.98 0.99 987
Rally/demonstration 0.67 0.91 0.77 75

Riot 0.00 0.00 0.00 4
Strike/walkout/lockout 0.85 0.92 0.88 37

Macroaveraged 0.55 0.51 0.52 1149
Microaveraged 0.95 0.95 0.94 1149

Matthews correlation 0.800
Protest precision 0.895
Protest recall 0.951

Protest F2 score 0.939
Protest MCC 0.910

Table C.56: Results from the ‘225t-10lang-10pc’ classifier which predicts all
tasks jointly. Above are the results on the form of the protest. Results on the
haystack task are also included here.



0 0 0 1 2 4 1 0
0 6 0 0 2 2 0 0
1 0 1 2 0 2 0 1
0 0 0 12 0 9 0 0
0 2 0 0 967 14 1 3
0 0 0 1 3 68 2 1
0 0 0 0 1 2 0 1
0 1 1 0 0 1 0 34


Figure C.49: The confusion matrix of the classifier from Table C.56.
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C.13. Additional results from the full multitask classifier

Test
Precision Recall F1 score N

Domestic government 0.78 0.87 0.82 103
Foreign government 0.57 0.62 0.59 21

Individual 0.00 0.00 0.00 4
Intergovernmental organisation 0.71 0.50 0.59 10

Non-protest 0.99 0.98 0.98 987
Private/business 0.71 0.83 0.77 24
Macroaveraged 0.63 0.63 0.63 1149
Microaveraged 0.95 0.95 0.95 1149

Matthews correlation 0.818

Table C.57: Results from the ‘225t-10lang-10pc’ classifier which predicts all
tasks jointly. Above are the results on the target of the protest.


90 2 0 1 5 5
6 13 0 0 1 1
2 1 0 0 1 0
3 1 0 5 1 0
14 5 0 0 966 2
1 1 0 1 1 20


Figure C.50: The confusion matrix of the classifier from Table C.57.
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Test
Precision Recall F1 score N

Anti-colonial/political independence 0.50 0.29 0.36 7
Anti-war/peace 0.52 0.73 0.61 15

Criminal justice system 0.25 0.25 0.25 8
Democratisation 0.54 0.72 0.62 18

Economy/inequality 0.35 0.50 0.41 12
Environmental 0.00 0.00 0.00 9
Foreign policy 0.00 0.00 0.00 8

Human and civil rights 0.00 0.00 0.00 6
Labour & work 0.82 0.86 0.84 42
Non-protest 0.99 0.98 0.99 987

Political corruption/malfeasance 0.44 0.40 0.42 10
Racial/ethnic rights 0.75 0.43 0.55 7

Religion 0.38 0.67 0.48 9
Social services & welfare 0.29 0.80 0.42 5

None of the above 0.00 0.00 0.00 6
Macroaveraged 0.39 0.44 0.40 1149
Microaveraged 0.92 0.92 0.92 1149

Matthews correlation 0.701

Table C.58: Results from the ‘225t-10lang-10pc’ classifier which predicts all
tasks jointly. Above are the results on the issue of the protest.



2 0 0 0 0 0 3 0 0 1 0 0 0 0 1
0 11 0 0 1 0 0 0 0 1 0 0 2 0 0
0 1 2 2 0 0 0 0 0 0 1 1 0 1 0
0 0 0 13 3 0 0 0 0 1 0 0 1 0 0
0 0 0 1 6 0 0 0 1 1 1 0 1 1 0
0 2 1 0 2 0 0 0 1 3 0 0 1 1 0
2 3 0 1 0 1 0 0 0 0 0 0 0 1 0
0 2 2 1 0 0 0 0 0 0 0 0 0 1 0
0 0 0 0 5 0 0 0 36 0 0 0 0 1 0
0 1 3 2 0 0 1 0 3 971 2 0 2 2 0
0 0 0 4 0 0 0 0 0 2 4 0 0 0 0
0 0 0 0 0 0 0 0 1 0 0 3 3 0 0
0 1 0 0 0 0 1 0 0 0 1 0 6 0 0
0 0 0 0 1 0 0 0 0 0 0 0 0 4 0
0 0 0 0 1 0 0 0 2 1 0 0 0 2 0


Figure C.51: The confusion matrix of the classifier from Table C.58.
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C.13. Additional results from the full multitask classifier

Including the ‘Multi’ class

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 1.00 0.12 0.22 8
Boycott 0.75 0.50 0.60 6

Hunger strike 0.75 0.50 0.60 6
March 1.00 0.04 0.07 27
Multi 0.31 0.07 0.11 61

Non-protest 0.99 0.98 0.98 1850
Rally/demonstration 0.52 0.95 0.67 129

Riot 0.31 0.29 0.30 14
Strike/walkout/lockout 0.78 0.75 0.77 53

Macroaveraged 0.71 0.52 0.51 2154
Microaveraged 0.93 0.92 0.91 2154

Matthews correlation 0.716
Protest precision 0.872
Protest recall 0.938

Protest F2 score 0.924
Protest MCC 0.888

Table C.59: Results from the ‘225t’ classifier on the sub-task of predicting the
form of the protest. In this model, the ‘Multi’ class is included in the dataset
from the cases where there seemed to be disagreement among coders on the
form of the protest during labelling.



1 0 0 0 1 0 6 0 0
0 3 0 0 1 0 2 0 0
0 0 6 0 0 0 0 0 0
0 0 0 1 2 0 24 0 0
0 0 1 0 4 6 44 3 3
0 1 1 0 1 1809 26 5 7
0 0 0 0 0 6 122 1 0
0 0 0 0 1 2 6 4 1
0 0 0 0 3 4 6 0 40


Figure C.52: The confusion matrix of the classifier from Table C.59.
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Test
Precision Recall F1 score N

Domestic government 0.68 0.83 0.75 162
Foreign government 0.55 0.93 0.69 40

Individual 0.00 0.00 0.00 9
Intergovernmental organisation 0.54 0.47 0.50 15

Multi 0.28 0.11 0.16 46
Non-protest 0.99 0.98 0.98 1850

Private/business 0.69 0.69 0.69 32
Macroaveraged 0.53 0.57 0.54 2154
Microaveraged 0.93 0.94 0.93 2154

Matthews correlation 0.754

Table C.60: Results from the ‘225t’ classifier on the sub-task of predicting the
target of the protest. In this model, the ‘Multi’ class is included in the dataset
from the cases where there seemed to be disagreement among coders on the
form of the protest during labelling.



134 9 0 1 5 10 3
1 37 0 1 1 0 0
4 0 0 0 2 3 0
0 5 0 7 2 0 1
22 11 0 3 5 3 2
30 5 0 0 2 1809 4
5 0 0 1 1 3 22


Figure C.53: The confusion matrix of the classifier from Table C.60.
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C.13. Additional results from the full multitask classifier

Test
Precision Recall F1 score N

Anti-colonial/political independence 0.14 0.14 0.14 7
Anti-war/peace 0.64 0.70 0.67 20

Criminal justice system 0.29 0.56 0.38 16
Democratisation 0.46 0.38 0.42 29

Economy/inequality 0.64 0.50 0.56 14
Environmental 0.25 0.50 0.33 6
Foreign policy 0.00 0.00 0.00 6

Human and civil rights 0.00 0.00 0.00 9
Labour & work 0.79 0.75 0.77 61

Multi 0.29 0.44 0.35 82
Non-protest 0.99 0.98 0.98 1850

Political corruption/malfeasance 0.00 0.00 0.00 11
Racial/ethnic rights 0.00 0.00 0.00 4

Religion 0.72 0.65 0.68 20
Social services & welfare 0.33 0.18 0.24 11

None of the above 0.00 0.00 0.00 8
Macroaveraged 0.35 0.36 0.35 2154
Microaveraged 0.91 0.91 0.91 2154

Matthews correlation 0.651

Table C.61: Results from the ‘225t’ classifier on the sub-task of predicting the
issue of the protest. In this model, the ‘Multi’ class is included in the dataset
from the cases where there seemed to be disagreement among coders on the
form of the protest during labelling.



1 0 0 0 0 0 0 0 0 6 0 0 0 0 0 0
0 14 0 0 0 0 0 0 0 3 2 0 1 0 0 0
0 0 9 1 0 0 0 0 0 7 0 0 0 0 0 0
0 0 1 11 0 0 0 0 0 16 1 0 0 0 0 0
0 0 0 0 7 0 0 0 1 5 0 0 0 0 1 0
0 0 0 0 0 3 0 0 0 0 1 0 2 0 0 0
2 1 0 0 0 0 1 0 0 3 0 0 0 0 0 0
0 0 2 0 0 1 0 0 0 5 1 0 0 0 0 0
0 0 1 0 1 3 0 0 46 5 4 0 1 0 0 0
4 5 9 6 3 3 0 0 3 36 5 0 4 3 1 0
0 2 6 4 0 2 0 0 6 15 1811 1 1 2 0 0
0 0 1 3 0 0 0 0 0 6 1 0 0 0 0 0
0 0 1 0 0 0 0 0 0 2 1 0 0 0 0 0
0 0 0 0 0 0 0 0 0 5 2 0 0 13 0 0
0 0 1 0 0 0 0 0 1 7 0 0 0 0 2 0
0 0 0 0 0 0 0 0 1 4 1 0 0 0 2 0


Figure C.54: The confusion matrix of the classifier from Table C.61.
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C.14 Results from using Monte Carlo for predicting
haystack and form

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 0.56 0.50 0.53 10
Boycott 0.86 0.50 0.63 12

Hunger strike 1.00 0.70 0.82 10
March 0.84 0.67 0.74 24

Non-protest 0.99 0.99 0.99 1638
Rally/demonstration 0.84 0.93 0.88 148

Riot 1.00 0.43 0.60 7
Strike/walkout/lockout 0.88 0.69 0.76 59

Macroaveraged 0.88 0.69 0.76 1908
Microaveraged 0.97 0.97 0.97 1908

Matthews correlation 0.871
Protest precision 0.942
Protest recall 0.900

Protest F2 score 0.908
Protest MCC 0.908

Table C.62: Results from the ‘225t’ classifier on predicting the haystack task
and the form of the protest. Here we use Monte Carlo integration to estimate
the mean of predictions, using T = 50 samples.



5 0 0 0 2 3 0 0
1 6 0 0 2 2 0 1
0 0 7 0 3 0 0 0
1 0 0 16 0 7 0 0
0 1 0 1 1623 11 0 2
0 0 0 2 9 137 0 0
0 0 0 0 2 2 3 0
2 0 0 0 6 2 0 49


Figure C.55: The confusion matrix of the classifier from Table C.62.
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C.15 Results from using Monte Carlo for predicting
haystack and target

Test
Precision Recall F1 score N

Domestic government 0.75 0.87 0.81 181
Foreign government 0.83 0.58 0.69 60

Individual 0.00 0.00 0.00 10
Intergovernmental organisation 1.00 0.44 0.62 9

Non-protest 0.98 0.99 0.99 1818
Private/business 0.93 0.67 0.78 39
Macroaveraged 0.75 0.59 0.65 2117
Microaveraged 0.95 0.96 0.95 2117

Matthews correlation 0.826
Protest precision 0.941
Protest recall 0.906

Protest F2 score 0.913
Protest MCC 0.911

Table C.63: Results from the ‘225t’ classifier on predicting the haystack task
and the target of the protest. Here we use Monte Carlo integration to estimate
the mean of predictions, using T = 50 samples.


158 4 1 0 16 2
19 35 0 0 6 0
7 1 0 0 2 0
3 2 0 4 0 0
16 0 0 0 1802 0
8 0 1 0 4 26


Figure C.56: The confusion matrix of the classifier from Table C.63.
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C.16 Results from using Monte Carlo for predicting
haystack and issue

Test
Precision Recall F1 score N

Anti-colonial/political independence 0.75 0.23 0.35 13
Anti-war/peace 0.79 0.65 0.71 17

Criminal justice system 1.00 0.31 0.48 16
Democratisation 0.67 0.71 0.69 34

Economy/inequality 0.39 0.56 0.46 16
Environmental 0.60 0.33 0.43 9
Foreign policy 0.36 0.50 0.42 8

Human and civil rights 0.00 0.00 0.00 11
Labour & work 0.79 0.94 0.86 68
Non-protest 0.98 0.99 0.98 1594

Political corruption/malfeasance 0.62 0.57 0.59 14
Racial/ethnic rights 0.64 0.64 0.64 14

Religion 0.77 1.00 0.87 17
Social services & welfare 0.62 0.62 0.62 13

None of the above 0.15 0.17 0.16 12
Macroaveraged 0.61 0.55 0.55 1856
Microaveraged 0.94 0.94 0.93 1856

Matthews correlation 0.756
Protest precision 0.918
Protest recall 0.901

Protest F2 score 0.904
Protest MCC 0.895

Table C.64: Results from the ‘225t’ classifier on predicting the haystack task
and the issue of the protest. Here we use Monte Carlo integration to estimate
the mean of predictions, using T = 50 samples.
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C.16. Results from using Monte Carlo for predicting haystack and issue



3 0 0 0 0 0 6 0 0 3 0 0 0 0 1
1 11 0 2 0 0 0 0 1 0 0 0 0 0 2
0 0 5 2 0 1 0 0 0 3 1 1 1 0 2
0 0 0 24 0 0 0 0 0 7 2 0 0 0 1
0 0 0 0 9 0 0 0 5 2 0 0 0 0 0
0 0 0 0 2 3 0 0 0 2 0 0 0 1 1
0 0 0 1 0 0 4 0 0 2 0 0 1 0 0
0 0 0 1 0 0 0 0 1 1 0 3 1 2 2
0 0 0 0 4 0 0 0 64 0 0 0 0 0 0
0 3 0 2 4 1 0 0 7 1573 1 1 0 0 2
0 0 0 1 2 0 0 0 0 2 8 0 1 0 0
0 0 0 0 0 0 1 0 0 3 0 9 1 0 0
0 0 0 0 0 0 0 0 0 0 0 0 17 0 0
0 0 0 1 1 0 0 0 3 0 0 0 0 8 0
0 0 0 2 1 0 0 0 0 4 1 0 0 2 2


Figure C.57: The confusion matrix of the classifier from Table C.64.
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C.17 Results from using Monte Carlo for the full multitask
model

Test
Precision Recall F1 score N

Blockade/slowdown/disruption 0.00 0.00 0.00 8
Boycott 1.00 0.20 0.33 10

Hunger strike 1.00 0.57 0.73 7
March 0.67 0.10 0.17 21

Non-protest 0.97 1.00 0.99 987
Rally/demonstration 0.62 0.75 0.67 75

Riot 0.00 0.00 0.00 4
Strike/walkout/lockout 0.89 0.86 0.88 37

Macroaveraged 0.64 0.43 0.47 1149
Microaveraged 0.93 0.94 0.93 1149

Matthews correlation 0.755
Protest precision 0.986
Protest recall 0.846

Protest F2 score 0.870
Protest MCC 0.900

Table C.65: Results from the ‘225t’ classifier which predicts all tasks jointly.
Above are the results on the form of the protest. Results on the haystack task
are also included here. Here we use Monte Carlo integration to estimate the
mean of predictions, using T = 50 samples.



0 0 0 1 3 4 0 0
0 2 0 0 2 6 0 0
0 0 4 0 1 2 0 0
0 0 0 2 1 18 0 0
0 0 0 0 985 2 0 0
0 0 0 0 14 56 1 4
0 0 0 0 1 3 0 0
0 0 0 0 5 0 0 32


Figure C.58: The confusion matrix of the classifier from Table C.65.

204



C.17. Results from using Monte Carlo for the full multitask model

Test
Precision Recall F1 score N

Domestic government 0.85 0.73 0.79 103
Foreign government 0.67 0.67 0.67 21

Individual 0.00 0.00 0.00 4
Intergovernmental organisation 1.00 0.30 0.46 10

Non-protest 0.97 1.00 0.98 987
Private/business 0.69 0.75 0.72 24
Macroaveraged 0.70 0.57 0.60 1149
Microaveraged 0.95 0.95 0.95 1149

Matthews correlation 0.801

Table C.66: Results from the ‘225t’ classifier which predicts all tasks jointly.
Above are the results on the target of the protest. Here we use Monte Carlo
integration to estimate the mean of predictions, using T = 50 samples.


75 2 0 0 20 6
5 14 0 0 1 1
1 1 0 0 2 0
2 2 0 3 2 1
1 2 0 0 984 0
4 0 0 0 2 18


Figure C.59: The confusion matrix of the classifier from Table C.66.
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Test
Precision Recall F1 score N

Anti-colonial/political independence 0.50 0.43 0.46 7
Anti-war/peace 0.50 0.73 0.59 15

Criminal justice system 0.44 0.50 0.47 8
Democratisation 0.72 0.72 0.72 18

Economy/inequality 0.36 0.33 0.35 12
Environmental 0.00 0.00 0.00 9
Foreign policy 0.00 0.00 0.00 8

Human and civil rights 0.00 0.00 0.00 6
Labour & work 0.74 0.83 0.79 42
Non-protest 0.97 1.00 0.98 987

Political corruption/malfeasance 0.75 0.30 0.43 10
Racial/ethnic rights 0.60 0.43 0.50 7

Religion 0.50 0.56 0.53 9
Social services & welfare 0.25 0.20 0.22 5

None of the above 0.00 0.00 0.00 6
Macroaveraged 0.42 0.40 0.40 1149
Microaveraged 0.91 0.93 0.92 1149

Matthews correlation 0.704

Table C.67: Results from the ‘225t’ classifier which predicts all tasks jointly.
Above are the results on the issue of the protest. Here we use Monte Carlo
integration to estimate the mean of predictions, using T = 50 samples.



3 2 0 0 0 0 0 0 0 2 0 0 0 0 0
0 11 2 0 0 0 0 0 0 2 0 0 0 0 0
0 0 4 1 0 0 0 0 0 0 1 0 1 1 0
0 0 1 13 0 0 0 0 0 4 0 0 0 0 0
0 0 0 1 4 0 0 0 6 1 0 0 0 0 0
0 2 0 0 2 0 0 0 1 4 0 0 0 0 0
2 4 0 0 0 0 0 0 1 1 0 0 0 0 0
0 2 2 1 0 0 0 0 0 0 0 1 0 0 0
0 0 0 0 2 0 0 0 35 5 0 0 0 0 0
1 0 0 0 0 0 0 0 0 984 0 0 2 0 0
0 0 0 2 1 0 0 0 0 4 3 0 0 0 0
0 1 0 0 0 0 0 0 0 1 0 3 2 0 0
0 0 0 0 0 0 1 0 1 1 0 1 5 0 0
0 0 0 0 2 0 0 0 0 2 0 0 0 1 0
0 0 0 0 0 0 0 0 3 1 0 0 0 2 0


Figure C.60: The confusion matrix of the classifier from Table C.67.
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C.18 Results from the handpicked examples

In this section, the lists in the following subsection corresponding to each task
are ordered such that the index of the lists match up with the labels in the
same position in the ones below:

Haystack: [‘Non-protest’, ‘Protest’]

Form: [‘Blockade/slowdown/disruption’, ‘Boycott’,
‘Hunger strike’, ‘March’, ‘Non-protest’, ‘Rally/demonstration’, ‘Riot’,
‘Strike/walkout/lockout’]

Target: [‘Domestic government’, ‘Foreign government’, ‘Individual’,
‘Intergovernmental organisation’, ‘Non-protest’, ‘Private/business’]

Issue: [‘Anti-colonial/political independence’, ‘Anti-war/peace’, ‘Crimi-
nal justice system’, ‘Democratisation’, ‘Economy/inequality’, ‘Environ-
mental’, ‘Foreign policy’, ‘Human and civil rights’, ‘Labour & work’,
‘Non-protest’, ‘Political corruption/malfeasance’, ‘Racial/ethnic rights’,
‘Religion’, ‘Social services & welfare’, ‘None of the above’]

Moreover, for some of the articles which we split into multiple parts we will
specify the results from the different parts clearly. For some of the articles in
multiple parts, the results are averaged over the different parts because they
are very similar (especially when all parts are non-protest) or simply omitted
(when one part of the article is clearly non-protest, but another is not).

Handpicked example 1: detailed results

Haystack classifier:

◦ Prediction: ‘Protest’
◦ Probability distribution: [3.15 · 10−4, 0.9997]
◦ Standard deviations: [9.45 · 10−5, 9.45 · 10−5]
◦ Entropy: 0.0041

Haystack and form classifier:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [5.63 · 10−4, 0.9994]
◦ Haystack standard deviations: [2.15 · 10−4, 2.15 · 10−4]
◦ Haystack entropy: 0.0069
◦ Form prediction: ‘March’
◦ Form probability distribution [4.26·10−3, 9.88·10−4, 5.26·10−4,

0.9792, 2.30 · 10−4, 1.32 · 10−2, 6.16 · 10−4, 4.17 · 10−4]
◦ Form standard deviations: [6.20 · 10−3, 5.36 · 10−4, 2.00 · 10−4,

4.14 · 10−2, 1.01 · 10−4, 3.45 · 10−2, 2.85 · 10−4, 1.75 · 10−4]
◦ Form entropy: 0.1747

Haystack and target classifier:
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◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [2.40 · 10−3, 0.9976]
◦ Haystack standard deviations: [6.34 · 10−4, 6.34 · 10−4]
◦ Haystack entropy: 0.0244
◦ Target prediction: ‘Domestic government’
◦ Target probability distribution [0.9875, 1.89 · 10−3, 3.57 · 10−3,

3.30 · 10−3, 7.65 · 10−4, 3.00 · 10−3]
◦ Target standard deviations: [2.55 · 10−3, 4.39 · 10−4, 8.63 · 10−4,

9.09 · 10−4, 2.03 · 10−4, 6.45 · 10−2]
◦ Target entropy: 0.1242

Haystack and issue classifier:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [0.1958, 0.9804]
◦ Haystack standard deviations: [1.03 · 10−2, 1.03 · 10−2]
◦ Haystack entropy: 0.1391
◦ Issue prediction: ‘Democratisation’
◦ Issue probability distribution [3.74 ·10−3, 1.04 ·10−3, 4.61 ·10−4,

0.9328, 7.02 · 10−3, 1.62 · 10−3, 2.70 · 10−3, 4.96 · 10−3, 8.20 · 10−4,
1.94 · 10−3, 3.08 · 10−2, 1.34 · 10−3, 1.24 · 10−3, 2.63 · 10−3, 6.91 · 10−3]

◦ Issue standard deviations: [1.34 · 10−3, 3.63 · 10−4, 1.26 · 10−4,
2.24 · 10−2, 3.81 · 10−3, 5.80 · 10−4, 1.12 · 10−3, 1.42 · 10−3, 3.10 · 10−4,
1.03 · 10−3, 1.44 · 10−2, 4.11 · 10−4, 4.73 · 10−4, 1.02 · 10−3, 2.30 · 10−3]

◦ Issue entropy: 0.5429

Full multitask classifier:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [1.68 · 10−3, 0.9983]
◦ Haystack standard deviations: [4.26 · 10−4, 4.26 · 10−4]
◦ Haystack entropy: 0.0180
◦ Form prediction: ‘Rally/demonstration’
◦ Form probability distribution [2.70·10−2, 3.38·10−3, 9.85·10−3,

0.3050, 1.02 · 10−3, 0.6284, 1.63 · 10−2, 9.09 · 10−3]
◦ Form standard deviations: [4.96 · 10−3, 8.14 · 10−4, 2.31 · 10−3,

6.46 · 10−2, 2.34 · 10−4, 6.72 · 10−2, 3.96 · 10−3, 2.78 · 10−3]
◦ Form entropy: 1.3464
◦ Target prediction: ‘Democratisation’
◦ Target probability distribution [0.9863, 2.10 · 10−3, 5.04 · 10−3,

4.90 · 10−3, 4.39 · 10−4, 1.26 · 10−3]
◦ Target standard deviations: [2.90 · 10−3, 6.35 · 10−4, 1.13 · 10−3,

1.50 · 10−3, 1.08 · 10−4, 2.64 · 10−4]
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◦ Target entropy: 0.1315
◦ Issue prediction: ‘Democratisation’
◦ Issue probability distribution [2.44 ·10−2, 2.72 ·10−2, 4.61 ·10−2,

0.551, 4.48 · 10−2, 2.17 · 10−2, 2.38 · 10−2, 4.49 · 10−2, 2.32 · 10−2,
1.26 · 10−3, 0.1100, 4.93 · 10−3, 5.48 · 10−3, 1.96 · 10−2, 5.16 · 10−2]

◦ Issue standard deviations: [7.06 · 10−3, 1.13 · 10−2, 1.62 · 10−2,
8.72 · 10−2, 1.67 · 10−2, 7.76 · 10−3, 7.54 · 10−3, 1.48 · 10−2, 6.69 · 10−3,
3.29 · 10−4, 1.79 · 10−2, 1.66 · 10−3, 1.40 · 10−3, 5.82 · 10−3, 1.48 · 10−2]

◦ Issue entropy: 2.5000

Handpicked example 2: detailed results

Haystack classifier:

◦ Prediction: ‘Protest’
◦ Probability distribution: [0.3277, 0.6723]
◦ Standard deviations: [0.1802, 0.1802]
◦ Entropy: 0.9126

Haystack and form classifier:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [0.0528, 0.9472]
◦ Haystack standard deviations: [0.1145, 0.1145]
◦ Haystack entropy: 0.2980
◦ Form prediction: ‘Rally/demonstration’
◦ Form probability distribution [3.96·10−4, 8.59·10−4, 2.29·10−4,

2.08 · 10−4, 3.08 · 10−2, 0.9662, 3.39 · 10−4, 9.68 · 10−4]
◦ Form standard deviations: [2.00 · 10−4, 3.83 · 10−4, 1.09 · 10−4,

7.30 · 10−5, 8.60 · 10−2, 8.66 · 10−2, 2.31 · 10−4, 5.95 · 10−4]
◦ Form entropy: 0.2347

Haystack and target classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9961, 0.0039]
◦ Haystack standard deviations: [2.36 · 10−3, 2.36 · 10−3]
◦ Haystack entropy: 0.0371
◦ Target prediction: ‘Non-protest’
◦ Target probability distribution [1.34·10−3, 5.44·10−4, 2.91·10−4,

2.63 · 10−4, 0.9974, 1.31 · 10−4]
◦ Target standard deviations: [8.97 · 10−4, 1.53 · 10−4, 1.23 · 10−4,

9.30 · 10−5, 1.22 · 10−3, 5.22 · 10−5]
◦ Target entropy: 0.0307
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Haystack and issue classifier:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [0.4456, 0.5544]
◦ Haystack standard deviations: [0.3319, 0.3319]
◦ Haystack entropy: 0.9914
◦ Issue prediction: ‘Non-protest’
◦ Issue probability distribution [7.90 ·10−4, 2.79 ·10−3, 1.16 ·10−3,

2.16 · 10−3, 2.78 · 10−2, 1.79 · 10−3, 2.74 · 10−3, 1.52 · 10−3, 0.3216,
0.5805, 7.15 · 10−3, 1.56 · 10−2, 5.75 · 10−3, 4.52 · 10−3, 2.40 · 10−2]

◦ Issue standard deviations: [5.91 · 10−4, 1.94 · 10−3, 7.89 · 10−4,
1.81 · 10−3, 2.90 · 10−2, 1.38 · 10−3, 2.58 · 10−3, 1.21 · 10−3, 0.2444,
0.3135, 7.62 · 10−3, 1.47 · 10−2, 5.23 · 10−3, 4.12 · 10−3, 3.48 · 10−2]

◦ Issue entropy: 1.5937

Full multitask classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.8891, 0.1109]
◦ Haystack standard deviations: [0.2471, 0.2471]
◦ Haystack entropy: 0.5027
◦ Form prediction: ‘Non-protest’
◦ Form probability distribution [5.03·10−3, 3.28·10−3, 3.72·10−3,

8.90 · 10−3, 0.9172, 4.71 · 10−2, 1.04 · 10−2, 4.43 · 10−3]
◦ Form standard deviations: [1.08 · 10−2, 6.83 · 10−3, 7.20 · 10−3,

2.26 · 10−2, 0.2073, 0.1429, 1.86 · 10−2, 8.00 · 10−3]
◦ Form entropy: 0.5810
◦ Target prediction: ‘Non-protest’
◦ Target probability distribution [0.1015, 1.13 · 10−3, 3.59 · 10−3,

3.15 · 10−3, 0.8851, 5.57 · 10−3]
◦ Target standard deviations: [0.2256, 1.49 · 10−3, 6.51 · 10−3,

5.36 · 10−3, 0.2488, 1.16 · 10−2]
◦ Target entropy: 0.5990
◦ Issue prediction: ‘Non-protest’
◦ Issue probability distribution [2.06 ·10−3, 3.03 ·10−3, 1.47 ·10−2,

1.70 · 10−3, 1.40 · 10−2, 3.69 · 10−3, 1.70 · 10−3, 6.27 · 10−3, 1.21 · 10−2,
0.9064, 4.34 · 10−3, 8.37 · 10−3, 3.08 · 10−3, 1.19 · 10−2, 6.63 · 10−3]

◦ Issue standard deviations: [4.14 · 10−3, 6.64 · 10−3, 3.33 · 10−2,
4.26 · 10−3, 3.87 · 10−2, 8.47 · 10−3, 4.05 · 10−3, 1.37 · 10−2, 2.68 · 10−2,
0.2152, 9.08 · 10−3, 2.10 · 10−2, 5.82 · 10−3, 3.29 · 10−2, 1.48 · 10−2]

◦ Issue entropy: 0.7735
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Handpicked example 3: detailed results

Haystack classifier:

◦ Prediction: ‘Non-protest’
◦ Probability distribution: [0.9990, 1.05 · 10−4]
◦ Standard deviations: [1.29 · 10−4, 1.29 · 10−4]
◦ Entropy: 0.0015

Haystack and form classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9988, 1.23 · 10−4]
◦ Haystack standard deviations: [3.42 · 10−5, 3.42 · 10−5]
◦ Haystack entropy: 0.0018
◦ Form prediction: ‘Non-protest’
◦ Form probability distribution [3.59·10−5, 2.58·10−5, 1.67·10−5,

2.69 · 10−5, 0.9970, 8.44 · 10−5, 4.87 · 10−5, 6.38 · 10−5]
◦ Form standard deviations: [9.41 · 10−6, 7.10 · 10−6, 4.47 · 10−6,

7.07 · 10−6, 6.68 · 10−5, 2.41 · 10−5, 1.15 · 10−5, 1.78 · 10−5]
◦ Form entropy: 0.0047

Haystack and target classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9936, 6.42 · 10−4]
◦ Haystack standard deviations: [1.58 · 10−4, 1.58 · 10−4]
◦ Haystack entropy: 0.0077
◦ Target prediction: ‘Non-protest’
◦ Target probability distribution [1.62·10−4, 8.00·10−4, 1.43·10−4,

2.47 · 10−4, 0.9985, 1.17 · 10−4]
◦ Target standard deviations: [3.52 · 10−5, 1.84 · 10−4, 3.22 · 10−5,

5.26 · 10−5, 2.80 · 10−4, 2.50 · 10−5]
◦ Target entropy: 0.0187

Haystack and issue classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9981, 1.87 · 10−4]
◦ Haystack standard deviations: [4.62 · 10−5, 4.62 · 10−5]
◦ Haystack entropy: 0.0029
◦ Issue prediction: ‘Non-protest’
◦ Issue probability distribution [6.23 ·10−5, 8.62 ·10−5, 5.11 ·10−5,

6.25 · 10−5, 4.33 · 10−5, 5.94 · 10−5, 4.74 · 10−5, 3.35 · 10−5, 1.69 · 10−4,
0.9900, 1.05 · 10−4, 6.97 · 10−5, 9.66 · 10−5, 7.73 · 10−5, 3.16 · 10−5]
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◦ Issue standard deviations: [1.72 · 10−5, 2.26 · 10−5, 1.26 · 10−5,
1.41 · 10−5, 1.23 · 10−5, 1.59 · 10−5, 1.38 · 10−5, 1.08 · 10−5, 4.91 · 10−5,
2.23 · 10−4, 2.31 · 10−5, 1.81 · 10−5, 3.13 · 10−5, 2.08 · 10−5, 6.89 · 10−6]

◦ Issue entropy: 0.0150

Full multitask classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9967, 3.27 · 10−4]
◦ Haystack standard deviations: [1.09 · 10−4, 1.09 · 10−4]
◦ Haystack entropy: 0.0043
◦ Form prediction: ‘Non-protest’
◦ Form probability distribution [1.06·10−4, 1.61·10−4, 1.44·10−4,

1.08 · 10−4, 0.9989, 1.51 · 10−4, 2.15 · 10−4, 1.89 · 10−4]
◦ Form standard deviations: [2.41 · 10−5, 3.77 · 10−5, 3.00 · 10−5,

2.60 · 10−5, 2.02 · 10−4, 4.79 · 10−5, 5.15 · 10−5, 4.73 · 10−5]
◦ Form entropy: 0.0151
◦ Target prediction: ‘Non-protest’
◦ Target probability distribution [2.11·10−4, 1.51·10−4, 1.05·10−4,

1.34 · 10−4, 0.9924, 1.58 · 10−4]
◦ Target standard deviations: [6.56 · 10−5, 3.73 · 10−5, 2.47 · 10−5,

3.18 · 10−5, 1.52 · 10−4, 3.44 · 10−5]
◦ Target entropy: 0.0107
◦ Issue prediction: ‘Non-protest’
◦ Issue probability distribution [1.43 ·10−4, 3.71 ·10−5, 9.49 ·10−5,

1.33 · 10−4, 8.14 · 10−5, 6.63 · 10−5, 7.67 · 10−5, 6.81 · 10−5, 1.34 · 10−4,
0.9987, 1.22 · 10−4, 7.33 · 10−5, 1.09 · 10−4, 8.77 · 10−5, 6.73 · 10−5]

◦ Issue standard deviations: [3.66 · 10−5, 9.90 · 10−6, 2.42 · 10−5,
4.60 · 10−5, 2.37 · 10−5, 1.59 · 10−5, 2.06 · 10−5, 1.76 · 10−5, 3.16 · 10−5,
2.98 · 10−4, 3.07 · 10−5, 2.05 · 10−5, 3.08 · 10−5, 2.54 · 10−5, 1.67 · 10−5]

◦ Issue entropy: 0.0189

Handpicked example 4: detailed results

Haystack classifier:

◦ Prediction: ‘Non-protest’
◦ Probability distribution: [0.9998, 2.38 · 10−4]
◦ Standard deviations: [3.13 · 10−4, 3.13 · 10−4]
◦ Entropy: 0.0031

Haystack and form classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9999, 1.25 · 10−4]
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◦ Haystack standard deviations: [3.56 · 10−5, 3.56 · 10−5]
◦ Haystack entropy: 0.0018
◦ Form prediction: ‘Non-protest’
◦ Form probability distribution [4.19·10−5, 2.84·10−5, 1.55·10−5,

2.51 · 10−5, 0.9969, 1.04 · 10−4, 4.65 · 10−5, 4.72 · 10−5]
◦ Form standard deviations: [9.97 · 10−6, 6.41 · 10−6, 4.30 · 10−6,

5.91 · 10−6, 6.80 · 10−5, 3.47 · 10−5, 1.21 · 10−5, 1.29 · 10−5]
◦ Form entropy: 0.0048

Haystack and target classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9992, 6.76 · 10−4]
◦ Haystack standard deviations: [1.67 · 10−4, 1.67 · 10−4]
◦ Haystack entropy: 0.0081
◦ Target prediction: ‘Non-protest’
◦ Target probability distribution [1.70·10−4, 7.90·10−4, 1.46·10−4,

2.35 · 10−4, 0.9985, 1.18 · 10−4]
◦ Target standard deviations: [4.02 · 10−5, 1.96 · 10−4, 3.61 · 10−5,

5.81 · 10−5, 3.20 · 10−4, 2.93 · 10−5]
◦ Target entropy: 0.0186

Haystack and issue classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9997, 2.97 · 10−4]
◦ Haystack standard deviations: [9.58 · 10−5, 9.58 · 10−5]
◦ Haystack entropy: 0.0039
◦ Issue prediction: ‘Non-protest’
◦ Issue probability distribution [8.97 ·10−5, 1.05 ·10−4, 5.85 ·10−5,

4.44 · 10−5, 4.22 · 10−5, 6.07 · 10−5, 6.60 · 10−5, 2.89 · 10−5, 2.19 · 10−4,
0.9988, 7.54 · 10−5, 1.60 · 10−4, 1.81 · 10−4, 6.80 · 10−5, 3.04 · 10−5]

◦ Issue standard deviations: [2.48 · 10−5, 2.67 · 10−5, 1.52 · 10−5,
1.10 · 10−5, 1.13 · 10−5, 1.54 · 10−5, 1.70 · 10−5, 7.56 · 10−6, 5.20 · 10−5,
2.58 · 10−4, 1.88 · 10−5, 4.73 · 10−5, 5.38 · 10−5, 1.64 · 10−5, 7.40 · 10−6]

◦ Issue entropy: 0.0180

Full multitask classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9998, 2.27 · 10−4]
◦ Haystack standard deviations: [7.52 · 10−5, 7.52 · 10−5]
◦ Haystack entropy: 0.0031
◦ Form prediction: ‘Non-protest’
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◦ Form probability distribution [9.03·10−5, 1.26·10−4, 1.09·10−4,
9.22 · 10−5, 0.9992, 1.28 · 10−4, 1.59 · 10−4, 1.32 · 10−4]

◦ Form standard deviations: [2.38 · 10−5, 3.30 · 10−5, 2.68 · 10−5,
2.48 · 10−5, 1.78 · 10−4, 4.31 · 10−5, 3.96 · 10−5, 3.11 · 10−5]

◦ Form entropy: 0.0121
◦ Target prediction: ‘Non-protest’
◦ Target probability distribution [1.18·10−4, 1.47·10−4, 1.08·10−4,

1.30 · 10−4, 0.9993, 1.68 · 10−4]
◦ Target standard deviations: [3.37 · 10−5, 4.70 · 10−5, 2.88 · 10−5,

3.07 · 10−5, 1.56 · 10−4, 4.59 · 10−5]
◦ Target entropy: 0.0096
◦ Issue prediction: ‘Non-protest’
◦ Issue probability distribution [1.07 ·10−4, 5.29 ·10−5, 7.70 ·10−5,

7.24 · 10−5, 6.21 · 10−5, 6.64 · 10−5, 7.05 · 10−5, 5.41 · 10−5, 7.95 · 10−5,
0.9990, 7.21 · 10−5, 8.77 · 10−5, 9.58 · 10−5, 8.46 · 10−5, 5.39 · 10−5]

◦ Issue standard deviations: [3.02 · 10−5, 1.48 · 10−5, 2.22 · 10−5,
2.23 · 10−5, 1.65 · 10−5, 1.64 · 10−5, 1.85 · 10−5, 1.44 · 10−5, 2.17 · 10−5,
2.37 · 10−4, 1.98 · 10−5, 2.48 · 10−5, 2.60 · 10−5, 2.26 · 10−5, 1.40 · 10−5]

◦ Issue entropy: 0.0157

Handpicked example 5: detailed results

Haystack classifier, averaged based on 2 parts:

◦ Prediction: ‘Protest’
◦ Probability distribution: [1.06 · 10−3, 0.9989]
◦ Standard deviations: [8.08 · 10−4, 8.08 · 10−4]
◦ Entropy: 0.0115

Haystack and form classifier, part 1 of 2:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [9.95 · 10−4, 0.9990]
◦ Haystack standard deviations: [6.69 · 10−4, 6.69 · 10−4]
◦ Haystack entropy: 0.0114
◦ Form prediction: ‘Hunger strike’
◦ Form probability distribution [0.2415, 9.14·10−3, 0.4041, 0.3371,

8.39 · 10−4, 3.77 · 10−3, 1.74 · 10−3, 1.87 · 10−3]
◦ Form standard deviations: [0.2276, 4.43 · 10−3, 0.3337, 0.3641,

5.52 · 10−4, 2.29 · 10−3, 7.30 · 10−4, 1.07 · 10−3]
◦ Form entropy: 1.6859

Haystack and form classifier, part 2 of 2:

◦ Haystack prediction: ‘Protest’

214



C.18. Results from the handpicked examples

◦ Haystack probability distribution [3.47 · 10−2, 0.9653]
◦ Haystack standard deviations: [7.85 · 10−2, 7.85 · 10−2]
◦ Haystack entropy: 0.2172
◦ Form prediction: ‘Rally/demonstration’
◦ Form probability distribution [1.19·10−3, 1.25·10−3, 1.76·10−4,

3.12 · 10−4, 2.97 · 10−2, 0.9666, 3.24 · 10−4, 4.58 · 10−4]
◦ Form standard deviations: [5.10 · 10−4, 3.70 · 10−4, 6.11 · 10−5,

9.20 · 10−5, 5.89 · 10−2, 5.98 · 10−2, 1.78 · 10−4, 2.04 · 10−4]
◦ Form entropy: 0.2364

Haystack and target classifier, averaged based on 2 parts:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [2.16 · 10−3, 0.9978]
◦ Haystack standard deviations: [6.93 · 10−4, 6.93 · 10−4]
◦ Haystack entropy: 0.0221
◦ Target prediction: ‘Domestic government’
◦ Target probability distribution [0.8631, 1.85 · 10−3, 3.62 · 10−2,

1.05 · 10−2, 1.44 · 10−3, 8.69 · 10−2]
◦ Target standard deviations: [5.64 · 10−2, 4.84 · 10−4, 1.23 · 10−2,

4.29 · 10−3, 5.93 · 10−4, 4.45 · 10−2]
◦ Target entropy: 0.6934

Haystack and issue classifier, averaged based on 2 parts:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [1.13 · 10−2, 0.9887]
◦ Haystack standard deviations: [5.68 · 10−3, 5.68 · 10−3]
◦ Haystack entropy: 0.0887
◦ Issue prediction: ‘Economy/inequality’
◦ Issue probability distribution [3.16 ·10−3, 3.97 ·10−3, 5.74 ·10−4,

2.55 · 10−2, 0.7004, 8.54 · 10−2, 1.15 · 10−2, 5.49 · 10−3, 2.27 · 10−2,
6.28 · 10−3, 1.69 · 10−2, 8.64 · 10−3, 2.55 · 10−3, 4.62 · 10−2, 6.07 · 10−2]

◦ Issue standard deviations: [8.97 · 10−4, 1.51 · 10−3, 1.46 · 10−4,
9.20 · 10−3, 5.49 · 10−2, 4.36 · 10−2, 3.32 · 10−3, 1.77 · 10−3, 1.15 · 10−2,
5.58 · 10−3, 5.04 · 10−3, 2.70 · 10−3, 1.01 · 10−3, 1.32 · 10−2, 1.29 · 10−2]

◦ Issue entropy: 1.6144

Full multitask classifier, part 1 of 2:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [1.33 · 10−2, 0.9867]
◦ Haystack standard deviations: [3.50 · 10−3, 3.50 · 10−3]
◦ Haystack entropy: 0.1019

215



C. Appendix for Chapter 7

◦ Form prediction: ‘Rally/demonstration’
◦ Form probability distribution [9.59·10−2, 4.92·10−2, 1.21·10−2,

0.3822, 3.74 · 10−3, 0.4342, 1.58 · 10−2, 6.78 · 10−3]
◦ Form standard deviations: [1.65 · 10−2, 1.59 · 10−2, 2.96 · 10−3,

7.35 · 10−2, 1.12 · 10−3, 8.08 · 10−2, 4.30 · 10−3, 2.12 · 10−3]
◦ Form entropy: 1.8419
◦ Target prediction: ‘Domestic government’
◦ Target probability distribution [0.4212, 1.19 · 10−2, 0.1094,

0.1644, 5.78 · 10−3, 0.2873]
◦ Target standard deviations: [0.1094, 3.75 · 10−3, 2.32 · 10−2,

4.25 · 10−2, 1.70 · 10−3, 7.98 · 10−2]
◦ Target entropy: 1.9388
◦ Issue prediction: ‘Economy/inequality’
◦ Issue probability distribution [6.41 ·10−3, 2.93 ·10−2, 3.19 ·10−2,

4.91·10−3, 0.3409, 7.08·10−2, 1.51·10−2, 4.69·10−2, 0.1201, 3.42·10−3,
1.30 · 10−2, 0.1042, 1.22 · 10−2, 0.1464, 5.44 · 10−2]

◦ Issue standard deviations: [1.41 · 10−3, 8.94 · 10−3, 7.95 · 10−3,
1.15 · 10−3, 4.34 · 10−2, 1.31 · 10−2, 3.04 · 10−3, 8.56 · 10−3, 2.93 · 10−2,
1.13 · 10−3, 3.01 · 10−3, 2.47 · 10−2, 3.15 · 10−3, 2.66 · 10−2, 1.07 · 10−2]

◦ Issue entropy: 3.019

Full multitask classifier, part 2 of 2:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [9.81 · 10−3, 0.9902]
◦ Haystack standard deviations: [3.73 · 10−3, 3.73 · 10−3]
◦ Haystack entropy: 0.0795
◦ Form prediction: ‘Rally/demonstration’
◦ Form probability distribution [6.58·10−2, 1.01·10−2, 4.95·10−3,

0.2733, 3.23 · 10−3, 0.6336, 5.97 · 10−3, 3.02 · 10−3]
◦ Form standard deviations: [1.22 · 10−2, 2.70 · 10−3, 9.93 · 10−4,

5.78 · 10−2, 1.45 · 10−3, 6.40 · 10−2, 1.36 · 10−3, 6.60 · 10−4]
◦ Form entropy: 1.3881
◦ Target prediction: ‘Domestic government’
◦ Target probability distribution [0.7291, 1.58 · 10−2, 8.81 · 10−2,

7.11 · 10−2, 6.46 · 10−3, 8.94 · 10−2]
◦ Target standard deviations: [5.90 · 10−2, 4.38 · 10−3, 2.12 · 10−2,

1.91 · 10−2, 2.90 · 10−3, 2.87 · 10−2]
◦ Target entropy: 1.37
◦ Issue prediction: ‘Anti-war/peace’
◦ Issue probability distribution [8.31 · 10−3, 0.1708, 3.46 · 10−2,

6.78·10−3, 0.1566, 0.1344, 2.74·10−2, 3.90·10−2, 3.54·10−2, 4.67·10−3,
1.77 · 10−2, 0.1374, 1.10 · 10−2, 0.1425, 7.34 · 10−2]
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◦ Issue standard deviations: [1.50 · 10−3, 3.89 · 10−2, 6.56 · 10−3,
1.68 · 10−3, 3.32 · 10−2, 1.86 · 10−2, 4.65 · 10−3, 5.19 · 10−3, 8.65 · 10−3,
1.72 · 10−3, 3.82 · 10−3, 2.10 · 10−2, 2.04 · 10−3, 2.57 · 10−2, 1.10 · 10−2]

◦ Issue entropy: 3.2943

Handpicked example 6: detailed results

Haystack classifier:

◦ Prediction: ‘Non-protest’
◦ Probability distribution: [0.9995, 4.83 · 10−4]
◦ Standard deviations: [4.68 · 10−4, 4.68 · 10−4]
◦ Entropy: 0.0060

Haystack and form classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9999, 1.03 · 10−4]
◦ Haystack standard deviations: [2.33 · 10−5, 2.33 · 10−5]
◦ Haystack entropy: 0.0015
◦ Form prediction: ‘Non-protest’
◦ Form probability distribution [4.12·10−5, 2.52·10−5, 1.93·10−5,

2.58 · 10−5, 0.9997, 6.84 · 10−5, 4.25 · 10−5, 5.02 · 10−5]
◦ Form standard deviations: [9.37 · 10−6, 7.53 · 10−6, 4.51 · 10−6,

7.99 · 10−6, 6.17 · 10−5, 1.93 · 10−5, 1.13 · 10−5, 1.64 · 10−5]
◦ Form entropy: 0.0044

Haystack and target classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9994, 6.29 · 10−4]
◦ Haystack standard deviations: [1.48 · 10−4, 1.48 · 10−4]
◦ Haystack entropy: 0.0076
◦ Target prediction: ‘Non-protest’
◦ Target probability distribution [1.44·10−4, 8.10·10−4, 1.58·10−4,

2.70 · 10−4, 0.9985, 1.19 · 10−4]
◦ Target standard deviations: [3.68 · 10−5, 1.72 · 10−4, 3.51 · 10−5,

7.13 · 10−5, 2.92 · 10−4, 2.90 · 10−5]
◦ Target entropy: 0.0191

Haystack and issue classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9998, 2.14 · 10−4]
◦ Haystack standard deviations: [5.28 · 10−5, 5.28 · 10−5]
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◦ Haystack entropy: 0.0029
◦ Issue prediction: ‘Non-protest’
◦ Issue probability distribution [7.76 ·10−5, 1.43 ·10−4, 8.86 ·10−5,

4.93 · 10−5, 2.98 · 10−5, 5.36 · 10−5, 5.13 · 10−5, 3.89 · 10−5, 1.36 · 10−4,
0.9990, 8.18 · 10−5, 8.12 · 10−5, 1.11 · 10−4, 5.09 · 10−5, 3.37 · 10−5]

◦ Issue standard deviations: [2.22 · 10−5, 3.59 · 10−5, 2.20 · 10−5,
1.50 · 10−5, 8.96 · 10−6, 1.41 · 10−5, 1.54 · 10−5, 1.10 · 10−5, 3.80 · 10−5,
2.39 · 10−4, 2.52 · 10−5, 2.37 · 10−5, 3.32 · 10−5, 1.51 · 10−5, 1.02 · 10−5]

◦ Issue entropy: 0.0154

Full multitask classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9998, 2.35 · 10−4]
◦ Haystack standard deviations: [6.72 · 10−5, 6.72 · 10−5]
◦ Haystack entropy: 0.0032
◦ Form prediction: ‘Non-protest’
◦ Form probability distribution [9.30·10−5, 1.16·10−4, 1.11·10−4,

9.26 · 10−5, 0.9991, 1.28 · 10−4, 1.68 · 10−4, 1.43 · 10−4]
◦ Form standard deviations: [2.06 · 10−5, 3.41 · 10−5, 3.16 · 10−5,

1.97 · 10−5, 1.82 · 10−4, 3.23 · 10−5, 4.35 · 10−5, 4.28 · 10−5]
◦ Form entropy: 0.0123
◦ Target prediction: ‘Non-protest’
◦ Target probability distribution [1.39·10−4, 1.33·10−4, 1.12·10−4,

1.22 · 10−4, 0.9993, 1.69 · 10−4]
◦ Target standard deviations: [3.84 · 10−5, 3.94 · 10−5, 2.72 · 10−5,

3.49 · 10−5, 1.46 · 10−4, 3.85 · 10−5]
◦ Target entropy: 0.0097
◦ Issue prediction: ‘Non-protest’
◦ Issue probability distribution [1.03 ·10−4, 5.51 ·10−5, 8.47 ·10−5,

7.74 · 10−5, 6.03 · 10−5, 7.20 · 10−5, 7.18 · 10−5, 5.72 · 10−5, 8.62 · 10−5,
0.9989, 8.25 · 10−5, 9.16 · 10−5, 9.59 · 10−5, 9.34 · 10−5, 5.78 · 10−5]

◦ Issue standard deviations: [2.71 · 10−5, 1.30 · 10−5, 2.08 · 10−5,
2.00 · 10−5, 1.53 · 10−5, 1.72 · 10−5, 1.76 · 10−5, 1.27 · 10−5, 2.26 · 10−5,
2.29 · 10−4, 2.23 · 10−5, 2.34 · 10−5, 2.50 · 10−5, 2.65 · 10−5, 1.48 · 10−5]

◦ Issue entropy: 0.0164

Handpicked example 7: detailed results

Haystack classifier:

◦ Prediction: ‘Non-protest’
◦ Probability distribution: [0.9997, 3.06 · 10−4]
◦ Standard deviations: [3.15 · 10−4, 3.15 · 10−4]
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◦ Entropy: 0.0040

Haystack and form classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9999, 1.06 · 10−4]
◦ Haystack standard deviations: [2.57 · 10−5, 2.57 · 10−5]
◦ Haystack entropy: 0.0016
◦ Form prediction: ‘Non-protest’
◦ Form probability distribution [3.56·10−5, 2.76·10−5, 1.85·10−5,

2.30 · 10−5, 0.9997, 7.12 · 10−5, 4.33 · 10−5, 5.31 · 10−5]
◦ Form standard deviations: [9.26 · 10−6, 8.00 · 10−6, 4.74 · 10−6,

6.29 · 10−6, 5.71 · 10−5, 1.72 · 10−5, 1.13 · 10−5, 1.24 · 10−5]
◦ Form entropy: 0.0043

Haystack and target classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9993, 6.67 · 10−4]
◦ Haystack standard deviations: [1.70 · 10−4, 1.70 · 10−4]
◦ Haystack entropy: 0.0080
◦ Target prediction: ‘Non-protest’
◦ Target probability distribution [1.33·10−4, 1.09·10−3, 1.73·10−4,

3.14 · 10−4, 0.9981, 1.52 · 10−4]
◦ Target standard deviations: [3.17 · 10−5, 2.40 · 10−4, 3.63 · 10−5,

7.15 · 10−5, 3.52 · 10−4, 3.06 · 10−5]
◦ Target entropy: 0.0229

Haystack and issue classifier:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9998, 2.46 · 10−4]
◦ Haystack standard deviations: [7.04 · 10−5, 7.04 · 10−5]
◦ Haystack entropy: 0.0033
◦ Issue prediction: ‘Non-protest’
◦ Issue probability distribution [6.10 ·10−5, 1.19 ·10−4, 5.29 ·10−5,

5.39 · 10−5, 3.56 · 10−5, 5.94 · 10−5, 5.72 · 10−5, 3.03 · 10−5, 1.75 · 10−4,
0.9989, 1.07 · 10−4, 9.13 · 10−5, 1.28 · 10−4, 5.14 · 10−5, 3.54 · 10−5]

◦ Issue standard deviations: [1.53 · 10−5, 2.91 · 10−5, 1.36 · 10−5,
1.87 · 10−5, 9.59 · 10−6, 1.77 · 10−5, 1.71 · 10−5, 6.62 · 10−5, 4.22 · 10−5,
2.23 · 10−4, 2.67 · 10−5, 2.38 · 10−5, 3.37 · 10−5, 1.36 · 10−5, 9.59 · 10−6]

◦ Issue entropy: 0.0158

Full multitask classifier:

◦ Haystack prediction: ‘Non-protest’
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◦ Haystack probability distribution [0.9998, 2.28 · 10−4]
◦ Haystack standard deviations: [5.07 · 10−5, 5.07 · 10−5]
◦ Haystack entropy: 0.0031
◦ Form prediction: ‘Non-protest’
◦ Form probability distribution [9.45·10−5, 1.53·10−4, 1.05·10−4,

1.04 · 10−5, 0.9991, 1.42 · 10−4, 1.44 · 10−4, 1.26 · 10−4]
◦ Form standard deviations: [2.36 · 10−5, 3.68 · 10−5, 2.35 · 10−5,

2.52 · 10−5, 1.58 · 10−4, 3.33 · 10−5, 3.44 · 10−5, 2.72 · 10−5]
◦ Form entropy: 0.0125
◦ Target prediction: ‘Non-protest’
◦ Target probability distribution [1.09·10−4, 1.61·10−4, 1.13·10−4,

1.30 · 10−4, 0.9993, 1.78 · 10−4]
◦ Target standard deviations: [2.77 · 10−5, 4.79 · 10−5, 3.35 · 10−5,

3.25 · 10−5, 1.62 · 10−4, 5.13 · 10−5]
◦ Target entropy: 0.0098
◦ Issue prediction: ‘Non-protest’
◦ Issue probability distribution [1.07 ·10−4, 5.55 ·10−5, 7.35 ·10−5,

8.30 · 10−5, 7.10 · 10−5, 7.08 · 10−5, 8.06 · 10−5, 5.60 · 10−5, 7.90 · 10−5,
0.9989, 8.66 · 10−5, 1.01 · 10−4, 1.16 · 10−4, 8.81 · 10−5, 5.82 · 10−5]

◦ Issue standard deviations: [3.33 · 10−5, 1.57 · 10−5, 1.67 · 10−5,
2.13 · 10−5, 1.94 · 10−5, 1.77 · 10−5, 2.20 · 10−5, 1.47 · 10−5, 2.07 · 10−5,
2.44 · 10−4, 2.37 · 10−5, 2.68 · 10−5, 3.21 · 10−5, 2.00 · 10−5, 1.53 · 10−5]

◦ Issue entropy: 0.0098

Handpicked example 8: detailed results

Haystack classifier:

◦ Prediction: ‘Protest’
◦ Probability distribution: [2.60 · 10−4, 0.9997]
◦ Standard deviations: [8.12 · 10−5, 8.12 · 10−5]
◦ Entropy: 0.0035

Haystack and form classifier:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [7.72 · 10−4, 0.9992]
◦ Haystack standard deviations: [4.48 · 10−4, 4.48 · 10−5]
◦ Haystack entropy: 0.0091
◦ Form prediction: ‘March’
◦ Form probability distribution [4.24·10−3, 2.10·10−3, 7.46·10−4,

0.9712, 4.37 · 10−4, 2.04 · 10−2, 4.19 · 10−4, 4.10 · 10−4]
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◦ Form standard deviations: [4.30 · 10−3, 1.22 · 10−3, 4.55 · 10−4,
3.93 · 10−2, 2.68 · 10−4, 3.41 · 10−2, 1.22 · 10−4, 2.00 · 10−4]

◦ Form entropy: 0.2296

Haystack and target classifier:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [3.90 · 10−3, 0.9961]
◦ Haystack standard deviations: [8.48 · 10−4, 8.48 · 10−4]
◦ Haystack entropy: 0.0037
◦ Target prediction: ‘Domestic government’
◦ Target probability distribution [0.9852, 1.56 · 10−3, 7.83 · 10−3,

1.47 · 10−3, 1.02 · 10−3, 2.92 · 10−3]
◦ Target standard deviations: [3.32 · 10−3, 3.30 · 10−4, 2.06 · 10−3,

2.79 · 10−4, 2.99 · 10−4, 8.76 · 10−4]
◦ Target entropy: 0.1390

Haystack and issue classifier:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [1.73 · 10−2, 0.9827]
◦ Haystack standard deviations: [2.08 · 10−2, 2.08 · 10−2]
◦ Haystack entropy: 0.1262
◦ Issue prediction: ‘None of the above’
◦ Issue probability distribution [4.68 ·10−3, 7.70 ·10−3, 9.27 ·10−3,

0.1381, 0.1558, 3.44·10−2, 1.33·10−2, 3.60·10−2, 1.03·10−2, 3.03·10−2,
3.23 · 10−2, 0.1039, 1.49 · 10−2, 4.60 · 10−2, 0.3630]

◦ Issue standard deviations: [1.28 · 10−3, 1.74 · 10−3, 3.21 · 10−3,
4.43 · 10−2, 3.69 · 10−2, 1.07 · 10−2, 3.86 · 10−3, 9.49 · 10−3, 3.78 · 10−3,
3.78 · 10−2, 7.48 · 10−3, 7.27 · 10−2, 5.67 · 10−3, 1.39 · 10−2, 8.31 · 10−2]

◦ Issue entropy: 2.9337

Full multitask classifier:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [6.84 · 10−3, 0.9932]
◦ Haystack standard deviations: [1.89 · 10−3, 1.89 · 10−3]
◦ Haystack entropy: 0.0590
◦ Form prediction: ‘Rally/demonstration’
◦ Form probability distribution [4.29·10−2, 1.32·10−2, 5.03·10−3,

0.1298, 2.06 · 10−3, 0.7986, 6.94 · 10−3, 1.54 · 10−3]
◦ Form standard deviations: [9.43 · 10−3, 3.67 · 10−3, 1.27 · 10−3,

3.72 · 10−2, 7.55 · 10−4, 4.75 · 10−2, 1.97 · 10−3, 4.06 · 10−4]
◦ Form entropy: 1.0396
◦ Target prediction: ‘Domestic government’
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◦ Target probability distribution [0.8553, 1.13 · 10−2, 8.18 · 10−2,
1.95 · 10−2, 3.16 · 10−3, 2.88 · 10−2]

◦ Target standard deviations: [3.27 · 10−2, 3.50 · 10−3, 2.00 · 10−2,
6.16 · 10−3, 1.12 · 10−3, 8.62 · 10−3]

◦ Target entropy: 0.8460
◦ Issue prediction: ‘Racial/ethnic rights’
◦ Issue probability distribution [6.73 · 10−3, 0.1022, 6.63 · 10−2,

1.05 · 10−2, 8.32 · 10−2, 5.69 · 10−2, 3.14 · 10−2, 5.30 · 10−2, 1.47 · 10−2,
3.27 · 10−3, 4.36 · 10−2, 0.2430, 3.65 · 10−2, 0.1399, 0.1088]

◦ Issue standard deviations: [1.27 · 10−3, 2.68 · 10−2, 1.37 · 10−2,
2.61 · 10−3, 1.76 · 10−2, 8.51 · 10−3, 4.92 · 10−3, 8.07 · 10−3, 3.35 · 10−3,
1.40 · 10−3, 8.91 · 10−3, 3.30 · 10−2, 7.93 · 10−3, 2.44 · 10−2, 1.65 · 10−2]

◦ Issue entropy: 3.3578

Handpicked example 9: detailed results

Haystack classifier, averaged based on 3 parts:

◦ Prediction: ‘Non-protest’
◦ Probability distribution: [0.9945, 5.48 · 10−3]
◦ Standard deviations: [9.24 · 10−3, 9.24 · 10−3]
◦ Entropy: 0.0435

Haystack and form classifier, averaged based on 3 parts:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9999, 1.13 · 10−4]
◦ Haystack standard deviations: [2.80 · 10−5, 2.80 · 10−5]
◦ Haystack entropy: 0.0017
◦ Form prediction: ‘Non-protest’
◦ Form probability distribution [3.93·10−5, 2.96·10−5, 1.53·10−5,

2.62 · 10−5, 0.9997, 9.98 · 10−5, 4.91 · 10−5, 5.59 · 10−5]
◦ Form standard deviations: [1.15 · 10−5, 7.28 · 10−6, 4.86 · 10−6,

7.36 · 10−6, 7.43 · 10−5, 2.91 · 10−5, 1.44 · 10−5, 1.54 · 10−5]
◦ Form entropy: 0.0049

Haystack and target classifier, averaged based on 3 parts:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9993, 6.55 · 10−4]
◦ Haystack standard deviations: [1.65 · 10−4, 1.65 · 10−4]
◦ Haystack entropy: 0.0079
◦ Target prediction: ‘Non-protest’
◦ Target probability distribution [1.80·10−4, 6.55·10−4, 1.39·10−4,

2.16 · 10−4, 0.9987, 1.19 · 10−4]
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◦ Target standard deviations: [4.48 · 10−5, 1.62 · 10−4, 3.26 · 10−5,
5.89 · 10−5, 2.80 · 10−4, 2.76 · 10−5]

◦ Target entropy: 0.0170

Haystack and issue classifier, averaged based on 3 parts:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9997, 2.80 · 10−4]
◦ Haystack standard deviations: [2.08 · 10−4, 2.08 · 10−4]
◦ Haystack entropy: 0.0037
◦ Issue prediction: ‘Non-protest’
◦ Issue probability distribution [8.28 ·10−5, 9.98 ·10−5, 4.93 ·10−5,

6.87 · 10−5, 7.84 · 10−5, 9.17 · 10−5, 6.36 · 10−5, 3.48 · 10−5, 2.83 · 10−4,
0.9986, 7.78 · 10−5, 1.85 · 10−4, 9.10 · 10−5, 1.16 · 10−4, 3.58 · 10−5]

◦ Issue standard deviations: [2.34 · 10−5, 3.43 · 10−5, 1.41 · 10−5,
3.52 · 10−5, 5.65 · 10−5, 4.54 · 10−5, 2.59 · 10−5, 1.25 · 10−5, 1.12 · 10−4,
5.28 · 10−4, 2.55 · 10−5, 9.89 · 10−5, 2.57 · 10−5, 6.44 · 10−5, 1.84 · 10−6]

◦ Issue entropy: 0.0197

Full multitask classifier, averaged based on 3 parts:

◦ Haystack prediction: ‘Non-protest’
◦ Haystack probability distribution [0.9998, 2.24 · 10−4]
◦ Haystack standard deviations: [6.65 · 10−5, 6.65 · 10−5]
◦ Haystack entropy: 0.0030
◦ Form prediction: ‘Non-protest’
◦ Form probability distribution [9.49·10−5, 1.33·10−4, 1.13·10−4,

9.27 · 10−5, 0.9991, 1.22 · 10−4, 1.58 · 10−4, 1.45 · 10−4]
◦ Form standard deviations: [2.26 · 10−5, 3.41 · 10−5, 2.51 · 10−5,

2.40 · 10−5, 1.73 · 10−4, 3.68 · 10−5, 4.05 · 10−5, 3.62 · 10−5]
◦ Form entropy: 0.0124
◦ Target prediction: ‘Non-protest’
◦ Target probability distribution [1.13·10−4, 1.30·10−4, 1.06·10−4,

1.34 · 10−4, 0.9993, 1.85 · 10−4]
◦ Target standard deviations: [2.59 · 10−5, 3.08 · 10−5, 2.60 · 10−5,

3.26 · 10−5, 1.28 · 10−4, 4.36 · 10−5]
◦ Target entropy: 0.0095
◦ Issue prediction: ‘Non-protest’
◦ Issue probability distribution [9.92 ·10−5, 4.58 ·10−5, 7.95 ·10−5,

7.61 · 10−5, 6.89 · 10−5, 6.85 · 10−5, 6.56 · 10−5, 5.44 · 10−5, 9.98 · 10−5,
0.9989, 7.54 · 10−5, 8.10 · 10−5, 9.05 · 10−5, 9.30 · 10−5, 5.40 · 10−5]

◦ Issue standard deviations: [2.51 · 10−5, 1.14 · 10−5, 1.89 · 10−5,
1.88 · 10−5, 1.97 · 10−5, 1.53 · 10−5, 1.62 · 10−5, 1.31 · 10−5, 2.83 · 10−5,
2.08 · 10−4, 1.83 · 10−5, 2.07 · 10−5, 2.25 · 10−5, 2.25 · 10−5, 1.35 · 10−5]

◦ Issue entropy: 0.0159
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Handpicked example 10: detailed results

Haystack classifier:

◦ Prediction: ‘Protest’
◦ Probability distribution: [3.04 · 10−4, 0.9997]
◦ Standard deviations: [9.88 · 10−5, 9.88 · 10−3]
◦ Entropy: 0.0040

Haystack and form classifier:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [2.41 · 10−3, 0.9976]
◦ Haystack standard deviations: [2.26 · 10−3, 2.26 · 10−3]
◦ Haystack entropy: 0.0244
◦ Form prediction: ‘Rally/demonstration’
◦ Form probability distribution [4.60·10−4, 4.47·10−4, 9.91·10−5,

3.02 · 10−4, 1.13 · 10−3, 0.9971, 2.24 · 10−4, 2.66 · 10−4]
◦ Form standard deviations: [1.60 · 10−4, 1.40 · 10−4, 3.62 · 10−5,

1.01 · 10−4, 1.14 · 10−3, 1.35 · 10−3, 7.74 · 10−5, 9.87 · 10−5]
◦ Form entropy: 0.0360

Haystack and target classifier:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [7.35 · 10−2, 0.9265]
◦ Haystack standard deviations: [6.81 · 10−2, 6.81 · 10−2]
◦ Haystack entropy: 0.3787
◦ Target prediction: ‘Domestic government’
◦ Target probability distribution [0.9298, 2.48 · 10−3, 4.65 · 10−3,

2.45 · 10−3, 5.86 · 10−2, 1.95 · 10−3]
◦ Target standard deviations: [7.08 · 10−2, 8.82 · 10−4, 1.09 · 10−3,

6.81 · 10−4, 6.93 · 10−2, 3.85 · 10−4]
◦ Target entropy: 0.4339

Haystack and issue classifier:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [1.07 · 10−2, 0.9893]
◦ Haystack standard deviations: [3.12 · 10−3, 3.12 · 10−3]
◦ Haystack entropy: 0.0854
◦ Issue prediction: ‘Democratisation’
◦ Issue probability distribution [1.99 ·10−2, 1.96 ·10−3, 7.50 ·10−4,

0.6843, 9.46 · 10−2, 5.12 · 10−3, 3.14 · 10−2, 6.78 · 10−3, 4.23 · 10−3,
8.06 · 10−3, 8.71 · 10−2, 4.94 · 10−3, 8.76 · 10−3, 6.79 · 10−3, 3.53 · 10−2]
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◦ Issue standard deviations: [7.47 · 10−3, 5.87 · 10−4, 2.10 · 10−4,
9.21 · 10−2, 3.98 · 10−2, 1.84 · 10−3, 1.47 · 10−2, 1.48 · 10−3, 1.92 · 10−3,
4.09 · 10−3, 2.65 · 10−2, 1.65 · 10−3, 3.53 · 10−3, 2.34 · 10−3, 9.78 · 10−3]

◦ Issue entropy: 1.7917

Full multitask classifier:

◦ Haystack prediction: ‘Protest’
◦ Haystack probability distribution [2.28 · 10−3, 0.9977]
◦ Haystack standard deviations: [9.52 · 10−4, 9.52 · 10−4]
◦ Haystack entropy: 0.0233
◦ Form prediction: ‘Rally/demonstration’
◦ Form probability distribution [2.98·10−2, 5.72·10−3, 2.12·10−2,

0.2481, 2.19 · 10−3, 0.6300, 4.96 · 10−2, 1.34 · 10−2]
◦ Form standard deviations: [6.35 · 10−3, 1.62 · 10−3, 6.24 · 10−3,

6.05 · 10−2, 9.31 · 10−4, 6.65 · 10−2, 1.51 · 10−2, 5.74 · 10−3]
◦ Form entropy: 1.5481
◦ Target prediction: ‘Domestic government’
◦ Target probability distribution [0.9795, 5.82 · 10−3, 4.11 · 10−3,

8.68 · 10−3, 9.12 · 10−4, 1.01 · 10−3]
◦ Target standard deviations: [6.87 · 10−3, 2.33 · 10−3, 1.26 · 10−3,

3.66 · 10−3, 3.00 · 10−4, 3.04 · 10−4]
◦ Target entropy: 0.1839
◦ Issue prediction: ‘Democratisation’
◦ Issue probability distribution [6.17 ·10−2, 1.79 ·10−2, 8.32 ·10−2,

0.4810, 5.06 · 10−2, 1.43 · 10−2, 3.44 · 10−2, 5.42 · 10−2, 1.44 · 10−2,
2.40 · 10−3, 0.1059, 3.64 · 10−3, 9.53 · 10−3, 1.08 · 10−2, 5.60 · 10−2]

◦ Issue standard deviations: [1.34 · 10−2, 7.50 · 10−3, 1.99 · 10−2,
6.75 · 10−2, 1.76 · 10−2, 3.82 · 10−3, 1.03 · 10−2, 1.47 · 10−2, 4.29 · 10−3,
7.19 · 10−4, 2.61 · 10−2, 9.67 · 10−4, 2.24 · 10−3, 2.77 · 10−3, 1.24 · 10−2]

◦ Issue entropy: 2.7079
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