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Abstract
Automatic seafloor pipeline inspection is a challenging task because
determining the state of a pipeline requires high-quality sensor data. An
autonomous underwater vehicle (AUV) can be used to gather such data
automatically. However, this requires the AUV to be able to efficiently and
accurately detect and track the pipeline during its mission.
This thesis presents methods for efficiently, accurately, and automatically detecting and tracking seafloor pipelines in multibeam echosounder
data by using deep learning. The proposed methods take inspiration from
the highly successful ResNet and YOLO deep learning models and redeploy them on the seafloor pipeline detection and tracking problem. The
methods are shown to outperform the highest likelihood pipeline detection
baseline by more than 35% on a region-wise F1-score classification evaluation while being more than eight times more accurate than the baseline in
locating pipelines.
The proposed methods are also shown to be efficient, operating at over
17 frames per second. Under some moderate assumptions, the proposed
models can operate at data rates far beyond the real-time requirements.
Also, this thesis presents and experiments with multiple regression
loss terms trying to exploit the inherent linearity of the labels. While
neither of the proposed regression loss terms shows significant proof of
outperforming a baseline regression loss function, they are essential for
accurately evaluating how well a model can detect and track seafloor
pipelines.
Finally, this thesis charts out the entire process of redeploying existing
methods in deep supervised learning on a newly labelled and untested
dataset and task. The aim of this project was never defined as: "develop
a deep learning system that is X better than existing systems," but rather to
explore the potential of deep learning on automatic detection and tracking
of seafloor pipelines. It has therefore not been apparent which routes
would be fruitful, leading to a plethora of different possible solutions. As
such, various methods are discussed throughout the thesis while arguing
for any choices that have been made.
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Chapter 1

Introduction
This chapter gives a brief overview of the thesis. The chapter starts with
a motivation for why seafloor pipeline inspection is an important task,
continuing with what our research questions are, followed by an outline
of the thesis and finally a summary of our contributions.

1.1

Motivation

Seafloor pipelines are used worldwide to transport natural resources such
as oil, gas, and water. Damage to seafloor pipelines can, in worst-case
scenarios, lead to oil and gas leakage, resulting in high economic and
environmental costs. As a first step to avoid this, the state of the pipeline
can be examined with an inspection. Specifically, the seafloor pipeline
inspection objective is to determine if a pipeline is buried, exposed, in
free span, buckled, or damaged by human operations such as trawling,
anchoring, or debris [28].
Inspection is a routine task for a variety of infrastructures, such as roads,
bridges, and seafloor pipelines. Human inspectors can directly access and
examine a road or a bridge to determine its state. Although not alien to
pipeline inspection, using divers to inspect seafloor pipelines can often be
inefficient, impractical, or impossible because of the sheer depth seafloor
pipelines can be at. Nowadays, technical solutions that do not require
humans to directly access the pipelines such as Remote Operated Vehicles
(ROVs) and Autonomous Underwater Vehicles (AUVs) are used instead.
An ROV is a tethered underwater robot that is remotely controlled by
a trained operator. The operator manoeuvring the ROV is situated on the
ocean-surface in a mothership following the ROV throughout its mission.
ROVs can be used to perform inspections, maintenance, and repair of
underwater pipelines.
However, because an ROV is tethered to a mothership, and is steered
by a human operator, they are cost-inefficient compared to autonomous
solutions such as an autonomous underwater vehicle (AUV) [4, 49].
Furthermore, AUVs typically travel faster (3-5 knots) than ROVs (1-2 knots)
[49].
1

The current state-of-the-art pipeline inspection solution uses an Autonomous Underwater Vehicle (AUV), called HUGIN. The Norwegian Defence Research Establishment developed HUGIN in collaboration with
Kongsberg Maritime. Nowadays, the mothership and crew can do two
tasks in parallel; deploy HUGIN on a new mission to gather information
on a pipeline, then use an ROV to repair or double-check specific locations
previously surveyed by the AUV [19].
Before deployment, the user can upload a preplanned route to HUGIN.
For seafloor pipeline inspection missions, this corresponds to the a priori
coordinates of the pipeline. The AUV is equipped with an aided inertial
navigation system that estimates the vehicle’s position and orientation
using the dynamic model and data from built-in sensors of the AUV;
gyroscope, accelerometers, Doppler Velocity Log (DVL), pressure sensor
and compass [37]. With estimates of both the position and orientation of
the AUV and pipeline, control theory can be used to follow the pipeline.
The main challenge with using the inertial navigation only is the
increasing expected error in the position estimates over time (drift); also,
the pipeline’s position may not be known sufficiently precisely in advance
[19]. Moreover, aiding sensors have their own challenges. For example,
GPS surface fix can be used to update the position of the navigation systems
[37]. However, because GPS signals propagate poorly in water, the AUV
loses further GPS position updates when it dives. The DVL can measure
the speed of the AUV but will operate poorly on high altitudes, i.e., when
the AUV dives. Finally, even state-of-the-art gyroscopes used on HUGIN,
which measure orientation, have compounding errors in time [28].
In addition to the navigation sensors mentioned above, AUVs are
equipped with payload sensors, such as Multibeam Echo Sounder (MBES),
Side-Scan Sonar (SSS), and an optical camera. Algorithms for pipeline
detection and tracking can provide the AUV with updated estimates of its
position and orientation relative to the pipeline. This relative position and
orientation can then be used to increase the AUV’s ability to follow and
gather information on the pipeline throughout its mission.
However, considerable variability in how seafloor pipelines are perceived in different sensors makes designing automatic detection and tracking algorithms a challenging task. There can, for example, be substantial
variability in data quality (missing values), sensing range and geometry,
pipeline diameter, multiple pipelines, artificial or natural pipeline burial,
illumination, marine growth, and pipeline material. Nevertheless, several
methods for pipeline detection and tracking using different sensors have
been presented in the past, some of which have already been used successfully on real-world automatic pipeline inspection missions [19, 49].
Motivated to improve seafloor pipeline detection and tracking further,
we look to deep learning. Deep learning has become increasingly popular
in recent years for several reasons. For example, because of its simplicity to
model, i.e. the availability of open-source deep learning libraries offering
out-of-the-box implementations of common deep learning functionality.
The increase in computational power available, and its state-of-the-art
performance on various machine visions tasks, such as image classification,
2

object detection, object tracking, and segmentation in the machine vision
field.

1.2

Research Questions

As described in the Motivation, the goal of this thesis is to explore
whether deep learning can be used to detect and track seafloor pipelines
in MBES data automatically. Ideally, there would exist an open-source
dataset with ground truths, previously proposed methods, and established
evaluation functions. Newly proposed methods could then be evaluated
and compared against other existing methods. However, there is no
common open-source dataset or ground truths for the seafloor pipeline
detection and tracking in MBES data task. Furthermore, there is no
established evaluation function and therefore, no trivial way to compare
new methods to previous methods.
As a result, the research questions for this thesis are relatively open.
However, different possibilities are discussed throughout the thesis, as well
as arguments for the paths that have been chosen. Furthermore, clear
objectives are created for each research question, such that they can indeed
be answered. The research questions are stated as follows:
1. Does deep learning have potential for automated detection and
tracking of seafloor pipelines in MBES data? (Is it better than a
baseline?)
(a) How should the MBES data and labels be formatted to be
effectively used with deep learning? (Data and labels)
(b) How can the detection and tracking of seafloor pipelines task
take inspiration from existing deep learning tasks and solutions?
(Segmentation vs. detection and tracking)
(c) What type of deep learning network model should be used to
solve the task? (Architecture)
(d) How should the learning objective be described? (loss)
2. Does increased context increase model performance? (Detection vs.
tracking)
3. Can model performance increase with a better description of its
objective? (Regression loss function)
Because the dataset, its labels and how the labels are represented have
never been used in deep learning before, it is not clear that deep learning
will be able to solve the task; automatic detection and tracking seafloor
pipelines in MBES data. Therefore, the main research goal is to make a
deep learning model that outperforms a baseline method. As part of this
research question, some subgoals are included. These can also be seen as
potential sources of error if research question 1 is not solved.
3

In addition to research question 1, we investigate whether the performance of a deep learning model can increase by changing two factors: Context (research question 2) and loss function formulation (research question
3).

1.3

Outline of Thesis

This thesis is divided into eight chapters. Chapter 1: Introduction,
introduces the seafloor pipeline detection and tracking problem and what
the goal/research questions of this thesis are. Chapter 2: Background
provides the theory necessary to understand the rest of the thesis, as well
as related research. Chapter 3: Dataset explores the dataset used to train
and evaluate the proposed deep learning models. Chapter 4: Model and
Implementation presents the proposed method for solving the detection
and tracking of seafloor pipelines in MBES data problem. Chapter 5:
Experiments introduces the experiments used for answering the research
questions. Chapter 6: Results and Discussion presents and reviews the
results of the experiments. Chapter 7: Further Work discusses potential
improvements to the proposed method. Chapter 8: Conclusion answers
the research questions based on experimental results, before ending with a
brief summary of the thesis.

1.4

Contributions

This thesis presents deep learning methods for automatically detecting
and tracking seafloor pipelines in MBES data. The methods are shown
to efficiently and accurately solve the task. As a consequence, this thesis
is proof that deep learning can be used to interpret and infer high-quality
information on MBES data. Moreover, because the proposed deep learning
methods are successful in solving its task, this thesis acts as a map for
further applications of deep learning on MBES data. Our contributions can
be summarized as follows:
• A new label format for detection and tracking of, but not necessarily
limited to, seafloor pipelines in MBES data.
• An outlined approach for dividing few, large samples of correlated
data into training, validation and test sets.
• Outlined methods for loading, processing and data augmenting
time-series (MBES) data for deep learning. (h5py, fixed number of
consecutive pings, image selection)
• Taking inspiration from bounding boxes, but making it represent
(pipe)lines instead.
• A deep learning model which is versatile to input size (context) and
computational resource limitations. (Model architecture)
4

• Dynamic mini-batch scaling of unevenly distributed (binary) categorical data. (sBCE)
• Several new regression functions for training, and evaluating how
well a model predicts lines compared to labelled lines.
• Dynamic equal scaling of multi-task losses. (Harmonic mean)
• Showing that deep supervised learning can be used to interpret and
infer high-quality information on MBES data.

5
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Chapter 2

Background
This chapter provides context and theory for this thesis. It starts with an
introduction to the multibeam echosounder sensor, which is the sensor
that gathered the dataset used in this thesis. Then, detection and tracking
task is described, followed by a presention of related research of detection
and tracking both for seafloor pipelines, but also general objects. The last
section provides the deep learning theory necessary for understanding the
methods used in this thesis.

2.1

Multibeam Echosounder

A multibeam echosounder (MBES) is an active sonar used to gather
information on the seafloor. A MBES consists of a transmitter and a
receiver array which is mounted below a vehicle, see Figure 2.1. The sensor
transmits a broad across track and narrow along track, fan-shaped sound
pulse, called a ping, at the nadir of the vehicle. Through beamforming [5] in
both the transmitter and receiver array, the MBES can capture information
at multiple different angles in a swath below the vehicle, called beams.
The transmitted sound pulse travels through the water and hits
different objects or the seafloor, which creates a backscatter that is recorded
in the receiver. We can find the relative depth between objects and seafloor
with respect to the vehicle (bathymetry) by using the time delay between
when a signal was sent compared to when the echo from the seafloor
creates a spike in the receiver, interpreted as the seafloor. The receiver can
also record the intensity of the backscattered signal, called reflectivity. The
loss in intensity compared to the initially emitted signal is partly due to the
absorption rate of different materials [30].
Pings and beams give spatial information in two perpendicular directions. Beams give spatial information across track, and concatenating a series of pings while keeping the vehicle in motion, gives spatial information
along track.
To get a better intuition for the sensor and the data product it generates,
let us look at an example of how to calculate the physical distance between
two beams at a fixed swath range (index) between two consecutive pings.
Assuming a ping frequency of 25Hz (0.04 seconds) and that the AUV
7

Figure 2.1: Illustration of an MBES sensor in use from a boat. We can
see multiple beams being used, recording information across track, at the
nadir of the boat. Moreover, we see previously recorded pings, giving us
information along track as well. Image is taken from [51]
travels in a straight line at four knots (4 · 1.852km/h ≈ 2m/s), then
the physical distance between two consecutive pings can be calculated as
0.04s · 2m/s = 0.08m = 8cm.
With some assumptions, we can also give an example of the physical
distance between two neighboring beams in a given ping. Assume that
HUGIN has zero roll and zero pitch and is flying over a a flat seafloor.
Further assume that we are given a ping with a center beam bc = 5m,
giving the height of HUGIN (relative to the seafloor), and a fixed angle
θ = 0.5 degrees between the center beam bc and its neighbor beam
bc+1 . Then we can calculate the physical distance x between bc and bc+1
using the trigonometric formula tan(θ ) = x/bc . Specifically, we get x =
tan(2πθ/360) · 500cm ≈ 4.4cm. See Figure 2.2 for an illustration of the
assumptions and quantities involved in the example.

2.1.1

Sonar data in relation to optical images and video

Optical images and video is a data format familiar to most people. It is also
one of the more popular formats to apply deep learning. This thesis takes
inspiration from existing methods in deep learning, which were initially
designed to interpret and infer information on optical images. However,
sonar data and optical images are products from different sensors. Their
product will, therefore, also be different. Nevertheless, some similarities
8

Roll

HUGIN

Pitch

Figure 2.2: Illustration of quantities involved in calculation of distance
between adjacent beams example. We assume that HUGIN has zero roll
and pitch, and is flying over a flat seafloor. Moreover, we assume a given
angle θ and height of HUGIN bc .
can also be seen. This subsection discusses some of these similarities and
differences.
An image is an observation containing information in two (or three)
spatial dimensions, such as an optical image. However, a collection of
two or more pings also includes information in two spatial dimensions;
across-track (beam-direction) and along-track (ping-direction). Therefore,
a collection of pings is also an image, or rather a sonar image.
Pings give spatial information along track, and can, therefore, be
interpreted as a spatial dimension. However, pings are also recorded at
regular time intervals. As such, the ping direction can also be considered
as a time dimension. Similarly, multiple frames from an optical video feed
are recorded through time. The frame-rate between an optical video feed
and pings are also comparable, at around 25Hz.
A collection of pings can, thus, be compared to an optical video.
However, individual frames (a ping) from a sonar video are not images
because they contain only one spatial direction. Individual frames from an
optical video feed are images because they contain spatial information in
two dimensions.
Detection is usually considered a frame-wise affair, while tracking is
based on multiple frames. For example, assume two images, one optical
and one sonar with the same shape, and an optical detection method. The
method could then be called a detection method when used on optical
images, but a tracking method when used on sonar data because sonar
images can be viewed as a series of frames from a video.
Categorizing a method as either a detection or a tracking method is
therefore not apparent. As a consequence, the models proposed in Chapter
9

4 can be considered as a detector or a tracker method.
Furthermore, viewing a collection of succeeding pings as an image has
been an essential part of how we chose to solve our task.

2.2

Detection and tracking

Detection and tracking are broad terms, even within the field of machine
vision. This section starts by giving a description of how we will view
detection and tracking in this thesis. The following subsections gives a
number of examples of detection and tracking in sonars and optical images.

2.2.1

Task description

This subsection gives an abstract interpretation of the detection and
tracking problem.
1. An observation, denoted ot , is some recorded information obtained at
time t, such as an optical image or a ping from a MBES sensor.
2. A state st is a description of an instance of an object at time t.
Several machine vision tasks can be described using ot and st . Specifically, a task can be to find some method f (·) which can interpret and describe a set of observations {ot−k , ot−k+1 , ..., ot } in order to arrive at a set of
object descriptions {st−k , st−k+1 , ..., st }. f (·) can also be called the solution
to a task. This section will not focus on the solution however, but rather on
the size of an input and output, as well as the difference in output format
for different tasks, i.e. the goal/objective of a task.
Classification and classification with localization can be seen as subtasks contained within both detection and tracking. It can, therefore, be
meaningful to start by describing these. The four tasks can be described as
follows:
1. Classification assumes a single observation ot containing a single
instance of a single object of interest. The task is to determine the
class ct of the object of interest in the observation. Thus st will be the
object / observation category ct , i.e., st = ct .
2. Classification and localization assumes a single observation ot
containing a single instance of a single object of interest. The task
is to determine the class ct and location pt of the object of interest in
the observation. Thus st will contain both ct and pt , i.e., st = [ct pt ].
3. Object detection assumes a single observation ot containing a
variable number of objects and instances of objects. The task is to
determine the class and location of every object of interest in the
observation. Thus st will be a variable sized set of classification and
localization states, i.e., st = {st,1 , st,2 , ..., st,n } where st,i is as in the
classification and localization description, i.e., st,i = [ct,i pt,i ].
10

4. (Multi) Object/instance tracking takes a variable sized set of observations {ot−k , ot−k+1 , ..., ot } containing a variable number of instances
of objects of interest. The task is to estimate the state of every object of
interest in all observations, i.e a track {st−k , st−k+1 , ..., st } where each
st−i can be as described in object detection. Tracking should also include an association method, either integrated or separate from f (·),
for relating (and possibly refining) previous state estimates with new
ones.
Comments to detection and tracking Neither of the four described tasks
in themselves has speed requirements. In practice, however, different
applications can have speed requirements. For example, a pedestrian
detection solution f (·) for a self-driving car would not be practically
feasible if it took one minute to compute.
Applying a detection method to a stream of data does not generate a
track. A track requires association of individual detections. A detection
method should, therefore, not be categorized as a tracking method without
some function for relating individual detections.

2.2.2

Related research

Because detection and tracking depends on the task as well as the sensor
type, this section aims to add context to the description of detection and
tracking presented in the previous section through examples.
2.2.2.1

Object detection in optical images

It is possible to consider the history of object detection through two eras:
Traditional object detection and deep learning-based object detection [72].
Traditional methods often rely on handcrafted features, such as HOG
[65] or SIFT [46], for describing images before inferring some knowledge
about the features. However, performance stagnated in traditional object
detection in the last few years leading up to 2014. Then R-CNN [23]
improved the mean average precision (mAP) score by more than 30% on
the Pascal VOC2012 dataset [21] by using deep learning.
Deep learning alleviates the need for handcrafting features, by instead
making the feature detection stage trainable. Since 2014, the performance
in object detection (using deep learning) has improved rapidly [65].
Therefore, presentations on related research of object detection (and
tracking) in optical images will focus on deep learning-based methods, as
this is practically synonymous with state-of-the-art methods.
Girshick et al. [23], later refined to [22], and further improved to [57] by
Ren et al., created state-of-the-art object detectors for optical images using
deep learning. While there are several intrinsic differences between these
object detectors, all three can be considered as a two-stage process. The
first step is to find regions of interest, possibly containing objects, and the
second step is to categorize each proposed region. The output of these
models is bounding box coordinates (either the same as the region proposal
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[23], or refined region proposals [22, 57]) encapsulating the object of interest
in the original image, as well as an object category.
A bounding box can be represented in a number of different ways, such
as [r, c, h, w] where (r, c) denotes the upper left corner and h and w denotes
the height and width of the bounding box [22], or [bx , bx , bh , bw ] where
(bx , by ) denotes the center and bh and bw denotes the height and width
of the bounding box [56], or [bx1 , by1 , bx2 , by2 ] where (bx1 , by1 ) and (bx2 , by2 )
denote two opposite corners of the bounding box, see 2.3 for an illustration.
With respect to the description of object detection at the start of this section,
the bounding box coordinates is a description of the location pt of an object
of interest in an image.

(bx1, by1)

bh
(bx, by)

(bx2, by2)

bw

Figure 2.3: Two examples of bounding box representations. Left bounding
box is defined by a center coordinate as well as its height and width. The
right bounding box is represented by its opposite corner coordinates.
Single-shot detectors, such as YOLO [56] and SSD [45], only required
a single forward pass of an image through their convolutional neural
networks before making its object detection prediction. Single-shot
detectors are faster than their two-stage detector counterparts which
require several forward passes of different regions of an image [23] or
features [22, 57].
2.2.2.2

Object tracking in optical images

Bertinetto et al. [6] created an end-to-end siamese fully-convolutional
neural network for tracking an arbitrary, fixed object in an optical video
feed. The network takes two images as input, one exemplar image z (of
the object of interest to be tracked) and single frames x from a video feed.
The objective of the network is to locate the exemplar image z within each
frame x of the video feed.
This method can be called a single object, single instance tracker,
because it solely focuses on finding one concrete object in each frame of
a video, i.e. the exemplar image. It is worth pointing out, however,
that [6] does not use an explicit association method for relating individual
detections across frames. Instead, one can imagine an implicit/integrated
association function because each individual detection is based on the same
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exemplar image.
Similar to [6], Li et al. [43] creates a siamese region proposal neural
network for tracking an arbitrary, fixed object in optical video. However,
[43] draws inspiration from region proposals and bounding box regression
as used in [23, 45, 55] to refine and predict bounding boxes across objects
of varying scales, compared to [6] which uses five fixed scales to search for
the object.
2.2.2.3

Seafloor pipeline detection and tracking in optical images

Hallset [29] created a vision system that was intended for tracking of
seafloor pipeline. The system operated on individual optical images.
Potential pipeline detections were found by using histogram equalization,
edge detection, image segmentation and rectangle matching. Integrating
information from other sensors and prior knowledge were then used to
further suppress false detections. It is possible to view rectangle detections
as a generalized bounding boxes which also include orientation. Because
the system works on individual images with no method for associating
individual detections, it is a detection system.
Asif and Arshad [4] created a seafloor pipeline detection and tracking
system for optical images. Their pipeline detection system uses edge
detection, line segment detection with Hough transform followed by the
Bresenham line algorithm to fit lines to pipeline edges of optical images. To
create a tracking system, Asif and Arshad argues that historical data should
be considered. The detection system was extended to a tracking system by
using a Kalman filter to combine information from previous detections and
predictions (from a dynamical model of the AUV) with new detections. The
Kalman filter can be viewed as the explicit association function following
the descriptions of tracking at the beginning of the section.
2.2.2.4

Seafloor pipeline detection and tracking in sonars

Amornrit, Jouvencel, and Tomas [3] and Midtgaard, Krogstad, and Hagen
[49] both propose methods for seafloor pipeline detection of individual
pings from a side scan sonar.
Amornrit, Jouvencel, and Tomas’s method starts by transforming a onedimensional ping to a two-dimensional image, called a transformed line
image. Then, features extracted with the gray level co-occurrence matrix
method are used in a self-organized map to predict the pipeline’s location
in the transformed line image.
Midtgaard, Krogstad, and Hagen’s method starts by reducing noise and
enhancing pipelines using prior information before applying a pipeline
matching filter. The pipeline matching filter is based on how pipelines
appear in side-scan sonar images, i.e., as a highlighted region followed by a
shadow region. One challenge with the pipeline matching filter is the need
for tuning its parameters, which depend on the sonar range and pipeline
diameter.
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However, Midtgaard, Krogstad, and Hagen further extends its single
ping detection system to a tracking system. In a similar manner to Asif
and Arshad [4], single ping detections are associated and refined based
on predictions from a dynamical model of the AUV through a Kalman
filter. The tracking system links previous detections with new detections
to create a track. Every new detection is also more coherent because they
are optimally fused with predictions and prior detections.

2.3

Deep learning

Deep learning is a hierarchical model consisting of multiple simple
mathematical rules applied in succession that can be altered through
experience in order to solve a larger, more complex task for a computer
[26, p. 1-2].
Deep learning can be dated back to 1943 when McCulloch and Pitts
presented their logical calculus on nervous activity [48]. The field has since
had a varying degree of interest. However, in 2012, Krizhevsky, Sutskever,
and Hinton created a neural network which substantially improved the
state-of-the-art image classification algorithms at the time, on the ImageNet
[17] challenge. As a result, deep learning gained an increase in attention.
Image classification is the cliche task of taking an image and classifying
it into one of the potentially many categories. For example, a binary
classification problem could be classifying an image as either a dog or a
cat image.
Learning can be categorized as supervised learning, reinforcement
learning or unsupervised learning. Supervised learning is imitation
learning or learning from examples. Reinforcement learning is optimal
behavioural learning using rewards. Finally, unsupervised learning is
grouping or clustering. In this thesis, we consider supervised learning.
Deep learning is a subgroup of artificial neural networks (ANNs) with
many, e.g. more than two, layers, including an input and output layer. We
will now give a brief overview of ANNs, which also includes deep ANNs,
and at the same time give an introduction to its notation. First, define a
function f θ , representing a neural network. The goal is then to find values
for the parameters θ which maps an input x close to some desired output y
called the labels. This can be explicitly expressed as
f x; θ ) = ŷ ≈ y

(2.1)

The neural network f θ becomes better, or learns, by updating the
parameters θ to θ ∗ such that

L(y, ŷ∗ ) < L(y, ŷ),

ŷ∗ = f ( x; θ ∗ )

(2.2)

for some loss function L [26, p. 164]. The loss function is a measures for
how (dis)similar a predicted output f ( x; θ ) = ŷ is to the desired output y.
For simplicity we show an update of the parameters θ to θ ∗ by taking a
step in the negative gradient direction
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θ∗ = θ − λ

∂L(y, ŷ)
∂θ

(2.3)

for some differentiable loss function L and a neural network f θ . The λ
is a freely chosen value scaling the gradient step, called the learning rate.
There are also other more sophisticated ways of updating the parameters θ, such as Stochastic Gradient Descent algorithm [58], the famous
Adam optimizer [39] or even non-gradient based algorithms such as Genetic Algorithms [64].
Before moving on, let us briefly give some intuition to the notation
by relating it to an example. In the binary image classification case, the
objective is to categorize an image as either a dog or a cat image. Then,
the input x is an image of a dog or a cat, and the desired output, i.e.
the label, y can be a scalar where y = 1 indicates dog, and y = 0
indicates cat. Moreover, the predicted output f ( x; θ ) = ŷ is a scalar in
[0, 1] ⊂ R. The output is the confidence score p of the neural network
on whether the image contains a dog, and 1 − p of it containing a cat. In
this case, the binary cross-entropy loss function can be used to measure the
(dis)similarity between y, and ŷ, which is discussed in Subsection 2.3.3.
This abstractly explains the more essential steps in a general deep
learning task, and it showcases some of the strengths of deep learning.
Specifically, how versatile a neural network is in interpreting different
types of data (input) and translating it to some inferred output format
without having to explicitly tell the model where or what to look for in
the data.
Although we do not have to explicitly tell a neural network what to
look for in the data, the model has to be designed such that it is capable
of interpreting the data. From the Universal Approximation Theorem
(UAT) [42], we know that ANNs with a single hidden layer with a finite
set of units, and a non-polynomial, non-linear activation function can
approximate any continuous function. Because an ANN with one or more
hidden layers can be considered as a deep ANN, deep ANNs almost
automatically satisfy UAT. However, while deep ANNs are theoretically
capable of approximating any continuous function, this is not necessarily
feasible in practice.
Model design is one of the critical factors in how well a model can
perform on different problems. However, creating high performing ANNs
is not a trivial task. Nevertheless, much research on different tasks, such as
image classification, has resulted in some general guidelines for building
ANNs.
For example, deeper ANNs have been shown to outperform shallower
ANNs on the ImageNet challenge. This trend can be seen from the from
the 8-layer AlexNet [40], to the 19- and 22-layer VGG [61] and GoogleNet
[66], and finally the 152-layer ResNet [31].
In addition to the size of a neural network, each block in the complete
structure, and how to combine them will affect its performance. We will
now look at a few regular building blocks that make out a neural network.
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2.3.1

Layers

A layer is a collective term for predefined simple mathematical functions or
a composite of functions that is repeatedly used with minor modifications
in the same or different ANNs. A model with multiple layers is called a
deep learning model, where the first and final layers of the model are called
input- and output layers, while any intermediate layers are called hidden
layers [26, p. 164-165]. Nowadays, popular frameworks for developing
deep learning models such as TensorFlow [2] and PyTorch [53] offer
efficient implementations of a variety of layers, for example, convolutional
layers, recurrent layers such as GRU [9] and LSTM [33], or dense layers.
Typical layers consist of a linear transformation followed by a nonlinear activation function. We will now present two common layers in
deep learning; convolutional and dense layer, as well as three non-linear
activation functions; Sigmoid, tanh and Rectified Linear Unit (ReLU).
Moreover, we will look at different pooling methods that can, for instance,
be used to down-sample inputs. Finally, we shall present the normalization
layer; batch normalization. All presentations are for a single input sample.
2.3.1.1

Linearity: Dense layer

A dense layer g(·), for an input x ∈ R N with M output units, and assuming
no non-linear activation function, can be expressed as
z = g( x ) = Wx + b

(2.4)

where W ∈ R M× N and b ∈ R M are the trainable weights and biases
scaling and shifting the input x to the output z ∈ R M , called a feature vector,
see Figure 2.4.
2.3.1.2

Linearity: Convolutional layer

A convolutional layer is a layer using the convolution operation with a
set of specified parameters, such as kernel size, number of kernels and
padding. We shall briefly discuss these parameters below, but let us start
with explaining a plain (two dimensional linear and discrete) convolutional
layer for an input X ∈ R M× N with a single kernel W ∈ Rm×n , where m, n ≤
M, N, at output element p, q, and assuming no added bias parameter or
activation function, which can be expressed as
m

Z [ p, q] = ( X ∗ W )[ p, q] =

n

∑ ∑

X [ p − i, q − j]W [i, j]

(2.5)

i =−m j=−n

where Z ∈ R M−(m−1)× N −(n−1) , see Figure 2.5. The output Z is often
called a feature map [26, p. 327-328].
It is possible to make the output shape equal to the input shape, i.e
M
R × N , by padding the input with P = (m − 1)/2 and P = (n − 1)/2,
respectively, on both sides of the X. There are various ways to choose
values to pad the input before convolution, such as constant, symmetric
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Figure 2.4: Dense layer illustration. We see that every input element xi is
connected to every output element zi , while every connection indicates a
scalar multiplication with a weight wij of the weight matrix W. Lastly, a
bias element bi is also added to every zi .
or circular. Constant padding involves choosing a constant, for example, 0,
and using this value in every element of the padded borders of the input.
Symmetric padding mirrors the elements inside the input to the padded
elements. Circular padding wraps the elements inside the input near one
border to the opposite border.
Kernel size determines the size of a kernel, i.e the size of the parameters
m, n of K ∈ Rm×n . The size of the kernel determines how many elements of
the input will influence each element in the output, called receptive field. The
kernel size is a parameter which can be freely chosen for each convolutional
layer. However, Simonyan and Zisserman [61] shows that the receptive
field of three m × n = 3 × 3 kernels applied in succession has the same
receptive field as a single convolution with kernel size 7 × 7, despite
requiring less trainable parameters (3 · 32 = 27 < 72 = 49). The result
is fewer trainable parameters per layer, which can yield deeper ANNs with
fewer trainable parameters compared to choosing larger kernel sizes. As
mentioned at the start of the section, and further shown in [61] and [63],
deeper networks tend to perform better than their shallower counterparts.
Number of kernels determines the number of kernels W. These are
concatenated, giving a single feature map with vectors instead of scalars
as elements. Zeiler and Fergus [70] visualize kernels of layers at different
depths in an ANN, which gives an intuition of how features evolve from
low-level features such as vertical or horizontal edges at early layers to
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higher-level features such as eyes, ears or even faces at later layers. It also
shows how different kernels at the same level learns to "search" for different
features, e.g. horizontal or vertical edges. There is no clear rule on how
many kernels should be used at each convolutional layer. However, stateof-the-art models such as [27, 61, 63, 66] increase the number of kernels
with the depth of the network.
Furthermore, it is worth noting how the parameters of a convolution,
i.e. the kernel K, is reused to generate every element in the output
Z. This concept is called parameter sharing, and it makes convolutional
layers parameter efficient compared to dense layers which use multiple
parameters (N + 1) for each output element [26, p. 329-334]. Another
property of convolution, thus also for convolutional layers, is equivariance
to translation, which means that shifting (translating) an object in an input
X will result in an equal shifting of the object’s representation in the output
Z [26, p. 329-335].
As a disclaimer, in practice, it is common to use the cross-correlation
operation instead of the convolution operation, which is a flipped version
of either the kernel or the input of the convolution operation. However,
because the elements in the kernel are trainable parameters, the two
operations are virtually equivalent [26, p. 328-329]. See Figure 2.5 for an
example of the convolution, actually correlation, operation.
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Figure 2.5: Correlation illustration of how to calculate Z [0, 0]. The kernel W
is put on top of X, then every overlapping element is multiplied with each
other (Hadamard product), and subsequently summed together (Frobenius
inner product).

2.3.1.3

Activation function: Sigmoid

The non-linear, non-polynomial function; sigmoid is defined as
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1.0

σ( x) =

1
1 + exp− x

(2.6)

0.5

0.0
−5

5

0
x

where σ( x ) ∈ [0, 1] ⊂ R. Sigmoid can be used to suppress x ∈ R to the
interval [0, 1] ⊂ R. Just like the aforementioned binary image classification
example between cat and dog, σ( x ) can be interpreted as a confidence score
p of an outcome y = 1, and 1 − p for an outcome y = 0, i.e a Bernoulli
distribution.
Sigmoid saturates when x is very large or very small. In other words,
changes to very large or very small x results in practically no changes
to the output of sigmoid [26, p. 66]. This induces another challenge,
called vanishing gradients, which is when the gradients of a function become
vanishingly small. We can see this from the derivative of the sigmoid
function
dσ( x )
= σ( x )(1 − σ( x ))
dx

(2.7)
dσ ( x )

when x is very large σ( x ) → 1 or very small σ( x ) → 0, then dx → 0.
Vanishing gradients can be a problem because gradient based updates to
the trainable parameters of an ANN, as shown in Equation 2.3, become
small which results in slow learning.
2.3.1.4

Activation function: Tanh

Tanh can be expressed as
1

tanh( x ) = 2σ (2x ) − 1

(2.8)

0

−1
−5

0
x

5

and can be viewed as a centred and scaled version of sigmoid. Centred
activation functions attempt to have mean activation value close to zero.
Moreover, while tanh suffers from the same vanishing gradients problem as
sigmoid, centred activation functions have been shown to converge faster
than non-centred activation functions [15].
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2.3.1.5

Activation function: Rectified Linear Units (ReLU)

The ReLU activation function was first proposed by Nair and Hinton [50]
and is defined as

4

ReLU( x ) = max(0, x )

(2.9)

2

0
−5

0
x

5

The ReLU function has a discontinuity at x = 0, which makes the ReLU
function non-differentiable (at x = 0). However, Nair and Hinton [50]
calculates the gradient of the ReLU function on either side of x = 0, giving
the gradients of the ReLU function as
(
1 for x > 0
∂ReLU( x )
=
(2.10)
∂x
0 for x ≤ 0
i.e. by ignoring the discontinuity at x = 0.
ANNs trained with ReLUs have been empirically shown to outperform
ANNs trained with tanh on tasks such as image classification [25, 40], and
on speech recognition [47]. To explain why ANNs trained with ReLUs
outperform ANNs trained with tanh, Glorot, Bordes, and Bengio [25] and
Maas, Hannun, and Ng [47] empirically show that ANNs trained with
ReLUs activates more sparsely than ANNs trained with tanh. While [40]
argues and shows empirically that the training time decreases because
ANNs trained with ReLU compared to tanh does not saturate.
Despite ReLUs activating more sparsely, and not suffering from
vanishing gradients (because it does not saturate), several modifications
to ReLU have since been proposed. For example, [47] introduced leaky
ReLU, but showed that it performed nearly identical to standard ReLUs.
While [11] argues that ReLU suffers from the same non-centring problem as
sigmoids, leading to a bias shift in the mean output of ReLUs, and proposes
a centred version of ReLUs, namely exponential linear units (ELUs). They
also show that ANNs trained with ELUs outperforms ANNs trained with
ReLUs (and batch normalization) on image classification.
2.3.1.6

Combining linearity and non-linearity

The linear part, such as dense or convolution, and the non-linear activation
part, such as sigmoid, tanh and ReLU, has been presented separately
above. However, they can be considered together in a layer. We show this
explicitly as
l ( x ) = a( g( x ))
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(2.11)

where l (·) denotes an arbitrary layer consisting of an arbitrary activation function a(·) and an arbitrary linear function g(·). Furthermore, as
long as an ANN has at least one hidden layer that consists of a linear function, such as a dense or convolution function, combined with an activation
function that is non-linear and non-polynomial, such as sigmoid, tanh and
ReLU, UAT is satisfied [42].
2.3.1.7

Pooling

Pooling, in a similar manner to convolution, takes small regions of input
and reduces it to a scalar, i.e. Rm×n → R. There can be multiple reasons for
using pooling in an ANN. We consider three reasons; building invariance,
reducing the size of an input and increasing the depth of field.
A method that is invariant to some transform of an input means that
the method can interpret the contents of the input despite the contents of
the input being deformed by that transform. For example, a cat image
recognition method that is invariant to rotation can recognize an image
of a cat regardless of the orientation of the cat in the image. Pooling
is approximately invariant to small translations of an input. Combining
pooling with preceding parametric transformations (e.g. convolutional
layers) can learn to become invariant to rotation [26, p. 335-339].
Just as for convolution, it is possible to choose the size of the pooling
region, i.e. m and n. Besides, pooling has a parameter s called stride,
which moves the pooling region over the input by a factor s between each
aggregation. Striding reduces the size of output compared to the size of the
input by a factor s.
When pooling with a stride greater than one, the output from the pooling operation can be interpreted as a summary of the input. Specifically,
the depth of field of the output increases by the striding factor s.
There exist many different pooling operations, for example, max
pooling, average pooling or strided convolutions. Max pooling selects the
maximum value of a region. Average pooling is the average of a region and
strided convolution is a parametric (trainable) aggregation of a region. See
Figure 2.6 for an illustration of max pooling.
There is no clear rule which pooling operation is the best, nor how
to choose the size of the pooling region m and n, or the striding size
s. However, we can look for guidelines based on empirical evidence.
Scherer, Müller, and Behnke [60] experiences no significant gain in using
overlapping pooling regions, i.e n > s, where n denotes the size of the
region, while assuming m = n. However, Krizhevsky, Sutskever, and
Hinton [40] experiences an error reduction when using max-pooling with
s = 2 and n = 3, i.e. overlapping regions, compared to non-overlapping
pooling regions. He et al. [32] with the highly successful ResNet ANN
uses both max pooling and strided convolutions with s = 2 and n = 3,
as well as global average pooling. While Springenberg et al. [63] questions
whether there is a point to using explicit (non-trainable) pooling operations
compared to only using strided convolutions, and concludes that explicit
pooling is not always better than strided convolutions.
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Figure 2.6: Example of max pooling on an input of size 4 × 4 with stride
s = 2 × 2 and region size n = 2 × 2.

2.3.2

Normalization

Normalization is the process of changing the elements of some data,
usually by shifting and scaling, to arrive at another more favourable
distribution of the data. In order to effectively use deep learning,
normalization has a central role. In particular, appropriate normalization
can give faster convergence (learning), as well as an overall performance
increase in deep learning.
This can be seen with an example of the converse case, i.e. with
a poor normalization. Assume an ANN with dense layers using the
tanh activation functions, an input with strictly positive elements, and an
(inadequate) parameter initialization where each weight is a large positive
number. Then each tanh will be highly saturated in the positive region.
This can be shown explicitly for an arbitrary unit zi at layer l as


n



zi = tanh b + ∑ z j
[l ]

[ l −1]

wij 

(2.12)

j =1

[ l −1]

where z j

is the output from unit j at layer l − 1 while wij and b
[ l −1]

are trainable weights and a bias. Assuming z j
≈ 1∀ j, as a result
of previously positively saturated tanh activations. Then, because every
weight is assumed to be randomly initialized large positive numbers,
the argument of tanh will be a large positive number. In other words,
the activation function tanh is highly saturated in the positive region.
Moreover, as previously discussed, saturation leads to vanishing gradients,
which results in slow learning.
Normalization is important in several places of deep learning. In this
subsection, we will look at three different normalization schemes commonly used in deep learning: Parameter initialization, input normalization
and batch normalization.
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2.3.2.1

Parameter Initialization

There are many ways to initialize the trainable parameters of an ANN,
where some of the more popular ones are Glorot/Xavier uniform [24],
Glorot/Xavier normal and He normal [32]. Let us look at what these
initialization methods are, and when to use which.
Glorot uniform is a parameter initialization method aimed to retain
zero mean and unit variance across layers. It was created for symmetric
activation functions with unit derivative at zero f 0 (0) = 1 [24], such as
tanh. Instead of drawing values from a uniform distribution, Glorot normal
draws them from a normal distribution.
The ReLU activation function is not a symmetric function which violates the Glorot uniform/normal initialization assumption. Furthermore,
from Subsection 2.3.1.5, we saw that ReLU introduces a bias shift, which
makes it hard to retain the same mean and variance of units (after ReLU
activation) across layers. Instead, He et al. [32] creates an initialization
method for ANNs using the ReLU activation function which avoids exponentially magnifying or reducing the value of inputs across layers by
making aggregated intermediate variables (unit prior to an activation function) be normally distributed with zero mean and "proper scalar" variance
(usually 1 to get a standard normal distribution).
In conclusion, Glorot uniform/normal (no clear advantage between the
two) should be used for networks with symmetric activation functions and
unit derivative at zero, such as tanh. While He normal should be used for
networks using the ReLU activation function.
2.3.2.2

Input Normalization

From the same example described at the start of the subsection (2.3.2), if
the inputs and parameters are both strictly positive, an ANN will start
in a saturated state. While the parameter initializations introduced in
Subsection 2.3.2.1 prevents the parameters from being strictly positive
anymore, Lecun. et al. [41] argues that convergence is usually faster if the
average of each input variable is close to zero.
He et al. [32] argues that despite using a weight initialization scheme
which prevents inputs from being exponentially magnified or reduced, inputs with large values can be retained throughout the forward propagation
of an ANN. This is usually not wanted, because it might overflow, for example, sigmoid or softmax operators on the output of the ANN. Scaling the
input can help prevent large values from propagating through the ANN.
There exist many ways to normalize the input before feeding it to an
ANN. Jayalakshmi and Santhakumaran [38] presents and empirically tests
several different statistical normalization methods of inputs to an ANN.
We limit the scope to one normalization method; standardization, which
can be expressed as
x − x̄
σ
where x ∈ R N is some input vector, x̄ is the mean of x
x∗ =
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(2.13)

x̄ =
and σ is the standard deviation
v
u
u1
σ=t
N
2.3.2.3

1
N

N

∑ xi

(2.14)

i =1

N

∑ (xi − x̄)2

(2.15)

n =1

Batch Normalization

Normalization of the input and carefully choosing a parameter initialization method can indeed help ANNs from not starting in a saturated state.
However, there is no guarantee that an ANN during training will not be
driven into a saturated state. This can happen for many different reasons,
such as setting the learning rate too high. While ANNs using ReLU activation functions do not suffer from the same saturation problem, slow
learning is not limited to saturating non-linear activation functions. The
optimal weights for any given layer depend on the distribution of the input
to that layer. Furthermore, because all layers are updated for each training
iteration, the input distribution to different layers will also change during
training.
Batch normalization [36] is used before the activation function of a
layer. By normalizing the inputs to an activation function, the values
are less likely to saturate the following activation functions. Moreover,
batch normalization includes trainable scales and biases such that it can
redistribute (translate and dilate) the output (from batch normalization).
Still, it can be argued that batch normalization creates a stabilizing effect
on the input distribution of the following layer, which makes the following
trainable parameters of a layer easier to optimize, resulting in faster
learning.
Batch normalization applied to a state of the art image classification
model managed to match the state of the art performance in only 7% of
the training steps, while further outperforming it in the following training
steps [36].

2.3.3

Loss function

In general, ANNs are used to say something about some data, such as
determining whether an image depicts a cat or a dog. An ANN can learn
to distinguish between the two by presenting it with many examples of cat
and dog images while punishing it on how incorrect each guess is. How
correct a prediction ŷ is depends on how close it is to the ground truth, i.e.
a label y, which is determined by a loss function. In other words, a loss
function is a mathematical expression of the objective of the ANN and can
therefore also be called an objective function.
Because the loss function describes the objective of the ANN, the loss
function will vary depending on the task that an ANN has to solve.
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Moreover, because ANNs have been used to solve many different tasks,
there exist a plethora of different loss functions. A Task can be categorized
as either a classification or a regression problem, or both.
A classification task attempts to determine the class of something, such
as categorizing images as either dog or cat images. A regression task is
attempts to determine some continuous quantity, such as the coordinates
of a bounding box which should encapsulate the location of a cat or a dog
in an image.
We present one common loss function for both classification and
regression. Binary cross entropy (BCE)
BCE(y, ŷ) = −

1
N

N

∑ [yi log(ŷi ) + (1 − yi )log(1 − ŷi )]

(2.16)

i =1

and Mean squared error (MSE)
MSE(y, ŷ) =

1
N

N

∑ (yi − ŷi )2

(2.17)

i =1

both loss-function are presented for N samples where y and ŷ are a
vectorized version of the samples. For classification tasks it is common to
suppress predictions to a bounded interval, i.e. ŷ ∈ [0, 1] N ⊂ R N , while the
labels y are either one or zero. Regression tasks can let both the output and
labels be unbounded, i.e. ŷ, y ∈ R N .
Finally, note that BCE is a loss-function for a binary classification task. It
is a special case of cross-entropy (CE) which is a loss-function for multiclass
classification tasks. However, because predicting whether there exists
pipelines or not is a binary task, BCE is sufficient.

2.3.4

Generalization

The loss function and the labels define the objective of a model. The model
learns its objective by altering its weights such that it minimizes the loss
it receives from predicting on training examples. While the objective of a
model is to minimize its loss on the training examples, the objective for a
developer is to create a model which also performs well on unseen, but
similar examples to the training examples. A model’s ability to also work
well on examples outside the training examples is called generalization [26,
p. 108-].
In addition to the training set, a separate data set called the test set
is therefore used to evaluate how well a model is able to generalize to
unseen examples. The test set is commonly assumed to be independent
and identically distributed to the training set [26, p. 108-]. If a model
performs well on the training set but poorly on the test set, the model has
tuned its parameters to become too specialized on the training data, which
is called overfitting. This can be the result of training the model over too
many iterations. For the converse case, where the model has trained for too
few iterations, it can be poor on both the training and the test set, which is
called underfitting.
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Because the objective for a developer is to create a model that gets the
lowest possible test set error, it is therefore important to prevent the model
from either overfitting or underfitting. However, a test set should only
be used once, i.e. to evaluate how well a model generalizes to unseen
examples. If a developer uses a test set to determine when a model
should stop learning for instance, then the model has been tuned (by the
developer) to perform well on the test set, leading to a biased evaluation of
the model. Instead, a third data set is used, a validation set. The validation
set can be seen as a test set because the model does not get to train on
validation examples. The validation set can be used by the developer
to tune hyper-parameters, such as the number of training iterations, to
prevent the model from overfitting or underfitting the training data.
2.3.4.1

Regularization

As mentioned at the start of this subsection, it is possible to stop the
training process of a model, which is called early stopping, when it achieves
a low validation error, while hoping that this translates to model that
performs well on the test set as well. However, there exist methods for
regularizing a model such that it is less likely of overfitting to the training
data, while still achieving lower test set error. Let us look at some of these
methods.
Data augmentation Ideally, the training set would be immensely large,
such that the model has to learn to generalize in order to get a low loss
on the training set. However, in most cases, there is a limited amount
of training data. Then, data augmentation can be used to artificially
create more training data through small transformations of the original
training data. This can make the model less likely to overfit to the training
data, leading to a model that generalizes better, resulting in an overall
performance increase [26, p. 236-238].
Exactly what type of data augmentation methods can be applied to the
training data depends on the task. One data augmentation method that can
be used across many different tasks is to apply noise to the input data [26,
p. 237].
L2 weight decay L2 weight decay [26, p. 227-230] is a regularization
method. It adds a penalty term to the model based on the size of its
trainable parameters. It can be used to reduce the risk of a model over
eagerly using some weights over others, which can be seen as a sign of
overfitting. L2 weight decay can be expressed as

Lr = λr ∑ wi2

(2.18)

i

where λr is a hyperparameter scaling the weight penalty, and wi is an
arbitrary trainable weight in the network.
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Batch normalization as described in Subsection 2.3.2.3 has also been
shown to have a regularizing effect on ANNs [36].

2.3.5

Residual block

ResNet [31] introduces residual layers which enables training of near
arbitrarily deep ANNs. The idea is simple but extremely powerful. Instead
of forcing each filter of a layer l to transform some input x, even if
that transform can be harmful, they introduce a skip-connection which
makes the model able of neglecting redundant layers by learning identity
transforms. A residual layer can be written as
f (x) = x + l (x)

(2.19)

While l has been denoted as a layer here, it does not have to be limited
to a layer. l can also consist of a series of layers, or synonymously a block of
layers, followed by the skip-connection. The block can, therefore, be seen
as learning residuals to the input x of the block.
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Chapter 3

Dataset
This chapter introduces the dataset and labels used to train and evaluate
the proposed deep learning models for automatic detection and tracking of
seafloor pipelines.
The first section introduces the data and label format, as they were
given at the start of the project. This format is inefficient and prone to
human error and is therefore reformatted. The following section explains
how they are reformatted. The third section divides the dataset into three
distinct portions: Training, validation, and test set. Section four presents
some elect statistics for showcasing the data, labels, and some challenges.
Finally, section five discusses some potential errors with the labels and
limits the scope of what part of the labels will be used.

3.1

Original data and label format

This section introduces the data and labels on the format they were given
at the beginning of the masters project.

3.1.1

The data

The dataset is a collection of fifteen seafloor pipeline inspection missions
gathered from different HUGIN AUVs by Kongsberg Maritime and
the Norwegian Defence Research Establishment at undisclosed locations
around the world. The original MBES data were divided into sections of
1000 consecutive pings, and each section was stored as a Matlab format
file ".mat". In each ".mat" file, there are three pieces of information: sensor
data, ping header, and file header. The file header contains metadata for
each file. The ping header contains metadata, such as time and altitude
of HUGIN, for each ping. Finally, the sensor data is a three-dimensional
tensor of pings, beams, and channels. The scope of this thesis is limited to
the depth and reflectivity channels of the sensor data.
The number of pings is variable for missions. This can depend on, for
example, mission length, operation frequency, and whether the sensor has
been turned off during parts of a mission. The number of beams is static
along every ping of a mission, but not across missions. Fourteen of the
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(a) Depth channel

(b) Reflectivity channel

Figure 3.1: Example of the depth and reflectivity channels from one ".mat"
file. There are 1000 pings and 400 beams. The pings are ordered from top
to bottom, i.e., early pings are at the top of the image while later pings
are at the bottom of the image. A protruding seafloor pipeline is visible
throughout all pings in both data channels.

fifteen missions have 400 beams while the last mission has 254 beams for
every ping.
Figure 3.1 shows a visual example of the reflectivity and depth channels
from one ".mat" file. As a disclaimer, the data visualized here is on the given
".mat" format, which should not be confused with the data format used in
Chapter 4: Model and Implementation. The difference is mainly due to the
amount of pings and normalization.
One challenge with the raw data, as shown in Figure 3.1, is the black
spots and stripes. These black spots and stripes are missing values,
represented by NaN values (not a number). Recall from Section 2.1 that an
MBES records information from a transmitted sound pulse’s seafloor echo.
One challenge with recording information from the seafloor echo from a
transmitted sound pulse is to distinguish it from background variations.
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There is also a quality channel in the sensor data. The quality channel
records a confidence score of a beam coming from a seafloor echo. If the
quality of a beam is lower than a threshold, the reflectivity and depth value
is not inferred but instead set to NaN.
Following [49] ,the NaN values may be removed with a five-ping
median filter. This also enhances contrast, because it stops missing
values (NaNs), treated as zeros, from stealing a large portion of the
greyscale. Image contrast can be improved further by transforming the
greyscale image into a color image. While there exist many different color
transformations, we choose to use cividis [52], which is a perceptually
uniform color vision deficiency colormap. Figure 3.2 shows an example
of such a processed image, while also including axes and color bars.
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Figure 3.2: Median filtered and cividis color transformed MBES image. The
left image displays the depth channel, while the right image displays the
reflectivity channel. The axes show the ascending order of pings from top
to bottom and beams from left to right. The color bars specify relative depth
to HUGIN in meters and loss in intensity for reflectivity in decibel. There
is also a single, thin, and relatively protruding pipeline along every ping.
Displaying images with color bars alongside them enables an intuitive
relation between color and physical values. However, the absolute values
within images are of low importance because the input to an ANN
is usually normalized, as described in Subsection 2.3.2.2. Moreover,
displaying images with axes and color bars puts less emphasis on the actual
images. Further images will, therefore, be displayed without color bars and
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axes.

3.1.2

The labels

Supervised learning needs data with corresponding labels. Originally,
labels were not available for the given dataset, which therefore needed to
be created. However, because creating seafloor pipeline labels for MBES
data is a unique task, there were no suitable tools for creating the labels. As
preliminary work for this master thesis, we, therefore, designed and used a
tool for manually labeling seafloor pipelines for every file of every mission.
While both the tool and the labels were created as part of preliminary work
to this master thesis, the labels define the goal one wants to extract from
the data. Therefore, it is necessary to discuss both the tool and the labels to
understand what this goal is.
The developed tool can load and visualize the depth and reflectivity
channels next to each other. Annotation, i.e., creating the labels, happens by
clicking on either of the channels of an image, which creates a marked point
on the image. Points are always placed on top of a pipeline. Furthermore,
annotation is made more efficient and coherent by drawing an implicit line
between consecutively (wrt. ping) marked points. Both marked points and
pixels along the implicit line correspond to annotations on top of a pipeline.
Besides, the tool comes with two toggles for determining the quality of
a pipeline annotation and the pipeline’s identity. The quality toggle has
three options: Good quality, bad quality, and not visible. In general, the
labels are marked with the good quality option. However, situations such as
pipeline burial use the bad quality option. A bad quality marked point and
every pixel along the implicit line until the next marked point is assumed
to belong to the bad quality option. The not visible option is used when a
pipeline is no longer visible in an image due to occlusion or the pipeline
exiting the image through the boundary beams. No line is drawn from a
not visible marked point. Pipeline identity is used to distinguish between
multiple pipelines, and lines are only drawn between pipelines with the
same identity.
In its original format, every mission has a separate ".txt" file for storing
the marked points, i.e., the labels. Every marked point is recorded as a row
in the .txt-file. Here, the ".mat" file name is recorded, the ping and beam
location of the marked point, the quality, and the identity. Some other
information is also recorded, but it is not relevant for this thesis, and it
could also be inferred from the ".mat" file and the aforementioned recorded
label information. Figure 3.3 shows a visual example of the labels for one
".mat" file.

3.2

Reformatting the data and labels

To efficiently use supervised deep learning, the sensor data and labels have
to be easy to load, view, and process. Due to the dynamic nature of the
data, like the varying length of missions, the number of pings in a ".mat"
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(a) Depth channel

(b) Reflectivity channel

Figure 3.3: Median filtered and cividis color transformed MBES image with
labels. The numbers, two and three, indicate the marked points with their
corresponding identity. Moreover, Green and red colors specify good- and
not visible quality. We can also see a thin red line connecting marked points.
This line is implicit in the original labels. The labels (marked points and
thin red line) specify annotated pipeline top pixels.
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file, and the different range of beams between missions, it is essential to
create a dynamic way of loading the data. Furthermore, just the raw data
size (around 20GB) is too large to be stored in most computer’s memory.
Therefore, the data has to be loaded and processed in chunks instead.
There are several other bottlenecks with the given data and labels
format. For example, extracting a fixed number of consecutive pings at
an arbitrary location of a mission would potentially require opening two
adjacent ".mat" files. This is because a set number of successive pings could
be from the end and start pings of two adjacent "mat" files. Furthermore,
if only the fixed amount of consecutive pings are of interest, the rest of the
loaded pings from the two ".mat" files would be redundant and therefore
discarded.
The original label format requires a series of computationally expensive
transformations to have an appropriate format for deep supervised
learning. Performing these computations once and storing them instead
of reperforming them every time the labels are needed could save time and
resources. Finally, human error is a factor in large and complex projects.
Creating explicit data and label format is easier to test, which can reduce
human error.
From these considerations, a new data and label format are used. The
new format uses h5py [12] which is an interface to HDF5 [67] binary
data format for Python. h5py is designed to store and structure large
quantities of data in a single file. There are two components from h5py
worth mentioning, called groups and datasets. Groups and datasets can be
viewed as a parallel to folders and files.
The new data format has two groups, training and test data, which are
discussed in the next section. Inside each group is twelve and three groups,
respectively, corresponding to different missions. Inside each mission are
two, three-dimension h5py datasets corresponding to the data and labels.
The data is the sensor data, except every ".mat" file has been concatenated
along the ping dimension for each mission.
The labels are rewritten to resemble (sparse) segmentation labels. In
other words, the labels have the same ping and beam shape as the data.
Additionally, there are two channels, i.e., every spatially extracted element
has two values. One indicates the quality option, while the other specifies
the pipeline’s identity. Moreover, the sparse segmentation labels explicitly
contain all the implicit points from the previous label format. Lastly,
every pixel not annotated as pipeline top is zero in both channels. These
non-pipeline top pixels can be considered as explicit annotation of the
background.
The new data format has a few benefits over the former format. For
example, it is possible to browse and view metadata, such as shapes and
data types, without having to load the actual data to memory. Furthermore,
h5py makes it possible to slice and load any segment of the data without
loading any redundant information. Finally, much of the preprocessing,
i.e., creating explicit lines from implicit lines and extracting correctly
shaped data and labels, is done beforehand. This makes loading and
processing data and labels easier, faster, and more dynamic.
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3.3

Training, validation and test sets

As discussed in Subsection 2.3.4, deep learning separates datasets into three
distinct sets: Training, validation, and test. The training set is used to
update model parameters. Then, the developer uses the validation set to
alter their method and for tuning hyperparameters to prevent the model
from overfitting or underfitting the training set. Finally, an unseen portion
of the dataset, i.e., the test set, is used to give an unbiased evaluation of the
final model.
For datasets with a large number of examples, training, validation, and
test sets can be created by sampling. For example, a dataset can be split
in 60:20:20% by sampling 20% of the data examples twice, giving 20%
validation, 20% test, and the rest for training. It is common to assume
that the training, validation and test sets are independently, identically
distributed (i.i.d) [26, p. 108-113]. To make this assumption as valid as
possible, some extra precautions can be taken, such as MS-COCO [44]
removing near duplicate examples to prevent them from appearing across
splits. Otherwise, a training and test example could be nearly identical,
making the model evaluation biased.
However, fifteen seafloor pipeline inspection missions are not a large
number of examples. Furthermore, every mission has unique challenges.
For example, different missions have a variable amount of pings, as well
as differences in frequency and appearance of pipelines. A naive 60:20:20
random split on mission level could sample the three missions with the
highest amount of pings, which contain approximately 52% of all pings.
Moreover, these three missions include one or two pipelines, which can
be described as highly protruding, wide, and often situated in the center
beams, which does not capture the diversity of how pipelines can appear
in the other missions.
Creating training, testing, and validation sets on mission level with
random sampling are therefore poor. The resulting splits could make the
validation or test set steal a large portion of the data, yet remain a poor
representation for the rest of the data. However, one benefit with this
approach is that different missions are independent of one another, which
is investigated further in the next Section (3.4).
In Section 4.1.3, we decide that a fixed amount (32 or 128) of consecutive
pings should act as an input example. By instead splitting the dataset into
three portions through sampling such segments from arbitrary missions
and locations within missions, it is possible to choose the size of the distinct
datasets as well as making the set’s representative of one another. However,
pings can be considered as a time-series. Closely adjacent examples
from a time-series are highly correlated, which violate the independence
assumption. This is investigated further in the next Section (3.4).
This leaves us at a crossroads, either the dataset can be separate on
mission level, or ping-level using a fixed amount of consecutive pings. The
first approach can lead to sets with unwanted sizes while also being a poor
representation of the other sets, i.e., violating the identicality assumption.
On the other hand, the second approach can create correlated sets.
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3.3.1

Choosing the test set

First, and most importantly, model evaluation has to be unbiased. Therefore, the test set has to be independent of both the training and validation
sets. In other words, the test set should be split on mission level. However,
the test missions should be chosen such that they empirically follow three
rules: (i) Capture the diversity of different missions (ii) do not steal a large
portion of pings (iii) and do not contain unique scenarios which are not represented in the training/validation set. Randomly sampling missions can,
in a worst-case scenario, violate all of the rules mentioned above. Therefore, random sampling missions to create a test set are discarded. Instead,
manual selection is used.
The test set consists of 20% of the fifteen missions, i.e. 15 · 0.2 = 3
missions. The missions are selected to have empirically three different levels of difficulty: Easy, medium, and hard, while also empirically adhering to the three rules. Different levels of difficulty correspond to empirically higher inter-mission variation of pipeline scenarios. For example,
missions where the majority of pings contain a single, highly protruding,
wide, nadir-centered, and non-buried pipeline are easy missions. Medium
and hard missions can contain multiple pipelines, with varying degrees of
quality, burial, and which beams they appear in. The test set is further
explored in Section 3.4.
It is worth noting that none of the three largest and easiest missions
are selected to be part of the test set because they violate rule (ii). The
mission with 254 beams is not part of the test mission because it violates
rule (iii). There are two consequences from this, the test set evaluation does
not entirely capture the complete diversity of the training and validation,
nor does it contain the same amount of easy missions as the test set. In
other words, the test set is not completely representative of the training
and validation sets. Furthermore, it is empirically harder than the training
and validation sets. Therefore, models are expected to see a performance
decrease when evaluated on the test set compared to the training and
validation sets.
Although the test set is not entirely representative of the training and
validation sets, it does represent three HUGIN missions. Therefore, it
is a good set for evaluating how well a model can generalize to unseen
missions.
Finally, the test set has been chosen with rule (i) in mind. However,
most missions are quite homogeneous. As a result, the test set can
be argued to averagely be harder (more diverse) than the training and
validation set. This can, for example, be seen in the next section, from
Table 3.1, by how frequently pings contain multiple pipelines in the test
set compared to the training and validation set.

3.3.2

Choosing the validation set

Removing entire missions from the training set can reduce a model’s ability
to learning scenarios unique to these missions. There is no way around this
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when creating the test set since it has to be unbiased. However, a validation
set is only used to help a developer create and tune hyper-parameters, such
that they can generalize to examples not explicitly trained on. Therefore,
a validation set is not strictly necessary and can be integrated into the
training set if the developer so chooses, as suggested by the PASCAL VOC
2009 dataset [20].
While a validation set is not strictly necessary, it can help the developer
prevent a model from overfitting or underfitting the training data. We,
therefore, also create a validation set. However, to prevent the validation
set from stealing unique pipeline mission scenarios, it is built on pinglevel instead of mission level. Consequently, the validation set is a better
representation of the training set, but at the expense of higher correlation.
However, it is possible to reduce the dependence between validation
and training set. While closely adjacent pings are highly correlated, Table
3.2 shows that increasing displacement between pings from the same
mission reduces correlation. Extracting a fixed amount (10%) of successive
pings from a mission compared to extracting unit input (32 or 128 pings)
examples at multiple locations can reduce the correlation between the
validation and training set. The validation set is further explored in the
next section.

3.4

Overview of Dataset

To create models that can interpret, learn, and infer high-quality information from data, one has to have intimate knowledge of the data to be used.
This section gives a deeper understanding of the dataset as well as its distinct training, validation, and test sets.
There are in total fifteen missions in the dataset. Three of the missions
are part of the test set, while the remaining twelve are for training and
validation. There are in total N = 3607340 pings. The three missions in the
test set have Ntest = 340750 pings, which corresponds to
Ntest
340750
=
≈ 9.4%,
N
3607340

(3.1)

of the total data. The validation set extracts 10% of consecutive pings
sampled from a random location from each of the remaining twelve
missions. It therefore contains

Nval = 0.1 · ( N − Ntest ) = 0.1 · (3607340 − 340750) = 326659,

(3.2)

pings, which corresponds to 9.1% of all pings.
It is possible to investigate the frequency of labeled pipelines in
different beams for different missions. This can be done by aggregating
(summing) every labeled pipeline top pixel for each beam across a mission.
To make values represent the relative likelihood of pipeline occurrence
between beams, they are also scaled by the number of pipeline top pixels
37

across every beam. For a mission with P pings and B beams, pipeline
occurrence can be expressed as
bi =

P

1
B

P

∑ ∑ bij

∑ bij ,

(3.3)

j =1

i =1 j =1

where bij is one when it contains labeled pipeline and zero when it does
not. Figure 3.4 shows the result.
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Figure 3.4: Distribution of labeled seafloor pipeline occurrences with
respect to beam, for each mission. The bottom row, i.e., the three last nonempty plots, is from the test set, the other plots are from the training and
validation set. We see that pipelines are most commonly found in the center
beams.
It is also possible to see how frequently pipelines occur in different
beams depending on which set, training, validation and test, they belong to
by aggregating across missions as well. This visualizes how representative
the different sets are of one another with respect to pipeline distribution in
beams. The results can be seen in Figure 3.5.
Our proposed model, described in Chapter 4, infers knowledge
on fourteen mutually exclusive regions of the input. It is, therefore,
meaningful to also display labeled pipeline distribution for these fourteen
regions. Figure 3.6 shows the results of further aggregating pipeline labels
across regions.
The size of a mission varies, as well as how frequently a ping contains
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Figure 3.5: Training, validation, and test set distribution of labeled seafloor
pipeline with respect to beams. All three sets seem to overlap quite
well, indicating that they are relatively representative of one another with
respect to which beams are most likely to contain pipeline labels.
zero, one, or multiple pipelines. Table 3.1 shows the relative size of different
missions and the frequency of zero, one or multiple pipelines in pings.
The MBES produces a continuous swath of the seafloor, implying that
consecutive pings form a time-series and are therefore assumed to be
correlated. The degree of correlation is found by calculating the Pearson
correlation coefficient

ρ xy =

Cov( x, y)

1
Cov( x, y) =
N

σx σy

,
(3.4)

N

∑ (xi − x̄)(yi − ȳ),

n =1

where x̄ and ȳ is the mean of x and y, as shown in Equation 2.14 and σx
or σy is the standard deviations shown in Equation 2.15. Using the Pearson
correlation coefficient on two pings p and p reveals how much the two
i

j

pings correlate. As a disclaimer, most beams contain information on the
seafloor rather than a pipeline; see Figure 3.2. The Pearson correlation
coefficient between pings should, therefore, be interpreted as how much
seafloor correlate rather than how much pipelines correlate.
Let us calculate the average correlation between pings for three
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Mission
1
2
3
4
5
6
7
8
9
10
11
12
Total
13
14
15
Total

Ni /N (%)
(2.2, 0.2)
(2.7, 0.3)
(11.1, 1.2)
(13.8, 1.5)
(14.4, 1.6)
(18.6, 2.1)
(1.1, 0.1)
(2.3, 0.3)
(3.9, 0.4)
(5.6, 0.6)
(4.7, 0.5)
(1.2, 0.1)
(81.5, 9.1)
1.4
7.5
0.6
9.4

0 (%)
(0.1,
0.0)
(0.3,
0.0)
(22.1, 52.5)
(6.7, 14.2)
(0.3,
0.0)
(15.0, 0.0)
(5.9,
0.0)
(98.6, 100.0)
(17.8, 2.5)
(56.2, 86.2)
(14.4, 2.0)
(3.5,
0.0)
(16.0, 18.5)
0.0
0.7
0.0
0.6

1 (%)
(66.3, 100.0)
(99.3, 91.8)
(77.9, 47.5)
(93.3, 85.8)
(99.7, 100.0)
(85.0, 100.0)
(92.4, 100.0)
(1.4,
0.0)
(82.1, 97.5)
(35.7, 11.2)
(83.7, 98.0)
(96.5, 100.0)
(82.4, 81.1)
81.8
85.2
100.0
85.5

2 ≥ (%)
(33.6,0.0)
(0.4, 8.2)
(0.0, 0.0)
(0.0, 0.0)
(0.0, 0.0)
(0.0, 0.0)
(1.7, 0.0)
(0.0, 0.0)
(0.1, 0.0)
(8.1, 2.7)
(1.9, 0.0)
(0.0, 0.0)
(1.6, 0.5)
18.2
14.1
0.0
13.9

Table 3.1: A table with five columns; mission identity, mission size with
respect to ping, percentage of pings relative to mission size with zero, one
and multiple (2 ≥) annotated pipelines for training and validation (1-12),
and test (13-15) sets. Training and validation sets are displayed groupwise, i.e., (Training, Validation). We see that different missions vary in
size (amount of pings) as well as how frequent pings contain zero, one,
or multiple pipelines.
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Figure 3.6: Similar to Figure 3.5, but with beams aggregated to equally
sized, mutually exclusive regions of beams. Grid thirteen has the least
amount of pipeline occurrences in the training data, at only 0.72% of the
total pipeline occurrences in the training data. The seventh and eighth
regions contain the vast majority of labeled pipelines.

scenarios: inter-mission ping displacement, training and validation (TV),
and reference (ref). Table 3.2 shows the results of these correlation
scenarios.
For average inter-mission ping displacement correlation, five different
displacements are calculated: 1, 10, 100, 1000, and 10000. The correlation
coefficient is calculated using 100 sampled pings from every mission. For
every ping, another ping from the same mission is extracted with the
displacements as mentioned above, followed by calculating the Pearson
correlation coefficient. Finally, the average is calculated across the 1500
Pearson correlation coefficients.
From Subsection 3.3.2, we chose to create the validation set from a
fixed set (10%) of consecutive pings from each of the training missions.
Average training and validation correlation (TV) is calculated similarly to
the average inter-mission ping displacement correlation. However, the 100
pings are sampled randomly from both the training and validation portion
of the sets. The average is calculated across 1200 correlation samples
because three missions belong to the test set.
Lastly, the reference (ref) samples ten pings from each mission and
calculates the correlation between all pings from different missions.
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Depth
Reflecivity

1
0.91
0.47

10
0.86
0.37

100
0.71
0.32

1000
0.38
0.26

10000
0.19
0.24

TV
0.13
0.20

Ref
0.07
0.09

Table 3.2: Inter mission average Pearson correlation coefficient between 1,
10, 100, 100, and 10000 displaced pings. We can see that close pings are
highly correlated, while larger ping displacement yields less correlation.
There is also an apparent correlation difference between the depth and
reflectivity channels. The TV column displays inter mission correlation
between training and validation sets, while the last column is the reference
between missions correlation.

3.5

Challenges with the data and labels

Deep learning models are data-driven models and are, therefore, only as
good as the data they are fed. If the data contains few or no examples of
some particular scenarios, the model can not be expected to perform well
on these scenarios. This section discusses what can be empirically expected
from a model learning from this dataset, or rather, challenges and benefits
with the data.

3.5.1

Pipeline-beam bias

The HUGIN AUV already has on-board algorithms for detection and
tracking of pipelines. This functionality was actively used during most
of the missions in the dataset. The result of the detection and tracking
algorithms can be seen from Figure 3.5, where pipelines are dominating
the centre beams. In other words, HUGIN can, on average, position and
orient itself above pipelines quite accurately.
However, Table 3.1 shows that missions four, five, and six contain
roughly 52% of all pings. Pipelines in these missions, see Figure 3.1, have
pipelines that are especially biased to the centre beams. These missions
can also be categorized as easy missions, because they never contain more
than one pipeline in any of their pings, as can be seen from Table 3.1.
The pipelines in these missions are also wide (span several beams) and
protruding. Data-driven models are, therefore, expected to perform well in
these scenarios.
It is important to bear in mind that pipelines are most commonly found
in the centre beams. Otherwise, poorly developed data-driven models
might learn to be biased towards always predict pipelines in the centre
beams while never predicting pipelines in the outer beams. A simple but
strong baseline could, therefore, be to always predict pipeline in the centre
beam. This is the baseline that will be used in this thesis, and it is further
explained in Chapter 5. If more sophisticated methods outperform this
baseline, they may be regarded as successful.
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3.5.2

Specular reflection and human error

Humans are prone to making errors, which will inevitably affect the quality
of the labels they make. However, supervised deep learning models have
proven to be able to learn from human-annotated data. Nevertheless, it is
worth discussing some of the potential sources of error in the labels, as this
will affect how well a model should be expected to behave. Specifically, this
subsection looks at three possible sources of error; (i) human error, (ii), high
reflectivity response is not necessarily true pipeline top (iii) overlapping
information in outer beams.
During annotation, a pipeline is usually found by looking for sharp
response transitions between seafloor and pipeline, to seafloor again. Then,
a pipeline top is selected to be somewhere in the middle of the pipeline
response. However, pipeline response in the reflectivity channel is highest
in the beam(s) perpendicular to the pipeline, or in other words, when
the specular reflection angle of incidence of a beam to a pipeline is zero
(normal). As a result, a high reflectivity response in the center beams
corresponds well with the true pipeline top, but not for outer beams.
Instead, a high reflectivity response for outer beams corresponds to the side
of a pipeline. See Figure 3.7 for an illustration of this concept.
Hugin

Pipeline

Nadir

Figure 3.7: Illustration of reflectivity response from a pipeline when it
is away from nadir. Due to the angle of incidence, the response from
beams hitting the top of the pipeline is scattered away from HUGIN. The
beam perpendicular to the inferred tangent line receives a higher response.
High response in the reflectivity channel, therefore, does not necessarily
correspond with a true pipeline top.
Instead, annotation can use the depth channel, to prevent inaccurate
annotation of pipeline top in the outer beams. However, if the pipeline
has a low depth response contrast to the seafloor, annotation is done
in the reflectivity channel. Then, if the pipeline is located in the outer
beams, localization and subsequently annotation of pipeline top can be less
accurate.
Section 2.1 shows an example of how to calculate the physical
distance between adjacent beams. In order to keep the physical distance
approximately constant (for a flat seafloor) across beams, the angular
difference between outer beams has to be lower than for the centre beams.
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Moreover, due to the larger incidence angle of outer beams, they will cover
a more substantial portion of the seafloor. Consequently, there will be
overlapping information occurring between adjacent outer beams. This
can make, for example, pipelines appear smeared and broader than they
are.
Because pipeline top can appear differently in the outer beams, the
labels might also be less accurate in the outer beams. Furthermore, one can
imagine a filter matching algorithm trying to match pipelines at different
regions of an image. If this filter is fine-tuned to find pipelines in the centre
beams, it might be weak at matching pipelines in the outer beams.

3.5.3

Limiting the label scope

Ideally, a model should use all the information available in the labels to
make predictions containing as much information as possible. This would
involve using the location of pipelines as well as the quality and identity
information. However, this project is the first to use the dataset and labels
in deep learning. There is therefore no guarantee that the dataset is large,
accurate or diverse enough even to solve the localization part (detection
and tracking).
Furthermore, the quality and identity labels could potentially hurt a
model unless they are accurate. At the start of annotation, the quality
option only contained two categories: Buried or not buried. However,
later the definition changed into three categories: Good quality, bad quality
and not visible. The not visible is used to prevent lines from being drawn
between marked points that do not contain pipeline between them. This is
used to generate the sparse segmentation labels. However, we argue that
the good quality and bad quality options are too inconsistent to be used
without potentially harming a deep learning model.
The identity option is also not used. Assigning pipelines with identities
is hard because it is not apparent when a pipeline appears if it is a
previously seen or new pipeline. Furthermore, if it is a previously seen
pipeline, there was no rule for how many pings it should be invisible in
before it should be assigned a new identity.
Future projects could try to use the quality and identity options, but
we advocate manually revisiting and refining the labels beforehand. This
requires more rigid definitions for when to assign pipelines new identities
and when to call an annotation good or bad quality.
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Chapter 4

Model and Implementation
This chapter presents our proposed deep learning solutions to the detection
and tracking problem.

4.1

Choosing ANN architecture

Section 2.3 discusses how versatile deep learning is. In particular, how
ANNs are theoretically capable of solving problems that can be formulated
as approximating continuous functions [42]. However, it was further
discussed that ANN architecture influences performance, such as deeper
ANNs outperforming shallower ANNs. However, there is no clear rule on
how to build the best possible ANN for a task. Instead, there are guidelines
for which building blocks to use as well as how to combine them. Building
an ANN for a task can, thus, be viewed as a heuristic method.
One can, therefore, imagine that similar tasks operating on similar data
could use similar network architecture. Consequently, it is possible to
alleviate the need for custom designing an ANN for a new problem by
instead reusing parts of an existing successful architecture.
In particular, Subsection 2.1.1 discusses the similarity of optical images
and multibeam echosounder data, or more concretely, how a collection
of succeeding pings can be seen as an image. Through the lens of
viewing a collection of pings as a single image, we can look to related
research in interpreting images with deep learning. Specifically, we
look for inspiration from image classification, detection, tracking and
segmentation, with the idea that these models can be used to interpret and
infer information on multibeam echosounder images as well.

4.1.1

Task definition (detection vs segmentation)

We consider two ways of solving the task of finding pipelines in multibeam
echosounder data; object detection and segmentation. Object detection
attempts to find objects of interest in images, usually by predicting
bounding boxes that encapsulate them. Segmentation tries to classify every
pixel in an image. Using deep learning, the two tasks differ in a few areas,
such as label format, model architecture, and loss function. Here, we briefly
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discuss why we do not choose to define our task as a segmentation task, but
instead as a detection task.
We can view our h5py label format as a sparse segmentation representation, where each pixel in a mission is either categorized as foreground or
background, i.e. pipeline top or not. In early experiments, we tried to use
U-Net [59] with binary categorization of pixels either being pipeline top
pixel or not. However, because very few pixels are annotated pipeline top,
the model can get high classification accuracy by predicting every pixel to
be a background pixel. The model has found a clever solution because it
gets a small loss, but this is a poor design on our part because having a
model always predicting background is of no interest.
From the problem as mentioned above, we consider two ways to help
guide the model to find pipelines; class weighting and label-expansion.
Class weighting increases the loss from foreground classification while
reducing the loss on background classification. However, because the
labels are human-made, the annotated pipeline top is not necessarily the
true pipeline top, see Figure 4.1 for an illustration of the difference between
these two terms (assumed annotated pipeline top is discussed in Subsection
4.1.2). For example, if all pixels on the annotated pipeline top miss the true
pipeline top by one pixel, and our model classifies every pixel correctly
with respect to the true pipeline top pixels, the model is penalized in full
on the pixels it classifies as pipeline top. In other words, learning does not
consider the "closeness" of a prediction.

True pipeline top
Annotated pipeline top
Assumed annotated pipeline top

Figure 4.1: Illustration of the three different terms: True pipeline top,
Annotated pipeline top and Assumed annotated pipeline top. Note that this is
an illustration, and the difference between them are exaggerated for visual
purposes.
If we knew the physical width of every pipeline in every mission, we
could translate it to pixel coordinates which could be used to expand the
labels from only pipeline top pixels to include all pixels of pipeline. Labelexpansion could help alleviate the sparseness of the segmentation labels
for relatively wide pipelines in pixel-coordinates, which can be a result of
either physically wide pipelines, or when HUGIN is flying at low altitudes.
However, for either physically thin pipelines, or when HUGIN is flying
at high altitudes (or a combination), the pipeline response width in pixel46

coordinates can remain sparse.
Moreover, expanding the labels to all pixels of pipeline can compromise
the accuracy of the labels in unforeseen ways. It is, therefore, necessary
to manually check the quality of the resulting dense segmentation labels
(pipeline or not pipeline) before using them. This can require both
revisiting and possibly refining the labels. Despite these challenges, we
acknowledge that segmentation, especially using class weighting and
label-expansion, is an interesting alternative approach to our problem.
In contrast to segmentation, where the model is penalized on whether
a pixel is correctly classified as either labelled foreground or background,
we take inspiration from detection which scales the penalty according to
how close a prediction is to the ground truth. We believe that this puts less
pressure on the pixel-correctness of the labels, and makes it easier to learn
the general structure of annotated pipelines. We, therefore, decide to use
object detection as an approach to solving our problem.
In the next Subsection 4.1.2, we shall see how we take inspiration from
object detection in optical images, and how we choose to formulate where
the model has found pipelines in an input.

4.1.2

(Pipe)line representations

In this subsection, we discuss how we take inspiration from object detection
in optical images using bounding boxes to make our model able to report
where it has found pipelines in an input. Specifically, we define two
formats; the label format of an annotated pipeline, and the model output
format of a detected pipeline. Before discussing the label format, note that
the input to our model is a collection of 32 consecutive pings, as described
in Subsection 4.1.3. Unless otherwise specified, 32 consecutive pings will
be henceforth also be referred to as an image.
Let us start by making an assumption about the labels of an image.
From our experience in labelling the dataset, there is an inherent ping
number linearity in the labels. This has to do with how the annotation tool
was designed. Annotated pipeline top was created by drawing straight
lines between annotated points on top of pipelines or assumed vicinity of
pipeline top when they were buried. Therefore, we assume that labelled
pipeline top is linear in a small (≤ 32) collection of pings, i.e. an image. See
Figure 4.1 for an illustration of assumed annotated pipeline top.
As a consequence of this assumption, all pixels of annotated pipeline
top from the labels of an image can be represented with two points p1 =
( x1 , y1 ) and p2 = ( x2 , y2 ). Here, x and y are synonymous to the pingdirection and beam-direction respectively. These two points are the first
and final (wrt. ping) annotated pipeline top pixels of a pipeline in an image.
The points implicitly define a (pipe)line, and our assumption implies that
all points along the line are annotated pipeline top as well.
As mentioned, we want to take inspiration from object detection in
optical images using bounding boxes. In Subsection 2.2.2.1 we saw that a
bounding box can be represented with two corner points p1 = (bx1 , by1 ) and
p2 = (bx2 , by2 ), see right image of Figure 2.3. We could therefore consider
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the assumed annotated pipeline top points p1 and p2 to be parameters to
bounding boxes as well. However, a line gives a more accurate description
of a collection of annotated pipeline top pixels compared to a bounding
box, which merely indicates a region containing a collection of annotated
pipeline top pixels. We therefore decide our label format to be the two points
p1 and p2 defining a line, not a bounding box.
The labels define a model’s objective, and the labels define a set of
(pipe)lines for each image. Therefore a model using the labels should
also output parameters of (pipe)lines. However, there are many ways of
representing a line.
For example, using the slope-intercept form y = ax + b with a and b
as parameters. Or with a polar / normal representation as r = xcos(θ ) +
ysin(θ ) with θ and r as parameters. Or on standard form ax + by = c with
a, b and c as parameters. Or, like the assumed (pipe)line label format, two
points p1 = ( x1 , y1 ) and p2 = ( x2 , y2 ) defining a line.
A model using the labels could, therefore, output parameters to any
of these line forms. However, different (pipe)line presentation have
associated properties that can make them either beneficial or inappropriate
for our problem. For example, the slope-intercept form only requires
two parameters a and b to represent a line, compared to the label format
requiring four parameters [ x1 , y1 , x2 , y2 ]. However, the slope-intercept form
can not represent vertical lines with finite valued parameters. Furthermore,
small changes to the degree of verticality of a line can result in large
changes to the slope-parameter a. This can affect how well a model learns
to predict (pipe)lines.
We know from Section 2.2.2.1 that ANNs can successfully learn to
output parameters to bounding boxes, and as discussed above, our label
format could also be considered as parameters to a bounding box. By
making our model output format the same format as our label format, we
expect our choice of (pipe)line representation to be a feasible learning
objective. We therefore decide our model output format for representing
(pipe)lines to be [ x1 , y1 , x2 , y2 ], i.e two points p1 = ( x1 , y1 ) and p2 = ( x2 , y2 ),
defining a line.

4.1.3

Base network

We have chosen to use ResNet50 [31] as the base architecture of our model.
ResNet was initially designed for image classification where it achieved
state-of-the-art performance on the ImageNet and CIFAR-10 datasets. The
authors also showed that ResNet works well for object detection tasks.
Specifically, by employing ResNet to the existing object detection method
Faster R-CNN [57], replacing the previous Faster R-CNN base network
VGG-16 [61], and achieving state-of-the-art performance in object detection
on the PASCAL VOC 2007, 2012, and the MS-COCO datasets. Moreover,
many of the top object detectors on the PASCAL VOC 2007 dataset
benchmark have used different versions of the ResNet architecture as a
backbone to their models, such as SNIPER [62], ATSS [71] and R-FCN [16].
While our approach is based on the ResNet50 architecture, larger base
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networks such as ResNet101 [31] or ResNeXt101 [69] could potentially
achieve a better accuracy. However, larger networks have more trainable
parameters and require more computational memory. Moreover, this
thesis’ research questions investigate the choice of the loss function, as well
as the size of input data (context). Therefore, we consider the relative error
between experiments as more important than achieving the lowest possible
error. Replacing ResNet50 with, for example, ResNet101, ResNeXt101 or
similar base architectures can, therefore, be considered if the computational
cost is no issue.
On the other hand, if computational resources are low, other less
computationally expensive base networks, such as MobileNets [34], can
also replace ResNet50. Explicitly segmenting out a base network is
therefore highly versatile to computational resource limitations, at a
potential trade-off in accuracy.
ResNet50 uses one max pooling layer with 2 × 2 striding and four 2 × 2
strided convolutions, as explained in Subsection 2.3.1.7. As a result, the
input experiences a spatial dimension reduction of 25 × 25 = 32 × 32. This
puts a constraint on the size of the input. Specifically, the input to ResNet50
has to be at least the same size as the dimension reduction, i.e. 32 × 32.
Every ping in the dataset has 254 ≥ elements (beams), and thus fulfils the
spatial size criteria. To also satisfy the size criteria for the ping dimension,
we consider an input image to be a collection of 32 consecutive pings.
The final layers of a model define its output format, and ResNet50
was originally designed for outputting probabilities of classes, i.e. image
classification, which does not fit the seafloor pipeline detection and
tracking task. Following [16], we remove the two last layers of ResNet50,
average pooling and dense layer. We consider all remaining layers of
ResNet as our base network.
4.1.3.1

Input- and output shapes from base network

A batch of inputs has shape (batch_size, pings, beams, channels). The batch
size is a hyperparameter. Above, we decided that an input image is a
collection of 32 pings, but we also note that any multiple k of 32 is feasible.
Each mission has 400 beams per ping, except one mission which has 254
beams per ping. In the case of 254 beams per ping, we zero-pad each ping
on both sides with (400 − 254)/2 = 73; thus, every input has 400 beams.
We consider two channels, reflectivity and depth. Therefore, a batch of
inputs to our model has shape (batch_size, 32, 400, 2).
Our base network, ResNet50, down-samples the spatial dimensions,
ping and beam, with 32 × 32. The ping dimension size then is 32/32=1.
While the beam dimension should have size 400/32 = 12.5. However,
even striding with a kernel and input of odd shape with (k − 1)/2 padding,
where k is the kernel size, results in an output shape half the size of the
input shape, rounded up. For example, an input of shape 5 × 5, padded
with unit length to each side gives a 7 × 7 padded input. Convolving
this with a kernel of shape 3 × 3, two-step striding(s = 2) results in an
output with 3 × 3 shape. Therefore, the shape of the output from ResNet50
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becomes (batch_size, 1, 13, 2). In order to arrive at a finer-grained feature
map of shape (batch_size, 1, 14, 2), we increase the beam dimension of the
input image by nine on each side through zero-padding.

4.1.4

Task-specific extension to base network

Table 3.1 shows that pings can contain multiple pipelines. Therefore,
our model needs to be able to predict whether an image contains zero,
one or multiple pipelines, as well as where they are. However, from the
same table, we also know that multiple pipelines in pings are uncommon.
Furthermore, from our experience in labelling the dataset, we know that if
there are multiple pipelines, they are usually several beams apart.
Subsection 2.3.1.2 points out that convolution is equivariant to translation. In other words, a translation of an object in the input will introduce a corresponding translation of the object’s representation in the
output. Bertinetto et al. [6] expands upon this notion, describing a function as fully-convolutional if it commutes with translation. Their fullyconvolutional neural network use max-pooling (with striding), convolutional layers, batch normalization and ReLU activation. These are the same
components involved in our base network, ResNet50. Therefore, we expect
our base network also to enjoy the property of being fully-convolutional.
Because our network commutes with translation, feature vectors can be
viewed as describing spatially related regions of the input. Although the
receptive field of adjacent feature vectors overlaps, we shall call mutually
exclusive input regions for grid cells, and consider a feature vector to be
responsible for interpreting its spatially related grid cell. See Figure 4.2 for
an illustration of the terms grid cell, feature vector, feature map and how they
are related.

Grid cell
ResNet50

Feature map
Feature vector

Figure 4.2: Illustration of the three terms grid cell, feature vector and feature
map. We see 32 pings of the depth channel (here with color), and how each
region (grid cell) of the image is spatially related to the feature vectors in
the feature map from ResNet50.
We take inspiration from single-shot detection algorithms, such as
YOLO [56] and SSD [45], to make our model capable of detecting
multiple pipelines. However, [56] removes the spatial relation between the
intermediate feature map and input by flattening the feature map, followed
by two densely connected layers. Then they reintroduce a spatial map
by reshaping the resulting feature vector from the final dense layer. As
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a result, their neural network is not fully-convolutional, which makes the
relationship between the feature map and input less apparent. [55] makes
their YOLOv2 network better by removing the densely connected layers,
and instead predict offsets to prior anchor boxes on the feature map.
Predicting offsets to prior anchor boxes on the feature map enables
a model to detect arbitrary many objects of interest in an input (limited
by the size of the feature map, and a chosen number of anchor boxes).
As discussed above, however, we know that multiple pipelines are rare.
Therefore we choose to consider a single anchor box per grid cell, i.e.
the grid cell itself. This enables a relatively straightforward task-specific
extension to the base network, ResNet50, by predicting whether each grid
cell contains a pipeline or not, as well as where it is if it exists.
Specifically, we add three convolutional layers to the end of the base
network. Each layer uses a k × 1 kernel over the feature map. The
hyperparameter k depends on the input size to the model. For example,
a model using a 32-ping input adopts k = 1.
One of the convolutional layers, f 1 , has a single kernel and uses a
Sigmoid activation function. This layer produces a scalar output c for each
input image from a mini-batch, for each of the fourteen beam-dependent
feature vectors. The output c is the confidence score for each grid cell on
whether it contains a pipeline or not.
The second convolutional layer f 2 has two kernels and no non-linear
activation function, as suggested by [56]. This layer outputs two scalars, x1
and y1 .
The third convolutional layer f 3 is identical to the second convolution,
with one exception. It is residual to the second convolutional layer’s
output. The output of f 3 are two more scalars, x2 and y2 . In other words, if
x is a feature vector from the base network, then [ x2 y2 ] T = f 2 ( x ) + f 3 ( x ) =
[ x1 y1 ]T + f 3 ( x ). See Figure 4.3 for an illustration of our model.
The model can be interpreted to transform a detection task into fourteen
mutually exclusive binary classification and localization task in a single
forward pass, i.e. single-shot detection. In Chapter 5, we also argue that
the model can be interpreted as a tracking model.

4.2

Loss function(s)

Object detection in optical images using deep learning requires a multiobjective loss function to train the neural network. First, the model has
to predict which class (including a no-class category) a detection belongs
to for every anchor box in every grid cell. Thus, the model needs a
categorization loss. Then, the model has to predict (possibly offsets to a
priori placed) parameters to bounding boxes that should encapsulate every
object of interest of an input. Therefore the model also needs a regression
loss for measuring the closeness of predicted and labelled bounding boxes.
Our model is also required to categorize whether grid cells contain
a pipeline before also locating them if they exist. Therefore, our model
also needs a multi-objective loss function consisting of a classification and
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Figure 4.3: Model illustration
regression loss-function. However, our model predicts (pipe)lines instead
of bounding boxes. We believe that it is possible to exploit this discrepancy
in order to arrive at a more favourable regression loss-function compared to
standard regression loss-functions used for deep learning in optical image
object detection.
This section explores how to create a multi-objective loss function for
detecting (pipe)lines. It starts by introducing the classification part of the
multi-objective loss, before discussing and presenting several regression
loss-functions for making the model able to locate where a (pipe)line is if it
exists.

4.2.1

Classification

The classification part of our model is binary, i.e. does a grid cell contain
pipeline or not? We can thus use the BCE loss function described in
Subsection 2.3.3, Equation 2.16.
However, from Section 3.4, Figure 3.6, we found that pipelines are
unevenly distributed among grid cells, as well as most grid cells having
a likelihood biased towards not containing pipeline. Having a static loss
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between pipeline vs no pipeline across all grid cells motivates a simple
never- or always pipeline prediction depending on the likelihood of a grid
cell containing pipeline.
Instead, we scale the loss the model receives for classifying a grid cell
as either containing or not containing pipeline by how frequently pipelines
appear in different grid cells, across a mini-batch. The scaled binary crossentropy (sBCE) for a mini-batch of size B across S grid cells can then be
expressed as

sBCE = −

1
BS

B −1 S −1

∑ ∑ [ βcj yij log(ŷij∗ ) + β j (1 − yij ) log(1 − ŷij∗ )]

(4.1)

i =0 j =0

where yij is a grid cell’s label on whether it contains two or more
seafloor pipeline top pixels (= 1) or not (= 0). ŷij is the model prediction.
ŷij∗ is a clipped version of ŷij in order to prevent the logarithm of zero (i.e.
log(0)), which is calculated as
ŷij∗ = clip(e, ŷij , 1 − e), ŷij ∈ [0, 1] ⊂ R

(4.2)

we follow Keras’s [10] implementation of BCE and use e = 1e − 7. The
clip function can be expressed as


 a when x < a

clip( a, x, b) = x when x ∈ [ a, b]
(4.3)


b otherwise
Finally, the scale for each grid cell, for both object βcj and no object β j is
calculated as

β j = clip(α,

1
B

1
βcj = clip(α,
B

B −1

∑ yij , 1 − α)

i =0
B −1

(4.4)

∑ (1 − yij ), 1 − α)

i =0

To prevent the scales from becoming zero (removing the gradient
information for a particular class and grid cell), we use the clip function.
Again we look at Figure 3.6 where we found that grid cell thirteen has only
0.72% probability of containing pipeline. We use this as a lower bound for
the loss-scales in order to always retain some gradient information despite
a grid cell only containing one class (pipeline or no pipeline) across a minibatch. Explicitly, we set a conservative lower bound of α = 0.5% = 0.005
with respect to grid thirteen’s pipeline occurrence likelihood, for all scales.
Note that we also set an upper bound in the clipping function. While
we do not expect this to make a big difference (meaning we could instead
use a max function to just clip the lower bound), it makes the sum of the
scales one for each grid cell, even during clipping, i.e. βcj + β j = 1.
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4.2.2

Regression

Standard loss formulation for a regression task uses some form of a
difference between individual components of the predictions and labels.
Such as in all the versions of YOLO [54–56], or R-CNN [22, 23, 57].
Therefore, we too create a similar regression loss (MSE) based on the
individual components of the output and labels, see subsection 4.2.2.1.
However, there is a discrepancy between measuring the difference of
individual components, compared to measuring the difference in what
those components represent. This section explores some alternative
regression loss function that also includes what the prediction and labels
represent, i.e. (pipe)lines.
The third research question of this thesis is to explore whether
alternative regression loss function formulations can improve model
performance. Models trained with the MSE loss function is considered the
baseline for this research question. Other regression loss formulations are
efforts in improving this baseline.
But first, a reminder of the regression output and label format. A
(pipe)line prediction and label is defined by two points ( x1 , y1 ) and ( x2 , y2 ).
However, all points along this line is also considered as predicted and
labeled pipeline top pixels. We denote a line defined by the labeled points
[ x1 , y1 , x2 , y2 ] as l, and a line defined by the predicted points [ x̂1 , ŷ1 , x̂2 , ŷ2 ]
ˆ
as l.
Note that, during inference, it is possible to consider a regression
prediction to be restricted to its grid cell. However, we consider all points
along the predicted line bounded by the input image. An interesting
property of predicting lines though, they can be valid outside the scope
of the image as well. Then, regression predictions can be extrapolated past
the input image, which can indicate where the pipeline might appear in the
future.
4.2.2.1

Mean Squared Error (MSE)

The regression loss should only be calculated for the subset of grid cells
(for each element in a mini-batch) containing (pipe)line. This means that
the mean scale N varies across mini-batches, which we calculate as
B −1 S −1

N=

∑ ∑ yij

(4.5)

i =0 j =0

where yij is the class label on whether batch i, grid cell j contain pipeline
or not. Then the MSE regression loss can be expressed as
1
MSE(l, lˆ) =
2N

B −1 S −1

∑ ∑ yij


x1,ij − x̂1,ij

i =0 j =0

2
2

+ x2,ij − x̂2,ij

2
2


(4.6)

where x1 = [ x1 y1 ] T ∈ R2 and x2 = [ x2 y2 ] T ∈ R2 denotes a vectorized
version of the regression labels and equivalently for the predictions x̂1 and
x̂2 . k·k2 denotes the Euclidean (L2) norm.
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To make it easier to relate different losses to each other, we scale
the distance with respect to the number of terms added (related to 2dimensional Euclidean distance), here 2.
4.2.2.2

Midpoint Distance (MD)

Wirtz and Paulus [68] presents an evaluation of several established line
segment distance functions for line segment matching. We neither restrict
labelled nor predicted (pipe)lines to be line segments nor are we looking to
match line segments. However, we draw inspiration from multiple of these
line distance functions in order to create alternative (pipe)line regression
loss-functions. Note that we limit our scope to non-orientation dependent
line distance functions.
We hypothesize that including the difference between several points
(here, one more point compared to MSE, i.e. the midpoint) along the
predicted and labelled lines can increase the accuracy of the objective. We
therefore infer another point for both the regression labels ( xm , ym ) = m
and predictions ( x̂m , ŷm ) = m̂ as
m = (( x2 − x1 )/2, (y2 − y1 )/2)

(4.7)

By considering x1 = ( x1 , y1 ), x2 = ( x2 , y2 ) and m as vectors we can then
calculate the midpoint distance as
B −1 S −1

1
MD(l, lˆ) =
3N

∑ ∑ yij


x1,ij − x̂1,ij

i =0 j =0

2

+


x2,ij − x̂2,ij

2

+ mij − m̂ij

(4.8)

2

In order for a fair comparison between MSE and MD, we also consider
a squared version of MD expressed as

MD2 (l, lˆ) =

1
3N

B −1 S −1

∑∑


x1,ij − x̂1,ij

yij

i =0 j =0

x2,ij − x̂2,ij

2
2

+ mij − m̂ij

2
2

+
2



(4.9)

2

Further losses using Euclidean norms will also have an implicit squared
version of itself.
4.2.2.3

Hausdorff Line Distance (HLD)

One can use either MSE or MD to measure the difference between a
predicted and labelled (pipe)line. However, as discussed at the start
of this section, there is a discrepancy between measuring differences of
individual components, compared to measuring differences in what those
components represent. For lines, the prediction fo a model might be
55

ˆ
inaccurately punished based on the points defining the lines, l and l,
instead of the similarity of lines. An example of such an inaccurate
punishment is illustrated in Figure 4.4.
y (beam)

( x1 , y1 )

( x2 , y2 )

l

k x1 − x̂1 k2

e

k x2 − x̂2 k2

( x̂1 , ŷ1 )

lˆ

( x̂2 , ŷ2 )
M1

M2
x (ping)

Figure 4.4: Illustration of high MSE for a predicted line that is similar to a
labelled line, but with two non-similar points defining the lines. Assuming
a small e and large M1 and M2 , the (MSE) loss is ≈ M12 + M22 . This indicates
that the lines are highly dissimilar, despite appearing to be very similar.
For convenience, the illustration is rotated 90 degrees counter clock-wise
compared to how MBES images are shown (see axes).
Instead, we consider the Hausdorff (line) distance which does not
suffer from the challenges of MSE and MD (illustrated in Figure 4.4).
Hausdorff distance has also previously been used to analyze and match
objects/images (represented by their boundary points) in images [18, 35],
or to measure the similarity between sets of line segments [8, 68].
The Hausdorff inspired line distance function, abbreviated as HLD, can
then be expressed as
1
HLD(l, lˆ) =
N

B −1 S −1

∑ ∑ yij max


rejl ( x̂1 )ij

i =0 j =0

2

, rejl ( x̂2 )ij

2

,


rejlˆ( x1 )ij

2

, rejlˆ( x2 )ij

(4.10)

2

See Subsection 4.2.2.4 for a derivation and explanation of how to
calculate the perpendicular distance (rejection) terms in Equation 4.10.
Huttenlocher, Rucklidge, and Klanderman [35] argue that the Hausdorff distance is less sensitive to the exact position of points because it
measures proximity ("closeness") rather than exact position of points. We
illustrate this concept with respect to Equation 4.10 in Figure 4.5, which can
be compared to Figure 4.4.
4.2.2.4

Calculating the perpendicular distances

Formula 4.10 uses the perpendicular distance between a point and a
line. We show two ways to calculate this distance: Geometrical approach
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y (beam)

( x1 , y1 )
rejlˆ( x1 )

( x2 , y2 )

l

rejlˆ( x2 )

2

2

e
rejl ( x̂1 )

rejl ( x̂2 )

2

( x̂1 , ŷ1 )

2

( x̂2 , ŷ2 )
M1

lˆ

M2
x (ping)

Figure 4.5: Illustration of Hausdorff inspired line distances (HLD, LD and
SLD) in the same scenario as illustrated in Figure 4.4, but now with a low
loss. Assuming a small e and large M1 and M2 , the (HLD, LD and SLD)
loss is e which indicates that the lines are very similar. For convenience,
the illustration is rotated 90 degrees counter clock-wise compared to how
MBES images are shown (see axes).
and Vectorized approach. Both approaches have been tried during
experimentation, for two reasons. To double-check that the calculations are
correct, and to identify potential differences in the computational costs of
the two methods. We experienced no benefits in using one approach over
the other.
Geometrical approach Begin by rearranging the formula for finding the
2A
area of a triangle A = bh
2 to h = b , where b is the base and h is the height of
the triangle. Because we know the coordinates of all three points, the base
can be calculated as b = k PB − PA k2 . Then, by using the Shoelace formula
[7]
1
( x A − xC )(y B − y A ) − ( x A − x B )(yC − y A )
(4.11)
2
we can find the area of the triangle using only the coordinates of the
three points PC , PA and PB . This can then be inserted into the height
formula, and with minor algebraic manipulation we arrive at [13]
A=

h=

(y B − y A ) xC − ( x B − x A )yC + x B y A − y B x A
p
( y B − y A )2 + ( x B − x A )2

(4.12)

which is the height of the triangle with respect to PC unto the base
defined by PA and PB , see Figure 4.6.
For one term, rejl ( x̂1 ) 2 from Equation 4.10, h can be calculated by
letting PA and PB be the two points defining l, and PC be the point x̂1 .
Vectorized approach Let a line l be defined as
l = {u + tv : ∀t ∈ R}
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(4.13)

y (beam)
PC

PB
h

PA
x (ping)
Figure 4.6: Illustration of Equation 4.12.
where u, v ∈ R2 . Note that if l is a line segment, i.e., t ∈ [0, 1] ⊂ R, the
end points of the line segment are u and u + v.
The projection of a vector x unto another vector v can be found by

projv ( x ) =

x·v
v
v·v

(4.14)

where (·) denotes the dot product. And the rejection as

rejv ( x ) = x − projv ( x )

(4.15)

See Figure 4.7 for a geometrical illustration of these terms.
y (beam)
x
re j v(

x)

v
pro j v

(x)
x (ping)

Figure 4.7: Illustration of Equation 4.14 and Equation 4.15. Note that the
rejection is a vector and should therefore actually be drawn from the origin,
but we find it is easier to understand its geometrical interpretation this way.
Then we can calculate the perpendicular distance between a vector x
and a line l, by subtracting both terms with u, find the rejection and then
its length (Euclidean distance). This distance can be explicitly expressed as
rejl ( x )

2

= rejv ( x − u)
58

2

(4.16)

Comments to HLD Hausdorff distance is actually a metric between two
fixed subsets A and B from a metric space, with an accompanying distance
function d( a, b). However, we calculate infa∈A d( a, B) by assuming B to be
a line (t ∈ R wrt. Equation 4.13) and A a line-segment (t ∈ [0, 1] ⊂ R wrt.
Equation 4.13), and vice versa for infb∈B d(A, b). The practical difference is
that our approach always calculates the perpendicular Euclidean distance
between points and lines, rather than the Euclidean distance between end
points when the rejection is outside the boundaries of a line-segment.
4.2.2.5

Symmetric Line Distance (SLD)

Dubuisson et al. [18], present 24 different ways of calculating the distance
between two point sets based on the Hausdorff distance. They find that
the modified Hausdorff distance (MHD) which is the max of the summed
distances from one point set to the other is the best (out of the 24) for
matching objects described by edge objects. However, we argue that using
the max operator can remove valuable gradient information when used as a
loss function. Thus, in a similar manner to the modified perpendicular line
segment Hausdorff-distance described by [68], we instead add the summed
distances. We show this explicitly as

SLD(l, lˆ) =

1
4N

B −1 S −1

∑∑


yij

rejl ( x̂1 )ij

i =0 j =0

2

+ rejl ( x̂2 )ij

+

2


rejlˆ( x1 )ij

2

+ rejlˆ( x2 )ij

(4.17)

2

and call it symmetric line distance (SLD) because it is a symmetric
version of the line distance described in 4.2.2.6.
4.2.2.6

Line Distance (LD)

Unless a predicted line and a labelled line are parallel, the loss (based the
rejection distances) between them will depend on where the points are
placed. We want to predict lines which are as similar as possible to the
labelled lines within the image interval, but our model predicts unbounded
points, i.e. x̂1 , ŷ1 , x̂2 , ŷ2 ∈ R. Therefore, we hypothesize that it is enough
only to consider the distance from the labelled points unto the predicted
line. We illustrate the hypothesized unnecessary punishment the model
receives from using HLD or SLD in Figure 4.8.
Therefore we exclude the distances from the predicted points unto the
labelled line, and instead, only consider the distances from the labelled
points unto the predicted line (defined by the predicted points). We call
this loss Line Distance (LD) and express it as



LD l


1
lˆ =
2N

B −1 S −1

∑ ∑ yij




rejlˆ( x1 )ij

i =0 j =0
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2

+ rejlˆ( x2 )ij

2

(4.18)

y (beam)
l
P1
P2

lˆ

P̂2
P̂1

x1

x2

x (ping)

Figure 4.8: Illustration of a predicted line lˆ (defined by two points P̂1 =
( x̂1 , ŷ1 ) and P̂2 ) which is fairly similar to the labeled line l (P1 and P2 )
within the image interval, here [ x1 , x2 ]. But because the points defining the
predicted line are far away from the image interval the projection distance
is higher for HLD and SLD compared to LD.
Note that LD is not a symmetric function, i.e., LD depends on the
order of its arguments. This is emphasized with the bars separating the
arguments of LD.
4.2.2.7

Area between Lines (AbL)

AbL was originally designed as a meta-measure for comparing how well
models can learn the localization task when trained with the regression
losses, as mentioned above. However, we also found that it can be
implemented as a trainable loss function as well. Therefore, AbL is
presented here, but leave the reasoning for the measure in Subsection 4.3.2.
The area between two curves f : [ x1 , x2 ] → R and g : [ x1 , x2 ] → R,
where [ x1 , x2 ] ⊆ R and assuming f ( x ) ≥ g( x ), ∀ x ∈ [ x1 , x2 ] is given as
Z x2
x1

f ( x ) − g( x )dx

(4.19)

By reformulating the line representation used by our model [ x1 , y1 , x2 , y2 ]
to the slope-intercept form f ( x ) = ax + b as

( y2 − y1 )
( x2 − x1 )
b = y1 − ax1
a=

(4.20)

we can calculate the area between a labeled line f ( x ) and a predicted
line g( x ) as
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Z x2
x1

f ( x ) − g( x )dx =

Z x2

( ax + b) − ( âx + b̂)dx

 x2
1
2
=
( a − â) x + (b − b̂) x
2
x1
1
= ( a − â)( x22 − x12 ) + (b − b̂)( x2 − x1 )
2
x1

(4.21)

Note that we are still assuming that ax + b ≥ âx + b̂, ∀ x ∈ [ x1 , x2 ],
where we consider x1 = 0 and x2 = 31, i.e. the first and final ping of
an input image. Because we are dealing with lines, we can alleviate this
assumption by finding out whether the labelled and predicted lines cross
in the image interval, as well as where they cross if they do. Then we
can calculate the area between the two resulting subintervals and add the
absolute sum (to avoid negative area when the predicted line is larger than
the labelled line). Two (non-parallel) lines intersect when ax + b = âx + b̂,
i.e. at
x=

b̂ − b
a − â

(4.22)

Because we only seek intersections x within the image interval [ x2 , x1 ],
we ignore intersections appearing outside the image interval by clipping
them to the image interval boundary points as
x∗ = clip( x1 , x, x2 )

(4.23)

Then, Abl can be formulate as

AbL(l, lˆ) =

1
N

B −1 S −1

∑ ∑ yij

i =0 j =0

1
( aij − âij )( x∗2 − x12 ) + (bij − b̂ij )( x∗ − x1 ) +
2
!
1
2
2
( aij − âij )( x2 − x∗ ) + (bij − b̂ij )( x2 − x∗ )
2

(4.24)

When x 6∈ [ x1 , x2 ], x∗ will be either x1 or x2 resulting in one of the two
terms in Equation 4.24 becoming zero. Or in other words, because the
lines do not intersect in the image interval, their area is just the absolute
of Equation 4.21.
Comments to AbL Division by zero can occur in Equation 4.20 and 4.22
when x2 = x1 or a − â. However, labeled lines only exist when there are
two or more pipeline top pixels in an image, thus x2 6= x1 . A predicted
pipeline can theoretically get x̂2 = x̂1 , but will not do so in practice because
they are randomly initialized floating points, and the gradient updates are
also floating points. They can however be very similar, which can result in
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large â. We did not experience any trouble with this scenario. However,
if it were to be a problem, it is possible to consider either clipping large
â’s (of Equation 4.20) or setting a lower limit to the denominator such as
sign( x̂2 − x̂1 ) max ((| x̂2 − x̂1 | , e). Lastly, x∗ can not be large, despite â ≈ a,
because we only consider intersections contained in the image interval (32
pings).

4.2.3

Multi-objective loss scale

We have now presented two objectives that we want our model to learn,
classification (is there (pipe)line in a given grid cell?) and regression (where
is the (pipe)line?). We can express our collective objective (loss) L as the
scaled λi sum of the individual losses Li as
N

L=

∑ λi Li

(4.25)

i =1

However, a problem that remains is how to choose loss scales λi such
that the model learns both objectives. A poor scaling could potentially
make the model prioritize one objective while neglecting the other. In
early experiments, we neglected to scale the individual losses (implicitly
setting λ1 = λ2 = 1) which made the model heavily favour learning
the regression objective, giving poor (wrt. training and validation sets)
classification metrics. This suggests that the classification loss should be
scaled up while scaling down the regression loss, and is supported by the
fact that the regression loss is several orders of magnitude larger than the
classification loss.
One common way to make a model learn multiple objectives has been
to select (empirically derived constant/hyperparameter) values for the λs
[16, 43, 57]. Where Ren et al. [57] chooses λ such that the two terms (losses)
are roughly equally weighted. Following this idea, we propose a dynamic
equality weighting of the two-loss terms. Our derivations are based on the
simple idea that we want:
λ1 L1 = λ2 L2

(4.26)

And assuming that the weights should sum to one,
2

∑ λi = 1

i =1

(4.27)

λ2 = 1 − λ1
Then by inserting 4.27 into 4.26
λ1 L1 = (1 − λ1 )L2
L2
λ1 =
L1 + L2
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(4.28)

And equivalently for λ2 . This is the harmonic mean between L1 and L2
which can be expressed explicitly as




L2
L2
L = sg
L1 + sg
L2
(4.29)
L1 + L2
L1 + L2
Where sg(·) denotes the stop gradient operation, treating λ1 and λ2
as constants. Thus, despite both L1 and L2 being dependent on some
weight w, the gradient information from the scales are not included, which
is emphasized as
∂L
∂L
∂ L2
= λ1 1 + λ2
(4.30)
∂w
∂w
∂w
Without the stop gradient operation, the model can learn to "neglect"
one of the loss terms. For example, consider L1 → ∞ and a fixed L2 , then
L1
L1 +L2 → 1. The model can then maximize one loss term while minimizing
the other and still minimize L. Specifically, the stop gradient is used to
prevent
2L1 L2
L1 → ∞ L 1 + L 2
L1
= 2L2 lim
L1 → ∞ L 1 + L 2
= 2L2 · 1

lim L = lim

L1 → ∞

(4.31)

Note that this scenario is not limited to L1 → ∞, but can also happen
when L1  L2 (and vice versa).

4.2.4

Dynamic learning rate

We use step decay [14] to schedule the learning rate λ (for the total loss)
such that it gets smaller throughout the training process. Step decay can be
described as
j

λ = λ0 λ d

e
ed

k

(4.32)

where b·c is the floor operator, λ0 is the initial learning rate, λd is the
learning rate decay scale, e is the current epoch number and ed is the decay
rate. We use λ0 = 0.2, λd = 0.5 and ed = 10 throughout all experiments.

4.2.5

Summary model learning objective

The previous subsections present loss-functions for both the classification
(sBCE) and regression (MSE, MD, HLD, SLD, LD) task. Then, a method for
equally scaling the two tasks is introduced. Finally, the previous subsection
shows how we dynamically adjust the learning rate during the training
process. This subsection summarizes the complete loss dependent on all
these parts. The complete multi-task objective can be expressed as
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L = sg(λC )LC + sg(λ R )L R + Lr

(4.33)

Where λC and λ R is the classification and regression scales described
in Equation 4.28. LC is the classification objective described in Equation
4.1. L R is the regression objective and can be either of the regression
loss-functions described in Subsection 4.2.2. Lr is the L2 weight decay
as described in Subsection 2.3.4.1. Lastly, L is scaled with the dynamic
learning rate λ as described in Equation 4.32.

4.3

Model Evaluation

We have so far defined several different loss functions, which define the
objective of our model. We can argue that these loss functions can also be
used to evaluate our model. However, binary cross-entropy (with scaling)
is not very intuitive to interpret, which makes it hard to evaluate model
performance solely on this measure. Therefore, it can be reasonable to find
some other measure for evaluating model performance.
A fair question to ask is then; if this new measure is more straightforward to interpret, and it describes our objective well, why do we not use it
as a loss function? One problem with loss-functions is that they have to be
differentiable (excluding operations discarding gradient information such
as max/min/sg(·)), which is not required of evaluation functions. It, therefore, opens up a larger variety of functions which can be used to evaluate
models.

4.3.1

Classification (evaluation)

There exist many functions for evaluating classification. We consider
accuracy (Acc), balanced accuracy (BAcc), true positive rate (TPR), true
negative rate (TNR), Precision and F1-score (F1).
It is easier (more compact) to present these measure by first describing:
True positives (TP), true negatives (TN), false positives (FP) and false
negatives (FN) which can be expressed as
B

TP =

S

∑ ∑ [ŷij > T ]yij

i =1 j =1
B

TN =

S

∑ ∑ [ŷij ≤ T ](1 − yij )

i =1 j =1
B

FP =

(4.34)

S

∑ ∑ [ŷij > T ](1 − yij )

i =1 j =1
B

FN =

S

∑ ∑ [ŷij ≤ T ]yij

i =1 j =1

where T is some threshold (we use T = 0.5) and [·] is the Iverson bracket
[1]
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(

[ B] =

1
0

if B is true
otherwise

(4.35)

then the aforementioned classification measures can be expressed as
TP + TN
TP + TN + FP + FN
TP
TPR =
TP + FN
TN
TNR =
TN + FP
(4.36)
TPR + TNR
BAcc =
2
TP
Precision =
TP + FP
2 · TPR · Precision
F1 =
TPR + Precision
We include all of these classification scores, because there are benefits
and challenges attached to each of them and we further discuss their
interpretations the next subsection.
It is worth emphasizing that every classification score is dependent on
the Equations 4.34, and that these are calculated with respect to grid cells
at a fixed threshold (T = 0.5).
Acc =

4.3.1.1

Interpreting the classification scores

Accuracy gives a measure of the total classification "correctness" of the
model. However, if the data is heavily biased towards one class (such as
negatives), accuracy can give the wrong impression of how good a model
is. For example, because most grid cells do not contain (pipe)line, and
assuming our model always predicted no (pipe)line, we could get high
accuracy despite the model being poor.
True positive rate measures the amount of correctly classified pipelines
compared to the number of labelled pipelines. This measure can,
for example, highlight whether a model only predicts background (no
pipeline), because this is the most likely scenario, which would result in
TPR = 0.
True negative rate measures the amount of correctly classified background (no pipeline) compared to the amount of labelled background.
We expect this measure to be high because most grid cells do not contain
pipeline.
Balanced accuracy measures the average of TPR and TNR. This can be
easier to interpret than evaluating both TPR and TNR while being less
sensitive to class imbalance than accuracy.
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Precision measures the portion of correctly classified pipelines compared
to the number of predicted pipelines. This reveals whether a model
manages to predict pipelines that correspond with the labelled pipelines. If
a pipeline appears close to the border between two adjacent grid cells, the
model might falsely predict which grid cell (or both) the pipeline belongs
to, which is highlighted by precision.
F1-score is the harmonic mean (or weighted average) between Precision
and TPR. We interpret F1-score to measure how accurate our model is able
to predict pipeline.
4.3.1.2

Which classification evaluation function is most important?

Accuracy, TNR and balanced accuracy are all biased because most grid
cells not containing pipelines. TPR and precision measure how accurately
a model correctly predicts that a grid cell contains pipeline. F1-score
combines TPR and precision into a single measure. Therefore, F1-score is
considered the "most important" measure for evaluating how well a model
is at predicting whether a grid cell contains pipelines or not.

4.3.2

Regression (evaluation)

We consider all of the proposed regression loss-functions also to be valid
regression evaluation methods. Thus, all experiments will report results
for every regression loss/evaluation function.
4.3.2.1

Interpreting the regression evaluation functions

MSE is the mean squared difference between the endpoints of a predicted
and labelled (pipe)line segment. It is not intuitive to interpret how good a
(pipe)line prediction is (compared to the labels), based on this measure. It
might also poorly suggest that two similar lines are dissimilar just because
the points defining the lines are dissimilar, as illustrated in 4.4.
MD is, in essence quite similar to MSE, including the distance to the
midpoint. It can be easier to interpret when considering the non-squared
MD2 version compared to MSE because it reports the absolute average
distance between three points along two lines (prediction and labels).
Nevertheless, similar to MSE, it is not a good measure for determining
similarity between lines.
HLD is the greatest perpendicular (shortest) distance between two line’s
defining points. It can be interpreted as a worst-case (perpendicular)
distance between two lines.
SLD is identical to HLD, but instead of the greatest perpendicular distance, it averages over all the perpendicular distances between endpoints
of two line.
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LD , similar to SLD, but only averaging over the perpendicular distances
from endpoints of one line.
AbL is the absolute area between two lines within the image interval. It
can be viewed as the average number of pixels between two (pipe)lines.
4.3.2.2

Which regression evaluation function is most important?

As previously discussed, MSE and MD are poor at measuring similarity
between lines, and are therefore reported but only shallowly considered
during evaluation. HLD, SLD, LD and AbL are all possible to use for
measuring how well predicted and labeled lines correspond. However,
we argue that AbL might be easier to interpret. Furthermore, AbL can be
argued to have a higher discriminatory power between lines with large
differences in orientation compared to HLD, SLD and LD. Therefore, we
consider AbL to be the most important regression evaluation function.

4.3.3

Which is more important: Classification or Regression?

Let us start by saying, both are important, that is why both are included.
Ideally, both AbL and F1-score should be better for one model before
concluding that it is better than a second model. However, situations where
one model has a better F1-score, but worse AbL can occur. In this case,
which model is better? In truth, we have no clear answer to this. Still,
we can subjectively argue that one model is better than another based on
relative values.
For example, if a model A is evaluated to AbL = 64 (averagely 2 pixels
mismatch between predicted line and true line in a 32-ping image), and a
F1-score of 0.50 = 50% compared to a model B with AbL = 70 and an F1score of 0.80 = 80%. Then, it is more important to have 30% more accurate
classifications, at the expense of a model with slightly lower regression
accuracy. This is because a location prediction is only considered when
a classification confidence score is above a threshold (above 0.5). However,
if a model is awful at predicting the location of a pipeline despite having
a great classification score, then we might want to settle with a model that
has a better regression score despite having a worse classification score.
As a rule of thump, we care more about F1-score as long as two models
have relatively similar AbL.

4.4

Data augmentation

Recall from Subsection 2.3.4.1 that data augmentation can be used to
artificially increase the amount of training data available. We use two
transforms to augment the training data, salt and pepper noise and image
selection.
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Salt and pepper noise data augmentation is perhaps the most common
data augmentation strategy there is [26, p. 237], because it can be used on
a variety of data and tasks. For salt and pepper noise data augmentation,
we calculate the standard deviation for each channel of an image segment
I ∈ RK× N ×C as
v
u
u 1 K N
σc = t
(4.37)
∑ (xknc − x̄c )2
KN k∑
=1 n =1
where x̄c is the mean across a channel c of the image I, i.e.
x̄c =

1
KN

K

N

∑ ∑ xknc

(4.38)

m =1 n =1

K, N and C are the height, width and channels (or pings, beams,
channels) of an image segment I while xknc is a pixel from I. Using the
standard deviation from Equation 4.37, we create a salt and pepper noise
tensor e ∈ RK× N ×C , where each element is sampled as
emnc ∼ N (0, ασc )

(4.39)

where N denotes the normal distribution, and α is a randomly sampled
constant for each image segment I from a discrete uniform distribution U
as
α∼

1
U {0, 10}
100

(4.40)

where the constants have been freely chosen. The discrete uniformly
sampled α can be interpreted as scaling the salt and pepper noise by
0%, 1%, ...10% of the standard deviation from each channel of the image
I. Finally, the resulting salt and pepper noise data augmented image Ia is
calculated as
Ia = I + e

(4.41)

Image selection extracts image segments with random offsets, instead of
always selecting the image segments from the same base position pointed
to by the lookup table. Let us explain this in more detail.
Consider a mission M ∈ R M× N ×C and fixed size Ij ∈ RK× N ×C ,
mutually exclusive Ii ∩ Ij = ∅, ∀i 6= j image segments { I0 , I1 , ..., IM/K }
where each image segment Ij ⊆ M. Each image segment can be further
written in terms of its pings Ii = { pi·K , pi·K+1 , ..., pi·K+K−1 }. Then instead
of only considering mutually exclusive image segments { I0 , I1 , ..., IM/K }
as training images, image selection adds a random offset k to the base
position of the pings of an image Ii = { pi·K+k , pi·K+k+1 , ..., pi·K+k+K−1 }.
The random offset k is sampled from a discrete uniform distribution with
boundary points equal to the boundary points of an image segment’s pings,
i.e. k ∼ U (0, K − 1).
68

While every "new" image generated by image selection contains the
same pings as those contained in the mutually exclusive image segments,
image selection increases the number of different image segments the
model can experience by a factor of K − 1. See figure 4.9 for an illustration
of image selection data augmentation.
I0
I1
...

M

Ij

K

k ∼ U (0, K − 1)

N

Figure 4.9: Illustration of one channel of a mission M ∈ R MxN , and how
image selection data augmentation extracts image segments with offsets
k ∼ U (0, K − 1) to its base position Kj.

4.5

Data processing and weight initialization

This section presents two preprocessing techniques of an input before
feeding it to a model. Then, shuffling and weight initialization is
introduced.

4.5.1

Input preprocessing

An input image I undergoes two preprocessing techniques before being fed
to a model, smoothing and standardizing.
Smoothing As suggested by [49], described in 3.1 and used during the
preliminary annotation work, we smooth (fill in missing values (NaNs))
input images by applying a five-ping median filter. While it can be argued
that a deep learning model could learn this transform itself, we argue that
the model should operate on similar images as to how the image was
perceived by the person annotating the data.
One problem that arises with small input image segments is that a fiveping median filter does not always fill in all the missing values (NaNs).
To enforce that every value in an image exists (not NaN), we calculate x̄c
and σc , as described in Equations 4.37 and 4.38. Then, assuming that every
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pixel value (for a given channel) are normal distributed N ( x̄c , σc ), missing
values can be filled in by sampling from N ( x̄c , σc ) prior to median filtering.
It is worth noting that this approach does not necessarily fill in values
that are coherent with the values of nearby pixels. However, contrary to for
example filling the values with a constant (such as zero), sampling from the
inferred normal distribution averagely does not change the variance nor
the mean of the standardization (see next paragraph) used after smoothing.
Furthermore, it also retains the missing value noise on an alternative form,
which the model has to learn to be invariant to. It can also act as a form for
data augmentation because the noise is sampled randomly, which could be
argued to act as a regularizing effect for the model as well.
Standardizing As described in Subsection 2.3.2.2, centered and scaled
inputs have a higher convergence rate than non-centered and scaled inputs.
We therefore standardize/normalize input image segments I, for each
channel independently Ic , using the mean and standard deviation as
described in Equations 4.37 and 4.38 as
Ĩc =

Ic − x̄c
σc

(4.42)

where Ĩc is channel c of the resulting standardized input image segment.

4.5.2

Shuffling

A major benefit of how our model processes data is that we can extract
a fixed amount of consecutive pings at any offset in any mission across
the entire (training) dataset. This is important for two reasons: Reducing
correlation between samples in mini-batches and enabling shuffling.
Assuming an input of 32-pings and a mini-batch size of 64, each training
step learns from 64 × 32 = 2048 pings. Table 3.2 shows that adjacent
pings are highly correlated, which means that if each image is extracted
sequentially, the images in the mini-batch will be highly correlated.
Stochastic gradient-based update methods rely on the assumption that the
gradients from a mini-batch approximate the gradients from a batch (entire
dataset) [41]. This assumption is poorly satisfied when every image in the
mini-batch is extracted sequentially from the same mission.
However, because the model only depends on a fixed length (wrt. ping)
input, images can be samples from arbitrary locations in arbitrary missions.
Randomly sampling images from the dataset reduces correlation between
images in mini-batches, making mini-batches better approximates of the
batch.
In practice, we create a lookup table, where each index corresponds
to a mission and an offset (wrt. ping) of where to find a particular image
(collection of 32k-pings). It is then possible to arrange a list of all the indices
which can be shuffled before each training epoch. Shuffling has been long
known to improve the learning process for ANNs [41].
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4.5.3

Weight initialization

In Subsubection 2.3.2.1 we conclude that ANNs using ReLU activation
should use He normal weight initialization. This is also the weight
initialization scheme used in ResNet. Therefore it is natural to use
He normal weight initialization scheme in our implementation as well.
However, early in the project, we experimented with different initialization
schemes (Glorot uniform and He normal) and inadvertently, Glorot
uniform weight initialization is used throughout the experiments.
It is worth noting, though, as described in Subsection 2.3.2.3, that ANNs
using batch normalization is less sensitive to weight initialization methods.
Furthermore, the difference is mainly related to the convergence rate (how
fast a model learns). We shall later see that our models converge quickly;
thus, the difference between using Glorot uniform or He normal weight
initialization is expected to make marginal differences to the results.
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Chapter 5

Experiments
Chapter 4 described the architecture, the input and output format and
the learning objective of our model. It also described how to evaluate
our model and some processing techniques of the input data prior to
training. This chapter creates experiments for answering the research
questions described in Section 1.2. For convenience, the research questions
(excluding subgoals) are summarized again here:
1. Does deep learning have potential for automated detection and
tracking of seafloor pipelines in MBES data? (Is it better than a
baseline?)
2. Does increased context increase model performance? (Detection vs.
tracking)
3. Can model performance increase with a better description of its
objective? (Regression loss function)
As discussed in Section 1.2, research question 1 is true if a deep learning
model outperforms some baseline method. Therefore we need a baseline
method and a way to evaluate it on the same premise as the deep learning
models, such that the results are comparable. The baseline method and
how to evaluate it is described in Section 5.1.
Then, we want to test if the performance of a deep learning model can
increase with context, i.e. detection and tracking, which is expanded upon
in Section 5.2.
Finally, we want to examine if the performance of a deep learning
model can increase by reformulating the regression loss function, which
is further discussed in Section 5.3.

5.1

Baseline

A baseline method is some simple method based on heuristics or summary
statistics. For example, assume a cat vs dog image classification task with
a dataset containing 80% cat images and 20% dog images. One baseline
method could then be to predict the most likely scenario, i.e. cat image.
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Then, the baseline would achieve 80% accuracy on the classification task.
As a result, a more sophisticated model (such as a deep learning model)
achieving 80% accuracy is less impressive, because it performs just as well
as the baseline method.
Similar to the cat and dog classification example, we create a baseline
method based on how likely it is that there exist (one or multiple)
pipeline(s) in images, as well as where it is if it exists. From Table 3.1 we
know that most pings (≈ 80%) contain one pipeline. Figure 3.5 shows
that beam 200 (when counting from zero) has the highest likelihood of
containing pipeline. Therefore we create a baseline that always predicts
one pipeline at beam 200 in every ping.

5.1.1

Evaluating the baseline

In order to determine how well a deep learning model performs compared
to a baseline method, they have to be evaluated on the same premise. Let us
look at what that means for both classification and regression evaluation.

Evaluating the baseline on classification. The baseline predicts (pipe)lines
independent of grid cells. However, classification evaluation measures
whether a predicted pipeline is coherent with a labelled pipeline within
grid cells. To evaluate the baseline on classification, we translate single pipeline prediction at beam location 200 (i.e. the baseline method) to
grid cell coordinates. Thus, the baseline always predicts that there exists
pipeline in grid cell seven (when counting from one). Figure 3.6 shows
that cell seven is the only grid cell with higher than 50% chance of containing pipeline (wrt. training set). All other grid cells have less than 50%
likelihood of containing pipeline, and thus the baseline method predicts all
other grid cells to not contain pipeline.

Evaluating the baseline on regression. During inference, the regression
prediction from the deep learning model is only displayed when it predicts
that a grid cell contains pipeline with confidence above a threshold (T =
0.5). However, during training and evaluation, the deep learning model
is evaluated on its regression prediction when the labels say a grid cell
contains pipeline.
In contrast to the deep learning model, the baseline method always
predict one pipeline, independent of grid cells. It is therefore not trivial to
link the single pipeline prediction from the baseline to images containing
multiple pipelines. Here, we choose to give the baseline an unfair
advantage by only evaluating it, regression-wise, on the closest labelled
pipeline.
Thus, the regression evaluation of the baseline can be interpreted as
the distance (wrt. different regression evaluation functions) to the closest
labelled pipeline.
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5.2

Is tracking better than detection?

In Section 2.2, we described detection and tracking. In particular, how
tracking extends detection to a series of observations while including an
association method for relating instances of objects across observations.
Depending on whether an observation consists of a single MBES ping, or a
set of pings (here: 32 pings), we can call our method either a detector or a
tracker.
For example, viewing a single ping as an observation, our model
processes 32 consecutive observations before predicting (pipe)lines across
multiple observations, where every pixel on the predicted pipeline are
related (wrt. the predicted line). In this case, the model can be considered a
tracker or a piece-wise tracker. However, viewing a collection of pings as an
observation, then our model takes as input a single observation and predict
where there are (pipe)lines within that observation. Therefore, in this case,
the model can be considered a detector.
In practice, this makes no difference, merely what to call our model.
Instead, Figure 4.3 shows that our model can process 32 · k pings. Thus,
we want to experiment on whether increasing the context (amount of
pings) to the model can increase its performance. By setting k ≥ 2, the
deep learning model makes predictions based on multiple observations,
where we consider a single observation as a fixed collection (32) of pings.
Therefore, to make a clear distinction on how much context is available to
our model, we shall call a model using 32 · k with k ≥ 2 pings a tracker
while a model using 32 pings a detector.
When considering the tracker model, the input size increases by a factor
k, i.e. the input shape for a mini-batch is (batch_size, 32 · k, 400, 2). This is
also the case for the feature map from the base network, i.e. the feature map
size for a mini-batch is (batch_size, k, 14, 5). We assume that the tracker
model should output the same prediction as the detection model, on the
final 32-pings of the input. Then, there are multiple sophisticated ways to
combine the feature vectors along the "ping-features", for example, through
recurrent layers or attention. However, we want to test if the context in
itself can increase the performance of a model. Therefore, we do not want
to make the models too different from each other.
Consequently, we combine feature vectors across the "ping-features" by
increasing the filter size of the final layers from 1 × 1 to k × 1 (see Figure
4.3), leaving the rest of the model unchanged. It is worth emphasizing
that the output and labels of the tracker model are identical to the detector
model. In other words, it predicts whether each grid cell contains pipelines
or not, and where, in the last 32-pings of the input.

5.3

Does loss affect prediction quality

In subsection 4.2.2, it is argued that the choice of the regression loss
function can affect model performance. We, therefore, want to experiment
on which loss function results in the best performing model.
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Hyper-param
Learning rate λ
Decay scale λd
Decay rate ed
# Epochs e
Input shape
L2 regularization λr
Data augmentation noise α
Optimizer
Input normalization
Weight initialization

Value
0.2
0.5
10
50
(64/k, 32 · k, 400, 2)
1e-6
1
100 U {0, 10}
Adam
standardization + smoothing
Glorot Uniform

Table 5.1: Summary of hyper-parameters and initialization methods used
across all experiments
This is done by training both the detector and tracker model with all
the proposed different regression loss functions. In particular, the detection
and tracker models are trained with the following loss functions: MSE, MD,
HLD, SLD, LD, AbL, MD2 , HLD2 , SLD2 , LD2 .

5.4

Experimental setup

This section summarizes the experimental setup. The detection (k = 1) and
tracking (k = 4) models are as described in Figure 4.3.
Table 5.1 lists hyper-parameters and methods used across all experiments. Note that the input shape varies depending on whether the model
is a detector or a tracker. Explicitly, the number of pings and the size of a
mini-batch, i.e. depending on k.
Finally, both the detection and tracking models are trained with varying
regression loss functions, as described in the previous section.
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Chapter 6

Results and Discussion
This chapter presents the results based on the experiments described in
Chapter 5.

6.1

Disclaimer

Training neural networks is inherently stochastic. Because they use,
for example, stochastic weight initialization, random shuffling, image
selection data-augmentation (random offset) and Gaussian noise dataaugmentation.
Therefore, to significantly conclude whether one model is better than
another, each model should be trained and evaluated multiple times before
running a significance test to see if they are indeed different from one
another (wrt. different evaluation functions). However, because we
experiment on whether increasing context (detect vs tracking) and different
ways of describing the loss function can increase the performance of the
models, it is too computationally expensive and time-consuming to train
each model multiple times.
We, therefore, emphasize that no two-model comparison will give
statistically significant evidence on whether one model is better than
the other. Nevertheless, because there are multiple runs of each loss
function (across detection and tracking models), as well as multiple runs of
detection and tracking (across loss functions), we can discuss the empirical
tendencies of the different models.
Also, it is worth to again point out that our test set does not perfectly
represent the training and validation set. This is important to keep in mind
because models are thus expected to get different evaluation results on
the test set, compared to the training and validation sets. In particular,
Subsection 3.3.1 argues that the test set may be averagely harder (more
diverse) than the training and validation sets. Models are, therefore,
expected to experience a performance drop when evaluated on the test set.
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MSE
MD
MD2
LD
LD2
SLD
SLD2
HLD
HLD2
AbL
Avg*
B*

Acc
0.9732
0.9695
0.9730
0.9717
0.9694
0.9718
0.9722
0.9734
0.9712
0.9729
0.9718
0.9173

BAcc
0.9214
0.9150
0.9224
0.9170
0.9190
0.9099
0.9219
0.9231
0.9204
0.9163
0.9186
0.7005

TPR
0.8584
0.8488
0.8609
0.8505
0.8579
0.8347
0.8609
0.8619
0.8587
0.8474
0.8540
0.4375

TNR
0.9844
0.9812
0.9839
0.9835
0.9802
0.9851
0.9830
0.9842
0.9821
0.9851
0.9833
0.9636

Precision
0.8422
0.8150
0.8398
0.8338
0.8084
0.8449
0.8313
0.8420
0.8244
0.8477
0.8329
0.5350

F1-score
0.8494
0.8306
0.8493
0.8413
0.8315
0.8389
0.8450
0.8510
0.8403
0.8466
0.8424
0.4809

Table 6.1: Detection (k = 1) model trained with different regression lossfunctions (row-wise), evaluated on classification (column-wise). B* indicate baseline method. Avg* show the average over the ten trained models. Bold-font indicate "model" winner in different evaluation functions.
Higher values is better.

6.2

Test set results

This section presents the classification and regression evaluation results
of the detection and tracking model trained with all ten different loss
functions, on the test set. It is worth to emphasize again that F1-score
and AbL are considered the most important evaluation scores, which was
described in Subsection 4.3.1.2 and Subsection 4.3.2.2, respectively.

6.2.1

Detection (all loss-functions)

This subsection shows the classification and regression evaluation results
for the detection model trained with all ten different loss functions, on the
test set. Recall that the different regression loss functions used for training
are: LD2 , SLD2 , HLD2 , MD2 , MSE, AbL, LD, SLD, HLD and MD. The
results for classification is summarized in Table 6.1, while the results for
regression is summarized in Table 6.2.
Before interpreting the results from Table 6.1, recall the definitions
and how to interpret the classification evaluation measures, which was
described in Subsection 4.3.1. As a quick reminder, classification measures
how well models can predict whether a grid cell contains pipeline or not.
The first thing to notice from Table 6.1 is that the detection model
(trained with all ten different regression-loss functions) outperforms the
baseline across every classification evaluation measure. Specifically, the
detection model outperforms the baseline by approximately 40%, 30% and
35% in TPR, precision and F1-score, respectively.
Secondly, Table 6.1 shows how well the baseline method performs when
evaluated on accuracy, balanced accuracy and TNR. This is because most
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MSE
MD
MD2
LD
LD2
SLD
SLD2
HLD
HLD2
AbL
Avg*
B*

MSE
22.955
23.456
24.264
179.21
1787.2
334.55
342.26
411.81
96.015
802.42
402.42
504.22

MD
2.1733
2.0465
2.2902
9.5858
35.650
17.777
18.081
19.733
8.7441
25.004
14.108
8.788

LD
1.7082
1.8171
1.8588
1.8053
1.6125
2.0585
1.6673
1.5848
1.6276
1.6555
1.7396
12.624

SLD
1.6948
1.8132
1.8401
1.7986
1.6712
2.0152
1.6174
1.5401
1.5815
1.6794
1.7251
12.571

HLD
2.1757
2.2626
2.3593
2.3092
2.3568
2.4988
2.0966
1.9664
2.0425
2.1725
2.2240
13.086

AbL
47.917
50.202
52.363
50.363
45.172
57.110
46.859
43.576
45.458
44.696
48.372
377.66

Table 6.2: Detection (k = 1) model trained with different regression lossfunctions (row-wise), evaluated on regression (column-wise). B* indicate
baseline method. Avg* show the average over the ten trained models.
Bold-font indicate "model" winner in different evaluation functions. Lower
values is better. Underlined values display where the deep learning models
are weaker than the baseline B*.
grid cells have a low chance of containing pipeline which the baseline
exploits by only predicting grid cell seven to contain pipeline while
predicting the rest not to contain pipeline. However, the baseline is worse
at TPR, precision and thus also F1-score (because it is the harmonic mean
of TPR and precision), because pipelines are most commonly found in, but
not limited to, the seventh grid cell.
Finally, Table 6.1 shows that the detection model trained with HLD
achieves the highest F1-score. However, as discussed in Section 6.1, each
model is trained only once for each regression loss-function. Therefore,
we can not conclude that the detection model trained with HLD regression
loss-function will always (or even averagely) get a better F1-score than if
it was trained with the other regression loss-functions. This is especially
the case because the differences are small, for example, the difference in
F1-score of the detection model trained with MSE and HLD is ≈ 0.2%,
which could likely be explained by variations in different training runs of
the same model with the same regression loss-function.
Table 6.2 shows the detection model trained with different regression
loss-functions evaluated on regression. Recall from Subsection 4.3.2.1 how
to interpret the regression functions.
The best performing detection model, trained with HLD, outperforms
the baseline by almost nine times on AbL. The worst performing detection
model, trained with SLD, outperform the baseline by over six times when
evaluated on AbL. This is despite the baseline method having an unfair
advantage of only being evaluated on the closest labelled pipeline, as
described in Subsection 5.1.1.
Interestingly, the baseline outperforms the detection model trained with
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AbL and LD2 when evaluated on MSE. The baseline also outperforms every
model trained with different regression loss functions in MD, except for
MD, MSE and HLD2 . These cases, where the baseline outperforms a deep
learning model, are highlighted with an underline in the tables.
However, as discussed in Subsection 4.3.2.1, both MD and MSE are
inadequate measures for determining the degree of similarity between
(pipe)lines. Furthermore, this can indicate that the regression loss functions
are functioning as intended. In particular, by not restricting regression
predictions to be as similar as possible to the points defining the lines
(prediction and labels), but rather by how similar the lines are. When
evaluated on HLD, SLD, LD and AbL, the detection model, trained with
different regression loss-functions, all vastly outperform the baseline.
Moreover, every model evaluated with the same function as they were
trained on greatly outperform the baseline.
Just as in the case for classification (highest F1-score), the detection
model trained with the HLD regression loss-function achieves the lowest
AbL. Thus, for these particular training runs, the detection model trained
with HLD is the best performing model. In other words, this indicates that
HLD might be the best regression function for training the detection model.
However, as discussed at the start of the chapter, it is not statistically
significant.

6.2.2

Tracking (all loss-functions)

This subsection shows the classification and regression evaluation results
for the tracking model trained with all ten different loss functions, on the
test set. The classification results are summarized in Table 6.3 and the
regression results in Table 6.4.
Let us see how well the tracking model classification results, as shown
in Table 6.3, are compared to the detection model classification results, as
shown in Table 6.1. To start, the F1-scores for the two models (detection and
tracking) trained with different loss functions are quite similar. Moreover,
the best performing tracking model (LD2 ) achieves practically the same
F1-score as the best performing detection model (HLD). However, the
average (denoted as Avg* in the tables) F1-score across multiple regression
loss-functions for the detection model is slightly higher (0.8424) than the
tracking model (0.8290).
Looking closer at TPR, TNR and precision, the tracking model has a
higher average TPR (0.9037) at the expense of a lower average TNR (0.9725)
and precision (0.7711) compared to the average TPR (0.8540), TNR (0.9833)
and precision (0.8330) of the detection model. This indicates that the
tracking model is more frequently guessing that there exist pipelines in grid
cells than the detection model. It will, therefore, more frequently accurately
predict pipeline in grid cells, but at the expense of also falsely predicting
pipeline in grid cells without labelled pipeline. This phenomenon is
explored closer in Section 6.4.
Table 6.4 shows the regression results of the tracking model. Also here,
the tracking model is on average slightly weaker than the detection model
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MSE
MD
MD2
LD
LD2
SLD
SLD2
HLD
HLD2
AbL
Avg*
B*

Acc
0.9676
0.9657
0.9673
0.9682
0.9712
0.9584
0.9665
0.9669
0.9642
0.9659
0.9662
0.9173

BAcc
0.9424
0.9315
0.9377
0.9353
0.9433
0.9390
0.9390
0.9350
0.9406
0.9373
0.9381
0.7005

TPR
0.9113
0.8898
0.9015
0.8950
0.9090
0.9151
0.9055
0.8959
0.9117
0.9023
0.9037
0.4375

TNR
0.9734
0.9733
0.9739
0.9756
0.9775
0.9629
0.9726
0.9740
0.9695
0.9723
0.9725
0.9636

Precision
0.7780
0.7710
0.7762
0.7882
0.8045
0.7153
0.7731
0.7799
0.7557
0.7686
0.7711
0.5350

F1-score
0.8361
0.8235
0.8317
0.8358
0.8511
0.7991
0.8309
0.8309
0.8230
0.8275
0.8290
0.4809

Table 6.3: Tracking (k = 4) model trained with different regression lossfunctions (row-wise), evaluated on classification (column-wise). B* indicate baseline method. Avg* show the average over the ten trained models. Bold-font indicate "model" winner in different evaluation functions.
Higher values is better.

MSE
MD
MD2
LD
LD2
SLD
SLD2
HLD
HLD2
AbL
Avg*
B*

MSE
20.604
24.909
21.873
144.29
1174.0
151.40
426.25
503.68
98.743
101.50
266.73
504.22

MD
1.9503
2.2417
2.0942
8.5923
29.463
11.003
19.361
21.677
9.1567
7.7466
11.328
8.788

LD
1.6680
2.1678
1.8811
2.1091
1.6904
1.7408
1.7333
2.1240
1.7761
1.9671
1.8858
12.624

SLD
1.6645
2.1630
1.8711
2.1137
1.6887
1.6819
1.6809
2.0795
1.7209
1.9668
1.8631
12.571

HLD
2.0977
2.6538
2.3482
2.7223
2.3404
2.2064
2.2043
2.6015
2.2022
2.4928
2.3870
13.086

AbL
46.481
60.942
53.388
59.499
47.425
49.442
48.624
61.291
50.535
54.615
53.224
377.66

Table 6.4: Tracking (k = 1) model trained with different regression lossfunctions (row-wise), evaluated on regression (column-wise). B* indicate
baseline method. Avg* show the average over the ten trained models. Boldfont indicate "model" winner in different evaluation functions. Underlined
values display where the deep learning models are weaker than the
baseline B*.
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on AbL. Interestingly, the tracking model trained with LD2 , which got the
best F1-score, does not achieve the best AbL regression score. Instead, the
tracking model trained with MSE gets the best AbL score. The difference
between the tracking model trained with LD2 and MSE is small though
(in both F1-score and AbL). Furthermore, as discussed in Subsection 4.3.3,
we generally care more about a smaller F1-score when two models have
relatively similar AbL. Thus, the tracking model trained with LD2 is the
winner for these particular training runs.
While the tracking model trained with LD2 achieves a marginally
higher F1-score (0.01%) compared to the detection model trained with
HLD, which is practically no difference. We, therefore, consider the
detection model trained with HLD to be the best performing model,
because it achieves a lower AbL than the tracking model trained with LD2 .
Note again that this is for this particular training run, and we can not say
that this will always be the case.
Intuitively, one would perhaps expect the tracking model to outperform
the detection model because the tracking model has more context available
than the detection model. In this case, however, it seems that 32-pings
might be sufficient information for finding pipelines. It is worth noting
though that the tracking model seems to have potential in finding 5% more
pipelines because it averagely achieves a 5% better TPR than the detection
model. Nevertheless, because it achieves this score at the expense of an
equal reduction in Precision, it does not outperform the detection model in
F1-score. As such, one could hypothesize that some form of suppression of
"overlapping" pipeline predictions could benefit the tracking model. This
is further investigated in Section 6.4 and discussed in Chapter 7.

6.3

Training and validation evaluation

Evaluating the models on the test set is an unbiased test of the models, and
the results can be succinctly expressed. However, it can be interesting to
look at some selected models (trained with different loss-functions) over
some selected evaluation functions to see how training progresses through
epochs. To limit the scope of training and validation plots, we show the
most important classification and regression measures, F1-score and AbL,
respectively, the complete loss (see Subsection 4.2.5) and the multi-task loss
scales (see Subsection 4.2.3). The scope of the y-axis is manually set to
capture the most interesting details of the training process.
Figure 6.1 shows the complete loss (see Equation 4.33) for the detection
model trained with six different loss functions: LD2 , SLD2 , HLD2 , MD2 ,
MSE and AbL. From epoch ≈ 25 the training loss diverges from the
validation loss, indicating that the models are starting to overfit to the
training data. However, the validation loss seems stable throughout the
rest of the epochs, which indicates that model performance does not
deteriorate too much on non-trainable examples. There is also a clear steplike response in the loss, which is the results of the step-decay learning rate
scheduler, as explained in Subsection 4.2.4.
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Figure 6.1: Training and validation loss for the detection model trained
with six different regression loss-functions.

Equivalently, Figure 6.2 shows how the F1-score evolves during
training. Interestingly, the training and validation F1-scores are less
diverged and increasing throughout all training epochs, indicating that
the loss difference in 6.1 does not negatively impact generalization on F1score. Comparing the training and validation F1-score with the test results
in Table 6.1, it can be seen that there is an apparent F1-score difference of
about 6-7%. Because the validation and training F1-scores are fairly even,
this difference is likely not a result of overfitting, but rather because the test
set does not perfectly represent the training and validation sets.
Figure 6.3 shows how AbL evolves during training. The spikes in AbL
can be a result of AbL having high discriminatory power on lines with
large differences in orientation. Specifically, when two lines go towards
being perpendicular to one another, AbL grows towards infinity. This trend
diminishes for all models trained with different loss-functions throughout
the training process. AbL does not experience the same spiking behaviour,
which might indicate that AbL is better at learning to predict (and evaluate)
lines that have the same orientation as the labels, as was discussed in
Subsection 4.3.2.2.
All models trained with different loss-functions seem to optimize AbL
well throughout the training process. The difference in training and
validation AbL is also small for different regression loss-function, except
perhaps for the model trained with AbL. The model trained with AbL
has an increasing difference between training and validation evaluation in
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Figure 6.2: Training and validation F1-score for the detection model trained
with six different regression loss-functions.

AbL. However, this difference is mainly because the training evaluation of
AbL decreases, not because validation evaluation of AbL increases.
In other words, the loss difference between training and validation,
as can be seen from Figure 6.1, increases after epoch 25, this difference is
small in the evaluation measures F1-score (Figure 4.3.1.2) and AbL (Figure
4.3.2.2). Therefore, although the loss is seemingly being overfitted, the extra
training time (lower training loss) results in better validation (and training)
F1-score and AbL evaluation.
Figure 6.4 shows the dynamic class scale λC described in Subsection
4.2.3. The regression scale λ R can implicitly be seen from the same plot
by recalling that λ R = 1 − λC . Interestingly, the detection model trained
with different regression loss-functions displays a rather stable behaviour
through the training process. In other words, the scales are almost constant
over every epoch. This can indicate that a constant empirical scaling of the
multi-task objectives might be a sufficient way of scaling the classification
and regression losses.
However, as can be further seen from the same plot, there is a big
relative difference in the size of various regression loss functions. This
means that an empirical scale that tries to scale two (or more) loss terms
equally will depend on the loss formulation. As such, without the dynamic
harmonic mean multi-task loss scaling, it is possible to imagine a more
substantial difference in results between models trained with various loss
functions. In other words, one can argue that the harmonic mean scaling
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Figure 6.3: Training and validation AbL for the detection model trained
with six different regression loss-functions.
makes the results less dependent on individual variations in magnitude
between different loss-function formulations.

6.4

Inference examples

Evaluating models based on quantitative evaluation functions such as AbL
and F1-score is good at summarizing model performance across entire data
sets. It also motivates refining existing methods as well as suggesting new
methods to beat previously established methods. However, to understand
and appreciate how good a model with ≈ 45 AbL and ≈ 85% F1-score is,
let us look at some inference examples.
Figure 6.5 shows 24 mutually exclusive, subsequent, inference examples (32-pings) on the test set (unseen examples) of the detection model
trained using the HLD regression loss-function. It is worth emphasizing
again that the model only has information from one mutually exclusive
example at any given time during inference. Thus, the model has no guarantee of predicting a coherent track across individual examples.
We see that individual examples can be distinguished from the colourtransition between them. This is a result of the standardization described
in equation 4.42. The yellow noise-like response, which is most apparent in
the reflectivity channel, is a result of filling in missing values with samples
drawn from the inferred normal distribution as described in Subsection
4.5.1.
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Figure 6.4: Training and validation class scale λC for the detection model
trained with six different regression loss-functions.
We see that the model manages to predict almost pixel-perfect tracks
(for the labels) across all 24 examples. However, closer inspection (try
zooming) reveals that the predicted (pipe)line is not identical to the labelled
(pipe)line.
So how does this relate to AbL? AbL measures the total area difference
between a predicted and labelled pipeline. For example, the fourth
image (when counting from top to bottom) has a predicted pipeline with
(discretized) one pixel difference to the labelled pipeline across all 32 pings.
Thus AbL is approximately 32 for this example. By relating this to the
model averaging 43.5 AbL (see Table 6.2), it is easier to get a better idea
of how strong the model is. Especially by considering the discussion
from Subsection 3.5.2 on labels not being pixel-perfect, suggesting that the
predicted pipelines might actually be more accurate than the labels (with
respect to the true pipeline top) in some cases.
While it is much more flattering to look at examples of where the
models perform well (which is by far the bulk of examples!), looking at
examples of where the models are less accurate can give insight and further
ideas on how to improve the models in the future. We, therefore, manually
search the test set for examples of where the models are less accurate.
Figure 6.6 shows four such inference examples for the detection model
(trained with HLD) and the tracking model (trained with LD2 ).
Let us calculate the F1-score and AbL for both the detection and
tracking model on the image-segments from Figure 6.6. The detection
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(a) Depth channel

(b) Reflectivity channel

Figure 6.5: 24 mutually exclusive, consecutive inference examples from the
test set. The red line is the pipeline prediction made by the detection model,
trained with the HLD regression loss-function. The thicker white line is the
labelled pipeline.
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model achieves an F1-score of 77.8% and AbL 87.42. The tracking model
gets an F1-score of 87.0% and AbL 47.07. The AbL evaluation for the
detection might seem confusing; however, recall from Section 4.2.2 that
the regression loss (and evaluation) functions are always calculated when
a grid cell contains labelled pipeline. Thus, despite the depicted predicted
pipelines appearing quite accurate, the non-depicted pipelines, because the
confidence score is below the threshold T = 0.5, are probably less accurate.
The second thing to notice is that the tracking model does not achieve
a 100% F1-score despite arguably appearing to have found all the labelled
pipelines. However, by looking a bit closer, the tracking model is often
predicting two (pipe)lines for the same pipeline, which might explain the
average difference in TPR, TNR and precision between the tracking and
detection that was discussed in Subsection 6.2.2.
This suggests that the tracking model has learned that it gets a smaller
loss by predicting pipelines in two neighbouring grid cells when it is
not sure which grid cell is labelled to contain pipeline. In particular,
because the sBCE classification loss function, as described in Section 4.2.1,
scales the loss of predicting pipeline or no pipeline on the likelihood of
a grid cell containing pipeline. The models will, therefore, get a more
severe punishment for misclassifying a grid cell to not containing pipeline
when it contains pipeline (false negative). In contrast to misclassifying
a grid cell to contain pipeline when it does not (false positive). It can,
therefore, be argued that the model is behaving quite expectantly, by
leaning towards false positives. This problem could partially be addressed
with a procedure similar to non-maximum suppression, which is discussed
further in Chapter 7.

6.5

Real-time detection and tracking

Using detection and tracking in real-time has computational requirements
for the models used. Assuming an AUV equipped with a MBES operating
at 32Hz and the AUV requires updated information about its surrounding
seafloor pipelines in every ping throughout its mission. Further assuming
that the AUV can extrapolate and operate on previous tracks or detections
up to one second, the detection or tracking system has to use no more than
one second to interpret and infer knowledge on 32 newly gathered pings
from the MBES sensor. Thus the detection or tracking system should not
be slower than one frame (32-pings) per second (FPS).
We calculate the time it takes to infer knowledge on 32 pings for
the proposed detection and tracking (processes 128 pings) models, by
averaging 1000 separate forwards passes. It is worth pointing out that the
detection and tracking model inference speed is independent of regression
loss-function. The results are summarized in Table 6.5.
Table 6.5 shows that both the detection and tracking models can operate
in real-time under the assumed requirements described above. Specifically,
they are closer to being able to infer knowledge about the surrounding
seafloor pipelines in the previous 32-pings for every newly gathered ping.
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(b) LD2 Tracking, depth channel

(a) HLD Detection, depth channel

Figure 6.6: Best performing detection (HLD) and tracking models (LD2 )
inference on the same image segments. Both images are from the depth
channel. There is a clear difference in the amount of context available to
the two models. Red lines indicate predictions while the thicker white lines
show the labels.

Model
Detection
Tracking

FPS
18.7
17.1

Table 6.5: Detection (k = 1) and Tracking (k = 4) frames per second (FPS)
during inference. Higher values (FPS) is better.
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While outside the scope of this thesis, one could, therefore, imagine
a detection or tracking system operating on images with overlapping
pings. Thus, multiple independent detections/tracks over the same
pings could be used further to check the coherency between individual
detections/tracks, potentially making the overall system even more robust.
As a disclaimer, the speed reported in Table 6.5 is limited to inference
on the detection and tracking deep learning models, data loading and
preprocessing is excluded.

6.5.1

Hardware and software specifications

Frames per second depend on both software implementation and hardware. For completeness, we summarize the hardware and software specifications of the server used during experiments and evaluation.
All experiments (training and evaluation) used the machine learning
and deep learning resources at AI HUB provided by the University of Oslo.
Each server was equipped with 2 × 14 core Intel CPUs, 4× NVIDIA RTX
2080 Ti GPUs, 128GiB RAM and ran on Ubuntu 16.04. All experiments
(training and validation), as well as inference (FPS) test, used one GPU.
Models were developed, trained and evaluated using TensorFlow version
2.0.0 with GPU support.
Note that the servers are used by multiple students/researchers with
minor regulations. Therefore, multiple users can use a machine at the same
time, which might affect resource distribution among programs. Because it
is hard to know whether the FPS inference test was limited due to resource
sharing, the inference speed results summarized in Table 6.5 is a modest
estimate of the speed of the models with the given hardware.
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Chapter 7

Further Work
This project spans from the preliminary, manual annotation of seafloor
pipelines, through to presenting automatic methods for detection and
tracking seafloor pipelines in MBES data. Consequently, it is a large
project, which inevitably leads to multiple possibilities and subsequently,
choices. In an ideal world, we would explore every path that presented
itself. However, because we live in the real world with limited time and
resources, some paths were closed before being thoroughly investigated.
While the models presented in this thesis is highly successful, there is
always room for improvements. Therefore, the ideas that we believe could
improve the system further are summarized here.

7.1

Suggested ideas for improvement

We consider four concrete ideas that could prove beneficial for further
research on seafloor pipeline inspection and tracking in MBES data using
deep learning. Specifically, combining classification and regression in
evaluation, non-maximum suppression, mutually exclusive pipeline labels
and exploiting the time-dimension of feature vectors. The ideas are
presented by considering the challenges that we currently face (motivation)
followed by an outline of a method for tackling the challenges (suggestion).

7.1.1

Combining classification and regression in evaluation

Models are currently being evaluated through both classification and
regression. However, it can be easier to interpret and benchmark different
models if the evaluation is succinctly expressed with a single number.
Moreover, a clearly expressed objective can make further development
more straightforward.
In particular, one challenge with using both classification and regression to evaluate a model is that there is no clear rule of which to prioritize,
as described in Subsection 4.3.3. Furthermore, using grid cells for classification evaluation will only indirectly measures the closeness of that prediction which is why we have to include a regression evaluation. However,
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integrating regression into classification can make the evaluation measure
independent of grid cells.
One way to combine regression and classification is to take inspiration
from measures like mAP, which is a measure for evaluating object detection
models on optical images. mAP uses the intersection over union (IoU) to
determine whether a bounding box prediction should be categorized as TP,
TN, FP or FP. However, we do not predict bounding boxes, but (pipe)lines.
IoU is not a good measure for determining the similarity of predicted and
labelled pipelines.
Instead, IoU could be replaced by, for example, AbL. Still, AbL, in
contrast to IoU, is not a bounded measure, i.e. [0, 1] ⊂ R. It is therefore
not trivial to choose a threshold for AbL for determining when a prediction
should be categorized as TP, TN, FP or FN.
Furthermore, different thresholds for AbL will lead to different evaluation scores for the same models. Making a developer set this threshold will
inevitably lead to a biased threshold which is beneficial for the models of
the developer setting the threshold. We, therefore, advocate letting a thirdperson, or even better; a survey, decide a threshold for when a predicted
(pipe)line, compared to a labelled (pipe)line should be categorized as TP,
TN, FP and FN.

7.1.2

Reducing overlapping detections

Section 6.4 discussed some challenges with the detection and tracking
models. Specifically, how the tracking model is predicting the same
pipeline in adjacent grid cells, see Figure 6.6. We consider two ideas
for helping the models remove "overlapping" detections: Non-maximum
suppression (NMS), and mutually exclusive pipeline labels.
Just as for the mAP evaluation metric discussed in the previous
subsection, NMS is also a common technique in object detection of optical
images. It can be used to remove "overlapping" predictions. Furthermore,
like mAP, NMS also depends on the IoU between bounding box prediction
and labels. As a result, some similarity measure and a threshold have to be
decided before using NMS, as discussed in the previous subsection.
Secondly, a grid cell is labelled to contain pipeline if it has two or more
pixels of labelled pipeline top pixels. Thus, models are trained to predict
the same pipeline across grid cells when a pipeline crosses grid cells. This
can result in the model unnecessarily predicting a pipeline in two adjacent
grid cells when it appears close to the border of the grid cells. Furthermore,
this will also affect the evaluation. In other words, by including the
aforementioned NMS, one could potentially harm classification evaluation
because the labels might contain pipeline top pixels in adjacent grid cells.
This could potentially be solved by suppressing a labelled pipeline to
one grid cell. Either during training and evaluation, or just evaluation. We
suggest two ways to determine which grid cell should be categorized as
containing pipeline. Either the grid cell with the highest number of pipeline
top pixels or the grid cell containing the centre (ping 16 when counting
from 1, in a 32-ping image) pipeline top pixel.
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7.1.3

Exploiting the time-dimension of feature vectors

As discussed in Subsection 5.2, we believe that the tracking model has
some untapped potential in how it combines its feature vectors along the
ping/time/image dimension. When the model (see Figure 4.3) is operating
on sequences of images (k ≥ 2), the spatial size of the feature map becomes
k × 14. Because the model is fully-convolutional and the ping-dimension
is also a time-dimension, we could, for example, use an RNN-layer to
combine these features before the task-specific convolutional filters. Other
attention-based mechanisms for combining these features could also be
interesting to explore.
It is worth noting that extra layers can increase the expressive power
of the model, but it can also lead to degradation in performance. Firstly,
adding extra parameters to the model can require more training data.
Secondly, the model is more computationally expensive, which will
increase training time, but perhaps more importantly, reduce the speed of
the model during inference (lower FPS).
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Chapter 8

Conclusion
This chapter has two sections. The first section contains a summary of the
thesis. Subsequently, a more thorough approach to answering the research
questions of this thesis is presented in the final section.

8.1

Summary remarks

This thesis describes the task of automated detection and tracking of
seafloor pipeline in MBES data. Deep supervised learning was used as
an approach for solving the task. The proposed methods showed to
outperform a highest likelihood baseline method by more than 35% on a
region-wise F1-score classification evaluation while being more than eight
times more accurate in locating the pipelines. Moreover, the methods were
shown to be capable of operating at frame rates far beyond moderate realtime requirements. Therefore, this thesis proves that deep learning can
be used to interpret and infer high-quality information from MBES data.
Concretely, by successfully solving the detection and tracking of seafloor
pipelines task.
Specifically, this thesis explores a dataset gathered by the HUGIN
AUV consisting of fifteen seafloor pipeline inspection missions with
accompanying labels on a unique format. Neither the dataset, the labels
nor their format has previously been used in deep learning.
To efficiently use the data and labels with deep learning, they were
reformatted and stored in a h5py file, where the labels could be considered
as sparse segmentation labels. Then, the dataset was divided into training,
validation and test set, while keeping the i.i.d assumption in mind.
Furthermore, by viewing fixed ping segments as independent images,
it was possible to draw inspiration from object detection in optical images
using bounding boxes. In particular, by instead considering a bounding
box representation to be a (pipe)line representation.
Subsequently, a custom deep learning model for interpreting MBES
data was developed by using ResNet50 as the base network. The taskspecific extension to ResNet50 was created by drawing inspiration from
single-shot detection methods, such as YOLO. Moreover, because the
resulting models were fully-convolutional, the models could be extended
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to accept varying sized inputs, which were tested as detection vs tracking.
Because the output format of detection models contain both a categorical and a regression term, both a classification and regression loss function
was needed. However, most grid cells did not contain pipeline, which led
to a reformulation of BCE to sBCE, which dynamically adjusted the loss to
account for class imbalance. Then, we argued that a component-wise regression loss function formulation did not describe the regression objective
well enough. As a result, several new regression loss functions, which took
inspiration from the Hausdorff distance, for measuring similarity between
predicted and labelled lines were presented. However, to make the model
learn both the classification and regression objective, the harmonic mean
multi-task loss scaling method was introduced.
Then several established classification evaluation methods were presented. These were used to evaluate how well a model predicted that a
grid cell contained pipeline. However, because the classification evaluation does not measure how well a model can locate pipelines, the regression loss functions were further used to evaluate how well a model could
locate pipelines.
The dataset is relatively small; thus; two data augmentation strategies
were presented for artificially increasing the training data. Finally, some
preprocessing and shuffling techniques were introduced.

8.2

Answering the research questions

Every deep learning model, detection and tracking, trained with all
ten different regression loss-functions, outperform the baseline method
in both, classification (F1-score) and regression (AbL). Therefore, we
conclude that deep learning can be, and now is, successful in automatically
detecting and tracking seafloor pipelines in MBES data (research question
1.). We can, therefore, further conclude that every proposed method
for the corresponding subgoals (research question 1. (a)-(d)) are feasible
approaches for solving research question 1. These methods can be listed as
follows:
• How should the MBES data and labels be formatted to be effectively
used with deep learning? (Data and labels)
– Viewing a fixed number of succeeding pings as an independent
image (32 · k).
– Using h5py for efficient loading, and saving the labels as sparse
segmentation labels.
– Data augmention, preprocessing and shuffling of time-series
data, as described in Section 4.4 and Section 4.5.
• How can the detection and tracking of seafloor pipelines task
take inspiration from existing deep learning tasks and solutions?
(Segmentation vs. detection and tracking)
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– Casting the problem as a detection and tracking task.
– Taking inspiration from bounding boxes, but making it represent (pipe)lines instead.
• What type of deep learning network model should be used to solve
the task? (Architecture)
– Using ResNet50 as a feature extractor (base network).
– Taking inspiration from YOLO and SSD to reframe the taskspecific extension of ResNet50 to a single shot pipeline detector.
• How should the learning objective be described? (loss)
– Using a multi-task loss consisting of a classification and regression part.
– Dynamic scaling of the binary cross entropy loss function to
handle the class imbalance problem.
– Several regression loss and evaluation function proposals.
– Harmonic mean multi-task equality scaling.
We have also presented a method for tracking by increasing the context
available to a detection model. The tracking model is, on average, slightly
weaker than the detection model in F1-score and AbL. However, the
tracking model is on average better at predicting when there exist pipelines
in grid-cells (TPR), at the expense of a lower Precision compared to the
detection model. Therefore, compared to the detection model, a tracking
model, i.e. including four times the context size, feature vectors combined
through a convolutional filter, and a four times smaller mini-batch size,
does not necessarily increase performance (research question 2).
Finally, there is are small differences in classification and regression
evaluation results between the "baseline" (recall Subsection 4.2.2) detection
and tracking model, i.e. trained with the MSE regression loss function, and
the same models trained with different regression loss functions. Moreover,
there can be variations between different training runs, as discussed in 6.1.
Subsequently, there is no statistically significantly concluding evidence that
the proposed regression loss-functions (LD2 , SLD2 , HLD2 , MD2 , AbL, LD,
SLD, HLD and MD) increases model performance (with respect to AbL
and F1-score) compared to MSE (research question 3.) with the given
architecture, input- and output format as well as the harmonic mean multitask learning scaling method.
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