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Abstract
Embedded systems are all around us, and they are collecting lots of data, from
the sensors in our cars to more complex system on a spaceship. To ensure highquality data, we need to make sure the exact time of sampling the data is known.
However, high precision time is usually reserved for very high-end solutions or
solutions that can have a stable connection to the Global Positioning System.
This report will try to go through existing solutions and look at ways to create
a system that would be cost-effective to implement, easier to engineer into an
embedded system and increase precision and accuracy.
Through this report a new type of reference clock and switch for precision time
protocol is presented, a new type of topology for embedded environments is presented and simulated, and several types of deep reinforcement learning clock
servo have been simulated.
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Chapter 1

Introduction
Most widely implemented time synchronization schemes are used to solve particular problems, and not constructed as a general-purpose high precision time
synchronization scheme. To understand the existing technologies, an understanding of the problems they were developed to solve needs to be made.

1.1

The need for time

Most living creatures known by man has some sense of time. Animals with this
ability have gained an evolutionary advantage; this ability is called a circadian
rhythm. In both our machines and our self, an advantage can be gained by
recognizing patterns around us and exploiting them. In humans, the circadian
rhythm is so built-in that the Norwegian Olympic committee suggests that an
athlete should stay one day per hour timezone shift to offset jet lag. From
this, an athlete would need to stay six days in New York to properly align
their circadian rhythm if the person travelled from the Norwegian time zone.
Other animals may synchronize their movements; one example of this is fireflies,
that blink as a sort of communication. They all blink at random frequencies,
but after a while, they will all synchronize to the same rate. As humans have
evolved almost everything we do revolve around time. As this measurement
is such widely used, it is natural to us, and all from setting up meetings, to
calculate distances uses this measurement. The need to implement this time
into our machines have arisen from train tables to the exact time on satellites.
And the need to have this distributed, either you are in Oslo or Canberra we
need to be able to have our clocks synchronized so that we can cooperate and
have a common ground for measurements.

1.2

Precise digital time

Speed and position were one of the first areas in the modern age where exact
time was needed to calculate values accurately. During the early times of Radio
Detection And Ranging (RADAR), the possibility to accurately position naval
vessel and later aircraft would emerge. From this, several local positioning
systems would arise such as the OMEGA, DECCA and LORAN system. All
of these systems have base stations at known locations, and by measuring the
4

distance to two or more known stations, a device could calculate its position.
During the development of these systems, precise clocks were developed.
When the first computer network was set up, a simple way of distributing
time over this network was tested. This synchronization scheme was later picked
up by the Internet Engineering Task Force (IETF) and made into an official
protocol, the Network Time Protocol (NTP). This is one of the first network
protocols ever created, and it is even the oldest internet protocol still in use [1].
During the nineties and early noughts, the internet had spread from some
select universities and into a global network. With NTP, the accuracy of the
clock is typically in the several milliseconds range. For applications such as
synchronization of power stations and cellular base stations, better precision and
accuracy was wanted to enable new technologies. These applications would need
around microsecond accuracy. There could be made new time synchronization
protocols, that ran dedicated wires or used new base stations for wireless transfer
of time. However, since there already was copper in the ground, enhancing the
precision of NTP would be preferable. This led to the IEEE1588 standard
also known as the Precision Time Protocol (PTP). This solved the problem of
microsecond accuracy and precision by using the same infrastructure as NTP,
only exchanging the switches and Network Interface Cards (NIC) in the nodes
of the timing network.
In the seventies, the U.S. Department of defence wanted to create a Global
Positioning System (GPS) that could be used by all of their branches. This
system would have to be accurate down to meters of locational accuracy. This
need for precision was to the extent that if the clock in one of the satellites in
the GPS constellation were one microsecond wrong, this would translate 261m
error in the position on earth. The requirement for better than 1m accuracy on
earth dictated that the clocks on the satellites would need to be less than 4ns
apart from each other. This project became fully operational in 1993 for the
U.S. Department of defence, and in 2000 the full access accuracy was enabled
for the civilian market. Getting time from the GPS satellites soon became one
of the primary ways of getting accurate time wherever there is GPS reception.
The project allegedly cost several billion dollars, and it made huge strides in
precision timekeeping and synchronization schemes to keep all the clocks on
time.
In the Large Hadron Collider (LHC) very accurate time needed to be distributed to measure movements that are close to the speed of light. This means
the system requirements were set to hundreds of picoseconds of precision. The
method used to solve this problem was called White Rabbit (WR). WR is based
on PTP, and runs on fibre-optic cables and uses very precise oscillators in every
unit of the network. WR made also was a considerable leap in timing systems
and set distinctions between accuracy and precision, something that will be
thoroughly gone through in this report.

1.3

Embedded time synchronization

In this report, three scenarios which are not adequately fulfilled by existing
time synchronization technologies will be given propositions for new ways of
synchronizing time. Number one is a modern car, that is a car with several
cameras and even RADAR/LIDAR measurements, and all the regular sensor
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in a vehicle, like a wheel speed sensor, several temperature sensors and power
train management. Cars are typically smaller systems, with under thirty nodes
that need to be synchronized and needs to be optimized for low cost and high
quantity devices. Since speed is relatively low, the precision requirements are
usually around millisecond level. Scenario number two is a midget surveying
submarine; this is a more extensive system, typically with around a hundred
nodes, and needs to be optimized for power, the precision requirements are
under microsecond level. Number three is a plane; this has typically under 500
nodes, and since planes are low quantity vehicles, the focus needs to be on ease
of development and scalability.
This is the bare minimum requirements, and better is always preferable.
Timing systems almost always seem to make their way into critical devices.
And when these systems fail, the consequences are often dire and sets human
lives in jeopardy. To create new timing solutions, it is of the utmost importance
that the systems are dependable and precise.

1.4

Machine learning

Time-dependent patterns are all around us, and using this information to keep
our system disciplined could give our system an advantage. Machine learning
as a field is where the algorithm learns through experience. For many time
application, errors are coming from design, production variation or environment,
for a system to learn through experience what its errors are and how to cope
with them, should help increase the accuracy and precision of these systems.

6

Chapter 2

Background
From the introduction, it can be seen that time synchronization is all around us
and properly thought trough solutions need to be implemented. In ground-level
concepts will be introduced, more information about a computer clock and the
building blocks of clock synchronization will be presented. Before going into a
very brief introduction into reinforcement learning.

2.1

Precision and accuracy

Precision and accuracy are two words are often used as synonyms in everyday
conversations, but there are substantial differences between them, and to be able
to achieve high precision does not mean great accuracy and vice-versa. The term
precision and accuracy compares two things to each other, but they describe two
different things when it comes to the results. A precise result is when all our
measurements values get about the same value, and accurate measurement is
when the measurement value is what the system is. This can be seen in the
graph 2.1, is measurements over time of a system that outputs zero, in this
graph, the blue line is measured with a very precise instrument, however, there
is offset from what the actual value of zero is, that means this instrument has
poor accuracy. The red line in the same graph represents another measurement
device, where the results are more scattered, but they are in the general area
of the actual value. That means the red measurement instrument has good
accuracy and poor precision.
With these terms, a clock synchronization scheme will strive to achieve good
precision and good accuracy between two or more clocks. Often the desired
behaviour is to adjust one clock to another central clock; for example, a person
adjusts his wristwatch to Big Ben. In other terms, Big Ben is the reference, and
hence can be called the reference clock. Another term that is interchangeably
used for reference clock is Master Clock (MC), and therefore wristwatch that is
adjusted to match the master clock is a Slave Clock (SC).
Another pair of terms that will be used a lot in this thesis are synchronization
and syntonization. To synchronize a clock, the system needs to adjust its clock
value to correspond with the reference clock. When these values are the same
the clock is synchronized, but this says nothing about what the time will be in
several time units later. Syntonization is synchronizing a frequency. If a master
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Figure 2.1: Measurements taken with different measurement instrument of a
system outputting the value zero.
clock and a slave clock are synchronized and syntonized, the clocks should show
the same value at all times.
A well-syntonized clock will be precise, but not necessarily accurate. However, a clock that is well synchronized, but poorly syntonized, will after a while
be poorly synchronized. To simplify this further. A well-synchronized clock will
never stay this unless the clock is well properly syntonized.

2.2

Computer clock architecture

A computer clock exists primarily of two hardware parts, that is an oscillator
and an oscillation counter. The oscillator creates a clock signal, that is a half
duty square wave signal at a set frequency. The counter is often referred to
as the Real Time Clock (RTC) or hardware clock, it quite merely counts the
oscillations and usually transforms this into a nanosecond counter and a seconds
counter. If the frequency of the oscillator is 200MHz, then for each rising flank
of the clock signal the nanoseconds counter is incremented with five. When
the nanosecond counter reaches one billion, this counter is set to zero, and the
second counter is incremented. The computer has access to the RTC and can
calculate the seconds counter over to the date; this will be covered in more
detail in chapter 2.2.3. If power is lost, this clock will revert to zero, so in most
computers, this clock will always be powered. An essential feature of the RTC
is that it often can adjust its frequency; this does not change the frequency of
the oscillator, but rather the counter. For example, every other microsecond the
nanosecond counter increases with one more nanosecond than it usually does, to
create a 500ppm increase in frequency. This frequency adjustment is generally
limited to less than a per cent frequency adjustment. The OS often runs its
own timer; this may be controlled by the Central Processing Units (CPU) own
oscillator. This counter lays in volatile memory and needs to check the RTC
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for its starting point. A simplified diagram of how a clock works on a typical
computer can be seen in figure 2.2, there it can be seen what each of the element
of a computer clock outputs.

Figure 2.2: A simplified diagram of a computer clock, with its output. OSC is
the oscillator which creates the clock pulse, the counter is the RTC and has two
32 bit registers and the OS represents the operating system.

2.2.1

Different types of oscillators

There are many types of oscillators that are used for different applications.
The main variants are: Voltage Controlled Oscillators (VCO) describes many
types of oscillators that can be controlled and adjusted by changing the voltage
controlling them. One of the simplest types of oscillators is a resistor and
capacitor oscillator. RC oscillators can be used for clock, but they usually do
not have the highest frequency accuracy and are very susceptible to voltage
change and temperature that then again creates frequency instability. The
inaccuracies of these oscillators are highly dependent on board design and the
accuracy of their components. For example, take an oscillator that has a 1%
frequency error. To keep the accuracy of this clock within one millisecond, then
it would need to be synchronized and adjusted every tenth of a second. And
that is if it is assumed that the synchronization does not create any accuracy
errors.
Crystal Oscillators is the most widely implemented oscillators on embedded
systems and computers. They achieve better frequency stability and accuracy
than RC oscillators while remaining reasonably inexpensive. But these also
have many elements that can cause frequency errors, these errors are typically
caused input voltage and temperature. Another example, let us assume that a
crystal oscillator has an error of 100ppm (0.01%) and again the desire to keep
this clock accurate to within 1 millisecond. Then the clock would need to be
synchronized every ten seconds.
Temperature is often the largest contributor to inaccuracies in a crystal
oscillator, this is often not made any better considering all the temperature
changes that occur within a computer. A way of solving this is quite simply
to have the oscillator within a temperature stable container. These types of
9

oscillator are known as Oven-Controlled Crystal Oscillator (OCXO). Typically
these oscillators can have down to 10 ppb (0.000001%) accuracy. Again trying
to keep a clock accurate to within 1 millisecond, the clock would need to be
synchronized around every 27 days. These produce good results, however, they
require a lot more power and space to operate.
Atomic oscillators are used in many high precision clocks, mainly in research
institutes and satellites. Atomic oscillators are primarily found in two variants,
that is caesium and rubidium oscillators. These can typically achieve in the low
single digits ppb frequency stability and even lower. There are also chip-scale
atomic oscillators that have great accuracy but size, power and cost reserves
these for high-end applications. Molecular clocks are so far only an experimental
technology developed at Massachusetts Institute of Technology, but it so far
achieving atomic oscillators levels of precision and accuracy, but at a runs only
on milliwatts [3].

2.2.2

Bias frequencies

As discussed in the previous section no oscillators are perfect and some of their
errors were discussed. For this thesis, it is not important to know why they
change their frequency, but a need to understand the errors are needed. For
this, the errors are divided into time-sensitive and time-insensitive. To start
with the time-insensitive is the typically design or production flaws. The timesensitive errors are voltage fluctuations to the oscillator or temperature which
affects the crystal, for a crystal oscillator. On large, typical computer crystal
oscillators have 1ppm error per degree Celsius[1]. Of course, these errors will not
only be determined by the type of oscillator but also each individual oscillator
will have manufacturing anomalies. For the rest of this report, these errors will
be known as time-sensitive and time-insensitive bias frequencies.

2.2.3

Time standards

Biologically humans tend to follow a circadian rhythm (a sort of biological clock)
synchronized to sunup and sundown. As humans evolved, time standards were
developed and evolved, and the twenty-four-hour day has been seen on solar
watches in Egypt dated back to 28 century BC. As with the solar watches, later
time standards were also based upon the earth rotation. One of the most used
time standards based upon earth rotation is the Greenwich Mean Time (GMT),
which is still the legal time in the UK. During the start of the 20th century,
it was proved that the rotation of the earth was irregular and slowing down.
In 1952 the Ephemeris Time (ET) was adopted for astronomical measurements,
which is based upon the earth rotation around the sun, as this was more constant
than the earth rotation. However, in 1955, the first caesium atomic clock was
developed, and this led the way for better time standards based upon atomic
clocks. For timing purpose, two standards are most important. International
Atomic Time (TAI) and Coordinated Universal Time (UTC). The difference
between these time standards is that UTC is kept within 0.9 seconds of GMT
by adding leap seconds.
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2.3

Time measurements

For a clock to be able to synchronize to another clock, one needs to know the
time offset to the reference clock. To get the time of the other nodes in the
network, a common way of communicating needs to be established. One way
doing this is just to broadcast the time over the communication network, but
this does not account for the delay of transmission of this message.
A way of calculating delay in the wires is done by sending three messages;
most synchronization schemes use this. As seen in figure 2.3 the master clock
first sends a message containing the time t1 , then the slave clock records the
time t2 and then sends a message with the time t3 and the master clock records
the time t4 . What is not shown in figure 2.3 is that the master clock sends the
third message, this is with the time t4 . With this, the slave clock has all the
timestamps and can calculate the offset and delay from the master clock.

Figure 2.3: Messages sent to calculate offsets between master and slave.
From these four values, both the time delay of transmission and the offset
between the two clocks can be calculated. To calculate the offset use formula
2.1 and to calculate the transmission delay use formula 2.2. One thing to note
is that the formula for tdelay can not be used reliably, because it subtracts the
t2 value from the t3 witch are both recorded by the slave clock. If the slave
clock is poorly syntonized, this can cause problems.

2.3.1

tof f set =

(t2 − t1 ) + (t4 − t3 )
2

(2.1)

tdelay =

(t4 − t1 ) − (t3 − t2 )
2

(2.2)

Topology

There are several ways of synchronizing clocks together. Usually, the desired
result is that all the clocks have the same value as one master clock. If a system
has millions of individual clocks that need to be synchronized to one master
clock, this will turn out to be quite a technical challenge. Instead, hierarchy is
used, and the levels of the hierarchy are described as stratum levels. In figure
2.4a, a simple version showing how three stratum levels can be connected.
One thing that is confusing with this, is that a single computer can both be
a master clock and a slave clock at the same time. To clarify, a clock that has
stratum level above and beneath it will have both a master clock and one or
more slave clocks.
With a master-slave topology, algorithms or the engineers setting up the
system have to be aware of timing loops. Timing loops is when some nodes
become master over their own master, which causes instability and oscillations.
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Another way of organizing our system of clocks is by letting all the clocks talk
to each other. Furthermore, let all the clocks converge to a common frequency
and time. This topology should theoretically be a more friendly system for
less precise oscillators. That is if all the bias frequencies of the oscillators are
normally distributed around a more precise reference clock at the oscillator
factory. This system should produce better precision for an entire network,
without the need for a very accurate dedicated master clock. However, this
topology is often susceptible to errors that are common to many of the nodes
in the system, for example, rising temperature in one room where most of the
nodes are placed. Another way of synchronizing many nodes is by only allowing
the nodes to synchronize to their neighbours, and not try to synchronize against
the entire network; this is a more bandwidth effective way of implementing a
master-less synchronization scheme [8]. This topology has proved to be a decent
way of synchronizing clocks but can have problems with synchronization loops
if not properly distributed and can create local times and not distribute time
as well over the entire network.

(a) Simple hierarchy of clocks [10]

(b) A network where all the nodes
are connected together

Figure 2.4

2.4

Clock servo

To detect bias frequencies, it needs to be compared to another clock that is
assumed correct. The process of measuring offset to another clock and then
adjusting the clock is called a clock servo. If a computer is at the start of its
time epoch, usually the first of January 1970 and it is desired to adjust it to our
now time; this means that the clock has to be adjusted about 50 years forward
in time. There two ways of adjusting a clock. This can be done by updating the
clock value to our now time, or adjusting the frequency of the clock and wait
until it catches up. If the clock max frequency adjustment is 1% then it would
take 5000 years for the clock to catch up, this is quite impractical. In this case
it would be preferable adjust the clock in one 50 year increment.
Another example is recording a band playing, and each instrument has its
own recorder, and all of the data is time-stamped. During the recording, the
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system detects that one of the recorders is 1s behind the rest. It will want to
adjust its clock value 1s forward. When reviewing the playback, this recording
would have a part of 1s silence from one of the instruments since there are no
recordings in this time frame. If the recorder is 1s to fast, it would be adjusted
1s backwards in time. Then the recorder would record several samples of data
during the same time frame. And the playback would be chaotic around this
time for the instrument.
In these applications, hard adjustments to the clock value is not a good
solution. And therefore a frequency adjustment is preferred. This frequency
adjustment would also reduce our data quality, but it would not ruin it.
Proper implementations of clock servos usually combine both of these methods for adjusting the clock. However, usually clock servos adjust the clock value
in increments to synchronize the clock and only adjusts the frequency to syntonize the clock. This is because most systems care more about high accuracy
than precision.
To use this accuracy driven clock servo in a continuous data collection device,
the a synchronization scheme would have to far exceed the needs for precision
to account for the worst-case scenarios.
Experiments have been done with only adjusting the frequency of the clocks,
and this would prove to be a more stable and accurate solution, even though the
system used more time achieving it [8]. Schemes to mainly adjusting frequencies
are harder to develop as they are inherently unstable and prone to oscillation.
To summarize, with our choice of adjusting frequency or clock value, there
is a prioritization of accuracy or precision. In most embedded environments,
precise measurements are more important than accuracy, since the data is continuous and often over long periods of time.

2.5

Measurement quality

Doing a measurement always comes with an error. And for timing purposes one
of the main errors are can be seen from equations 2.1, as it assumes the delay
in each direction of the network is the same. This may be true for a simple
communication network, but more complex network such as the Internet or a
local area network with many nodes and much traffic. This assumption is what
causes most of the imprecision and inaccuracies on our measurements.
Removing this error with hardware has been done with Precision Time Protocol which is discussed in chapter 3.1.3 and White Rabbit which is discussed in
chapter 3.1.4, but this assumption of equal time spent to and from the reference
clock is a fundamental problem and cannot be completely fixed. For wireless
technologies where the peers communicate directly to each other, the transmission times are more consistent, so this is not a huge consideration for the typical
positioning systems.
One way of detecting measurement quality is by considering if the time
interval of t1 ⇒ t4 interval is short, then the messages have had little time
to wait in each queue. As there is a limit on how fast the nodes can process
these message, the time from of the process can be seen transportation time and
waiting time, when the time interval t1 ⇒ t4 is at it lowest then most of the
time is spent transferring the datagram which should take equally as much time
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each direction and little time in queues which is not necessarily symmetrical.
Therefore, if the t4 ⇒ t1 is low, then the measurement was of high quality.
The time offset measurement should also be considered. The system knows
its own time and frequency, and can then calculate what the next time offset
should be. If this is very flawed, then the system can also assume a measurement
error. And if this problem persists the slave clock may try to connect to another
master clock. In NTP there is a protocol for choosing the best master clock from
a set of nodes on the network, this is called the Best Master Clock algorithm
(BMC) and can be read more about in Computer Network Time Synchronization
by David L. Mills.
A wealth of research has gone into measurement filtering and this can also
be implemented for time synchronization to increase the quality of the measurements. This will be further covered in the chapter 3.2.2.

2.6

Machine learning

Machine learning is as said in the introduction, an algorithm that uses experience recursively to adapt them self to the solution. There are several types
of machine learning, the primary types are supervised learning, unsupervised
learning and reinforcement learning.
Supervised learning is a training scheme where we first have some data, that
has some input to the algorithm and some output. And the algorithm then
trains on this until it goes through the data and gets most of this dataset right
when the algorithm is adequately trained it is then deployed in the real-world
application.
Unsupervised learning is where a dataset only consist of inputs, and it is up to
the algorithm to find structure and commonalities. When the algorithm gives a
decent result this model can then be deployed in its intended application.
Reinforcement learning is where the algorithm is deployed in the application it
is intended to and it is up to the algorithm to learn how to solve its task in the
best possible way. This method is, of course, going to make a lot of mistakes
at first, but since it is given zero hints of how it is supposed to perform its task
it is hopefully going to find and test the best possible solution without human
interference.

14

Chapter 3

State of the art
3.1

Existing synchronization technologies

There have been mentioned a couple of synchronization technologies so far. In
this section, the most implemented and the most novel solution will be examined
and look at how these fit into the embedded environments presented in section
1.3. Also, more information about reinforcement learning will be presented.

3.1.1

Analogue time synchronization methods

The simplest form of synchronization is a Pulse Per Second (PPS) signal. PPS
is a half duty cycle square wave signal with a frequency of 1Hz. For systems
that needed to know more than when a new second would start. The InterRange Instrumentation Group (IRIG) developed some simple time codes that
were serially transferred. The most widely used is the B variant, this protocol is
commonly known as IRIG-B time codes, and this gives the nodes a way of communicating seconds, minutes, hours, days and years. However, this method does
not account for the delay in the wires and therefore this time synchronization
scheme is only suited for short distances and has typically been implemented on
lab equipment. IRIG-B can fit into an embedded environment with high precision, but the protocol does not account for transmission delay. Considering
electrical signals moves around half the speed of light in wires, a clock would
be delayed with one nanosecond for every 15cm of wire. Considering this, this
system is hard to scale if high precision is required of larger distances and also
this protocol needs a dedicated wire to communicate on it is even harder to
scale this solution with many nodes.

3.1.2

Network Time protocol

Network Time Protocol (NTP) is the most widely used time synchronization
protocol. It was first described in RFC956, but later also further written about
in RFC958, RFC1059, RFC1119, RFC1305 and RFC5905. It is implemented
in every major operating system, and it is in such widespread use that it has
been jokingly called the worlds largest fire detection system, because of crystal
oscillator temperature instability. This protocol developed many of the main
principles used in the other major timing systems. The primary inventor and
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principal maintainer of NTP David L. Mills have done a lot for improving timekeeping systems for computing, and even if NTP typically only can achieve
milliseconds of precision and accuracy, in the Linux kernel the reference NTP
daemon adjusts in nanoseconds and therefore paving the way for more precise
protocols. NTP operates over the internet and therefore uses the IEEE 802
family of standards for communication. IEEE 802 is a packed network with regular switches, which means the travel delay is uncertain. NTP uses the exact
communication described in chapter 2.3.
One of the most significant sources of inaccuracy in the NTP protocol is
Operating System (OS) delay. When a computer receives a datagram with
the time stamp t1 the slave needs to record the time t2 . When the OS gets a
datagram, the network interface triggers an interrupt, but this is a relatively low
priority compared to other OS functions, and it may take several milliseconds
before the OS handles this datagram. This causes the timestamp to be quite
inaccurate and can cause the clock to be adjusted wrongly.
NTP sets no requirements of the switch or router as the protocol should
work on every network and is therefore at the mercy of the switch or router for
how long it will take to process the message and send it in the right direction.
This does not play well for NTP, but switches witch prioritizes NTP messages
exist and can mediate this problem and again make the main inaccuracy for
NTP the operating system.
Both master clock and slave clocks are usually implemented as drivers and
receive a higher priority than regular applications, but it still has to wait for
the operating system to give resources to this driver. Furthermore, all the
datagrams the computer receives are placed in the same queue, therefore with
high traffic on the network, the delay because of queues will be higher. NTP can
be made more accurate, but this requires running the protocol on bare metal.
When looking at all these inaccuracies, it is understandable that NTP usually
does not achieve a better result than single-digit millisecond accuracy.
Millisecond precision and accuracy are quite poor on a local network, but
considering this is done worldwide on the internet, and this precision can be
achieved almost anywhere on the planet, is quite incredible.
For our three scenarios, with the car, plane and submarine. NTP would work
somewhat for all three. NTP is very easy to implement and very scalable, but
would not meet the precision requirements of the submarine and plane scenario.

3.1.3

Precision Time Protocol

Precision Time Protocol (PTP) is the IEEE1588 standard. PTP is released
in two variants one published in in 2002 (IEEE1588-2002) and one in 2008
(IEEE1588-2008) often called PTPv2. These two versions of the protocol are
not compatible. Even though much equipment that is made for IEEE1588-2008
have built inn compatibility for the older version. In this text, when PTP is
mentioned; IEEE1588-2008 is to be assumed.
PTP was developed by the power and telecommunications industry to get
microsecond precision on existing internet infrastructure. In later years when
GPS time master clocks have become easier available, PTP has morphed into a
technology that serves where GPS signals can not be reached or are considered
unstable. PTP has even become so precise and accurate that it used in many
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different research projects; it is, for example, used for timing on the International
Thermonuclear Experimental Reactor [11].
The most significant source of measurement flaws in NTP is in the operating system
(OS). To mitigate the OS delay, PTP added
hardware to the time-critical tasks, as seen in
figure 3.2. As seen in the diagram, a conventional computer system contains a Physical
interface (PHY); this is the first chip to get
connected to the network cable. The PHY filters and amplifies the analogue signals from
the cable and then send the message to a Media Access Controller (MAC) which contains
the network queue and sets a flag to trigger
the network message interrupt on the processing unit. To avoid the OS delay, hardware is
put in place at the PHY, between the PHY
and the MAC or in the MAC. This hardware
monitors the line and accurately time stamps
Figure 3.1: PTP messages
when the datagram is received or sent from
the computer. Because it also records when
the message is sent, the use for a fourth message to our synchronizing scheme
appears. In the SYNC message the t1 timestamp is sent as usual, but this is
clock value from the computer, and there can have been a lot delay between the
processor parsed the message, and it physically leaves the device. Therefore it
can be seen in figure 3.1 a FOLLOW UP message is added, it then sends the
actual t1 time which is measured the PTP specific hardware. When specific
PTP hardware is used to timestamp the PTP messages, this is called hardware
timestamping, and if only software is used, this is called software timestamping.
PTP hardware
To create PTP hardware block firstly, it needs to be able to sniff the packets
between the PHY and the MAC, as shown in figure 3.2. To create this there are
two ways PTP can be configured. One version is to run it on the second layer
of the OSI model or it can run on the fourth layer. When running in the second
layer, PTP uses ethertype 0x88F7, and when running in the fourth layer, PTP
uses UDP. This usually has to be engineered in because the hardware needed
to sniff for packets usually is just design for one of the variants. The interface
between the PHY and the MAC is usually a protocol called Media Independent
Interface (MII), this protocol exists in several variants for different physical
layout and speeds of transmission. When this is implemented, the block needs
its own clock, that can measure the time when a message was received or sent.
With this block, when a message is received, the processing unit can get the
measured times from this hardware block.
PTP switches
The switches are also a big part of the inaccuracies of NTP. Therefore dedicated
PTP switches are needed to achieve optimal precision and accuracy. There are
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two types of PTP switch design one is Boundary Clock (BC), and the other is
Transparent Clock (TC). BC switches are the switch design that was introduced
with the 2002 version of the protocol. This design gets synchronized to a master
clock, and then all the other nodes connected to the switch gets synchronized
by this switch. The problem with this is that it creates another stratum layer,
this is in itself not a problem, but a slave clock is never more accurate or precise
than its master clock. Therefore if the system has a very precise grand master
clock solution, but a poor switch, this system would not be more accurate than
its switch. The other kind of switch is the TC version, this switch type was
added in with the 2008 version of the protocol. The TC is as its name suggests,
transparent to the master clock and slave clock. It just stands in the middle.
This switch hardware stamps the incoming PTP messages, and then it times the
time it uses through the switching fabric. When the message is about to leave
it subtracts the time spent in the switch. TC switches are the most popular
version of hardware PTP switches. However, this is a complicated system, with
many points of failure.
Some software switches work as a TC, but
everything is done in software. Alternatively,
the more popular software PTP switches prioritize PTP messages through the switch.
Queues in the switch create measurement
errors, therefore reducing the queues in the
switches is desired. Therefore, for example, upgrading from a gigabit to a 10-gigabit
switch can reduce ques in the switch and increase the overall precision and accuracy of
the system.
Figure 3.2: Simplified diagram
of computer system with PTP
hardware

Synchronized Ethernet

Synchronized Ethernet is often shortened
down to SyncE and is a technology enabling
sending a clock signal over ethernet. Enabling syntonization and therefore increasing
the precision and accuracy of the system. To
use SyncE all the nodes in the network needs a SyncE supported PHY.
PTP usefulness

It should be mentioned that PTP can be run with only software timestamping
on both MC and SC, and with a regular switch, but the accuracy and precision
will be at the same level as NTP.
For our three scenarios PTP as morphed into a handy protocol, that could
be implemented for most of our scenarios. In the car, it could be run with
software implementation for low accuracy sensors and use hardware solutions
for higher precision sensors, but for the high precision sensors, the cost would
quickly rise, and probably rise higher than creating a centralized system. On
the submarine, PTP could work, but with existing technology, the power and
size of the system would soon escalate, and the cost would also be prohibitive.
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On the plane, PTP would fit quite well, since power, size and cost is not such a
big issue.

3.1.4

White Rabbit

White Rabbit (WR) is a time synchronization scheme for synchronization of the
sensors around the Large Hadron Collider in Cern. White rabbit aims to achieve
sub-nanoseconds precision and accuracy. And also is a protocol where differing
figures for precision and accuracy is required. Since this is a continuous data
gathering system, the requirements for precision are stricter than the requirements for accuracy and is within the hundreds of picoseconds. White rabbit is
based upon PTP and SyncE, with more messages sent to aid with synchronization, and rigorous standard are set upon the switches and all communication is
implemented on fibre optic cables [9].

3.1.5

Global Positioning System Time

Global Positing System Time (GPST) is one of the most influential time synchronization schemes and serves as in cooperation with many other synchronization schemes. GPS is commonly known for positioning, however for us to
know the position of the satellites, the need for precise and accurate time is
high. From the GPS signal, a time part is added and this is accurate down
to 100 ppb [13]. For standalone GMC solution for NTP and PTP are usually
made from a high precision oscillator and GPST to synchronize it accurately to
the desire time standard. This is so accurate that one use for it is that power
companies use this at their centrals to get the exact time when power is lost,
which gives them the information to triangulate where the fault is located. GPS
is also used to detect the offset between the atomic clocks around the globe, this
is done with both the clocks listens for the same message and recording when
they received this message. And since GPST is free to use, highly accurate and
very precise, this is a very good option for almost every application. However,
there are some areas where GPST is not suited are for now quite expensive,
compared to NTP and PTP which can be implemented on a local area network
for free. And the most prohibitive issue is that a GPST receiver needs connections to GPS signals. That means that it is not suited for places where there is
no ability to set up an antenna or there is no clear sight to the sky, there are
also certain regions where GPS can be considered unstable.
For the car and plane, using GPST too accurately time synchronize the
whole vehicle, but it would not be suited to use GPST on every sensor. For the
submarine, that is expected to stay underwater GPST is not suited, however
for getting an accurate starting time before going underwater, GPST is second
to none.

3.2

Emerging technologies

In the field of time synchronization, there are two primary areas of research for
clock servos, that is frequency adjustment and measurement filtering. These
two areas will now be covered.
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3.2.1

Servos

PID regulation is a popular way of doing process control and is used in many
applications such as cruise control on cars, industrial management controls and
several other functions. This method is super useful in governing the frequency
of the clock, but it still needs a time jump to get close to the desired value.
PID stands for Proportional, Integral and Derivative, and it is a closedloop control algorithm, that takes feedback from the Proportional, Integral and
Derivative of the error function to determine what to set the new value.
For controlling the frequency of the clock, we need to make a compromise
between the algorithm ability to quickly adjust to a significant offset between
the desired value and the clocks value and the algorithm ability to deal with
noisy measurements. To have an algorithm that can make a large adjustment,
the proportional part needs to be sufficiently large. To make the algorithm noise
suppressive, we need the Integral part to be large enough. The Derivative part of
the algorithm is not suitable for this implementation as the algorithm becomes
unstable, and it starts to amplify the measurement noise. So for this clock
servos, PID controller is usually just called PI controllers, since the derivative
part is not used.

3.2.2

Measurement Filtering

When a measurement is made to a reference clock, the measurement is not
always correct. As discussed in previous chapters there are ways in hardware
to improve this measurement error. But a lot can be done with filtering out the
sporadic results.
Measured offset from reference clock
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Figure 3.3
One of the most obvious ways of filtering this is by filtering by frequency of
the measured offset. If the offset to the reference clock is at 5 millisecond and
the normal measurement jitters of about 100 microseconds. And at the next
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measurement, it is at 10 milliseconds, as illustrated in figure 3.3. Logically we
can see that something has gone wrong with this measurement.
While looking the offset a way of reducing this is by using a low pass filter on
these offset, from the physical properties of the system a maximum frequency
change can be derived. And by setting this as the cutoff frequency, this would
reduce the impact of the bad measurement. However, lowpass filter creates a
phase offset, which is for this example that is leading the reference clock this
phase offset would propagate itself as that the offset is larger than it actually is.
And when reaching zero offsets from the reference clock, a poorly tuned system,
this could cause unnecessary frequency oscillations.
Kalman filter has been developed to filter out these flaws and has shown
great results [4] [6]. However, for each application, these types of filters are
used they have to be specially engineered for the application and device.

3.3

Reinforcement learning

Reinforcement learning this mentioned in 2.6 is during runtime adapt an algorithm to solve the problems it faces. That is when the algorithm does something
right it gets rewarded and when it does something poorly it does not get rewarded. Often this method is used where an agent needs to learn its environment
and has one goal. This can be used to learn how to play a video game where the
agent has a certain number of actions it can make but does not know anything
its environment, but it knows that when it scores points, this is positive. Video
games is a natural place to experiment with such an algorithm because it is
simpler to understand what is desirable and therefore what to reward, and how
much to reward the agent than many other applications. Another important
reason why a video game is a good place to experiment is that the number of
actions an agent can make is limited. However, when there are many actions an
agent can make many algorithms can become very computationally expensive
and take a long time to train. A common algorithm within reinforcement learning is the Q-learning algorithm, which is very simplified, a process of learning
through exploration what actions were best when the agent where in the same
situation before. However, remembering all the situation and what action to
make can be memory intensive. And if our actions are not discrete, that is,
for example, we have more choices than moving left or right. Let us say our
action is a 32-bit floating-point value, then at each situation, the algorithm can
make 4,294,967,296 discrete actions. If q-learning was used like this for the
simulation environment used later in this thesis, the memory needed would be
2.95 zettabytes. A way of solving this that is called Deep Q-learning uses a
neural network to learn what the best action to take when faced with a certain
situation. A way using an algorithm that mimics Deep Q-learning as a clock
servo will be presented in 4.3.
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Chapter 4

Proposed Methods
From the previous chapters, it can be seen that there are several different novel
ways of achieving good time synchronization. In this chapter, some of these
ideas will be combined, and a neural network clock servo will be introduced.

4.1

Communication

Communication is one of the primary ways of clock synchronization inaccuracies.
To create a robust and precise system we want low complexity, and there are
some improvements that can be made. In the illustration 4.1, if one ignores
the red line across the middle of the illustration we can see what is the normal
path of a PTP message. When a message goes from the reference or slave
clock, this message first gets timed when it leaves that node. It then goes into
the switch(marked in blue), where it gets timed when it enters. Then it gets
timed when it leaves, finally, the message gets timed when it enters the slave
or reference clock. The proposed method is to go around the whole switching
fabric and the timing units in the switch as represented as the red line.
Many embedded systems do not necessarily use ethernet, even though this is
a trend. However, using serial bus communication for either a synchronization
protocol on an already existing serial bus network or its own dedicated serial
network can have its advantages. There are not many parts in the IEEE1588
protocol that stops us from implementing it on a bus-based network and by
that discarding the complicated and costly switches, this way improving precision and accuracy. Even though much of the versatility of NTP and PTP comes
from that it can run on existing infrastructure and can share it with other traffic. This implementation would still need hardware support in all nodes that
are using this algorithm. Still, this system leaves us with only two hardware
components measuring the delay over a pure wire, instead of having switches
that would handle this. This way has some distinct disadvantages, such as a
limit to the number of nodes on the network. But for smaller systems such as
measurements systems, robots and cars could benefit from this.
As mentioned in chapter 3.1.3 to get a precise PTP setup, the usual way
is to get a GPS GMC solutions and a high-end hardware PTP switch, as seen
in illustration 4.1. But by having these two as separate units creates unneeded
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Figure 4.1: Example of new hardware scheme.
complexities. This is much like the solution above. If these are implemented
in a single device, we will only do the measurement of wires, not active silicon
and two wires. This method is no more than a better-designed boundary clock
switch, but a worthwhile project to improve the state of the art. An example
of this design is shown in the illustration 4.2
The principle is that GMC operates within the switch and acts as a normal
GMC would act, but the timing hardware is on the ”other” side of the switch
fabric. It is important for this solution that all the timing hardware references
towards a common clock.
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Figure 4.2: Example of a GMC switch solution.

4.1.1

Herding topology

For embedded environments and measurement, applications precision is often
more desired than accuracy. To acheive more focus on precision rather than
accuracy, the protocol should firstly synchronize to a common time that is easiest
for this system, before moving towards a more accurate reference clock. For this
text, the analogy that will be used is herding sheep. When herding sheep, the
herding dog will first gang the livestock together, and then a herding dog will
move the whole flock. To do the same with our network of clocks, would be
beneficial. That means that making all the clocks in our system converge and
then moving the whole system towards a more accurate reference clock.
A simple way of implementing this is by having all the nodes in the network
move towards the mean value of all the nodes. And then if we have one master,
that does not move towards the mean. Then this node will herd all the other
nodes towards this time.
However, this way of synchronizing all the nodes can create problems if a
measurement is made with the reference clock, then this can have a relatively
large offset to the rest of the flock. As seen in Figure 4.3, that once the heard
is gathered they can go quite far away from the reference clock marked in red.
One way of solving this is counterintuitively, not using the reference clock for
measurement. And can be fixed in hardware or software with two clocks, one
reference and another that is a regular clock that goes along the rest of the
herd. Even though they are physically near each other, they will behave quite
differently.
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Figure 4.3: Example of herding topology, where all the blue lines are the nodes
in the network compared to the red reference clock.

4.1.2

Herding with load balancing

If we want to measure time offset from all the nodes in the network, there
would be a whole lot of chatter on the network if the network becomes large.
Only synchronizing to your neighbours may be better. Such a system can seen
implemented in [8], their implementation is that the nodes connect to a reference
clock and their physically nearest nodes and from this calculates the time. In
this implementation, as in most NTP or PTP, they have to be conscious about
timing loops, and a lot of work was laid into calculation the stability of the
network. However, if we have a list with all the nodes in the network, we do not
have to worry about timing loops as we can quickly engineer our whole network.
So if we have a simple one-dimensional list with all the nodes in our network,
which were added to the list after the time they were connected, i.e. the oldest
node in the network is node zero, and the newest node is the node with the
highest number. If we chose from this list only the four closest neighbours,
it would take much time for all the nodes to be synced. For example, if all
the nodes in a list of 40 nodes could only talk to their neighbour, the distance
between the first and the last element of the list would be 38. In a network
where every node talks to everyone else, the distance is zero. Using a quadratic
2d array and adds the new nodes per row, and then connects to the neighbours,
this could be more beneficial since the relative distance between nodes would
be shorter. But there is an inherited problem with this scheme that adding
dimension will not help with. Connecting node zero to the newest can cause
issues if the nodes are ill configured, and it is very offset from the other nodes in
the network, then this new node, might effect node zero to become offset from
the global average. A solution that can work is to base the system on a spherical
design. In figure 4.4, we can see three variations of a spherical polyhedron, where
each of the vertices would represent a node. And the nodes would be number in
layers from top to bottom (north to south). In this way, the system would not
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(a) Goldberg Polyhedron

(b) Truncated polyhedron

(c) Geodesic polyhedron

Figure 4.4
have any edges where the oldest nodes would intermingle with the newest. With
rapid removal and adding of nodes, this system would cause much intermingling
between the lower nodes when adding or removing nodes, and lower the chance
of areas with dramatically different times.
A spherical design can have problems with a relatively unstable southern
pole. The northernmost node will be the oldest node in the system and can be
weighted more. A weighted average could be implemented, with the older always
being prioritized more in a weighted average. And one could also implement
node zero as a sort of MC.
There are several ways of creating a spherical polyhedron, but for this purpose, we want each vertex in the system to be able to connect to the same
amount of nodes. In figure 4.4 we can see two such versions of a spherical polyhedron one is a Goldberg polyhedron and in this system, each vertex has three
vertices connected to it. The truncated polyhedron is the classical soccer ball
shape, and it is a variant of the Goldberg polyhedron with 12 pentagonal faces
and 20 hexagonal faces. Another variant is a geodesic polyhedron, is a dual of
the Goldberg polyhedron and hence each vertex either have five or six vertices
connected to them. The geodesic polyhedron is therefore based upon triangles
as supposed to pentagons and hexagons. Naturally, these types of polyhedrons
can only be created with a set amount of vertices. So for this to work on our
model, there has to be a compromise and that is that we will not necessarily
have the ability to fill up the entire south pole of the scheme.
To make it easy for our self, we will base our calculation on the dodecahedron
for the Goldberg polyhedron and the icosahedral for the geodesic polyhedron.
We chose the high number of face base polyhedron to make sure every vertex
have the highest number of nodes connected to it. Both Goldberg and Geodesic
polyhedron gets subdivided into a more complex polyhedron. These polyhedrons
is divided into classes, which defines how we subdivide our faces, this does not
benefit us, and to keep the calculations clean we will go with class one to keep
things simple.
Goldberg polyhedron number of vertices:
vertices = 20T
Geodisical Goldberg polyhedron number of vertices:
vertices = 10T + 2
When subdividing the faces of the tetrahedron, we create several new faces,
and then if we divide into two, we will create four new faces. And if we subdivide
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Figure 4.5: A geodesic polyhedron with numbered vertices
into three, we will get nine new faces. The number of subdivision is called the
frequency, and T (seen in the formulas above) is how many new faces we get for
each subdivision this is the squared of the frequency.
We can see from the formulas above that the geodesic polyhedron is more
beneficial as we can more closely create a sphere with the right amount of
vertices.
When using the load balancing scheme the nodes talks to their neighbours
according to the scheme in figure 4.5.
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4.2

Measurement filtering

Measuring the clock offset to another clock always comes with an measurement
error. Trying to filter out this error is common practice as discussed in 3.2.2

4.2.1

Low-pass filter

Using a low-pass filter it needs more than a single datapoint. So to use this
algorithm a log of the past n unfiltered values.The filtered is applied to the data
series and the desired value from the series is used, as shown in written below
in 4.1. When using this filter the value t0n as been used.
butterworth t1

t2

···


tn = t01

t02

···

t0n



(4.1)

The clocks in our system are set such that they cannot change more than
±2% frequency, and in this example this 2% above an increase of one in the
clock value per time unit represents our top frequency, and where we would
want the filter to start suppressing signals. The filter is implemented as a 4th
order Butterworth filter, and these filters cause a phase offset. Phase offset for
this application will be represented as the filtered clock values will be lower than
the unfiltered values. If a node tries to reach this value, it will adjust itself to
a too low frequency, and if herding topology is used, this will trigger a chain
reaction. To combat this, the clock servos need to be set very conservatively.

4.2.2

Gaussian filter

The Gaussian filter does not have a phase offset and is therefore very well suited
for this application. Again the upper bounds, or the σ is set to the time between
the current measurement and the last for the matrix input as described in section
4.3.
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4.3

Deep reinforcement learning servos

PID regulation is a widely used algorithm that finds the function between the
errors and how to correct them. Creating an error function is an excellent way
of solving this problem, but the PID algorithm primarily takes in one error.
Giving the clock servo more information that may or may not be relevant can
also provide an advantage. However, the algorithm has to decide for itself if the
information provided is appropriate.
As discussed in chapter 3.2, a lot of research has gone into creating stable and
well-performing clock servos and clock filter algorithms. Neural Networks has a
fantastic capability to adjust itself to multiple different inputs and outputs and
learn complex functions. The desired output from the neural network is what
the frequency of the clock should be set to. The input should on the low end
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only be some time information to a reference clock or at the other end temporal
information on all the nodes in the network or other physical measurements
such as temperature or network utilization of the node. If the temporal data
given to the neural network is the clock value of the other nodes, then the input
space is ever-growing. Therefore, all the neural network input are time offsets
to the other nodes.
In this chapter several neural network are tested, Even with different design,
they have some commonalities, primarily their input and target, and how they
train. The input to the network varies between two versions; it is either given
the newest measurement from the desired nodes, as shown in the vector 4.3. Or
the input can be filtered as described in section 4.2.
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1d input = 



tnnodes ,n 
The Neural network is can be given more data, for example, the previous
n measurements from all the desired nodes as a matrix, this is shown below in
the matrix 4.4. In the matrix below, it can be seen that in this matrix that
a temperature element is added as the bottom row of the matrix. This extra
element can also be added to the vector input. Of course, can other information
be given in the input to the Neural Network, like CPU or network interface
utilization.
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Tn
Tn−1
···
Tn−19
All the neural network servos use the same skeleton algorithm for training.
But the models vary greatly; the skeleton algorithm can be seen in the list below.
And goes through the order which the algorithm measures and uses information.
1. Initialization with initial training and other measures to avoid instability.
2. Use the previous turn(s) measurements and other relevant measurements
as input to the Neural Network.
3. Calculate a target from the current measurements. That is what the
frequency should have been for this interval.
4. Run a backwards operation on the Neural Network, with the old measurements as input and the the calculated target.
5. Measure the offset to the other nodes in the network.
6. Run a forward operation on the network with the newest measurements
to predict the time of the next pass of the algorithm.
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7. Goto step 2.
When initializing the network, it first needs some data to train on, so for
the initialization, the node does not adjust its frequency, only measures offset to
the other nodes. When sufficient data is gathered, initial training can be done,
by for example to several backwards passes on the network. This is, however,
not done in this implementation.

4.3.1

1D Neural network

The Neural network that is the least computationally expensive is a simple
multi-layered Neural Network; however, with only the vector as seen 4.3 is one
of the simplest networks we can make. A simple diagram of the purpose of this
algorithm can be seen in 4.5, that is using the vector input with the offset from
all the other nodes, and then calculating what the next frequency should be.
The network is made up of five layers, an input layer, three fully connected
layers and the output layer. All the layers use linear activation function, and all
layers except the output layers have the same amount of units as there are nodes
in the simulation. The last layer also uses l2 regularization. The learning rate
has been set to 1×10−4 and the l2 regularizer with the loss set to 1×10−4 . This
network uses the Adam optimizer with the rest setup to default as described in
[12].
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(4.5)

2D Neural network

This network is larger and therefore, more computationally expensive. It is also
a simple multi-layered network, but this network uses the matrix as an input.
This network consists of six layers, the first layer is a flatten layer, then two
fully connected layers with RELU activation and then two hidden layers with a
linear activation function. The output layer uses linear activation function and
it uses l2 regularization with the loss set to 1 × 10−4 . Since the
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4.3.3

2D CNN

Another version is a Convolutional Neural Network (CNN), and is a network
that have prove very useful with to detect patterns [14] [15]. This network uses
the matrix is its input. The network has seven layers, the first are convolutional
layers, with differing kernel sizes and the both use RELU activation. Then
comes a flatten layer and three fully connected layers with RELU activation.
The output layers has a linear activation function and uses l1 regularization.
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4.3.4

RNN servo

Recurrent Neural Network (RNN) are suited for temporal data [16] [17] and
should be well suited for this application. This network is both tested with
the matrix and the vector input. The first layer is a LSTM layer with RELU
activation. Then there is two fully connected layers also with RELU activation.
The output layer uses linear activation and l2 regularizer.
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(4.9)

Chapter 5

Results
In this chapter, the testing method, the results of the baseline methods and the
proposed methods will be presented. First, the simulator that can test all these
criteria is presented and described in detail, then previously mentioned methods
are discussed.

5.1

Simulator

To test and develop new clock servo types and topologies a simulator has been
made that implements most of the challenges these algorithm face. The simulator sets up several nodes and masters and allows them to communicate and
measure the simulated time offset between them. There are many variables
and errors to configure. First each of the nodes needs to be configured with a
clock servo. Then each node except masters have from the start of the simulation, a non-variable bias-frequency and start at a random point in time, and
both are set within the desired range. The bias-frequency is there to simulate
manufacture faults in the design.
When all the nodes are set up, they can measure the offset to all the other
nodes, and this comes with its own random measurement error. This is to
simulate switch, hardware or OS delay. All the nodes can adjust their own
frequency, but only within a set range. This is the usual case for digital clocks,
and for this simulation, this is set to ±2%.
Another error for the nodes to cope with is dynamic bias-frequencies, this
is to simulate temperature changes. The temperature change is a sinusoidal
function with a random period and phase. How much the temperature affects
the frequency of the clocks is a positive random value. The clock can only see
the temperature and the offset to the other nodes, and what they set their own
frequency, but the bias frequencies are not known to the node.
The simulator works on a turn basis, so every node update their clocks at
the same time. This is not very realistic; in the real world, all the nodes cannot
be measured at the same time. However, the algorithm works on offsets from
the other nodes, which is less time-instable than the value of the other nodes;
this is a simplification for ease of development.
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Setup up all nodes

Define delay

Get values from nodes

Distribute values

All nodes backwards

All nodes forward

All nodes update

Above a simple illustration of the simulator can be seen. The first step is setting
up all the clocks and defining their bias frequencies and setting up their clock
servo. Then the simulator sets up the delay for all the nodes. When this is
done, the simulator gathers all the clock values from all the nodes and then
go onto distributing them. When all the nodes have got the offset to the other
nodes, they start with a backwards and then a forward pass. However, in a reallife environment, the clock servo should act as fast as possible to the freshest
information. For the PID servo, it does nothing during the backwards pass, but
the algorithm is run during the forward pass. When all the nodes have decided
their new clock frequency, all the nodes update their values with a timestep
multiplied their set frequency. Then the simulator collects the clock values from
all the nodes and repeats for the desired amount of steps.

5.2

Testing criteria

In these tests, the main testing criteria is how fast all the nodes converge and
how well they deal with measurement noise and temperature-dependent biasfrequencies.
To determine these two numbers, the test will look at the standard deviation
of all the nodes. When all the nodes have converged, an average of the standard
deviation will be taken. Then the time for the systems to reach to stabilize at
this converged value.
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5.3

Reference model

The reference model that is created is a PID servo that can be used with a
measurement filter. The PID algorithm takes the offset from the reference clock
and the output of the algorithm is the frequency of the clock. As mentioned in
chapter 3.2.1 for clock servos the derivative part of the algorithm is not much
used and all the PID values will be tuned for each situation, and these values
will be discussed.
The baseline will be a PID servo with no measurement filter and 40 nodes and
one master using a master-slave topology as illustrated in figure 2.4a. In graph
5.1 the result of this simulation can be seen.
The values on the PID algorithm were tuned for not using any filters, and
the proportional part was set to 1.0, the integrated part was set to 0.4 and the
derivative part set to zero.

Figure 5.1: The standard deviation of the clocks over the simulation when using
master-slave topology and the baseline servo. The top graph represent the first
4000 time units and the lower shows the from 4000 to 5000 time units.
From the top graph in figure 5.1 it can be observed a low point around 400
turns into the simulation. This is due to most of the clocks overshoot their
target, the same phenomenon can be observed at around 1250 turns on the
simulator. From the bottom graph in figure REF, it almost looks like a sawtooth
result. This is due to most of the clocks all oscillating around the reference
clock and due to only 40 nodes in this simulation the standard deviation is not
constant. This method uses about 1750 time units on the simulator before the
nodes converge and the nodes when converged at 1.016 thousand time units of
standard deviation.

5.4

Herding and load balancing

Herding as described in chapter 4.1.1 is tested here. The PID algorithm used
1.5 value for the proportional part, 0.8 for the integral part and zero for the
derivative part. This combination converges at around 2250 time units of the
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simulator and when the nodes converges the standard deviation is at 0.076 thousands of a time unit.

Figure 5.2: The standard deviation of the clocks over the simulation when using
herding topology and the baseline servo. The top graph represent the first 4000
time units and the lower shows the from 4000 to 5000 time units.
When using herding and load balancing as described in chapter 4.1.2 and a
PID servo with the values of 1.0, 0.8 and zero for the Proportional, integral and
Derivative parts, respectively. This combination converges at around 3200 time
units on the simulator and when converged the standard deviation is at 0.098
thousand of a time unit.

Figure 5.3: The standard deviation of the clocks over the simulation when using
load balanced herding topology with the baseline servo. The top graph represent
the first 4000 time units and the lower shows the from 4000 to 5000 time units.
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5.5

Measurement filters

There have been three different measurement filtering algorithms. These are
there to try to filter out the measurement errors.

5.5.1

Low-pass filter

The phase offset proves to be difficult to deal with. When using only masterslave topology the nodes typically oscillated quite a bit. And when herding was
used, the nodes ”ran away” that is when more than half of the nodes setting
their frequencies to max or min, and only after a few turns of the oscillator
the rest of the nodes joined this behaviour. Never did this filtering algorithm
produce any results that were better than baseline, and usually decreased the
performance of the whole system a lot.

5.5.2

Gaussian filter

When using a Gaussian filter to reduce the measurement error as described
in 4.2.2 and master-slave topology. The baseline algorithm was tuned with a
Proportional component at 1.0 and the integral part to 0.4 and the Derivative
part to zero. The results can be seen in figure 5.4, in the top graph it can be
observed that this used longer to converge and first converging at 5000 time
units. In the lower graph in figure 5.4 what appears as white noise, with an
average of 0.167. This is about a six times improvement on the baseline.

Figure 5.4: The standard deviation of the clocks over the simulation when using
master-slave topology and the baseline servo and a Gauss measurement filter.
The top graph represent the first 7000 time units and the lower shows the from
7000 to 8000 time units.
Using a Gaussian filter with the baseline servo and Herding topology the
simulation converged at around 2300 time units, and it converged at a standard
deviation of 0.026 thousands of a time unit. The PID algorithm was tuned to a
Proportional component to 1.0 and the integral part to 0.4 and the Derivative
part to zero. This is an improvement upon the basline of 3808%.
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Figure 5.5: The standard deviation of the clocks over the simulation when using
herding topology and the baseline servo and a Gauss measurement filter. The
top graph represent the first 7000 time units and the lower shows the from 7000
to 8000 time units.

5.6

1D Neural network

In graph 5.6 the standard deviation over 40 nodes using temperature compensating 1D Neural network clock servo with master-slave topology can be seen.
All the nodes where using a 1D Neural Network servo. The network converged
fast and it spent around 600 rounds on the simulator to achieve this. When all
the nodes had converged the standard deviation was at 5.021 thousands of a
time unit, this is about five times worse than the baseline.

Figure 5.6: The standard deviation of the clocks over the simulation when using
a single reference clock as target and all the nodes using 1d neural network servo.
All the nodes where using a 1D Neural Network servo. The top graph represent
the first 3600 time units and the lower shows the from 3600 to 4000 time units.
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In graph 5.7 the standard deviation over 40 nodes using temperature compensating 1D Neural network clock servo can be seen using herding topology.
The network converged fast and it spent around 500 time units to achieve this.
When all the nodes had converged the standard deviation was at 0.248 thousands of a time unit without the reference clock included in the standard deviation. This result is 310% better than the baseline, but about 330% worse than
baseline with herding.
When looking at the lower graph in 5.7 it can be observed that this is not white
noise, however the herd is moving as one, and creating peaks in the standard
deviation, therefore increasing the average.

Figure 5.7: The standard deviation of the clocks over the simulation when using
herding topology and all the nodes using 1d neural network servo. The top graph
represent the first 3600 time units and the lower shows the from 3600 to 4000
time units.

5.7

2D Neural network

The neural network servo that uses the 2d matrix input, converged fast and
spent around 700 turns on the simulator before the network was converged, as
seen in figure5.8. When converged the standard deviation across all the nodes
was 10.786 thousands of a time unit.
The 2d DRL servo was also tested with herding topology and the results
are shown in figure 5.9. In the top graph, it is shown that this servo converges,
however, in the bottom graph a slight increase in the standard deviation can
be seen over the lower graph. This is due to the whole herd starting to slightly
diverge from the reference clock.

5.8

2D CNN

This convolutional neural network servo is implemented as described in chapter
4.3.3. This servo variation with master-slave topology has tits results shown in
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Figure 5.8: The standard deviation of the clocks using a 2d Neural Network
servo and master-slave topology over the simulation. The top graph represent
the first 2500 time units and the lower shows the from 2500 to 3000 time units.

Figure 5.9: The standard deviation of the clocks using a 2d Neural Network
servo and herding topology over the simulation. The top graph represent the
first 4000 time units and the lower shows the from 4000 to 5000 time units.
figure 5.10. It can be seen that it converges at 500 time units and in the lower
graph, it can be observed that the stability replicates white noise.
In figure 5.11 the results of the 2d CNN DRL is shown. From the top graph
it can be observed that the system converges at around 500 time units, and
from there slightly start to diverge, the average from 6000 to 7000 time units
produced an average standard deviation of 64.532 time units.
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Figure 5.10: The standard deviation of the clocks over the simulation with
the nodes using the 2d CNN servo and master-slave topology. The top graph
represent the first 3000 time units and the lower shows the from 3000 to 4000
time units.

Figure 5.11: The standard deviation of the clocks over the simulation using the
2d CNN servo with herding topology. The top graph represent the first 6000
time units and the lower shows the from 6000 to 7000 time units.

5.9

2D RNN

In this section the 2d RNN deep reinforcement learnings servo as described in
section 4.3.4. The results of using this servo with master-slave topology can
be seen in figure 5.12, in the top graph it can be observed that it converges at
around 500 time units and the average of the bottom graph is 58.098.
In the figure 5.13 the 2d RNN DRL servo has been simulated with herding
topology. It can be observed that the algorithm from there on diverges. The
average of the bottom graph is 101.031 time units, this is about 101 times worse
than the baseline. However, when removing the reference clock from standard
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Figure 5.12: The standard deviation of the clocks over the simulation using the
2d RNN servo with master-slave topology. The top graph represent the first
3000 time units and the lower shows the from 3000 to 4000 time units.
deviation, the average standard deviation over the 6000 time units to 7000 time
units of the simulation is 18.134 time units.

Figure 5.13: The standard deviation of the clocks over the simulation using the
2d RNN servo with herding topology. The top graph represent the first 3000
time units and the lower shows the from 3000 to 4000 time units.
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Chapter 6

Discussion
In this chapter, there will be discussions on the results, the simulator and the
implementation of the servos.

6.1

Communication

The hardware changes proposed in this paper are merely an idea and is not
tested. This is because this method removes most of the error sources within
a small timing system. Simulating these results would just assume that there
is less measurement error, and from there the simulator would get better results. However, showing that there are solutions to simplifying the hardware
and therefore increase the precision and accuracy of the system is worthwhile
giving some attention.

6.2

Simulator

Overall the simulator has proven itself to be a good testbed and quite adaptable
for all the topologies and different servos. However, every assumption about
measurement errors need thorough considerations, the simulated environment
tries to simulate the environment in a typical computer. But changing the
amount the frequency adjustment range will significantly affect the result, and
this is also true for how temperature affects the clock, how the temperature
changes and the measurement errors.
Every detail needs great consideration, and many of the values are set between ranges, and within them, every value in each node is random. However,
not every error or imperfection is entirely random. For example, the frequency
error of the oscillator, we can see the typical accuracy from the data-sheet of
the oscillator. Usually, the oscillator is not evenly distributed within this range,
but the oscillator is typically normally distributed around the desired frequency.
And the measurement noise is generally normally distributed around zero error.
However, no normally distributed errors are implemented, and every random
detail is from Python random number generator. If the normal distribution of
errors in certain elements of the code had been implemented this would probably give the reinforcement servos an advantage since these patterns could be
learned.
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All the code can be found in the Github link which is in the bibliography
[18].

6.3

Reference model

The reference model uses quite a long time to converge, but when it does,
the result is outstanding. This is due to that each node uses a lot of time to
change its frequency. And they therefore usually overshoot their target, that
is if a node is two-time units in front of the reference clock when the node
has the same value as the reference, the frequency is still offset compared to
the reference clock. This behaviour could have been avoided, but that comes
at a cost of stability when the node has converged to the reference. Stability,
when converged, was the main priority and this was done at the expense of time
to converged. As discussed in chapter 2.4 adjusting the clock value would be
preferable since the system uses quite amount of time to converge. If faster time
convergence is desired, this could be tuned in, but at the cost of stability when
converged.

6.4

Herding and load balancing

One point introduced in chapter 4.1.1 is that herding may not produce a better
result if the reference clock is considered. In the graph 6.1 a comparison of the
standard deviation of nodes is represented as the blue line and in the red line
the reference was not considered when calculating the standard deviation. In
this graph, it can also be seen that they are almost identical within the first
third of the graph, from there on not considering the reference gives a lower
standard deviation. In the first third of the simulation, all the nodes are scattered, however, after the first third of the simulation most of the nodes have
gathered into a herd and this herd is now oscillating around the reference clock
and therefore the standard deviation without the reference clock is better until
the system has converged. After the system has converged, the standard deviation not considering the reference clock is usually one-millionth lower standard
deviation.
When using herding the baseline algorithm spent quite a long time converging. And the PID algorithm tended to become unstable that the whole herd
oscillated, or the nodes never converged into a herd or the whole herd never
converged on the reference clock. As described in [8] it is hard to develop a stable algorithm when synchronizing to more than one reference. However, when
this worked, with the baseline servo the system performance was increased with
1255%.
When using deep reinforcement learning servos the algorithm did not have
an issue with using herding and even tough using 1d DRL servo decreased the
performance over the baseline with 494%, but when using herding the 1d DRL
servo performed 310% better than the baseline. That is with all the servos
tested, herding increased the performance of the system from four to twenty
times.
The drawback of using herding is exponentially increasing the number of
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Figure 6.1: Comparisons of the standard deviation over the entire system, with
and without the reference clock considered. This simulation is made with the
reference servo.
messages on the communication network with the number of nodes. Therefore
in section 4.1.2 a method of reducing the amount of communication to six times
more than master-slave topology. When comparing the baseline servo with
herding compared to the baseline servo using load-balanced herding, this came
at a 30% performance decrease. However, when simulating 40 nodes using
herding and all the nodes measured their time offsets, there was a need for on
total 1560 measurements, compared to the 39 when using master-slave topology.
But when using load-balanced herding there was a need for 234 measurements.
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6.5

Measurement filters

The measurement filters tested where a low-pass 4th order Butterworth filter
and a Gaussian filter as described in 4.2. These produced varying results, with
the Butterworths phase offset making it hard to combine with the only frequency
adjusting servos that were used in this report. However, this could be better
suited for a non-frequency adjusting servo or trying another implementation of
this. But for this report, with the instability, this produced in this simulator,
the results where not even worth reporting.
The Gaussian filter produced much better results, and when was used with
the baseline servo, this increased the performance of the system with 508%.
Different parameters for the Gaussian filter has not been tested, and the sigma
value for the filter had been set to the amount of time between the turn of the
simulation, which for all the simulation were 0.1 time units.
One thing to note is that these filters did not increase the performance of
the deep reinforcement learning servo.

6.6

Deep reinforcement Learning servos

All the DRL servos perform worse than the baseline, however, there is one large
similarity in the causation of this performance issue. The training data comes
from the simulator, and from the starting point, the node usually does not sees
more than around ±5 time units of the median error. And the target is to
remove this error before the next update of the simulator, which is set to 0,1
time-units. That means that the highest amount of the output space in the
training data is ± 51 time units update on the clock per time unit. When the
clock reaches the desired values, the accuracy of the frequency should be down
to billionth. However this is where the Neural network servos have issues, and
they normally end up oscillating around the desired value, the frequency on the
clock side is clipped to ±2%, and therefore the oscillation is not too high. This
leads to the DRL servos output being almost a pulsewidth modulated signal
of the desired value. That is, it learns the desired value and what to look out
for, but the output is not nuanced enough and then the clocks oscillate around
the reference. Decreasing the max and min frequencies of the clock can adjust,
this leads to better stability of the clock, but it does not converge as fast, and
when this becomes too low, the servo cannot adjust enough to cope with bias
frequencies. And setting this too low does not give the algorithm enough room
to properly utilize its abilities of fast-reacting to the environment around them.
These test results have not been presented, but they will beat the baseline servo
when this frequency cutoff is set sufficiently low.
However, some nodes have managed to create a more nuanced output space,
and the amount of nodes achieving this has increased with the use of more
suited optimizer, and typically deeper network with linear activation function
has been better for achieving this and then again increasing the performance of
the whole system.
Some of this issue may be down to how the target is calculated for the
backwards pass. This target is calculated as setting a frequency to remove the
offset to the reference. However this may be too aggressive, and the servo may
adjust itself after the errors, even though it might have found a pattern in the
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errors.

6.6.1

1D Neural network

The 1d DRL servo performed about 5 times worse than the baseline when using
master-slave and herding topology. However, when using the 1d DRL and herding topology this outperformed the baseline servo with master-slave topology
with 310%.
During the very end of this thesis, a change of optimizer improved the result
of this servo about twenty times. Even though the results of this servo is worse
than the baseline, it is somewhere in the ballpark of the baseline servo and
during the final days of this thesis many improvements where found and there
are probably many easy ways to achieve improvements to this servo. This leads
me to think that using a deep reinforcement learning clock servo is applicable
and could give improvements over regular PID and measurement filtering clock
servos.
Focus forward on developing this servo, should be on nuancing the output
space and understanding the neural networks tendency to oscillate around the
desired value. The final test was done with ADAM optimizer in Keras at their
default values, tuning these could likely give better results.
Measurement filtering does not improve the results of this servo, on the
contrary, it actually becomes up to an order of magnitude worse. And this is
most evident when using herding. This is probably due to the measurement
filtering works on more information than what the 1d Neural network clock
servo has available. And therefore the data the neural network is trained not
deterministic.

6.6.2

2D Neural network

The 2d DRL servo works on more information than its 1d counterpart. However,
the performance did not improve and the results where 786% worse when using
master-slave topology and 4833As mentioned in section 6.6.1 there were large
improvements during the final days of this thesis and the 2d DRL did not get
the same attention as the 1d DRL servo after the new information was learned.
This leads me to the conclusion that this network did not converge properly,
and that further development with this architecture should at least achieve the
same results as the 1d DRL servo.

6.6.3

2D CNN

The 2d reinforcement convolutional neural network servo uses two convolutional
layers compared to the 2d DRL servo. However, this servo performs even worse.
This is probably due to the same reasons as with the 2d DRL servo. That it
does not converge, and more testing and tuning, with the gained information
during the last part of this thesis, should have solved this issue.

6.6.4

2D RNN

The 2d reinforcement recurrent neural network servo uses two one LSTM layer
compared to the 2d DRL servo. However, the trend continues and this servo
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performed even worse than the CNN variant, and then again even worse than
the 2d DRL servo for herding topology. This servo performed better than the
CNN servo, with the master-slave topology, but the results are still poor. This is
probably due to the same reasons as with the 2d DRL and 2d CNN servo. That
it does not converge, and more testing and tuning, with the gained information
during the last part of this thesis, could improve its results. This servo used the
2d input, however, with the LSTM layer ability to detect temporal data, this
servo could have used the 1d input.

6.6.5

Practical use for DRL servo

The deep reinforcement learning servos can be used in many applications and
where the more information available the better the performance should be.
Therefore, these types of servos can increase the performance of many different
types of clocks, all from in the regular computer to more precise PTP nodes or
even servos for atomic clocks.
Most likely where this type of clock servo would have an impact is within the
embedded environment, where precise time is needed with the lowest amount of
hardware. However, the precision of such a system highly relies on what information the servo gets and if this information is impactful. With the implemented
processor temperature and maybe a board temperature sensor and the network
activity percentage, these should combine to give some useful information.

6.6.6

Previously trained network and adaptive training

The first time the system starts up, the network needs to learn its environment.
All the next startups during its lifetime, the weights of the network does not
need to be random. However, the system converges very fast and does not
overshoot its target a considerable amount. Further testing should be done in
this area, especially for servos starting up in a fairly accurate starting point.
The computational power needed to train these network is quite a lot more
than a normal PID algorithm. A way of reducing the number of backwards
passes on the network should be reduced to save on computation. During this
thesis, there have not been many tests with adaptive training, but a few have
been done. One test that was done is after the network had converged it then
proceeded to half the number of backwards passes. This test greatly negatively
affected the stability of the system and was not pursued any further.

6.7

Result comparison

In the graph 6.2 a comparison of all the stability results can be seen, with a
logarithmic scale. What to take away from this scale is that 1d deep reinforcement learning servo and the herding topology, that manages good results and
improving upon the baseline. And proving that if a DRL servo can converge
on the problem, from this another assumption can be made, and that is that
with further improvement to the neural network architecture and optimization,
these methods should improve vastly and at least down to the level of the 1d
DRL clock servo.
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As discussed in 5.2 the difference between stability with and without the
reference clock, with both 2d CNN and the 2d RNN servos when using herding
topology, the herd ran away from the reference. That is all the except the master
changed their frequency, resulting in large difference stability with and without
reference clock calculated in the results. Normally these two values were only
about 2-3% of each other but with both the 2d CNN and 2d RNN servos it
where a 500 % difference.
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Figure 6.2: Comparisons of all the results of the primary proposed methods, with a logarithmic scale.
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Figure 6.3: Comparisons of all time to converged of the primary proposed methods.

Chapter 7

Conclusion
Several novel ways of implementing clock synchronization in embedded environments have been proposed, and a handful of deep reinforcement learning clock
servos has been simulated. The herding topology and load balancing of this
algorithm give good results and improve upon the state of the art. The deep
learning clock servos proposed produce varying results but looks very promising.
All of these concepts could improve many of the systems we interact with daily
and improve upon the state of the art within time synchronization.
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Chapter 8

Future work
During the finals weeks of this thesis, an optimizer change was done, as mentioned several times, which increased the precision and accuracy of the system
considerably. And from the results, it can seem that even the simplest of networks the 1d deep reinforcement learning servo could start to achieve almost
the same results as an optimized and filtered PID servo. And thorough research
into how to get these network to converge and nuancing the output space. The
more advanced networks should also be able to achieve the same results as the
1d DRL servo, however, training and experimenting with the larger networks
takes quite a bit more computational power.
Simulation into how these servos deal with flaws in the other nodes should
also be done, either with a not responding node or a node that is set on a max
or min frequency.
The next step would be real-world testing, even though I think the simulator
is a decent representation of the real world, mistakes can have been made. And
trying to branch the NTP or PTP standard implementation and implementing
a DRL servo would undoubtedly create interesting results and large strides
forward in the field of time synchronization.
For anyone wanting to work more on this, the link to the GitHub page where
all the code is stored can be found in the bibliography [18].
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