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Abstract

Statistical boosting is a powerful tool that has become increasingly more
popular in recent years. It works very well in the p � n setting, and
it has many beneficial properties, e.g., shrinkage, automated (implicit)
variable selection, and interpretable statistical models. Boosting has
especially good potentials within the field of biomedicine, where the
high-dimensional data setting is typical. However, its use in biomedical
applications has so far been somewhat limited. A factor that holds
boosting back is the lack of uncertainty measures, e.g., confidence intervals
for the parameter estimates, which is often required by medical doctors.
In this thesis, we focus on this issue. We consider generalized additive
models and how likelihood-based boosting, which uses Fischer scoring
to compute the iterative updates, is applied to estimate the underlying
model structure. An advantage of the likelihood-based methodology is
the possibility of deriving an approximate hat matrix, which is exact in
the Gaussian case. Using it, we can compute approximate confidence
intervals for the expected response and pointwise confidence bands for the
effect functions. We will elaborate on an existing method and generalize
it. In particular, we will develop the necessary results to apply it to
likelihood-based boosting with penalized stumps as base learners. We
conduct an extensive simulation study where we compare the coverage
of these approximate uncertainty measures with empirical counterparts.
The empirical confidence bands and intervals are derived by bootstrap,
which is the current standard practice in the field of boosting to obtain
uncertainty measures.
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CHAPTER 1

Introduction and Outline of the
Thesis

1.1 Introduction

Boosting has, in recent years, developed into one of the most important tech-
niques for fitting regularized regression models in high-dimensional data settings
(Schmid and Hothorn, 2008). In a broad scope, boosting is an iterative fitting
procedure that creates an ensemble of weak learners that compensate each
other’s predictive weaknesses. I.e., in each iteration, boosting fits a weak learner
that improves the fit of the overall model such that the ensemble arrives at a
wise prediction.

The first ideas related to boosting were put forward by Kearns and Valiant
(1989) when they asked the question: could any weak learner be transformed to
become a strong learner? The first algorithmic implementation that confirmed
this question was AdaBoost, which was developed by Freund and Schapire (1996).
AdaBoost was a black-box algorithm, coined the best off-the-shelf classifier in the
world by Breiman, who was a leading expert in the machine learning community
at the time (Hastie, Tibshirani, and Friedman, 2009, p. 340). Later, Friedman
et al. (2000) gave rise to statistical boosting when they demonstrated that
boosting fitted into a statistical framework, which explained the phenomenal
predictive power of AdaBoost.

The field of statistical boosting has developed to a wide variety of boosting
algorithms for many different statistical problems since the work of Friedman
et al. (2000); for an overview, we refer to Bühlmann and Hothorn (2007),
Mayr, Binder, et al. (2014), and Mayr, Hofner, Waldmann, et al. (2017).
Especially noteworthy is the work of Bühlmann and Yu (2003), who introduced
componentwise boosting. In each iteration of componentwise boosting, we only
update the parameters associated with the explanatory variable, which improves
the fit of the overall model the most. I.e., the effect of each explanatory variable
is modeled by a base learner (e.g., a tree or a least-squares estimator), and in each
iteration, one of these base learners is updated. Before their work, the consensus
had been to update all model parameters in each boosting iteration. The new
update scheme resulted in better model performance due to regularization and
implicit variable selection. In addition, the componentwise update made it
possible to fit boosted models in high-dimensional data settings.

Statistical boosting is divided into two paradigms: gradient boosting and
likelihood-based boosting (Mayr, Binder, et al., 2014). The framework of gradient
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1. Introduction and Outline of the Thesis

boosting was laid by Friedman (2001), while likelihood-based boosting was
developed by Tutz and Binder (2006, 2007). Gradient boosting uses the negative
gradient of a loss function to compute the weak learners, while likelihood-
based boosting uses Fisher scoring to maximize the log-likelihood of the model
parameters iteratively. In addition, gradient boosting is the broader paradigm,
as likelihood-based boosting can be seen as a special case of gradient boosting
(De Bin, 2016).

In this thesis, we focus on generalized additive models fitted by GAMBoost1,
a likelihood-based boosting algorithm, as it delivers an approximate Hessian
matrix (Mayr, Binder, et al., 2014; Tutz and Binder, 2006). More precisely, we
can derive an approximate hat matrix by using first-order Taylor approximation
to approximate the Fisher scoring updates and then manipulate the results
to the desired form of a hat matrix. Usual methods can then be applied to
obtain confidence intervals for the response. The approximate hat matrix
can be decomposed into contribution matrices, which are needed to compute
approximate pointwise confidence bands for the effect functions in the generalized
additive model. This technique is similar to the one suggested by Hastie and
Tibshirani (1990, p. 60 and p. 127).

Currently, the common practice, in the field of boosting, is to use bootstrap
to compute empirical uncertainty measures. Bootstrap is a resampling method
developed by Efron (1979) and Efron and Tibshirani (1993), and it is an essential
statistical tool in computational statistics (Givens and Hoeting, 2013). Hofner,
Kneib, et al. (2016) endorse bootstrap and emphasize that it is necessary to use
bootstrap to obtain confidence intervals that reflect both the shrinkage and the
selection process of boosting. Bootstrap is also used by Schmid and Hothorn
(2008) to derive uncertainty measures. However, bootstrap is computationally
intensive, and deriving theoretical confidence intervals and bands would be
more efficient.

In this thesis, we investigate the coverage of the approximate and empir-
ical confidence intervals for GAMBoost by an extensive simulation study. We
consider both penalized B-splines and penalized stumps as base learners for
GAMBoost. Tutz and Binder (2006) derived the approximate confidence inter-
vals for GAMBoost with penalized B-splines, while we derive the approximate
confidence intervals for GAMBoost with penalized stumps. The simulation study
will be limited to response variables from the binomial, Poisson, and Gaussian
(with unit variance, i.e., σ2 = 1) distribution, but the methods generalize to
other distributions in the exponential family too. We want to investigate if
the theoretical, but approximate, confidence intervals and bands can compete
with the computationally intensive empirical confidence intervals and bands.
Furthermore, we want to check if the methods yield intervals and bands with
the right coverage. The main goal of this thesis is to construct the approximate
confidence intervals and bands, and then to compare their coverage with that of
the empirical counterparts, which are commonly used in the field of boosting.

1This likelihood-based boosting algorithm must not be confused with the gradient boosting
algorithm with the same name, which is found in the popular R-package mboost (Hothorn
et al., 2020).
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1.2. Outline of the Thesis

1.2 Outline of the Thesis

The thesis consists of three main parts: (i) methodological overview (Chapter 2),
(ii) development of new methodology (Chapter 3), and (iii) numerical evaluation
of the new methods (Chapter 4).

In Chapter 2, we provide a groundwork for later chapters. In Section 2.1,
we introduce the concepts of generalized linear models, generalized additive
models, the exponential family, and Fisher scoring. We then proceed to present
boosting in Section 2.2. There we give a short historical overview of boosting in
general before we restrict ourselves to componentwise likelihood-based boosting
and discuss its properties. In Section 2.2.7, we introduce some examples of
likelihood-based boosting and apply them to simulated data. Chapter 2 ends
with Section 2.3, where we introduce hat matrices. We give some introductory
examples of hat matrices before we connect them to boosting procedures. We
will discuss certain properties of the hat matrix and show how they are used to
obtain confidence intervals and pointwise confidence bands.

In Chapter 3, we investigate GAMBoost, which is a likelihood-based boosting
algorithm that fits generalized additive models. Tutz and Binder (2006) sketched
how one could obtain an approximate hat matrix for GAMBoost with penalized B-
splines. We will investigate this in Section 3.1 and demonstrate how to compute
approximate pointwise confidence bands. We will extend these techniques to
also hold for penalized stumps as base learners. The corresponding calculations
and results are presented in Section 3.2, and they are entirely novel.

In Chapter 4, we conduct an extensive simulation study to evaluate the
coverage of the approximate confidence intervals and bands. We use a wide va-
riety of different data generating processes, signal-to-noise ratios, penalties, and
distributions to assess their effect on the coverage of the uncertainty measures.
These results will be compared to the coverage of empirical counterparts. The
empirical uncertainty measures are computed by bootstrap, which we present
in Section 4.1.

Finally, we summarize and discuss our findings in Chapter 5. We will address
the strengths and weaknesses of the methods and evaluate the coverage of the
confidence intervals and confidence bands. Furthermore, we will present some
remarks about further research and different aspects that would be interesting
to investigate in further depth.

In addition, we have three appendices. In Appendix A, we investigate the
details of how Fisher scoring is applied to componentwise likelihood-based
boosting for a generalized additive model. Appendix B is a collection of
various interesting remarks related to the thesis. It contains real data examples,
highlights issues and peculiarities in Tutz and Binder (2006), novel proofs
related to GAMBoost with penalized stumps, and much more. Appendix C
contains self-produced R-implementations2 of several likelihood-based boosting
algorithms used in this thesis: PartBoostR, GenPartBoostR, and GAMBoost
with penalized stumps.

2Throughout this thesis, we are using R (R Core Team, 2019) to run computations on
the computer.
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1.3 Notation

We will present some small remarks related to notation. Through this thesis,
we will use the following notation. Capital letters (e.g., X, Z) indicate matrices,
while bold letters (e.g., xi, µ) are vectors. Regular letters (e.g., y, xi,j , µi)
are scalars, and they can be known values or random variables based on the
context. In classical statistics, we (often) denote random variables with capital
letters. However, due to matrix notation, we experienced ambiguous situations.
Hence, we follow a more machine learning notation. This choice is also reflected
in that we will use the words covariates, predictors, and (explanatory) variables
interchangeably.

We are going to use p to denote the number of covariates, and j and s to
index these p variables. We are going to let there be n observations, which will
be divided into ntrain and ntest, i.e., the number of observations in the training
set and the test set, respectively. Furthermore, we are going to use l and m to
denote specific iterations in boosting algorithms, and they will often be written
inside parentheses. This is to emphasize that they are not, e.g., indices, which
might lead to ambiguous situations.

4



CHAPTER 2

Methods

Similar to high-rise buildings, statistical methods need a solid foundation to
build on. In this chapter, we are going to lay the foundation for different
frameworks, model structures, techniques, and tools, which will be handy and
essential in later chapters of this thesis. We will start by discussing some
assumed preliminary knowledge, such as generalized linear models (GLM),
generalized additive models (GAM), the exponential family, and Fisher scoring.
Then we are going to introduce boosting, focusing on its applications to GLM
and GAM. We are going to discuss different versions of boosting before we
give some algorithmic examples of different boosting procedures, and we will
use them on some simulated data to illustrate their behavior. To round of the
chapter, we will discuss hat matrices. We will give some examples of how to
obtain it for elementary model fitting procedures and discuss why it is difficult
to obtain a hat matrix in the case of boosting. In the end, we will discuss
some properties of the hat matrix, which makes them desirable to obtain. The
property that we are especially interested in is the possibility of calculating
pointwise confidence intervals and bands.

5



2. Methods

2.1 Preliminaries

In this section, we are going to introduce two essential modeling frameworks:
generalized linear models and generalized additive models. Hereafter, we will
denote these model structures as GLM and GAM, respectively. In GLM
and GAM, one often assumes that a distribution in the exponential family is
suitable to model the response data. Hence, we will give a short introduction
to the exponential family and some fundamental properties of this family of
distributions.

In these two frameworks, the dominating method for fitting the model
parameters is maximum likelihood. We can obtain parameter estimates for the
maximum likelihood solution by doing iterative Fisher scoring. This fitting
technique will be discussed in detail for GLM or GAM, where the distribution
of the response variable belongs to the exponential family. We devote many
pages to these frameworks as they are essential in this thesis. We will in later
chapters assume that GLM or GAM, combined with the exponential family, is
an appropriate model structure for modeling the true underlying model of our
data.

2.1.1 Generalized Linear Models

Generalized linear models are, as the name implies, a generalization of the
classical (multiple) linear regression model, in which we model the relationship
between the response variable yi ∈ R and the explanatory variable, also called
covariates, xTi =

[
1 xi,1 xi,2 . . . xi,p

]
as a linear function.

A disadvantage with the multiple linear regression framework is that the
response yi is assumed to come from the Gaussian distribution. More precisely,
one assumes yi ∼ N (xTi β, σ2), where β are the model parameters and σ2 is the
variance. The Gaussian distribution is highly used, but it is not suitable for all
types of response values. There are often settings where, e.g., the response yi is
the number of successes of independent trials, i.e., yi ∈ N, or yi represents the
time it takes before your next telephone call, i.e., yi ∈ R≥0. In these settings,
the binomial distribution and the exponential distribution are more appropriate,
respectively, than the Gaussian distribution.

One way to solve this distribution problem is by using the generalized linear
model framework, which links the expected response µi = E [yi|xi] and the
additive linear predictor ηi = xTi β through a link function g. That is,

g(µi) = g(E [yi|xi]) = β0 + β1xi,1 + β2xi,2 + · · ·+ βpxi,p = xTi β = ηi, (2.1)

where β are the parameters of the linear model. The p + 1 unknown model
parameters are typically estimated by maximizing the likelihood of the model
through iterative Fisher scoring on a given training set, which we discuss in
Section 2.1.4. If we have n observations, we can then generalize (2.1) into
matrix-vector form and get that

g(µ) = g(E [y|X]) = Xβ = η,

where X is the design matrix with shape n× (p+ 1), where the first column
consists of ones. The column vectors µ, η and y are now n-dimensional.

The link function g makes the GLM framework quite flexible and an appro-
priate model structure for a wide variety of situations, including the examples

6



2.1. Preliminaries

we described above. The choice of the link function g is often paired with the as-
sumed distribution of the response. That is, for the most common distributions,
there exists a canonical link, which is uniquely defined by the distribution. For
example, the identity function is the canonical link for the Gaussian distribution,
while the associated canonical link for the binomial distribution is the logit
function.

Another essential function is the inverse link function, h = g−1, which we
refer to as the response function or the mean function. For the Gaussian and
binomial distribution, we have that the associated canonical response functions
are the identity function and the inverse-logit1 function, respectively. We
will, in Section 2.1.3.2, explain how to derive the canonical link function for
distributions in the exponential family.

The GLM framework can be summarized through its three essential com-
ponents. First, the probability distribution of the response belongs to the
exponential family, e.g., Gaussian, binomial, or Poisson. Second, the total effect
of each covariate is additive and summed into the linear predictor η = Xβ.
And the final component, a link function g such that g(µ) = g (E [y|X]) = η.

2.1.2 Generalized Additive Models

The linearity assumption in GLM makes the framework attractive due to its
simplicity, but it is not always applicable to the real world. The GAM framework
complements this weakness by allowing non-linear effects between the covariates
and the response. This means that the effect the jth covariate has on the linear
predictor ηi is modeled by fj(xi,j), for j = 1, 2, . . . , p. The effect functions fj can
be multivariable functions that model interactions between several covariates in
a non-linear fashion. However, we will, in this thesis, not consider this scenario,
and we assume that each covariate j has its corresponding effect function fj .
Based on these assumptions we have that a GAM has the form

g (µi) = α+ f1(xi,1) + f2(xi,2) + · · ·+ fp(xi,p) = ηi(xi,1, xi,2, . . . , xi,p), (2.2)

which is an additive model where the predictor ηi is a sum of covariate specific
effect functions fj and the intercept α. If we let the effect functions be linear
fj(xi,j) = βjxi,j , then (2.2) coincides with (2.1), where α = β0. This illustrates
that GAM is an extension of the GLM framework.

We want to make two remarks regarding the form of (2.2). First, as we
assume that each covariate j has its associated effect function fj , we are not able
to model interactions between covariates. This means that (2.2) is restricted in
its flexibility compared to a general GAM where we could, in theory, have a single
function f , which took all the p covariates as arguments. Such a function would
then model interactions between all the covariates simultaneously; however,
fitting this function is not a simple task. Second, since the GAM (2.2) consists
of several functions, we have an identifiability problem. That is, we can add
any constant to fk and simultaneously subtract it from fl, for k 6= l, and we
would still obtain the same model predictions. One method to resolve this issue
is by imposing an identifiability constraint, such as the sum-to-zero constraint.
This constraint states that

∑n
i=1 fj(xi,j) = 0, for j = 1, 2, . . . , p. We will, in

1The inverse-logit is also called the standard logistic function.
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2. Methods

Section 4.2 and Appendix B.5, discuss the sum-to-zero constraint in more details
and connect it to a hands-on problem.

The key components of the GAM framework are similar to ones stated at
the end of Section 2.1.1 for the GLM framework. The difference is that ηi is
now a sum of possible non-linear effect functions fj . In addition, we have to
impose a constraint on the model to remove any identifiability issues.

2.1.3 The Exponential Family

We will now progress from a discussion on different model structures to a
discussion about the distribution of the response variable yi, given the observed
explanatory variables xi. Throughout this thesis, we are going to assume that
yi comes from a distribution that belongs to the exponential (dispersion) family,
which includes most of the renowned distributions: Gaussian, Poisson, binomial,
et cetera. Note that there exist many equivalent definitions of the exponential
family, but we say that a distribution belongs to the exponential family if the
probability density/mass function can be written on the form

f(yi; θi, φ) = exp
(
T (yi)a(θi)− b(θi)

d(φ) + c(yi, φ)
)
. (2.3)

From (2.3), we see that the exponential family is indexed by the natural
parameter θi and the dispersion parameter φ. The dispersion parameter φ is
often known and it is connected to the variance of the distribution, see (2.20).
If we define d(φ) = 1 and c(yi, φ) = c(yi), for all φ, we get that (2.3) takes the
form of the natural exponential family, which is a special case of the exponential
family.

The simple exponential dispersion family2 arises in the case where a(θi) = θi,
T (yi) = yi and d(φ) = φ, and we obtain the following probability distribution
function

f(yi; θi, φ) = exp
(
yiθi − b(θi)

φ
+ c(yi, φ)

)
. (2.4)

The functions a(θi), T (yi), b(θi), d(φ) and c(y, φ) are assumed to be known, and
by altering these functions, we can obtain most of the renowned distributions:
Gaussian, exponential, gamma, Poisson, Bernoulli, binomial, multinomial, and
negative binomial. For the last three distributions, we must have a fixed number
of trials. See Table 2.1 for some examples.

2.1.3.1 Canonical Form and Canonical Parameter

Every distribution in the exponential family can be written on the canonical
form or natural form. This canonical form arises when a(θi) = θi, and it is
obtainable for all distributions in the exponential family by transformation. If we
also have that T (yi) = yi and φ is known, then we say that θi is the canonical
parameter or natural parameter. Hence, when we say that the exponential
family is on canonical form with the canonical parameter θi, we mean that (2.3)
simplifies to (2.4).

2Some people call this the exponential family, such as Wood (2017, p. 103).
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2.1. Preliminaries

Another interesting property is that there exists a function that links µi
with the canonical parameter θi. For the simple exponential dispersion family
(2.4), we will in Section 2.1.4.1 use the Bartlett identities, see (2.16) and (2.17),
to show that

µi = E [yi|xi] = b′(θi). (2.5)

For more details on the derivation of (2.5), see (2.18). This means that b′ links
µi with the canonical parameter θi. From the Bartlett identities, we can also
derive that Var(yi) = σ2

yi = φb′′(θi), see (2.20).

2.1.3.2 Canonical Link Function for GAM

In this subsection, we will combine the definitions and the results from the
previous sections to get a better intuition of the concepts by a hands-on example.
From the definition of the GAM structure (2.2), we have that g(µi) = ηi, where g
is the link function that relates the linear predictor ηi to the expected response
µi. The link function can, in theory, be any function and the choice often
reflects an underlying goal, such as making the domain of g fit the range of the
probability function; e.g., one might use g = logit if the mean µi is a probability
that only takes values between zero and one.

The classical choice for such a function is the canonical link function, which
always exists, is unique and well-defined for each distribution in the exponential
family. We obtain the canonical link by expressing the distribution of interest,
e.g., Gaussian or binomial, in the form of (2.3). We will then obtain the
distribution-specific expression for b(θi), and if we combine it with (2.5), which
states that µi = b′(θi), we can figure out the canonical link g. This will be much
clearer in the next section, as we are going to look at two examples of deriving
the link function for two distributions, one continuous and one discrete. In
Table 2.1, we can see some examples of g with their corresponding distribution.

Canonical Link for the Gaussian Distribution
We start by showing that the probability density function of the Gaussian
distribution can be written in the form of (2.3),

f(yi;µi, σ) = 1√
2πσ2

exp
(
− (yi − µi)2

2σ2

)
= exp

(
µiyi − 1

2µ
2
i

σ2 − y2
i

2σ2 −
1
2 log

(
2πσ2)) , (2.6)

by letting a(θi) = θi = µi, d(φ) = φ = σ2, T (yi) = yi, b(θi) = 1
2µ

2
i and

c(yi, φ) = − 1
2

{
y2
i

σ2 − log
(
2πσ2)}.

We see that (2.6) is already on the canonical form defined by (2.4), since a
and T are identity functions, and the dispersion parameter φ is known; hence,
θi = µi is the canonical parameter. This means that we can rewrite b(θi) as
b(θi) = 1

2θ
2
i . By plugging this into (2.5), we get

µi = b′(θi) = θi.

This means that the function that links θi to µi is the identity function. Hence,
the canonical link for the Gaussian distribution is the identity function.

9
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A faster way to derive this is by noting that the function a that is needed
to put (2.6) on the canonical form is the identity function; hence, the identity
function is the canonical link. Furthermore, this means that the corresponding
response function h = g−1 is also the identity function.

Canonical Link for the Binomial Distribution
We start by rewriting the probability mass function for the binomial distribution
on the canonical form, namely the form of (2.4),

f(yi;n, pi) =
(
n

yi

)
pyii (1− pi)n−yi

= exp
{

log
(
n

yi

)
+ yi log(pi) + (n− yi) log(1− pi)

}
= exp

{
yi log

(
pi

1− pi

)
+ n log(1− pi) + log

(
n

yi

)}
= exp

{
yiθi − n log(1 + eθi) + log

(
n

yi

)}
,

(2.7)

which holds by letting a(θi) = θi = log
(

pi
1−pi

)
= logit(pi) =⇒ pi = eθi

1+eθi ,
d(φ) = φ = 1, T (yi) = yi, b(θi) = n log(1− pi) = n log(1 + eθi) and c(yi, φ) =
log
(
n
yi

)
. Furthermore, by using (2.5), we get

µi = b′(θi) = n
eθi

1 + eθi
= npi =⇒ θi = logit(pi) = logit

(µi
n

)
Thus, the logit function is the canonical link g for the binomial distribution,
and the response function h = g−1 is the standard logistic function.

Canonical Link Summary
In the examples above, we saw that the canonical link is the function g that
expresses θi in terms of µi, and it puts the density/mass function on the canonical
form with canonical parameter θi. That is, we can write θi = θ(µi) = g(µi).
Furthermore, from the GAM framework, we also have that g(µi) = ηi, see
equation (2.2). Hence, for distributions on the canonical form, we have

g(µi) = ηi and g(µi) = θi =⇒ θi = ηi. (2.8)

We are going to use this identity later since it implies that dηi
dθi

= 1.
For the Gaussian and binomial distribution, we have that the canonical

parameter θi can be expressed by the mean µi, which depends on the distribution
parameters. For the Gaussian case, the canonical link g which expresses θi by
µi is the identity function, since θi = µi. While for the binomial distribution,
the link function is the logit function, since θi = logit(pi) = logit(µi/n). See
Table 2.1 for a summary of the derived results, alongside similar components
for the Poisson distribution. The canonical link g is the function that maps the
density into its canonical form, i.e., such that (2.3) simplifies to (2.4). When
we combine this with the GAM framework, we have that g(µi) = θi = ηi.

2.1.3.3 Deviance

To evaluate the performance of models in the GLM and the GAM framework,
we often use the deviance, which measures the goodness of fit. The deviance is a

10
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generalization of the residual sum of squares, which is the standard performance
measure for ordinary linear regression. The deviance of a model with parameters
β̂ is given by

Dev(y, µ̂) = 2
(
`(β̂max)− `(β̂)

)
=

n∑
i=1

2
{
yi(θ̃i − θ̂i)− b(θ̃i) + b(θ̂i)

}
, (2.9)

where `(β̂max) indicates the maximized likelihood of the saturated model. The
saturated model has a parameter for every observation. Furthermore, θ̃ and θ̂
denote the maximum likelihood estimates of the canonical parameters for the
saturated model and the model of interest, respectively. In Table 2.1, we can
see the deviance for a single observation, the terms inside the summation in
(2.9), for some of the distributions in the exponential family.

Gaussian Poisson Binomial

f(y) 1√
2πσ exp

{
− (y−µ)2

2σ2

} µy exp(−µ)
y!

(
n
y

) (
µ
n

)y (1− µ
n

)(n−y)

Range −∞ < y <∞ y = 0, 1, 2, . . . y = 0, 1, 2, . . . , n

θ µ log(µ) log
(

µ
n−µ

)
φ σ2 1 1
d(φ) φ(= σ2) φ(= 1) φ(= 1)
b(θ) θ2

2 exp(θ) n log
(
1 + eθ

)
c(y, φ) − 1

2

{
y2

φ + log(2πφ)
} − log(y!) log

(
n
y

)
V (µ) 1 µ µ

(
1− µ

n

)
gc(µ) µ log(µ) log

(
µ

n−µ

)

D(y, µ̂) (y − µ̂)2 2
{
y log

(
y
µ̂

)
−

(y − µ̂)
} 2

{
y log

(
y
µ̂

)
+

(n− y) log
(
n−y
n−µ̂

)}
Table 2.1: Some of the distributions in the exponential family. V (µ)
is the (mean-) variance function, gc is the canonical link, and D(y, µ̂)
is the deviance. Note that when y = 0, y log(y/µ̂) is taken to be zero
(its limit as y → 0). See Table 3.1 in Wood (2017, p. 104) for more
distributions.

2.1.4 Fisher Scoring

We have so far introduced model frameworks and response distributions, but
we have not discussed how to fit these models to the data. There are several
methods for fitting models, but the topic of this subsection is model-fitting
based on maximizing the likelihood function. For some elementary models, such
as an intercept model, we can derive the exact maximum likelihood estimates.
However, for most useful models, we do not have closed-form solutions. Hence,
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we have to use iterative procedures that iteratively improve the estimates for
the model parameters. There are many such iterative procedures, but we will
focus on the Newton-Raphson algorithm and Fisher scoring.

The most famous iterative root-finding algorithm is arguably the Newton-
Raphson algorithm, and Fisher scoring has a similar approach. However, they
differ in their use of the Hessian matrix, which is the square matrix of second-
order partial derivatives of the likelihood function. Newton-Raphson uses the
observed information, the Hessian matrix itself, while Fisher scoring uses the
expected information, the expected value of the Hessian matrix. The latter is
also referred to as the Fisher information.

We are going to use the Fisher scoring algorithm to solve the likelihood
equations. That is, we assume that y1, y2, . . . , yn are independent and identically
distributed random variables with density f(y;γ), which is twice differentiable.
The goal is to obtain the maximum likelihood estimator γ̂ML, i.e., the maximizer
of the likelihood. We will assume that γ is p-dimensional.

The score function is the first derivative of the log-likelihood function, and
it is given by

s(γ) = ∂
∂γ logL(γ) = ∂

∂γ `(γ) =
(∂`(γ)

γ1
, . . . , ∂`(γ)

γp

)T
.

Let us now consider a first-order Taylor expansion of s(γ) around γ(m), which is
our starting point for the iterative procedure at the m-th step. For a first-order
expansion, we need the gradient of the score function, which is the observed
information, evaluated at γ(m). Denote this matrix by J (m), where the entries
are given by J (m)

a,b = ∂2`(γ)/∂γa∂γb, evaluated at γ(m). We then get

s(γ) ≈ s(γ(m))− J (m)(γ − γ(m)) = s(m) − J (m)(γ − γ(m)). (2.10)

We can evaluate (2.10) for γ = γML, where γML is the maximum likelihood
estimate. This means that s(γML) = 0; hence, (2.10) can be rearranged as

γML ≈ γ(m) +
(
J (m)

)−1
s(m). (2.11)

We can then iteratively use (2.11) to estimate γML by repeatedly updating
γ(m), for an increasing m:

γ(m+1) = γ(m) +
(
J (m)

)−1
s(m).

Here one must assume that J (γ(m)) is non-singular for all m. However, this
problem is solved by using F (m) = E

[
J (m)], which is always non-singular, and

we obtain the Fisher Scoring Algorithm,

γ(m+1) = γ(m) +
(
F (m)

)−1
s(m). (2.12)

2.1.4.1 Fisher Scoring for the Exponential Family

To utilize the Fisher scoring algorithm (2.12), one has to derive some quantities
that are related to the assumed distribution of the response yi. We are going to
assume that the response can be modeled by a distribution from the exponential
family on the canonical form (2.4).

12
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Assume that we are given a data set (yi,xi), where xi is p-dimensional, for
i = 1, . . . , n, and that the data follow the model g(µi) = g(E[yi |xi]) = ηi. Here
g denotes the canonical link function associated with the assumed distribution
and ηi = η(xi,γ) =

∑p
j=1 fj(xi,j ;γj), where fj is a unspecified componentwise

function parameterized by γj , for j = 1, 2, . . . , p.
We start by finding the log-likelihood of γ given the data. We obtain that

`(γ) = logL(γ) = log
n∏
i=1

f(yi|xi) =
n∑
i=1

log f(yi|xi)

=
n∑
i=1

`i(γ) =
n∑
i=1

(
yiθi − b(θi)

φ
− c(yi, φ)

)
.

(2.13)

This means that `i(γ) = yiθ(ηi)−b(θ(ηi))
φ + c(yi, φ), for i = 1, 2, . . . , n. Thus,

we can calculate ∂`i
∂γj

independently for each i and then sum them together to
obtain the final score function sj(γ) = ∂

∂γj
`(γ). To obtain ∂`i

∂γj
, we need to

utilize the chain rule since θi is a function of ηi, which again is a function of γj .
By doing this, we get

∂`i
∂γj

= ∂`i
∂θi

∂θi
∂ηi

∂ηi
∂γj

.

However, due to (2.8), we have that θi, µi, and ηi are related. Hence we can
rewrite the equation above as

∂`i
∂γj

= ∂`i
∂θi

∂θi
∂µi

∂µi
∂ηi

∂ηi
∂γj

, (2.14)

which is going to be easier to calculate. We will now go through the calculations
for each of the factors, from left to right.
First Factor
We start by looking at the first factor of (2.14),

∂`i
∂θi

= ∂

∂θi

(
yiθi − b(θi)

φ
+ c(yi, φ)

)
= 1
φ

∂

∂θi
(yiθi − b(θi))

= 1
φ

(
yi −

∂

∂θi
b(θi)

)
.

(2.15)

To further simplify the equation above we can use the Bartlett identities
(Bartlett, 1953). The first Bartlett identity states that

E

[
∂`i
∂θi

]
= 0, (2.16)

while the second Bartlett identity states that

E

[
∂2`i
∂θ2
i

]
= −E

[(
∂`i
∂θi

)2
]

= −Var
(
∂`i
∂θi

)
. (2.17)

By combining (2.16) with (2.15), we get

E

[
∂li
∂θi

]
= 1
φ
E

[
yi −

∂

∂θi
b(θi)

]
= 1
φ

(
E [yi]−

∂

∂θi
b(θi)

)
= 0,
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which implies that

µi = E [yi] = ∂

∂θi
b(θi). (2.18)

If we insert this into (2.15), we get

∂`i
∂θi

= 1
φ

(
yi −

∂

∂θi
b(θi)

)
= 1
φ

(yi − µi).

Second Factor
To calculate the second factor, ∂θi

∂µi
, we are going to use that ∂θi

∂µi
=
(
∂µi
∂θi

)−1,
since it is easier to calculate ∂µi

∂θi
. If we differentiate (2.18) with respect to θi

we obtain that

∂µi
∂θi

= ∂2

∂θ2
i

b(θi).

Furthermore, the derivative of (2.15) is given by

∂2`i
∂θ2
i

= ∂

∂θi

[
1
φ

(
yi −

∂

∂θi
b(θi)

)]
= − 1

φ

∂2

∂θ2
i

b(θi),

which is independent of yi. Hence, if we use Bartlett’s second identity (2.17)
and the two results above, we get

E

[
∂2`i
∂θ2
i

]
= −E

[
∂`i
∂θi

]2

E

[
− 1
φ

∂2

∂θ2
i

b(θi)
]

= −E
[

1
φ

(yi − µi)
]2

1
φ

∂2

∂θ2
i

b(θi) = 1
φ2E [yi − µi]2

∂2

∂θ2
i

b(θi) = 1
φ

(E[yi]− µi)2 = 1
φ

Var(yi).

To summarize it, we have shown

∂µi
∂θi

= ∂2

∂θ2
i

b(θi) = 1
φ
Var(yi), (2.19)

which implies

∂θi
∂µi

=
(
∂µi
∂θi

)−1
=
(
Var(yi)
φ

)−1
= φ

Var(yi)
.

Furthermore, by re-arranging the last part of (2.19), we obtain a useful
general result, namely that

Var(yi) = φ
∂2

∂θ2
i

b(θi) = V (µi)φ, (2.20)
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where V (µi) is the (mean-)variance function. The function V (µi) always exists
as µi and θi are linked by (2.18). See Table 2.1 for some examples of the variance
function for some of the distributions in the exponential family. The identity
(2.20) is not useful to us right now, but it will be used in Section 2.3.4.2.
Third Factor
The third factor is the least interesting factor. Recall that µi = h(ηi), where
h = g−1 is the response function, the inverse of the link function g. Then we
can rewrite the third factor as

∂µi
∂ηi

= ∂h(ηi)
∂ηi

.

Fourth Factor
The fourth factor, ∂ηi

∂γj
, depends on the structure of ηi. Hence, an assumption

on the form of ηi has to be made. In the second paragraph of Section 2.1.4.1,
we defined the structure to be

ηi = η(xi,γ) =
p∑
j=1

fj(xi,j ;γj), (2.21)

where fj is an unspecified single-variable function, for j = 1, 2, . . . , p. We would
have liked to complete the computations of the four factors in (2.14); however,
as the fourth factor depends on the structure of the additive functions fj , which
are currently unspecified, we cannot proceed with the calculations.

In Section 2.2.7.4, we will define the effect functions as fj(xi,j ; γj) = γi,jxj ,
i.e., a generalized linear model (2.1). While later, in Section 3.1 and Section 3.2,
we estimate the functions fj through boosting with B-splines and stumps as
base learners, respectively. The latter model structures are not introduced yet;
hence, we cannot complete (2.14) at the present moment. As we use Fisher
scoring throughout the thesis, in scattered sections for different structures, there
is no universal section where the computations fit the most. Besides, we do not
want to repeat identical calculations for the different structures; hence, we will
continue the calculations in Appendix A. This appendix should be seen as a
reference to be read when needed in several places in the thesis, and not only
as supplementary material.
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2.2 Boosting

This section will give an introduction to the main ideas of boosting, which is
a popular model building procedure in high-dimensional data settings, that
is, p� n. This situation is typical in modern biomedical research, as we will
discuss in Section 2.2.1. We will give a short historical overview of boosting’s
transformation from a black-box algorithm to an interpretable statistical model.
There are two paradigms inside the statistical boosting framework: gradient
boosting and likelihood-based boosting. The key difference between the two
paradigms is linked to the different updating schemes they use iteratively to fit
a statistical model. However, the main attention will be directed at likelihood-
based boosting; as it is in this paradigm, we can develop approximate hat
matrices and confidence bands, see Section 2.3.4.2.

The concept of componentwise boosting will be introduced, which yields
implicit variable selection and sparse models. We will demonstrate that boosting
fits into the GAM framework, and thereby also the GLM framework, introduced
in Section 2.1. To get a comprehensive understanding of boosting, we will end
the chapter by giving some examples of boosting algorithms, based on ridge
regression, before we analyze their behavior and characteristics.

2.2.1 Motivation for Boosting in Modern Applications

Mayr, Binder, et al. (2014) states that boosting is one of the most promising
methodological approaches for data analysis developed in the last two decades,
and emphasize that boosting has received a lot of attention within the field of
biomedicine. Before looking at it in details, we want to give a small motivation
for why boosting is a promising methodology, especially in the context of modern
fields of research. One of these fields is biomedical research, where boosting, as
a model building procedure, has desirable properties that biostatisticians rely
on.

Statistical boosting has received increased interest in the field of biomedical
research. A characteristic tendency in this field is the high-dimensional data
setting, where the number of observations n is much smaller than the number of
variables p, often denoted by p� n. These problems have become of increasing
importance, especially in genomics and other areas of computational biology.
E.g., gene expression arrays where the traditional data sets can consist of tens
of thousands of genes, but only a limited number of observations. In these
high-dimensional problems, classical methods such as, e.g., least-squares or full
linear discriminant analysis (LDA) are of no help as we cannot fit these models.

Hastie, Tibshirani, and Friedman (2009, Figure 18.1) states, and demon-
strates, that the less fitting is better-principle applies when p � n, as issues
with high variance and overfitting are of major concern in this setting. Due
to this principle, the standard has become to use simple or highly regularized
models. Hence, we either need to modify older procedures to fit the p � n
scenario, e.g., such as ridge and lasso are regularized versions of least-squares or
regularized discriminant analysis3. Another approach is to develop entirely new
procedures. Componentwise boosting is one of these new fitting procedures

3See Chapter 18 in Hastie, Tibshirani, and Friedman (2009) for more examples and
specific discussions on the topic.
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which utilize information in the relatively small number of samples to efficiently
estimate the effect of the most important predictors in an iterative fashion.

2.2.2 General Idea

Today, statistical boosting algorithms are one of the advanced methods in the
toolbox of a modern statistician or data scientist. However, this has not always
been the case, as boosting originated in the machine learning community in the
nineties as a black box algorithm without any theory to explain its predictions.
(Freund and Schapire, 1996) It was later, in the year 2000, that Friedman
et al. (2000) showed that boosting fits into a statistical framework. Their work
made boosting accessible for researchers within the classical statistical modeling
communities, as they are focused on model description and understanding the
underlying stochastic data generating process. In comparison, the main goal
of the machine-learning community is to produce good algorithmic models for
predicting the response, while treating the underlying process as unknown.

As written in the introduction, the seed that would blossom into a variety
of boosting algorithms was planted by computer scientists Kearns and Valiant
(1989) when they asked the question: could any weak learner be transformed to
become a strong learner? To comprehend this question, we have to introduce
the concept of learners and their strength. The term learner is an umbrella
term for all types of predictors, i.e., a prediction rule f used in classification
or regression to predict the outcome ŷnew given the observed values xnew. In
classification, we categorize objects into a pre-defined set of classes, i.e., we give
each observation a discrete label, while in regression, each observation is given a
continuous quantity. The prediction rule f is trained from a training sample or
set (y1,x1), . . . , (yn,xn), where n is the sample size. This methodology belongs
to the field of supervised learning. In boosting, we use learners, often called
base learners, to fit the boosted model, and these base learners have to be weak
to obtain proper fitting.

As the name indicates, a weak learner is a prediction rule with low predictive
performance. In the classification context, a weak learner is a classifier that
performs only slightly better than random (uniform) classification. Hence, for a
dichotomous setting, a weak learner barely outperforms coin-flipping. On the
other hand, a strong learner is a predictor with a near-perfect performance, i.e.,
it should be able to classify the objects with the right label almost always.

Understanding the concept of a weak learner in the case of regression is
easier if we look at the flexibility of the model rather than at its performance.
Let us consider an example of classical multiple linear regression. If we fit a
modelMls by the least-squares solution, see Section 2.3.1, thenMls would be
considered a strong learner. On the other, had we fitted a modelMR based on
ridge regression, see Section 2.2.7.1, with sufficiently large penalization, then
MR would be considered a weak learner. The large penalization restricts the
possible values for the model parameters and thereby decrease the flexibility of
the model. For infinite penalization ridge regression yields the prediction rule
f(xnew) = ȳ = 1

n

∑n
i=1 yi, which is a constant function with no flexibility.

We can use the flexibility of the model as an intuitive (heuristic) measure
for comparing weak and strong learners. The degree of model flexibility for
weak learners are low compared to the high flexibility of strong learners. This
tendency is evident in the ridge setting, as an increased penalization factor
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causes the magnitude of the model parameters to decrease. For zero penalization,
we have the least-squares solution, and for infinite penalization, we have the
mean function. I.e., it progresses from a strong learner to a weak learner. It is
hard to define a precise cutoff point for where the learner change from strong
to weak, as the progress is gradual, but this gives a general intuition about
the strength of a learner. We will see similar ideas for other learners, such as
penalized B-splines in Section 3.1.2.1 and penalized stumps in Section 3.2.2.1.
The inclusion of the word penalized indicates that we need to penalize the
model parameters for obtaining a model with low flexibility, and thereby a weak
learner.

The seminal question by Kearns and Valiant sparked a lot of research and
Freund (1995) and Schapire (1990) both gave theoretical constructions that
proved the idea of boosting. Unfortunately, these structures were theoretical
and were not applicable for implementation in any programming language;
however, they paved the way for the first concrete boosting algorithm, adaptive
boosting, in short AdaBoost (Freund and Schapire, 1996). The main idea of
AdaBoost is that we create an ensemble of weak learners, where the learners
compensate each other’s weaknesses, and as a collective entity, a committee,
they arrive at a wise conclusion. In a simplified fashion, we have boosted a set
of weak learners into a strong learner.

2.2.2.1 AdaBoost

Freund and Schapire (1996) compared the concept of boosting with gathering
wisdom from a council of fools, and AdaBoost was the first method that gave
an algorithm for creating this council. The fools correspond to the fitted
(weak) base learners while the council is the ensemble of these base learners.
The algorithm was published in 1996, and it was a classification method for
dichotomous responses. Even with its limitation to the two-class classification
problem, it was coined the best off-the-shelf classifier in the world by Breiman,
who was a leading expert in the machine learning community at the time (Hastie,
Tibshirani, and Friedman, 2009, p. 340).

AdaBoost creates the council of fools by iteratively applying weak classifiers
on modified versions of the training data. The algorithm alters the weight of
each observation after each iteration to create these modified training sets. The
iterative alteration of the weights reflects the current weak learner’s classification
performance. That is, an easily classifiable observation will receive a lower
weight in the next iteration, while an observation that is hard to classify correctly
will receive an increased weight. By altering the weights sequentially, we end up
with an ensemble of different weak learners, since they were fitted to different
weighted training sets. The final classification is then a weighted classification
based on the classifications of all the weak learners in the council. The weights
are a reflection of the classification performance for each weak learner on their
respective training set. That is, a learner with a low classification error on
its training set will have a more significant impact on the final classification
compared to a learner that performed worse on its training set. For a more
schematic overview, we refer the reader to Algorithm 10.1 in Hastie, Tibshirani,
and Friedman (2009, p. 339).

To evaluate the performance of a model, we often use a test set, as conducting
the evaluation on the training set will give a skewed picture on the performance
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of the model. For complex models, we often see that they can be overfitted to
the training data; however, AdaBoost has shown to be resistant to overfitting
in practice (see, e.g., Hastie, Tibshirani, and Friedman, 2009, Ex. 10.4). This
property means that the choice of boosting iterations is not that important,
as long as it is large enough. The reason it does not overfit is that we use the
exponential loss in the fitting procedure. However, the end criterion we use
to validate the performance of the model is the misclassification rate, and the
same model does not necessarily optimize both criteria. Bühlmann and Yu
(2008) showed, empirical, that too many iterations can lead to overfitting in
the exponential loss, but without affecting the misclassification rate.

2.2.3 Statistical Boosting

There is a long way from the simple dichotomous classification problem, as in
AdaBoost, to estimating unknown quantities in any general statistical model.
Boosting in this general setting is called statistical boosting (Mayr, Binder, et al.,
2014). The statistical part reflects that we have a statistical understanding of
the performance of the fitted boosted model. The first progress from a black-box
algorithm into statistical boosting was conducted by Friedman et al. (2000),
who gave a statistical view of boosting regarding AdaBoost. They showed
that AdaBoost fitted into an additive model, which was fitted by the forward
stagewise additive modeling method.

In forward stagewise additive modeling we want to find an additive model
f (M)(xi) =

∑M
m=1 βmb(xi;γm) which minimize a loss function L averaged over

the training data

argmin
{βm,γm}Mm=1

N∑
i=1

L

(
yi,

M∑
m=1

βmb(xi;γm))
)
, (2.22)

where the b’s are the basis functions with model parameters γm and βm is
the corresponding weight. To solve (2.22), we need to use computationally
intensive numerical optimization techniques. However, we can approximate the
solution by sequentially determining the optimal mth basis function b(xi;γm)
with the associated weight βm, for m = 1, 2, . . . ,M , and then add it to the
current expansion f (m−1)(xi). For a schematic overview, we refer the reader to
Algorithm 10.2 in Hastie, Tibshirani, and Friedman (2009).

We can use a wide variety of loss functions L, and Friedman et al. (2000)
showed that AdaBoost is equivalent to the forward stagewise additive modeling
approach with the exponential loss criterion. The exponential loss criterion is
given by L(yi, f (m)(xi)) = exp{−yif (m)(xi)}. A thorough explanation, with a
discussion on the properties of the exponential loss function, can be found in
Hastie, Tibshirani, and Friedman (2009, pp. 343-350). Their work provided a
framework such that we could understand the ideas of boosting comprehensively
and obtain a statistical point of view on AdaBoost, which explained the success
of AdaBoost as an additive model.

In statistical boosting, we can quantify the relationship between the covari-
ates and the expected response via an interpretable function η. By the work of
Friedman et al. (2000), we have that the function is additive, and the effect of
each covariate on the response is quantifiable. In a general case with multiple
covariates, we often assume that the effect of each covariate on the response is
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additive, and f takes the form of an additive model,

µ = E [y|x] = η(x) = α+ f1(x1) + · · ·+ fp(xp),

where α is the intercept and f1(x1), . . . , fp(xp) incorporate the effects of each co-
variate x1, . . . , xp on the expected response µ. Such a model belongs to the class
of generalized additive models (GAMs), which we introduced in Section 2.1.2.
In GAMs, we model the expected response, given the observed values, via a
link function,

g(µ) = g (E [y|x]) = η(x) = α+ f1(x1) + · · ·+ fp(xp). (2.23)

From Section 2.1.2, we know that GAM is a statistical framework where the
partial effect of each covariate xj on g(µ) is represented by fj(xj). From fj we
can visualize and interpret the direction, size, and shape for each covariate at
the time. Thus, boosting is no longer just a black box prediction scheme but
also a statistical model.

There exist two different paradigms within the statistical boosting framework:
gradient boosting and likelihood-based boosting. These paradigms coincide in the
special case of L2-loss and Gaussian response values (Bühlmann and Yu, 2003).
Gradient boosting is the more general framework, as likelihood-based boosting
can be shown to be a special case of gradient boosting (De Bin, 2016). The
likelihood-based boosting paradigm has a significant advantage that it delivers
the Hessian matrix.4 Since the inverse of the negative Hessian is an estimator
of the asymptotic covariance matrix, we can use it to derive approximate
confidence intervals for the estimated effects of the predictors. In this thesis,
we focus on likelihood-based boosting due to the Hessian property; however, we
want to include a short explanation of gradient boosting.

2.2.3.1 Gradient Boosting

Friedman (2001) lay the groundwork for gradient boosting. He proposed a
method that minimized the empirical risk by using gradient descent. Given a
data set (y1,x1), . . . , (yn,xn), we want to find the model which minimizes the
empirical risk,

f̂ = argmin
f

{
1
n

n∑
i=1

L(yi, f(xi))
}
, (2.24)

where L is a loss function.
We fit the base learners iteratively to the negative gradient vector u(m)

of the loss function evaluated at the previous additive predictor f̂ (m−1), i.e.,
u

(m)
i =

(
∂
∂fL(yi, f)

∣∣
f=f̂(m−1)

)
i
, for i = 1, 2, . . . , n. To ensure weak learners, we

scale the fitted base learners by a small step-length factor v ∈ [0, 1]. In every
boosting iteration m, we fit a base learner to the errors made in the previous
iteration. Thus, the main idea of gradient boosting is quite intuitive. We fit
the base learner to the original observations and obtain a certain loss based on
(2.24). Then in the next iteration m we train a new base learner to explain the

4More precise, it computes an approximate hat matrix, and from it we can find both an
approximate Hessian matrix and the covariance matrix.
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loss of iteration m − 1, and we obtain a new loss. We repeat this procedure
for a fixed number of iterations and iteratively boost the method by focusing
on the observations that previous iterations found difficult to predict. For the
L2-loss, difficult observations are the observations with large residuals in the
previous iteration.

A key advantage of gradient boosting is that this methodology supports any
loss function that is convex and differentiable. In addition, it is not restricted
to statistical distributions in the exponential family as in classical GAM (Mayr,
Binder, et al., 2014). This is not the case for likelihood-based boosting, as we
need a likelihood to generate the model parameter updates.

2.2.4 Likelihood-Based Boosting

In Section 2.1.1, we discussed GLMs and stated that the primary method for
fitting a GLM, with model parameter vector β, was by maximizing the likelihood
by Fisher scoring, which we derived in Section 2.1.4.1. The parameter vector
β explains the effects each covariate x1, x2, . . . , xp has on the outcome. For
the cases where the negative log-likelihood −`(β) is convex and differentiable
we can use −`(β) as loss function in the gradient boosting scheme. We will
then minimize the negative log-likelihood, which is equivalent to maximizing
the log-likelihood. Hence, gradient boosting provides an alternative method for
estimating the maximum likelihood parameters and for fitting a GLM.

The likelihood-based approach is to let each base learner bm directly maxi-
mize the overall likelihood `(β) by finding an additive update γ̂m to the current
model parameter vector β̂(m−1) such that `(β̂(m−1) + γ̂m) ≥ `(β̂(m−1)) in each
boosting iteration. Here β̂(m−1) represents the estimate of the model parameter
vector after the (m− 1)th iteration, and it can be thought of as a fixed offset in
the mth iteration. This iterative procedure is the main idea of likelihood-based
boosting, and it was proposed by Tutz and Binder (2006).

We derive the additive updates γ̂m by Fisher scoring. In regular model-
fitting, we use Fisher scoring iteratively. However, Fisher scoring is a strong
optimization routine that get close to the optimal solution in a single iteration.
We will see in Chapter 3 that we will not use Fisher scoring to maximize the log-
likelihood, but rather the penalized log-likelihood. In this setting, the estimates
do not need to be ultra-precise since we are estimating penalized parameters.
Thus, in boosting, we will only use a single iteration of Fisher scoring. This
reflects that we need the base learners to be weak learners. Otherwise, the
model as a whole will converge to its stabilized state too fast, and we will not be
able to exploit the bias-variance trade-off. This trade-off is visible in Figure 2.3
on page 34, and a discussion on the topic of bias-variance trade-off found in
Section 2.2.6.

Unfortunately, even a single iteration of Fisher scoring yields too strong
base learners. The solution is not to use Fisher scoring to maximize the
log-likelihood function `(β), but rather the penalized log-likelihood function
`pen(β) = `(β) + Pen(β;λ). The last term penalizes the magnitude of β in
some fashion, e.g., in absolute value, squared value, pairwise difference, et
cetera, and λ is the penalization tuning parameter. A small λ corresponds to
a small penalization, hence substantial updates, while a large λ implies large
penalization and minuscule updates for β. For an appropriately large λ, we will

21



2. Methods

have that the corresponding updates yield weak learners. Similar penalization
techniques can be found in e.g., ridge regression, Section 2.2.7.1, where we
use squared penalization. In Section 3.1.1 and Section 3.2.1 we give specific
examples of Pen(β;λ) in the case of B-splines and stumps, respectively.

To summarize likelihood-based boosting, in iteration m we consider the
previous parameter estimate β̂(m−1) as a fixed offset. We do one Fisher scoring
on the penalized log-likelihood `pen, with a sufficiently large penalization factor
λ, to obtain a small additive model parameter update γ̂m. We add this update
to the offset and get β̂(m) = β̂(m−1) + γ̂m, which is the new estimate for the
model parameters. The small update γ̂m is considered to be the contribution
of the mth weak learner to the council β̂m of m weak learners.

2.2.5 Componentwise Boosting

Models fitted by a statistical boosting algorithm are considered to be regularized
models. The boosted models are not directly regularized, as we do not have
an explicit regularization parameter λ as, e.g., in ridge regression. However,
we have indirect regularization since the updates are derived by Fisher scoring
on the penalized log-likelihood, and we conduct only a finite number mstop of
boosting iterations, see Section 2.2.6 for a discussion on the choice of mstop.
This will become much clearer in Section 2.2.7 when we look at some examples.
The boosting scheme introduced in the previous section only yields shrunken
model parameters, similar to what we obtain for ridge regression. If we also
want variable selection, as, e.g., in lasso (Tibshirani, 1996), then we have to use
an alternative updating scheme. The same scheme is also needed for boosting
to work in high dimensional settings, and it gives rise to the componentwise
boosting algorithms.

In regular boosting algorithms, we update all the parameters in each iteration,
in contrast to componentwise boosting, where we only update the parameters
associated with a single covariate at the time. Let us consider the GAM
structure stated in (2.23), and assume that each effect function fj has a set of
parameters βj . In regular boosting, we would then update β = {β1,β2, . . . ,βp}
in each iteration. In contrast to componentwise boosting where we only update
a single βj∗ , for a specific j∗ ∈ {1, 2, . . . , p}, in each iteration. If (2.23) takes the
form of a GLM (2.1), then this corresponds to only updating a single parameter
βj∗ at the time.

If we update a subset of the predictors in each iteration, then we call the
corresponding procedure partial boosting. In such a scenario, we could also
introduce mandatory variables (e.g., the treatment effect in a treatment study)
where the associated model parameters are always updated in each boosting
iteration (Tutz and Binder, 2007). Algorithm 3 is an example of partial boosting.
However, we will only consider the case of a single predictor at the time, i.e.,
componentwise boosting. This method was first proposed by Bühlmann and
Yu (2003), where they proposed only to update the parameter vector βj , which
yielded the most substantial improvement in the fit of the model according
to some criterion. There are several possible criteria. However, as the goal
is to maximize the likelihood, and we are considering response values from
the exponential family, the natural criterion is the deviance, as introduced in
Section 2.1.3.3.
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The componentwise approach has several benefits over regular boosting.
The main benefit is implicit variable selection, as mentioned before. We obtain
this implicit variable selection since we only update the predictor that improved
the model the most in each iteration. Thus, irrelevant variables will not be
included as they contain minuscule (by chance) explainable information on the
outcome and will not improve the fit of the model in the same magnitude as a
relevant predictor.

We will emphasize that the variable selection is only implicit, as the chosen
number of boosting iterations mstop profoundly affects the degree of variable
selection. If we let mstop →∞, then the model will include all p predictors, and
we have no variable selection. This happens since there is no more information
to extract from the informative predictors, and the model starts to use the
redundant predictors to overfit the model to the training data. However, for
an appropriate mstop, we will only include the most influential predictors. We
can see this behavior in Figure 2.1 and Figure 2.4 in Section 2.2.7.5. Thus,
an optimal mstop will yield a parsimonious model, i.e., a model with as few
predictors as possible but, at the same time, maintaining a satisfactory fit. This
is an example of a trade-off between the fit of the model and the parsimony.
Models with many parameters, low parsimony models, tend to fit the training
data better than high parsimony models. This means that they are also prone
to overfit the training data, which is an undesired property, and it is visible in
Figure 2.3 and Figure 2.4.

Componentwise boosting creates models with properties similar to that of
lasso. It is well known that lasso performs variable selection and shrinks the
parameters of the chosen variables, based on the penalization factor λ. This
is similar to what componentwise boosting obtains. We have shrinkage since
the parameter vector is gradually fitted and the least informative covariates,
and the associated parameters, might be excluded due to the componentwise
update.

The iterative fitting in componentwise boosting enables us to discover the
most influential predictors, as these get updated first. This is seen in the figures
in Section 2.2.7.5 of the coefficient build-up. There we see that the irrelevant
predictors remain untouched for several hundred iterations; in the meantime,
the informative predictors get updated. One should note that we consider
componentwise boosting as a greedy algorithm as we, in each iteration, only
update the best candidate predictor based on the current iteration and do not
consider future updates.

To get a better understanding of componentwise likelihood-based boosting,
we refer the reader to Algorithm 1. In the mth iteration, we create p potential
parameter updates γ̂(m)

j to the functions fj , for j = 1, 2, . . . , p, by one iteration
of penalized Fisher scoring. Recall that we use the penalized version to obtain
small updates. We then need to evaluate the performance of the p different
candidate models. The jth candidate is identical to the model from the (m−1)th
iteration, except that the jth function fj now has the parameters β̂(m−1)

j + γ̂(m)
j .

We evaluate these p candidates based on their likelihood or deviance. We retain
the candidate that improved the model the most, and by keeping the updated
jth function, we get the mth boosted model.

Componentwise likelihood-based boosting has the advantage that it can
use standard regression models in the boosting step. This enables us to use
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Algorithm 1: Componentwise Likelihood-Based Boosting
1 Step 1 (initialization):

Start with iteration counter m := 0. Initialize the additive
predictor f̂ [0] with an a starting value: e.g., f̂ [0] := [0, 0, . . . , 0] or
the maximum likelihood estimate α̂ from an intercept model (if the
overall regression model includes an intercept term).
Specify a set of effect functions as base learners
f1(x1), f2(x2), . . . fp(xp); typically each base learner is a regression
function incorporating one possible candidate variable.

2 Step 2 (Componentwise Fitting of Base Learners):
Set iteration counter m := m+ 1.
Fit the base learners f̂j , j = 1, 2, . . . , p, one-by-one. The base
learners are estimated via maximizing the overall likelihood, using
one step of Fisher scoring with the current additive predictor
f̂ (m−1) as an offset. To ensure small steps, a penalty term is
attached to the likelihood function.

3 Step 3 (Update Best Performing Component):
Select the best performing base learner j∗, based on the largest
overall likelihood after the update.
Update the additive predictor via the corresponding base learner:
f̂ (m) = f̂ (m−1) + f̂j∗ .

4 Step 4 (Iteration):
Iterate steps (2) and (3) until m = mstop.

techniques which is developed for the standard regression setting. For example,
we can incorporate unpenalized covariates/coefficients by removing them from
the penalty term in the penalized log-likelihood function `pen. Another benefit
is that it works in a high dimensional settings where the number of covariates
p are much higher than the number of observations n, i.e., p � n. Since
componentwise boosting only updates a single covariate fj at the time this
does not become an issue, under the assumption that fj has less than n model
parameters βj .

We have purposely been vague about the intercept when boosting a model.
We will look in Section 2.2.7 at different boosting algorithms, where PartBoostR
does not include an intercept in the fitting procedure, while GenPartBoostR
does.5 In Appendix B.5, we show that updating the intercept after the initial-
ization step for GAMBoost with penalized stumps as base learners (Section 3.2)
yields no improvement in the overall fit of the model under the Gaussian distri-
bution. There is no universal consensus about how to deal with the intercept
in a boosted model.

2.2.6 Early Stopping in Statistical Boosting

Boosted models include two tuning parameters of different importance: λ which
determines the magnitude of penalization in the parameter updates obtained
from penalized Fisher scoring and the number of boosting iterations mstop. In

5In this thesis, we use the GenPartBoostR presented by Tutz and Binder (2007), while
Tutz removed intercept updating for GenPartBoostR in his book (Tutz, 2011, p. 168).
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general, the penalization factor λ has a lower impact on the result, and for any
reasonable choice, we can obtain the same result by altering mstop, as seen in
Figure 2.1, and the latter is therefore considered the main tuning parameter
of a boosted model. Mayr, Hofner, and Schmid (2012) state that mstop can
compensate for any reasonable bad choice of λ. Nevertheless, in Chapter 4, we
will see that the performance of a likelihood-based boosting algorithm with
penalized B-splines as base learners, compared to one fitted with penalized
stumps, depends on the underlying structure of the data generating process.

The tuning parameter mstop determines the implicit variable selection, the
degree of parameter shrinkage, and it can prevent overfitting to the training
data. By stopping the algorithm before it converges, called early stopping
(Mayr, Binder, et al., 2014), we can often improve the prediction accuracy of the
model, as seen in Figure 2.3. This is because early stopping leads to parameter
shrinkage and a smaller number of selected variables. That is, mstop reflects
the bias-variance trade-off: a large mstop will result in a complex model with
high variance and low bias, while a small mstop yields a sparse(r) model with
low variance and high bias. The goal is to find the mstop which yields the best
trade-off.

The easiest way to derive an estimate for mstop is to use a validation set,
which we will do in Section 2.2.7.5. We can use the validation set to check the
performance of the boosted model by some measure, e.g., mean squared error
for Gaussian data. We then set mstop equal to the iteration value that obtained
the lowest mean squared error on the validation set. We can then use the model
trained with mstop iterations on test data. Often we do not have enough data
to create a training set, a validation set, and a test set (Hastie, Tibshirani, and
Friedman, 2009, p. 222). In these settings, there exist two other main methods:
cross-validation or information criteria (AIC, BIC, et cetera).

K-fold cross-validation is a general framework where the training data are
divided into k parts, where k − 1 parts compose the training data while the
last part corresponds to the validation set. This procedure is repeated k times,
such that we have k models that are tested on the k different validation sets.
We can then find the mstop which yields the smallest average empirical loss
over the validation sets. The loss function used in cross-validation must be the
same as the one used in the boosting algorithm (Mayr, Binder, et al., 2014).
E.g., in the case of AdaBoost, we should use the exponential loss as the loss
function, and not the misclassification rate, to select mstop. Cross-validation is
computationally expensive, in particular for larger data sets. Hence, it would
be convenient to have a measure that specifies the trade-off between model
complexity and goodness-of-fit.

The Akaike information criterion uses the deviance of the model and the
degrees of freedom to quantify the trade-off between the model complexity and
goodness-of-fit. For likelihood-based boosting algorithms, which are iterative
procedures, we have to use the effective degrees of freedom, which we introduce
in Section 2.3.4.1. In Figure 2.2, we see how the effective degrees of freedom for
PartBoostR slowly increase from 0 to p as the number of iterations increases.
See Section 2.3.4.1 for more information on AIC.

However, one has to be careful with these information criteria in the case of
componentwise boosting algorithms, as the estimated degrees of freedom are
prone to underestimate the true values (Mayr, Binder, et al., 2014). Hastie (2007)
demonstrates this for L2-boost (developed by Bühlmann and Yu, 2003) and
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proposes to devise a correction term. Note that L2-boost is a gradient boosting
algorithm, and the bad performance of its hat matrix does not reflect the
performance of hat matrices derived in the likelihood-based boosting paradigm.
Tutz and Binder (2006, Figure 3) did an empirical comparison test to evaluate
the predictive performance of GAMBoost-models selected by AIC compared
to those selected from cross-validation. They found that the AIC models
outperformed the cross-validated models in the two settings they analyzed:
binomial response and Poisson response. I.e., this is promising for us, as the
hat matrices can be used properly in the likelihood-based boosting paradigm.

2.2.7 Example: BoostR, PartBoostR, GenPartBoostR

We have now introduced the conceptual ideas of boosting, and it is time to look
at some explicit examples of boosting algorithms and discuss their properties.
We will, in this section, look at two componentwise (partial) boosting algorithms:
PartBoostR and GenPartBoostR. A special case of PartBoostR is the BoostR
algorithm, which we obtain by updating all the parameters in each iteration.
The BoostR and PartBoostR algorithms will receive the most attention as
they are elementary and easy to understand, and operate as good introductory
examples. Furthermore, they use ridge regression to compute their base learners;
hence, we will give a brief introduction to ridge regression. To see BoostR and
PartBoostR in action, we will do a simple simulation study to highlight some
properties, e.g., implicit variable selection, shrinkage, bias-variance trade-off by
early stopping, et cetera.

The GenPartBoostR algorithm is a generalization of PartBoostR for gener-
alized linear models, instead of just Gaussian response values. Both algorithms
are likelihood-based, but we only use Fisher scoring in the GenPartBoostR, as
we fit PartBoostR based on the L2-loss and we have that gradient boosting and
likelihood-based boosting coincide in this situation. These boosting algorithms
were developed by Tutz and Binder (2007).

For the sake of clarity, the boosting algorithms in this section predict the
expectation µ̂i of the response yi given the covariates xi, for i = 1, 2, . . . , n. For
the Gaussian distribution, we have that ŷi = µ̂i; hence, we will use ŷi to denote
the predicted response and mean in this setting.

2.2.7.1 Ridge Regression

Ridge regression is a generalization of ordinary least-squares regression that
includes regularization. See Section 2.3.1 for an introduction to the least-squares
solution. Both methods are used to estimate the parameters β in a model. To
obtain the ridge estimates, we minimize the residual sum of squares subject to a
constraint on the β parameter vector, namely

∑p
j=1 β

2
j ≤ t. The regularization

term shrinks the parameters βj towards 0, where the choice of t reflects the
magnitude of the shrinkage. This methodology was introduced by Hoerl and
Kennard (1970) as a method to ensure the existence of β̂, and it was later used
to exploit the bias-variance trade-off and to obtain better predictions than least-
squares regression for an appropriate amount of regularization. Throughout
this section, we assume centered y and standardized X to ensure fair shrinkage
of the parameters β̂. For more details, see Hastie, Tibshirani, and Friedman
(2009, p. 64)
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An equivalent way to write the ridge problem, without the constraint∑p
j=1 β

2
j ≤ t, is as the minimizer of the penalized residual sum of squares, see,

e.g., Hastie, Tibshirani, and Friedman (2009, p. 63),

β̂ridge(λ) = argmin
β

{
RSS(β) + λ

p∑
j=1

β2
j

}
= argmin

β

{
(y −Xβ)T (y −Xβ) + λβTβ

}
= (XTX + λIp)−1XTy,

(2.25)

where Ip denotes the p× p identity matrix, and the tuning parameter λ ≥ 0 is a
function of t from the constraint on β introduced above. Technically, β̂ridge is a
function of λ; however, we are going to omit that in the notation. A key thing
to note is that a positive penalty parameter λ shrinks the parameters β̂ridge
towards zero and makes it a biased estimator of β. However, the variance of
the ridge solution β̂ridge is smaller than that of the least-squares solution β̂LS
(λ = 0), so a better estimation is obtained.

In the context of boosting and using ridge regression as base learners, we
need a sufficiently large λ to ensure small updates and weak learners. If we
have a small regularization factor λ, then each base learner will be too strong,
and the overall model will converge to its stabilizing state too fast to exploit,
e.g., the bias-variance trade-off. This will be elaborated in Section 2.2.7.5.

2.2.7.2 The BoostR Algorithm

The BoostR algorithm (see Algorithm 2) boosts a linear regression model with
Gaussian response values by repeatedly applying ridge regression to the residuals
from the previous boosting iteration. In the initialization step, we fit the ridge
model to the responses in the training set and obtain the predicted mean µ̂(0).
In the next iteration, we keep these values as a fixed offset and fit a new ridge
model to the residuals y − µ̂(0). We repeat this procedure for a fixed number
of iterations. As stated above, BoostR is a special case of PartBoostR, where
all p parameters are updated in each boosting iteration.6

The iterative fitting gradually alters the strength of the model and its
predictive capability. In Figure 2.3, we see that BoostR is initially bad at
predicting the expected mean µ̂, given the covariates X, but the performance
is enhanced as the number of iterations m increase, until it starts to worsen
again for a large m. That is, we see the classical U-shape, which arises in the
bias-variance trade-off setting. In Figure 2.1, we see that the parameters β̂BR(m)

of the BoostR-model converge to the least-squares estimates β̂ls when m→∞,
assuming they exist. In Section 2.3.2.2, we will see that this is a theoretical
property of the PartBoostR algorithm, which is also quite intuitive. If the
penalization factor λ = 0, then we have β̂BR(0) = β̂ls. For λ ≥ 0 we get that there
is a difference between the two parameter-estimates after the initialization step;
however, in each iteration of BoostR, we decrease this difference, see step 2 of
Algorithm 2. Hence, it makes intuitive sense that β̂BR(m) → β̂ls when m→∞.

The iterative procedure yields a bias-variance trade-off depending on the
number of iterations, which we will also investigate in Section 2.3.2.2. A low

6We do not include the intercept β0, as this was not done by Tutz and Binder (2007).
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Algorithm 2: BoostR
1 Step 1 (initialization):

Set β̂ridge(0) =
(
XTX + λIp

)−1
XTy, then µ̂(0) = Xβ̂ridge(0) = Xβ̂(0).

2 Step 2 (iteration):
For m = 1, 2, . . . ,mstop
Apply ridge regression to the residual model y− µ̂(m−1) = Xβ + ε,
to obtain β̂ridge(m) =

(
XTX + λIp

)−1
XT

(
y − µ̂(m−1)

)
and

µ̂ridge(m) = Xβ̂ridge(m) . Then µ̂(m) = µ̂(m−1) + µ̂ridge(m) .
Let β̂(m) = β̂(m−1) + β̂ridge(m) , then µ̂(m) = Xβ̂(m).

number of iterations will yield a small variance, but a large bias. On the other
hand, an infinite number of iterations moves the estimates to the least-squares
solution β̂ls, which is unbiased, but the corresponding variance is large. For
an appropriate number of iterations, the predicted response ŷBR = µ̂BR from
the BoostR algorithm will yield smaller values in mean squared error than the
least-squares estimates ŷBR, as seen in Figure 2.3.

2.2.7.3 The PartBoostR Algorithm

An extension of BoostR is PartBoostR (presented in Algorithm 3), which is an
example of partial boosting. One can also show that it is a stagewise additive
functional gradient descent model, based on the L2-loss (Tutz and Binder,
2007). We will give a general introduction of the partial version before we
restrict ourselves to the componentwise version. The PartBoostR algorithm is
restricted to GLMs, see (2.1), with Gaussian response values where each of the
p terms in ηi only consists of a single parameter; hence, in this section, we will
talk about the p parameters.

In partial boosting, we divide the p parameters into q + 1 disjoint subsets
called blocks. If we let V = {1, 2, . . . , p} be the set of all the parameter indices7,
then we can rewrite V as V = Vc ∪ Vo1 ∪ Vo2 ∪ . . . ∪ Voq, where Vc is the
block of compulsory parameter indices and Voj is a block of optional parameter
indices, for j = 1, 2, . . . , q. These blocks need to be prespecified before running
the algorithm. In each boosting iteration, we calculate which combination
Vm = Vc ∪ Voj yields the best update regarding the loss of the estimated
response ŷ = µ̂ compared to y.

This update-structure yields many benefits, as discussed in Section 2.2.5.
In specific settings, we would like to force the model to contain specific covari-
ates. For example, in treatment studies, the treatment should be considered
a mandatory variable in the fitted model, as its effect on the outcome is of
uttermost interest. Another benefit of the block structure arises when we have
multicategorical explanatory variables with k categories. This variable will be
represented by k − 1 dummy variables in the linear predictor, and we would
like for all the dummy variables, representing a single variable, to be updated
simultaneously (Tutz, 2011, p. 167).

7Note that we do not include the intercept, which corresponds to the 0th parameter index.
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Algorithm 3: PartBoostR
Result: Add the result here.

1 Step 1 (initialization):
β̂(0) =

(
XTX + λIp

)−1
XTy, µ̂(0) = Xβ̂(0).

2 Step 2 (iteration):
For m = 1, 2, . . . ,mstop
a) Compute for j = 1, 2, . . . , l, the parameter updates β̂ridge

V
(j)
m

and

the corresponding means µ̂(j)
(m) = µ̂(m−1) +X

V
(j)
m
β̂ridge
V

(j)
m

.

b) Determine which µ̂(j)
(m), j = 1, 2, . . . , l improves the fit

maximally. With Vm denoting the corresponding subset one
obtains the updates β̂(m) = β̂(m−1) + β̂ridgeVm

and µ̂(m) = Xβ̂(m).

There are two important special cases of the PartBoostR algorithm. First,
if Vc = V , then we obtain simple ridge boosting, that is, the BoostR algorithm.
Second, if we set Vc = ∅ and Voj = j for j = 1, 2, . . . , p we obtain componentwise
boosting. We will in Section 2.2.7.5 compare the performance of these two
special cases of PartBoostR, i.e., the simple and the componentwise version.

Before formalizing the PartBoostR algorithm, we need to clarify some
notation. In the mth iteration we only update a subset Vm = Vc ∪ Voj =
{m1, . . . ,ml} of the parameters, where {m1, . . . ,ml} are the indices of the
corresponding parameters. Rather than using the full design matrix X of
dimension n× p, we will now use the partial design matrix XVm of dimension
n × l. That is, we extract the columns of X corresponding to indices in Vm.
Thus, if Vm = {2, 5}, then XVm =

[
x·,2 x·,5

]
, where x·,2 and x·,5 are the

second and fifth column of X, respectively. Similarly, for the model parameter
vector β we get βVm . In the mth boosting iteration we apply ridge regression
to the reduced residual model y − µ̂(m−1) = XVmβVm + ε, where µ̂(m−1) is the
fit from the previous iteration. The associated ridge solution is given by

β̂ridgeVm
=
(
XT
VmXVm + λIp

)−1
XT
Vm(y − µ̂(m−1)).

The estimated parameter update β̂ridgeVm
is then added to corresponding entries

in the full parameter vector β̂(m−1) from the previous iteration, and we get

β̂(m),j =
{
β̂(m−1),j + β̂ridgeVm,j

, if j ∈ Vm
β̂(m−1),j , if j /∈ Vm,

for j = 1, 2, . . . , p. The new estimates are then given by µ̂(m) = Xβ̂(m).
We can now formalize the PartBoostR algorithm. Since the algorithm

is restricted to the Gaussian distribution, we use the L2-loss in step 2b) to
determine the optimal update among the candidates. Note that Algorithm 3 is
in its partial version, so to obtain the componentwise version, we set V (j)

m = {j},
for j = 1, 2, . . . , l, where l = p. See Appendix C.1 for our R-implementation of
PartBoostR.
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2.2.7.4 The GenPartBoostR Algorithm

A generalization of PartBoostR into the GLM framework is GenPartBoostR
(see Algorithm 4), which is a likelihood-based boosting algorithm that uses
Fisher scoring to fit the base learners. In the GLM framework (Section 2.1.1),
the dominating parameter estimation method is the maximum likelihood. For
Gaussian response values, this corresponds to the L2-loss, same as the residual
sum of squares, and if we additionally apply L2-regularization, we get classical
ridge regression (2.25). Thus, the generalized version of ridge regression, in
the GLM framework, is therefore based on maximizing the L2-penalized log-
likelihood

`pen(β) =
n∑
i=1

`i −
λ

2

p∑
j=1

β2
j =

n∑
i=1

`i −
λ

2β
TPβ, (2.26)

where λ ≥ 0 is the penalization factor, `i is the contribution to the log-likelihood
of the ith observation, and P =

[ 0 0
0 Ip

]
, where Ip is the p× p identity matrix.

We need the extra 0 on the diagonal of P , as GenPartBoostR incorporates the
intercept term, and we do not want to penalize the intercept. The last term
of (2.26) is an example of a penalty term, which we discussed at the end of
Section 2.2.4.

We can use iterative Fisher scoring (2.12), as introduced in Section 2.1.4,
to obtain estimates β̂R(k) for the solution of (2.26).8 There we maximized the
log-likelihood and got the following updating scheme

β̂R(k+1) = β̂R(k) + F (β̂R(k))−1s(β̂R(k)).

However, we should remember that we want to maximize the penalized log-
likelihood (2.26) and not the regular log-likelihood; hence, we need to calculate
the penalized score function spen and penalized Fisher matrix Fpen. By differen-
tiating the second term of (2.26), we get

spen(β̂R(k)) = s(β̂R(k))− λP β̂R(k) and Fpen(β̂R(k)) = F (β̂R(k)) + λP,

where s(β̂R(k)) will be given in (3.11) and F (β̂R(k)) will be given in (3.15), their
specific formulations are no important here.

We only need a single iteration of Fisher scoring as a rough approximation
to the penalized estimate is sufficient. The penalization factor λ controls the
strength of the base learners, as discussed in Section 2.2.6. In Fisher scoring
the initial parameter values are often set to be zero, β̂R(0) = 0. This means that
the penalized score function is simplified to spen(β̂R(0)) = s(β̂R(0)).

Let us assume that we are in the mth boosting iteration with estimated
response µ̂(m−1) = h(η̂(m−1)) = h(Xβ̂(m−1)), where X is the n× (p+ 1) design
matrix with the first column being ones, and h is the response function. Then
one iteration of Fisher scoring yields

β̂R(1) = Fpen(β̂R(0))−1s(β̂R(0))

=
(
XTW (η̂(m−1))X + λP

)−1
XW (η̂(m−1))D−1(η̂(m−1))(y − µ̂(m−1)),

8In the following explanation we consider Fisher scoring on the whole parameter vector
β = (β0, β1, . . . , βp)T to make the logic easier to follow. The componentwise version will be
given in Algorithm 4.
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Algorithm 4: GenPartBoostR/GenBoostR
1 Step 1 (initialization):

Fit the intercept model µi = h(β0) by iterative Fisher scoring
obtaining β̂(0) = (β̂0, 0, . . . , 0), η̂(0) = Xβ̂(0).

2 Step 2 (iteration):
For m = 1, 2, . . . ,mstop
a) Estimation:
For each candidate set V (j)

m we fit the model
µ = h

(
η̂(m−1) +X

V
(j)
m
βR
V

(j)
m

)
by one iteration of Fisher scoring.

Here η̂(m−1) = Xβ̂(m−1) is a fixed offset from the previous
iteration and X

V
(j)
m

is the partial design matrix containing only the
columns of X determined by the indices in V (j)

m . Penalized Fisher
scoring yields β̂R

V
(j)
m

= F−1
pen,V (j)

m

spen,V (j)
m

, where
spen,V (j)

m
= XT

V
(j)
m

W (η̂(m−1))D−1(η̂(m−1))(y − µ̂(m−1)) and
Fpen,V (j)

m
= XT

V
(j)
m

W (η̂(m−1))XV
(j)
m

+ λP .
b) Selection:
Select the set Vm from the candidate sets V (j)

m , j = 1, 2, . . . , s,
which improves the fit maximally, i.e., smallest residual deviance.
c) Update:

Set β̂R(m) =
{
β̂RVm,j if j ∈ Vm
0, otherwise

and update the estimated

parameters β̂(m) = β̂(m−1) + β̂R(m), and obtain the new estimates
η̂(m) = Xβ̂(m) = Xβ̂(m−1) +Xβ̂R(m), µ̂(m) = h(Xβ̂(m)), where the
response function h is applied componentwise.

where W and D will be defined in (3.12), and they depend on the estimates
from the previous iteration. This update can then be added to the overall
parameter vector to obtain the new results β̂(m) = β̂(m−1) + β̂R(1).

The explanation above follows the logic of the GenBoostR algorithm, where
we update all the p + 1 parameters simultaneously. In the partial version,
GenPartBoostR, we only want a subset of the parameters to be updated in
the mth iteration, given by V

(j)
m = {m1,m2, . . . ,ml} ⊂ {0, 1, . . . , p}. Note

the inclusion of the index 0, which corresponds to the intercept. Similarly to
PartBoostR in Section 2.2.7.3, we obtain componentwise boosting if we let
V

(j)
m = {j}, for j = 0, 1, . . . , p. In this setting, it is natural to use the deviance,

see Section 2.1.3.3, to derive which update increases the fit of the model the
most. That is, we update the jth parameter if Dev(η̂(j)) is the smallest deviance,
where η̂(j) = η̂(m−1) +X

V
(j)
m
β̂R
V

(j)
m

. On the other hand, if V (1)
m = {0, 1, . . . , p}

and we set s = 1 in the selection step of Algorithm 4, then we obtain GenBoostR.
See Appendix C.2 for our R-implementation of GenBoostR.
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2.2.7.5 Simulation Example

It is time to see the stated boosting algorithms in action, and evaluate their prop-
erties as mentioned above: implicit variable selection, bias-variance trade-off, et
cetera. We will see that PartBoostR (and thereby, BoostR) and GenPartBoostR
converge to the least-squares model, as the number of iterations mstop → ∞.
The fitting procedures will have different coefficient build-ups, especially when
we compare the componentwise version with the full version. The regularization
factor λ highly affects the rate of convergence; however, we will obtain the
same performance, for different λ, by altering the magnitude of mstop. Similar
tendencies will be seen for the effective degrees of freedom of the model, which
converges to p as mstop →∞. For response variables with low signal-to-noise ra-
tio, we will see that PartBoostR and GenPartBoostR exploit the bias-variance
trade-off and obtain better test results than the classical least-squares model.

For the sake of a pedagogical example, we propose a simple linear model
(2.27) to analyses the performance of the models. The elementary model is
given by

yi = β0 + β1xi,1 + β2xi,2 + β3xi,3 + β4xi,4 + εi

= 0 + 3xi,1 − 1xi,2 + 0xi,3 + 2xi,4 + εi,
(2.27)

where εi
iid∼ N (0, σ2) and xi,j

iid∼ U [−1, 1] for i = 1, 2, . . . , n and j = 1, 2, . . . , p.
We have set the intercept to be zero for simplicity. We will initially use σ = 1
to show the coefficient build-ups; however, we will later set σ = 5 to make the
bias-variance trade-off for the fitting procedures more apparent in Figure 2.3.
This is because σ = 1 results in a too strong signal-to-noise ratio to see this
trade-off fully. We will set the number of observations in the training set
to be ntrain = 100, while the evaluation/test set will consist of ntest = 1000
observations generated from (2.27).

Before we progress to the promised figures, we want to recall some prop-
erties of the algorithms. The PartBoostR utilizes ridge regression, hence, we
standardize (center and scale) the design matrix before we conduct the method,
as the ridge solutions are not equivariant under scaling of the inputs (Hastie,
Tibshirani, and Friedman, 2009, p. 63). Hence, PartBoostR will converge to
the standardized least-squares estimates, rather than the original least-squares
estimates β̂ls. To obtain the standardized versions, we use the lm function in
R on the standardized observations.

In Figure 2.1, we see that BoostR updates all the parameters immediately,
while PartBoostR keeps the parameters associated with the less influential pre-
dictors fixed at the initial value for many iterations. We see that the coefficients
converge to the least-squares solution, but the rate of convergence depends on
λ. These observations support that mstop is the main tuning parameter for
boosting algorithms. Another thing to note is that the componentwise version
converges slower than the full version, which is expected as we only update
a single parameter at the time. For PartBoostR, we do not have variable
selection as each predictor xj is given a small coefficient β̂j in the initialization
step. This is not the case for GenPartBoostR in Figure 2.4.

For GenPartBoostR the initialization only fits the intercept and does not
include any predictors. It is in later iterations that the predictors are included,
hence, variable selection. However, the variable selection only happens for early
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Figure 2.1: The coefficient build-up for the model (2.27), with σ = 1, by using
BoostR and PartBoostR with different penalization factors λ. The circles denote
the least-squares solutions for the standardized input.

Figure 2.2: Both figures are based on σ = 1. Left: the effective degrees of freedom
for BoostR and PartBoostR for different λ. Right: Coefficient build-up with
respect to the effective degrees of freedom, for λ = 5000. Here we also include the
coefficient build-up for regular ridge regression.

stopping (see Section 2.2.6) as all the predictors will eventually be updated
and thereby included in the boosted model. Consider the third predictor x3 of
(2.27) with the actual coefficient β3 = 0. We do not want this predictor in our
model as it only provides irrelevant information. For λ = 5000 GenPartBoostR
first includes x3 after 1339 iterations, so if mstop < 1339, then we would obtain
a smaller model and (implicit) variable selection.

In Section 2.3.3.1, we will define the hat matrix Hm for PartBoostR and
we use it to calculate the effective degrees of freedom dfm = trace(Hm), see
Section 2.3.4.1. In Figure 2.2, we see that PartBoostR converges to p = 4,
which is reasonable as the overall model converges to the least-squares model
with 4 parameters.

The effective degrees of freedom enables us to compare the complexity of
different models. In Section 2.3.1.1, we derive the hat matrix for regular ridge
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Figure 2.3: Test mean squared error for BoostR, PartBoostR, and ridge regression.
Here σ = 5 to highlight the bias-variance trade-off, which is not apparent for
σ = 1 due to too strong signal-to-noise ratio. The horizontal line is the test error
for the least-squares model. Left: MSE with respect to the number of iterations.
Right: MSE with respect to the effective degrees of freedom.

Figure 2.4: Left: Coefficient build-up for GenBoostR and GenPartBoostR, along-
side unpenalized Fisher scoring, for σ = 1. They converge to the least-square
model with the intercept term. Right: Test mean squared error for the same
algorithms. Here we have set σ = 5 to illustrate the bias-variance trade-off.

regression, and we can then compare ridge models with GenPartBoostR with
the same degrees of freedom. In Figure 2.2, we use this to compare the coefficient
build-ups of the models with respect to the effective degrees of freedom. We
see that ridge and BoostR have almost coinciding coefficient paths, while the
PartBoostR paths are quite different.

In Figure 2.3, we use the fitted models to predict the response values for the
test data and record the mean squared error. In this figure, we have changed
the standard deviation in (2.27) to σ = 5. This is to see the bias-variance
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trade-off in action.9 For σ = 1, a high signal-to-noise ratio, the MSE-curves
for the boosted model only slightly dipped under the MSE of the least-squares
before they converged to this value. The MSE of the least-squares model for
σ = 1 was 1.14, which is much smaller than for σ = 5, as we can see in the
figure.

In Figure 2.4, we see the coefficient build-ups for versions of GenPartBoostR
and their mean squared error on the test set. Note that they converge to
values that are close to the correct parameters in (2.27), as we do not need to
standardize the inputs to use GenPartBoostR, and it includes the intercept.
We have also included an unpenalized version of Fisher scoring to illustrate that
it converges to the least-squares solutions immediately; thus, the penalization
is of uttermost importance.

9In Appendix B.1, we fit PartBoostR to real data (the prostate data set by Stamey et al.,
1989) and we see a clear bias-variance trade-off.

35



2. Methods

2.3 Hat Matrix

In this section, we are going to give an introduction to the concept of hat
matrices. We will start by looking at the widely known hat matrices for
linear regression and ridge regression (Section 2.3.1), before we progress to the
more advanced hat matrices that arises in regular boosting (Section 2.3.2) and
componentwise boosting (Section 2.3.3). The reason for our interest in the hat
matrix is that it can be used to derive useful quantities, including the effective
degrees of freedom, which can be used to calculate model complexity criteria
such as AIC and BIC, and pointwise confidence bands, which is the main focus
of this section. This property is of uttermost importance as we in Section 3.1
and Section 3.2 will compute an approximate hat matrix for GAMBoost, for both
penalized B-splines and penalized stumps as base learners, and compare the
derived approximate confidence bands with empirical confidence bands based
on bootstrapping (Section 4.1.1).

In a broad scope, if we have model M and we can obtain the predicted
response values ŷ of the training data T by multiplying the true response
values y with a matrix H, then we call H the hat matrix for the modelM. In
mathematically notation, we have that ŷ = Hy and we see that H puts a hat
on y, hence the name hat matrix. Recall from Section 2.2.7 that the predicted
values ŷ represent the predicted values for the expected response values µ, where
µi = E[yi|xi]. That is, ŷ = µ̂, and we will use these notations interchangeable
throughout this section. The hat matrix also goes under the name projection
matrix, often denoted by P , since it projects the true response values y onto
the column space of the design matrix X and thereby the predicted values ŷ.
Another name is the influence matrix, however we will call it for the hat matrix
and denote it by H.

2.3.1 Hat Matrix in Gaussian Liner Regression

Before progressing to more advanced models, we will look at the hat matrix
for the fundamental (multiple) linear regression model with Gaussian response
values. This corresponds to a generalized linear model (Section 2.1.1) with link
function g being the identity function and y following the Gaussian distribution,
and it is given by

f(xi) = β0 +
p∑
j=1

xi,jβj + εi = xTi β + εi, (2.28)

where εi
iid∼ N (0, σ2), xTi =

[
1 xi,1 xi,2 . . . xi,p

]
is the ith input vector

and βT =
[
β0 β1 β2 . . . βp

]
is the parameter vector. Here n denotes the

number of observations in the training sample T, where each observation has p
covariates. In addition, the observations have n response values yi associated
with them, thus, the training set T consists of n tuples (yi,xi). The model (2.28)
only holds under the assumption that the response values have independent
errors with constant variance, in addition to the assumptions of linearity and
lack of multicollinearity. We denote by ŷi the predicted real value response
using a fitted version of (2.28) given the observations xi.

There are many methods for fitting a linear model (2.28), e.g. by the the
maximum likelihood estimates β̂ml, but the classical way is to use the least-
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squares estimates β̂ls. These are obtained by minimizing the L2-loss, also called
the residual sum of squares,

β̂ls = argmin
β

RSS(β) = argmin
β

n∑
i=1

(yi − ŷi)2

= argmin
β
‖y −Xβ‖2 = argmin

β
(y −Xβ)T (y −Xβ).

(2.29)

In the last line we switched to vectorized form to make further calculations easier.
Here X denotes the design matrix, also called the model matrix, and it is given
by X =

[
x1 x2 . . . xn

]T . That is, X is a matrix of dimension n× (p+ 1)
where each row is the input vector xi. Furthermore, y is the vector containing
the n response values from the training data, i.e. y =

[
y1 y2 . . . yn

]T .
Similarly, the vector ŷ = Xβ contains the predicted response values.

The least-squares solution is obtained by setting the first derivative of (2.29),
with respect to β, equal to the zero vector and solving for β. We obtain the
well-known formula for the least-squares estimates.

∂ RSS(β)
∂β

= −2XT (y −Xβ) = 0 =⇒ β̂ls =
(
XTX

)−1
XTy. (2.30)

For the least-squares solution β̂ls to exist and be unique, we need XTX to
be non-singular and positive definite (Hastie, Tibshirani, and Friedman, 2009,
p. 45). The former is needed to invert the matrix, while the latter ensures
that β̂ls is a minimum and not a saddle point or a maximum. This becomes
clear if we use the generalized second-order partial derivative test. We need the
second-order partial derivatives, the Hessian matrix, of RSS evaluated at β̂ls to
be positive definite (all eigenvalues are positive) for β̂ls to be a minimum. The
Hessian matrix of the RSS is given by

∂2 RSS(β)
∂β∂βT

= 2XTX,

and it is now clear why XTX needs to be positive definite, and any positive
definite matrix is invertible. There are several conditions which enforce this
property, e.g. X having full column rank (Hastie, Tibshirani, and Friedman,
2009, p. 45). The design matrix X has full column rank if all the columns are
independent, which implies that the dimension of the column space of X is
p+ 1.

Full column rank is not always assured. If two columns in the design matrix
are linearly dependent, i.e. their correlation is 1, then rank(X) = p, so X has
not full column rank. In this situation, we have that XTX is singular, so the
least-squares solution in (2.30) does not exist. Usually, one can resolve this
issue by recoding or dropping redundant columns in X. We will not discuss
this in detail and refer the reader to Hastie, Tibshirani, and Friedman (2009,
p. 46). Another solution which ensures that a solution exists is by introducing
regularization, which is the idea in ridge regression (Section 2.2.7.1).

Let us now assume that XTX is non-singular and β̂ls is the unique minimum
least-squares solution. Then the predicted response values for the training data
T, based on model (2.28), are given by

ŷ = Xβ̂ls = X
(
XTX

)−1
XTy = Hy, (2.31)
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where H = X
(
XTX

)−1
XT is the hat matrix with dimension n× n.

2.3.1.1 Hat Matrix for Ridge Regression

We can similarly derive the hat matrix for ridge regression, which we introduced
in Section 2.2.7.1. We introduced it under the assumption that the linear model
did not include the intercept; hence, the model consists of only p parameters.
The ridge solution is given by

β̂ridge(λ) =
(
XTX + λIp

)−1
XTy, (2.32)

where λ is the regularization penalty. We see that (2.32) is a generalization of
the ordinary least-squares solution (2.30) and they coincide when λ = 0. The
predicted response values for the training data based on ridge regression is
computed by

ŷ = Xβ̂ridge(λ) = X
(
XTX + λIp

)−1
XTy = Hridgey, (2.33)

where Hridge = X
(
XTX + λIp

)−1
XT is the hat matrix, which is a generaliza-

tion of the hat matrix obtained for the ordinary least-squares model (2.31).

2.3.2 Hat Matrix for Boosting

In Section 2.3.1, we derived the hat matrix for a multiple linear regression model
where the model parameters β were either the ordinary least-squares solution
or the ridge solution. Both methods yielded compact and easy hat matrices, see
(2.31) and (2.33), respectively. The compactness of the hat matrices is related
to the easy and direct model fitting procedures. That is, we obtain the model
parameters by a single computation. In comparison, boosting is an iterative
procedure that fits the model gradually. Thus, obtaining a hat matrix for a
boosted model is not as straightforward as for least-squares or ridge regression.

Intuitively, the hat matrix for a boosted model should be composed of
iterative specific matrices. For each boosting iteration m, we should obtain a
hat matrix Hm, which depends on the coefficient update in the mth iteration.
However, it is also reasonable that is should depend on the previous hat matrix
Hm−1. The reason is that we in the mth iteration use the residuals, or deviance
in the general case, obtained from the predictions in the (m− 1)th iteration,
to determine the coefficient update in the mth iteration. These intuitive, but
vague ideas about the hat matrix might be hard to follow based on this abstract
description. To get a thorough understanding, we are going to connect these
ideas to a fixed boosting algorithm. We will look at how we can obtain the hat
matrix for Algorithm 2 on page 28, the BoostR algorithm.

2.3.2.1 Hat Matrix for the BoostR Algorithm

From step 1 in Algorithm 2, we can easily derive the initial hat matrix for the
BoostR algorithm. In the initialization step, we have

µ̂(0) = Xβ̂ridge(0) = X(XTX + λIp)−1XTy,
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so the initial hat matrix is H0 = X(XTX + λIp)−1XT . This we recognize as
the ridge regression hat matrix obtained in (2.33), which is no surprise as the
initial step is regular ridge regression.

For iteration m ≥ 1, it is not as straightforward to derive the hat matrix
Hm. However, to better understand it, we need to recall some properties of the
BoostR algorithm. In the last line of step 2, we see that µ̂(m) = Xβ̂(m), where

β̂(m) = β̂(m−1) + β̂ridge(m) = β̂(0) +
m∑
j=1

β̂ridge(j) ,

and β̂ridge(m) = (XTX + λI)−1XT (y − µ̂(m−1)). From this, it is clear that if we
can find a matrix H∗m such that β̂(m) = H∗my, then Hm = XH∗m would be the
desired hat matrix.

Finding H∗m is not elementary since β̂ridge(m) depends on µ̂(m−1) = Xβ̂(m−1).
That is, we have a recursive relation which needs to be unfolded to obtain H∗m.
We will not demonstrate this technique here, as we do a similar calculation in
Section 3.1.4 on page 65, but rather use Proposition 1 in Bühlmann and Yu
(2003). To use this proposition, we have to introduce some auxiliary matrices.
Let B = (XTX + λIp)−1XT and S = XB, then the proposition states that the
closed-form solutions for β̂(m) and µ̂(m) are given by

β̂(m) =
m∑
j=0

B (In − S)j y,

µ̂(m) =
m∑
j=0

S (In − S)j y =
(
In − (In − S)m+1

)
y.

(2.34)

From the latter equation we see that µ̂(m) = Hmy, where the hat mat matrix
associated with the mth iteration is

Hm = In − (In − S)m+1 = In −
(
In −X

(
XTX + λIp

)−1
XT
)m+1

. (2.35)

2.3.2.2 Convergence Properties of the BoostR Algorithm

In Figure 2.1, we saw that the coefficient build-up for BoostR converged to
the least-squares estimates and in Figure 2.3 we observed the bias-variance
trade-off. In this subsection, we will demonstrate that these are analytical
properties of the algorithm, as done in Tutz and Binder (2007). Note that these
properties also hold for PartBoostR; however, we illustrate it for BoostR as it
is notationally less intricate.

If we combine (2.35) with the singular value decomposition of the design
matrix X, excluded the intercept, we can explore some interesting properties of
the BoostR algorithm. The singular value decomposition of the n× p design
matrix X yields X = UDV T . If we insert this into (2.35) and do some algebra,
then we get that

µ̂(m) =
p∑
j=1

uj

(
1−

(
1− d̃2

j

)m+1)
uTj y. (2.36)
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Here uj is the jth column of U , which spans the columns space of X, and
d̃2
j = d2

j/(d2
j +λ), where dj is the jth largest singular value in D. From (2.36) we

see that the coordinates
(
1− (1− d̃2

j )m+1)uTj y, with respect to the orthonormal
basis U = [u1, u2, . . . , up], are shrunken by the factor (1− (1− d̃2

j )m+1) ∈ (0, 1].
The factor is close to 1 for a small λ, but near 0 for large penalization.

We can do similar calculations for ridge regression. See, for example,
Equation (3.47) in Hastie, Tibshirani, and Friedman (2009, p. 66). There we
plug-in the singular value decomposition of X into the ridge solution, and we
obtain that the coordinates of y, with respect to the orthonormal basis U , are
shrunken by the factor d2

j/
(
d2
j + γ

)
, where γ is the penalization parameter for

the ridge method. This factor lies in the interval (0, 1], as γ ≥ 0. This means
that the factors are shrunken, and the magnitude of the shrinkage is determined
by γ. A large penalty yields a large shrinkage, and a small penalty yields almost
no shrinkage.

In the case of no shrinkage, λ = γ = 0, then the two methods coincide.
However, when λ 6= 0 there are (usually) no pair (γ,m) such that

d2
j

d2
j + γ

= 1−
(

1−
d2
j

d2
j + λ

)m+1

(2.37)

for all j = 1, 2, . . . , p. This means that boosted ridge regression, the BoostR
algorithm, and traditional ridge regression yields different shrinkage (Tutz and
Binder, 2007).

From (2.34), we can calculate the variance, bias, and the corresponding
mean squared error for after m iteration, when λ is fixed. This is done in
Proposition 1 in Tutz and Binder (2007), and the mean squared error is given
by

MSE(BoostRλ(m)) = 1
n

(
trace(cov(Hmy)) + bT(m)b(m)

)
= 1
n

p∑
j=1

[
σ2(1− (1− d̃2

j )m+1)2 + cj(1− d̃2
j )2m+2]

= 1
n

p∑
j=1

{
σ2 + (1− d̃2

j )m+1 [(σ2 + cj)(1− d̃2
j )m+1 − 2σ2]}

(2.38)

where b(m) = E
[
µ− µ̂(m)

]
is the bias, σ2 is the common variance for the yi’s,

d̃2
j is as before and cj = µTuju

T
j µ ≥ 0, where µ = E [y].

The beautiful thing about (2.38) is that we can decrypt the behavior of
BoostR in a general sense, and see the bias-variance trade-off in action. For a
small λ we have that (1− d̃2

j )m+1 is close to 0, hence σ2 is the dominant term
in this setting. On the other hand, when λ is large, then (1− d̃2

j )m+1 is close to
1, which implies that the terms inside the square brackets get influential. When
the number of iterations m increase, then (1− d̃2

j )m+1 will decrease, as the base
is smaller than 1 for all λ > 0. Furthermore, we have that (σ2 + cj) > 0, so
(σ2 + cj)(1− d̃2

j )m+1 decrease as m increases. The other term inside the square
brackets, −2σ2, is independent of m. Thus, for large enough m we have that
−2σ2 is the dominating term inside the square bracket. This means that for
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large enough m we will have negligible bias and that the MSE is determined by
the variance.

These observations are formalized in Proposition 2 in Tutz and Binder
(2007). If the least-squares estimates exist, one obtains that, firstly, for m→
∞, MSE(BoostRλ(m)) → MSE(ŷls) = rσ2/n, where ŷls is the least-squares
estimator and r = rank(X). Secondly, for an appropriate number of iterations
m∗, we have that MSE(BoostRλ(m∗)) ≤ MSE(ŷls), i.e. there exists a bias-
variance trade-off which yields a decrease in mean squared error.

The first part above implies that the boosted ridge regression, the BoostR
algorithm, can be used as an alternative method to compute the least-squares
estimates. Note that this is exactly the behavior that we observed in the
Figure 2.1 in Section 2.2.7.5. There we looked at the model parameter build-up
and saw that they converged to the least-squares estimates. However, this
is a highly ineffective method to calculate the least-squares estimates, and it
only holds under m→∞. The degree of ineffectiveness is determined by the
magnitude of the penalization factor λ. In Figure 2.3, we also observed that we
obtained a lower test MSE for a certain number of iterations, as stated in the
second part of Proposition 1.

For the sake of completeness, we include the MSE for regular ridge regression
to get a complete comparison between the two methods. The MSE of simple
ridge regression is given by

MSE(Ridgeγ) = 1
n

p∑
j=1

{
σ2(d̃2

j,γ)2 + cj(1− d̃2
j,γ)2} , (2.39)

where cj is the same as before and d̃2
j,γ = d2

j/(d2
j + γ), as in (2.37). In (2.39),

we see that MSE(Ridgeγ) has the same form as the second line in (2.38), so the
bias-variance trade-off for simple ridge regression only differs from the boosted
ridge regression in the weights associated with cj and σ2. For a comparison
study between the performance of these two methods, we refer the reader to
Tutz and Binder (2007).

2.3.3 Hat Matrix for Componentwise Boosting

For componentwise boosting, we have to extend the concepts discussed in the
introduction of Section 2.3.2 to also include that we only update a single base
learner in each iteration. The ideas we present in this section will hold in the
more general case of partial boosting. However, here we will only consider the
setting wherein each iteration, we update a single parameter and not subsets of
parameters.

Since componentwise boosting only updates a single model parameter in
each iteration, our intuition should tell us that the corresponding hat matrix
should be more complicated than the one we derived in Section 2.3.2.1, see
equation (2.35). This time Hm will not only depend on the deviance from the
previous iteration, but also on the choice of which predictor j ∈ {1, 2, . . . , p}
the boosting algorithm updates. We will now consider the hat matrix for
PartBoostR (see Algorithm 3) to get a concrete example of a hat matrix for a
componentwise boosting algorithm.
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2.3.3.1 Hat Matrix for the PartBoostR Algorithm

Since the initial step in the PartBoostR algorithm is identical to that of
BoostR, we obtain the same initial hat matrix. The initial hat matrix is
H0 = S0 = X(XTX + λIp)−1XT , where S0 is an iterative specific auxiliary
matrix, similar to S, defined prior to (2.34), for BoostR. After the initialization
step, the corresponding hat matrices for BoostR and PartBoostR start to
diverge due to the difference in the updating schemes for the model parameters.

To derive the hat matrix for PartBoostR, we will use the iteration specific
auxiliary matrix Sm. Before we define Sm, we will take a small step back
and look at the structure of Algorithm 3. In step 2b), we defined Vm to be
the chosen subset of model parameters to be updated in the mth iteration,
among l candidate subsets. Since we are considering componentwise boosting,
we have l = p, the number of covariates, possible subsets.10 This means that
Vm ∈ {1, 2, . . . , p} denotes the single parameter which is updated in the mth
iteration, and the new model parameter vector becomes β̂(m) = β̂(m−1) + β̂RVm ,
where

β̂RVm = (XT
VmXVm + λIk)−1XT

Vm(y − µ̂(m−1)).

Here k = |Vm| denotes the number of elements in Vm, which is k = 1 for
componentwise boosting. If we use that the predicted mean of the mth iteration
is given by µ̂(m) = Xβ̂(m), then we get that

µ̂(m) = µ̂(m−1) +XVm β̂
R
Vm

= µ̂(m−1) +XVm(XT
VmXVm + λIk)−1XT

Vm(y − µ̂(m−1))
= µ̂(m−1) + Sm(y − µ̂(m−1)),

(2.40)

where Sm = XVm(XT
Vm
XVm + λIk)−1XT

Vm
, for m = 1, 2, . . . ,mstop.

As in the previous section, we can now use (2.40) repeatedly for decreasing
values of m, combined with the initial value µ̂(0) = S0y, to obtain the hat
matrix. The derived hat matrix Hm, such that µ̂(m) = Hmy, is given by11

Hm =
m∑
j=0

Sj

j−1∏
i=0

(I − Si) . (2.41)

The hat matrix (2.41) is a generalization of the hat matrix derived for BoostR
in (2.35), and they coincide for Vm = {1, 2, . . . , p}. We have skipped the calcu-
lations needed to derive (2.41) as they are nearly identical to the calculations
done in Section 3.1.4. In that section, we develop an approximate hat matrix
for GAMBoost, which uses penalized B-splines as base learners and penalized
Fisher scoring, instead of ridge regression, to create the parameter updates
for a GAM. This is a more complex setting than the current one; however the
obtained approximate hat matrix (3.51) has the same form as (2.41), but with
different auxiliary matrices. One thing to note here is that the choice of base
learner and updating-scheme affect the form of the hat matrix.

10Note that Vm could be sets consisting of several indices, as discussed in Section 2.2.7.3,
then the soon-to-be-derived hat matrix would also hold for partial boosting.

11Tutz and Binder (2007) states that i should start from 1, instead of 0. However, this
must be a typo as the calculations in Section 3.1.4 yields i = 0. We can also verify this by
setting Sj = S for all j, and we get that (2.41) simplifies to (2.35) only when i starts at zero.
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2.3.4 Properties of the Hat Matrix

We will now state some of the properties related to the hat matrices derived
in the previous subsections. Furthermore, we are going to introduce some
statistical tools which rely on features of the hat matrix.

The hat matrix can have some elegant algebraic properties. For the linear
model with the least-squares solution as model parameters, we have that the
hat matrix H (2.31) is symmetric, HT = H, and idempotent, H2 = H. One
can show that the design matrix X is also invariant under H, HX = X ⇒
(I −H)X = 0 and the vector of residuals can be expressed by the hat matrix
through r = (I − H)y. If X is an n × p matrix with rank(X) = p, then
rank(H) = p.

These elegant properties do not hold for the more advanced hat matrices we
have derived. The ridge regression hat matrix (2.33) is only symmetric and not
idempotent due to the penalization term λIp. The BoostR hat matrix (2.35)
is also symmetric as it only consists of symmetric component matrices, but
not idempotent due to the same reason as for ridge. The hat matrix (2.41) for
PartBoostR has neither of these properties as it is composed of non-commuting
symmetric matrices Si in the product.

2.3.4.1 Effective Degrees of Freedom

The concept of (model) degrees of freedom is introduced in elementary courses
in statistics. Degrees of freedom quantifies the complexity of a model, and it
plays a central role in classical statistics. As stated in the last paragraph of
Section 2.3.1, we will denote the degrees of freedom as the number of parameters
in a model that are free to vary, as done in Hastie, Tibshirani, and Friedman
(2009, p. 77). This means that a linear model with p covariates and no intercept
have p parameters that need to be fitted by, e.g., the least-squares solution;
hence, the model has p degrees of freedom. However, for a boosting algorithm,
the model parameters are never firmly fixated as they are updated iteratively.
One could say that a boosting algorithm with p parameters has p degrees of
freedom, but that would give a skewed picture as some of these parameters
might only have been updated once.

Consider the discussion before (2.39), where we stated that the model fitted
by BoostR converges to the least-squares model when the number of iterations
m tends to infinity. This illustrates that only when we have conducted infinitely
many steps, these two models should have the same degrees of freedom. However,
we have to stop after a finite number of iterations; hence, these two models
cannot have the same degrees of freedom even though they consist of the same
number of parameters.

The solution is the effective degrees of freedom which is a generalization of
degrees of freedom defined above, and it is given by12

df = trace(H),

12Note that there exist other alternative generalizations. Hofner, Hothorn, et al. (2011)
demonstrate that df = trace(2H − HTH) leads to a reduced selection bias for gradient
boosting. This version is also the default definition in the R-package mboost (Mayr, Hofner,
Waldmann, et al., 2017).
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where H is the hat matrix. For the least-squares model without the intercept,
see (2.31), we get, by using the properties of trace,

trace(H) = trace(X(XTX)−1XT )
= trace(XTX(XTX)−1)
= trace(Ip) = p,

which coincides with the original definition. For more information on effective
degrees of freedom and similar calculations for ridge regression, see Hastie,
Tibshirani, and Friedman (2009, p. 68 and p. 232).

For BoostR, we have that dfm = trace(Hm) tends to p as m goes to infinity.
If we want to compare two models equitably, we should ensure they have
approximately the same effective degrees of freedom. This is done in Figure 2.3,
where we use the effective degrees of freedom to compare BoostR, PartBoostR,
and regular ridge regression. Sometimes, we cannot force models to have the
same complexity, but we would still like to compare them. In these situations,
we can use model selection criteria such as the Akaike information criterion
(AIC) and Bayesian information criterion (BIC), which both rely on the
degrees of freedom.

In simplified manners, a model selection criterion is a measure whose goal is
to determine the optimal trade-off between model complexity and goodness-
of-fit, and they can be used when no evaluation set is available. The criterion
tries to weigh the difference between the model’s complexity and its predictive
performance in an equitable manner, and we will see that AIC and BIC do this
differently. This means that a complex model with a near-perfect predictive
capability might not be classified as the best model, i.e., having the lowest AIC
or BIC score, if there exists a less complex model which performs nearly at
the same accuracy. This enables us to compare models and determine the best
model fairly.

The AIC and BIC, as defined by Tutz and Binder (2006), are given by

AIC = Dm + 2dfm
BIC = Dm + log(n)dfm,

(2.42)

where dfm = trace(Hm), n is the number of observations and Dm is the deviance
of the model µ̂(m) = h(η̂(m)). See Table 2.1 on page 11 for the definitions for
the residual deviance for some distributions in the exponential family. We see
that AIC and BIC are nearly identical but differ by the coefficients 2 and
log(n) in the second term, respectively. If n > e2 ≈ 7.4, then BIC tends to
favor simpler models than AIC.

2.3.4.2 Confidence Intervals

In the previous sections, we have described how we can compute the predicted
response ŷ = µ̂ for the training data T by using the hat matrix H, namely
ŷ = Hy. Obtaining the predicted response values ŷ are of high importance,
but the significance of these predictions is reduced if we cannot quantify their
uncertainty. Alongside ŷi, we want an interval of plausible values for the true
response yi. This interval is called a confidence interval, and the width of the
interval is reflected by the wanted confidence level 100(1− α)%, where α is the
significance level.
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A typical significance level is α = 0.05, which means that we want a 95%
confidence interval. This does not mean that there is a 95% probability that the
true response yi lies inside this interval. The response yi is fixed, but unknown
to us; hence, yi will either be inside or outside the interval. The correct
interpretation of a 95% confidence interval is that if we recalculated this interval
for sample after sample, then, in the long run, about 95% of the calculated
intervals would include the true response yi. We can use the hat matrix H
to derive these confidence intervals for the responses yi in the training data
T. These confidence intervals must not be confused with prediction intervals,
which is an interval of plausible values for the response ynew associated with
some future, unknown observation xnew (Devore and Berk, 2011, pp. 656-659).

For an elementary introduction, consider the classical linear regression model
given by (2.28), fitted with the least-squares estimates (2.30). The associated
hat matrix is then given by (2.31), and we have that y ∼ N (Xβ, σ2I). For a
general multivariate Gaussian variable u ∼ N (µ,Σ), we have that the linear
transformation v = c+Du ∼ N (c+Dµ, DΣDT ), where c is a vector and D is
a matrix of appropriate dimensions. This means that

ŷ = Hy ∼ N (HXβ, Hσ2IHT )
d= N (X(XTX)−1XTXβ, HHTσ2)
d= N (Xβ, HHσ2)
d= N (y, Hσ2),

(2.43)

where we have used the symmetric and the idempotent property of the hat
matrix. Thus, identical calculations are not possible for the other derived hat
matrices, as they do not have both of these proprieties. From (2.43), we can
find the desired confidence interval by the usual technique. For response yi,
i = 1, 2, . . . , n, we have that the 100(1− α)% confidence interval is given by[

ŷi + zα/2d
1/2
i σ, ŷi + z1−α/2d

1/2
i σ

]
,

where di = Hi,i is the ith diagonal element in the hat matrix13, and zα/2
and z1−α/2 are the (α/2)th and (1− α/2)th percentile of the standard normal
distribution, respectively. If σ is unknown, then we replace it with its estimate
σ̂, where σ̂2 = 1

n−p−1
∑n
i=1 (yi − ŷi)2 and we have n− p− 1 in the denominator

to make σ̂2 unbiased. In this setting, we need to use the percentiles from the
t-distribution with n− p− 1 (residual) degrees of freedom. We do not go into
any more details about this small introductory example.

In a more general setting, we can use the hat matrix H to derive the
covariance matrix C = Cov(µ̂) easier, where µ̂ = ŷ = Hy. The covariance
matrix is needed to compute the (pointwise) confidence intervals for each µi.
In addition, if we assume that the response values y can be modeled by a
distribution in the simple exponential family, which is true in GLM and GAM,
we obtain even simpler calculations. By using the properties of the covariance

13The ith diagonal element of the hat matrix is also defined as the leverage score of the
ith observation, and it describes the degree by which the ith measured value yi influences the
ith fitted value ŷi. One can also show that 0 ≤ di ≤ 1 (Devore and Berk, 2011, pp. 713-714).
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matrix, we get

C = Cov(µ̂) = Cov(Hy) = H Cov(y)HT . (2.44)

From (2.44), we see that we need to know the covariance matrix for the
true responses y. If we assume that the elements yi of y are independent
Gaussian random variables with known variance σ2, then (2.44) simplifies to
the covariance stated in (2.43), namely Cov(µ̂) = HHTσ2 = Hσ2. Usually,
the covariance of y is unknown, and it needs to be estimated. If we assume
that the responses yi in y are independent, then Cov(y) can be estimated by
Ĉov(y) = diag(σ̂2

1 , σ̂
2
2 , . . . , σ̂

2
n), where σ̂2

i = V̂ar(yi) is the estimated squared
standard error of the ith response. This quantity can easily be estimated in the
exponential family by the mean-variance function.

From (2.20), we have that Var(yi) = b′′(θi)φ = V (µi)φ, where V (µi) is the
mean-variance function, see Table 2.1 for some examples of V (µi). It produces
the variance of a random (variable) response yi as a function of its mean µi.
If we want to use (2.20) to create the estimates σ̂2

i , then we need estimates
for µi and φ. Assume for the moment that the dispersion parameter φ is
known. We can then obtain the desired pointwise squared standard errors σ̂2

i

by σ̂2
i = V̂ar(yi) = V (µ̂i)φ, for i = 1, 2, . . . , n. To summarize, we get that the

estimated version of (2.44), is given by

Ĉ = Ĉov(µ̂) = HĈov(y)HT = H diag(V (µ̂1), V (µ̂2), . . . , V (µ̂n))HTφ,
(2.45)

which means that Cii is the estimated squared standard error (variance) for the
predicted mean of the ith observation.

However, the scale parameter φ is not always known. For the Poisson and
the binomial distribution, we have that φ = 1. While we have φ = σ2 for the
Gaussian distribution, see Table 2.1. Hence, we have to estimate φ, unless σ2 is
assumed known. One can estimate the dispersion parameter φ by moment of
methods, φ̂ = 1

n

∑n
i=1

(yi−µ̂i)2

V (µ̂i) . See Section 3.1.5 in Wood (2017) for different
methods to estimate φ. However, in this thesis, we will assume that σ2 = 1, and
we will not consider dispersion estimation when we implement this technique
for deriving confidence intervals. This restriction might seem rather harsh, but
it is identical to the one taken by Tutz and Binder (2006) for in GAMBoost,
which is the main topic of Chapter 3.14

When we have obtained the estimated standard errors Ĉ1/2
ii for the predicted

values, then it is straightforward to derive the pointwise confidence intervals.
The (1− α)100% confidence interval for µi is given by

Pr
(
µ̂i + zα/2Ĉ

1/2
ii ≤ µi ≤ µ̂i + z1−α/2Ĉ

1/2
ii

)
= 1− α,

14This assumption is not explicitly stated in the paper, but in the documentation of their
R-package GAMBoost (Binder, 2013), it is written that the algorithm does not support scale
parameter estimation. It assumes that the user does such estimation before using the package
and inputs the result as a parameter to certain functions.
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where zα/2 and z1−α/2 correspond to the (α/2)th and (1− α/2)th percentile of
the standard normal distribution, respectively. For the typical significance level
α = 0.05, we get the famous percentile values ±1.96.15

We have now derived a method to calculate approximate confidence intervals
for the mean of the responses in the training data. For a generalized additive
model (2.2), we might also be interested in confidence measures for the con-
tribution of each of the p functions fj on the overall linear prediction η. In
more mathematical notation, the linear predictor η = g(µ), where g is the link
function, can be written as a sum η = α+f1 +· · ·+fp, where fj = fj(xj) models
the contribution of the jth covariate on η and α is the intercept. When we are
discussing confidence intervals for functions, we call the corresponding quantities
confidence bands, as they constitute bands around the function fj(xj), for xj in
the domain of fj . These confidence bands can be divided into two subdomains:
componentwise confidence bands and simultaneous confidence bands (also called
confidence sets in Hastie, Tibshirani, and Friedman, 2009, pp. 47-49), which
will soon be elaborated.

For most boosting algorithms, we are not able to derive analytical properties,
such as confidence bands, which is of high importance in regression analysis,
and, instead, we have to estimate them through empirical sampling techniques
such as bootstrap (see Section 4.1). For likelihood-based boosting we can obtain
approximate (analytical) confidence bands for the functions fj by decomposing
the approximate hat matrix Hm in a specific manner, such that we can obtain
standard errors for f̂j(xi,j), where i = 1, 2, . . . , n. That is, the observations of
the j covariate in the training data. This description is currently vague and will
be elaborated in Chapter 3 for GAMBoost. However, we wanted to emphasize
this technique, as the resulting confidence band is a pointwise confidence band.

A 95% componentwise confidence band for fj(xj) is a collection of 95%
confidence intervals for different values of xj . For each covariate j in GAMBoost,
we have n intervals at the values xi,j , for i = 1, 2, . . . , n. Each of these n
confidence intervals is created without taking the other n− 1 values of xi,j into
account. If we let f̂(xj)± bp(xj) be the pointwise confidence bands with 1− α
coverage probability for each xi,j , then

Pr(f̂(xj)− bp(xj) ≤ f(xj) ≤ f̂(xj) + bp(xj)) = 1− α

holds. We will, in Chapter 3, compute, and later evaluate the performance of,
the pointwise confidence bands for the GAMBoost algorithm. However, we want
to mention the other type of confidence band.

On the other hand, a 95% simultaneous confidence band takes the other
values into account such that the overall collection of confidence intervals has a
simultaneous coverage probability of 0.95. The simultaneous 1− α confidence
band f̂(xj)± bs(xj) satisfies the following condition,

Pr(f̂(xj)− bs(xj) ≤ f(xj) ≤ f̂(xj) + bs(xj) for all xj) = 1− α.

Usually, the simultaneous confidence bands are wider than the corresponding
pointwise confidence bands. It is common practice to compute the simultaneous

15Binder and Tutz use ±2 instead of ±1.96 in the GAMBoost implementation when com-
puting the approximate pointwise confidence intervals. According to Hastie, Tibshirani, and
Friedman (2009, p. 49), it is standard practice to use 2. Since even if the Gaussian error
assumption does not hold, this interval will be approximately correct as the coverage will
approach 1− α as the sample size n→∞.
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bands by widening the pointwise bands, by, e.g., the Holm-Bonferroni method,
until (1− α)100% of the curves lie within these bands (Hofner, Hothorn, et al.,
2011). Hastie and Tibshirani (1990, Section 3.8.2) argue against this practice,
and they state that simultaneous bands do not necessarily need to be uniformly
wider. I.e., there might be regions which induce more uncertainty than other
regions.

Binder (2013) proposes, in his R-package GAMBoost, that we can use the
pointwise confidence bands to remove irrelevant covariates from the model. If
the zero function f(x) = 0 lies inside the pointwise confidence band for fj , then
we can remove the jth covariate from the model. This idea strengthens the
implicit variable selection discussed in Section 2.2.6 and means that an updated
variable can be removed if the update was non-significant. By non-significant,
we mean that we cannot be sure that the true function is indeed not the zero
function, for a specific significance level. Hastie and Tibshirani (1990, Section
3.8.2 and Section 6.4.2) also argue against this practice, as it can give the wrong
conclusion due to the pointwise manner of the bands.
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CHAPTER 3

Confidence Intervals for
Likelihood-Based Boosting

As mentioned at the beginning of the last section (2.3.4.2), obtaining good
estimates is an essential aspect of a model fitting procedure, but another aspect
of equal importance is to quantify the uncertainty of these estimates. Without
these measures of uncertainty, we have limited confidence in our model, i.e., the
trustworthiness of the model is reduced. Let us consider a hypothetical example
from epidemiology. Assume we get an estimate for a risk factor of 0.7.1 This
does not tell us much if we are not provided with the corresponding (1−α)100%
confidence interval for the estimate of the risk factor. Without the interval, we
might assume the existence of a positive connection between the factor and
the risk of developing/getting a disease. However, if the confidence interval
contained 0, we could not be sure that the factor affected the outcome/risk,
with a significance level α.

In this chapter, we will consider 95% confidence intervals for a GAM fitted
by the componentwise likelihood-based boosting algorithm called GAMBoost,
developed by Tutz and Binder (2006). These confidence intervals will be
approximate as they are derived from an approximate hat matrix Hm, where m
represents the iteration number. Recall that a GAM consists of covariate specific
effect functions fj , for j = 1, 2, . . . , p, where p is the number of covariates. In
each iteration of componentwise boosting, see Section 2.2.5, we update the
parameters associated with the effect function fj , which improved the fit of the
overall model the most according to a specified criterion.

Furthermore, we will demonstrate how Hm can be decomposed into iteration-
and-covariate specific contribution matrices Qm,j . These matrices are used to
compute approximate pointwise confidence bands for each fj , as introduced
in Section 2.3.4.2. Say that fs(xs) is the effect function associated with the
treatment variable, and xs is the quantity the patient receives, e.g., the number
of milligrams or milliliters of the treatment substance. We can then use the
confidence bands to see pointwise confidence intervals for different treatment
quantities and evaluate their effect on the risk for the specified significance level
α = 0.05.

This chapter consists of two sections. In Section 3.1, we introduce B-splines
and show how we can penalize this model structure. The penalized version is
called penalized B-splines, and the penalization is essential to ensure weak base

1A risk factor is a variable associated with an increased risk of disease or infection.
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learners. Otherwise, the boosted model will underperform, see Section 2.2.4.
After presenting the penalized B-splines version of GAMBoost, see Algorithm 5,
we will review confidence intervals for this fitting procedure. This is an extension
of the idea presented in the Appendix of Tutz and Binder (2006) and their
corresponding R-package GAMBoost (Binder, 2013). Hence, we will, throughout
Section 3.1.1, mention and discuss some of the assumptions they made in their
implementation.

The main results of Section 3.2, on the other hand, are entirely novel and
extend the previous idea to likelihood-based boosting with penalized stumps
as base learners. The section will follow a similar structure as Section 3.1, in
that we first introduce stumps and demonstrate how we can penalize them;
hence, obtaining penalized stumps. Then, we presented the corresponding
version of GAMBoost, see Algorithm 6. Finally, we develop the approximate
hat matrix and the contribution matrices, which constitute the main novel
methodological contribution of this thesis. These contribution matrices are
crucial for computing the approximate confidence bands. Furthermore, we
will implement Algorithm 6 in R, see Appendix C.3, in the case of Gaussian,
binomial, and Poisson distributed response variables.
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3.1 Confidence Intervals for Penalized B-Splines as Base
Learners

3.1.1 Splines

In Section 2.3.1, we introduced the multivariate linear regression model (2.28),
which is a special case of the more general framework linear basis expansions in
X. Linear basis expansion allows for transformations ft(xi) : Rp 7→ R of the
covariates, and the full model f takes the form

f(xi) =
T∑
t=1

βtft(xi), (3.1)

where T represents the number of expansions ft and βt denotes the corresponding
weight of the expansion. The structure of (3.1) allows for non-linear relations
between the covariates and the response. Examples of ft can be polynomial
terms, indicator functions, logarithmic functions, et cetera. Since the model is
still linear in the model parameters β, all the tools derived for linear models
still hold, e.g., least-squares estimation, and so on. Note that by letting T = p
and ft(xi) = xi,t we get the classical linear regression model (2.28) without the
intercept.

We will consider the basis functions ft of (3.1) to be B-splines. An oversim-
plified view of regular splines is that we split the domain of the variable into
non-overlapping intervals, and on each interval, we fit a polynomial. The fitting
procedure has some restrictions which enforce certain smoothness properties
for the overall model. To fully understand B-splines we need to understand the
concepts of order-M splines, and its two key properties: knots and piecewise-
polynomials of degree M − 1.

The knots are a set of values that define the cut-off points between the
intervals that span the domain of the input variable. Let ξ be the set of K
strictly increasing numbers; ξ = {ξ1 . . . , ξK | ξ1 < ξ2 < · · · < ξK}. Then each ξi
is a (simple) knot, and we call ξ the knot vector. The ith knot-span is defined
to be the half-open interval [ξi, ξi+1). These knots are called the interior knots,
and ξ is sometimes extended to include the overall boundary knots ξ0 and
ξK+1, sometimes set to −∞ and ∞, respectively. The overall boundary knots
typically define the domain over which we wish to evaluate our spline, i.e., the
plausible range for a given covariate.

There are two main methods for determining the location of the knots.
Usually, we define the j-th knot ξj to be placed at the j

K+1 th quantile of the
training data. This means that if the data are non-uniform and denser in certain
regions, then we will have smaller knot-spans in these regions, and thereby more
flexibility in our model where the data are located. Another way to determine
the interior knot vector ξ is to let the knots be equally spaced throughout the
domain of the covariate. Here we either need some knowledge about the domain
of the covariate, or we can use values in the training data to determine the
range of the covariate. This strategy is sensitive for outliers, since it may shift
all the knots toward the most extreme outlier and remove model flexibility
from the data-dense regions. This would not happen for the quantile method
as a single outlier would only be able to shift the knot locations a minuscule
amount. We wanted to highlight these methods as we are going to use the
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R-package GAMBoost, which is an implementation of likelihood-based boosting
with penalized B-splines as base learners, see Algorithm 5. Binder has used the
latter strategy of uniform knots in his implementation. To be more precise, he
has hard-coded that 20 knots will be equally spaced between the minimum and
maximum value of the covariate in the training data, or defined through user
input.

An order-M spline with K knots ξ, and thereby K + 1 knot-spans, consists
of K + 1 polynomials of degree M − 1, where each polynomial is only defined
on its associated knot-span. With this partitioned structure, we can fit vastly
different polynomials in each region. However, we have to introduce some
restrictions to prevent the non-desirable effect of discontinuities at the knot
values. To ensure the smoothness of the order-M spline, the composite of the
K + 1 piecewise-polynomials, we add the restriction that the derivatives up
to order M − 2 has to be continuous. That is, the composite of the adjacent
piecewise polynomials is of differentiability class CM−2, and we say that the
spline is of (at least) smoothness CM−2. For M = 4, we obtain the order-4
spline, which consists of piecewise polynomials of degree 3, better known as
cubic splines. The cubic splines have no discontinuities visible to the human eye
(Hastie, Tibshirani, and Friedman, 2009, p. 144) and have continuous derivative
up to order 2; hence, cubic splines have smoothness C2.

There are several distinct versions of splines, which differ in their constraints
or by the way they are derived. Some of the most famous variants are the
natural splines, the smoothing splines, and B-splines. We will, in the next
section, introduce B-splines and see how they fit into the linear basis expansion
model (3.1).

3.1.2 B-Splines

We now have a conceptual idea about order-M splines, but we have not discussed
how to determine the polynomials for each knot-span. This problem is simplified
by knowing that the space of splines, for a particular orderM and knot sequence
ξ, is a vector space (Hastie, Tibshirani, and Friedman, 2009, p. 144). More
precisely, we can show that the set of said splines, with addition and scaling
operations satisfying eight axioms, is a function space. In the spline literature,
the space is called the spline space, and it is often denoted by CM−2

M−1 (ξ), where
ξ is the knot vector, the subscript reflects the maximum degree of the spline,
and the superscript reflects the smoothness. We will not go into more detail
regarding the properties mentioned above and refer the reader to Lyche and
Mørken (2018, Chapters 1-3) for a mathematically rigorous introduction to
B-splines.

From linear algebra, we know that every vector space has a set of basis
functions, called a basis, for which every spline f ∈ CM−2

M−1 (ξ) can be uniquely
represented as a linear combination of these basis functions. Thus, the goal is to
obtain a basis. Since CM−2

M−1 (ξ) is a vector space, there are many equivalent bases
for representing its elements. We will illustrate one intuitive basis, the truncated
power basis, and the more computationally efficient and stable B-splines (Hastie,
Tibshirani, and Friedman, 2009, pp. 187-188). The origin of the name B-spline
should now be clear; the B reflects that a B-spline is represented by a set of
basis functions.
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Let us, for the moment, consider the cubic spline (M = 4) defined in
the previous section with two knots (K = 2), i.e., we have three regions. In
the left region we can use the four basis functions B1(x) = 1, B2(x) = x,
B3(x) = x2, B4(x) = x3, which is the canonical set of basis for polynomials of
degree 3. In the center region we can include a truncated third power term
B5(x) = (x− ξ1)3

+ = (x− ξ1)3I(x ≥ ξ1), where I is the indicator function. This
term ensures the necessary smoothness at the knot location and creates a cubic
polynomial in the center region (Hastie, Tibshirani, and Friedman, 2009, p.
143). We can proceed similarly in the right region and get that the last basis
function is B6(x) = (x − ξ2)3

+. The fact that we get 6 basis functions is no
surprise as the degrees of freedom for an order-M spline is given by M + K,
where M is the order and K is the number of knots. This basis is conceptually
simple, but its numerical properties are not optimal, especially for large K. A
more stable basis, which allows for more efficient computations for large K, is
the B-splines (Hastie, Tibshirani, and Friedman, 2009, p. 144).

To derive the basis functions for the B-splines, we use Cox-de Boor’s recursion
formula, which is not as conceptually simple as the truncated basis. We will
sketch the method, but refer the reader to Hastie, Tibshirani, and Friedman
(2009, p. 186) or Lyche and Mørken (2018, Chapter 2) for a more detailed
explanation and for why the obtained functions form a basis. When the basis for
CM−2
M−1 (ξ) is derived, we only need to tweak the weights in the linear combination

of these to obtain any order-M spline with knot sequence ξ. These weights
constitute the model parameters and can be fitted by, e.g., least-squares or by
a likelihood-based boosting algorithm. We will demonstrate the latter method
in Section 3.1.3.

To use Cox-de Boor’s recursion formula, we have to introduce an augmented
knot vector τ of length K + 2M , such that (i) τ1 ≤ · · · ≤ τM ≤ ξ0, (ii)
τj+M = ξj , for j = 1, . . . ,K, and (iii) ξK+1 ≤ τK+M+1 ≤ · · · ≤ τK+2M . The
values of τi beyond the boundary knots ξ0 and ξK+1 of ξ are arbitrary, but their
placement affects the precise form of the basis functions generated. Classical
choices are to set the augmented knots equal to ξ0 and ξK+1 the necessary
number of times or to extend them such that τ is uniformly spaced. See
Figure 3.1 for more information. Binder uses the latter in his implementation
of GAMBoost with penalized B-splines as base learners.

A B-spline basis can be built by starting with a set of Haar basis functions,
which are functions that are 1 between adjacent knots and zero elsewhere,
and then applying a simple linear recursion relationship (3.2) M − 1 times,
yielding the K+M needed basis functions. Let Bi,m(x) denote the ith B-spline
basis function of order m for the augmented knot vector τ , where m ≤ M .
Then Bi,m(x) are defined recursively in the following fashion. The initial basis
functions are defined by the scaling version of the Haar wavelet;

Bi,1(x) =
{

1 if τi ≤ x < τi+1
0 otherwise,

for i = 1, 2, . . . ,K + 2M − 1. While the higher orders are calculated by a linear
combination of previously obtained basis functions of one lower order,

Bi,m(x) = x− τi
τi+m−1 − τi

Bi,m−1(x) + τi+m − x
τi+m − τi+1

Bi+1,m−1(x), (3.2)
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Figure 3.1: The cubic B-spline basis (M = 4), with internal knots ξ =
{0.2, 0.4, 0.6, 0.8} (K = 4), for different augmented knot placements. The different
positions have merely changed the shape of the individual basis functions. The
horizontal dotted line is the sum of the basis and is always equal to 1. The basis
consists of M +K = 8 functions and each is non-zero on M = 4 knot-spans. Top:
the needed boundary knots are positioned at 0 and 1, repeatedly. Bottom: the
needed boundary knots are equally spaced, i.e., −0.6,−0.4,−0.2, 0 on the left side
and 1, 1.2, 1.4, 1.6 on the right side.

for i = 1, 2, . . . ,K + 2M − m. By setting M = 4, we get that Bi,4, for
i = 1, 2, . . . ,K + 4, are the K + 4 basis functions for the cubic B-spline. The
number of basis functions corresponds to the degrees of freedom for an order-M
spline, namely M +K. Furthermore, from the recursive property of (3.2), we
see that the basis function Bi,m is non-zero on m knot-spans. All of these
properties are observable in Figure 3.2.

A generalized additive model with p covariates can be estimated by fitting
a B-spline on each of the covariates. Assume that the observed data X consist
of p covariates, then by using B-splines on each of these, we get that the full
model can be written as

f(xi) = α0 +
p∑
j=1

fj(xi,j) = α0 +
p∑
j=1

Mj∑
m=1

γ(j)
m B(j)

m (xi,j), (3.3)

where α0 is the intercept, Mj is the number of B-spline basis functions for
the jth covariate, B(j)

m (xi,j) is the value of the mth basis function of the jth
covariate evaluated at xi,j , and γ(j)

m is the weight of the corresponding basis
function.
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Figure 3.2: Same setting as in Figure 3.1 with uniformly spaced knots. Here we
see the basis functions produced by Cox-de Boor’s recursion formula for different
orders. The number of basis functions isM+K, where K = 4 denotes the number
of knots and M is the order. We see that for each M , we get the same basis
function, but it is merely shifted horizontally. The common basis structure is the
composition of the pieces defined on a single knot-span, but where each piece is
shifted.

Example
We will round off the section on B-splines with a small one-dimensional example
based on simulated data. Consider a data generating process given by

y = f(x) = cos(x) + ε,

where ε ∼ N (0, 0.3) is included as a noise term. We have generated 50 observa-
tions from this model with x equally spaced from 0 to 4π, and in Figure 3.3,
we have fitted B-splines of different orders to these observations. Each B-spline
is a linear basis expansion model (3.1) where the transformations ft(x) is the
tth basis function and with the corresponding least-squares estimate β̂t, for
t = 1, 2, . . . ,M +K. We let K = 4, while M will vary from 1 to 4. We see that
the B-spline becomes more flexible as the order increases, as excepted since the
degrees of freedom increase accordingly. We also see that the locations of the
interior knots have a huge impact on the overall fit of the B-spline. In the lower
plot of Figure 3.3, we see that a low order B-spline might suffice if the knots
are well placed.
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Figure 3.3: B-splines fitted to 50 equally spaced observations from the model
y ∼ N (cos(x), 0.3). In the upper figure, we use two equally spaced knots, while
we use three knots in the lower figure.

3.1.2.1 Penalized B-Splines

From the previous section and Figure 3.3, it is clear that B-splines of order
M ≥ 2 are strong learners. This means that they are not directly applicable as
base learners in a likelihood-based boosting algorithm since there we need weak
learners to obtain good results. In Figure 3.3, we used the least-squares solution
to fit the model parameters, which is an unregularized model fitting procedure.
If we instead fit the B-splines by the generalized ridge regression, we can penalize
the model and assure that the fitted B-spline is a weak learner. This is the same
as we did in Section 2.2.7.4 for the GenPartBoostR algorithm, when fitting
a generalized linear model. There we demonstrated that we could iteratively
use one iteration of Fisher scoring on the L2-penalized log-likelihood to fit the
model gradually. A B-spline fitted by this method is called a penalized B-spline,
which is often abbreviated as P-spline. In this section, we will elaborate on the
necessary components for fitting the penalized B-splines.

Since boosting is based on GAMs, we are going to look in details at penalized
B-splines in the context of the GAM framework, see Section 2.1.2. There we
have a specific function fj(xj) for each of the p covariates. If we let each of
these functions be modeled by a (penalized) B-spline2, then we get a structure
similar to (3.3), namely

g(µi) = α0 +
p∑
j=1

fj(xi,j) = α0 +
p∑
j=1

M∑
m=1

γ(j)
m B(j)

m (xi,j), (3.4)

2Currently, in the description, it is hard to distinguish between B-splines and penalized
B-splines. We use the M basis functions determined by the B-spline framework to model the
function fj as a linear combination of these basis functions. A linear combination consists of
weights, and if these are calculated by a regularized method, we have a penalized B-spline.
However, we have not discussed the weights in detail yet.
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where g is the link function of the associated distribution, M is the number of
basis functions B(j)

m for each covariate j, and γ(j)
m are the associated parameters,

for m = 1, 2 . . . ,M and j = 1, 2, . . . , p. We assume that we have n observations
in the training data; hence, i = 1, 2 . . . , n.

Let us look closer at a single function fj at the time, evaluated at xi,j . We
can then write the form of fj(xi,j) as

fj(xi,j) =
M∑
m=1

γ(j)
m B(j)

m (xi,j) =
[
B

(j)
1 (xi,j) B

(j)
2 (xi,j) · · · B

(j)
M (xi,j)

]

γ

(j)
1
γ

(j)
2
...

γ
(j)
M


= z(xi,j)(j)T γ(j) = zTi,jγ

(j) = zTi,jγ,

(3.5)

which is the dot product between the transformed design vector zi,j and the
parameter vector γ(j). We call zi,j for a design vector, as we will later combine
these vectors into a common design matrix. We include the word transformed
since this matrix will not contain the values of the original training data, but
rather the transformed values. The notation in (3.5) is quite intricate; hence,
we are going to omit the (j) part in the superscript later in this section as it will
be evident based on the context which of the p predictors we are considering.
If we plug (3.5) into (3.4), we get

g(µi) = α0 +
p∑
j=1

M∑
m=1

γ(j)
m B(j)

m (xi,j) = α0 +
p∑
j=1

zTi,jγ
(j) = α0 + zi,·γ, (3.6)

where the shapes of zi,· and γ are discussed in detail in Section 3.1.3. More
precisely, zi,· will be the ith row of Z, which will be given in (3.18), and γ will
take the same form as (3.19). In (3.6), we see that the full model is linear in
its model parameters; hence, it is technically a GLM.

In Section 2.1, we discussed how to fit GLMs by maximizing the log-likelihood
through Fisher scoring. As discussed previously, we want to fit (3.6) by the
penalized log-likelihood to obtain a penalized model, which is what we did in
Section 2.2.7.4 for GenPartBoostR. For that technique to work, we have to add
a fitting penalization term −λ

∑M
m=1 Penalty(γm) to the log-likelihood. This

regularization term penalizes the parameters γm appropriately, where λ is a
tuning parameter that controls the magnitude of the penalization. We will now
discuss the meaning of appropriate penalization.

In Figure 3.1 and Figure 3.2, we saw that the sum of the M basis functions
adds up to 1 between ξ0 and ξK+1. This corresponds to unit parameters in
(3.5), i.e., γm = 1, for m = 1, 2, . . . ,M . If we set all the parameters equal to a
common real value c = γ1 = γ2 = · · · = γM , then the linear combination of the
basis functions and their weights will yield a constant function with value c,
which is a weak learner. Note that we have removed the (j) superscript as we
mentioned, but the logic holds for all the p B-splines.

Based on this logic, we see that a direct L2-penalization of the parameters
γm, such as in ridge regression, will yield a non-desirable learner. In ridge
regression (Section 2.2.7.1), we do not penalize the intercept, so when the
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penalization factor λ is large, we obtain the intercept model, which yields the
mean of the response values in the training data. In the current setting, see
(3.4), we do not have an intercept for each covariate function fj , but only an
overall intercept. Thus, a direct regularization will force the B-spline to take
values close to zero on the whole domain for the jth covariate, except for a
couple of basis functions, especially if the penalization factor λ is large. This is
non-desirable as we want the fitted penalized B-spline to be close to the mean of
the fj when λ is large. Consider the bottom plot in Figure 3.1. There we have
8 basis functions; hence, the B-spline has 8 parameters γ1, . . . , γ8. Say that
based on the direct penalization, we get that all parameters are close to zero
except γ2 and γ5, then the penalized B-splines will look like a scaled version of
the composite of the second and fifth basis functions.

Instead, we can obtain the desired model by rather penalizing the difference
between l consecutive parameters. This penalization structure will allow the
model to gradually change as the input varies, where the penalization factor
λ determines the rate at which it can change. For λ→∞, we would obtain a
constant function that would be free to vary based on the log-likelihood. I.e., it
would be the constant that maximized the log-likelihood, as the penalization
term would be zero. We use the l’th order difference to penalize the difference
between the parameters.

The 0’th order difference ∆0(γi) is the identity function; ∆0(γi) = γi. The
general l’th order difference is given by

∆l(γi) = (∆ ◦ · · · ◦∆︸ ︷︷ ︸
l

)(γi) =
l∑

k=0

(
l

k

)
(−1)l−kγi+k. (3.7)

From (3.7), we see that the first-order and second-order difference are given by

∆1(γi) = γi+1 − γi ∆2(γi) = γi+2 − 2γi+1 + γi.

The choice of order will greatly impact the fitted penalized B-spline. The
higher the order, the flatter the penalized B-spline will become since we penalize
the difference between distant parameters. A low order, in contrast, will yield a
more flexible model. Since we have a tuning parameter λ which controls the
flexibility of the model, we can choose the computationally effective first-order
difference γi+1− γi and instead increase the penalization λ to ensure weak base
learners (Tutz and Binder, 2006). Since we are only interested in the magnitude
of the difference between two conservative parameters, and not the direction,
we use the squared first-order difference. Then the penalization term in the
log-likelihood function takes the form

−λ2

M−1∑
l=1

(γl+1 − γl)2 = −λ2γ
TΛγ, (3.8)

where Λ is a symmetric penalty matrix, and we use λ
2 instead of λ to obtain

prettier Fisher scoring updates. The denominator will be canceled out by the
exponential when we differentiate (3.8). The M ×M symmetric penalty matrix
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Λ is given by

Λ =



1 −1 0 · · · 0 0 0
−1 2 −1 · · · 0 0 0

0 −1 2
. . . 0 0 0

...
...

. . . . . . . . .
...

...

0 0 0
. . . 2 −1 0

0 0 0 · · · −1 2 −1
0 0 0 · · · 0 −1 1


. (3.9)

In Appendix B.2, we show that the equality in (3.8) holds for the penalty matrix
given in (3.9).

This also means that the penalized log-likelihood is given by

`pen(γ) = `(γ)− λ

2γ
TΛγ, (3.10)

where the log-likelihood `(γ) is given in (2.13). We want to maximize (3.10)
by iterative Fisher scoring (2.12), which uses the penalized score function
and the penalized Fisher matrix. We obtain the penalized score function by
differentiating (3.10) and we will compute the two terms by themselves. The
derivative of the first term in (3.10) is derived in Appendix A and here we only
provide the results. The score function is given by

s(γ) = ∂`(γ)
∂γ

= ZTj D(γ)Σ(γ)−1(y − µ) = ZTj W (γ)D(γ)−1(y − µ), (3.11)

where y is the response vector, µ is the mean vector, Zj is the jth transformed
design matrix (see (3.17)), and the n× n matrices D(γ) and Σ(γ) are given by

D(γ) =


∂h(η1)
∂η 0 · · · 0
0 ∂h(η2)

∂η · · · 0
...

...
. . .

...
0 0 · · · ∂h(ηn)

∂η

 and Σ(γ) =


σ2

1 0 · · · 0
0 σ2

2 · · · 0
...

...
. . .

...
0 0 · · · σ2

n

.
(3.12)

The diagonal entries in D are the derivatives of µ = h(η) evaluated at ηi, for
i = 1, 2, . . . , n. To be more precise, ∂h(ηi)

∂η = ∂h(η)
∂η

∣∣
η=ηi

, where h is the response
function of the assumed distribution and ηi is the linear predictor. The diagonal
entries in Σ are the variance of the response yi, i.e., σ2

i = Var(yi). Finally, the
matrix W (γ) is given by

W (γ) = D(γ)Σ(γ)−1D(γ). (3.13)

The derivative of the second term in (3.10) is given by

∂

∂γ

(
λ

2γ
TΛγ

)
= λ

2
∂

∂γ

(
γTΛγ

)
= λ

2
(
Λ + ΛT

)
γ = λ

2 (Λ + Λ)γ = λΛγ.
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Thus, the penalized score function for the jth penalized B-spline is given by

spen(γ) = s(γ)− λΛγ = ZTj W (γ)D(γ)−1(y − µ)− λΛγ. (3.14)

The penalized Fisher matrix is the expected value of the derivative of the
penalized score function (3.14). The expectation of the derivative of the first
term is the Fisher matrix, and it is derived in Appendix A. The Fisher matrix
is given by

F (γ) = −E
[
∂2`(γ)
∂γ∂γT

]
= ZTj W (γ)Zj . (3.15)

Similar calculations for the second term in (3.14) yields

E
[

∂2

∂γ∂γT

(
λ

2γ
TΛγ

)]
= E

[
∂

∂γ
(λΛγ)

]
= E [λΛ] = λΛ.

This means that the penalized Fisher matrix is given by

Fpen(γ) = F (γ) + λΛ = ZTj W(γ)Zj + λΛ. (3.16)

We can then plug these quantities into the Fisher scoring algorithm (2.12)
and obtain estimates for γ. This method for obtaining γ̂ is used in Algorithm 5,
and the complete Fisher scoring update can be seen in (3.23).

We have described in this section how penalized B-splines are obtained.
Instead of fitting a B-spline by maximizing the log-likelihood through Fisher
scoring, we maximize the penalized log-likelihood. The penalization term
added to the log-likelihood penalizes the squared first-order difference between
consecutive parameters. The result is the penalized B-spline, which has lower
model variability than B-splines. We will now see how we can use penalized
B-splines as base learners for fitting a GAM by boosting.

3.1.3 GAMBoost with Penalized B-Splines

We will now look at the componentwise likelihood-based boosting algorithm
GAMBoost with penalized B-splines as base learners, which was developed by
Tutz and Binder (2006). In Section 2.2.5 and in the introduction of Chapter 3,
we discussed how likelihood-based boosting works. In each iteration, we treat
the previous iteration’s linear prediction η̂(l) as a fixed offset and find the
candidate additive componentwise update, f̂j,new, such that the fit of the overall
model µi = h

(
η̂(l)(xi) + f̂j,new(xi,j)

)
increases the most. The update f̂j,new

corresponds to a new penalized B-spline, given by (3.5). Since the penalized
B-spline for each covariate has a fixed structure, we can add the weights of
f̂j,new to the jth overall penalized B-spline, f̂j , to get the updated function. In
essence, this means that we iteratively find model parameter updates γ̂j for
each of the p penalized B-splines f̂j and keep the updated version for one of
the covariates. We will elaborate this before we report the GAMBoost algorithm
presented in Tutz and Binder (2006), i.e., Algorithm 5.

To fully comprehend Algorithm 5, we have to recall some properties of the
penalized B-splines, the GAM framework, and Fisher scoring. In (3.5), we
showed that the jth penalized B-spline evaluated in xi,j could be written as
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fj(xi,j) = zTi,jγ
(j), where zTi,j =

[
B

(j)
1 (xi,j) B(j)

2 (xi,j) . . . B
(j)
M (xi,j)

]
and γ(j)

are the associated weights, for j = 1, 2, . . . , p and i = 1, 2, . . . , n. If we consider
all the n observations simultaneously, we get that

fj(xj) = ZTj γ
(j)

is an n-dimensional column vector, and Zj is the transformed design matrix for
the jth covariate. Explicitly written, we have that

Zj =


zT1,j
zT2,j
...

zTn,j

 =


B

(j)
1 (x1,j) B

(j)
2 (x1,j) · · · B

(j)
M (x1,j)

B
(j)
1 (x2,j) B

(j)
2 (x2,j) · · · B

(j)
M (x2,j)

...
...

...
...

B
(j)
1 (xn,j) B

(j)
2 (xn,j) · · · B

(j)
M (xn,j)

, (3.17)

where B(j)
m (xi,j) is the value of the mth basis function for the jth penalized

B-spline evaluated at the ith observation. This can be further generalized by
defining the total transformed design matrix Z =

[
Z1 Z2 · · · Zn

]
, which is

a n× (pM) matrix given by

Z =


B

(1)
1 (x1,1) B

(1)
2 (x1,1) · · · B

(1)
M (x1,1) B

(2)
1 (x1,2) B

(2)
2 (x1,2) · · ·

B
(1)
1 (x2,1) B

(1)
2 (x2,1) · · · B

(1)
M (x2,1) B

(2)
1 (x2,2) B

(2)
2 (x2,2) · · ·

...
...

...
...

...
...

...
B

(1)
1 (xn,1) B

(1)
2 (xn,1) · · · B

(1)
M (xn,1) B

(2)
1 (xn,2) B

(2)
2 (xn,2) · · ·

B
(2)
M (x1,2) · · · B

(p)
1 (x1,p) B

(p)
2 (x1,p) · · · B

(p)
M (x1,p)

B
(2)
M (x2,2) · · · B

(p)
1 (x2,p) B

(p)
2 (x2,p) · · · B

(p)
M (x2,p)

... · · ·
...

...
...

...
B

(2)
M (xn,2) · · · B

(p)
1 (xn,p) B

(p)
2 (xn,p) · · · B

(p)
M (xn,p)


(3.18)

As boosting is an iterative fitting procedure where, in each iteration, we
find potential parameter updates γ (excluded the superscript (j) as warned), it
is important to distinguish these from the overall parameters β. The need for
this separation will become even more evident in Section 3.1.4.

The full linear predictor of dimension n, denoted by η, can be written as

η =
[
η1 η2 · · · ηn

]T = α0 + Zβ.

The n-dimensional vector α0 = α01 is the intercept vector and β is the vector
of the pM parameters, i.e., the weights used to represent the p penalized B-
splines as a linear combination of M basis functions each. More precisely, β is
constructed similarly to Z, namely

β =
[
βT1 βT2 · · · βTp

]T
=
[
β1,1 β1,2 · · · β1,M · · · βp,1 βp,2 · · · βp,M

]T
.

(3.19)

In (3.6), we did not justify the last equality but rather referred the reader to
this section. However, (3.18) and (3.19) demonstrates that the equality holds,
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Algorithm 5: GAMBoost with Penalized B-Splines
1 Step 1 (initialization):

For given data (yi,xi), i = 1, 2, . . . , n, fit the intercept model
µ(0)(x) = h(η(0)) by maximizing the log-likelihood `(α0,β), where
β = 0, yielding η̂(0) and µ̂(0)(x) = h(η̂(0)).

2 Step 2 (model fit): For l = 0, 1, . . . ,mmax.
Estimation step:
For s = 1, 2, . . . , p compute
f̂s,new = Zs

(
ZTs ŴZs + λΛ

)−1 (
ZTs Ŵ D̂−1(y − µ̂)

)
where Ŵ , D̂,

and µ̂ are evaluated at η̂T =
(
η̂(l)(x1), η̂(l)(x2), . . . , η̂(l)(xn)

)
.

Selection step:
Set f̂s = f̂

(l)
s + f̂s,new, yielding η̂s,new. Compute

j = argmaxs{Dev(η̂(l))−Dev(η̂s,new)}.
Update step:
Set f̂ (l+1)

j = f̂
(l)
j + f̂j,new.

i.e., the model is linear in its model parameters. Furthermore, we can write the
vectorized version of (3.6), with the overall model parameters β, as

g(µ) = η = α0 + Zβ = α0 +
p∑
j=1

Zjβj = α0 +
p∑
j=1

fj ,

where α0 is the n-dimensional intercept vector and fj are the values of the
jth penalized B-spline, for j = 1, 2, . . . , p. The linear predictor for the ith
observation is the ith component of η, and it is given by

ηi = α0 +
p∑
j=1

fj(xi,j) = α0 +
p∑
j=1

fi,j = α0 +
p∑
j=1

M∑
m=1

βj,mB
(j)
m (xi,j).

With these structures in mind, we are ready to look into GAMBoost with
penalized B-splines, Algorithm 5. This algorithm is nearly a direct copy of
the version in Tutz and Binder (2006). However, we have altered the notation
to be consistent with the notation used in this thesis. We want to highlight
that Tutz and Binder use s to index over the p instead of j, which denotes
updated covariate. To avoid confusion, we will use s to index the covariates in
the following explanations, as in the original paper.

Initialization step: we want to find the intercept model, i.e., a constant α0,
which maximizes the log-likelihood. Tutz and Binder propose iterative Fisher
scoring, as in GenPartBoostR, see Algorithm 4. However, we can find a simple
closed-form solution for α0 by using that the assumed distribution of yi belongs
to the exponential family, see Section 2.1.3. This means that the probability
density/mass function of yi is given by

f(yi; θi, φ) = exp
(
yiθi − b(θi)

a(φ) + c(yi, φ)
)
,

where φ is the dispersion parameter and θi is the natural parameter, which
depends on the model parameters α0 and β. To elaborate this, θi = θ(ηi) is a
function of ηi = η(xi;α0,β).
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The only parameter in the intercept model is the intercept α0; hence,
θi = θ(ηi) = θ(α0). This means that maximizing `(α0,β) coincide with
maximizing `(α0). The log-likelihood of n independent observation from the
exponential dispersion family is given by

`(α0,β) = `(α0) =
n∑
i=1

log f(yi; θi, φ) =
n∑
i=1

yiθi − b(θi)
a(φ) +

n∑
i=1

c(yi, φ). (3.20)

We can then differentiate (3.20) with respect to α0 by using the chain rule, and
we get

∂`(α0)
∂α0

= 1
a(φ)

n∑
i=1

(
yi
∂θ(α0)
∂α0

∂α0

∂α0
− ∂b(θi)

∂θi

∂θ(α0)
∂α0

∂α0

∂α0

)

= 1
a(φ)

n∑
i=1

(yiθ′(α0)− b′(θi)θ′(α0))

= 1
a(φ)

n∑
i=1

(yi − b′(θi)) θ′(α0).

(3.21)

If we set (3.21) equal to zero and multiply both sides with a(φ)
θ′(α0) , then we get

n∑
i=1

(yi − b′(θi)) = 0 =⇒ b′(θi) = 1
n

n∑
i=1

yi = ȳ.

From (2.18), we have that µi = E [yi|xi] = b′(θi), which means that

µi = h(ηi) = h(α0) = b′(θi) = ȳ. (3.22)

Thus, the intercept value α0 which maximizes3 the log-likelihood is α0 =
h−1(ȳ) = g(ȳ), where g is the link function. The fact that µi = ȳ for the
intercept model should not come as a surprise, as it is the intuitive estimate.

However, if we fit the intercept model by using Binder’s implementation of
Algorithm 5 (Binder, 2013), then we get a different intercept than α0 = g(ȳ) for
the binomial distribution and Poisson distribution. This is quite worrying, as we
in Section 3.1.4 are going to use that (3.22) holds to derive an approximate hat
matrix. For more discussion on this point, we refer the reader to Appendix B.4.

Estimation step: here, we compute the potential updates to the penalized
B-splines for each of the p covariates. The potential update γ̂s is derived by
one iteration of penalized Fisher scoring with initial value γ̂0 = 0. From (3.14)
and (3.16), we get that the corresponding update is

γ̂s = Fp(γ̂0)−1sp(γ̂0) =
(
ZTs ŴZs + λΛ

)−1 (
ZTs Ŵ D̂−1(y − µ̂)

)
. (3.23)

If we multiple (3.23) with the sth transformed design matrix Zj , we get that

f̂s,new = Zsγ̂s = Zs

(
ZTs ŴZs + λΛ

)−1 (
ZTs Ŵ D̂−1(y − µ̂)

)
. (3.24)

3Note that we technically do not know if this is a minimum or a maximum, but it is
straight forward to use the second derivative test to see that it is a maximum.
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Assuming that we currently are in the (l + 1)th boosting iteration, then Ŵ ,
D̂ and µ̂ are evaluated at η̂(l) =

[
η̂(l)(x1) η̂(l)(x2) · · · η̂(l)(xn)

]T , i.e., the
linear predictor values obtained in the previous iteration. The matrices are
defined in (3.12) and (3.13). In the Gaussian case with unit variance, we have
that µ̂ = η̂(l) and Ŵ = D̂ = I, where I is the identity matrix.

Furthermore, if the penalized B-splines are not penalized in (3.24), i.e.,
λ = 0, then f̂s,new is reduced to weighted least-squares fitting, where we fit the
model to the scaled residuals given by D̂−1 (y − µ̂). This can be simplified to
φ(yi−µ̂i)
Var(yi) , for i = 1, 2, . . . , n, by assuming that we are working with the canonical
link. This simplification holds because D = Diag (∂h(η1)/∂η, . . . , ∂h(ηn)/∂η),
where the elements are given by

∂h(ηi)
∂η

= ∂µi
∂θi

∂θi
∂η︸︷︷︸
=1

= Var(yi)
φ

. (3.25)

The last factor equals 1 due to the canonical link assumption, which yields
that ∂θi

∂ηi
= ∂ηi

∂ηi
= 1. See equation (2.8) for the derivation of ∂µi∂θi

. Since D̂ is a
diagonal matrix, we can take the inverse of its elements to obtain D̂−1 and then
insert the result into D̂−1(y − µ̂) to get the elementwise result stated above.

Selection step: here, we use the derived parameter updates from the previous
step to create p potential models and determine which one obtains the best fit.
For the moment, let us assume that we are creating the sth potential model,
i.e., the model where the parameters for the penalized B-spline associated with
the sth covariate is updated. Furthermore, recall the additive structure of the
full model,

η̂ = α0 +


η̂1
η̂2
...
η̂n

 = α0 +


∑p
j=1 f̂1,j∑p
j=1 f̂2,j
...∑p

j=1 f̂n,j

 = α0 +
p∑
j=1


f̂1,j
f̂2,j
...

f̂n,j

 = α0 +
p∑
j=1

f̂j .

(3.26)

We can then simply update f̂s by adding f̂s,new, which is given in (3.24). If we
insert this into the estimated linear predictor η̂, then we get

η̂s,new = α0 + f̂1 + f̂2 + · · ·+
(
f̂s + f̂s,new

)
+ · · ·+ f̂p. (3.27)

We repeat this procedure for s = 1, 2, . . . , p to obtain the p potential models.
From these models, we need to determine the best model according to some
criteria. For a generalized additive model, the obvious choice is the deviance.
See Section 2.1.3.3 and Table 2.1 for the unit deviance for some distributions in
the exponential family.

In Algorithm 5, we choose the component j ∈ {1, 2, . . . , p}, which maximizes
the difference between the previous iteration’s deviance and the deviance of
η̂j,new. Tutz and Binder (2006) use j = argmaxs{Dev(η̂(l))−Dev(η̂s,new)} to
determine j. However, as Dev(η̂(l)) is a constant term for the p models in
the (l + 1)th iteration, the only relevant term is Dev(η̂s,new). Thus, the best
component update j is the component that minimizes the current deviance,
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j = argmins Dev(η̂s,new). Note that this is a greedy algorithm as it chooses
in each iteration the update that improves the fit at the current step without
considering future updates. For the Gaussian case, we get that it chooses the
model with the smallest squared error loss.

Update step: in the final step, we add the optimal parameter update,
associated with the jth covariate, to the full model. To clarify the notation, we
will assume for the moment that we are in the (l+ 1)th iteration, and we denote
this by displaying (l + 1) as superscript. The new estimated linear predictor
η̂(l+1) is given by

η̂(l+1) = α0 + f̂ (l+1)
1 + f̂ (l+1)

2 + · · ·+ f̂ (l+1)
j + · · ·+ f̂ (l+1)

p

= α0 + f̂ (l)
1 + f̂ (l)

2 + · · ·+
(
f̂

(l)
j + f̂j,new

)
+ · · ·+ f̂ (l)

p ,
(3.28)

where f̂ (l+1)
k = f̂

(l)
k for all k ∈ {1, 2 . . . , p} except k = j.

The ideas and details of Algorithm 5 should now be quite clear. This
complete understanding is essential as we will demonstrate a more interesting
aspect of the algorithm, namely that it is possible to derive an iteration specific
approximate hat matrix Hm.

3.1.4 Derivation of the Hat Matrix

In this section, we will derive an approximate hat matrix Hm for likelihood-
based boosting with penalized B-splines as base learners. We expand the work
done in the Appendix of Tutz and Binder (2006), in which they barely sketched
the procedure. We will complete the procedure and give rigorous explanations.
The methods used to derive Hm do not depend on any unique properties of the
penalized B-splines; hence, the methods can be applied to other model structures
such as penalized stumps, which we will see this in Section 3.2.4. Therefore,
we will reference this section repeatedly when we do similar calculations for
likelihood-based boosting with penalized stumps as base learners.

Before we can derive the approximate hat matrix Hm, we need to take a
closer look at the development of the model parameters β through the boosting
iterations. Let us assume that we are in the (l+1)th boosting iteration and that
the optimal update is associated with the jth covariate, according to Algorithm 5.
Then the current estimated linear predictor is given by η̂(l+1) = η̂(l) + Zj γ̂j ,
where γ̂j is obtained from one iteration of Fisher scoring, with initial value
γ̂j0 = 0. That is,

γ̂j = γ̂j0 + Fp(γ̂j0)−1sp(γ̂j0)

= γ̂j0 +
(
ZTj W(l)Zj + λΛ

)−1 (
ZTj W(l)D

−1
(l) (y − µ̂(l))

)
.

(3.29)

where W(l) = Ŵ (η̂(l) + Zj γ̂j0), Σ(l) = Σ̂(η̂(l) + Zj γ̂j0), D(l) = D̂(η̂(l) + Zj γ̂j0),
and µ̂(l) = h(η̂(l) +Zj γ̂j0) are estimated iteration specific matrices that depend
on the previous iteration and the starting value γ̂j0. Note that since γ̂j0 = 0,
we get some simplifications, but we included the general equation to illustrate
that one could use other initial values.

From a notational point of view, we have included j in (3.29) to show that
the parameter vector γ̂j is associated with the jth spline, but it is not enclosed
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by parentheses as in, e.g., (3.5). This change is done to avoid ambiguities, as a
value between the parentheses is used to denote the boosting iteration. Also,
note that (l) and (l + 1) will alter between being included in the subscript and
the superscript, this is not ideal, but it will create visually more pleasant and
less intricate expressions.

Following the idea of (3.27), we see that there are many equivalent ways to
express η̂(l+1). Since the transformed design matrices Zj are known, see (3.17),
and the only altering components are the model parameters, we get that

η̂(l+1) = η̂(l) + Zj γ̂j

= Zβ̂(l) + Zj γ̂j

= Z1β̂
(l)
1 + Z2β̂

(l)
2 + · · ·+ Zjβ̂

(l)
j + · · ·Zpβ̂(l)

p + Zj γ̂j

= Z1β̂
(l)
1 + Z2β̂

(l)
2 + · · ·+ Zj

(
β̂

(l)
j + γ̂j

)
+ · · ·Zpβ̂(l)

p

= Zβ̂(l+1).

(3.30)

From (3.30), it is clear that the iteration specific parameter update γj is added
to the total parameter vector β(l+1) in the following fashion,

β̂(l+1) = β̂(l) +
[
0 · · · 0 γ̂j 0 · · · 0

]T
=
[
β̂

(l)
1,1 β̂

(l)
1,2 · · · β̂

(l)
1,M · · · β̂

(l)
j,1 + γ̂j,1 β̂

(l)
j,2 + γ̂j,2 · · ·

β̂
(l)
j,M + γ̂j,M · · · β̂

(l)
p,1 β̂

(l)
p,2 · · · β̂

(l)
p,M

]T
,

(3.31)

where 0 is a row vector consisting of p zeros. This behavior is identical to
(3.28), but there the parameter update was disguised behind the fj functions.
Therefore, the (l+1)th estimated linear predictor is given by η̂(l+1) = η̂(l)+Zj γ̂j .
If we subtract η̂(l) from both sides and insert (3.29) for γ̂j , with γ̂j0 = 0, then

η̂(l+1) − η̂(l) = Zj γ̂j = Zj
(
ZTj W(l)Zj + λΛ

)−1
ZTj W(l)D

−1
(l) (y − µ̂(l)). (3.32)

Next, we need to use Taylor approximation to derive the approximate hat
matrix Hm. We start by defining the single variable Taylor expansion series. If
we have a function f : R 7→ R, which is infinitely differentiable in some open
interval around x = a, then

f(x) =
∞∑
k=0

f (k)(a)
k! (x− a)k = f(a) + f ′(a)(x− a) + f ′′(a)

2! (x− a)2 + . . . .

(3.33)

If the right-hand side of (3.33) consists of k terms, then we obtain the kth
order Taylor approximation of f(x) around a. To derive Hm, we need the
terms to be linear in x, hence, will use linear Taylor approximation, i.e., k = 1.
We are going to need the vectorized version of (3.33), as we will conduct the
linear Taylor approximation for the n values simultaneously. To elaborate, the
approximation will be applied elementwise, and we get

f(x) ≈ f(a) +Df(a)(x− a), (3.34)
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where Df(a) is the diagonal matrix with elements Df(a)i,i = ∂f(x)
∂x

∣∣
x=ai

, for
i = 1, 2, . . . , n, and f(x) =

[
f(x1) f(x2) . . . f(xn)

]T is an n-dimensional
column vector.

We will now apply (3.34) to our setting. We set f to be the response function
h, i.e., the inverse of the link function g, while x = η̂(l+1) and a = η̂(l). Then

h(η̂(l+1)) ≈ h(η̂(l)) +Dh(η̂(l))(η̂(l+1) − η̂(l)) = h(η̂(l)) +D(l)(η̂(l+1) − η̂(l)),
(3.35)

where Dh(η̂(l)) = D(l) is the diagonal matrix with the partial derivatives on
the diagonal, evaluated at the lth estimated linear predictor η̂(l), as defined in
(3.12).

By using µ̂(l) = h(η̂(l)), we get that (3.35) turns into

µ̂(l+1) ≈ µ̂(l) +Dl(η̂(l+1) − η̂(l)). (3.36)

If we solve (3.36) with respect to η̂(l+1) − η̂(l), we get

η̂(l+1) − η̂(l) ≈ D−1
(l) (µ̂(l+1) − µ̂(l)). (3.37)

We can now plug (3.37) into (3.32) to get

Zj
(
ZTj W(l)Zj + λΛ

)−1
ZTj W(l)D

−1
(l) (y − µ̂(l)) = η̂(l+1) − η̂(l)

≈ D−1
(l) (µ̂(l+1) − µ̂(l)).

(3.38)

The next step is to solve (3.38) with respect to µ̂(l+1). We start by left multiply
both sides with W 1/2

(l) ,

W
1/2
(l) Zj

(
ZTj W(l)Zj + λΛ

)−1
ZTj W(l)D

−1
(l) (y − µ̂(l)) ≈W

1/2
(l) D

−1
(l) (µ̂(l+1) − µ̂(l)).

(3.39)

From (3.13), we have that W(l) = D(l)Σ−1
(l)D(l). Both Σ−1

(l) and D(l) are
diagonal matrices, so W(l) is also diagonal. Since the square root of a diagonal
matrix is the diagonal matrix with entries equal to the square root of the original
entries, we have thatW 1/2

(l) = D
1/2
(l) Σ−1/2

(l) D
1/2
(l) . For two arbitrary matrices A and

B, we have that matrix multiplication is not commutative, that is, AB 6= BA.
However, matrix multiplication of diagonal matrices is commutative, and we
can write

W
1/2
(l) = D

1/2
(l) Σ−1/2

(l) D
1/2
(l) = Σ−1/2

(l) D
1/2
(l) D

1/2
(l) = Σ−1/2

(l) D(l). (3.40)

If we right multiply (3.40) with D−1
(l) , we get

W
1/2
(l) D

−1
(l) = Σ−1/2

(l) . (3.41)

To make the calculations less intricate to read, we will introduce a new
(auxiliary) matrix H̄(l+1), which is given by

H̄(l+1) = W
1/2
(l) Zj

(
ZTj W(l)Zj + λΛ

)−1
ZTj W

1/2
(l) . (3.42)
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We can then plug (3.41) and (3.42) into (3.39) to get

H̄(l+1)W
1/2
(l) D

−1
(l) (y − µ̂(l)) ≈ Σ−1/2

(l) (µ̂(l+1) − µ̂(l))

H̄(l+1)Σ
−1/2
(l) (y − µ̂(l)) ≈ Σ−1/2

(l) (µ̂(l+1) − µ̂(l)).
(3.43)

We left-multiply (3.43) with Σ1/2
(l) and solve for µ̂(l+1). This yields

µ̂(l+1) − µ̂(l) ≈ Σ1/2
(l) H̄(l+1)Σ

−1/2
(l) (y − µ̂(l))

µ̂(l+1) ≈ µ̂(l) + Σ1/2
(l) H̄(l+1)Σ

−1/2
(l) (y − µ̂(l)).

(3.44)

Let us define another (auxiliary) matrixM(l+1) = Σ1/2
(l) H̄(l+1)Σ

−1/2
(l) . We rewrite

(3.44) as

µ̂(l+1) ≈ µ̂(l) +M(l+1)(y − µ̂(l)). (3.45)

We expand the parentheses on the right-hand side of (3.45), for a decreasing
value of l, until l = 0, by repeatedly using the recursive property of (3.45).
That is,

µ̂(l+1) ≈ µ̂(l) +M(l+1)(y − µ̂(l))

≈ µ̂(l) +M(l+1)

(
y − µ̂(l−1) −M(l)(y − µ̂(l−1))

)
= µ̂(l) +M(l+1)

(
I −M(l)

)(
y − µ̂(l−1))

...
≈ µ̂(l) +M(l+1)

(
I −M(l)

) (
I −M(l−1)

) (
y − µ̂(l−2))

...
≈ µ̂(l) +M(l+1)

x
l∏
i=1

(
I −M(i)

) (
y − µ̂(0)).

(3.46)

We can then insert (3.46) into itself, for decreasing values of l, and we get

µ̂(l+1) ≈ µ̂(0) +
l∑

j=0
M(j+1)

x
j∏
i=1

(
I −M(i)

) (
y − µ̂(0)). (3.47)

For the sake of clarity, we have used a somewhat uncommon product
notation to remove any ambiguity concerning the order of successive matrix
multiplications. Due to the non-commutative property of matrix multiplications,
we introduce a left curved arrow above the product sign to denote that we left
multiply the product of the i− 1 previous matrices with the ith matrix. That
is, for some arbitrary matrices Ai, we have that

x
n∏
i=0
Ai = An

x
n−1∏
i=0

Ai = · · · = AnAn−1 · · ·A1A0. (3.48)

We need an expression for the initial value µ̂(0) to use the recursive procedure
defined in (3.47). In (3.22), we demonstrated that the initialization step of
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Algorithm 5 sets µ̂(0)
i = ȳ, for all i = 1, 2 . . . , n. This can be written more

compactly as µ̂(0) = M(0)y, where M(0) is a matrix of all 1
n ,

M(0) = 1
n

1n1Tn = 1
n


1 1 · · · 1
1 1 · · · 1
...

...
. . .

...
1 1 · · · 1

 . (3.49)

This yields µ̂(0) = (ȳ, ȳ, . . . , ȳ)T , which is in accordance with (3.22).
We then insert µ̂(0) = M(0)y into (3.47) to directly obtain an approximate

expression for µ̂(m), for m > 0. However, this expression will need some
manipulation before it is on the desired form µ̂(m) = Hmy, for some matrix
Hm. We will show how to find Hm by first looking at m = 1 and m = 2, then
to the general case. For m = 1, we get that (3.47) yields

µ̂(1) ≈M(0)y +M(1)(y −M(0)y)
= M(0)y +M(1)(I −M(0))y
=
[
M(0) +M(1)(I −M(0))

]
y

= H1y.

Similarly, for m = 2, we get

µ̂(2) ≈M(0)y +M(1)(y −M(0)y) +M(2)(I −M(1))(y −M(0)y)
= M(0)y +M(1)(I −M(0))y +M(2)(I −M(1))(I −M(0))y
=
[
M(0) +M(1)(I −M(0)) +M(2)(I −M(1))(I −M(0))

]
y

= H2y.

In the general case, we obtain that

µ̂(m) ≈M(0)y +M(1)(I −M(0))y + · · ·+M(m)(I −M(m−1)) · · · (I −M(0))y

= M(0)

x
0−1∏
i=0

(I −M(i))y +M(1)

x
1−1∏
i=0

(I −M(i))y + · · ·+M(m)

x
m−1∏
i=0

(I −M(i))y

=
m∑
j=0

M(j)

x
j−1∏
i=0

(I −M(i))y

= Hmy. (3.50)

Therefore, (3.50) gives us a closed-form solution for an approximate hat matrix
Hm after m iterations of Algorithm 5. The approximate hat matrix Hm is given
by

Hm =
m∑
j=0

M(j)

x
j−1∏
i=0

(
I −M(i)

)
, (3.51)

where M(l+1) = Σ1/2
(l) H̄(l+1)Σ

−1/2
(l) , and Σ(l) and H̄(l+1) are given by (3.12) and

(3.42), respectively.
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An observant reader might have seen that (3.51) is the exact hat matrix
for the Gaussian distribution. In the Gaussian setting, we have that D(l) = I
and h is the identity function; hence, (3.35) would be exact, and thereby all
the following calculations too. This is because the linear Taylor approximation
yields exact results, as any higher-order derivatives are zero.

3.1.5 Pointwise Confidence Bands

We can use the hat matrix (3.51) to calculate quantities such as effective degrees
of freedom, model selection criteria, or even derive approximate pointwise
confidence intervals, as described in Section 2.3.4. In this section, we will
build on the ideas discussed in Section 2.3.4.2 and focus on how we can obtain
pointwise confidence bands for each covariate function fj(xj), for j = 1, 2, . . . , p.

Currently we have that µ̂ = Hmy; hence, we can obtain confidence intervals
for µi = h(ηi), for i = 1, 2, . . . , n, where ηi is the sum of the p effect functions
fj and the intercept. However, it would be much more interesting to obtain
confidence bands for each fj in the generalized additive model. We could then
determine how different covariate values would affect the overall linear predictor
η and the certainty of this effect. To derive these confidence bands, we need to
derive contribution matrices Qm,j , for each of the functions fj , which reflects
the contribution the jth covariate had on the linear predictor η. The matrices
can be derived from the hat matrix Hm by some manipulations.

Let us assume that we are in the (l + 1)th boosting iteration. Then the
current linear predictor is given by

η̂(l+1) = α̂0 + Z1β̂
(l+1)
1 + Z2β̂

(l+1)
2 + · · ·+ Zpβ̂

(l+1)
p

= α̂0 + f̂ (l+1)
1 + f̂ (l+1)

2 + · · ·+ f̂ (l+1)
p ,

where α̂0 is the intercept vector and the transformed design matrices Zj are
defined in (3.17). Let jl+1 ∈ {1, 2, . . . , p} denote the index of the covariate
updated in the (l + 1)th iteration. Then

f̂
(l+1)
j = Zjβ̂

(l+1)
j =

{
Zjβ̂

(l)
j jl+1 6= j

Zjβ̂
(l)
j +R(l+1)(y − µ̂(l)) jl+1 = j

(3.52)

whereR(l+1) = Zj

(
ZTj Ŵ(l)Zj + λΛ

)−1
ZTj Ŵ(l)D̂

−1
(l) . This coincides with (3.28);

i.e., we update one function in each iteration while the other remains fixed.
We can write (3.52) more compactly in closed-form by using the indicator

function I. We get

Zjβ̂
(l+1)
j = Zjβ̂

(l)
j + I{jl+1 = j}R(l+1)(y − µ̂(l)). (3.53)

By using the approximation obtained in (3.50), we can rewrite this as

Zjβ̂
(l+1)
j ≈ Zjβ̂(l)

j + I{jl+1 = j}R(l+1)(y −Hly)

= Zjβ̂
(l)
j + I{jl+1 = j}R(l+1)(I −Hl)y.
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For the initial value, which corresponds to l = 0, we get

Zjβ̂
(1)
j ≈ Zjβ̂(0)

j + I{j1 = j}R(1)(I −H0)y
= Zj0 + I{j1 = j}R(1)(I −H0)y
= I{j1 = j}R(1)(I −H0)y
= Q1,jy.

If we plugin the expressions for R(1) and use that H0 = M(0) = 1
n1n1Tn , then

we get regular Fisher scoring for the covariate with index j1, except that we
use the approximate hat matrix to calculate µ̂(0). For the next iteration, l = 1,
we use (3.53) twice and get that

Zjβ̂
(2)
j ≈ Zjβ̂(1)

j + I{j2 = j}R(2)(I −H1)y
= I{j1 = j}R(1)(I −H0)y + I{j2 = j}R(2)(I −H1)y

=
1∑
l=0

I{jl+1 = j}R(l+1)(I −Hl)y

= Q2,jy.

This leads to the expression for the general case,

f̂
(m)
j = Zjβ̂

(m)
j ≈

m−1∑
l=0

I{jl+1 = j}R(l+1)(I −Hl)y = Qm,jy,

where Qm,j =
∑m−1
l=0 I{jl+1 = j}R(l+1)(I −Hl).

We can then use the properties of the covariance matrix, Cov(Ay) =
ACov(y)AT for general matrix A, to get an estimate of Cov(f̂ (m)

j ). We get

Cov
∧

(f̂ (m)
j ) ≈ Cov
∧

(Qm,jy) = Qm,jCov
∧

(y)QTm,j , (3.54)

where Cov
∧

(y) = Ĉ = Diag(σ̂2
1 , σ̂

2
2 , . . . , σ̂

2
n).

We can find σ̂2
i by using the mean-variance relation in the exponential

dispersion family, as discussed in the paragraphs following (2.45). We have
that Var(yi) = a(φ)V (µi), where a and V can be found in Table 2.1 for some
distributions in the exponential family. We can then use µ̂i to find the estimates
of σ2

i , namely σ̂2
i = a(φ)V (µ̂i). This technique was elaborated in Section 2.3.4.2,

and it was used by Tutz and Binder (2006). We have that a(φ) = 1 for the
distributions of interest, which are the Gaussian (with unit variance), binomial,
and Poisson. To be more precise, in the general Gaussian case, we have that
a(φ) = σ2, but we have restricted ourselves to the Gaussian distribution with
unit variance, i.e., σ2 = 1. We made this assumption to remove the necessity of
scale parameter estimation, and this restriction is identical to the one taken by
Tutz and Binder when they implemented GAMBoost in R (Binder, 2013).

This means that Ĉ = Cov
∧

(y) = Diag(V (µ̂1), V (µ̂2), . . . , V (µ̂n)). For the
Gaussian distribution with unit variance, this coincides with the identity matrix.
We can then rewrite (3.54) as

Cov
∧

(f̂ (m)
j ) = Qm,j Diag(V (µ̂1), V (µ̂2), . . . , V (µ̂n))QTm,j . (3.55)
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We can find the approximate 1− α pointwise confidence band for the functions
f̂

(m)
j = Zjβ̂

(m)
j ≈ Qm,jy by computing f̂ (m)

j ± zα/2
(

diag
(
Qm,jĈQ

T
m,j

))1/2
,

where zα/2 is the α/2 percentile of the standard Gaussian distribution, i.e.,
N (0, 1). This is under the assumption of Gaussian error and negligible bias.
The standard choice of α is α = 0.05, which yields zα/2 = −1.96. However,
Binder and Tutz use ±2 instead of ±1.96 in the GAMBoost implementation
when computing the approximate pointwise confidence bands. According to
Hastie, Tibshirani, and Friedman (2009, p. 49) it is standard practice to use 2.
Since even if the Gaussian error assumption does not hold, this interval will be
approximately correct as the coverage will approach 1− α as the sample size
n→∞.

In Chapter 4, we will look at the coverage of these confidence bands for data
based on different data generating processes. See Figure 4.1 and Figure 4.3 for
GAMBoost models fitted according to Algorithm 5, alongside their approximate
confidence bands.
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3.2 Confidence Intervals for Penalized Stumps as Base
Learners

This section will follow a similar structure as Section 3.1, except we will now
consider penalized stumps as base learners in the likelihood-based boosting
algorithm. We will give a small introduction to stumps, which is a special case
of decision trees with only a single split. Even with the simple structure of
stumps, we cannot use them as base learners as they are considered to be too
strong learners (Bühlmann and Yu, 2003). We will demonstrate how we can
similarly penalize the stumps, as we did in Section 3.1.2.1 for B-splines.

When we have provided sufficient descriptions of penalized stumps, we con-
tinue by giving a schematic overview of the likelihood-based boosting algorithm
with penalized stumps as base learners. We will then derive an approximate hat
matrix, which we can use to calculate, e.g., effective degrees of freedom, model
selection criteria, or pointwise confidence bands. As in the previous section,
we are only considering the componentwise setting and do not allow blockwise
updates.

3.2.1 Decision Trees

A decision tree is a statistical model which recursively partitions the feature space
into non-overlapping regions where simple models are fitted, e.g., a constant
in the regression setting. Usually, we restrict the partitioning to recursive
binary partitions, i.e., we split the regions into two new regions recursively.
These regions are mathematically easy to describe. One could consider more
advanced partitioning schemes, but the corresponding regions would be harder
to describe.

The first tree-based algorithms emerged in the 1980s by Breiman et al.
(1984).4 Their algorithm, classification and regression trees (CART), is used
to create decision trees for both classification and regression problems, as the
name indicates. Decision trees are also used as components in more advanced
model ensembles such as bagging, random forest, and boosting. This section is
an example of the latter.

There are many obstacles to consider when fitting a decision tree. We have
general model fitting issues such as detecting outliers, handle missing values,
stopping criteria, et cetera. Then we have tree-specific issues related to splitting
criteria, pruning strategies, et cetera. The former determines criteria for when a
region can be divided and the corresponding optimal splitting point. While the
latter is used to obtain a well-performing parsimonious model, we will not go
into the details of these techniques, as they are not relevant for this thesis. We
refer the reader to Breiman et al. (1984) and Hastie, Tibshirani, and Friedman
(2009, pp. 305-313) for more details. However, we will give an overview of the
general concepts of trees.

Let us assume that we have a data set of n observations, where each
observation has p covariates, i.e., (xi, yi) where xi = (xi1, xi2, . . . , xip), for
i = 1, 2 . . . , n. The response yi is either quantitative or categorical depending

4Ross Quinlan developed the competitor Iterative Dichotomiser 3 (ID3) algorithm in-
dependently and simultaneously of Breimann et al. ID3 is the predecessor of the C4.5 and
C5.0 algorithms. For a thorough comparative study of the different algorithms and their
properties, we refer the reader to Sathyadevan and Nair (2015).
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on the setting, i.e., regression or classification, respectively. In each iteration, we
want to find the optimal pair of covariate index j ∈ {1, 2, . . . , p} and split value
δj ∈ {x1,j , x2,j , . . . , xn,j}, such that a fitted tree with this new partitioning
yields the best result of all potential splits according to a certain criterion that
measures the performance of the model.

In the first iteration, we have np potential splits5 (j(1), δ
(1)
j ) which divides the

feature space R into two regions R(1)
1 = {xi|xi,j(1) ≤ δ(1)

j } and R
(1)
2 = R\R(1)

1 =
{xi|xi,j(1) > δ

(1)
j }, where \ is the set difference operator. The parentheses

notation indicates that we are in the first iteration. For each region, we can fit
a simple learner, e.g., a constant. Then the fitted tree takes the form

f(x) = c1I
{
xj ≤ δ(1)

j

}
+ c2I

{
xj > δ

(1)
j

}
=

2∑
k=1

ckI
{
x ∈ R(1)

k

}
, (3.56)

where I {a} is the indicator function which yields 1 when statement a is true
and 0 otherwise. We can then compare the np candidate models and find the
optimal split according to the selected criterion. If we adopt minimization of
residual sum of squares as our criterion, as this is the natural criterion in the
regression setting, we get ĉk = ave(yi|xi ∈ Rk), see Hastie, Tibshirani, and
Friedman (2009, p. 307). Alternatively, in the case of classification trees, we
would set ck to be the majority class in the region Rk, i.e., the most frequent
class for observations in this region.

In the tree-literature, we call R the root node, while the partitioning is called
(tree) branching. The two new regions are called leaf nodes, and we say that
the size of the tree is the number of nodes, in this case, 3.6 The depth of a
tree is the maximum number of branches from the root to a leaf node. See
Figure 3.4 for an illustrative explanation of one-dimensional regression-trees of
different sizes. In this figure, we see the flowchart of a tree of size 7 and depth
2. Furthermore, we see that δ(1) = 1, while ĉ1 = 0.47 and ĉ2 = 1.6.

In the next iteration, we repeat this procedure on the two new regions R(1)
1

and R
(1)
2 , also called branches. For each branch, we find the best potential

split. Let us assume that the best split was (j(2), δ
(2)
j ) in branch R(1)

1 , then we
would get three new regions R(2)

1 , R(2)
2 and R(2)

3 , where R(1)
1 = R

(2)
1 ∪R

(2)
2 . We

can represent R(2)
1 by R(2)

1 = {xi|xi,j(1) ≤ δ
(1)
j , xi,j(2) ≤ δ

(2)
j }, and we now see

why the recursive binary partitions are mathematically easy to describe. We
can represent R(2)

2 and R(2)
3 in similar elementary fashion. Furthermore, note

that trees indirectly model interaction effects as the regions can be recursively
divided by different covariates. E.g., for region R(2)

1 , we have implicit interaction
between covariate j(1) and covariate j(2). For more on this topic, see Hastie,
Tibshirani, and Friedman (2009, p. 306 and p. 362).

After K iterations of these recursive binary partitions, we have K+1 regions
which constitute the original feature space, R =

⋃K+1
i=1 R

(K)
i . We can then, e.g.,

5This is not correct under most splitting criteria as they have restrictions on the minimum
number of observations in each region and would reject splits that infringe these conditions.

6In Hastie, Tibshirani, and Friedman (2009), they define the tree size to be the number
of leaf nodes and not the total number of nodes.
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fit a constant ck to each region, and the corresponding tree would take the form

f(x) =
K+1∑
k=1

ckI
{
x ∈ R(K)

k

}
. (3.57)

The recursive partitioning ends when a specified stopping criterion is reached.
This can be determined by, e.g., a predefined size limit for the tree or the
impossibility of further splits. The last part indicates that we have overfitted
the tree to the training data, as each observation has its own region. Hence,
the training error will be zero. Therefore, we often include a minimum limit for
the number of observations in a region, and we stop if we get below this limit.

From the sketched outline above, we see that the tree fitting procedure is a
greedy algorithm that uses the divide-and-conquer principle. We iteratively use
the same procedure to divide the feature space and then conquer it by fitting a
simple model in each region. The procedure is greedy as, in each iteration, we
choose the current optimal split and do not consider what happens over the
horizon. I.e., a sub-optimal split might lead to an immense improvement later,
which is not accessible if we always choose the current best split.

Figure 3.4: Left: trees of different sizes fitted to data generated from yi ∼
N (xi, 0.3) where xi = i−1

n
, for i = 1, 2, . . . , n and n = 51. A stump corresponds to

a tree of size 3, i.e., a single split. The trees are generated by the rpart package
in R. Right: a flowchart diagram generated from the rattle package for the tree
of size 7. We see that the tree has depth 2, three interior nodes (including the root
node), and four terminal/leaf nodes. The tree has gone through three iterations
of recursive binary partitioning. The boxes include the fitted constants for each
region and the associated number of observations. By looking at the second row,
we see the values corresponding to a stump. See Figure 9.2 in Hastie, Tibshirani,
and Friedman (2009, p. 306) for a two-dimensional example.
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3.2.2 Stumps

A stump is a special case of a decision tree with only a single binary split. This
means that a stump consists of two regions R1 and R2, which are determined
by the jth covariate and the coherent split point δ (a value or class level).
Therefore, a stump model takes the form

f(xi) = c1I {xi,j ≤ δ}+ c2I {xi,j > δ}, (3.58)

where (j, δ) is the split point. We recognize (3.58) as being identical to (3.56),
but stripped of any extra notation. This means that a stump only requires three
model parameters γ: the split value δ, and the two leaf-node values c1 and c2.
A stump only models the main effect, and no interaction between covariates, as
it only splits a single covariate.

Hastie, Tibshirani, and Friedman (2009, pp. 361-363) discuss the right
size for trees in boosting, and in a simulation example, they illustrate that
boosting models with trees larger than stumps incur unnecessary variance
and hence higher test error. They also claim that stumps are insufficient in
many applications and that sometimes larger trees are needed, but they do not
elaborate on what these applications might be. The consensus in the boosting
community is that the base learners should be rather weak, and an increased
number of boosting iterations will compensate for the weakness. Otherwise, we
would not be able to exploit the bias-variance trade-off. Thus, we want weak
learners while still keeping the model fitting computationally feasible.

Larger trees will lead to boosting models that do not perform optimally.
Bühlmann and Yu (2003) observed that even the simplest tree, a stump, might
not be week enough to yield optimal models in boosting applications. For
gradient boosting, which they considered, this problem is fixed by decreasing
the Newton step size for the update on the model parameters. This is not
applicable for likelihood-based boosting, as we use, in this paradigm, Fisher
scoring to determine the parameter updates. To obtain weaker stumps, we need
to introduce penalized stumps.

3.2.2.1 Penalized Stumps

The model parameters of a penalized stump are obtained by conducting Fisher
scoring on the penalized log-likelihood. That is, we need to add a penalization
term to the log-likelihood function, which penalizes the model parameters
in a suitable fashion. This strategy is identical to the one we described in
Section 3.1.2.1 for penalized B-splines. A stump consists of three parameters,
but penalization of the split point does not make sense; hence, we introduce
the reduced parameter vector αT = [c1, c2]. We will now construct a 2 × 2
penalization matrix Λ, such that the penalized log-likelihood takes the form of
(3.10), with regularization factor λ

2 .
Since a stump is a piecewise constant function defined in two regions, a

penalized version of a stump should force the values fitted in each region to be
closer to each other. That is, we want to penalize the magnitude of difference
between c1 and c2. A natural distance metric is the squared difference, and we
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get

(c1 − c2)2 = c21 − 2c1c2 + c22

= c1(c1 − c2) + c2(−c1 + c2)

=
[
c1 c2

] [ c1 − c2
−c1 + c2

]
=
[
c1 c2

] [ 1 −1
−1 1

] [
c1
c2

]
= αTΛα,

(3.59)

where Λ =
[ 1 −1
−1 1

]
is the penalization matrix. Therefore, the extra penalization

term in the log-likelihood function takes the form λ
2α

TΛα. Then the penalized
score function and penalized Fisher matrix, with respect to the jth covariate
and split point δ, are given by

spen(α) = ZTj,δW (α)D(α)−1(y − µ)− λΛα. (3.60)

and

Fpen(α) = ZTj,δW(α)Zj,δ + λΛ, (3.61)

respectively. The matrix Zj,δ is given in (3.62). The form of (3.60) and (3.61)
are identical to the corresponding quantities for the penalized B-splines, see
(3.14) and (3.16), respectively. We can then use these penalized components in
the Fisher scoring algorithm to fit a penalized stump, similar to what we did in
Section 3.1.2.1 for penalized B-splines. The penalized stump update will have
an identical form as (3.23), but with different components. See the estimation
step of Algorithm 6 for the exact Fisher scoring update in the case of penalized
stumps.

From (3.59), we see that the squared difference between c1 and c2 is shrunken
towards zero as we increase the penalization factor λ. If let λ → ∞, then
c1 = c2 = ȳ in the limit. This degenerate stump is identical to an intercept
model fitted to the average of the response values in the training data. On the
other side of the scale, where λ = 0, we do not have any regularization, and we
obtain a regular stump.

3.2.3 GAMBoost with Penalized Stumps

It is time to see how we can use the penalized stumps as base learners in the
likelihood-based boosting paradigm. In this subsection, we will describe the
corresponding boosting algorithm, Algorithm 6, and explain the details. See
Appendix C.3 for our R-implementation of GAMBoost with penalized stumps.
As Algorithm 6 is similar to the penalized B-spline version (see Algorithm 5),
we will not go as deep into the details here as we did in Section 3.1.3, and refer
the reader to that section for more explanations. We will restrict our attention
to the main differences; hence, identical steps will not be addressed.

The key difference between the two algorithms is the necessity of a double
loop in Algorithm 6. For penalized stumps, we need to consider all pairs of split
variables and split points. Thus, we are required to iterate over the p covariates,
and for each covariate s the split value δ can take on any of the n observed
values. This entails that the components of the boosting procedure depend on
the pair (s, δ), which is reflected in the subscript of step 2 in Algorithm 6.
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Algorithm 6: GAMBoost with Penalized Stumps
1 Step 1 (initialization):

For given data (yi,xi), i = 1, 2, . . . , n, fit the intercept model
µ(0)(x) = h(η(0)) by maximizing the log-likelihood l(α0,α), where
α = 0, yielding η̂(0) and µ̂(0)(x) = h(η̂(0)).

2 Step 2 (model fit): For l = 0, 1, . . . ,mmax
Estimation step:
For s = 1, 2, . . . , p and δ = x1,s, x2,s, . . . , xn,s, compute

α̂s,δ,new =
(
ZTs,δŴZs,δ + λΛ

)−1 (
ZTs,δŴ D̂−1(y − µ̂)

)
where

Ŵ , D̂ and µ̂ are evaluated at
η̂T =

(
η̂(l)(x1), η̂(l)(x2), . . . , η̂(l)(xn)

)
.

Selection step:
Set f̂s,δ = f̂

(l)
s + Zs,δα̂s,δ,new, yielding η̂s,δ,new.

Compute (j, δl) = argmaxs,δ
{

Dev(η̂(l))−Dev(η̂s,δ,new)
}
.

Update step:
Set f̂ (l+1)

j = f̂
(l)
j + Zj,δlα̂j,δl,new.

Estimation step: the np potential model parameter updates with different
split points (s, δ) are created by one iteration of penalized Fisher scoring with
initial starting value zero, as described in Section 3.2.2.1. The fitted penalized
stump will have regional values α̂s,δ,new,1 and α̂s,δ,new,2. The matrix components
Ŵ and D̂ are identical to the versions described for penalized B-splines, and they
are obtained from η̂, which is the linear predictor from the previous iteration.
The same holds for the expected response µ̂, but the n× 2 transformed design
matrices Zs,δ are different as they depend on the structure of the base learner.
For penalized stumps as base learners, we have

Zs,δ =


z1
z2
...
zn

 =


z1,1 z1,2
z2,1 z2,2
...

zn,1 zn,2

 =


I {x1,s ≤ δ} I {x1,s > δ}
I {x2,s ≤ δ} I {x2,s > δ}

...
I {xn,s ≤ δ} I {xn,s > δ}

 . (3.62)

Selection step: we create the np potential models by applying the model
parameter updates calculated in the previous step, and then we determine
the candidate model that improves the fit maximally. The model update
is computed by multiplying the parameter updates with the corresponding
transformed design matrix, i.e., f̂s,δ,new = Zs,δα̂s,δ,new. Recall the additive
structure of the model described in (3.26); then the updated linear predictor
η̂s,δ,new is given by

η̂s,δ,new = α̂0 + f̂ (l)
1 + f̂ (l)

2 + · · ·+
(
f̂ (l)
s + f̂s,δ,new

)
+ · · ·+ f̂ (l)

p ,

which is structurally identical to the updated linear predictor derived for
penalized B-splines in (3.27).

We use the deviance to find the optimal update among the candidate models.
More precisely, the optimal update is the candidate, which yields the largest
decrease in deviance. However, this can be simplified to the candidate model with
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the lowest deviance. This means that the optimal split pair, which minimizes
the overall deviance of the complete model, is (j, δl) = argmins,δ Dev(η̂s,δ,new).
We have not used this simplification in Algorithm 6, as we wanted the structures
of Algorithm 5 and Algorithm 6 to coincide.

Update step: in the final step, we create the (l + 1)th linear predictor by
adding the fitted penalized stumps, with split variable j and split value δl.
The new linear predictor is given by η̂(l+1) = η̂(l) + f̂

(l+1)
j , where f̂ (l+1)

j =
f̂

(l)
j +Zj,δmα̂j,δm,new. This procedure is repeated for a fixed number of boosting

iterations.

3.2.4 Derivation of the Hat Matrix

In this subsection, we will expand the procedure described in Section 3.1.4 to
also work for likelihood-based boosting with penalized stumps as base learners.
We will derive the approximate hat matrix by manipulating the model structure
of the boosted model fitted in Algorithm 6, such that the structure coincides
with the one used for penalized B-splines in Section 3.1.4. If the structures
coincide, then deriving the approximate hat matrix is nearly identical as for
penalized B-splines, but with some tiny alterations.

The techniques used in Section 3.1.4 rely on the fact that the lth linear
predictor η̂(l) can be represented as a matrix-vector product. If we let Z be
the total transformed design matrix, which can be decomposed into covariate
specific transformed design matrices Zs, then we get

η̂(l) = Zα̂(l) =
p∑
s=1

Zsα̂
(l)
s =

p∑
s=1

n∑
i=1

Zs,iα̂
(l)
s,i =

p∑
s=1

f̂ (l)
s , (3.63)

where the intercept is excluded as it makes its appearance later in the derivations,
see (3.49).

The total transformed design matrix will be a n× 2np dimensional matrix
given by Z =

[
Z1 Z2 . . . Zs . . . Zp

]
, where Zs is the covariate specific

transformed design matrix associated with the sth covariate. The matrix Zs is
of dimension n × 2n and can be further decomposed into covariate-and-split
specific matrices Zs,δ, for δ ∈ {1, 2, . . . , n}. More precisely, δ = i implies that
we will use the ith observation of the sth covariate, xi,s, as the split value.
It is these transformed design matrices of dimension n × 2 that are used in
Algorithm 6, and they are defined by (3.62). If we combine everything, we get
that the partial transformed design matrices Zs are given by

Zs =
[
Zs,1 Zs,2 . . . Zs,3

]

=


zs,1,1,1 zs,1,1,2 zs,2,1,1 zs,2,1,2 . . . zs,n,1,1 zs,n,1,2
zs,1,2,1 zs,1,2,2 zs,2,2,1 zs,2,2,2 . . . zs,n,2,1 zs,n,2,2

...
...

...
... · · ·

...
...

zs,1,n,1 zs,1,n,2 zs,2,n,1 zs,2,n,2 . . . zs,n,n,1 zs,n,n,2

.
The subscript notation is quite intricate, but all elements are needed to

compute the transformed design values. The subscript of zs,i,j,r, reflects that
we are considering a split of the sth covariate at the value xi,s, i.e., the ith
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observation of the sth covariate. The parameter j reflects that we look at
whether the jth observed value of the sth covariate lies in the region below xi,s,
represented by r = 1, or in the region above xi,s, r = 2. This interpretation
should be more clear when we use identity functions,

Zs =


I {x1,s ≤ x1,s} I {x1,s > x1,s} I {x1,s ≤ x2,s} I {x1,s > x2,s}
I {x2,s ≤ x1,s} I {x2,s > x1,s} I {x2,s ≤ x2,s} I {x2,s > x2,s}

...
...

...
...

I {xn,s ≤ x1,s} I {xn,s > x1,s} I {xn,s ≤ x2,s} I {xn,s > x2,s}
· · · I {x1,s ≤ xn,s} I {x1,s > xn,s}
· · · I {x2,s ≤ xn,s} I {x2,s > xn,s}

· · ·
...

...
· · · I {xn,s ≤ xn,s} I {xn,s > xn,s}

.
(3.64)

The column parameter vector α̂(l) of dimension 2np can be decomposed
similarly,

α̂(l) =
[
α̂

(l)
1 α̂

(l)
2 . . . α̂

(l)
s . . . α̂

(l)
p

]T
,

where α̂(l)
s =

[
α̂

(l)
s,1,1 α̂

(l)
s,1,2 α̂

(l)
s,2,1 α̂

(l)
s,2,2 . . . α̂

(l)
s,n,1 α̂

(l)
s,n,2

]
is a row vec-

tor of dimension 2n. The model parameter α̂(l)
s,i,r is the estimated contribution

to the linear predictor η̂(l) for observations in the region defined by splitting the
sth covariate at the ith observation in the training data, where r = 1 represents
the region below xi,s (inclusive) and r = 2 represents the region above the
same value. The vector α̂(l)

s can be decomposed into covariate-and-split specific
model parameters

α̂
(l)
s,δ =

[
α̂

(l)
s,δ,1 α̂

(l)
s,δ,2

]T
, (3.65)

for s = 1, 2, . . . p and δ = 1, 2 . . . , n. Updates to these model parameters are
those calculated in the estimation step in Algorithm 6.

A direct implementation of this structure for Algorithm 6 will not be
computationally efficient. Most of the values in α̂(l) will be zero, as they are
first updated when the associated split point is chosen by the algorithm as the
optimal choice, in accordance with the deviance. For GAMBoost with penalized
B-splines, Tutz and Binder (2006) recommend choosing a penalty λ such that
the number of boosting iterations lies in the interval [50, 200], to exploit the
bias-variance trade-off fully. If a similar rule-of-thumb applies to GAMBoost
with penalized stumps, then most of the 2np parameters in α̂(l) will be zero
when the model is fitted. Thus, computing η̂(l) as η̂(l) = Zα̂(l) will lead to
many redundant calculations.

However, this structure makes the theoretical calculations easier to describe.
In each iteration of Algorithm 6, we update two parameters in the model
parameter vector α̂ while the other parameters remain fixed. In the (l + 1)th
iteration, we have

α̂
(l+1)
j = α̂

(l)
j +

[ 2n︷ ︸︸ ︷
0 . . . 0 α̂j,δl,new,1 α̂j,δl,new,2 0 . . . 0

]T
,
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where the number of zeros before and after the update reflects the index of the
split value δl for the jth covariate, such that the update is applied to the correct
components. For k 6= j, we have that α̂(l+1)

k = α̂
(l)
k , where k = 1, 2, . . . , p.

We have now derived the components needed for representing the boosted
model obtained from Algorithm 6 on the desired form described in (3.63).
With this new linear representation of the linear predictor, we can repeat the
same calculations as in Section 3.1.4 to obtain an approximate hat matrix for
likelihood-based boosting with penalized stumps as base learners. Due to the
similarity, we have omitted the calculations here and refer the reader to the
derivations done in Section 3.1.4.

The only difference is related to the design matrices. For the case of penalized
stumps, we have that the design matrices are covariate-and-split specific, in
contrast to the penalized B-spline version where they are only covariate specific.
Therefore, in the calculations done in Section 3.1.4, we replace Zj with Zj,δ,
and use the update-structure described in this section instead.

The obtained approximate hat matrix for the penalized stumps version is
identical to the one for penalized B-splines (3.51), with respect to their different
base learner structures. After repeating the calculations in Section 3.1.4 for
penalized stumps, we get

Hm =
m∑
l=0

M(l)

x
l−1∏
i=0

(
I −M(i)

)
, (3.66)

where M(l+1) = Σ̂1/2
(l) H̄(l+1)Σ̂

−1/2
(l) and the iteration specific matrix H̄(l+1) is

given by H̄(l+1) = Ŵ
1/2
(l) Zj,δ

(
ZTj,δŴ(l)Zj,δ + λΛ

)−1
ZTj,δŴ

1/2
(l) .

We want to make three remarks regarding (3.66). First, the j and δ used
to compute H̄(l+1) are iteration specific and change in each iteration based
on the optimal candidate update. We could have included the parentheses
notation for these parameters too, but it would have made the expression
unnecessarily more intricate. Second, we want to remind the reader about
the arrow notation above the product sign in (3.66), which was introduced in
(3.48). Third, under Gaussian distributed response values, (3.66) is exact, as
described in the last paragraph of Section 3.1.4, and Hm is drastically simplified
as M(l+1) = Zj,δ

(
ZTj,δZj,δ + λΛ

)−1
ZTj,δ.

The additive structure of (3.63) also makes computing the estimated response
for new observations straightforward. We simply have to find the region in
which the covariates are located and then add the constants associated with
each region to obtain the linear predictor. In more mathematical terms, let
xnew be a new p-dimensional observation. Then the associated 2np-dimensional
transformed design vector is given by znew =

[
znew,1 znew,2 . . . znew,p

]
,

where

znew,j =
[
I {xnew,j ≤ x1,j} I {xnew,j > x1,j} I {xnew,j ≤ x2,j}

I {xnew,j > x2,j} . . . I {xnew,j ≤ xn,j} I {xnew,j > xn,j}
]
.

The split value xi,j , for i = 1, 2, . . . , n and j = 1, 2, . . . , p, is the i observation
of the jth covariate in the training data. If our model is fitted according to
Algorithm 6 for l iterations, then the predicted response of xnew is given by
µ̂new = h(η̂new) = h(znewα̂

(l)), where h is the response function, i.e., the inverse
link function of the associated distribution.
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3.2.5 Pointwise Confidence Bands

The hat matrix (3.66) can be used to calculate quantities, such as the effective
degrees of freedom, model selection criteria, or pointwise confidence intervals.
We can also derive contribution matrices Qm,j , from the hat matrix as described
in Section 3.1.5, which enable us to compute approximate pointwise confidence
bands for fj , for j = 1, 2, . . . , p. The calculations will follow the same structure
as in Section 3.1.5, but they will be more intricate this time as we need to take
into consideration both the covariate j and the split value δ.

Let us assume that Algorithm 6 has been run for (l + 1) iterations. We can
then write the linear predictor as

η̂(l+1) = α̂0 + f̂ (l+1)
1 + f̂ (l+1)

2 + · · ·+ f̂ (l+1)
p

= α̂0 + Z1α̂
(l+1)
1 + Z2α̂

(l+1)
2 + · · ·+ Zpα̂

(l+1)
p

= α̂0 +
(
Z1,1α̂

(l+1)
1,1 + · · ·+ Z1,nα̂

(l+1)
1,n

)
+ . . .

+
(
Zp,1α̂

(l+1)
p,1 + · · ·+ Zp,nα̂

(l+1)
p,n

)
where α̂0 is the intercept vector, Zj,i is the n × 2-dimensional transformed
design matrix defined by (3.62) and α̂(l+1)

j,i is the two-dimensional column
vectors defined by (3.65), for i = 1, 2, . . . , n and j = 1, 2, . . . , p.

In the (l + 1)th iteration we choose to update j(l+1) ∈ {1, 2, . . . , p} and
δ(l+1) ∈ {1, 2, . . . , n}, based on the deviance in the selection step in Algorithm 6.
We have here included the parentheses notion to emphasis that they are iter-
ation specific, as we will be dealing with quantities from different iterations
simultaneously. We then get

Zj,δα̂
(l+1)
j,δ =

{
Zj,δα̂

(l)
j,δ if j 6= j(l+1) or δ 6= δ(l+1)

Zj,δα̂
(l)
j,δ +R(l+1)(y − µ̂(l)) if j = j(l+1) and δ = δ(l+1),

where R(l+1) = Zj,δ
(
ZTj,δŴ(l)Zj,δ + λΛ

)−1
ZTj,δŴ(l)D̂

−1
(l) . This means that only

one pair of covariate and split value is updated at the time, and we can write
this more compactly as

Zj,δα̂
(l+1)
j,δ = Zj,δα̂

(l)
j,δ + I{j = j(l+1)}I{δ = δ(l+1)}R(l+1)(y − µ̂(l))

= Zj,δα̂
(l−1)
j,δ + I{j = j(l)}I{δ = δ(l)}R(l)(y − µ̂(l−1))

+ I{j = j(l+1)}I{δ = δ(l+1)}R(l+1)(y − µ̂(l))
...

=

0︷ ︸︸ ︷
Zj,δα̂

(0)
j,δ +

l+1∑
i=1

I{j = j(i)}I{δ = δ(i)}R(i)(y − µ̂(i−1))

=
l∑
i=0

I{j = j(i+1)}I{δ = δ(i+1)}R(i+1)(y − µ̂(i))

≈
l∑
i=0

I{j = j(i+1)}I{δ = δ(i+1)}R(i+1)(I −Hi)y

= Ql+1,j,δy.

(3.67)
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After m iterations, we have that Zj,δα̂(m)
j,δ ≈ Qm,j,δy where Qm,j,δ is the

n× n matrix defined in (3.67). This means that

Zjα̂
(m)
j = Zj,1α̂

(m)
j,1 + Zj,2α̂

(m)
j,2 + · · ·+ Zj,nα̂

(m)
j,n

≈ Qm,j,1y +Qm,j,2y + · · ·+Qm,j,ny

=
(
Qm,j,1 +Qm,j,2 + · · ·+Qm,j,n

)
y

=
(

n∑
δ=1

Qm,j,δ

)
y

= Qm,jy.

Therefore, the contribution matrix for the jth covariate afterm bosting iterations
can be expressed as

Qm,j =
n∑
δ=1

m−1∑
l=0

I{j = j(l+1)}I{δ = δ(l+1)}R(l+1)(I −Hl). (3.68)

We can then use (3.68) in (3.55) to obtain approximate pointwise confidence
bands for f̂ (m)

j . In Chapter 4, we will look at the coverage of these confidence
bands for data based on different data generating processes. See Figure 4.2
and Figure 4.4 for GAMBoost models fitted according to Algorithm 6, alongside
their approximate confidence bands.
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CHAPTER 4

Numerical Evaluation

In statistics, it is essential to have an understanding about the uncertainty of
the results attained. In Chapter 3, we demonstrated that we could compute
approximate pointwise confidence bands for each explanatory variable in a GAM
fitted by the likelihood-based GAMBoost algorithm. See Algorithm 5 on page 62
and Algorithm 6 on page 78 for a schematic overview of the algorithm with either
penalized B-splines or penalized stumps as base learners, respectively. However,
we have yet to verify if these intervals are accurate and if it is reasonable to
make inference based on them. In this chapter, we will use these algorithms to
fit GAMs to binomial, Poisson, and Gaussian distributed response values. The
data will be simulated from two different data generating processes, where one
will favor the smooth model structure of B-splines while the other will favor
the piecewise constant structure of stumps.

The goal of Chapter 4 is twofold. Firstly, we want to check the coverage of
the approximate confidence bands and intervals derived in the previous chapter
for GAMBoost. Secondly, we want to compare the coverage of the approximate
approach with a competitor. Hofner, Kneib, et al. (2016) proposed to use
bootstrap to estimate the confidence bands and intervals for boosted models.
Bootstrap is a resampling technique which can compute empirical confidence
bands and intervals.

The chapter is organized as follow. In Section 4.1, we introduce bootstrap.
In Section 4.2, we describe the simulation setting. That is, we introduce the two
data generating processes and describe how these are used to simulate response
values from the Gaussian, binomial, and Poisson distribution. In Section 4.3,
we explain how to compute the coverage of the approximate and empirical
confidence bands and intervals for GAMBoost, and we illustrate this for the
Gaussian distribution. In Section 4.4, we conduct an extensive simulation study,
where we evaluate and compare the coverage of the approximate and empirical
confidence bands and intervals. This will be done for the three distributions
and the two different data generating processes. In addition, we will investigate
the effect the penalty factor λ and the signal-to-noise-ratio SNR have on the
coverage of the confidence bands for fj and the confidence interval for µi. Note
that we will only consider pointwise confidence bands and not simultaneously
confidence bands.

85
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4.1 Bootstrap: Empirical Confidence Bands

Empirical pointwise confidence bands and empirical confidence intervals are
alternatives, to the approximate procedures seen in this thesis, used to evaluate
the uncertainty. Empirical confidence bands were used by Hofner, Kneib, et al.
(2016) when they assessed their GAM fitted by gradient boosting. It was also
used by Schmid and Hothorn (2008). We will start this section by giving an
introduction to bootstrap, which was developed by Bradley Efron in Bootstrap
methods: another look at the jackknife (Efron, 1979). In Algorithm 7, we
demonstrate how to use this technique to derive empirical pointwise confidence
bands for our setting. For a more thorough introduction to bootstrap, we refer
the reader to Storvik (2018) and Givens and Hoeting (2013).

From Section 3.1.5 and Section 3.2.5, we know that the quantity of interest,
denoted by θi,j , is the contribution of the covariate xi,j to the linear predictor ηi.
The indices i = 1, 2, . . . , n and j = 1, 2, . . . , p denote the ith observation and jth
covariate in the training data, respectively. For each θi,j , we want to derive a
confidence interval. We can use bootstrap to compute empirical estimates, and
the corresponding quantities are called empirical confidence intervals. These
intervals can then be combined together to form empirical pointwise confidence
bands for each fj in the GAM. Furthermore, we can compare the empirical
confidence intervals for θi,j with the approximate counterparts derived in
Chapter 3. The empirical confidence intervals are good approximations of the
unknown true confidence interval if some assumptions are met, which we will
discuss in Section 4.1.2 and Section 4.1.3. If these assumptions are met, then
the bootstrap bands should be similar to the approximate confidence intervals.

In some cases where the sampling distribution of θ̂ is known, we can easily
derive confidence intervals for θ. To illustrate this, let us consider a simple
example where the parameter of interest θ is the population mean µ. Further-
more, assume that it is reasonable to model the population with a Gaussian
distribution with a known variance σ2. We know that the best estimate is
given by the sample mean θ̂ = x̄n, and we can derive its sampling distribution
analytically from the central limit theorem (under some assumptions on the
data), N (µ, σ2/n). Then questions regarding variance, confidence intervals, et
cetera can be derived from this sampling distribution. In more complex situa-
tions, such as the one we are considering, it may be difficult or even impossible
to derive the theoretical sampling distribution. It is in these situations that
bootstrap is an essential tool that allows us still to calculate estimates for, e.g.,
the variance and confidence intervals for the parameter of interest.

4.1.1 Bootstrap

There exist many resampling methods, but one of the most known is the
bootstrap, which belongs to the family of Monte Carlo resampling methods.
In this family, we also find other known sampling methods, e.g., the jackknife
and random permutations. All these methods share core aspects, but they are
different from each other in the way they conduct the sampling procedure. We
will limit ourselves to bootstrap and give a small introduction to the main ideas
of this resampling technique. We start by explaining the general methodology
of bootstrapping and simultaneously relate it to our problem.
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Bootstrap is a computational tool for analyzing the statistical accuracy of
a feature θ. This is done by creating B new bootstrap samples based on the
original training data and conducting statistical inference on the estimates
attained from each of these samples. This description is purposely vague as
we need to introduce some notation and assumptions before we discuss the
technicalities in detail.

It is essential to distinguish between the two main versions of bootstrap:
parametric and non-parametric. It is the latter method that is of interest to us;
hence, we will only go into details on this method. However, we will specify
the main difference between the two paradigms as it is crucial to know the
distinction. The difference is related to the method by which they generate the
bootstrap samples. In the parametric version, we make an assumption about
the distribution of the population to generate the bootstrap samples. This
assumption is absent in the non-parametric version, as we in this paradigm use
sampling of the original data with replacements to generate the bootstrap sam-
ples. Thus, the parametric version is more restrictive and can yield completely
wrong results if the assumed model is incorrect. We refer the reader to Givens
and Hoeting (2013, p. 289) for a thorough introduction to parametric bootstrap.
All further references to bootstrap will be with respect to the non-parametric
version.

Before we explain how to compute the empirical confidence bands and
intervals for θi,j , introduced in Section 4.1, we will give an introductory example
to non-parametric bootstrap. The example will be a continuation of the example
with the population mean µ discussed in Section 4.1. Let us, for the moment,
forget that θ̂ = x̄n has a known analytical sampling distribution. We could
re-obtain it if we could draw all or infinitely many random samples from the
population and calculate θ̂ for each of these samples. However, in the classical
setting, we only have a single sample set from the population, the training data.
In the non-parametric bootstrap framework, we assume that the training data
are a representative selection of the population.

We can then create bootstrap samples by uniformly sample the training data
with replacements to create a new sample of n observations.1 By uniformly, we
mean that each observation is equally likely to be drawn, which means that the
average number of distinct observations in each bootstrap sample is 0.632n. Let
B be the indices drawn, with replicates. That is, for n = 3 we could, e.g., have
that B = {3, 3, 1}. We can then repeat this B times, and for each bootstrap
sample we can then calculate the bootstrap statistic θ̂∗ = 1

n

∑
i∈B xi. The

distribution of these bootstrap estimates is an approximation of the sampling
distribution of θ̂ = x̄n. We can then use this distribution’s spread, shape,
percentiles to make inference about the true parameter θ.

The situation with θi,j is slightly more complicated, but follows the exact
same strategy, as we can see in steps 1-5 of Algorithm 7 on page 89. Instead of
just calculating the mean of the bootstrap sample B as we did in the example
above, we will now fit a GAMBoost model to the data B. The fitted model can
then be used to obtain estimates θ̂∗i,j , for all the observations xi,j in the original
sample. We can then use these B bootstrap estimates to create pointwise
confidence intervals for θi,j , for i = 1, 2, . . . , n and j = 1, 2, . . . , p.

1The idiom pull oneself up by one’s bootstraps is the origin of the name bootstrap, as we
use the sample to create more samples.
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4.1.2 Bootstrap Confidence Intervals

There exist several methods to create empirical confidence intervals based on
the bootstrap estimates. These techniques have a varying degree of complexity,
where the more complex methods have a higher accuracy, which is measured
by the convergence rate of the coverage of the intervals as the number of
observations n tends to infinity. These different intervals will differ in center
and length, but there is a strong coherence between them. We are going to give
a short introduction to the most fundamental one, the percentile bootstrap, and
refer the reader to Storvik (2018) and Givens and Hoeting (2013, Section 9.3) for
a more thorough discussion. They also discuss other popular techniques such as
normal approximation bootstrap, basis bootstrap, bias-corrected and accelerated
bootstrap (BCa) and studentized bootstrap.2 We will end the section by giving a
complete schematic overview of the whole bootstrap procedure used to obtain
the pointwise empirical confidence intervals we see in Section 4.3.

The percentile bootstrap creates empirical confidence intervals by evaluating
the percentiles of the empirical values. Assume we are interested in a (1−α)100%
confidence interval for θ, i.e., Pr(θ̂l ≤ θ ≤ θ̂u) = 1 − α. One way to estimate
this is by creating an interval where the lower bound θ̂l and upper bound θ̂u
are given by the α/2 percentile and the 1− α/2 percentile of the bootstrapped
estimates, respectively. This simple procedure can be applied to any quantity
θ of interest, and it works best in cases where the sampling distribution is
symmetrical and centered around the statistic obtained from the training data.
The last part implies that the statistic from the original training data should
be nearly unbiased. If this is not the case, then methods such as BCa should
be used.

An advantage of the percentile confidence intervals is its invariance property
with respect to monotone transformations. This means that if θ̂∗α/2 is the
empirical α/2 percentile of the bootstrap estimates for θ̂, then g(θ̂∗α/2) is the
empirical α/2 percentile of the bootstrap estimates for g(θ̂), if the function g
is monotone (Givens and Hoeting, 2013, section 9.3.1.1). The same properties
hold for the 1 − α/2 percentile. Furthermore, the convergence rate for the
two-sided percentile confidence interval is linear in the number of observations
n (Storvik, 2018).

In Algorithm 7, we give a complete overview of the steps that are needed
to create the empirical pointwise confidence intervals for θi,j based on the
percentile approach for the non-parametric version of bootstrap. Recall that
θi,j is the amount the jth covariate of the ith observation contributes to the
linear predictor ηi = g(µi), where g is the link function.

After Algorithm 7 has been run, we can combine the n empirical pointwise
confidence intervals for each covariate j to create the desired empirical pointwise
confidence bands for fj . Hofner, Kneib, et al. (2016) state that if we want to
obtain simultaneous (1− α)100% confidence bands, then we need to rescale the
pointwise confidence bands until (1− α)100% of all the fitted curves lie within
these bands. See the end of Section 2.3.4.2 for a discussion on that topic.

2All of these intervals can be calculated in R by using the boot package.
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Algorithm 7: Non-Parametric Bootstrap Percentile
Confidence Intervals

1 The training data set T contains n i.i.d. observations
x1,x2, . . . ,xn with p covariates. Furthermore, it is assumed
that T is a representative sample of the population of interest.

2 Based on T, we calculate θ̂i,j , for i = 1, 2, . . . , n and
j = 1, 2, . . . , p.

3 Generate a bootstrap sample B∗ by sampling n observations
from T, with replacement and uniform probability.

4 Repeat step 3 until we have generated B bootstrap samples,
B∗1 ,B∗2 , . . . ,B∗B .

5 For each of the bootstrap samples B∗k, we fit a GAMBoost model.
From the fitted model, we can compute θ̂∗ki,j , the contribution
to ηi for each original covariate xi,j in T.

6 Find the α/2 and 1− α/2 percentiles in the sampling
distribution of θ̂∗i,j , denoted by θ̂α/2i,j and θ̂1−α/2

i,j , respectively.
7 A (1− α)100% (empirical, pointwise) bootstrap percentile

confidence interval for θi,j is given by
[
θ̂
α/2
i,j , θ̂

1−α/2
i,j

]
.

4.1.3 The Number of Bootstrap Samples

The appropriate number of bootstrap samples B needed for conducting inference
on θ, with confidence, is difficult to pinpoint. If the original sample consists of
a small number of observations, n, then we could try all possible combinations.
However, for any reasonable n, this is infeasible, since the number of potential
bootstrap samples B(n) is given by B(n) =

(2n−1
n−1

)
.3 From Stirling’s formula,

we have that B(n) ≈ 22n−1/
√
nπ. For even a small training set with n = 30

observations, we have that B(30) ≈ 5.9132× 1016, which is unattainable within
a reasonable time limit. Hence, we have to settle for a lower B.

There is no fixed rule of thumb for an appropriate number of B as it is
situation-specific. Let us consider the example from earlier with the population
mean θ = µ. If we are interested in the estimated standard error of the sample
mean θ̂ = x̄, then Efron and Tibshirani (1993, pp. 52-53) reported that B = 25
is usually informative, B = 50 is often enough to give a reasonable estimate,
and that B > 200 is seldom needed. If we instead are interested in percentile
estimation, as we are for percentile intervals, a much larger value of B is
required.

To make the variability of percentile estimates acceptable low they recom-
mend B ≥ 500 or B ≥ 1000 (Efron and Tibshirani, 1993, p. 275). This is
because the low and high percentiles depend on the tail of the distribution
where fewer samples occur. Generally speaking, any quantity sB that depends
on the extreme tails of the distribution of θ̂ will require a larger number of

3Think of a vector of n balls we want to separate into n boxes. We need to insert n− 1
separators into the vector to make n boxes. This gives a total of 2n− 1 positions to place
the n− 1 separators, hence, the binomial coefficient. Say that Bi = {x1, x2, x2, x4, x4}, then
the corresponding vector is o|oo||oo|. Note that under the assumption of exchangeability and
uniform sampling, these bootstrap samples are not equally likely to be drawn.
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bootstrap samples B to achieve acceptable accuracy. To illustrate this, consider
the setting where B = 200, then the 2.5th percentile will be based on only
the six smallest estimates, and the 97.5th percentile depends on the six largest
estimates, due to interpolation since 200 is not nicely divided.4 By pure chance,
we can have that the six smallest or largest bootstrap estimates are way off,
which will ruin the conclusion about the confidence interval.

One could evaluate the uncertainty of the bootstrap estimates to find an
appropriate number for B. Consider that based on our prior knowledge, we
have an idea that B∗ bootstrap samples should suffice to get accurate estimates
for the parameter of interest θ. We can then run the bootstrap procedure, let
us say, 10 times. We can then look at the variability between estimates from
each run. If B∗ were sufficient, then we would see a low variability between the
estimates. In the other scenario, where there is high variability between the
estimates, we could combine the 10B∗ bootstrap estimates to get a single new
estimate for θ. We can then repeat the procedure with 10B∗ bootstrap samples
in each run and look at the variance between the estimates obtained in 10 such
runs, and so on.

From the previous paragraph, one might conclude that it is sufficient only to
evaluate the smoothness of the histogram, but that will lead to wrong conclusions
in some instances. Let us consider an example where such a strategy falls short.
Assume that we are given paired independent standard Gaussian data and that,
for some reason, we are interested in the distribution of the mean of the ratios
between the components in each pair. The analytical distribution might be
mathematically challenging to derive for some; hence, a naive statistician might
settle with bootstrap. After running B bootstrap samples, he evaluates the
histogram of the bootstrap samples and sees a highly irregular shape, and he
decides to increase the number to 10B. However, the histogram will still look
wrong. The reason is that the ratio of two independent standard Gaussian
random variables is Cauchy distributed, and the first moment is non-existent.
This a highly specific counterexample, but the thought to keep in mind is that
bootstrap only works if the parameter of interest is well defined.

To conclude, if we want to use bootstrap, we must justify that it is a
legitimate statistical tool for the problem at hand. If this is in order, then we
can use histograms of the bootstrap estimates to conclude whether we have an
appropriate number of bootstrap estimates for the quantity of interest. If we are
interested in quantities related to the tail properties of the sample distribution,
then we need a higher number of bootstrap samples than we do, e.g., estimating
the variance of the sample mean.

4Often one chooses B such that α(B + 1) ∈ N, since this ensures that the Monte Carlo
tests are exact, and we obtain better (1− α)100% confidence intervals (Wilcox, 2010, p. 155).
Thus, B = 199 is a better value than B = 200.
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4.2 Data Generating Processes

The underlying model structure of B-splines and stumps are quite different; the
former is a smooth function while the latter is a piecewise constant function,
as seen in Figure 3.3 and Figure 3.4, respectively. It is reasonable that one
would outperform the outer based on the properties of the function they are
estimating. Hence, to avoid biased conclusions, we are going to introduce two
different data generating processes. The first one will favor the smooth structure
of B-splines as it simulates data based on smooth effect functions fj(xj), for
j = 1, 2, . . . , p. The other process will favor the piecewise constant structure of
stumps as the data will be generated from stepwise constant functions fj(xj).
Thus, we have one setting for smooth functions and one for categorical functions.
These different effect functions fj will highlight the importance of the base
learners in likelihood-based boosting when it comes to the performance of the
model. However, we want to stress that the smooth structure is much more
realistic than the stepwise structure.

We will let the number of explanatory variables be p = 5 for both data gen-
erating processes. The second and fourth effect functions, f2(xi,2) and f4(xi,4),
will be non-influential on the response yi. That is, the boosted models should
use neither the second nor the fourth covariate to predict the expected response
µ̂i, as they are irrelevant variables. Furthermore, the explanatory variables xi,j
will be independently drawn from the standard uniform distribution for both
processes. That is, xi,j

iid∼ U [−1, 1], for i = 1, 2, . . . , n and j = 1, 2, . . . , p.
From Section 2.1.2, we know that a GAM takes the form g(µi) = ηi =

α0 +
∑p
j=1 fj(xi,j), where g is the link function of the associated distribution.

For the first data generating process, hereafter called the smooth process, the
true linear predictor ηi of the GAM is given by

ηi = cn
(

α0 + f1(xi,1) + f2(xi,2) + f3(xi,3) + f4(xi,4) + f5(xi,5)
)

= cn
(
− 0.7 + xi,1 + 0xi,2 + 2x2

i,3 + 0xi,4 + sin(xi,5)
)
.

(4.1)

While the true structure of the second data generating process, hereafter called
the stepwise process, is given by

ηi = cn
(
α0 + f1(xi,1) + f2(xi,2) + f3(xi,3) + f4(xi,4) + f5(xi,5)

)
= cn

(
0 + 0.5fstep(xi,1) + 0xi,2 + 0.25fstep(xi,3) + 0xi,4 + fstep(xi,5)

)
,

(4.2)

where fstep is the sign function, with fstep(0) = −1. That is,

fstep(x) =
{
−1 for x ≤ 0
1 for x > 0.

The data generated from the smooth process will be called smooth data, and,
similarly, data generated from the stepwise process will be called stepwise data.

We have introduced an extra coefficient cn > 0 in (4.1) and (4.2), which
scales the linear predictor ηi. The constant cn will affect the signal-to-noise
ratio of the simulated data. We will use the signal-to-noise ratio as defined by
Tutz and Binder (2007), that is,

SNR =
∑n
i=1 (µi − µ̄)2∑n
i=1 Var (yi)

, (4.3)
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where µ̄ = 1
n

∑n
i=1 µi and µi = h(ηi). We attain a large signal-to-noise ratio

if cn takes on large values, and correspondingly a small signal-to-noise ratio if
cn takes on small values. Which is intuitive as cn either amplifies or dampens
the effect of the explanatory variables on the final response yi. The numerator
measures the dispersion of the expected values µi while the denominator is the
theoretical noise of the response values yi.

The simulated response values yi, for i = 1, 2, . . . , n, can be sampled from
the desired distribution by using the expected values µi = h(ηi), where h is the
canonical response function. For the Gaussian distribution, with unit variance,
we generate the independent response values yi as

yi
iid∼ N (µi, 1) d= N (ηi, 1), (4.4)

where the canonical response function h is the identity function. We generate
dichotomous/binary response values yi, from the binomial distribution, by

yi
iid∼ Binomial(1, µi)

d= Binomial
(

1, 1
1 + exp(−ηi)

)
, (4.5)

where the canonical response function h is the standard logistic function. For
the last distribution which we consider, the Poisson distribution, we have the
following structure,

yi
iid∼ Poisson(µi)

d= Poisson(exp(ηi)), (4.6)

where the canonical response function h is the exponential function. See
Appendix C.4 for our R-implementation that generates the simulated data.

Before we use the likelihood-based boosting procedure to fit models with
penalized B-splines and penalized stumps as base learners, we need to recall
the sum-to-zero constraint discussed in Section 2.1.2. This constraint was
introduced to remove the identifiability problem, and we need to address that
for the smooth process defined in (4.1). All the effect functions fj are odd
functions, except for f3(xi,3) = 2cnx2

i,3, which is an even function. A function
f is odd if −f(x) = f(−x), for all x in the domain of f . If f is integrable, then
its integral over a symmetric interval [−a, a], for a ∈ R, is identically zero. On
the other hand, a function f is even if f(x) = f(−x), for all x in the domain
of f . If f is integrable, then its integral over a symmetric interval [−a, a], for
a ∈ R, is twice the integral from 0 to a. This means that all but f3 satisfies the
sum-to-zero constraint.

The effect function f3 in the smooth process will be shifted vertically to
fulfill the constraint. It is straightforward to determine the amount d by which
f3 needs to be shifted to fulfill the sum-to-zero constraint. By subtracting d
from f3, we obtain∫ 1

−1
(2cnx2 − d) dx = 2cn

3
[
x3]1
−1 − d [x]1−1 = 4cn

3 − 2d =⇒ d = 2cn
3 .

We can see this shift in Figure 4.1 and Figure 4.2. There cn = 3, which implies
that f3 is shifted d = 2 units downwards. The effect functions in the stepwise
process, defined by (4.2), are odd functions; hence, no shifting is needed.
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4.3 Fitted Approximate and Empirical Confidence Bands

In this section, we will inspect the development of the fitted GAMBoost models
on smooth and stepwise data, as the number of iterations increases. This will
be done for both the penalized B-splines and penalized stumps versions of
GAMBoost. We restrict ourselves to Gaussian response variables, given in (4.4).
However, the fitted GAMBoost models will have nearly identical build-up in
the case of binomial response variables (4.5) and Poisson distributed response
variables (4.6). Furthermore, we set cn = 3 in (4.1) and (4.2), which yields a
SNR ≈ 12, for both the smooth and stepwise process. We cannot give an exact
signal-to-noise ration as the quantities in (4.3) are stochastic and vary each
time we generate new data.

We set the penalty factor of the GAMBoost algorithm to λsplines = 300 in the
case of penalized B-splines and λstumps = 4 for the penalized stumps setting. As
we discussed in Section 2.2.6, it is the number of boosting iterationsmstop that is
the main tuning parameter. Hence, it is okay to fixate the penalty as long as its
value is sufficient.5 We let the maximum number of allowed boosting iterations
be mmax = 250. Furthermore, we let the number of training observations
be ntrain = 100, and the test set consists of ntest = 1000 observations. For
the penalized B-splines version, Algorithm 5, we use the R-package GAMBoost
(Binder, 2013).6 While we use our own implementation for the penalized stumps
version, Algorithm 6, which is presented in Appendix C.3.

In Figure 4.1 and Figure 4.2, we have fitted GAMBoost models with penalized
B-splines and penalized stumps, respectively, to smooth data. Similarly, in
Figure 4.3 and Figure 4.4, we see the build-ups for the two versions of GAMBoost
fitted to stepwise data. The figures display the fitted models after 5, 15, 50,
and 250 iterations, and, in the bottom line, the iteration with the lowest test
deviance, which we obtain from Figure 4.5. As the number of boosting iterations
increases, we see that the fitted models get closer to the true underlying effect
functions. In addition, the earlier iterations yield the most significant updates,
while the later iterations conduct fine-tuning. Furthermore, we also see that
the non-informative covariates are included in the fitted models for the higher
iterations. Thus, we have lost the (implicit) variable selection. For the smooth
process, it is clear that the smooth structure of penalized B-splines is better
suited to estimate the underlying effect functions than the piecewise constant
structure of penalized stumps. This tendency is reversed for the stepwise
process where GAMBoost with penalized stumps is superior. In the figures,
we also include the approximate pointwise confidence bands, developed in
Section 3.1.5 and Section 3.2.5, alongside the empirical pointwise confidence
bands, introduced in Section 4.1.2.

In Figure 4.5, we asses the performance of fitted GAMBoost models on the
evaluation/test data. More precisely, we look at how the test deviance develops
as the number of boosting iterations increases. Since we are considering Gaussian
response variables, we have that the deviance coincides with the residual sum
of squares. We have also included scaled AIC and BIC, which we described in
Section 2.3.4.1. They are scaled such that the initial values coincide with the
initial test deviance value. The scaling makes the curves simpler to compare,

5In later experiments, we discovered that this is not always the case. See Section 4.5.
6We use the default setting of order-3 penalized B-splines.
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Figure 4.1: GAMBoost with penalized B-splines of order 3 and λsplines = 300 fitted to
simulated data produced by the smooth data generating process defined in Section 4.2.
The last row corresponds to the iteration with the lowest test deviance in Figure 4.5.
The solid gray curves are the true functions, while the solid black curves are the
estimated functions. The black dotted bands are the approximate confidence bands
derived in Section 3.1.5, and the gray dashed bands are the empirical confidence bands
from Section 4.1.2 for B = 1000.
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Figure 4.2: GAMBoost with penalized stumps and λstumps = 4 fitted to simulated data
produced by the smooth data generating process defined in Section 4.2. The last row
corresponds to the iteration with the lowest test deviance in Figure 4.5. The solid
gray curves are the true functions, while the solid black curves are the estimated
functions. The black dotted bands are the approximate confidence bands derived in
Section 3.2.5, and the gray dashed bands are the empirical confidence bands from
Section 4.1.2 for B = 1000.
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Figure 4.3: GAMBoost with penalized B-splines of order 3 and λsplines = 300 fitted to
simulated data produced by the stepwise data generating process defined in Section 4.2.
The last row corresponds to the iteration with the lowest test deviance in Figure 4.5.
The solid gray curves are the true functions, while the solid black curves are the
estimated functions. The black dotted bands are the approximate confidence bands
derived in Section 3.1.5, and the gray dashed bands are the empirical confidence bands
from Section 4.1.2 for B = 1000.
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Figure 4.4: GAMBoost with penalized stumps and λstumps = 4 fitted to simulated data
produced by the stepwise data generating process defined in Section 4.2. The last
row corresponds to the iteration with the lowest test deviance in Figure 4.5. The
solid gray curves are the true functions, while the solid black curves are the estimated
functions. The black dotted bands are the approximate confidence bands derived in
Section 3.2.5, and the gray dashed bands are the empirical confidence bands from
Section 4.1.2 for B = 1000.
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Figure 4.5: Scaled AIC and BIC, and test deviance for GAMBoost models, with
either penalized B-splines (left panels) or penalized stumps (right panels) as base
learners, fitted to smooth data (top panels) and stepwise data (bottom panels), as
defined in Section 4.2. We see that B-splines outperform stumps for the smooth
data and vice versa for the stepwise data. In the legend, we see the lowest obtained
test deviance value and the iteration number for the lowest test deviance, AIC,
and BIC. We use penalties λsplines = 300 and λstumps = 4, and cn = 3.

and the scaling does not affect the conclusion, as we are interested in the indices
of the smallest AIC and BIC scores and not the scores themselves. Let mtest
be the iteration with the lowest test deviance. Furthermore, define mAIC and
mBIC similarly. We do not observe a strong coherence between either mAIC and
mtest or between mBIC and mtest. However, as boosted models are resistant to
overfitting, we see that iterations mAIC and mBIC yield approximately the same
test deviance as mtest. In addition, we see that BIC favors more parsimonious
models than AIC, as stated after (2.42).

In the legends of Figure 4.5, we see the lowest obtained deviance for the
different GAMBoostmodels applied on the testing sets for the two data generating
processes. It is clear that penalized B-splines outperforms penalized stumps for
the smooth process. This does not come as a surprise as a piecewise constant
function, with a finite number of pieces, will only be a crude approximation of
a smooth function. This behavior is clearly seen in Figure 4.2. For the stepwise
data, we see that penalized stumps outperforms the penalized B-splines. The
penalty λstumps = 4 is suitable for the smooth data; however, it is too small for
the stepwise data, as we obtain the best iteration after 5 iterations. I.e., we
have not been able to exploit the bias-variance trade-off completely.7 Figure 4.5

7In Appendix B.6, we illustrate that a decreased penalty yields better models for the
stepwise data. This peculiar behavior is a result of the coinciding structures of stumps and the
effect functions in the stepwise process, combined with the incremental fitting of GAMBoost
models.
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Figure 4.6: The predicted means µ̂i (black) alongside the true means µi (gray),
ordered with respect to the latter. The dotted and dashed lines represent the
approximate and empirical confidence intervals, respectively. We use GAMBoost
with penalized B-splines (left panels) and penalized stumps (right panels) fitted
to smooth data (top panels) and stepwise data (bottom panels). The parameter
setting is the same as in Figure 4.5.

illustrates that a suitable penalty is not only affected by the structure of the
base learners, but also by the underlying properties of the data. Note that
the results are based on a single run; hence, they will change in a new run
with another initial seed. For more robust results, we could have repeated
the procedure 20 times with different seeds and taken the mean of each of the
repetitions.

In Figure 4.6, we plot the predicted response values µ̂i alongside the true
values µi, for i = 1, 2, . . . , ntrain. The predicted means are the estimates after
the optimal number of boosting iterations according to the test deviance curve
in Figure 4.5. That means, e.g., that we use the predicted means after the 5th
boosting iteration for GAMBoost with penalized stumps on the stepwise data.
We have ordered the ntrain observations with respect to the true means for a
more transparent structure in the figures. Each observation is represented by a
dot, where the black dots represents the estimated means and the gray dots
represent the true means.

In addition, we have included the approximate confidence intervals derived
from the hat matrix and the empirical confidence intervals. These intervals
are represented by the dotted and dashed lines, respectively. The use of lines
might be misleading as one can interpret the means as a continuous quantity
and confidence intervals to be confidence bands. This is not the case. A more
correct method would be to include separate error bars around each observation.
However, that design became excessively complicated to evaluate when we
included all the desired quantities simultaneously. Therefore, we found the
current design to convey the essence more clearly, even though it might be
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ambiguous.
We want to make two remarks regarding Figure 4.6. Firstly, we are par-

ticularly lucky with the fitted GAMBoost model with penalized stumps on the
stepwise data in this simulation. In the bottom row of panels in Figure 4.4, we
see that for the optimal boosting iteration, the model has two regions for each
of the informative covariates. I.e., there are 8 unique combinations; hence, µ̂i
can take on 8 different values. Usually, the estimated effect functions consist of
more regions, and we do not get the same impressive fit. In Figure B.7, we have
changed the penalty to λstumps = 10, while the rest remains the same, and we
get 162 possible values for µ̂i. Secondly, we get similar figures for the binomial
and Poisson distribution. The only difference is the range of the means µi. For
the binomial distribution, we have that µi ∈ [0, 1]. Thus, the quantities on the
second axis would lie between these values, as we can see in Figure 4.10. For
the Poisson distribution, we have that µi > 0; thus, the second axis would only
take on positive values.

100



4.4. Coverage Analysis

4.4 Coverage Analysis

In the previous section, we illustrated the approximate and empirical pointwise
confidence bands for the effect functions fj , for j = 1, 2, . . . , p, in Figure 4.1 -
Figure 4.4, and we looked at the confidence intervals for µi, for i = 1, 2, . . . , ntrain,
in Figure 4.6. In this section, we are going to conduct a simulation study to
analyze the coverage of these approximate and empirical confidence bands and
intervals. The idea is to repeatedly fit GAMBoost models to generated data
and compute the fraction of times the intervals cover the true quantity. This
method will be formalized in Algorithm 8.

In Section 4.3, we only evaluated the fitting procedures for Gaussian dis-
tributed response values in a single case and for a fixed SNR and penalty
λ. We will extend this also to include the binomial distribution and Poisson
distribution. In addition, we will analyze different signal-to-noise ratios (4.3)
and penalties, and see how these affect the coverage. Furthermore, this will be
done for the penalized B-splines and the penalized stumps version of GAMBoost
on data generated from both the smooth process (4.1) and the stepwise process
(4.2). We will use signal-to-noise ratios of 1, 3, and 10. The penalties will be

Algorithm 8: Coverage of Approximate and Empirical
Pointwise Confidence Bands and Intervals

1 Generate the observed covariates xi,j
iid∼ U [−1, 1] in the training

data, for i = 1, 2, . . . , ntrain and j = 1, 2, . . . , p. Find cntrain such
that we obtain the desired SNR. Compute the true ηi and
µi = h(ηi), based on either (4.1) or (4.2).

2 The ntest test observations are generated similarly, but with the
derived cntrain constant. The test response values yi are simulated
from (4.4), (4.5), or (4.6), depending on the distribution.

3 Simulate the training response values yi similarly.
4 Fit a GAMBoost model with penalization factor λ and max number

of iterations mmax. Determine the best boosting iteration
mtest ≤ mmax, i.e., the iteration with lowest test deviance.
Compute the approximate confidence bands and intervals from the
hat matrix Hmtest .

5 Use Algorithm 7 to compute Binner bootstrap GAMBoost models,
with mtest boosting iterations, and derive the empirical confidence
bands and intervals.

6 Record if the true quantities are located inside the approximate and
empirical confidence intervals for µi and confidence bands for
fj(xi,j), for i = 1, 2, . . . , ntrain and j = 1, 2, . . . , p.

7 Repeat steps 3-6 for a total of Bouter times. Compute the mean
coverage for each fj(xi,j) and µi. To compress the results, take the
median of the coverage for all µi and fj , for j = 1, 2, . . . , p. We
have p = 5; hence, we obtain six medians. I.e., a single row in one
of the tables, Tables 4.1 - 4.8, depending on the setting.

8 Steps 1-7 can be repeated for different penalties λ, SNR,
distributions, data generating processes, and base learner
structures.
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different depending on the version of GAMBoost. The penalized B-splines ver-
sion will use penalties λsplines of 30, 125, and 500. While the penalized stumps
version will use penalties λstumps of 2, 4, 10, and 25. For the penalized stumps
version, we will only report the empirical coverage for certain combinations of
parameters, due to computationally and temporal limitations. The results can
be seen in Tables 4.1 - 4.8.

To get a thorough understanding of the methods in Algorithm 8, we will go
through steps 1-7 for a specific setting. We will consider Gaussian distributed
response variables with SNR = 3. We will show this for both versions of
GAMBoost, i.e., penalized B-splines and penalized stumps, on both the smooth
and stepwise process. We will use penalty λsplines = 125 for the penalized
B-splines and λstumps = 4 for the penalized stumps. We will let ntrain = 100
and ntest = 1000, while Binner = Bouter = 500. Here, Bouter represents the
number of times we repeat the fitting procedure to new response variables, and,
for each of these repetitions, we use Binner bootstrap models to compute the
empirical confidence bands and interval. For both data generating processes,
we have that p = 5.

4.4.1 Gaussian Response Variables with SNR = 3
In Figure 4.7 and Figure 4.8, we see the average approximate and empirical
coverage for fj(xi,j), represented as black and gray dots, respectively, for
i = 1, 2, . . . , ntrain and j = 1, 2, . . . , p. In the former figure, we have used
penalized B-splines as base learners, while we use penalized stumps in the
latter.

For GAMBoost with penalized B-splines, Figure 4.7, we see a strong coherence
between the coverage for the approximate and empirical confidence bands, for
both data generating processes. For the smooth data, we see that they are
close to the correct value of 0.95, but they struggle near the endpoints and,
in the case of f5, near the stationary points. I.e., the fitted curves for f5 are
slightly dampened compared to the true function, as we can also see in the
rightmost column of panels in Figure 4.1. For the non-informative covariates,
f2 and f4, we see that the coverage for the approximate confidence bands are
systematically lower than the empirical bands. For the stepwise process, we see
that both the approximate and empirical methods struggle with values near the
jump-points, i.e., the first, third, and fifth plots in the bottom row. In these
three plots, we see that the coverages form a V-shaped curve, a pit, with a
minimum near the jump-point, i.e., close to 0. The width of the pit is negatively
correlated with the influence of the effect function, see (4.2). That is, a less
influential effect function will have a wider pit than an influential effect function.
This is seen in Figure 4.7, as the pit for f3 (the least influential covariate) is
much wider than the pit for f5 (the most influential covariate).

In Figure 4.8, it is clear that the approximate confidence bands for GAMBoost
with penalized stumps are too narrow, as the coverage is consistently below 0.95.
The empirical bands, on the other hand, are often too wide and yields coverage
of 1, which is neither desirable. Both methods struggle with the fifth effect
function in the smooth process. For the stepwise process, both confidence bands
yield approximately the same shape, but the coverage of the approximate bands
are systematically shifted downwards compared to the empirical bands. Also,
we see that the methods struggle with values near the jump-points, but not in
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Figure 4.7: Coverage of the approximate and empirical pointwise confidence bands for
fj(xi,j), represented as black and gray dots, respectively, for i = 1, 2, . . . , ntrain and
j = 1, 2, . . . , p. We have used GAMBoost with penalized B-splines fitted to Gaussian
distributed response values generated from the smooth process and stepwise process,
with SNR = 3 and penalty λsplines = 125. The estimated coverages are computed
by following steps 1-7 in Algorithm 8, with Binner = Bouter = 500. We see a strong
coherence between the coverage of the approximate and empirical pointwise confidence
bands. For the smooth process, we have that the coverage is often poorer near the
extreme values of the effect functions. For the stepwise process, we see that the
coverage is abysmal for values close to the jump-points.

Figure 4.8: Same setting as in Figure 4.7, but we now consider GAMBoost with penalized
stumps. The penalty factor is set to λstumps = 4. For both data generating processes,
we see that the empirical bands yield much better coverages than the approximate
confidence bands. For the stepwise data, we have that the approximate coverage
follows the same shape as the empirical, but shifted downwards. Both struggles with
values close to the jump-points.
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Figure 4.9: An extension of the setting described in Figure 4.7 and Figure 4.8.
We now look at the coverage of µi, for i = 1, 2, . . . , ntrain, and we see the same
tendencies as in the figures above. I.e., the coverage of the approximate and
empirical confidence intervals almost coincide for penalized B-splines, while the
approximate confidence intervals have lower coverage than the empirical intervals
for penalized stumps, for both data generating processes.

the same magnitude as for penalized B-splines. We are not surprised by the poor
coverage of the approximate bands for the smooth process. However, we had
expected better performance of the approximate bands for the stepwise process.
The poor performance might be related to overfitting issues; see discussion in
Section 4.5.3.

In Figure 4.9, we see the coverage of µi = h(ηi) = h
(
α0 +

∑p
j=1 fi,j

)
, for

i = 1, 2, . . . , ntrain, in the case of the smooth and stepwise process, for both
penalized B-splines and penalized stumps. For penalized B-splines, we see that
the approximate and empirical confidence intervals yield approximately the same
coverages for both data generating processes. For the smooth process, it seems
like the approximate intervals are marginally better. They seldom yield the
correct coverage of 0.95, but rather a lower coverage. I.e., both the approximate
and empirical confidence intervals for µi are too narrow. For penalized stumps,
it is clear that the empirical confidence intervals for µi yield better coverage
than the approximate intervals, for both data generating processes. However,
one should note that empirical intervals are often too wide as they yield a
coverage of 1. The approximate intervals seem to perform slightly better on
the smooth process than on the stepwise process.

The last part of step 7 in Algorithm 8 consists of taking the median of the
coverages for the effect functions fj(xi,j) and the mean µi, for j = 1, 2, . . . , p
and i = 1, 2, . . . , ntrain. I.e., the median of the results obtained in Figure 4.7,
Figure 4.8, and Figure 4.9. The results can be seen in Table 4.1 and Table 4.3, for
penalized B-splines on the smooth and stepwise process, respectively. Similarly,
the results for penalized stumps are seen in Table 4.5 and Table 4.7.
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4.4.2 Coverage Results

In this subsection, we summarize the results of step 8 in Algorithm 8 for the
signal-to-noise ratios and penalties described in the introduction of Section 4.4.
This will be done for both penalized B-splines and penalized stumps on both
data generating processes for all three distributions. The results can be seen in
Table 4.1 to Table 4.8. Due to the more complex fitting procedure of GAMBoost
with penalized stumps, we had to reduce the number of repetitions Bouter and
bootstraps models Binner in Algorithm 8, compared to the penalized B-splines
version. The complexity of GAMBoost with penalized stumps is related to the
necessity of a double for-loop in Algorithm 6, compared to the single loop in
Algorithm 5 for penalized B-splines.

For penalized B-splines, we will use Binner, splines = Bouter, splines = 500, and
the maximum number of boosting iterations will be set to mmax, splines = 500.
The running time of steps 1-7 in Algorithm 8 varies drastically depending on
the value of mtest in each repetition. A low best test iteration mtest means a
reduction in time needed to compute the Binner bootstrap models. On average,
it took roughly 3 hours to run steps 1-7 for one setting, when running the
computations in parallel on 7 threads on an Intel Core i7-3630QM. This was done
for 54 different combinations of penalties, signal-to-noise ratios, distributions,
and data generating processes, in the case of penalized B-splines.

For penalized stumps, we had to reduce the quantities to obtain feasi-
ble computational times. We use Binner, stumps = Bouter, stumps = 200 and
mmax, stumps = 250. For the smooth process, we have that GAMBoost with
penalized stumps uses many iterations to estimate the smooth effect functions,
which means we obtain large values for mtest. In addition, a large signal-to-
noise ratio or a large penalty factor also increases mtest. The median of mtest,
m̃test, has been reported in the tables for each configuration. For the same
processor as above, we have that it takes roughly 50 hours to run steps 1-7,
with penalized stumps, on smooth data. The time is somewhat reduced for
lower signal-to-noise ratios, but that also depends on the current distribution.
That is, GAMBoost uses fewer iterations to fit a GAM with Gaussian response
values than Poisson distributed values, which again needs fewer iterations than
for binomial distributed response values. For the stepwise process, it takes only
roughly 6 hours. Due to computational and temporal limitations, we have only
computed the empirical bands for penalty factor λstumps = 4, but it is done for
all combinations of signal-to-noise ratios, distributions, and data generating
processes. However, we have included the coverage of the approximate bands
for all settings, as it is computationally feasible.

We want to emphasize the speed difference between GAMBoost with penalized
B-splines (Algorithm 5) and GAMBoost with penalized stumps (Algorithm 6).
The implementation of the former, done by Binder (2013), can run approxi-
mately 20000 iterations of Algorithm 5 per minute on a single thread. Our
implementation of GAMBoost with penalized stumps (see Appendix C.3) is only
able to conduct approximately 450 iterations of Algorithm 6 per minute on a
single thread.8

A small disclaimer regarding the use of median in Algorithm 8: we debated
whether we should use the mean or median to compress the coverage results

8These numbers are based on smooth data with ntrain = 100 and p = 5. Altering these
numbers will obviously affect the speed of the algorithms.
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into single numbers. Based on Figures 4.7 - 4.9, we decided that the median
was the better choice since it is less sensitive to extreme values. That is, a
couple of bad coverages, e.g., near the jump-points in the stepwise process,
will greatly reduce the mean coverage, which can cause misleading impressions
on the overall coverage. However, this also means that it is easier to obtain
coverages of exactly 0 and 1, which happens if the majority of the coverages
are either of these values. This will often happen for the settings with binomial
distributed response values. Thus, by compressing the coverage results into a
single value, the median, we lose much information about the dispersion of the
pointwise coverages. A less compressed method to display the results would
be to use, e.g., box plots or violin plots. However, we found these to take too
much space as we consider a high number of settings.

4.4.3 Coverage Results: Penalized B-Splines

We will now discuss the median coverage for the approximate and empirical
confidence bands and intervals for GAMBoost with penalized B-splines. We will
analyze the smooth process first.

4.4.3.1 The Smooth Process

For Gaussian distributed response values (Table 4.1), we see that both the
approximate and empirical methods yield similar results, especially for µ. It
seems the coverage improves for higher signal-to-noise ratios. The approximate
bands perform significantly better than the empirical bands for the volatile fifth
effect function f5, but the coverage is still too low. The empirical bands have
systematically higher coverage for the non-informative covariates; however, it is
often too high. We do not see a significant difference for different penalization
factors λ, but we see an increase in the median number of boosting iterations
m̃test. This is as expected, as a larger penalty corresponds to smaller updates,
and we can see this tendency for all settings. Both methods yield similar results
that are close to the correct quantities.

In the case of the binomial distribution (Table 4.2, upper half), we have
more dispersed results. However, we should not overinterpret these values as
they are flawed. We see that m̃test is close to the maximum number of boosting
iterations mmax, splines = 500. I.e., most of the models are under fitted and
should not be used. For small penalization, combined with a low signal-to-noise
ratio, we get near the correct coverage for the approximate intervals for µ.
Furthermore, we see reduced coverage for the informative covariates compared
to the non-informative.

For the Poisson distribution (Table 4.2, lower half), we see that the approxi-
mate intervals for µ outperform the empirical intervals for low SNR. However,
for high signal-to-noise ratios, the approximate intervals are too wide. It seems
that a high penalty increases the coverage for the approximate confidence bands,
while the empirical bands are not affected by this alteration. For the informative
covariates, we have that the approximate bands are too narrow. The empirical
bands are better, except for f5, where the approximate bands are systematically
better.

Overall, we see that the approximate intervals and the empirical intervals
are strong competitors. They outperform each other in different settings, i.e.,
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neither is consistently better, and neither has perfect coverage. Furthermore,
the coverage for the approximate intervals for µ is better than the approximate
bands for the single effect functions fj , for j = 1, 2, . . . , p.

Likelihood-Based Boosting with Penalized B-Splines on Smooth Data
Coverage

Dist SNR λ m̃test Conf. Bands f1 f2 f3 f4 f5 µ

Gaus 1 30 5 Approximate 0.908 0.929 0.878 0.902 0.763 0.876
Empirical 0.968 0.994 0.960 0.990 0.638 0.879

125 18 Approximate 0.921 0.904 0.898 0.865 0.814 0.896
Empirical 0.954 0.972 0.939 0.960 0.712 0.878

500 66 Approximate 0.924 0.908 0.896 0.890 0.820 0.894
Empirical 0.954 0.950 0.937 0.942 0.732 0.878

3 30 9 Approximate 0.898 0.913 0.897 0.884 0.770 0.904
Empirical 0.978 0.983 0.968 0.976 0.663 0.907

125 26 Approximate 0.930 0.893 0.909 0.860 0.808 0.913
Empirical 0.960 0.964 0.948 0.948 0.708 0.886

500 95 Approximate 0.934 0.903 0.913 0.883 0.817 0.909
Empirical 0.960 0.945 0.937 0.934 0.726 0.883

10 30 17 Approximate 0.898 0.887 0.905 0.902 0.801 0.928
Empirical 0.976 0.943 0.958 0.955 0.730 0.922

125 51 Approximate 0.926 0.892 0.914 0.885 0.817 0.922
Empirical 0.958 0.941 0.942 0.938 0.770 0.905

500 191 Approximate 0.928 0.905 0.916 0.897 0.824 0.924
Empirical 0.958 0.936 0.949 0.926 0.779 0.905

Table 4.1: Median coverage of the approximate and empirical confidence bands for
fj(xi,j) and confidence intervals for µi, for i = 1, 2, . . . , ntrain and j = 1, 2, . . . , p.
The results are calculated according to Algorithm 8 for Gaussian distributed
response values, and different signal-to-noise ratios SNR and penalties λ. The
data are generated from the smooth process, and we use penalized B-splines as
base learners, see Algorithm 5. The quantity m̃test denotes the median of the
Bouter, splines values for mtest.
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Likelihood-Based Boosting with Penalized B-Splines on Smooth Data
Coverage

Dist SNR λ m̃test Conf. Band f1 f2 f3 f4 f5 µ

Bin 1 30 31 Approximate 0.715 0.953 0.843 0.919 0.594 0.935
Empirical 0.844 0.980 0.912 0.966 0.596 0.863

125 119 Approximate 0.726 0.944 0.833 0.902 0.599 0.935
Empirical 0.874 0.974 0.912 0.950 0.615 0.868

500 470 Approximate 0.725 0.943 0.833 0.896 0.587 0.933
Empirical 0.879 0.974 0.916 0.949 0.603 0.861

3 30 108 Approximate 0.091 0.946 0.391 0.923 0.027 0.994
Empirical 0.143 0.976 0.627 0.968 0.056 0.482

125 426 Approximate 0.062 0.936 0.393 0.919 0.018 0.994
Empirical 0.116 0.972 0.602 0.964 0.038 0.473

500 500 Approximate 0.000 0.983 0.001 0.925 0.000 0.964
Empirical 0.000 0.995 0.006 0.982 0.000 0.002

10 30 268 Approximate 0.000 0.945 0.000 0.992 0.000 1.000
Empirical 0.000 0.998 0.000 1.000 0.000 0.000

125 499 Approximate 0.000 0.992 0.000 0.998 0.000 1.000
Empirical 0.000 0.999 0.000 1.000 0.000 0.000

500 500 Approximate 0.000 1.000 0.000 1.000 0.000 0.998
Empirical 0.000 1.000 0.000 1.000 0.000 0.000

Pois 1 30 7 Approximate 0.882 0.925 0.878 0.923 0.702 0.935
Empirical 0.919 0.990 0.955 0.990 0.592 0.885

125 19 Approximate 0.915 0.927 0.902 0.903 0.741 0.956
Empirical 0.932 0.966 0.931 0.958 0.623 0.875

500 69 Approximate 0.924 0.930 0.905 0.906 0.747 0.959
Empirical 0.944 0.954 0.928 0.946 0.663 0.873

3 30 13 Approximate 0.877 0.950 0.820 0.916 0.750 0.979
Empirical 0.898 0.984 0.966 0.980 0.662 0.895

125 36 Approximate 0.888 0.948 0.879 0.919 0.811 0.979
Empirical 0.930 0.964 0.954 0.959 0.709 0.895

500 129 Approximate 0.896 0.949 0.898 0.902 0.818 0.974
Empirical 0.944 0.960 0.947 0.946 0.745 0.898

10 30 22 Approximate 0.784 0.949 0.511 0.876 0.508 0.994
Empirical 0.951 0.994 0.978 0.989 0.689 0.927

125 60 Approximate 0.828 0.948 0.648 0.911 0.667 0.993
Empirical 0.948 0.978 0.964 0.962 0.695 0.905

500 215 Approximate 0.858 0.942 0.763 0.910 0.798 0.989
Empirical 0.956 0.970 0.958 0.950 0.758 0.910

Table 4.2: Same settings as in Table 4.1, but we now consider binomial (upper
half) and Poisson (lower half) distributed response values.
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4.4.3.2 The Stepwise Process

The results for stepwise data, see Table 4.3 and Table 4.4, follow many of the
same patterns as for the smooth data; hence, they will not be addressed in
the same depth. In most settings, we see that m̃test is lower for the stepwise
process than for the smooth process in coinciding settings. In Figure 4.7, we
saw a definite drop in coverages for values near the jump-points. However, these
drops are not visible in the tables as we report the median coverage.

In the Gaussian setting (Table 4.3), we see strong coherence between the
coverage of the approximate and empirical intervals in all settings. For a low
signal-to-noise ratio, we see a decreased coverage for the approximate confidence
bands when the penalty is increased; however, the coverage for µ remains
stable. Furthermore, the results are better for higher signal-to-noise ratios.
Both methods struggle with the coverage for f3, which is the least informative
covariate among the informative covariates.

We obtain dispersed results for the binomial distribution for the stepwise
process as well (Table 4.4, upper half). A SNR = 10 in the binomial setting is
likely a too high signal-to-noise ratio. To obtain this value, most of the true
means µi are approximately zero or one. The empirical intervals struggle with
these extreme values. Some values lie in the mid-range of 0 and 1, with high
coverage, but they disappear when we use the median. This will be elaborated
further in Section 4.5.2, where we also discuss the poor performance of both the
approximate and empirical confidence bands. For a low SNR, which is more
likely to obtain in real data, we see that both the approximate and empirical
bands for the informative covariates are way too low, but they are appropriate
for the non-informative covariates. However, the confidence intervals for µ are
much better for both methods.

For the Poisson distribution (Table 4.4, lower half), it is hard to see a
universal connection between the settings and the coverage. For the informative
effect functions, we see a drop in the median coverage of the approximate bands
when the signal-to-noise ratio is increased, but it is not seen for the empirical
bands. This tendency is clearest for the most informative effect function f5.
However, the coverage of the approximate bands are improved when the penalty
is increased, except for when SNR = 1. These strange results might be related
to the peculiar behavior of the hat matrix discussed in Figure B.2 for the
Poisson distribution when the number of boosting iterations is low.

As for the smooth process, we have that the approximate and empirical
intervals are strong competitors where neither method dominates the other in
terms of best median coverage. The coverage of the approximate confidence
intervals for µ are consistently better than the coverage of the coinciding
approximate bands for fj , for j = 1, 2, . . . , p.
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Likelihood-Based Boosting with Penalized B-Splines on Stepwise Data
Coverage

Dist SNR λ m̃test Conf. Bands f1 f2 f3 f4 f5 µ

Gaus 1 30 4 Approximate 0.902 0.914 0.919 0.909 0.804 0.861
Empirical 0.878 0.996 0.672 0.996 0.795 0.886

125 10 Approximate 0.807 0.909 0.705 0.837 0.873 0.853
Empirical 0.819 0.994 0.692 0.980 0.838 0.881

500 37 Approximate 0.777 0.912 0.726 0.824 0.871 0.851
Empirical 0.829 0.980 0.715 0.954 0.860 0.874

3 30 10 Approximate 0.904 0.914 0.790 0.840 0.911 0.900
Empirical 0.876 0.973 0.748 0.948 0.915 0.906

125 38 Approximate 0.929 0.917 0.853 0.834 0.917 0.915
Empirical 0.920 0.952 0.829 0.911 0.940 0.917

500 149 Approximate 0.933 0.924 0.879 0.853 0.922 0.919
Empirical 0.938 0.950 0.870 0.905 0.940 0.925

10 30 33 Approximate 0.937 0.927 0.885 0.852 0.938 0.932
Empirical 0.934 0.960 0.862 0.923 0.956 0.934

125 124 Approximate 0.941 0.927 0.895 0.862 0.939 0.932
Empirical 0.946 0.962 0.895 0.920 0.956 0.940

500 478 Approximate 0.938 0.930 0.886 0.845 0.936 0.924
Empirical 0.944 0.962 0.890 0.903 0.949 0.936

Table 4.3: Median coverage of the approximate and empirical confidence bands for
fj(xi,j) and confidence intervals for µi, for i = 1, 2, . . . , ntrain and j = 1, 2, . . . , p.
The results are calculated according to Algorithm 8 for Gaussian distributed
response values, and different signal-to-noise ratios SNR and penalties λ. The
data are generated from the stepwise process, and we use penalized B-splines as
base learners, see Algorithm 5. The quantity m̃test denotes the median of the
Bouter, splines values for mtest.
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Likelihood-Based Boosting with Penalized B-Splines on Stepwise Data
Coverage

Dist SNR λ m̃test Conf. Band f1 f2 f3 f4 f5 µ

Bin 1 30 12 Approximate 0.357 0.940 0.521 0.891 0.362 0.894
Empirical 0.379 0.990 0.477 0.986 0.608 0.802

125 44 Approximate 0.353 0.935 0.511 0.882 0.359 0.877
Empirical 0.404 0.982 0.507 0.956 0.609 0.796

500 168 Approximate 0.348 0.936 0.503 0.873 0.368 0.874
Empirical 0.409 0.980 0.521 0.954 0.628 0.790

3 30 42 Approximate 0.002 0.925 0.232 0.859 0.004 0.943
Empirical 0.005 0.960 0.191 0.926 0.083 0.468

125 172 Approximate 0.000 0.912 0.237 0.830 0.007 0.925
Empirical 0.004 0.952 0.209 0.913 0.117 0.490

500 496 Approximate 0.000 0.911 0.047 0.835 0.000 0.927
Empirical 0.000 0.954 0.052 0.908 0.002 0.370

10 30 37 Approximate 0.000 0.941 0.008 0.915 0.000 0.998
Empirical 0.000 0.986 0.000 0.986 0.000 0.021

125 146 Approximate 0.000 0.937 0.003 0.899 0.000 0.995
Empirical 0.000 0.982 0.000 0.984 0.000 0.003

500 495 Approximate 0.000 0.957 0.000 0.929 0.000 0.995
Empirical 0.000 0.992 0.000 0.990 0.000 0.000

Pois 1 30 5 Approximate 0.918 0.929 0.940 0.912 0.825 0.930
Empirical 0.872 0.996 0.762 0.996 0.752 0.915

125 9 Approximate 0.779 0.916 0.811 0.888 0.779 0.881
Empirical 0.796 0.986 0.765 0.982 0.690 0.875

500 26 Approximate 0.786 0.895 0.745 0.884 0.765 0.875
Empirical 0.821 0.986 0.756 0.978 0.740 0.865

3 30 7 Approximate 0.852 0.932 0.813 0.905 0.656 0.955
Empirical 0.824 0.990 0.802 0.988 0.707 0.899

125 18 Approximate 0.865 0.894 0.800 0.907 0.749 0.937
Empirical 0.858 0.976 0.804 0.966 0.851 0.887

500 66 Approximate 0.865 0.898 0.843 0.903 0.800 0.933
Empirical 0.896 0.962 0.858 0.960 0.909 0.907

10 30 13 Approximate 0.609 0.902 0.743 0.944 0.314 0.990
Empirical 0.877 0.996 0.990 0.998 0.738 0.864

125 22 Approximate 0.695 0.869 0.758 0.929 0.372 0.980
Empirical 0.893 0.985 0.959 0.990 0.819 0.867

500 82 Approximate 0.725 0.900 0.792 0.919 0.615 0.962
Empirical 0.922 0.974 0.916 0.980 0.925 0.917

Table 4.4: Same settings as in Table 4.3, but we now consider binomial (upper
half) and Poisson (lower half) distributed response values.
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4.4.4 Coverage Results: Penalized Stumps

In this subsection, we will discuss the median coverage for the approximate and
empirical confidence bands and intervals for GAMBoost with penalized stumps.
We will analyze the smooth process first.

4.4.4.1 The Smooth Process

In general, we see that the performance of the approximate confidence intervals
and bands are unsatisfying. The coverage should be close to 0.95, but they
are consistently below this value. The coverage of the mean µi is better than
the coverage of the confidence bands for the single effect functions fj . The
median m̃test increases in line with the penalty λ. For those settings where
the empirical bands are computed, we see that they perform much better than
approximate counterparts. However, the coverage of the empirical bands are
often too wide.

For Gaussian distributed response values (Table 4.5), we see that altering
the penalty has a minuscule effect on the coverage. We see a slight improve-
ment in the coverage of µ when the signal-to-noise ratio is higher. A similar,
modest improvement is not seen in the coverage of the confidence bands for
the informative covariates, but the coverage for the non-informative covariates
increases significantly. However, they are still not close to 0.95.

Similarly, as for penalized B-splines, we have to be careful with the values
obtained for the binomial distribution (Table 4.6, upper half). The median
number of bootstrap iterations m̃test is close to the maximum number of
boosting iterations mmax, stumps = 250. I.e., GAMBoost has not converged to its
stabilized model; hence, the values should not be overinterpreted. We see that
the empirical quantities perform much better, but they are still far from ideal.

For the Poisson distribution (Table 4.6, lower half), we see a slight increase
in the coverage for both fj and µ when we increase the penalty λ. In addition,
we have that a higher signal-to-noise ratio yields better coverage for µ. The
approximate bands do not seem to have any benefits with an increased SNR.

That the empirical confidence bands outperform the approximate confidence
bands does not come as a surprise to us. Based on Figure 4.2, we see that the
empirical bands are wider than the approximate bands, and they are much
better at following the true effect functions. By the latter, we mean that the
piecewise constant function, fitted by GAMBoost, is only a crude estimation of
the smooth underlying function. In addition, the widths of the approximate
bands are constant on each piece; hence, we get that the approximate confidence
bands jump. It is not reasonable to expect an excellent performance of crude
piecewise constant bands when the actual underlying function is smooth and
varies a lot.

The empirical bands, on the other hand, are smoother as they are a result
of an ensemble of fitted effect functions. The following explanation is to give an
intuition and is not mathematically rigorous. Recall that we have Binner, stumps
GAMBoost models fitted to bootstrap samples of the training data. Let us
consider the jth fitted function and let f̄j denote the mean of the Binner, stumps
fitted versions of fj . Furthermore, let f̂j be the single fitted version based
on the whole training data. Then f̄j would be smoother than f̂j . If we had
applied data smoothing, i.e., a kernel density estimator, to f̂j , then we would
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have obtained a function that was more similar to f̄j . Similar reasoning also
holds for the 2.5th and 97.5th quantiles. Therefore, the empirical bands will be
smoother than the approximate bands, and they are better suited to cover a
smooth function.

However, the empirical bands still depend on GAMBoost to be able to estimate
the underlying function. When this is not the case, e.g., the binomial distribution
or f5 in the Gaussian case, we see that also the empirical uncertainty measures
fall short. This is also true for the approximate bands, i.e., the performance
depends on GAMBoost being able to estimate the true effect functions with
reasonable precision systematically. This is not always the case, as we can see
in Figure 4.11 for the binomial distribution with SNR = 10.

Likelihood-Based Boosting with Penalized Stumps on Smooth Data
Coverage

Dist SNR λ m̃test Conf. Band f1 f2 f3 f4 f5 µ

Gaus 1 2 13 Approximate 0.550 0.554 0.557 0.598 0.425 0.669
4 16 Approximate 0.524 0.583 0.551 0.554 0.414 0.690

Empirical 0.981 0.992 0.955 0.987 0.664 0.938
10 23 Approximate 0.557 0.614 0.601 0.629 0.450 0.704
25 40 Approximate 0.549 0.621 0.562 0.632 0.480 0.706

3 2 34 Approximate 0.602 0.669 0.569 0.684 0.442 0.724
4 38 Approximate 0.588 0.678 0.567 0.726 0.465 0.728

Empirical 0.990 0.985 0.980 0.985 0.820 0.955
10 49 Approximate 0.580 0.711 0.586 0.725 0.494 0.730
25 77 Approximate 0.540 0.696 0.564 0.708 0.501 0.714

10 2 104 Approximate 0.574 0.707 0.548 0.759 0.385 0.749
4 102 Approximate 0.570 0.720 0.516 0.775 0.396 0.740

Empirical 1.000 0.992 0.990 0.995 0.862 0.970
10 136 Approximate 0.602 0.767 0.521 0.783 0.428 0.743
25 180 Approximate 0.550 0.752 0.503 0.775 0.412 0.721

Table 4.5: Median coverage of the approximate and empirical confidence bands for
fj(xi,j) and confidence intervals for µi, for i = 1, 2, . . . , ntrain and j = 1, 2, . . . , p.
The results are calculated according to Algorithm 8 for Gaussian distributed
response values, and different signal-to-noise ratios SNR and penalties λ. The
data are generated from the smooth process, and we use penalized stumps as
base learners, see Algorithm 6. The quantity m̃test denotes the median of the
Bouter, stumps values for mtest.
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Likelihood-Based Boosting with Penalized Stumps on Smooth Data
Coverage

Dist SNR λ m̃test Conf. Band f1 f2 f3 f4 f5 µ

Bin 1 2 22 Approximate 0.495 0.660 0.500 0.599 0.330 0.799
4 34 Approximate 0.473 0.719 0.472 0.593 0.332 0.781

Empirical 0.867 0.987 0.865 0.972 0.480 0.888
10 74 Approximate 0.458 0.684 0.479 0.643 0.320 0.785
25 162 Approximate 0.457 0.725 0.459 0.569 0.300 0.776

3 2 58 Approximate 0.066 0.793 0.084 0.738 0.004 0.970
4 92 Approximate 0.046 0.824 0.094 0.727 0.005 0.967

Empirical 0.395 0.988 0.540 0.976 0.189 0.471
10 205 Approximate 0.034 0.794 0.071 0.682 0.000 0.973
25 248 Approximate 0.000 0.865 0.012 0.590 0.000 0.915

10 2 86 Approximate 0.000 0.858 0.000 0.945 0.000 1.000
4 143 Approximate 0.000 0.905 0.000 0.943 0.000 1.000

Empirical 0.000 1.000 0.000 1.000 0.000 0.000
10 244 Approximate 0.000 0.920 0.000 0.894 0.000 1.000
25 250 Approximate 0.000 0.995 0.000 0.861 0.000 0.971

Pois 1 2 11 Approximate 0.518 0.600 0.594 0.611 0.442 0.698
4 15 Approximate 0.589 0.620 0.601 0.582 0.467 0.716

Empirical 0.974 0.993 0.946 0.996 0.653 0.916
10 22 Approximate 0.581 0.653 0.589 0.587 0.476 0.749
25 38 Approximate 0.608 0.731 0.641 0.610 0.503 0.765

3 2 28 Approximate 0.611 0.670 0.299 0.593 0.451 0.786
4 32 Approximate 0.617 0.691 0.330 0.655 0.466 0.787

Empirical 0.985 0.995 0.970 0.995 0.765 0.950
10 47 Approximate 0.538 0.727 0.464 0.622 0.510 0.813
25 74 Approximate 0.499 0.752 0.482 0.601 0.503 0.800

10 2 59 Approximate 0.541 0.690 0.049 0.429 0.365 0.825
4 78 Approximate 0.593 0.708 0.051 0.460 0.369 0.829

Empirical 0.936 0.993 0.787 0.979 0.593 0.880
10 104 Approximate 0.594 0.720 0.071 0.507 0.385 0.842
25 167 Approximate 0.368 0.778 0.377 0.531 0.443 0.831

Table 4.6: Same setting as in Table 4.5, but we now consider binomial (upper
half) and Poisson (lower half) distributed response values.
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4.4.4.2 The Stepwise Process

The results for the stepwise data generating process are presented in Table 4.7
and Table 4.8. In all settings, we have that m̃test is much lower for the stepwise
process than for the smooth process in coinciding settings. This does not
come as a surprise as the penalized stumps favor the stepwise functions in
the stepwise process compared to the smooth effect functions in the smooth
process. In general, we can say that the coverage is at the same level as for the
smooth process, and the coverage of µ is better than the coverage of fj , for
j = 1, 2, . . . , p. The empirical confidence intervals and bands are much better,
but the bands are slightly too narrow for the informative variables and too wide
for the non-informative. The poor performance of the approximate bands might
be related to the problems discussed in the last paragraph of Section 4.4.4.1
and in Section 4.5.3.

For the Gaussian distribution (Table 4.7), we see that an increased signal to
noise ratio improves the coverage of µ. However, the approximate coverage, for
the informative covariates, decreases significantly, while the coverage for the
non-informative covariates is marginally increased. The empirical confidence
intervals and bands perform much better, especially the intervals for µ. The
empirical bands for the non-informative covariates are too wide, as the median
coverage is 1 for all signal-to-noise ratios.

For binomial distributed response values (Table 4.8, upper half), we have
that the approximate bands fail completely, especially for high signal-to-noise
ratios. However, the confidence intervals for µ improves in line with the SNR,
and is near the correct value of 0.95 for SNR = 10. The choice of penalty λ
does not seem to affect the coverage for µ; however, it affects the coverage of
the approximate confidence bands. The coverage for the informative covariates
decreases while the coverage for the non-informative covariates increases when
λ increases. See Section 4.5.2 for a discussion and explanation for the poor
performance of both the approximate and empirical confidence bands for the
binomial distribution.

For the Poisson distribution (Table 4.8, lower half), an increased penalty
seems to marginally increase the coverage of the approximate confidence intervals
and bands for all signal-to-noise ratios. The coverage of µ is better than the
coverages of the single effect functions fj , but they are still far from ideal,
i.e., 0.95. The empirical confidence intervals for µ perform better than the
approximate counterparts, but the coverage decrease with an increased signal-
to-noise ratio. For SNR = 10, we have that the approximate intervals are
better than the empirical ones. The bands associated with the non-informative
variables are too wide, as the median coverage is 1. The coverages of the
informative variables are better than the approximate, especially for SNR = 3,
but in general, they differ from 0.95 by a significant amount.

To conclude, it is hard to recommend either the approximate or the empirical
uncertainty measures for GAMBoost with penalized stumps. Neither method
dominates the other, and they fail entirely in different settings. In addition,
both methods are systematically far from the desired coverage of 0.95, except for
the empirical uncertainty measures in the case of Gaussian distributed response
values. Especially noteworthy is that the median coverage of the empirical
bands of the non-informative variables is approximately 1 for all settings.
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Likelihood-Based Boosting with Penalized Stumps on Stepwise Data
Coverage

Dist SNR λ m̃test Conf. Band f1 f2 f3 f4 f5 µ

Gaus 1 2 2 Approximate 0.874 0.320 0.904 0.429 0.340 0.686
4 3 Approximate 0.783 0.286 0.860 0.295 0.362 0.682

Empirical 0.945 1.000 0.655 1.000 0.792 0.958
10 4 Approximate 0.561 0.365 0.735 0.424 0.488 0.753
25 8 Approximate 0.683 0.410 0.473 0.434 0.444 0.765

Empirical 0.810 0.995 0.663 0.990 0.795 0.913
3 2 4 Approximate 0.832 0.432 0.704 0.380 0.362 0.763

4 4 Approximate 0.618 0.417 0.698 0.436 0.327 0.766
Empirical 0.930 1.000 0.847 1.000 0.920 0.967

10 6 Approximate 0.678 0.289 0.427 0.396 0.266 0.759
25 12 Approximate 0.677 0.472 0.469 0.463 0.243 0.742

Empirical 0.865 0.993 0.630 0.990 0.820 0.913
10 2 4 Approximate 0.587 0.514 0.364 0.581 0.060 0.802

4 5 Approximate 0.522 0.495 0.351 0.403 0.063 0.764
Empirical 0.935 1.000 0.698 1.000 0.933 0.960

10 8 Approximate 0.561 0.488 0.428 0.474 0.057 0.748
25 15 Approximate 0.600 0.445 0.458 0.391 0.050 0.757

Empirical 0.918 0.990 0.613 0.985 0.880 0.900

Table 4.7: Median coverage of the approximate and empirical confidence bands for
fj(xi,j) and confidence intervals for µi, for i = 1, 2, . . . , ntrain and j = 1, 2, . . . , p.
The results are calculated according to Algorithm 8 for Gaussian distributed
response values, and different signal-to-noise ratios SNR and penalties λ. The
data are generated from the stepwise process, and we use penalized stumps as
base learners, see Algorithm 6. The quantity m̃test denotes the median of the
Bouter, stumps values for mtest.
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Likelihood-Based Boosting with Penalized Stumps on Stepwise Data
Coverage

Dist SNR λ m̃test Conf. Band f1 f2 f3 f4 f5 µ

Bin 1 2 6 Approximate 0.273 0.552 0.529 0.500 0.211 0.757
4 9 Approximate 0.224 0.562 0.393 0.544 0.171 0.747

Empirical 0.310 1.000 0.518 0.990 0.580 0.845
10 17 Approximate 0.173 0.620 0.324 0.619 0.164 0.741
25 37 Approximate 0.190 0.612 0.335 0.618 0.144 0.748

3 2 10 Approximate 0.000 0.745 0.088 0.680 0.000 0.836
4 15 Approximate 0.000 0.784 0.048 0.714 0.000 0.841

Empirical 0.004 0.991 0.057 0.990 0.000 0.355
10 34 Approximate 0.000 0.794 0.039 0.708 0.000 0.822
25 78 Approximate 0.000 0.783 0.045 0.688 0.000 0.818

10 2 7 Approximate 0.000 0.878 0.000 0.832 0.000 0.946
4 11 Approximate 0.000 0.867 0.000 0.805 0.000 0.939

Empirical 0.000 1.000 0.002 1.000 0.000 0.226
10 25 Approximate 0.000 0.837 0.000 0.801 0.000 0.940
25 58 Approximate 0.000 0.901 0.000 0.794 0.000 0.945

Pois 1 2 3 Approximate 0.577 0.606 0.691 0.679 0.312 0.759
4 3 Approximate 0.612 0.553 0.753 0.604 0.377 0.765

Empirical 0.745 1.000 0.733 1.000 0.774 0.846
10 4 Approximate 0.697 0.619 0.752 0.553 0.686 0.751
25 7 Approximate 0.437 0.495 0.652 0.419 0.662 0.776

3 2 4 Approximate 0.562 0.708 0.692 0.577 0.604 0.722
4 4 Approximate 0.504 0.491 0.673 0.556 0.578 0.763

Empirical 0.975 1.000 0.942 1.000 0.880 0.832
10 5 Approximate 0.437 0.576 0.650 0.529 0.533 0.763
25 8 Approximate 0.443 0.596 0.547 0.512 0.676 0.782

10 2 6 Approximate 0.012 0.606 0.309 0.625 0.227 0.852
4 6 Approximate 0.008 0.569 0.421 0.800 0.180 0.835

Empirical 0.478 1.000 0.755 1.000 0.587 0.797
10 6 Approximate 0.010 0.729 0.618 0.766 0.284 0.744
25 12 Approximate 0.031 0.701 0.565 0.680 0.346 0.761

Table 4.8: Same setting as in Table 4.7, but we now consider binomial (upper
half) and Poisson (lower half) distributed response values.
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4.5 Remarks

In this section, we want to give some comments about the coverage results
obtained in Section 4.4 for GAMBoost, for both penalized B-splines and penalized
stumps as base learners. We will discuss in Section 4.5.1 some hyper-parameters
and the too narrow confidence bands for the penalized stumps version of
GAMBoost. In Section 4.5.2, we highlight the reason for the poor performance, of
both the approximate and empirical methods, in the case of binomial distributed
response values with a high signal-to-noise ratio, that is, SNR ∈ {3, 10}. In
Section 4.5.3, we investigate the especially poor performance of GAMBoost with
penalized stumps on the stepwise process. As a result of this investigation, we
introduce a more advanced stepwise data generating process in Section 4.5.4
and conduct a small simulation study on the coverage of the confidence bands
and intervals.

4.5.1 Model Hyper-Parameters in GAMBoost

4.5.1.1 GAMBoost with Penalized B-Splines

For GAMBoost with penalized B-splines, we are satisfied with the coverage of
the approximate confidence bands and intervals. Especially since the coverage
of the empirical counterparts are comparable, i.e., we can save a lot of time
and computational resources by using the approximate bands and intervals,
compared to the empirical ones, without sacrificing precision.

However, there are some hyper-parameters that we have not discussed. In
the coverage analysis, we have used penalized B-splines of order 3, and we
have used 20 uniformly placed knots. We have not conducted any thorough
simulation study for different orders, but we have run steps 1-6 in Algorithm 8
for the Gaussian distribution with reasonable orders, and the obtained empirical
and approximate confidence bands coincided. This leads us to believe that
the order of the penalized B-splines does not affect the difference between the
coverage of the empirical and approximate confidence bands. Furthermore,
since the number of knots is hardcoded to 20 (Binder, 2013), we cannot check
if this hyper-parameter affects the coverage.

From Section 3.1.3, we know that the number of parameters in GAMBoost
with penalized B-splines is p(M+K). Here p denotes the number of explanatory
variables, M is the order of the penalized B-splines, and K is the number of
knots. See Figure 3.2 for a visual illustration in the case of p = 1. For the
setting in Section 4.4, we have p = 5, M = 3, and K = 20, which yields a total
of 115 parameters to be estimated, if all 5 variables are included. When we
increase the order M and the number of knots K, we need to estimate more
parameters, which can produce less precise estimates. Thus, we would not be
surprised if we obtained worse coverage results for settings where both M and
K were large.

4.5.1.2 GAMBoost with Penalized Stumps

For GAMBoost with penalized stumps, we were surprised by the poor coverage,
especially for the stepwise process, which we will come back to in Section 4.5.3.
From Section 3.2.4, we have that GAMBoost with penalized stumps consists of
2np parameters. Here n denotes the number of observations in the training
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data, and p is the number of covariates. Many of these parameters will be zero,
even in a fitted model. All the parameters will first be non-zero when all np
pairs of observations and covariates have been used as split points. For the
setting in Section 4.4, we have p = 5 and ntrain = 100, which yields a total of
1000 possible parameters. I.e., we have 8.7 times more possible parameters in
the penalized stumps version than in the penalized B-splines version.

We have by e-mail discussed with Binder, the co-developer of likelihood-
based boosting, the poor performance of the approximate confidence bands
and intervals for GAMBoost with penalized stumps. We did not reach a final
conclusion, but a partial source of the bad performance might be connected to
that the estimated variance does not take into account the selection of penalty
parameters or splits (see (3.12), (3.54), (3.55), (3.60), and (3.61)). As there are
only a few (implicit) penalty parameters for the penalized B-splines, this does
not matter much. However, there are many splitting decisions for the penalized
stumps, i.e., the bands can fully be expected to be too narrow.

This idea is (indirectly) supported by Hofner, Kneib, et al. (2016). They
endorse bootstrap and emphasize that it is necessary to use bootstrap to obtain
confidence intervals that reflect both the shrinkage and the selection process of
boosting. Their statement supports the idea emphasized above, as penalized
B-splines have a limited number of parameters that can be updated in the
selection step, while penalized stumps have vastly more parameters that can
be updated. This is not taken into account when computing the approximate
confidence intervals and bands.

We find this explanation to be reasonably satisfactory for the Gaussian and
Poisson distribution. However, for the binomial distribution, it is not a sufficient
explanation. There we saw that both the approximate and empirical confidence
bands gave completely wrong coverages, especially for high signal-to-noise ratios.
However, as we will soon discuss, it is not the width of the approximate and
empirical confidence bands that is the main issue here, but rather their location.

4.5.2 Binomial Distribution with High Signal-To-Noise Ratio

Here we will present a possible explanation for the poor performance of the
empirical and approximate confidence bands for the binomial distribution
with SNR ∈ {3, 10}. We will also see why the coverage of the empirical
confidence intervals for µ are much lower than the approximate counterparts.
The explanation and figures will be limited to GAMBoost with penalized stumps
on the stepwise process. However, the explanation is also valid for GAMBoost
with penalized B-splines and for both data generating processes.

The standard logistic function, i.e., the canonical response function h for
the binomial distribution, is approximately 0 for values smaller than −5 and
approximately 1 for values larger than 5. To obtain SNR = 10, we get cn ≈ 10
in (4.2). This means that the constant values of the true effect functions
are rather large, in absolute value, as we can see in Figure 4.11. Especially
the 5th effect function has a strong influence on the true linear predictor
ηi. For the sake of convenience, assume that cn is exactly 10, then ηi ∈
{−17.5,−12.5,−7.5,−2.5, 2.5, 7.5, 12.5, 17.5}, which is easily seen from (4.2).
This means that the true means µi = h(ηi) are approximately 0 or 1, except
for ηi = −2.5 and ηi = 2.5. For these values, we get µi = 0.076 and µi = 0.924.
In Figure 4.10, we can see the 8 different values the true means µi (gray dots)
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Figure 4.10: GAMBoost with penalized stumps and λ = 4 fitted to binomial response
values with SNR = 10 generated from the stepwise process. The predicted means
µ̂i (black) alongside the true means µi (gray), ordered with respect to the latter.
The dotted and dashed lines represent the approximate and empirical confidence
intervals, respectively. The empirical bands are not able to cover the true means
µi near 0 and 1.

Figure 4.11: An extension of the setting in Figure 4.10. The displayed functions
are the estimated effect functions that yielded the lowest test deviance. That is,
the fitted GAMBoost model after 11 boosting iterations. The solid gray curves are
the true functions, while the solid black curves are the estimated functions. The
approximate and empirical confidence bands are represented by the black dotted
lines and the gray dashed lines, respectively. The fitted functions are not able to
capture the true effect functions. This corresponds to steps 1-6 in Algorithm 8.

can take; however, it is impossible to distinguish the extreme values, as they
are nearly identical to 0 and 1.

In Figure 4.11, we see the fitted GAMBoost model for the iteration with
the lowest test deviance, and it is clear that it struggles with estimating the
true effect functions. Furthermore, it is also clear why we obtain such poor
results for the empirical and approximate confidence bands. For the non-
informative covariates, we have only updated the estimated effect functions a
minuscule amount; hence, the whole zero line lies within both the empirical and
approximate bands. For the informative covariates, we see that the estimated
functions are dampened versions of the true effect functions. Note that the best
model is the fitted model after 11 boosting iterations. Thus, there is no issue
related to mmax, the maximum number of boosting iterations, being too low.
It merely is that the model starts to overfit the training data after the 11th
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Figure 4.12: Extending the setting described in Figure 4.10. Coverage of the
approximate and empirical pointwise confidence bands for fj(xi,j), represented
as black and gray dots, respectively, for i = 1, 2, . . . , ntrain and j = 1, 2, . . . , p.
The estimated coverages are computed by following steps 1-7 in Algorithm 8,
with Binner = Bouter = 200. Both methods fail completely for the informative
covariates.

Figure 4.13: An extension of the setting described in Figure 4.12. We now look
at the coverage of µi, for i = 1, 2, . . . , ntrain. We see that the empirical confidence
intervals yield worse coverages than the approximate confidence intervals.

iteration, which yields worse performance on the independent test set. Since,
both the empirical and approximate bands are located around the poorly fitted
functions, it is not strange that we obtain inadequate coverage.

In Figure 4.10, we see that the empirical and approximate confidence intervals
for µ. We see that the empirical intervals (dashed lines) never get close enough
to extreme values of 0 and 1, which causes poor performance. They are not
able to obtain these extreme values as the fitted effect functions are dampened
versions of the true effect functions; hence, the bootstrapped models obtain
less extreme values for µ. The approximate intervals, on the other hand, are
symmetric around the predicted mean µ̂i and does not care about the valid range
of µi. I.e., we see that the approximate confidence intervals contain negative
values for some µi and values larger than 1 for other µi. Since the approximate
intervals can cover these extreme values, the corresponding coverage is going to
be better than the empirical.

In Figure 4.12 and Figure 4.13, we see the coverage results, i.e., steps 1-7
in Algorithm 8. The former figure illustrates the coverage of the empirical
and approximate confidence bands for the five fj , while the latter illustrates
the coverage for the confidence intervals for µi. That is, they are similar to
Figures 4.7 - 4.9, but for the binomial distribution instead of the Gaussian. The
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coverages are in accordance with the descriptions in the previous paragraphs.
I.e., we see unsatisfactory coverages for both versions of the confidence bands,
and that the performance of the approximate confidence intervals for µi is
better than the empirical. If we take the median of Figure 4.12 and Figure 4.13,
we obtain the values in Table 4.8, for SNR = 10 and λ = 4.

4.5.3 Tuning Parameters in GAMBoost

In Section 2.2.6, we discussed how the number of boosting iterations mstop
and penalty factor λ influenced the test performance of fitted likelihood-based
boosted models. In the boosting community, the consensus is that mstop is the
main tuning parameter as long as λ is chosen sufficiently large. However, in
Appendix B.6 we will see that for the stepwise process, we obtain an unexpected
tendency in the test performance curves, which contradicts the consensus.
We will see that models with minuscule regularization outperform the higher
penalized models. In Appendix B.6, we report some results and give a possible
explanation where we emphasize that the more regularized models easier overfit
the training data due to the simple underlying structure of the stepwise data
generating process. This is explained in depth for GAMBoost with penalized
stumps on stepwise data, and we highlight the similarities between the model
structure of stumps and the true effect functions in the stepwise process.

This also affects the coverage of the confidence bands, as both the approxi-
mate and empirical confidence bands are located around the fitted functions f̂j ,
for j = 1, 2, . . . , p. Thus, if f̂j systematically misses the true effect function fj ,
we cannot expect the bands of either the approximate or empirical method to
yield the correct coverage. An extreme case of this setting is seen in Figure 4.11,
where both the approximate and empirical bands are located approximately
around the fitted effect functions f̂j , but f̂j underestimates the true underlying
effect functions in the stepwise process. This made us interested in checking
whether more advanced and thereby also more realistic, piecewise constant
underlying effect functions would remove the overfitting issue and produce
better coverage results.

4.5.4 The Advanced Stepwise Process

For the smooth process, we did not expect the 95% approximate confidence
bands, for GAMBoost with penalized stumps, to yield a coverage of 0.95. However,
for the stepwise process, we had anticipated better results. Based on the
discussion in Section 4.5.3, we were not sure if the poor performance was
caused by the overlapping structure of penalized stumps and the effect functions
in the stepwise process. Therefore, in this subsection, we want to check if
the approximate confidence bands yield better coverages when the true effect
functions are complex piecewise constant functions.

4.5.4.1 The New Setting

We propose a new data generating process called the advanced stepwise process.
The true liner predictor ηi is given by

ηi = cn
(
α0 + f1(xi,1) + f2(xi,2) + f3(xi,3) + f4(xi,4) + f5(xi,5)

)
, (4.7)
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where α0 = 0 and the piecewise constant functions are given by

f1(x) =


−2 for x ∈ [−1.0,−0.6)
−1 for x ∈ [−0.6,−0.2)

0 for x ∈ [−0.2, 0.2)
1 for x ∈ [0.2, 0.6)
2 for x ∈ [0.6, 1.0],

f2(x) =



1 for x ∈ [−3/3,−2/3)
−1 for x ∈ [−2/3,−1/3)

2 for x ∈ [−1/3, 0/3)
−2 for x ∈ [0/3, 1/3)

3 for x ∈ [1/3, 2/3)
−3 for x ∈ [2/3, 3/3],

f3(x) =


2 for x ∈ [−1.0,−0.6)
−2 for x ∈ [−0.6,−0.2)

0 for x ∈ [−0.2, 0.2)
−2 for x ∈ [0.2, 0.6)

2 for x ∈ [0.6, 1.0],

f4(x) =



1 for x ∈ [−3/3,−2/3)
0 for x ∈ [−2/3,−1/3)
−1 for x ∈ [−1/3, 0/3)
−1 for x ∈ [0/3, 1/3)

0 for x ∈ [1/3, 2/3)
1 for x ∈ [2/3, 3/3],

and f5(x) = 0 for x ∈ [−1, 1]. These effect functions are seen in Figure 4.14 as
solid gray curves.

Similarly, as discussed in Section 4.2, we can use cn to control the signal-
to-noise ratio (4.3). Furthermore, we use (4.4), (4.5), or (4.6) to generate
Gaussian (with unit variance), binomial, or Poisson distributed response values,
respectively. However, due to temporal limitations, we will only run the coverage
analysis, see Algorithm 8, for the Gaussian distribution. We will use the same
sign-to-noise ratios as before, i.e., SNR ∈ {1, 3, 10}, and penalty λ = 4. We
restrict ourselves to GAMBoost with penalized stumps, as it is for this base
learner we are interested in evaluating the coverage of the confidence intervals
and bands. We will use Bouter = Binner = 200, mmax = 250, ntrain = 100, and
ntest = 1000. In addition, we will compute the coverage of the approximate
confidence intervals and bands for λ ∈ {25, 100, 250}. For these penalties, we let
mmax = 2000 as large penalties implies that GAMBoost needs more iterations to
fit the model.

4.5.4.2 Gaussian Response Variables with SNR = 3

We will present figures illustrating a GAMBoost model with penalized stumps
fitted to the advanced stepwise process. In addition, we will include the coverage
the effect functions fj , for j = 1, 2, . . . , p, and the mean µ, which corresponds to
steps 1-7 in Algorithm 8. This will be done for Gaussian response variables with
SNR = 3 and penalty factor λ = 4, similarly to what we did in Section 4.4.1.

In Figure 4.14, we see an example of a GAMBoost model with penalized
stumps fitted to a data set generated from the advanced stepwise process. More
precisely, we see the fitted version after boosting iteration 55, which is the
iteration that obtained the lowest test deviance. We see that the estimated effect
functions are usually able to estimate the true effect functions with acceptable
precision. However, f̂1 is quite off, while both f̂2 and f̂3 are somewhat dampened,
and the non-informative 5th covariate is included in the model. Note that the
estimated functions often make significant jumps near the endpoints, e.g., right-
hand side of f̂3. From Figure 4.14, we can also see that the empirical bands are
wider and smoother than the approximate bands.

Figure 4.15 shows the predicted means µ̂i compared with the true means µi,
for i = 1, 2, . . . , ntrain. It is clear that µ̂i is often close to the true means µi. In
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Figure 4.14: GAMBoost with penalized stumps and λ = 4 fitted to Gaussian
response values with SNR = 10 generated from the advanced stepwise process.
The displayed functions are the estimated effect functions that yielded the lowest
test deviance. That is, the fitted GAMBoost model after 55 boosting iterations.
The solid gray curves are the true functions, while the solid black curves are
the estimated functions. The approximate and empirical confidence bands are
represented by the black dotted lines and the gray dashed lines, respectively. This
corresponds to steps 1-6 in Algorithm 8.

Figure 4.15: An extension of the setting in Figure 4.14. The predicted means µ̂i

(black) alongside the true means µi (gray), ordered with respect to the latter.
The dotted and dashed lines represent the approximate and empirical confidence
intervals, respectively. It is apparent that the empirical intervals are much wider
than the approximate counterparts.

addition, we have included the approximate and empirical confidence intervals.
For many observations, we see a similar width, but in general, it is clear that
the empirical confidence intervals are wider than the approximate counterparts.

In Figure 4.16, we look at the coverage results for the effect functions
fj , in accordance with steps 1-7 in Algorithm 8. We see that the empirical
confidence bands yield better coverage than the approximate bands. However,
their coverage is not perfect, as they regularly deviate from 0.95 by a significant
amount. In addition, we see that the coverage of the approximate bands follow
the same curve as the empirical counterparts but shifted downward. Due to this
consistent pattern, we believe one can find a correction that can be applied to
the approximate bands such that they yield the same coverage as the empirical
bands. Similarly as for the stepwise process, see Figure 4.7 and Figure 4.8, we
see drops in the coverage for values near the jump-points. However, as the
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Figure 4.16: Extending the setting described in Figure 4.14. Coverage of the
approximate and empirical pointwise confidence bands for fj(xi,j), represented as
black and gray dots, respectively, for i = 1, 2, . . . , ntrain and j = 1, 2, . . . , p. The
estimated coverages are computed by following steps 1-7 in Algorithm 8, with
Binner = Bouter = 200.

Figure 4.17: An extension of the setting described in Figure 4.16. We now look
at the coverage of µi, for i = 1, 2, . . . , ntrain. We see that the empirical confidence
intervals yield better coverage than the approximate confidence intervals.

jump-points are more frequent in the advanced stepwise process, we do not see
the same restoration in coverage for values far from the jump-points.

In Figure 4.17, we see the coverage for the mean µ. Also here, we see that
the empirical confidence intervals yield better coverage than the approximate
confidence intervals. A silver lining is that the coverages of the approximate
intervals are shifted downward by a fixed amount. I.e., they do not fluctuate too
much; thus, we might be able to derive a correctional update to the approximate
intervals, which prevents the poor coverage.

The last part of step 7 in Algorithm 8 consists of taking the median of the
coverages for the effect functions fj(xi,j) and the mean µi, for j = 1, 2, . . . , p
and i = 1, 2, . . . , ntrain. I.e., the median of the coverages obtained in Figure 4.16
and Figure 4.17, and the results are seen in Table 4.9.
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4.5.4.3 Coverage Results

We will now report the results of Algorithm 8 on the advanced stepwise process
(4.7), see Table 4.9. This is done for the different parameter settings described
in Section 4.5.4.1. From the median coverage results in Table 4.9, it is evident
that the approximate confidence bands and intervals are flawed, in the case of
GAMBoost with penalized stumps. I.e., our suspicion about whether it was the
overlapping structure of stumps and the stepwise process that caused the poor
coverage results has been disproved. This means that the issues discussed in
Section 4.5.1.2 might be the root of the problem. I.e., that the estimated variance
does not take into account the split point, which again leads to the inadequate
coverage. However, the coverages of the approximate confidence bands and
intervals are systematically lower than 0.95, but often by an approximately
common amount. Thus, one might be able to find some correctional constant or
term, which can be added to the uncertainty measures to obtain better coverage
results.

Furthermore, we see that the empirical confidence bands and intervals
obtain better results. However, neither of these are ultra-precise, as they often
deviate quite an amount from 0.95. The empirical confidence bands for the
non-informative covariate is too wide as we obtain median coverages near 1,
while the coverage of f2, the most chaotic effect function, is too low. This is
caused by GAMBoost with penalized stumps fitting dampened versions of the
true effect functions, as we can see in Figure 4.14.

It is hard to say something definite about how the penalty factor λ and
the signal-to-noise ratio SNR affect the coverage. For all the approximate
confidence bands, except for f4, we see that the median coverage benefits from
a large penalty factor for all signal-to-noise ratios. This benefit is marginal for
some effect functions, e.g., see f1, while the improvement is quite significant for,
e.g., f2. Furthermore, the median coverage for most of the effect functions are
better for larger signal-to-noise ratios; however, this is not the case for f1. Thus,
we cannot give any general conclusions about the effect the penalty and the
signal-to-noise ratio have on the coverage, which hold for all five effect functions
fj simultaneously. However, the median coverages of µi are always better than
the coverages of the effect functions. Furthermore, it seems that an increased
signal-to-noise ratio slightly increases the coverage for µi. The same holds for
the penalty factor λ, i.e., a larger penalty marginally increases the median
coverage of the approximate confidence intervals for µi, for i = 1, 2, . . . , ntrain.
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Likelihood-Based Boosting with Penalized Stumps on Advanced Stepwise Data
Coverage

Dist SNR λ m̃test Conf. Band f1 f2 f3 f4 f5 µ

Gaus 1 4 22 Approximate 0.590 0.363 0.368 0.679 0.570 0.680
Empirical 0.970 0.538 0.750 0.975 0.995 0.905

25 54 Approximate 0.668 0.438 0.440 0.668 0.665 0.715
100 175 Approximate 0.648 0.458 0.430 0.620 0.714 0.713
200 324 Approximate 0.623 0.425 0.435 0.645 0.635 0.703

3 4 61 Approximate 0.600 0.455 0.550 0.720 0.666 0.730
Empirical 0.970 0.603 0.788 0.990 0.995 0.910

25 148 Approximate 0.663 0.608 0.570 0.710 0.679 0.725
100 440 Approximate 0.645 0.643 0.565 0.715 0.715 0.748
200 827 Approximate 0.635 0.653 0.558 0.685 0.763 0.745

10 4 153 Approximate 0.490 0.550 0.550 0.690 0.682 0.745
Empirical 0.985 0.713 0.895 1.000 1.000 0.925

25 314 Approximate 0.590 0.678 0.593 0.790 0.735 0.750
100 889 Approximate 0.570 0.713 0.615 0.775 0.745 0.770
200 1714 Approximate 0.535 0.735 0.595 0.755 0.763 0.755

Table 4.9: Median coverage of the approximate and empirical confidence bands for
fj(xi,j) and confidence intervals for µi, for i = 1, 2, . . . , ntrain and j = 1, 2, . . . , p.
The results are calculated according to Algorithm 8 for Gaussian distributed
response values, and different signal-to-noise ratios SNR and penalties λ. The
data are generated from the advanced stepwise process and we use penalized stumps
as base learners, see Algorithm 6. The quantity m̃test denotes the median of the
Bouter values for mtest.
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CHAPTER 5

Conclusion and Further Work

In this thesis, we investigated a method to derive approximate pointwise confi-
dence bands and confidence intervals for likelihood-based boosting, which is a
sub-domain of statistical boosting. In general, boosting is an iterative fitting
procedure that gradually fits the model. Boosting was originally a black-box
algorithm but was later extended to statistical boosting when its ideas were for-
malized from a statistical point-of-view. The paradigm called likelihood-based
boosting aims to maximize the likelihood of the model parameters, and does so
by iteratively updating the model parameters by one iteration of Fisher scoring.

In Chapter 3, we looked at the GAMBoost algorithm, which fits a GAM by
likelihood-based boosting. GAMBoost is an example of componentwise boosting.
I.e., in each iteration, only the model parameter updates associated with the
explanatory variable which increased the fit of the overall model the most is
kept. This enables us both to exploit the bias-variance trade-off and obtaining
implicit variable selection. The latter holds only if early stopping is applied.
We considered two different base learner structures for GAMBoost: the smooth
structure of penalized B-splines and the stepwise structure of penalized stumps.
Both model structures were penalized for obtaining sufficiently weak learners.

In addition, we introduced hat matrices and demonstrated how these matri-
ces are stepping stones for more interesting statistical quantities, e.g., model
selection criteria and pointwise confidence intervals. The main focus of this
thesis was aimed at the latter. In the case of GAMBoost, we demonstrated
how we could obtain an approximate iteration-specific hat matrix Hm. The
hat matrix was derived by approximating the Fisher scoring update by linear
Taylor expansion and then manipulating the mathematical expressions to the
form µ̂m ≈ Hmy. For Gaussian distributed response variables, we have that
the approximate hat matrix is exact. We could then compute approximate
confidence intervals for the mean µi, for i = 1, 2, . . . , ntrain. Furthermore, we
demonstrated how to decompose the hat matrix into contribution matrices
Qm,j , for each of the p effect functions fj . These contribution matrices could
then be used to derive approximate pointwise confidence bands for each fj , for
j = 1, 2, . . . , p.

In Chapter 4, we introduced bootstrap, which is a resampling technique
used to derive empirical uncertainty measures. This resampling method is
often used in boosting to quantify the uncertainty because of the lack of any
other method. We demonstrated how bootstrap is used to compute empirical
percentile confidence bands for µi and empirical percentile pointwise confidence
bands for fj .
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Furthermore, in the same chapter, we conducted a simulation study which
investigated the coverage of the approximate and empirical confidence intervals
and bands. This was done by constructing two data generating processes, one
with smooth effect functions and one with step effect functions, which we could
use to generate data from repeatedly. The response variables were simulated
from the binomial, Poisson, and Gaussian distribution. We restricted ourselves
to Gaussian distribution with unit variance, i.e., σ2 = 1, to omit the need for
dispersion estimation. The different structures of the data generating processes
were made to reflect the model structure of the base learners in GAMBoost,
i.e., the smooth structure of penalized B-splines and the piecewise constant
structure of penalized stumps. Regarding the performance of the GAMBoost
models, we saw that penalized B-splines outperformed penalized stumps on the
smooth process and vice versa for the stepwise process.

For GAMBoost with penalized B-splines as base learners, we found that
the approximate and empirical confidence intervals and bands were strong
competitors for both data generating processes. Neither method dominated the
other, and their coverage coincided in most situations. However, we need to
emphasize that neither the empirical or approximate bands were perfect, as the
median coverage would differ from 0.95, in both directions, for some of the effect
functions in specific settings. Since there is a strong correlation between the
coverages of the approximate and empirical quantities, we can with confidence
recommend the approximate method as it saves computational resources and
time, compared to the empirical method, without sacrificing precision.

The same cannot be said for GAMBoost with penalized stumps as base
learners. The coverages of the approximate confidence bands are consistently
below their target of 0.95. The confidence intervals for µ are significantly
better than the bands but are still systematically too narrow. The empirical
uncertainty measures, on the other hand, performs much better regarding the
coverage of µ. However, the empirical confidence bands tend to be too wide,
especially for non-informative covariates. Between the two methods, there is no
doubt that the empirical quantities are superior compared to the approximate
counterparts. This is especially disappointing since GAMBoost with penalized
stumps is a computationally complex fitting procedure, and the empirical
uncertainty measures are computationally costly to compute.

To be entirely sure about this conclusion, we created a third data generat-
ing process where the true effect functions were advanced piecewise constant
functions. However, the obtained coverage results confirmed the conclusion
above. I.e., the approximate confidence bands and intervals for GAMBoost with
penalized stumps are systematically too narrow. However, the results also
illustrated that the empirical confidence bands yielded inadequate coverage and
should not be trusted blindly.

The results of Section 4.4 also highlights another major drawback of GAMBoost.
The choice of the best penalty λ and the number of boosting iterations mstop,
depends on the distribution, the signal-to-noise ratio, and the underlying struc-
ture of the data generating process. Thus, intuition alone is not sufficient to pick
an optimal pair of λ and mstop. We can derive relative rule of thumbs, e.g., for
a fixed signal-to-noise ratio, binomial distributed response values need a smaller
penalty than Gaussian distributed response values, or a higher signal-to-noise
ratio needs a lower penalty. However, these rules are almost useless in applica-
tions, as we lack the knowledge about the underlying data structure which we
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are investigating. Hence, we need to conduct a two-dimensional optimization
problem to fit an optimal GAMBoost model.

In this thesis, we have investigated many interesting properties of likelihood-
based boosting; however, there is an uncountable number of aspects yet to be
explored. There are simple tasks, such as considering confusions matrices for
binomial regression, in the context of GAMBoost. We only used the deviance
to analyze the performance, but it would also be interesting to determine the
sensitivity, specificity, precision, miss-rate, et cetera of the boosted model.

There exist more intermediate tasks, e.g., finding a correction to the approx-
imate confidence intervals and bands for GAMBoost with penalized stumps, such
that we obtained coverages closer to the empirical counterparts. Another inter-
esting task, would be to continue the work started in Appendix B.5.2. There we
sketched out how to also include an intercept update, which is significant in the
binomial and Poisson setting, and how this would affect the technique used to
derive the approximate hat matrix. Furthermore, we restricted ourselves to the
binomial, Poisson, and Gaussian (with unit variance) distribution to eliminate
the need for dispersion parameter estimation. However, it would be interesting
to include dispersion estimation, as this allows us to model general Gaussian
distributed response variables, i.e., σ2 6= 1. Besides, this would also enable us
to use other distributions in the exponential family, e.g., exponential, gamma,
inverse Gaussian, et cetera. Even though the exponential family contains many
of the most used distributions, it would also be interesting to see if we can
derive similar results for distributions outside this family.

The more advanced tasks that we can think of involve extending the tech-
niques derived in this thesis. We restricted ourselves to (approximate and
empirical) confidence intervals and pointwise confidence bands. A natural exten-
sion would be to expand to prediction intervals and pointwise prediction bands.
Another extension would be to compute the simultaneous bands, both in the
case of confidence bands and prediction bands. For these uncertainty measures,
we could analyze their coverage similar to what we did in this thesis. Finally,
we would like to investigate if the method of deriving an approximate hat
matrix can be applied to gradient boosting, which is the more general boosting
framework. Others have already tried this idea, but the current methods fail
(Mayr, Hofner, and Schmid, 2012).
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APPENDIX A

Fisher Scoring for
Likelihood-Based Boosting

This section is a continuation of Section 2.1.4.1; hence, the assumptions we
made in that section is still assumed. We are going to continue the introduction
of Fisher scoring for the exponential family, which we stopped after (2.21). We
stopped the calculations as the fourth factor depended on the structure of the
additive functions fj , for j = 1, 2, . . . , p, which we had not introduced at the
time.

For the GenPartBoostR algorithm, which we introduced in Section 2.2.7.4,
we assumed that fj(xi,j ; γj) = γjxi,j , i.e., it took the form of a GLM, see (2.1).
In Chapter 3, we introduce GAMBoost, which is a likelihood-based boosting
algorithm that fits a GAM, see (2.2). For the GAMBoost algorithm, we considered
two types of base learners; B-splines and stumps, see Section 3.1 and Section 3.2,
respectively. In these sections we demonstrated that both B-splines and stumps
are linear models in their model parameters. That is, fj(xi,j ;γj) = zTi,jγj , where
zi,j is a vector that contains transformed quantities of xi,j , i.e., zi,j,k = hk(xi,j),
for k = 1, 2, . . . , nj , where nj is the dimension of the jth model parameter
vector γj .

For more details, we refer the reader to (3.4), (3.5), and (3.6), in the case of
B-splines. For the stump setting, we refer the reader to (3.58) and (3.63). In
these references, we demonstrate that

g(µi) = ηi = α+
p∑
j=1

fj(xi,j ;γj) = Zγ

can be thought of as a GLM, in the case of B-splines and stumps, as ηi is linear
in the model parameters γ. With this in mind, we can continue Section 2.1.4.1
and compute the fourth factor in (2.14).
Fourth Factor
The fourth factor, ∂ηi

∂γj
, depends on the structure of ηi. Hence, an assumption

on the form of ηi has to be made. In the second paragraph of Section 2.1.4.1
we defined the structure to be

ηi = η(xi,γ) =
p∑
j=1

fj(xi,j ;γj), (A.1)
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where fj is an unspecified single-variable function, for j = 1, 2, . . . , p. Initially,
we could not proceed any further, but by the discussion on the structure of fj
in the introduction of this appendix, we have enough information to compute
the fourth factor.

To have a fixed structure in mind, we will consider the model structure
of B-splines, which is linear in its parameters. The situation will be nearly
identical, but somewhat easier, for stumps, as it is linear in its model parameters
too. In the case of B-splines, we specify f(j) to be a linear basis expansion
consisting of M basis functions B(j)

m , for m = 1, 2, . . . ,M . If xi,j is the jth
covariate of the ith observation, we have

f(j)(xi,j) =
M∑
m=1

γ(j)
m B(j)

m (xi,j) = zTi,jγj , (A.2)

where γTj =
[
γ

(j)
1 , . . . , γ

(j)
M

]
and zTi,j =

[
B

(j)
1 (xi,j), . . . , B(j)

M (xi,j)
]
, i.e., the

results of the basis functions of the covariates, not the covariates themselves.
Substituting (A.2) into (A.1) clearly yields a linear model, in the model pa-
rameters, see also (3.6). The same holds in the case of stumps, see discussion
following (3.63).

We discussed in Section 2.2.4 that likelihood-based boosting uses the pre-
vious iteration’s linear predictor as a fixed offset when computing the next
iterative update. This, is clearly seen in for GenPartBoostR and GAMBoost, see
Algorithm 4, Algorithm 5, and Algorithm 6. That is, if we are in the (l + 1)th
iteration, then η̂(l)(xi) is treated as a fixed offset when we compute the update
γj , where j is the index of the predictor that improved the fit of the overall
model the most in the (l + 1)th iteration. Then the new linear predictor is
given by

ηi = η(xi,γj) = η̂(l)(xi) + zTi,jγj ,

where the first term is a given constant offset, hence, it is independent of γj
and will not affect the derivative of ηi. We get that

∂ηi
∂γj

= ∂

∂γj

(
η̂(l)(xi) + zTi,jγj

)
= zi,j .

Combining the Factors
We can now put the new expressions for the four factors into (2.14) and obtain
that

∂`i
∂γj

= ∂`i
∂θi

∂θi
∂µi

∂µi
∂ηi

∂ηi
∂γj

= 1
φ

(yi − µi)
φ

Var(yi)
∂h(ηi)
∂ηi

zi,j

= zi,j
∂h(ηi)
∂ηi

(yi − µi)
Var(yi)

.

Note that all the entries in the equation above are scalars except for zi,j . We
can now sum over all i’s, which yields the total score function, with respect to
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γj ,

sj(γ) = ∂`

∂γj
=

n∑
i=1

∂`i
∂γj

=
n∑
i=1

(
zi,j

∂h(ηi)
∂ηi

(yi − µi)
Var(yi)

)

=
n∑
i=1

(
zi,j

∂h(ηi)
∂ηi

(
σ2
i

)−1 (yi − µi)
)
.

In matrix-vector notation this is equivalent to

sj(γ) = ∂`

∂γj
= ZTj D(γ)Σ(γ)−1(y − µ) = ZTj W (γ)D(γ)−1(y − µ), (A.3)

where µ = [µ1, µ2, . . . , µn]T , y = [y1, y2, . . . , yn]T , ZTj = [z1,j , z2,j , . . . ,zn,j ].
The matrix ZTj is of dimensionM×n, since zi,j is a column vector of dimension
M . Furthermore, the matrices D(γ) and Σ(γ) are given by

D(γ) =


∂h(η1)
∂η 0 · · · 0
0 ∂h(η2)

∂η · · · 0
...

...
. . .

...
0 0 · · · ∂h(ηn)

∂η

 and Σ(γ) =


σ2

1 0 · · · 0
0 σ2

2 · · · 0
...

...
. . .

...
0 0 · · · σ2

n

,

where σ2
i = Var(yi) and ηi = η̂(l)(xi) + zTi,jγ. Finally, the matrix W (γ) is given

by

W (γ) = D(γ)Σ(γ)−1D(γ).

The result of (A.3) is a M -dimensional vector. I.e., each of the M entries
corresponds to the score for each of the M model parameters in the jth spline.
To obtain the score value for all pM model parameters for the whole model we
must calculate

s(γ) =
[
s1(γ)T , s2(γ)T , . . . , sp(γ)T

]T =
[
∂`

∂γ1

T

,
∂`

∂γ2

T

, . . . ,
∂`

∂γp

T
]T

,

which is a pM -dimensional vector. However, this is not necessary for us, since
we will only update one spline, with M basis functions, associated with one
predictor, in each iteration of Algorithm 5. The same reasoning also holds for
Algorithm 6.

In addition, we are going to apply penalization to the model by adding a
penalization term to the log-likelihood function, which penalizes the model
parameters. We call the score function in this setting for the penalized score
function, and it will impact the Fisher scoring results and thereby the fitted
model. See end of Section 3.1.2.1 for more information.
Fisher Matrix
We will now derive the Fisher matrix, also called the Fisher information, in the
case of splines. The same calculations will also hold in the case of stumps, and
hence the calculations will be skipped. The Fisher information matrix is the
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matrix that consists of the expected value of second-order partial derivatives of
the log-likelihood. That is,

F (γ) = −E
[
∂2`(γ)
∂γj∂γTj

]
, (A.4)

and the entries at position i, k are given by

[F (γ)]i,k = −E
[

∂2`(γ)
∂γj,i ∂γj,k

]
.

To calculate (A.4), we start by differentiating the score function, given by
(A.3),

∂sj(γ)
∂γj

= ∂

∂γj

(
ZTj D(γ)Σ(γ)−1(y − µ)

)
= ZTj

∂

∂γj

(
D(γ)Σ(γ)−1) (y − µ) + ZTj D(γ)Σ(γ)−1 ∂

∂γ
(y − µ).

The first term we leave as it is, while we can simplify the second. Since the
mean µ depends on the model, we have that µ is a function of γ. Thus,

∂

∂γj
(y − µ) = − ∂

∂γj
µ(γ) = − ∂

∂γj
h(η(γ)) = −∂h(η(γ))

∂η

∂η(γ)
∂γj

= −D(γ)Zj

where we have used the fact that the mean µ is linked to η by the response
function h and the matrices defined above. To see why ∂η(γ)

∂γj
= Zj one has to

recall the linear structure of η as discussed during the derivation of the fourth
factor. We get the design matrix Zj since it is only these data that depend on
γj .

If we plug this into to the original equation, we have that the second-order
partial derivatives, with respect to γj , are given by

∂sj(γ)
∂γj

= ZTj
∂

∂γj

(
D(γ)Σ(γ)−1) (y − µ)− ZTj D(γ)Σ(γ)−1D(γ)Zj . (A.5)

To obtain the Fisher information matrix, we need to find the expected value of
(A.5). We start with the first term and get

E
[
ZTj

∂

∂γj

(
D(γ)Σ(γ)−1) (y − µ)

]
= ZTj

∂

∂γj

(
D(γ)Σ(γ)−1) (E [y]− µ)

= ZTj
∂

∂γj

(
D(γ)Σ(γ)−1) (µ− µ)

= 0.

While the expectation of the second term yields

E
[
−ZTj D(γ)Σ(γ)−1D(γ)Zj

]
= −ZTj D(γ)Σ(γ)−1D(γ)Zj = −ZTj W (γ)Zj .

This means that the Fisher information matrix is given by

F (γ) = −E
[
∂2`(γ)
∂γj∂γTj

]
= ZTj W (γ)Zj . (A.6)
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Just as we discussed for the scoring vector above, we later introduced the
penalized Fisher matrix in the end of Section 3.1.2.1, which arises when we add
a penalization term to the log-likelihood. This will yield an additional term in
equation (A.6), as we saw in, e.g., (3.16).

We can plug (A.3) and (A.6) into the Fisher scoring algorithm (2.12) and
obtain an update for the parameters. We can then iteratively repeat this
procedure to fit the model based on maximizing the log-likelihood of the model
parameters.

The ideas and techniques derived in this appendix will be augmented for
GAMBoost in Section 3.1.2.1 and Section 3.2.2.1, where penalized Fisher scoring
is introduced. We also use penalized Fisher scoring in Section 2.2.7.4 for
GenPartBoostR, but there the details are not elaborated in the same length as
for GAMBoost since it was intended as an introductory example to likelihood-
based boosting.

139





APPENDIX B

Miscellaneous

Appendix B is a collection of various interesting applications, clarifications, and
comments related to our thesis. In Appendix B.1, we apply PartBoostR on
real data. Appendix B.2 is devoted to the penalty matrix Λ used in GAMBoost
with penalized B-splines. Appendix B.3 discusses an issue we noticed in Tutz
and Binder (2006), and Appendix B.4 highlights some peculiar behavior for the
intercept in GAMBoost with penalized B-splines (Binder, 2013). In Appendix B.5,
we focus on GAMBoost with penalized stumps. We present a novel proof that
demonstrates that, for the Gaussian distribution, there is no reason to use Fisher
scoring to update the intercept, as the update will be zero. This is not the
case for the binomial or Poisson distribution; hence, we run a small simulation
to check the effect of intercept updating on the test performance of the fitted
models. In Appendix B.6, we investigate how the number of boosting iterations
and the penalty affect the test performance of fitted GAMBoost models.

B.1 PartBoostR on Real Data

In Section 2.2.7.5, we used the PartBoostR algorithm to fit boosted models on
simulated data, see (2.27). We changed the standard deviation σ from 1 to 5
in Figure 2.3 to highlight the bias-variance trade-off. Another way to ensure
a clear trade-off is by introducing a lot of irrelevant covariates, see Tutz and
Binder (2007). Their true linear model consists of p = 50 covariates, but only
5 of the coefficients are non-zero. This data generating process gives rise to
similar curves as we saw in Figure 2.3.

It is more interesting to see how the PartBoostR algorithm behaves on real
data, and how it works with the bias-variance trade-off. We are going to use the
prostate cancer data set, which was also used by Tibshirani (1996) to illustrate
the Lasso. The data set is also frequently used by Hastie, Tibshirani, and
Friedman (2009) throughout their book to illustrate different fitting procedures.
The prostate data set consists of n = 97 observations that comes from a study
by Stamey et al. (1989). They examined the correlation between the level of
prostate-specific antigen and p = 8 clinical measures in men who were about
to receive radical prostatectomy. The explanatory variables are the log cancer
volume (lcavol), log prostate weight (lweight), age, log of the amount of benign
prostatic hyperplasia (lbph), seminal vesicle invasion (svi), log of capsular
penetration (lcp), Gleason score (gleason), and percent of Gleason scores 4 or 5
(pgg45 ). All the variables are continuous, except the binary variable svi and
the ordered categorical variable gleason.
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The prostate data set it divided into a training set and a test set. The
training set consists of ntrain = 78 observations while the test set contains
ntest = 19 observations. Due to the small size of the test set, we get quite jagged
curves in Figure B.1. We see that PartBoostR outperforms both BoostR and
ridge regression.

A small disclaimer, we have not treated the categorical variables any different
in the model fitting procedure. This means that we have directly standardized
them in the same way as the continuous variables and not created any dummy
variables. Ideally, according to Tibshirani (1997, p. 394), one should create
dummy variables and then scale them. This is to ensure that the variables are
on an even playing field. However, our current implementation of PartBoostR
does not support differentiation between continuous and categorical variables.

Figure B.1: Test mean squared error for BoostR, PartBoostR and ridge regression
on the testing set of the prostate cancer dataset. The horizontal line is the test
error for the least squares model. Left: MSE with respect to the number of
iterations. Right: MSE with respect to the effective degrees of freedom.

B.2 Penalty Matrix for Penalized B-splines

Here we are going to demonstrate that the equality in (3.8) holds for the penalty
matrix Λ given in (3.9). We write out the expressions in (3.8) and see that they
coincide. We omit −λ2 from the calculations as it is a common factor. Then,

γTΛγ =
[
γ1 γ2 · · · γM−1 γM

]


1 −1 · · · 0 0

−1 2
. . . 0 0

...
. . . . . . . . .

...

0 0
. . . 2 −1

0 0 · · · −1 1




γ1
γ2
...

γM−1
γM



=
[
γ1 γ2 · · · γM−1 γM

]


γ1 − γ2
−γ1 + 2γ2 − γ3

...
−γM−2 + 2γM−1 − γM

−γM−1 + γM
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= γ1(γ1 − γ2) + γ2(−γ1 + 2γ2 − γ3) + γ3(−γ2 + 2γ3 − γ4) + . . .

+ γM−1(−γM−2 + 2γM−1 − γM ) + γM (−γM−1 + γM )
= γ2

1 − γ1γ2 − γ1γ2 + 2γ2
2 − γ2γ3 − γ2γ3 + 2γ2

3 − . . .
+ 2γ2

M−1 − γM−1γM − γM−1γM + γ2
M

= γ2
1 − 2γ1γ2 + 2γ2

2 − 2γ2γ3 + 2γ2
3 + · · ·+ 2γ2

M−1 − 2γM−1γM + γ2
M

= (γ2
1 − 2γ1γ2 + γ2

2) + (γ2
2 − 2γ2γ3 + γ2

3) + . . .

+ (γ2
M−1 − 2γM−1γM + γ2

M )

=
M−1∑
i=1

(γi+1 − γi)2,

which is what we wanted to show.

B.3 Fisher Scoring for Stumps in the Logit Model

We want to point out an issue in a formula in Tutz and Binder (2006), regarding
Fisher scoring of stumps in logistic regression. Note that the stumps are not
penalized. They stated, without any detailed justifications, that one step of
Fisher scoring, from initial parameter value α̂ = 0, yields

α̂new =
(
ZTj,δΣ−1Zj,δ

)−1
ZTj,δ(y − µ(α̂)). (B.1)

From Section 2.1.4.1, we have that one step of Fisher scoring, in the exponential
family for initial value α̂ = 0, is given by

α̂new = α̂+ (ZTj W (α̂)Zj)−1ZTj W (α̂)D−1(α̂)(y − µ(α̂)), (B.2)

where D and Σ are defined in (3.12) and W = DΣ−1D. We have removed α̂
from the matrices for notational convenience, and to follow the same notation
as Tutz and Binder.

For the logit model, which uses the canonical link, we have that θi = ηi, see
(2.8), which implies that ∂h(η)

∂η = Var(y)
φ = σ2

φ , see (3.25). From Table 2.1, we
see that φ = 1 for the binomial distribution; hence, ∂h(η)

∂η = σ2. From (3.12), we
see that this implies that D = Σ. Since the inverse of any diagonal matrix with
non-zero elements always exists, we get that D−1Σ = DΣ−1 = In×n, which
implies that W = D = Σ.1 We can plug this into (B.2), and we get

α̂new = (ZTj DZj)−1ZTj (y − µ(α̂))
= (ZTj ΣZj)−1ZTj (y − µ(α̂)),

which shows that Tutz’ and Binder’s update (B.1) is incorrect, since they have
Σ−1 instead of Σ. This is likely a typo on their part.

B.4 Inconsistency in GAMBoost for the Intercept

Tutz and Binder (2006) states that the initialization step in likelihood-based
boosting corresponds to finding the intercept value α0, which maximizes the

1This also holds for Poisson and Gaussian (with unit variance), with canonical links, as
φ = 1 for these distributions too.
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Initial Intercept Values
Distribution link of mean glm GAMBoost GAMBoost: hat mat
Gaussian 5.1088918 5.1088918 5.1088918 5.1088918
Binomial -0.8472979 -0.8472979 -0.8000000 -0.8472979
Poisson 1.3297240 1.3297240 2.7800000 1.3297240

Table B.1: The intercept values obtained from Listing 1. We see that
GAMBoost gives different intercept values than the three other methods for
binomial and Poisson distributed response values.

likelihood. We demonstrated in (3.22) that this corresponds to setting α0 = g(ȳ),
where ȳ is the mean of the response values of in the training data and g is the
associated link function. However, if we use Tutz’ and Binder’s implementation
of GAMBoost (Binder, 2013) to fit the intercept model, we get some peculiar
results. For the Gaussian distribution, we obtain identical results as (3.22), but
we obtain different values for the binomial and Poisson distribution. We are
not sure why this is the case, but we wanted to highlight it, as it contradicts
their statement that the initialization step should fit the intercept model which
maximizes the likelihood.

Furthermore, from (3.22), we know that α0 = g(µi). From the properties
of the hat matrix, we have that µ̂(0) = H0y, where H0 is given by (3.49). We
can then combine these two properties and get α0 = g(µ̂(0)

i ). The element µ̂(0)
i

is going to be ȳ, which is no surprise as we defined the initial hat matrix to
yield this value. However, we wanted to highlight this method for computing
α0 to investigate Binder’s implementation of GAMBoost (Binder, 2013), which
is done in Listing 1. There we compare the fitted intercept α0 based on g(ȳ),
the glm function in R, GAMBoost, and through the hat matrix of GAMBoost.
The results are presented in Table B.1, and we see that the third method yields
a different intercept than the three other methods.

For GAMBoost to work, we need to give it different x values; otherwise, it
will not be able to determine the knot locations and will give an error message.
We chose the whole numbers between 1 and 100, inclusive, but any other choice
of non-overlapping x-values yields the same result.

Let us consider the Poisson distribution where α̂0 = 2.78 for GAMBoost,
see code above. Then µ̂ = h(η̂) = h(α̂0) = exp(2.78) = 16.119, which is quite
unreasonable as the response values are generated from Poisson(4), for which
the expected value is µ = 4. The other estimate α0 = 1.33 yields µ̂ = 3.78,
which is more reasonable.

However, the hat matrix will get more precise as the number of iterations
increases, as we can see in Figure B.2. This is not intuitive, as one would
expect the approximations done in Section 3.1.4 would accumulate and yield
poorer hat matrices as the number of iterations increases. We are not sure
why this happens, as Binder has not addressed this and not elaborated on his
choice of implementation. It might be that his way with starting with the
wrong intercept yields more stable results, especially since he includes intercept
updates in his implementation of Algorithm 5, which is not included in Tutz
and Binder (2006). Either way, since the hat matrix is approximately correct
for large m, we do not question the results obtained in Section 4.4, where we
use the hat matrix to compute confidence bands.
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1 ### File to test the intercept model
2 library(GAMBoost)
3 set.seed(2020)
4 stepno = 0
5
6 # Gaussian
7 family = gaussian()
8 y_gaussian = rnorm(100, 5, 1)
9 gaussian_v1 = family$linkfun(mean(y_gaussian))

10 gaussian_v2 = glm(y_gaussian ~ 1, family = family$family)$coeff
11 gaussian_v3 = GAMBoost(matrix(1:100), y_gaussian, family = family$family,

stepno = stepno)↪→
12 gaussian_v4 = family$linkfun(gaussian_v3$hatmat %*% y_gaussian)[1]
13
14 # Binomial
15 family = binomial()
16 y_binomial = rbinom(100, 1, 0.3)
17 binomial_v1 = family$linkfun(mean(y_binomial))
18 binomial_v2 = glm(y_binomial ~ 1, family = family$family)$coeff
19 binomial_v3 = GAMBoost(matrix(1:100), y_binomial, family = family$family,

stepno = stepno)↪→
20 binomial_v4 = family$linkfun(binomial_v3$hatmat %*% y_binomial)[1]
21
22 # Poisson
23 family = poisson()
24 y_poisson = rpois(100, 4)
25 poisson_v1 = family$linkfun(mean(y_poisson))
26 poisson_v2 = glm(y_poisson ~ 1, family = family$family)$coeff
27 poisson_v3 = GAMBoost(matrix(1:100), y_poisson, family = family$family,

stepno = stepno)↪→
28 poisson_v4 = family$linkfun(poisson_v3$hatmat %*% y_poisson)[1]
29
30 # Collect the results
31 intercepts = matrix(
32 c(gaussian_v1, gaussian_v2, gaussian_v3$beta[[1]], gaussian_v4,
33 binomial_v1, binomial_v2, binomial_v3$beta[[1]], binomial_v4,
34 poisson_v1, poisson_v2, poisson_v3$beta[[1]], poisson_v4),
35 ncol=4, byrow=TRUE)
36
37 colnames(intercepts) = c("link of mean", "glm", "GAMBoost", 'GAMBooost:Hat')
38 rownames(intercepts) = c("Gaussian", "Binomial", "Poisson")
39 intercepts = as.table(intercepts)

Listing 1: The fitted intercept α0 based on g(ȳ), the glm function in R,
GAMBoost, and through the hat matrix of GAMBoost. The results are showed
in Table B.1.

B.5 The Effect of Intercept Updating for GAMBoost

B.5.1 The Gaussian Case

In Section 2.2.7.4, we presented GenPartBoostR, Algorithm 4, which updated
the intercept if this improved the fit of the overall model the most. This is
in stark contrast to GAMBoost, Algorithm 5 and Algorithm 6, which does not
consider updating the intercept as a candidate model. For GAMBoost, we fit the
intercept in the initialization step, and it remains fixed throughout the rest of
the fitting procedure.
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Figure B.2: Figures comparing the predicted means obtained from the fitted
GAMBoost-model with penalized B-splines and through the corresponding hat
matrix. In this figure, we look at repose modeled by the Poisson distribution. We
get similar figures for the binomial distribution, while the hat matrix is exact for
the Gaussian distribution; hence, the points always lie on the diagonal line. From
the figures, we see that the precision of the hat matrix is initially inadequate, but
it increases with the number of iterations.

We will, in this section, prove that this is not an issue for the Gaussian
distribution in the case of penalized stumps, as the updated intercept will yield
no improvement in the squared error for the overall model. We will address the
binomial and Poisson distribution at the end of the section. To understand this
property of GAMBoost with penalized stumps in the Gaussian case, we need
to take a step back and consider the structure of a GAM: g(µi) = f(xi) =
α0 +

∑p
j=1 fj(xi,j), where g is the link function. See Section 2.1.2 for more

information about GAMs.
As discussed in Section 2.1.2, a disadvantage of the GAM framework is that

we have an identifiability issue. The effect functions fj are only estimable up to
an additive constant. That is, a constant can be simultaneously added to fk and
subtracted from fl, for k 6= l, without changing the overall model prediction.
There exist several possible constraints that will eliminate this identifiability
problem; however, we stick to the most common one, the sum-to-zero constraint.
That is,

∑n
i=1 fj(xi,j) = 0 for all j = 1, 2, . . . , p. In a theoretical case, where

we know the true domain of fj , this corresponds to fj integrating to zero, over
said domain. See Section 4.2 for an example.

Our proof on the irrelevancy of intercept updating in the Gaussian case
for penalized stumps consists of two parts. Firstly, we will show that Algo-
rithm 6 always satisfies the sum-to-zero constraint. Secondly, we will use this
to demonstrate that the intercept update, which maximizes the fit of the model
is zero.

We start by showing that Algorithm 6 takes the sum-to-zero constraint into
consideration in the fitting procedure. This heavily relies on properties of the
Gaussian distribution, namely that D = I and Σ = φI where I is the n × n
identity matrix and φ is the common scale parameter. In our implementation
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of Algorithm 6, we restricted ourselves to φ = 1, similar to what Tutz and
Binder (2006) did for penalized B-splines. Then W = D = Σ = I. However,
we will prove it for the general case with the help of induction. The induction
hypothesis consists of two components: that f̂ (l)

j sum-to-zero, for j = 1, 2, . . . , p,
and that

∑n
i=1(yi − µ̂(l)

i ) = 0.
In the initialization step, that is l = 0, we only fit the intercept while f̂ (l)

j

remains zero. Thus, f̂ (l)
j sum-to-zero since f̂ (0)

j (xi,j) = 0 for i = 1, 2, . . . , n
and j = 1, 2, . . . , p. Furthermore, we showed in (3.22) that the fitted intercept
is α̂0 = g(ȳ) = ȳ, since the link function g for the Gaussian distribution is
the identity function. This also means that µ̂(0) = ȳ. We then have that the
residuals of the zeroth iteration sum-to-zero as

n∑
i=1

res(0)
i =

n∑
i=1

(yi − µ̂(0)
i ) =

n∑
i=1

(yi − ȳ) =
n∑
i=1

yi − nȳ = 0.

Let us now consider the (l + 1)th boosting iteration and let the optimal
parameter update be associated with the jth covariate, for j ∈ {1, 2, . . . , p},
and split value δ ∈ {x1,j , x2,j , . . . , xn,j}. The update can then be written as
f̂

(l+1)
j = f̂

(l)
j + f̂j,new. The update function is given by

f̂j,new = Zj,δα̂j,δ,new

= Zj,δ(ZTj,δD̂Σ̂−1D̂Zj,δ + λ̃Λ)−1ZTj,δD̂Σ̂−1(y − µ̂(l))

= Zj,δ(ZTj,δΣ̂−1Zj,δ + λ̃Λ)−1ZTj,δΣ̂−1(y − µ̂(l))

= Zj,δ(ZTj,δφ̂−1Zj,δ + λ̃Λ)−1ZTj,δφ̂
−1(y − µ̂(l))

= Zj,δ

[
φ̂−1

(
ZTj,δZj,δ + φ̂λ̃Λ

)]−1
ZTj,δφ̂

−1(y − µ̂(l))

= Zj,δφ̂
(
ZTj,δZj,δ + φ̂λ̃Λ

)−1
ZTj,δφ̂

−1(y − µ̂(l))

= Zj,δ
(
ZTj,δZj,δ + λΛ

)−1
ZTj,δ(y − µ̂(l)),

(B.3)

where λ = φ̂λ̃, Λ =
[ 1 −1
−1 1

]
and see step 2 in Algorithm 6 for more information.

From the definition of λ, we see that the estimated scale parameter φ̂ affects
the magnitude of the penalization.

Without loss of generality, assume that the xi,j ’s, for i = 1, 2, . . . , n, are in
ascending ordered and that the number of observations lower or equal to δ, for
the jth covariate, is r ∈ {1, 2, . . . , n}. These assumptions make the matrices
easier to write compactly, but a non-ordered version will yield the same results
more chaotically. We can then write the transformed design matrix (3.62) as

ZTj,δ =
[ r︷ ︸︸ ︷
1 · · · 1

n− r︷ ︸︸ ︷
0 · · · 0

0 · · · 0 1 · · · 1

]
,

where the first row is r ones and n − r zeros, while the second row is first r
zeros and then n− r ones. The penalized Fisher matrix is then given by

Fp = ZTj,δZj,δ + λΛ =
[
r 0
0 n− r

]
+ λ

[
1 −1
−1 1

]
=
[
r + λ −λ
−λ n− r + λ

]
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and its inverse is F−1
p = 1

nr+nλ−r2

[
n−r+λ λ

λ r+λ
]
. We plug these results into

(B.3) and get

f̂j,new =



1 0...
...

1 0
0 1...

...
0 1


1

nr+nλ−r2

[
n− r + λ λ

λ r + λ

] [
1 · · · 1 0 · · · 0
0 · · · 0 1 · · · 1

]
(y − µ̂(l))

= 1
nr + nλ− r2

[
A1 A2
A3 A4

]
(y − µ̂(l)),

where A1 is a matrix of size r× r with elements n− r+λ, A2 is a matrix of size
r × (n− r) with elements λ, A3 is a matrix of size (n− r)× r with elements λ,
and A4 is a matrix of size (n− r)× (n− r) with elements r + λ. If we do the
matrix-vector multiplication, we get

f̂j,new = 1
nr + nλ− r2

[
B1
B2

]
, (B.4)

where B1 is an r-dimensional column vector consisting of the repeating ele-
ments (n− r + λ)

∑r
i=1(yi − µ̂(l)

i ) + λ
∑n
i=r+1(yi − µ̂(l)

i ) while B2 is an (n− r)-
dimensional column vector with repeating elements equal to λ

∑r
i=1(yi− µ̂(l)

i ) +
(r + λ)

∑n
i=r+1(yi − µ̂(l)

i ).

From the induction hypothesis we have that
∑n
i=1(yi − µ̂(l)

i ) = 0 which can
be rewritten as

∑r
i=1(yi− µ̂(l)

i ) = −
∑n
i=r+1(yi− µ̂(l)

i ), for any r ∈ {1, 2, . . . , n}.
We can use this identity to rewrite the elements in the matrices B1 and B2. The
elements of B1 can be rewritten as (n− r)

∑r
i=1(yi − µ̂(l)

i ), while the elements
of B2 simplifies to −r

∑r
i=1(yi − µ̂(l)

i ).
We can plug in the simplified versions of B1 and B2 into (B.4) and get

f̂j,new = 1
nr + nλ− r2

[ r︷ ︸︸ ︷
n− r . . . n− r

n− r︷ ︸︸ ︷
− r . . . −r

]T r∑
i=1

(yi − µ̂(l)
i ).

Furthermore, f̂j,new has the sum-to-zero property since

n∑
i=1

f̂j,new,i = 1
nr + nλ− r2 (r(n− r) + (n− r)(−r))︸ ︷︷ ︸

= 0

r∑
i=1

(yi − µ̂(l)
i ) = 0.

Since f̂ (l)
j sum-to-zero based on the induction hypothesis, we have that f̂ (l+1)

j

also sum-to-zero, for j = 1, 2, . . . , p.
This means that in each iteration Algorithm 6, shifts the predicted contribu-

tion for the r observations below δ by some quantity cbelow and the n− r pre-
dictions above δ by another quantity cabove, such that rcbelow = −(n− r)cabove.
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This implies that

n∑
i=1

res(l+1)
i =

n∑
i=1

(yi − µ̂(l+1)
i )

=
r∑
i=1

(yi − (µ̂(l)
i + cbelow)) +

n∑
i=r+1

(yi − (µ̂(l)
i + cabove))

=
r∑
i=1

(yi − µ̂(l)
i )− rcbelow +

n∑
i=r+1

(yi − µ̂(l)
i )− (n− r)cabove

=
n∑
i=1

(yi − µ̂(l)
i )− rcbelow + rcbelow

= 0,

for all iterations l = 0, 1, . . . ,mstop. I.e., the sum of the residuals are zero for
Gaussian distribution response values. Thus, the second part of the induction
hypothesis holds.

With these properties proven, we can now progress to discussing the irrele-
vancy of updating the intercept for Gaussian data. An update to the intercept
would be to add a constant cinter to the intercept α0, which would increase
the fit of the model according to the deviance. For the Gaussian case, this
corresponds to minimizing the squared error loss. We get that the optimal cinter
is

cinter = argmin
c

n∑
i=1

(
yi − (µ̂(l)

i + c)
)2

= argmin
c

n∑
i=1

(
res(l)i − c

)2
= 1
n

n∑
i=1

res(l)i

= 0,

which means that the initial intercept α0 = ȳ cannot be improved.
This proof holds only for Gaussian distributed data. For Poisson and

Binomial, we have that f̂j does not sum-to-zero, which is related to the values
of the elements in D. For Gaussian data, we have that D = I, but for the other
distributions, we get that D consists of different values. Due to this property,
the proof above does not hold for these distributions.

B.5.2 The Binomial and Poisson Cases

Based on the results from the previous section, we know that intercept updating
for GAMBoost with penalized stumps is feasible for the binomial and Poisson
distribution. For the Gaussian distribution, Fisher scoring yields no intercept
update. This means that we. in each boosting iteration. update a single effect
function fj alongside the intercept α0. There are two possible methods, either
we update both the intercept and effect function simultaneously, e.g., as we
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Figure B.3: Average test deviance curves for 25 repetitions of smooth data
generation and GAMBoost fit, with penalized stumps with and without intercept
update. For all distributions, we have used SNR = 1 and λstumps = 4. In the
Gaussian case, the curves are identical, for the binomial case, we have a minuscule
difference in favor of non-update (which is not visible in the plot), and for the
Poisson setting, we see a clear advantage for not updating the intercept.

did for GenPartBoostR in Section 2.2.7.4. The other way is first to find the
optimal effect function update and then update the intercept.

As we have not invested a significant amount of time in studying the effect of
intercept updating, we used the second method, as it was faster to implement. In
Figure B.3, we evaluate the effect of intercept updating on the test error for fitted
GAMBoost models with penalized stumps. For the Gaussian distribution, there
is no difference, as proved. For the binomial distribution, we see no significant
difference, while for the Poisson distribution, there is a clear difference. To our
surprise, updating the intercept does not improve the predictive power of the
model. However, it should be noted that we have only checked for the smooth
process with SNR = 1 and λstumps = 4.

However, this separate intercept update method leads to problems with
updating the approximate hat matrix. More precisely, the methods used in
Section 3.1.4 and Section 3.2.4 cannot directly be applied. As it does not take
into account separate intercept updates. To solve this, we tried the intuitive
and naive approach. Since an intercept update alters the response for all
observations equally, we found the iteration specific scalar, which reflected this
fixed update and applied it to the hat matrix. The new hat matrix yielded
approximately correct response values, i.e., it was indeed a hat matrix that
took the intercept updates into account. However, the corresponding confidence
bands became ridiculously wide; hence, this method of hat matrix updating
should not be used in its current form.

A better method would probably be to introduce augmented parameter
vectors τj,δ =

[
α0 αj,δ

]
, for j = 1, 2, . . . , p and δ = 1, 2, . . . , n. The intercept

quantity α0 will be common for all augmented parameter vectors. Furthermore,
as we for the GenPartBoostR algorithm, it is unreasonable to penalize the
intercept update. Thus, we need to introduce the augmented penalization
matrix P = [ 0 0

0 Λ ], where Λ is defined in (3.59). This also means that we have
to use the augmented partial transformed design matrices Zj =

[
1 Zj

]
, where

1 is an n-dimensional vector containing ones and Zj is defined in (3.64).
The calculations done in Section 3.1.4 should be similar for this new setting;

we simply need to remember that we now have p + 1 and not p parameters.
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I.e., we work with the augmented quantities. W , D and Σ will be the same
diagonal matrices of dimension n × n. The same goes for the n-dimensional
vectors y and µ̂. One also needs to take extra care when it comes to deriving
the contribution matrices Qj , see Section 3.1.5. We would then treat α̂01 as
an effect function, and we will denote it by f̂0. The intercept effect function
f̂0 would always be updated in each iteration while the other effect functions
will have the same structure as before. This is a sketched method and not
something that we have had time to implement.

B.6 Tuning the Penalty Factor λ

In Section 2.2.6, we discussed that mstop is the main tuning parameter for
a boosting algorithm with a reasonable penalty factor λ. However, for the
stepwise data generating process (4.2) combined with GAMBoost, we have that
λ also needs to be tweaked to obtain optimal test performance.2

To illustrate this, we created 10 training and test sets from the smooth
process (4.1), with ntrain = 100, ntest = 1000, cn = 3, and Gaussian distributed
response values (4.4). The 10 training and test sets from the stepwise process
(4.2) were generated under the same conditions. This corresponds to the setting
used in Section 4.3 and in Figures 4.1 - 4.6. We fit the GAMBoost models, both
penalized B-splines and penalized stumps, with different penalty values λ to
each of the training sets. The fitted models were then used on the corresponding
test sets, and we recorded the average of the 10 best test performances for each
value of λ. The results are displayed in Figure B.4 for penalized B-splines and
in Figure B.5 for the penalized stumps.

For likelihood-based boosting with penalized B-splines on the smooth process,
we see that mstop truly is the main tuning parameter. In the two top panels
in Figure B.4, we see that any λsplines larger than approximately 50 yields the
same average test deviance. In the bottom two panels, in the same figure, we see
that the penalty λsplines has a consequential impact on the performance of the
models on the stepwise test data. The best-performing penalty is λsplines = 5,
and any larger penalty yields poorer test performance. I.e., mstop cannot always
compensate for any choice of λ for GAMBoost on the stepwise data. Hence, we
need to tune both λ and mstop to obtain the optimal model. However, note
that the average test deviance curve is stable around approximately 1875 for
larger penalties. In addition, we see that the average best iteration linearly
increases with the penalty factor λsplines. The maximum number of iterations
allowed in this experiment was mmax, splines = 1000, as seen from the second
axis in the right panels in Figure B.4.

We also have that mstop truly is the main tuning parameter for likelihood-
based boosting with penalized stumps on the smooth process, see the top two
panels in Figure B.5. Note that mmax, smooth = 1500, and we approach this
limit for approximately λstumps ≥ 200. This means that the corresponding
models are under fitted, and we see a slight increase in average test deviance as
a direct result, which is no surprise. We do not run into the same problems for

2This is also applicable for PartBoostR, as seen in Figure B.1. There we fitted PartBoostR
models to the prostate data set, with different penalties, and we obtained slightly different test
results. Hence, to obtain the optimal boosted model, we need to consider a two-dimensional
(mstop and λ) optimization problem.
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Figure B.4: Average test deviance curves for 10 repetitions of smooth data and
stepwise data generation and GAMBoost fit, with penalized B-splines, plotted
against the penalty factor λ.

the stepwise process, bottom two panels, even though we use mmax, step = 500.
This shows that the penalized stumps version of GAMBoost is easier fitted to
stepwise data than smooth data. This comes as no surprise as approximating a
smooth function by a piecewise constant function needs infinitely many pieces
to approximate the smooth function precisely.

The corresponding average test deviance curve, the bottom left panel in
Figure B.5, displays some peculiar behavior. Once again, we see that mstop
cannot always compensate for any choice of λ on the stepwise data. For large
penalty factors, λstumps ≥ 50, we see that the curve is stable around 1420.
However, for minimal penalties, we obtain better test performance, while the
mid-range penalties yield the worst results. In Figure B.6, we have highlighted
the average test deviance curve for λstumps ∈ [0.1, 10] on the stepwise process
with a fine granularity. For small penalties λstumps ≤ 2, we see that the fitted
model obtains the best average test performance, and the corresponding average
number of boosting iterations lies between 3 and 4.

That less penalized GAMBoost models outperform the more penalized mod-
els is counter-intuitive, from a statistical boosting point-of-view. We heavily
emphasized in Section 2.2.2 the need for weak base learners in boosting proce-
dures to obtain optimal fitted models, and we considered this in Section 3.2.2.1
when we introduced the penalized stumps. Based solely on Figure B.5, we
might be lead to think that penalizing the stumps was unnecessary. However,
one should not rush to general conclusions, especially since we saw that the
consensus was correct for the smooth data generating process. We believe that
less penalized models are better suited to estimate the underlying structure
of the stepwise process, than the more penalized versions of GAMBoost with
penalized stumps. This is due to the similar model structure of stumps and the
structure of the stepwise process. We will elaborate our thoughts around this
possible explanation in the next subsection.
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Figure B.5: Average test deviance curves for 10 repetitions of smooth data and
stepwise data generation and GAMBoost fit, with penalized stumps, plotted against
the penalty factor λ.

Figure B.6: Average test deviance curves for 10 repetitions of stepwise data
generation and GAMBoost fit, with penalized stumps, plotted against the penalty
factor λ. The penalty values range from 0.1 to 10 with increments of 0.1.

B.6.1 A Possible Explanation

The reason for the peculiar test deviance curve for the stepwise process is not
obvious, but we would like to present a possible explanation. We think the reason
why small penalties outperform larger penalties, see Figure B.5, is related to
how the stepwise data are generated. In (4.2), we have five covariates where two
of them are non-informative, while the true effect functions for the other three
covariates are step functions with a single step. More precisely, they are scaled
sign-functions, and their structure is closely linked to the structure of stumps,
in the sense that they both have two regions with constant values. Similarly,
a general step function (or piecewise constant function) is a function that can
be written as a finite linear combination of indicator functions of intervals,
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which coincides with the model structure of decision trees, see (3.57). Hence,
we except unpenalized stumps to model the true effect functions effectively.

To understand why GAMBoost with penalized stumps, on the other hand,
yields poorer test performance, we will focus on the updates applied to the
jth estimated effect function f̂j . Let us assume that we use a low penalty
λ, which corresponds to values in the interval (0, 2), according to Figure B.6.
Then Algorithm 6 is able, in the first update of f̂j , to (nearly) identify the
correct split value δ(1) and estimate the regional weights α̂j,δ(1) near the true
values. If j = 5, then the estimated regional weights will be close to −1 and
1. The fact that the estimates will be close to the correct regional weights can
be indirectly seen from Figure B.6. In the right panel, we see that the average
best iteration is 3 for small penalties, which corresponds to the three significant
effect functions, and as small penalties have the lowest average test deviance,
we have that the estimated regional weights must be close the real values.

For a large penalty, on the other hand, we would be able to identify the
correct split point δ(1), but α̂j,δ(1) would be far from the true values. This is
because larger penalization causes smaller updates. Next time the jth function
is updated, Algorithm 6 would most likely not choose the same split value δ(1),
as it has lost some of its significance in the previous updated. Therefore, there
exists another split value δ(2), which yields a better improvement, but this
improvement will technically overfit the model since it introduces a third region
which does not exist in the true effect function. A large penalty also amplifies
the rate of overfitting to the stepwise data, due to the small incremental updates.
When the algorithm is forced to do small updates, it is more likely to include
non-optimal updates. Since these small updates, by chance, maximize the fit of
the model to the training data. We will come back to this at the end of the
section.

We see from Figure B.5 that the average test deviance peak for penalties in
the middle ground, i.e., neither small or large penalties. The poor performance
of these models is likely linked to the inclusion of the non-informative covariates.
Furthermore, since the penalization is only moderate, the corresponding updates
will be considerable. That is, the estimated regional weights for the non-
informative effect functions would be larger in magnitude than for a higher
penalty where the same update would be minuscule.

The explanations above are put somewhat extremely, and we can experience
situations where they do not directly apply. An extremely observant reader will
have noticed in Figure 4.4 that the best result is obtained after 5 iterations;
however, the three informative covariates have only two regions each. This
means that we have had repeated updates of the same covariate and split several
times. To be more precise, Algorithm 6 updated, in chronological order, {5, 59},
{1, 60}, {3, 83}, {5, 59}, {1, 60}. Here the first number denotes the covariate
that was updated and the second number denotes the index of the corresponding
split. In this figure, we have used a penalty of λ = 4. By increasing the penalty
factor, we would get a visual description of the explanations above.

In Figure B.8, we have fitted a GAMBoost model with penalized stumps
to the same data as used in Figure 4.4, but we have increased the penalty λ
from 4 to 10, while the rest remains the same. The bottom row in Figure B.8
corresponds to the best boosting iteration on the test set. I.e., the 11th iteration,
and all five covariates are now included in the fitted model, in contrast to the
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Figure B.7: The same setting, training, and test data as in Figure 4.4. Similar
figures as seen in Figure 4.5 and Figure 4.6. GAMBoost with penalized stumps and
λstumps = 10 fitted to simulated data produced by the stepwise data generating
process defined in Section 4.2. Left: test deviance curve alongside AIC and BIC.
Right: Predicted µ̂i and the true µi, for i = 1, 2, . . . , ntrain, alongside the empirical
and approximate confidence intervals.

less penalized version where only the informative covariates were included. We
can in total obtain 3 × 2 × 3 × 3 × 3 = 162 theoretical unique values for µ̂i.
However, in the right panel in Figure B.7, we see that we do not obtain as many
unique values as the theoretical limit.3 The first non-informative update was
included in the 5th iteration. This demonstrates that heavier penalized models,
with small updates, are more likely to include non-optimal updates since the
small updates can, by chance, improve the model the most, with respect to the
training data.

In addition, if we consider f̂5, we see that Algorithm 6 has updated the
most correct split point two out of three times. The third time f̂5 is updated,
the algorithm rather choose another split value. In general, these split values
are usually located near the outer edges of the regions. This is because these
updates are the most influential with respect to the training deviance, as they
can move the estimated response for a couple of observations by a significant
amount. However, these updates also somewhat overfit the model. Had the
third update to f̂5 been the same split value, we would have obtained a nearly
identical estimated f̂5 as in the bottom row in Figure 4.4. This does not happen
as the original split has less information left, since it has already been updated
twice, and the small updates make it easier for the algorithm to overfit the
training data when it comes to the stepwise process.

A small disclaimer, we have not had time to investigate these properties
in-depth for different distributions and SNR. However, we think that similar
tendencies exist for these settings too. Especially since we obtain similar values
for these settings in Tables 4.5 - 4.8.

3Quite obviously, as ntrain = 100 < 162.
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Figure B.8: Same setting, training, and test data as in Figure 4.4. GAMBoost with
penalized stumps and λstumps = 10 fitted to simulated data produced by the stepwise
data generating process defined in Section 4.2. The last row corresponds to the iteration
with the lowest test deviance. The solid gray curves are the true functions, while
the solid black curves are the estimated functions. The black dotted bands are the
approximate confidence bands derived in Section 3.2.5. The empirical confidence
bands are represented by dashed lines while the approximate confidence bands are
represented by dotted lines.
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B.6.2 The Advanced Stepwise Process

As a result of the discussion in Section 4.5.3, we introduced the advanced
stepwise process in Section 4.5.4. In this section, we want to illustrate that
we obtain a standard test deviance curve for the advanced stepwise process,
similar to what we obtained for the smooth process. This is in stark contrast to
the peculiar test deviance curve we obtained in Appendix B.6 for the stepwise
process. We will only illustrate it for GAMBoost with penalized stumps, as we
have only applied the advanced stepwise process to this version of GAMBoost,
as stated in Section 4.5.4.

In Figure B.9, we have created similar plots as in Figures B.4 - B.6, but this
time for GAMBoost on the advanced stepwise process. We see similar tendencies
as for the smooth process, i.e., that the number of boosting iterations mstop is
the main tuning parameter as long as the penalty factor λ is chosen sufficiently
large. We see a slight increase in the average test deviance for the largest
penalties, but this is as expected as the average best iteration is approaching
the maximum number of allowed iterations, which is mmax = 1500. Thus, the
corresponding models are under fitted and perform worse on the test data.
Furthermore, we see that the average best iteration m̄test, of the ten repetitions,
increases approximately linearly with the magnitude of the penalty factor λ.

Figure B.9: Average test deviance curves for 10 repetitions of advanced stepwise
data generation and GAMBoost fit, with penalized stumps, plotted against the
penalty factor λ.
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APPENDIX C

R-Implementations

This appendix contains the most essential R-implementations developed during
this thesis. We have restricted ourselves to only include the implemented
likelihood-based boosting algorithms, i.e., PartBoostR, GenPartBoostR and
GAMBoost with penalized stumps as base learners. Thus, we have not included
any (auxiliary) functions to, e.g., plot the fitted GAMBoost model, predict new
observations, or compute the coverages displayed in Tables 4.1 - 4.9. We have
made one exception to this, as we have included the function that generates the
data from the smooth process, stepwise process, and advanced stepwise process.
For a complete overview of all developed code and functions, we refer the reader
to https://github.com/lholsen96/MasterThesis.

C.1 PartBoostR

1 PartBoostR = function (X, y, num_iter, lambda, V_compulsory = c(),
return_hatmat = FALSE, print = FALSE) {↪→

2 # Function that fits a linear model, without intercept, based on the
3 # PartBoostR algorithm. Does not support blocks, only componentwise.
4 # X: the n times p design matrix, assumed normalized.
5 # y: the n-dimensional response vector.
6 # num_iter: number of boosting iterations.
7 # lambda: penalization factor used in ridge regression.
8 # V_compusory: set of indices of mandatory variables in each boosting

iteration.↪→
9 # return_hatmat: if we are to compute the hat matrix and return it.

10 # print: display the fitting development.
11
12 # Find the number of observations
13 n = nrow(X)
14 p = ncol(X)
15
16 # Check for invalid compulsory variables
17 if(length(V_compulsory) != 0 && (range(V_compulsory)[1] < 1 ||

range(V_compulsory)[2] > p)) {↪→
18 stop("Invalid compulsory variable indices.")
19 }
20
21 # Ensure no duplicates in V_compulsory
22 V_compulsory = sort(unique(c(V_compulsory)))
23
24 # Check if we are in the extreme case of BoostR
25 BoostR_algo = length(V_compulsory) == p
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26
27 # Calculate the number of parameters to be updated in each iteration
28 num_param_update = min(length(V_compulsory) + 1, p)
29
30 # List over indices not in the compulsory list
31 if (length(V_compulsory) == 0) { # There are no compulsory variables
32 V_not_compulsory = 1:p
33 } else if (BoostR_algo) { # All the variables are compulsory -> BoostR
34 V_not_compulsory = c()
35 } else { # There are some compulsory variables
36 V_not_compulsory = (1:p)[-V_compulsory]
37 }
38
39 # Create the possible subsets
40 subsets = list()
41 if (BoostR_algo) { # The only subset is the whole set
42 subsets[[1]] = V_compulsory
43 } else {
44 for (j in 1:length(V_not_compulsory)) { # Combine compulsory and

potential↪→
45 subsets[[j]] = c(V_compulsory, V_not_compulsory[j])
46 }
47 }
48
49 # Variables to store the acumulated values of quantities of interest
50 beta_hat = matrix(rep(NA, (num_iter+1)*p), nrow = num_iter+1)
51 mu_hat = matrix(rep(NA, (num_iter+1)*n), nrow = num_iter+1)
52 hat_mat = list()
53 df_hat = rep(NA, num_iter+1)
54 mse_training = rep(NA, num_iter+1)
55 update_trace = matrix(rep(NA, num_iter*num_param_update), nrow = num_iter)
56 cumulative_product = diag(n) # Will store iterative products for the hat

matrix↪→
57
58 ### Step 1: Initialization
59 B0 = solve(t(X) %*% X + lambda * diag(p)) %*% t(X)
60 beta_hat[1, ] = B0 %*% y
61 mu_hat[1, ] = X %*% beta_hat[1, ]
62 mse_training[1] = mean((mu_hat[1, ] - y)^2)
63
64 # Compute the hat matrix
65 S_old = X %*% B0
66 hat_mat[[1]] = S_old
67 df_hat[1] = sum(diag(hat_mat[[1]]))
68
69 ### Step 2: Iteration
70 if (num_iter >= 1) {
71 for (m in 1:num_iter) {
72 # Array to store all the L2 losses to see which update is optimal
73 L2_loss_array = c()
74
75 # iterate over all subsets we need to evaluate
76 for (j in 1:length(subsets)) {
77 # Create the partial design matrix
78 X_Vm_j = as.matrix(X[ ,subsets[[j]]])
79
80 # Calculate the ridge solution of the resiudal model
81 beta_Vm_j = solve(t(X_Vm_j) %*% X_Vm_j +

lambda*diag(num_param_update)) %*% t(X_Vm_j) %*% (y-mu_hat[m, ])↪→
82
83 # The new estimates
84 mu_Vm_j = mu_hat[m, ] + X_Vm_j %*% beta_Vm_j
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85
86 # Calculate the L2-loss
87 L2_loss_temp = sum((mu_Vm_j - y)^2)
88 L2_loss_array = c(L2_loss_array, L2_loss_temp)
89 }
90
91 # Need to find the update that yields the best fit. min L2 loss
92 min_idx = which.min(L2_loss_array)
93
94 # Partial matrix for best update
95 update_idx = subsets[[min_idx]] # Find the variables with best update
96 update_trace[m, ] = update_idx # Record which variables that got

updated↪→
97 X_m = as.matrix(X[, update_idx]) # Get the best partial design matrix
98
99 # Obtain the parameter update

100 B_m = solve(t(X_m) %*% X_m + lambda*diag(num_param_update)) %*% t(X_m)
101 beta_hat[m+1, ] = beta_hat[m, ]
102 beta_hat[m+1, update_idx] = beta_hat[m+1, update_idx] + B_m %*%

(y-mu_hat[m, ])↪→
103
104 # The new estimates
105 mu_hat[m+1, ] = X %*% beta_hat[m+1, ]
106
107 # Calculate the training MSE
108 mse_training[m+1] = mean((mu_hat[m+1, ] - y)^2)
109
110 ### Calculate the new hat matrix
111 # update the cumulative product
112 cumulative_product = (diag(n) - S_old) %*% cumulative_product
113 S_new = X_m %*% B_m
114
115 # calcualte the new hat matrix and effective degrees of freedom
116 hat_mat[[m+1]] = hat_mat[[m]] + S_new %*% cumulative_product
117 df_hat[m+1] = sum(diag(hat_mat[[m+1]]))
118
119 # Verify the results (THIS CAN BE REMOVED)
120 if (!all.equal(c(hat_mat[[m+1]] %*% y), mu_hat[m+1, ])) {
121 warning("Results obtained from hat matrix differ from the other

results.")↪→
122 }
123
124 # Set the old S matrix to be the new one
125 S_old = S_new
126
127 # We print every 10% percent iteration
128 if (print && !(m %% (num_iter %/% 10))) {
129 cat(sprintf("Iteration: %3d", m))
130 cat(sprintf(" MSE: "), mse_training[m+1])
131 cat(sprintf(" Beta: "), c(beta_hat[m+1, ] ), sprintf("\n"))
132 }
133 }
134 }
135
136 # Create a list to return
137 return_list = list(mu_hat = mu_hat, beta_hat = beta_hat, num_iter =

num_iter, lambda = lambda, V_compulsory = V_compulsory, df_hat =
df_hat, update_trace = update_trace, mse_training = mse_training, n =
n, p = p, X = X, y = y)

↪→
↪→
↪→

138
139 # Add the hat matrix, if computed.
140 if (return_hatmat) {
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141 return_list[["hat_mat"]] = hat_mat
142 }
143
144 return(return_list)
145 }

Listing 2: R-implementation for the PartBoostR algorithm discussed in Sec-
tion 2.2.7, see Algorithm 2 and Algorithm 3.

C.2 GenPartBoostR

1 GenPartBoostR_normal = function(X, y, beta_hat, sigma_squared, lambda,
num_iter, num_iter_init, V_compulsory, print=FALSE) {↪→

2 # X: matrix of data
3 # y: vector of the response
4 # beta_hat: The value where we want to start the fisher
5 # sigma_squared: the variance of var(y_i).
6 # lambda: penalty/smoothing parameter
7 # num_iter: number of iterations. Assume num_iter > 1.
8 # num_iter_init: number of iterations in the initialization of beta_0_hat
9 # V_compulsory: list of covariates that always gets updated. Domain:

{0,1,..,p}, where 0 is intercept.↪→
10 # print: whether or not we print the results
11
12 ##### Step 0: Setup
13 n = dim(X)[1]
14 p = dim(X)[2]
15
16 # Create Z that is equal to X, but with the first column beeing ones
17 Z = matrix(c(rep(1, n), X), nrow = n)
18
19 # Check for invalid compulsory variables
20 if(length(V_compulsory) != 0 && (range(V_compulsory)[1] < 0 ||

range(V_compulsory)[2] > p)) {↪→
21 stop("Invalid compulsory variable indices.")
22 }
23
24 # Ensure no duplicates in V_compulsory
25 V_compulsory = sort(unique(c(V_compulsory)))
26
27 # Check if we are in the extreme case of GenBoostR
28 GenBoostR_algo = length(V_compulsory) == p+1
29
30 # Calculate the number of parameters to be updated in each iteration
31 num_param_update = min(length(V_compulsory) + 1, p+1)
32
33 # List over indices not in the compulsory list
34 if (length(V_compulsory) == 0) { # There are no compulsory variables
35 V_not_compulsory = 0:p
36 } else if (GenBoostR_algo) { # All the variables are compulsory ->

GenBoostR↪→
37 V_not_compulsory = c()
38 } else { # There are some compulsory variables
39 V_not_compulsory = (0:p)[-(V_compulsory+1)]
40 }
41
42 # Create the possible subsets
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43 subsets = list()
44 if (GenBoostR_algo) { # The only subset is the whole set
45 subsets[[1]] = V_compulsory
46 } else {
47 for (j in 1:length(V_not_compulsory)) { # Combine compulsory and

potential↪→
48 subsets[[j]] = c(V_compulsory, V_not_compulsory[j])
49 }
50 }
51
52 # Create matrices to store the updates
53 beta_hat_matrix = matrix(nrow = (p+1), ncol = (num_iter + 1))
54 mu_hat_matrix = matrix(nrow = n, ncol = (num_iter + 1))
55
56 # Variable to store the total acumulated beta values
57 beta_hat_tot = NULL
58
59 # Matrix to store which variable we update
60 update_trace = matrix(rep(NA, num_iter*num_param_update), nrow = num_iter)
61
62 ##### Step 1: Initialization
63 # Chose a random value for beta_hat_intercept
64 beta_hat_intercept = 0
65 init = mean(y) # Only holds for normal distrbution
66
67 # We know create the beta_0_hat vector consisting of the fitted
68 # intercept and the rest of the parameters are set to zero
69 beta_hat_matrix[,1] = c(init, rep(0, p))
70
71 # Can now calculate the linear product, eta
72 eta_hat = Z %*% beta_hat_matrix[,1]
73
74 # Since we are deling with normal data
75 mu_hat_matrix[,1] = Z %*% beta_hat_matrix[,1]
76
77 ##### Step 2: Iterations
78 for (m in 1:num_iter) {
79 # Array to store the l2 loss for each of the candidate sets
80 L2_loss_array = c()
81
82 # Iterate over all subsets we need to evaluate
83 for (j in 1:length(subsets)) {
84 # Create the partial design matrix
85 X_Vm_j = as.matrix(Z[ ,subsets[[j]]+1])
86
87 # Since we can update the intercept, we use Z instead of X.
88 # I.e. to get covariate 2 we need to take column number 2+1 = 3.
89
90 # Check if it is beta_0 (intercept) we are updating.
91 beta_0_included = 0 %in% subsets[[j]]
92
93 # Compute the penalized Fisher scoring update
94 # Get the number of observations and covariates
95 nn = dim(X_Vm_j)[1]
96 pp = dim(X_Vm_j)[2]
97
98 # Create the penalization matrix (1x1 if no compulsory variables)
99 P = diag(pp)

100 if (beta_0_included) {# Do not penalize the intercept
101 P[1,1] = 0
102 }
103
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104 # Compute matrices for Fisher updates
105 SIGMA = diag(nn)*sigma_squared
106 D = diag(nn)
107 W = D %*% solve(SIGMA) %*% D
108
109 # Calculate the score. Penalty disappear since -lambda*P*beta = 0
110 # by defavult since we assume we start at beta == 0 in this update.
111 score_p_vm_j = t(X_Vm_j) %*% W %*% solve(D) %*% (y-mu_hat_matrix[,m])
112
113 # Calculate the fisher matrix witht the penalty
114 fisher_p_vm_j_penalty = t(X_Vm_j) %*% W %*% X_Vm_j + lambda * P
115
116 # Calculate the update for beta through one step of Fisher scoring
117 beta_hat_temp_update = solve(fisher_p_vm_j_penalty) %*% score_p_vm_j
118
119 # Get the new temp possible beta parameter array
120 beta_hat_temp = beta_hat_matrix[,m]
121 beta_hat_temp[subsets[[j]]+1] = beta_hat_temp[subsets[[j]]+1] +

beta_hat_temp_update↪→
122
123 # Compute the L2 loss
124 eta_hat_m_j = Z %*% beta_hat_temp
125 mu_hat_m_j = eta_hat_m_j
126
127 # Compute the L2 loss since we are working with normal data. Otherwise

we use deviance↪→
128 L2_loss_temp = sum((mu_hat_m_j - y)^2)
129
130 # Add this possible loss to the loss array
131 L2_loss_array = c(L2_loss_array, L2_loss_temp)
132 }
133
134 # Need to find the update that yields the best fit. min L2 loss
135 min_idx = which.min(L2_loss_array)
136
137 # Partial matrix for best update
138 update_idx = subsets[[min_idx]] # Find the variables with best update
139 update_trace[m, ] = update_idx # Record the updated variable
140 Z_m = as.matrix(Z[, update_idx+1]) # Get the best partial design matrix
141
142 # Check if it is beta_0 (intercept) we are updating.
143 beta_0_included = 0 %in% update_idx
144
145 # Conduct the penalized Fisher scoring update
146 # Get the number of observations and covariates
147 nn = dim(Z_m)[1]
148 pp = dim(Z_m)[2]
149
150 # Create the penalization matrix (Can be 1x1 if no compulsory variables)
151 P = diag(pp)
152 if (beta_0_included) {
153 # Do not penalize the intercept
154 P[1,1] = 0
155 }
156
157 # Compute matrices for Fisher scoring
158 SIGMA = diag(nn)*sigma_squared
159 D = diag(nn)
160 W = D %*% solve(SIGMA) %*% D
161
162 # Calculate the score.
163 score_p_vm_j = t(Z_m) %*% W %*% solve(D) %*% (y-mu_hat_matrix[,m])
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164
165 # Calculate the fisher matrix witht the penalty
166 fisher_p_vm_j_penalty = t(Z_m) %*% W %*% Z_m + lambda * P
167
168 # Calculate the update for beta through one step of Fisher scoring
169 best_update = solve(fisher_p_vm_j_penalty) %*% score_p_vm_j
170
171 # New estimates
172 beta_hat_matrix[,m+1] = beta_hat_matrix[,m]
173 beta_hat_matrix[update_idx+1,m+1] = beta_hat_matrix[update_idx+1, m+1] +

best_update↪→
174 mu_hat_matrix[,m+1] = Z %*% beta_hat_matrix[,m+1]
175
176 # We print every 10% percent iteration
177 if (print && !(m %% (num_iter %/% 10))) {
178 cat(sprintf("Iteration: %3d", m))
179 cat(sprintf(" MSE:"), mean((y - round(mu_hat_matrix[,m+1],3))^2))
180 cat(sprintf(" Beta:"), c(round(beta_hat_matrix[,m+1], 4),

sprintf("\n")))↪→
181 }
182 }
183 return(list(beta_hat_matrix = beta_hat_matrix, mu_hat_matrix =

mu_hat_matrix, update_trace = update_trace))↪→
184 }

Listing 3: R-implementation for the GenPartBoostR algorithm discussed in
Section 2.2.7, see Algorithm 4. The current version is restricted to Gaussian
distributed response variables.

C.3 GAMBoost with penalized stumps

1 GAMBoost_stumps = function(X, y, num_iter, lambda, family = gaussian(),
print_msg = FALSE, tiny_return = FALSE){↪→

2 # Conduct the GAMBoost procedure with P-stumps.
3 # Returns the parameter build-up, Hat matrix and so on.
4
5 # X: The matrix of the observed values.
6 # y: The responses asscosiated with the explanatory varaibles.
7 # num_iter: the number of iterations we perform. Bias-variance trade-off.
8 # lambda: the amount of penalization we apply in Fisher scoring.
9 # family: distribution of the response: Guassian, binomial, or Poisson.

10 # print_msg: If we want information during the fitting.
11 # tiny_return: If we only want the essential return. Memory efficient.
12
13 # Check valid family input
14 if (is.character(family)) {
15 family = switch(family, gaussian = gaussian(), binomial = binomial(),

poisson = poisson())↪→
16 }
17 else {
18 if (is.function(family)) {
19 family = family()
20 }
21 }
22 family = match.arg(family)
23
24 ### Step 0: Setup. Create vectors, matrices, et cetera to store quantities.
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25 {
26 # Dimensions
27 n = nrow(X)
28 p = ncol(X)
29
30 # Weights used in calculating deviance. Assumed to be identical.
31 weights = rep(1, n)
32
33 # The penalization term used in penalized Fisher scoring
34 pen_term = lambda * matrix(c(1,-1,-1,1), ncol = 2)
35
36 # Create the total transformed design matrix
37 Z_matrix = GAMBoost_stumps_create_total_design_matrix(X)
38
39 # Matrices to store the model parameters, predictor eta, response mu =

h(eta) = g^(-1)(eta).↪→
40 alpha_hat_mat = matrix(0, ncol = 2*n*p, nrow = num_iter + 1)
41 eta_hat_mat = matrix(0, ncol = n, nrow = num_iter + 1)
42 mu_hat_mat = matrix(0, ncol = n, nrow = num_iter + 1)
43
44 # Matix to store the aprroximate response obtained the hat mat.
45 mu_hat_mat_approx = matrix(0, ncol = n, nrow = num_iter + 1)
46
47 # Matrix to store which split variable and observation
48 split_points = matrix(NA, nrow = num_iter, ncol = 2, dimnames =

list(NULL, c("Var", "Obs")))↪→
49
50 # Arrays to store deviance, trace/DF, AIC and BIC (approximated from hat

mat)↪→
51 deviance = rep(NA, num_iter+1)
52 trace = rep(NA, num_iter+1)
53 AIC = rep(NA, num_iter+1)
54 BIC = rep(NA, num_iter+1)
55
56 # Array to store the deviance obtained for the aprroximate response from

the hat mat.↪→
57 deviance_approx = rep(NA, num_iter+1)
58
59 # Array to store the difference between the predicted response from algo-
60 # rithm and the approximate predicted response based on the hat matrix.
61 deviance_difference = rep(NA, num_iter+1)
62
63 # List to store the iterative approximate hat matrices
64 hat_mat = list()
65
66 # Variables to store the matrices in the calculation for the hat matrix
67 M_mat_new = NA
68 M_mat_old = 1/n * matrix(1, nrow = n, ncol = n)
69
70 # Used to iteratively caclulate the new term in the hat matrix

efficiently↪→
71 cumulative_product = diag(n)
72
73 # Matrix to store the sum-to-zero constraints
74 stz = matrix(NA, ncol = p, nrow = num_iter+1)
75
76 # List to store lists containing the Q_MJ matrices. p lists with n
77 # matrices of size nxn. Used to derive the standard error bands.
78 # Not memory effiecient.
79 Q_mj_list = list()
80 for (i in 1:p) {
81 Q_mj_list[[i]] = list()
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82 names(Q_mj_list)[i] = paste("var", i, sep = "")
83 }
84
85 # List to store p matrices of dim nxnum_iter which will store the
86 # diagonalelements of the Q_mj matrices. These values are the approx-
87 # imate variance for each of the n observations in each iteration.
88 obsvar = list()
89 for (i in 1:p) {
90 obsvar[[i]] = matrix(NA, nrow = n, ncol = num_iter+1)
91 names(obsvar)[i] = paste("var", i, sep = "")
92 }
93 }
94
95 ### Step 1: Initialization
96 {
97 # Fit the intercept model
98 eta_0 = rep(family$linkfun(mean(y)), n)
99

100 # Insert the initial predictor and reponse.
101 eta_hat_mat[1, ] = eta_0
102 mu_hat_mat[1, ] = family$linkinv(eta_hat_mat[1, ])
103
104 # Calculate the first hat matrix, since mu = \bar{y}
105 hat_mat[[1]] = 1/n * matrix(1, nrow = n, ncol = n)
106
107 # Calculate the initial quantites
108 deviance[1] = sum(family$dev.resids(y, mu_hat_mat[1, ], weights))
109 trace[1] = sum(diag(hat_mat[[1]]))
110 AIC[1] = deviance[1] + 2*(trace[1])
111 BIC[1] = deviance[1] + log(n)*(trace[1])
112
113 # Compute the deviance between the response and approiximate reponse.
114 deviance_difference[1] = sum(family$dev.resids(mu_hat_mat[1, ],

hat_mat[[1]] %*% y, weights))↪→
115
116 # Compute the approximate responses.
117 mu_hat_mat_approx[1, ] = hat_mat[[1]] %*% y
118 deviance_approx[1] = sum(family$dev.resids(y, mu_hat_mat_approx[1, ],

weights))↪→
119
120 # Do not update the f_j functions, hence they are zero.
121 stz[1, ] = rep(0, p)
122 }
123
124 # Small printout to the user
125 if (print_msg) {
126 cat(sprintf('Iter: %-3d Var: %-2d Dev: %8.3f DF: %5.2f AIC: %7.2f

BIC: %7.2f DevDif: %10.3g stz = %g\n', 0, NA, deviance[1],
trace[1], AIC[1], BIC[1], deviance_difference[1], NA))

↪→
↪→

127 }
128
129 ### Step 2 (Model fit):
130 # Iterate over the number of iterations
131 for (l in 1:num_iter){
132
133 # Matrix to store the L2 loss of the p*n potential updates.
134 deviance_loss_matrix = matrix(NA, nrow = p, ncol = n)
135
136 ### In Fisher scoring we need the matrices; D, SIGMA and W. These are
137 ### only iteration specific and do not depent on split variable and
138 ### value. Thus, we save computational time by computing them here.
139 {
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140 # SIGMA is a diagonal matrix with the variance of y_i on the i'th
diagonal entry.↪→

141 SIGMA = family$variance(mu_hat_mat[l,])
142 SIGMA_inv = (SIGMA)^(-1)
143
144 # D is a diagonal matrix with dh(eta_i)/(d*eta_i) on the i'th entry.
145 D = family$mu.eta(eta_hat_mat[l, ])
146
147 # Calculate W = D * SIGMA^(-1) * D
148 W = D * SIGMA_inv * D # Simpler W = D
149 }
150
151 # Iterate over the number of parameters to find split variable.
152 for (s in 1:p) {
153
154 # Iterate over the number of observations to find split value.
155 for (d in 1:n) {
156
157 ### Calculate the potential update
158 {
159 # Extract the partial transformed design matrix Z_sd of dimension

nx2.↪→
160 offset = 2*n*(s-1) + 2*d - 1
161 Z_sd = Z_matrix[,offset:(offset+1)]
162
163 # Calculate param update based on one iteration of penalized fisher

scoring starting at zero.↪→
164 F_penalized = t(Z_sd * W) %*% Z_sd + pen_term
165 score = t(Z_sd * (W / D)) %*% (y-mu_hat_mat[l,]) # Simpler score =

t(Z_sd) %*% (y-mu_hat_mat[l,])↪→
166 alpha_hat_update = solve(F_penalized) %*% score
167
168 # Update the parameter vector
169 alpha_hat_temp = alpha_hat_mat[l, ]
170 alpha_hat_temp[offset:(offset+1)] =

alpha_hat_temp[offset:(offset+1)] + alpha_hat_update↪→
171 }
172
173 ### Evaluate the potential update based on deviance
174 {
175 # Update the predictor and include the intercept
176 eta_hat_temp = Z_matrix %*% alpha_hat_temp + eta_0
177
178 # Calculate the predicted response mu = h(eta) = g^(-1)(eta)
179 mu_hat_temp = family$linkinv(eta_hat_temp)
180
181 # Calculate the deviance. L2 loss in the case of Gaussian
182 deviance_loss_matrix[s,d] = sum(family$dev.resids(y, mu_hat_temp,

weights))↪→
183 }
184 }
185 }
186
187 ### Find best split variable and value
188 {
189 best_indices = arrayInd(which.min(deviance_loss_matrix),

dim(deviance_loss_matrix))↪→
190 s_new = best_indices[1]
191 d_new = best_indices[2]
192
193 # Add that we use this split point and split variable
194 split_points[l, ] = c(s_new, d_new)
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195 }
196
197 ### Calculate the best update
198 {
199 # Get partial transformed design matrix
200 offset = 2*n*(s_new-1) + 2*d_new - 1
201 Z_sd = Z_matrix[ ,offset:(offset+1)]
202
203 # Calculate update based on one iteration of penalized fisher scoring

starting at zero↪→
204 F_penalized = t(Z_sd * W) %*% Z_sd + pen_term # Can exchange W with

D or SIGMA↪→
205 score = t(Z_sd * (W / D)) %*% (y-mu_hat_mat[l,]) # Simpler score =

t(Z_sd) %*% (y-mu_hat_mat[l,])↪→
206 alpha_hat_update = solve(F_penalized) %*% score
207
208 # Create the new parameter vector
209 alpha_hat_mat[l+1, ] = alpha_hat_mat[l, ]
210 alpha_hat_mat[l+1, offset:(offset+1)] = alpha_hat_mat[l+1,

offset:(offset+1)] + alpha_hat_update↪→
211 }
212
213 # Compute the new eta with ther intercept
214 eta_hat_mat[l+1, ] = Z_matrix %*% alpha_hat_mat[l+1, ] + eta_0
215
216 # Calculate the response mu = h(eta) = g^(-1)(eta)
217 mu_hat_mat[l+1, ] = family$linkinv(eta_hat_mat[l+1, ])
218
219 # Do not need to calcuate the hat matrices and so on.
220 if (!tiny_return) {
221 ### Calculate the new hat matrix
222 {
223 # Compute the M matrix, a component in the approximate hat matrix
224 H_bar_mat = sqrt(W) * Z_sd %*% solve(t(Z_sd * W) %*% Z_sd + pen_term)

%*% t(Z_sd * sqrt(W))↪→
225 M_mat_new = diag(sqrt(SIGMA)) %*% H_bar_mat %*% sqrt(diag(SIGMA_inv))
226
227 # Update the cumulative product
228 cumulative_product = (diag(n) - M_mat_old) %*% cumulative_product
229
230 # calcualte the new hat matrix
231 hat_mat[[l+1]] = hat_mat[[l]] + M_mat_new %*% cumulative_product
232
233 # Set the old M matrix to be the new one
234 M_mat_old = M_mat_new
235 }
236
237 ### Calculate the covariate specific eta contribution matrices Q_mj
238 {
239 # Calculate an auxillary matrix
240 # PS: CAN REMOVE W * SIGMA_inv AS IT BECOMES 1.
241 R_mat_s = Z_sd %*% solve(t(Z_sd * W) %*% Z_sd + pen_term) %*% t(Z_sd

* W * SIGMA_inv)↪→
242
243 # Get the previous elements
244 if (length(Q_mj_list[[s_new]]) == 0) {
245 prev_sum = matrix(0, nrow = n, ncol = n)
246 } else {
247 prev_sum = Q_mj_list[[s_new]][[length(Q_mj_list[[s_new]])]]
248 }
249
250 # Update the Q_mj list. PS. YES, it is l and not l+1 here.
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251 # Use the lth iter to predict the l+1th.
252 Q_mj_list[[s_new]][[l]] = prev_sum + R_mat_s %*% (diag(n) -

hat_mat[[l]])↪→
253 }
254
255 ### Calculate the new obsvar (observation (co)variance) which are used

to calculate SE bands↪→
256 {
257 # Copy over the old approximate variance for covariates that were not

updated↪→
258 for (j_idx in 1:p) {
259 if (j_idx == s_new){
260 # Eq 11 in GAMBoost paper
261 obsvar[[j_idx]][ ,l+1] = diag(Q_mj_list[[s_new]][[l]] %*%

diag(family$variance(mu_hat_mat[l+1, ])) %*%
t(Q_mj_list[[s_new]][[l]]))

↪→
↪→

262 } else {
263 obsvar[[j_idx]][ ,l+1] = obsvar[[j_idx]][ ,l]
264 }
265 }
266 }
267
268 ### Add new quantites to the different "tracking" vectors
269 {
270 deviance[l+1] = sum(family$dev.resids(y, mu_hat_mat[l+1, ], weights))
271 trace[l+1] = sum(diag(hat_mat[[l+1]]))
272 AIC[l+1] = deviance[l+1] + 2*(trace[l+1])
273 BIC[l+1] = deviance[l+1] + log(n)*(trace[l+1])
274
275 # Calculate the predicted response from the hat matrix
276 pred_hat = hat_mat[[l+1]] %*% y
277 if (family$family == 'binomial') {
278 # Ensure values between 0 and 1. Add small epsilon value to no get

'inf'↪→
279 pred_hat[pred_hat < 0] = 10e-12
280 pred_hat[pred_hat > 1] = 1 - 10e-12
281 }
282 if (family$family == 'poisson') {
283 # Ensure postitive values. Add small epsilon value to no get 'inf'.
284 pred_hat[pred_hat < 0] = 10e-12
285 }
286 deviance_difference[l+1] = sum(family$dev.resids(mu_hat_mat[l+1, ],

pred_hat, weights))↪→
287 deviance_approx[l+1] = sum(family$dev.resids(y, pred_hat,

weights))↪→
288 mu_hat_mat_approx[l+1, ] = hat_mat[[l]] %*% y
289
290 # The sum-to-zero values for the lth iteration
291 stz[l+1, ] = stz[l, ]
292 stz[l+1, s_new] = sum(Z_matrix[, (2*n*(s_new-1)+1):(2*n*s_new)] %*%

alpha_hat_mat[l+1, (2*n*(s_new-1)+1):(2*n*s_new)])↪→
293
294 # Compute the approximate responses
295 mu_hat_mat_approx[1, ] = hat_mat[[1]] %*% y
296 deviance_approx[1] = sum(family$dev.resids(y,

mu_hat_mat_approx[1, ], weights))↪→
297 }
298 }
299
300
301
302
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303 # Printout to the user
304 if (print_msg) {
305 cat(sprintf('Iter: %-3d Var: %-2d Dev: %8.3f DF: %5.2f AIC: %7.2f

BIC: %7.2f DevDif: %10.3g stz = %10.4g\n', l, s_new,
deviance[l+1], trace[l+1], AIC[l+1], BIC[l+1],
deviance_difference[l+1], stz[l+1, s_new]))

↪→
↪→
↪→

306 }
307 }
308
309
310 if (!tiny_return){
311 # Create matrix of the diagonal vaules in the hat matrices. Used to

calcualte CI predicted response↪→
312 list_diag_hat_mat = lapply(1:(num_iter + 1), function(x)

diag(hat_mat[[x]]))↪→
313 matrix_diag_hat_mat = matrix(unlist(list_diag_hat_mat), ncol = n, byrow =

TRUE)↪→
314
315 }
316
317 # Create the return list
318 return_list = list("model_name" = 'GAMBoost_stumps', "family" = family,

"penalty" = lambda, "n" = n, "p" = p, "X" = X, "y" = y, "num_iter" =
num_iter, "intercept" = eta_0[1], "alpha" = alpha_hat_mat)

↪→
↪→

319
320 # Add all quantites to the list if not tiny_return
321 if (!tiny_return) {
322 return_list_add = list("eta_hat" = eta_hat_mat, "mu_hat" = mu_hat_mat,

"mu_hat_approx" = mu_hat_mat_approx, "deviance" = deviance,
"deviance_difference" = deviance_difference, "deviance_approx" =
deviance_approx, "AIC" = AIC, "BIC" = BIC, "trace" = trace,
"split_points" = split_points, "hat_mat_last" = hat_mat[[l+1]],
"matrix_diag_hat_mat" = matrix_diag_hat_mat, "hat_mat" = hat_mat,
"QMJ" = Q_mj_list, "obsvar" = obsvar, "sum_to_zero" = stz)

↪→
↪→
↪→
↪→
↪→
↪→

323
324 # Combine the two return lists
325 return_list = c(return_list, return_list_add)
326 }
327
328 # Return the fitted model
329 return(return_list)
330 }

Listing 4: R-implementation for the GAMBoost algorithm with penalized stumps
discussed in Section 3.2, see Algorithm 6.

C.4 Data Generating Processes

1 create_data_combined = function(n, seed_number = NA, cn = NA, stnr = NA, type
= c("smooth", "step", 'advancedstep'), family = gaussian()) {↪→

2 # Function that creates the smoth, step, and advanced step data.
3
4 # n: number of observations
5 # seed_number: the seed for the random sampling generator
6 # cn: constant in eta that alters the signal to noise ratio.
7 # stnr: desired signal to noise ratio. Either cn is provided or this.
8 # type: If the functions should be smooth, stepwise, or advanced stepwise
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9 # family: The distribution of the response; gaussian, binomial or poisson.
10
11 # Check valid type input
12 type = match.arg(type)
13 if ((is.na(cn) & is.na(stnr)) | (!is.na(cn) & !is.na(stnr))) {
14 stop("Either cn or stnr needs to be provided, and not both.")
15 }
16
17 # See if cn was provided
18 cn_recieved = ifelse(is.na(cn), FALSE, TRUE)
19
20 # Change from characters to function
21 if (is.character(family)) {
22 family = switch(family, gaussian = gaussian(), binomial = binomial(),

poisson = poisson())↪→
23 }
24
25 # Set the seed for reproducibility
26 if (!is.na(seed_number)){
27 set.seed(seed_number)
28 }
29
30 # Create needed auxillary functions
31 if (type == 'step') {
32 # Create the stepfunction f(x) which is -1 if x<= 0 and 1 if x>0.
33 sf = stepfun(c(0), c(-1, 1), right=TRUE)
34 } else if (type == 'advancedstep') {
35 # Create the piecewise constant functions
36 step1 = approxfun(x=seq(-1,1,0.4),
37 y = c(-2,-1,0,1,2,2), method = "constant")
38 step2 = approxfun(x=seq(-1, 1, length.out = 7),
39 y = c(1,-1,2,-2,3,-3,-3), method = "constant")
40 step3 = approxfun(x=seq(-1,1,0.4),
41 y = c(2,-2,0,-2,2,2), method = "constant")
42 step4 = approxfun(x=seq(-1,1, length.out = 7),
43 y = c(1,0,-1, -1, 0, 1,1), method = "constant")
44 step5 = approxfun(x=seq(-1,1,2), y = c(0,0), method = "constant")
45 }
46
47 # Create the observations.
48 X = matrix(runif(n*5, -1, 1), nrow = n, ncol = 5)
49
50 # Find the cn which yields the desired signal to noise ratio
51 if (!is.na(stnr)) {
52 if (type == 'smooth') {
53 optim_func_smooth = function(cc) {
54 eta_temp = cc*(-0.7 + X[,1] + 2*X[,3]^2 + sin(5*X[,5]))
55 mu_temp = family$linkinv(eta_temp)
56 (stnr - sum((mu_temp - mean(mu_temp))^2) /

sum(family$variance(mu_temp)))^2↪→
57 }
58 cn = optimize(optim_func_smooth, c(0,100))$minimum
59 } else if (type == 'step') {
60 optim_func_step = function(cc) {
61 eta_temp = cc*(0.5*sf(X[,1]) + 0.25*sf(X[,3]) + sf(X[,5]))
62 mu_temp = family$linkinv(eta_temp)
63 (stnr - sum((mu_temp - mean(mu_temp))^2) /

sum(family$variance(mu_temp)))^2↪→
64 }
65 cn = optimize(optim_func_step, c(0,100))$minimum
66 } else if (type == 'advancedstep') {
67 optim_func_advstep = function(cc) {
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68 eta_temp = cc*(step1(X[,1]) + step2(X[,2]) + step3(X[,3]) +
step4(X[,4]) + step5(X[,5]))↪→

69 mu_temp = family$linkinv(eta_temp)
70 (stnr - sum((mu_temp - mean(mu_temp))^2) /

sum(family$variance(mu_temp)))^2↪→
71 }
72 cn = optimize(optim_func_advstep, c(0,100))$minimum
73 }
74 }
75
76 # Create the linear predictor eta.
77 if (type == 'smooth') {
78 eta = cn*(-0.7 + X[,1] + 2*X[,3]^2 + sin(5*X[,5]))
79 } else if (type == 'step') {
80 eta = cn*(0.5*sf(X[,1]) + 0.25*sf(X[,3]) + sf(X[,5]))
81 } else if (type == 'advancedstep') {
82 eta = cn*(step1(X[,1]) + step2(X[,2]) + step3(X[,3]) + step4(X[,4]) +

step5(X[,5]))↪→
83 }
84
85 # Calculate the expected response.
86 mu = family$linkinv(eta)
87
88 # If cn recieved, then compute SNTR.
89 if (cn_recieved) {
90 stnr = sum((mu - mean(mu))^2) / sum(family$variance(mu))
91 }
92
93 # Randomly generate the response based on family and mu.
94 if (family$family == "gaussian") y = rnorm(n, mean=mu, sd=1)
95 if (family$family == "binomial") y = rbinom(n, size = 1, prob = mu)
96 if (family$family == "poisson") y = rpois(n, lambda = mu)
97
98 # Create the return list.
99 return(list("X" = X, "eta" = eta, "mu" = mu, "y" = y, "type" = type,

"family" = family, "cn" = cn, 'stnr' = stnr, "seed_number" =
seed_number))

↪→
↪→

100 }

Listing 5: R-implementation of the three data generating processes: smooth
process, stepwise process, and advanced stepwise process. The response variables
can either be Gaussian with unit variance (4.4), binomial (4.5), or Poisson (4.6).
The signal-to-noise ration is computed according to (4.3).
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