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1

Introduction

Mark Weiser first phrased the vision of ubiquitous computing in 1991 as “The
most profound technologies are those that disappear. They weave themselves
into the fabric of everyday life until they are indistinguishable from it” [1].
IoT is advancing fast with many innovative use cases such as energy efficient
infrastructures, health monitoring, assisted living for elderly people etc. However, the majority of these IoT devices are resource constrained, with limited
memory, low computational capabilities, and limited battery/power supply.
These constraints imply using less resource-intensive mechanisms for storage,
computation, security etc, which may have adverse effect on security. IoT devices are often deployed in a personal space, public places, industrial setups
etc., and from these contexts they access and transmit sensitive information,
such as personal identification numbers, health records, movement patterns
etc. Since these devices monitor and control the human environments, exploiting such systems may lead to privacy and security breaches, or more
dire safety consequences when attackers take control of critical components
such as fire alarm, door lock, stairway lightning etc. In addition to this, IoT
brings new kinds of risks for businesses that are dealing with information,
where breaches leads to mass surveillance and unlawful tracking.
Recently, hacked IoT devices have been used to launch large scale denialof-service attacks, e.g., Mirai botnet, Satori botnet, LuaBot, Hajime Botnet,
Brickerbot etc. One of the main reason for the success of such massive attacks
is the ubiquity of IoT devices and the presence of similar vulnerabilities in
a large number of these devices. In general, the computing systems are
designed and developed identically, for the economy of scale, which has the
considerable benefits of consistent behaviour and simplified distribution and
maintenance. However, being identical is a potential weaknesses when an
attacker succeeds in exploiting a vulnerability in one device, because the
same exploit can be replicated and distributed to compromise other devices.
Due to the lack of diversity, the impacts of such attacks grow with the number
of such identical devices.
In 1997, Forrest et al. [2] presented an analogy between “diversity in biological systems” and “diversity in computer systems”, and also suggested its
benefits of diversity in computing systems from a security perspective. Diversity can be defined as, the condition or quality of being diverse, different
or varied. In ecology, the diversity-stability hypothesis [3] states that higher
diversity within biological communities tends to increase resilience. By resilience we mean the ability to be resistant against attacks and the ability
to recover quickly, with limited damages. This hypothesis can be utilised for
building a resilient IoT ecosystem.
3

Although multiple diversification mechanisms have been developed to protect against security attacks, as we present in Section 2, there has been almost
no investigation into how (or whether) such mechanisms are applicable (or
relevant) to IoT systems. In consequence, after providing a taxonomy for
prominent attacks in IoT systems in Section 4, we survey and summarise
code diversification mechanisms, in Section 5, and evaluate their relevance
in IoT settings in Section 6 before concluding with some open problems.

2

Diversification mechanisms

Diversification, or moving target defense, techniques have been applied at
various abstraction levels, e.g., hardware, operating systems, software, communication protocol, security mechanism, or in between. We present a taxonomy of diversification in Figure 1 where we categorize the techniques into:
code diversification and execution environment diversification. Techniques
for code diversification can further be classified into: source, assembly, and
binary. We focus on these since we see them as most promising for IoT. The
techniques that diversify execution environments can further be classified
into: emulator based or techniques that involve reorganizing aspects within
main memory and/or the processor.
One of early works on design diversity was by Laprie et al. [4] on diversification of the possible sources of faults, in order to reduce the influence of
design faults on hardware and software architectures. Since design faults are
a source of common-mode failure, having applications diversified –in terms
of, design followed by implementation– is useful in defeating common-mode
failure. Intuitively, it is important to consider the number of variants for
a given design as well as the level of fault-tolerance application, i.e.: “How
much should the system be decomposed into components (that can be diversified)? and which layers (application, software, hardware) must be diversified” [4]. For this, the authors consider recovery blocks, N self-checking
programming, and N-version programming, and discuss additional costs introduced by incorporating these methods. The N-version approach [5] is one
of the earliest design diversity techniques that was used for building faulttolerant software. In this technique, separate teams work independently to
design and develop N equivalent variants from the same specification. This
offers diversity at design level as well as implementation level, leading to
considerably transient effects of faults on variants.
Moving towards code diversity, we believe [6] and [2] were influential
works that initiated research towards software diversification as defense against
attacks. In [6], Cohen introduced the concept of using program evolution to
4
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Figure 1: Taxonomy for diversification
increase attack complexity for protecting operating systems against automated attacks. Some of the program evolution techniques are: instruction
equivalence, equivalent instruction sequences, instruction reordering, variable substitutions, adding/removing jumps, or calls, garbage insertion, and
program encodings. These program evolution techniques, with some variations, were used later in design and implementations of several diversitybased defenses. A few years later, Forrest et al. [2] outlined a variety of
somewhat similar approaches such as adding/deleting non-functional code,
code reordering, randomizing aspects of memory layout, in order to produce
variability in the physical location of instructions, instruction order, and location of instructions. To demonstrate this idea, the authors implemented
a method to randomize the amount of memory allocated on a stack frame
to successfully disrupt a simple buffer overflow attack, with relatively small
impact on execution-time performance [2].
Later in 1997, Collberg et al. proposed in the influential paper [7] a detailed taxonomy of obfuscation. Some of the transformations were derived
from well-known transformations (such as compiler optimization), while others were developed for the sole purpose of obfuscation. Transformations
5

were broadly categorized into: control, computation, aggregation, ordering,
and data transformations, involving renaming variables, altering the control
flow of programs by using opaque predicates, graph flattening, replacing instructions with equivalent instructions, or changing the data encoding. In
addition to the taxonomy, [7] also gave formal definitions for measures of
potency, resilience, execution cost, and quality. The authors also emphasized on obfuscating data structures in object-oriented programs, because in
such programs the control is organized around the data structures. Lately,
Xu et al. [8] discuss secure and usable program obfuscation techniques, and
based on the purpose of protection, they categorize code obfuscation into:
preventive, transformational, and polymorphic obfuscation. A few dominant
obfuscation transformation techniques are: layout transformation (scramble
program layout), control obfuscation (obscure control flow), data obfuscation (obscure data representation), instructional control hiding, and API call
hiding.
Chow et al. [9] presented an approach to obfuscate the control-flow of
a program by implanting instances of hard combinatorial problems into the
source code. This technique guarantees tamper-resistance by hardness of
the problems an adversary would have to solve when attempting to detect
properties of obfuscated programs (through static analysis). On the other
hand, Majumdar et al. [10] uses distributed opaque predicates to obfuscate
control-flow. Garg et al. [11] gave a candidate construction of a generalpurpose obfuscator, which provides sufficiently strong security guarantees by
satisfying indistinguishability obfuscation, defined as: given any two equivalent circuits C and C 0 of similar size, the obfuscation of C and C 0 should be
computationally indistinguishable, i.e., any two obfuscated program variants
of same program are indistinguishable.
More recently, several research works that are closely related to code diversification include [12, 13, 14, 15, 16, 17, 18, 19]. Diversification techniques
by Homescu et al. [12, 13] will be described in Section 5. Another recent and
empirical work done towards code randomization is Readactor [14], which is a
fine-grained code randomization defense that combines novel compiler transformations with hardware-based enforcement mechanisms. First, it closes
memory disclosure channels by using fine-grained code randomization and
then maps all executable code pages with execute-only permission (at runtime) by using a kernel with a Readactor patch. A prototype implementation
of Readactor uses function permutation [20], allocation randomization, and
callee-saved register save slot reordering for code randomization [21]. Crane
et al. [14] compares Readactor with several existing randomizing defenses:
XnR [15], Oxymoron [18], and HideM [19] for prevention against disclosure
of code components, security, and performance.
6

Another interesting diversification enabler is “self-modifying code” [22],
which can be used for modifying code behavior during execution. Mavrogiannopoulos et al. [23] defined a taxonomy of self-modifying code for code
obfuscation and systematically categorized an adversary’s capabilities, in an
attempt to establish a terminology and framework within which precise discussions of self-modification based obfuscation may be pursued. Balachandran et al. [16] propose obfuscation and encryption as a software protection
technique. A first phase obfuscates the control flow, in which after generating assembly code, the control flow instructions are encrypted and then
moved (after being removed from assembly code) to a different module, such
as signal handler, stack, or function. During the execution, the control flow
information is decrypted and then the self-modifying code is used to reconstruct it.
Christodorescu et al. [24] proposed an end-to-end diversification technique
in which diversification mechanisms are applied to randomize instruction sets,
script API, reference names of stored data, and other key program elements.
These mechanisms were applied to the Javascript component and the SQL
DB component of a web application. Alarifi and Du [25] proposed program
obfuscation (for code and data) to alleviate reverse engineering attacks on
sensor nodes. First, the data structure that stores the secret key is obfuscated using hash functions, followed by code obfuscation, and then the code’s
control flow is randomized. This scheme was implemented on Mica2 sensors,
and different obfuscation methods were applied to each sensor.
The execution environment diversification includes diversification
of writeable-memory area (stack or heap), executable-memory area (instructions/code and system libraries), system calls, registers, etc. Hu et al. [26]
present a secure and efficient instruction-set randomization (ISR) by using
a virtual machine model, Strata [27]. AES encryption is used to randomize
instructions. Strata first loads the application, and then examines these program instructions and translates them before they actually execute on the
host CPU. In the translation phase, the binary is encrypted and instructions
are tagged to detect code injection in later stages. Before execution, the
decryption engine fetches and decrypts the program instructions, and uses
invalid the tags to detect code-injection. Moving towards the main-memory
based diversification, Address Space Layout Randomisation (ASLR) is one
of the popular techniques, and is enabled in major operating systems such as
Android, DragonFly BSD, iOS, Linux, Windows, OS X, etc. ASLR provides
diversity through run-time randomization by randomizing the base address
for the code, data, stack, and heap in the virtual-address space of the application.
Barrantes et al. [28] propose RISE to run the randomized code. First,
7

they randomize the instruction set at load time by XORing a random mask
with every byte of the program code (including libraries). At run-time, the
randomized code is XORed with same mask for code execution. Any code
injection will thus result in invalid executions. Kc et al. [29] demonstrate the
complete process of randomizing an instruction set, which involves: (i) the
randomizing element, (ii) the modified processor, and (iii) the loader. The
instructions are encoded with a key. The executable contains these modified instructions. The randomizing component of the architecture embeds
the appropriate decoding key in a header. The encoding key that was used
to encode the original instruction is associated with a decoding key. The
operating system extracts the decoding key from the header and stores it in
the process control block (in a special register, with write-only access) of the
process, when the process is loaded into memory. Just before executing these
instructions on the processor, the instructions are decoded with the decoding
key. In this way a unique execution environment is created to the running
process, and any injected code will crash the process or cause an exception
due to invalid instructions. Moreover, the instruction set is randomized without affecting the processor architecture. A system call enables a program to
enter the kernel space to perform operations on input/output peripherals,
e.g., read, write, open file. Each system call is assigned a unique system call
number, which is stored in system call table. The system call dispatcher uses
that number to determine which system call to invoke. The system call interface between kernel and processes can be diversified by randomizing these
system call numbers. This method is demonstrated in RandSys [30]. When
a process is executed for the first time it scans all system call invocations and
their location in memory. Then using a secret key stored in the kernel space,
a randomization algorithm is applied on the locations of system calls to generate a “randomized system call number”. This requires making changes to
the system call dispatcher to enable it to decrypt system call numbers at
runtime.
Until now we have surveyed diversification techniques in general, applicable to a wide variety of conventional computing systems. In the rest of the
paper we restrict to those works that we think are most useful for IoT, and
refer to the surveys [31, 32, 33, 34] for more general diversification techniques.

3

Diversity and IoT Security

In general, diversity involves elements of different nature, and is a vital source
of robustness in biological systems. For example, for an ecosystem that
includes multiple species that serve similar functions or roles, some of these
8

species can survive in cases of natural disturbances such as infestation or
climate change. In aircrafts as well as safety-critical systems, in addition
to other development assurances, design diversity is used as a traditional
defense against development faults [35]. Diversity is one of the acceptable
means used to decrease risk to an acceptable level [35] and improve reliability.
The analogy between diversity in species and the benefits of diversity in
computing systems for security gains was studied by Forrest et al. [2], and is
also our main motivation.
In general, to create a successful exploit, an attacker needs to know (or
predict) certain details about the code and/or execution environment, such
as position of a statement in the code, program memory layout, etc. The idea
of utilizing diversity for security is to develop varied instances of the same
application, which means that the instances are all semantically the same
but some uncertainty is introduced (using diversification techniques) that
makes the detailed behavior of these instances different from each other.
In this case, exploiting a vulnerability in one instance does not necessarily
allow the attacker to use the same exploit on other instances. Diversification
mechanisms do not fix vulnerabilities in a system, but makes it harder for the
attacker to abuse many vulnerable systems with the same exploit, by making
it more resilient to automated attacks and reducing the risk of collapse.
The idea of software diversity dates back to the mid-nineties, but still the
literature on diversity grew in the past ten years by more than two dozen
papers. Several comprehensive surveys on this research topic are [33, 36, 31,
32, 34]. The wide range of these diversification techniques vary with respect
to their impact on security, development costs, and performance overheads.

3.1

IoT Characteristics : A Brief Overview of Key
Challenges in IoT

We discuss the key technical challenges created by IoT that need to be considered when developing (automated) diversification.
1. Scalability: We define scalability as the capacity of a diversification
method to be effectively applicable on a large number of IoT units.
Thus, a diversification technique should have the potential to generate
a large number of variants (ideally unbounded) such that the variants
are significantly different from each other.
2. Resource constraints: A natural aspect of an IoT device is that it
is resource constrained, compared to conventional computing devices.
Specifically, a resource constrained device refers to a class of hardware
9

implementations characterised by low computing power, limited battery supply, small (gate) area, and small memory requirements. As
many IoT devices are being based on limited computational capacity
and memory, this imposes significant constraints on how these devices
will compute and communicate. This often leads to use of less resource
intensive mechanisms for storage, communication, encryption, or computation, leading to trade offs in security and privacy [37, 38].
3. Data processing and its impact: IoT devices are (normally) continuously sensing and processing contextual information. Often critical
decisions are based on this processed data, for example automatically
applying brakes in a self-driving car or whether to raise a fire alarm
in case of fire. However, the data on which these decisions are taken
can be invalid due to malicious code or sensor failure, and the decisions
may thus have unwanted impacts on physical- or cyber-space.
One key component that categorizes computing platforms is the chipset,
on which the central processing unit, main memory, and I/O devices are
housed. We list recent developments in low-powered chipsets in Figure 2,
mentioning their resource consumption and computational capabilities, ranging from lightweight low-power sensors to high-end gateways with considerable local processing capabilities. With this wide variety of chipsets and a
wide range of diversification strategies that have varying impacts on security and performance, this categorization is useful in making decisions for
choosing effective diversification strategies for specific IoT devices.

4

Prominent Attacks in the IoT Landscape:
A Classification

Since IoT systems are built on principles derived from principles of general computing systems, attacks in IoT settings exploit much of the same
vulnerabilities as in general computing systems. Based on a common set of
vulnerabilities, these attacks can be classified and organized as an attack taxonomy. Each classification shares some commonalities, and within the same
class different attacks can be used to manifest the same attack effect. For
example, code reuse and code injection both exploit buffer overflow vulnerabilities, the former by adding a new path (stitching gadgets) to the control
flow graph and the latter by adding a new node (malicious code) to the control flow graph. There is a large body of literature on attack taxonomies in
cyber domains, with a good overview offered by [39, 40, 41]. The basis for
10
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Figure 2: Recent developments in IoT specific chipsets.
our classification here is the privilege or access that an attacker has over the
computing resources and their execution environment.
In Figure 3, we propose an attack taxonomy based on the assumptions of
the black-box model, the (fuzzy) white-box model, and the grey-box model.
1. In the black-box model, it is assumed that the attacker does not
have access to the code and its execution environment, but can interact with the devices by supplying some input and observing the
output. Based on these observable behaviors, the attacker can extract
meta-information such as power consumption, electromagnetic radiation, timing.
2. In the white-box model, it can be assumed that the attacker has access to the code and its execution environment, which includes knowledge about writeable-memory area (e.g., stack or heap), executablememory area (e.g., instructions/code and system libraries), system
calls, registers, etc. Here we consider a fuzzy, or weaker, white-box
model, which means that the attacker does not have complete control
over the execution environment, but depending on the presence of several security features such as data execution prevention, non-executable
memory, or W ⊕ X memory, etc. the attacker can launch memory corruption attacks.
3. The grey-box model combines elements from the black-box and the
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white-box model, which means that an attacker has access to some
parts of the code but may not have access to the execution environment.
An additional assumption for all three models is that the device can also
be remotely accessed. In the white-box model attacks can be further clasAttacks
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Figure 3: Attack Taxonomy in the IoT Landscape
sified into memory manipulation attacks and memory leak attacks. Both of
them are a result of either (or a combination of) bad programming practices
and lack of programming language features to prevent overwriting memory
regions.

4.1

Memory Corruption

Memory corruption is a generic term that is often used to describe unintended modifications of the contents of virtual memory locations at runtime,
and due to this, an unintended use-case of the program is executed. Typically, a process includes an executable memory region that stores instructions and linked libraries, and a writable memory region, that stores local
variables, references and objects. Attacks from this class exploit memory regions and programming errors such as accessing uninitialized memory, using
dangling pointers, performing memory operations without safety checking,
unsafe string handling, etc.
Buffer overflows, in particular, remain a dominant source of vulnerabilities in IoT settings. For reasons such as performance or access to low-level
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constructs, C/C++ remains a popular choice for development of embedded
systems and IoT. However, C/C++ does not provide sufficient protection
against buffer overflow. Many memory manipulation functions (in C/C++)
do not perform bound checks and can be used to read/write outside the
bounds of the buffers. Not performing bound checks can lead to performing read and write operations on memory locations associated with other
variables and data structures. This can be exploited by the attacker to execute arbitrary code and is a source of information leakage, whereas corrupted
memory contents can lead to program crash or unintended program behavior.
Based on the attacker’s privileges in manipulating memory, memory corruption attacks can further be classified into memory leak (read) and memory
manipulation (write) attacks.
4.1.1

Memory Leakage

Memory leaks occur when certain parts of memory are not required by the
application anymore, but yet not returned to the pool of free memory. As
a consequence, these unwanted references (e.g. objects on the heap) may
lead to leaking sensitive information to unauthorized entities. For example,
exploiting a buffer over-read vulnerability allows an attacker to read outside
valid memory locations with a possibility of exposing sensitive information.
4.1.2

Memory Manipulation

Memory manipulation attacks allow the attackers to deterministically alter
the program execution by injecting a crafted input and/or writing beyond
defined buffer-bounds. For example, an attacker can force malicious behavior
by injecting source code into the target program, and then the injected code
is executed as a legitimate code by the OS. Another use case is to construct
commands by providing malicious input to a target application that accepts
input from users, which then executes that malicious command. Lack of
proper input validation leads to inclusion of untrusted user supplied data
(e.g., HTTP headers, cookies) in the command construction, resulting in the
execution of unintended commands with privileges of the target application.
There are several security features that are being used to defend against
certain memory manipulation attacks, such as data execution prevention,
non-executable memory, W ⊕ X memory (Write or eXecute memory), etc.
However, there are different classes of memory manipulation attacks that
circumvent one or another of these protection mechanisms. The following
can be considered as the most used exploitation techniques in the this classification.
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Code injection: Attacks in this class require four basic steps: (i) identify
a program vulnerability, (ii) write malicious code to exploit the identified
vulnerability, (iii) identify space in the virtual address space of the program
to inject this malicious code, and finally (iv) inject the code to alter the
program execution. To execute this malicious code, the attacker needs to
know (or predict) the precise location of the program’s address space at runtime. This allows the attacker to tweak the execution and then take control of
the target program (or sometimes of the entire system by targeting programs
with elevated privileges). Attacks in this class requires access to code and
its writable and executable memory region.
Code reuse: Attacks in this class take control of the target program
by using it’s executable code and shared library code, such as libc, i.e., an
attacker only uses code that is already present in the program’s address
space. A small number of instructions, that end in ret (return), are the
building blocks for writing a code reuse exploit. Such instructions are called
gadgets. An attacker first identifies such gadgets across the program’s address
space, using static analysis, and then stitches them to generate malicious code
on-the-fly (by inserting code pointers). Code reuse further can be seen as
composed of four well-known attack categories:
• Return-into-libc, which is a classic code reuse attack technique that
takes control of the target program and redirects the execution to functions in the program or shared libraries.
• Return-oriented programming (or ROP), is based on connecting gadgets that end in direct branch instructions (such as return). It also
generalizes return-into-libc attacks.
• Jump-oriented programming (or JOP) attacks are based on connecting
gadgets that end in indirect branch instruction (such as jump).
• Just-in-time ROP (or JIT-ROP) repeatedly abuses a memory disclosure
(i.e., a single runtime memory address) to map a program’s address
space, and then dynamically discovers API functions and gadgets [42].
In addition to these, hybrid exploits combine code reuse with code injection. For example, use code reuse exploits to undermine W ⊕ X feature and
subsequently use code injection exploit [43].

4.2

Reverse Engineering

Given the binary code, reverse engineering (in context of software systems)
can be considered as a process of analyzing and understanding the binary to
14

identify its components, relationships between these components, and probably structures within those components. This class of attack is based on
assumptions from the grey-box model, i.e., an attacker may have access to
the binary as a whole or some parts of it and analyze their behaviors using
black-box techniques to generate more knowledge. Based on access privileges,
the attacker first disassembles the available binary/binaries, i.e., translates
it into assembly instructions, and then decompiles the code obtained from
the previous step. The last step basically involves trying to understand composing parts and finding patterns that can be translated into source code.
Finally, this compact and high-level code is then analyzed, as a result of
which the attacker can determine details of its design and implementation,
and can use this knowledge to modify the binary. Tampering with code for
malicious intent is one of the objectives of reverse engineering. The information obtained during reverse engineering can be used to tamper with the code
to probably circumvent access restrictions, reveal sensitive information such
as cryptographic constants, ciphers. For example, in IoT devices an attacker
can inject code that tampers with sensor values to trigger false alarms, or
inject code to receive sensor data in an unauthorized manner.

4.3

Side-Channel Attacks (SCA)

These attacks are based on side channel information. The source of side
channel information are the electronic circuits, because they are inherently
leaky — performing an operation produces emissions as side effect, and these
emissions (in the form of heat, power consumption, timing) are viable sources
of information to the attacker. In the context of IoT devices, side channel
information is information that can be retrieved from the embedded processors, such as the time it takes to execute certain instructions, latency
of fetching data from memory, memory access patterns, power consumption
during certain operation, or time taken by the system to respond to different
queries. Essentially, acquiring this information means that the attacker gains
information not from the actual response but by observing the way responses
are prepared. Analysing these variations over a significant period, combined
with statistical analysis, can leak sensitive information such as encryption
keys, user credentials, etc. As an example, timing attacks (a classification
of SCA) were effective on popular implementations of RSA [44], which were
used on smartcards and other embedded devices.
In later sections, we discuss diversification mechanisms that mitigate
these attack scenarios.
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Figure 4: Summarized code diversification mechanisms

5

Code Diversification Mechanisms: A Survey

For an application, its design, source code, and binary differ from each other
in the information they contain. The design is of the highest level of abstraction, with numerous assumptions and an algorithm as a software solution.
The source code is an uncompiled set of instructions (statements, methods,
classes), which when compiled translates into a binary format which is rather
complex to understand. Whereas, given the source code of a program, with
some tool support and manual code investigation, it is fairly easy to identify
and exploit vulnerabilities. However, as opposed to source code, binaries are
distributed to the end-users. Given the binary, it is relatively more complex
to understand the intent of a program, but various tools can be used to automate binary code analysis. However, there are diversification techniques
for source or binary that can reduce the effectiveness of these analysis (see
Fig. 4).
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Xd
Xs

Details
A, at compile time
When to diversify
B, at run-time
Which code asp- C, memory space
ects to diversify
D, execution time
E, whole program
Diversification
F, program slices (function, code blocks
granularity
etc)
G, instructions
H, low-level (equivalent instruction
Nature of
substitution, self-modifying code at runTransformations
time etc.)
I, high-level (transform high-level abstractions such as control flow, variable
names, functions etc)
implicit X
it is not explicitly mentioned by authors, but we assume it to be implicit.
transformations done to the object file
transformation based on encryption
and obfuscation applied to assembly
code generated by compiler.
decryption and several transformations
at run-time
transformations done to the assembly
code
Figure 5: Notations used in Figure 4.

5.1

Design Diversification

Diversifying a system/application design introduces variability in the fault
sources, which is valuable in mitigating common-mode failures. As a side
effect, design diversity also offers diversity in the corresponding implementations. The N-version method [5] requires an unambiguous system specification, providing a detailed description of how a system behaves for certain inputs, without describing how that behavior should be designed and
implemented. Following the same specification, separate teams work independently to design and develop N variants. As vulnerabilities are usually
introduced at design and implementation phase, variants from independent
teams will have diverse sources of faults in different phases. Laprie et al. [4]
used several techniques to diversify possible sources of faults to reduce the
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influence of design faults on hardware and software architectures. This approach has proven to be valuable in developing fault-tolerant systems, and
has been used in designing flight-control and railway-interlocking systems.

5.2

Source Code Diversification

The objective of source code diversification is to obscure the data and control
flow of the program to make it difficult to reverse engineer and to exploit
vulnerabilities.
Program obfuscation: A program obfuscator takes a source program
(P ) and an obfuscation key (k ) as input, and then applies code transformation techniques using the key to generate an obfuscated program P 0, ensuring
the semantic equivalence of P and P 0. This definition allows changes to the
program code and data, i.e., lexical obfuscation and control obfuscation. An
effective obfuscation strategy introduces high-entropy in the obfuscated program instances and also ensures that if an attacker is able to successfully
exploit a vulnerability in one program instance and is also able to learn the
hard obfuscation key k for that particular program instance, this does not
give any advantage in attacking another program instance that was obfuscated with a different key. Collberg et al. [7] identified four main classes
of transformations for code and data obfuscation as: lexical transformation,
control flow transformation, data flow transformation, and preventive transformation. These transformations involve renaming variables, altering the
control flow of the program by using opaque predicates, graph flattening,
replacing instructions with equivalent instructions, or changing the data encoding. Some transformations are applied on data using hashing mechanisms, which makes them a one-way transformation [52]. Collberg et al. [7]
suggested using opaque predicates for data and control obfuscation, where
an opaque predicate is a predicate whose outcome is known only during obfuscation time but sufficiently hard to deduce by static analysis techniques.
In [45] it is described the design of a Java obfuscator tool, and several transformations that obfuscate the control flow using resilient opaque predicates.
Majumdar et al. [10] used distributed opaque predicates for obfuscating the
control-flow of processes executing in distributed computing environments,
where the opaque predicate depends on the local states of those processes.
Code randomization: Readactor [14] is a fine-grained code randomization defense, which combines novel compiler transformations with hardwarebased enforcement mechanism. It closes memory disclosure channels by using fine-grained code randomization and then maps all executable code pages
with execute-only permission (at run-time) using a Kernel with the Readactor patch.
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Adding self-modifying code: The key idea here is to add self-modifying
code, which will replace instructions within the program during run-time with
semantically equivalent, yet different, instructions. It is often used to increase
complexity when obfuscating code by weakening the distinction between program code and data [23], thus well suited to hide program internals [53].
Kanzaki et al. [48] exploits self-modifying code for code protection. First,
the original instructions are replaced by dummy instructions, which are then
replaced by original instructions during run-time by the self-modifying code.
The authors have also implemented a system to automate the construction
of self-modifying code.
Hybrid : Homescu et al. [12] proposed a large-scale automated software
diversification method by implementing a diversifying compiler which extends the LLVM compiler infrastructure. The compiler diversifies the source
code by applying two semantic preserving transformations: insertion of NOP
instructions (randomizing the placement of the instructions) and instruction
scheduling (rearranging the order of the instructions). Homescu et al. [13]
also investigate the impact of profile-guided optimization on inserting NOP
instructions in hot code (frequently executing) and cold code (infrequently
executing). Profile-guided diversification optimizes NOP insertion from 25%
to 1%, while preserving security properties of the original defense, by leveraging previously collected profile information. Balachandran et al. [16] propose
obfuscation and encryption as a software protection technique. The first
phase involves obfuscating the control flow, in which after generating assembly code, the control flow instructions are encrypted and then moved to a
different module such as signal handler, stack, or function. During execution,
the control flow information is decrypted and then a self-modifying code is
used to reconstruct the control flow information.

5.3

Binary Code Diversification

Non-functional code, such as NOP, can be inserted to generate delay in execution or to indicate some space reservation in program memory. A NOP
instruction does not affect any register other than program counter (PC), and
consumes only one clock cycle to perform PC = PC + 1. NOP instructions
can be inserted between normal instructions without changing program semantics. This method thus generates diverse binaries and makes the program
execution more unpredictable to the attackers as variants will have different
execution statistics. Coppens et al. [51] propose a Feedback-Driven Binary
Diversification. It considers the diversifier at the client-site, which receives
a patched binary. Initially the diversifier applies several transformations to
thwart the “diffing” tools (tools that compare binaries), and then run the
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diffing tools on the generated binary and the unpatched binary, ultimately
feeding the diff (difference between the two binaries) to the diversifier. This
information is used to apply transformations, iteratively, until they prove to
be insufficiently effective. Wartell et al. [50] proposed Binary Stirring that
self-randomizes its instruction address on every execution. This randomization is achieved in two phases: (i) transforming the binary into a more easily
randomizable representation, and then (ii) stirring the binary by randomly
reordering instructions at load-time phase. Stirring is performed by a trusted
library, which is always loaded before the target code and is also unloaded
before the stirred binary executes. Jacob et al. [46] proposed a diversification toolkit, Superdiversifier, which is based on the compiler technique of
superoptimization. This searches for all possible short instruction sequences
and then the superdiversifier generate reasonably large number of equivalent sequences. The equivalent sequences are diverse because the search is
guided using a secret key and other user-specified parameters (e.g., different
instruction set or different operands over which the search is performed).
Given the source code, it is decidable to distinguish and identify code components for diversification. The source code gives more information about the
execution than the low-level code, such as placement of data/code constructs
or deterministic loop boundaries, which are useful in deciding diversification
points and taking transformation decisions. These transformations result in
large sets of diversified binaries, which are delivered to end-user. However,
given a binary, it is fundamentally undecidable to distinguish code from data
embedded into code regions [54]. To accurately identify which instructions
or which part of the code is to be diversified, it is necessary to locate instructions and procedure boundaries. However, even after identifying them to an
extent, performing effective transformations without disturbing the addresses
in existing instructions is non-trivial. This leaves some parts of the binary
ineligible for diversification, thereby leaving a door open to attackers [12].
Altogether, it is challenging to diversify and to reverse engineer binary code.
Often, attackers have access to binary and binary patches, and not the
source code. A small source-code patch results in a significantly different
binary. References to code or data in a binary are encoded by means of absolute and relative addresses. Adding or removing these references, such as
different register allocations or different code scheduling, results in significant
changes throughout the binary [51]. Advantages from these classifications
can be combined, e.g., source code diversification can be leveraged to identify effective diversification points and apply transformations and the binary
of diversified source can be distributed to client IoT devices. An algorithm
and a pseudo-random number generator (PRNG) can be used to randomize
the transformation choices. However, these decision logics needs to be de20
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Figure 6: Performance and security impact of code diversification mechanisms (Legend given in Figure 7).

signed to support diversification automation and controlled patch generation.
Also, effective transformations can be chosen considering, (i) whether they
effectively protect against reverse-engineering tools, and (ii) do not impose
significant performance overhead.

6

Discussion of Diversification Applicability
in IoT

The majority of the diversification techniques have been developed for and
used in resource-intensive computing environments. To view the relevance of
these techniques in IoT, it is useful to do a feasibility analysis to check if they
can be realized on resource-constrained units. To perform this analysis, we
look at the resource feasibility and scalability aspects of these techniques. By
resource feasibility we mean an analysis of the overheads imposed in terms
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Abbr.
CMF
SC
MC
RE
ML
MM
CI
CR
pre
post
auto
(X)

(...)

Description
common mode failure.
side-channel.
memory corruption.
reverse engineering.
memory leak.
memory manipulation.
code-injection.
code-reuse.
diversification/transformations done
before code distribution at client-site.
transformations done after code distribution (sometimes during execution).
feasible to automate transformations.
it is not explicitly mentioned if
diversification can be automated,
but we find it suitable for automation.
it is not explicitly mentioned but in
our opinion the technique is effective
against the attack. For example, (RE)
means that the technique is effective
against reverse engineering.

Figure 7: Abbreviations used in Figure 6.

of memory requirements and performance, which in turn impact the power
consumption. By scalability we mean that the diversification technique can
be applied to a large enough (ideally unbounded) number of units, in a
systematic manner (with possibility of automating the process of generating
variants) while maintaining user support for timely patching and further
diversification.
In Figure 6, we present the results from experiments performed in the
literature on different benchmark suites, with their respective performance
and security impacts, organized in three diversification categories. We use
this information and data from earlier sections to do the feasibility analysis.
Design diversity.
These methods involve developing one design for each variant. The resource
constraints could perhaps be handled by encoding them in the system specification, and then the design and implementation can be carried out ac22

cordingly. However, the resources required during the development and operational phases can easily become infeasible considering the large number
of IoT units (due to one-to-one correspondence between the team and the
implementation), which also makes it hard to imagine and automated process of design diversification. Maybe when considering a layered approach to
diversity, these methods can become useful.
Source diversity.
This category gathers techniques that transform the source/object/assembly
code. Several transformations from [7] are adopted in [45] for the Java Obfuscator Tool, but the impact of these transformations on memory, performance, and security is not mentioned in the article. Moreover, this work
is used in the Tigress C Diversifier/Obfuscator,1 which also includes ARM
v7 specific support (used in smart-phones). Judging from the wide range
of transformations, in our opinion the process of selecting and applying the
sequence of transformations can be automated, and it also seems to scale
well to large numbers of units (considering permutations and combinations
of these transformations). Based on claims made on computational overhead, the approaches in [13, 14, 12, 16, 47] also appear to be suitable for
diversification of IoT.
The average computational overhead induced by these techniques is less
than 10%, except for [16] for which it is 26% and can be acceptable only for
diversifying applications running on high-end IoT units (cf. Figure 2). Moreover, [16] does not mention the benchmark used, but does use Microsoft
Visual Studio 10.0 to give the space and computational overhead for programs such as Mergesort, or Huffman encoding, and test the strength of
their diversification algorithm using IDAPRo6.2. Though the space overhead
for [14, 12, 47] is not mentioned, we can assume it to be roughly in proportion with their respective computational overheads. In [47] it is claimed a
slowdown of ca.5%, but this was not tested. The overhead induced by diversification in [46, 10] is not mentioned, while [48] induces substantial overhead.
Based on our assessment, they appear to be effective diversification strategies.
The diversification process is automated in [13, 14, 12, 16], and also supports diversifying large numbers of units, thus making these more suitable
for IoT.
1

Tigress: An obfuscator for the C language. http://tigress.cs.arizona.edu/
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Binary diversity.
The Superdiversifier [49] incurs a performance overhead of 5.9% on the lower
end, but 31% in worst case. If the performance overhead of 10-15% is guaranteed for certain applications, then it could be useful in diversifying code
that is expected to run on resource-constrained IoT units. Generating a large
number of variants is also feasible, as certain parameters and secret keys are
used in the process. Coppens et al. [51] claim an insignificant performance
overhead, but a 30-40% space overhead, which does not appear to be feasible for very constrained nodes, but can be used for diversifying applications
running on high-end IoT units. The technique makes use of PRNG to apply
transformations in a stochastic manner and is automated, which makes it
a potential diversifier for a large number of units. Binary stirring [50] also
incurs an average space overhead of 37% and an average performance overhead of 6.6%. Since it randomly reorders the basic blocks in the binary code
every time it is launched, it can also be considered as a potential diversifier
for diversifying a large number of devices.
In our opinion the techniques that we have discussed are complementary,
and combining them (except for orthogonal strategies [24]) may have an
overall positive impact on performance and security.

7

Conclusion

In this paper we surveyed existing diversification mechanisms, focusing on
code diversification techniques that are effective against attacks that we see as
widespread in IoT systems. However, these techniques have been developed
for resource-intensive computing environments. We explored the technicalities of these mechanisms based on certain aspects of the transformations
that are applied. To view the relevance of these diversification techniques in
IoT, we gave an assessment on their viability by analyzing them with a focus
on their impact on performance, security, and scalability. Our assessment
in Section 6 shows that some of these diversification strategies are effective
against attacks in the IoT domain as well.
The goal of this diversification survey is not just a broad review per se,
but more to provide a context for any research efforts in the direction of
diversity-based defenses in IoT systems. In our opinion, code diversification
is a promising candidate for securing resource-constrained devices. We also
suggest that techniques effective against different attack classes can be combined, fine-tuned, and evaluated for their combined gains on security and
performance; however, more research is needed to make this precise.
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Since the diversification techniques that we presented have only been
tested in the setting for which they have been designed, i.e., on standard
computers and OSes, we find it an interesting and useful research endeavor
to test each method on various IoT devices and systems. This is of course
a daunting task, but this survey should serve as a starting point, to narrow
down the choices for possible best success in this direction. The evaluations
that we have presented only use the results reported in the respective papers.
It would be useful if our opinions regarding the possible applicability of the
techniques we identified to be tested on real IoT systems.
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