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Abstract. Data sampling has an important role in the majority of local
explanation methods. Generating neighborhood samples using either the
Gaussian distribution or the distribution of training data is a widely-used
procedure in the tabular data case. Generally, this approach has several
weaknesses: first, it produces a uniform data which may not represent
the actual distribution of samples; second, disregarding the interaction
between features tends to create unlikely samples; and third, it may fail
to define a compact and diverse locality for the sample being explained.
In this paper, we propose a sampling methodology based on observation-
level feature importance to derive more meaningful perturbed samples.
To evaluate the efficiency of the proposed approach we applied it to
the LIME explanation method. The conducted experiments demonstrate
considerable improvements in terms of fidelity and explainability.

1 Introduction

Explanation methods provide interpretable models for complicated, black box
Machine Learning (ML) algorithms such as Random Forests (RF) and Deep
Neural Networks [2,7]. These approaches simulate the behaviour of a black box
using a simple, interpretable predictor (e.g., linear regression or decision tree) to
provide explanations and justifications for the decision being made by the black
box. Although black box machine learning models are in demand for automat-
ing safety-critical decision systems (e.g., self-driving cars), their applicability is
disrupted due to lack of transparency and explainability. Furthermore, black
box models are created based on human-made data which may contain bias and
prejudices [5]. Thus, a resultant learned model may inherited such biases, uncon-
sciously making unfair and incorrect decisions. Creating a faithful explanation
method is considered as a first step to elucidate and address these concerns.

The main concern in creating an explanation method is to establish a trade-
off between fidelity and interpretability. By fidelity we mean to which extent
the interpretable model is able to accurately imitate a black-box prediction and
often is measured in terms the F1-score and Mean Squared Error (MSE) [6]. A
less-fidelity interpretable model may produce less accurate predictions compared
to the black box model. To trust the explanations, the model must therefore be
accurate and interpretable simultaneously, as it is unsound to trust explanations
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that are generated based on incorrect predictions. There are a wide range of
research works which aim to address the described issue [10,15,14].

Deriving global while accurate explanations of a black box model has been
seen as a challenging task [10]. In contrast, several local explanation methods
have been developed by approximating an interpretable model based on the
neighbourhood of a given sample to explain the corresponding prediction of
the black box [10,4,12,16,11]. They assume that every complex model is linear
on a local scale. Local Interpretable Model-agnostic Explanations (LIME), is a
fully agnostic method for outcome explanation [10]. Given a sample x, it gener-
ates perturbed samples in the vicinity of x, which are weighted based on their
proximity to the x. LIME maps the perturbed samples to a binary representa-
tion for the sake of interpretability. Using a sparse linear model trained on the
perturbed samples, LIME explains the reasons behind an outcome in the form
of feature importance. In [19], authors presented a Model Explanation System
(MES) that explains the prediction of a black box model using a Monte Carlo
algorithm. Based on formal requirements, this method constructs a scoring sys-
tem for finding the best explanations in the form of simple logical rules. MES is
both model-agnostic and data-agnostic. Local Rule-based Explanations (LORE)
[4], is a model-agnostic approach that addresses black box outcome explanation
problem by means of decision rules. It assumes a higher availability of clear and
simple decision boundary in the neighbourhood of a data point rather than the
whole data space. LORE provides decision rules and counter-factual rules to
explain a given sample.

To increase the accountability of the generated explanations, our goal is to
achieve an accurate interpretable model similar to the black box model. Specify-
ing the neighbourhood of a given sample is the core task of several perturbation-
based explanation methods [10,4,12,16,11]. The locality is defined based on the
perturbed data, which later is used for creating an interpretable model. Deriving
perturbed samples using either the Gaussian distribution or the distribution of
training data is a widely-used procedure. Generally, this approach has several
shortcomings; first, it creates a uniform data which may not represent the actual
distribution of samples; second, it disregards the interaction between features
which tends to generate unlikely data points; and third, it produces a synthetic
data set similar to the the training data which may fail to describe a compact
locality for a given sample. Besides, relying solely on a distance function for
weighting the neighborhood samples is not efficient enough [10]. Additive fea-
ture attribution methods convert feature values in the original representation
to a binary representation for the sake of interpretability [8]. This conversion
excludes the expressiveness of the data to a great extent and drops the amount
of provided information drastically. This causes informative gaps between the
original and interpretable representation of the data. The combination of inef-
fective sampling and information reduction may result in an unrepresentative
data set, and accordingly more likely to create unfaithful interpretable models.

Our main contribution is a sampling methodology to produce representa-
tive data sets needed for local perturbation-based explanation methods. The
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proposed sampling strategy can be adopted by any model-agnostic explanation
method applied on tabular data. Simply put, it exploits the feature importance
and the distribution of training data to create a perturbed data set for describ-
ing the locality of a given sample. We employ observation-level (not model-level)
feature importance which is unique regarding each sample and describes each
feature’s contribution in the prediction of the black box. The intuition behind
the proposed approach is to create a neighborhood data by looking at the locality
from both feature space and feature importance perspectives. As each view pro-
vides a different insight about the relationship of data points, we leverage them
to generate a more expressive and informative data set. In addition we show
how our sampling approach can be used in LIME to improve the locality defi-
nition in tabular data setting. The sampling in LIME varies in each execution,
which means there are instabilities in the generated explanations [9]. Through
exploiting feature importance, we are bounding the sampling w.r.t the black-box
predictions that results in generating more stable explanations. We conducted
several experiments on several data sets and compared the results to LIME. The
evaluation shows a significant improvement in terms of fidelity and the quality
of the generated explanations.

The rest of the paper is organized as follows. In Section 2 we introduce our
sampling methodology. In Section 3 we describe the experiments and illustrate
the results. Finally, we discuss future work and conclude the paper in Section 4.

2 Meaningful Data Sampling

Sampled data points from either the Gaussian distribution or the distribution
of training data (e.g., in LIME) may not be representative enough to define a
satisfactory locality for the sample being explained. In this paper, we remedy
this problem by exploiting feature importance in the sampling process. To this
end, we use the sampling function φ(.) defined in Eq. 1 that takes a sample x
as input, the distribution of the training data D, a black box function f , and
number of perturbed samples N ; it returns a set of neighborhood samples Z for
creating a local interpretable model,

Z = φ(x,D, f,N) (1)

Our proposed sampling method utilizes observation-level feature importance
for creating neighborhood data. To achieve the contribution of each feature in the
prediction of a black box model, we exploit the random forests in combination
with the treeinterpreter technique [13]. The goal is to use the locality informa-
tion derived from both feature space and target space viewpoints to create a
meaningful locality. The proposed method is described in Algorithm 1.

Random Data Generation. In this step, N perturbed samples, denoted
by Z ′, are drawn from the given distribution D. The proposed method starts
with random data generation to achieve perturbed samples with a high degree
of diversity and coverage of the feature space. We believe this is an appropriate
initialization towards creating a meaningful data set.
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Algorithm 1 Meaningful Data Sampling

procedure φ(x,D, f,N)
Z ′ ← Random Data Generation(D, N)
T ← Random Forest Construction

(
Z ′, f(Z ′)

)
Γ← Feature Importance Extraction(T,Z ′)
Z ← Sample Manipulation(x,Z ′,Γ)
return Z

Random Forest Construction. Random Forests (RFs) are widely-used
predictive models for both regression and classification tasks [1]. The strength of
random forests originates from creating a forest of several random, uncorrelated
decision trees and then merging them together in order to gain predictive results.
Compared to a decision tree, a random forest adds randomness to the model by
means of diverse subsets of samples and features while growing the trees which
results in more accuracy and robustness against over-fitting.

Using
(
Z ′, f(Z ′)

)
as training data, a random forest classifier, T , is created to

mime the black box f . There are two important reasons for constructing the sur-
rogate model T ; first, observation-level features’ importance of each perturbed
sample z′ ∈ Z ′ can be achieved via treeinterpreter; and second, it makes the
sampling process to be independent from the type of the black box, therefore, it
can be adopted by any local model-agnostic/model-specific explanation method
that depends on neighborhood information for explaining an instance. Moreover,
it is possible to train T with varied sizes of training data (generated using per-
turbed samples) and various hyper-parameter settings which allow us to create
a robust surrogate model with similar performance to the black box f . In this
paper, we use standard random forests with default hyper-parameters, leaving
the exploration of different configurations to future work.

Feature Importance Extraction. Random forests are typically treated as
black box which are infeasible to interpret. Nevertheless, it is possible to turn
it into a ”white box” using the treeinterpreter. The treeinterpreter is a Python
library that uses the underlying trees in a random forest to explain how each
feature contributes the end value. Each decision in a tree (or a forest) is followed
by a path (or paths) from the root of the tree to the leaf, consisting of a series of
decisions, guarded by a particular feature, each of which contribute to the final
predictions. Since each decision is guarded by a feature, and the decision either
adds or subtracts from the value given in the parent node, the prediction can be
defined as the sum of the feature contributions plus the bias. A prediction in a
random forest is the average of the prediction of each decision tree. As a result,
each prediction is calculated as the average of the bias terms plus the average
contribution of each feature.

Model-level feature importance is computed over the entire training data,
while treeinterpreter acts on each sample at a time, explaining why a random
forest makes a particular decision. For a given sample x and a set of target
classes C, feature contributions are represented by vectors {γ1, .., γ|C|} indicating
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the contribution of x to each class. The values of γ can be positive, negative, or
zero and that all together (plus the bias value) constitute the final prediction.
A positive value means that the feature pushes the decision towards the target
class, a negative value means that the feature pushes the decision away from
the target class, and zero value means that the feature is neutral, so it does not
impact the predication.

Using treeinterpreter, feature contribution vectors for all samples in Z ′ are
extracted, forming a feature contribution matrix Γ. To ease the further opera-
tions, Γ is discretized using a quantile-based discretization method introduced
in [3]. The number of bins for each feature is obtained using Sturges’s rule [17].

Sample Manipulation. The feature values in Z ′ and the feature contribu-
tions in Γ, each provides a different type of information about the data. Using
importance of features accompanying their values helps to capture the relation-
ship between samples more efficiently. Therefore, we would be able to generate
neighborhood instances according to the locality defined by both feature values
(explicitly) and feature contributions (implicitly) simultaneously.

In this phase, neighborhood samples are manipulated through comparing the
contributions of the given sample, Γx, with the contributions of each perturbed
sample, Γz′ , z′ ∈ Z ′ in the following manner: let C be the set of target classes; for
each pair of samples predicted to the same class by T , i.e., {xc, z′c}, where c ∈ C,
their feature contribution vectors for that class are compared; while for a pair
of samples predicted to different classes by T , i.e., {xc, z′c′}, where c, c′ ∈ C and
c 6= c′, their feature contribution vectors are compared mutually with respect
to c and c′. Since feature importance vector is related to the prediction, we
must consider the class of the samples during the comparison. In addition, the
contribution of samples to the other classes will not impact this process, which
helps to preserve the diversity of the data. It should be noted that we calculate
the procedure only for the features of a perturbed sample that have different
values than the features of the given sample. Thus, for a given perturbed sample
z′ ∈ Z ′, our goal is to identify features with similar contributions to the target
class, while their different values has made the z′ to be located in a distant
neighborhood of the given sample x. Finally, the perturbed set Z, initialized
with Z = Z ′, will contain the desired sampled data, as each sample z ∈ Z is
derived via Eq. (2),

zj =

{
xj , if

{
Γxj

= Γzj

∣∣ xj 6= zj
}

zj , otherwise
(2)

where x is the given sample and j = 1, .., d is the dimension of features. The
reason behind this replacement is that we assume if a specific feature in a pair of
samples has two different values, but similar contributions to a target class, then
from the feature importance perspective both samples are similar with respect to
that feature; therefore, setting same value for the feature in both samples may
not change their predictions significantly, rather making them closer to each
other. Doing the mentioned process for all samples in Z results in a compact
and diverse neighborhood of the given sample x.
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3 Experiments and Discussions

In this section, the proposed method is evaluated with respect to several classifi-
cation data sets and black box models. To restate, the main goal of this work is
to improve the fidelity, showing to which extent the interpretable model g is able
to accurately imitate the black box model f . We adopted linear regressions and
decision trees as interpretable models simultaneously to offer a better insight
about the fedility of the explanation method.

Experiments and Benchmarks. The proposed sampling method has been
developed in Python programming language and experiments were run on a
system with Intel Core i7-8650U processor and 32GB of memory. We used
scikit-learn libraries for implementing the machine learning and data min-
ing algorithms. We applied our sampling method on LIME and benchmarked
it against LIME with its original sampling strategy. As a convention, we use
S-LIME to refer the LIME that is armed with our sampling technique. The
evaluation results are reported in three parts: (i) fidelity comparison, (ii) neigh-
borhood analysis, and (iii) explanation comparison.

Experimental Setup. In the experiments, four tabular classification data sets
including recidivism1, adult, german credit, and red wine quality 2 were used.
Each data set was split to 85% train set and 15% test set. A multi-class AdaBoost
classifier [20] (AdB) and a Random Forest classifier (RF) each with 300 esti-
mators were employed as black box models. The 50% of test set were used to
quantify the fidelity of the explanation methods. The number of neighborhood
samples was set to N = 1000. Each sample was explained using K = {2, .., 5}
features and the results of K with the highest performance was considered.

The following properties are used for evaluating the performance of inter-
pretable models, i.e., decision tree gD and liner regression gL, in miming the
local behavior of the black box f . The notions y and Y are the ground-truth
labels and ŷ and Ŷ are the predicted labels of a sample and the entire data set:

• hitgD (y, ŷ) ∈ [0, 1]. It compares the prediction of gD and black box f on the
sample of interest x using F1-score.
• hitgL(y, ŷ) ∈ [0, 1]. It compares the prediction of gL and black box f on the

sample of interest x using Mean Absolute Error (MAE).
• fidelitygD (Y, Ŷ ) ∈ [0, 1]. It compares the predictions of gD and black box
f on the training samples Z using F1-score.
• fidelitygL(Y, Ŷ ) ∈ [0, 1]. It compares the predictions of gL and black box
f on the training samples Z using R2-score.

The fidelitygD and fidelitygL metrics describe how good are the interpretable
models at imitating the black box model. The desired values for hitgD , fidelitygD ,
and fidelitygL are 1.0, while it is 0.0 for hitgL . We executed 10 iterations of
the experiment for each data set and black box model, hence the average and
standard deviation of the results are reported in the following.

1 Data set is available at: https://www.kaggle.com/danofer/compass
2 Data sets are available at: https://archive.ics.uci.edu/ml/datasets/

https://www.kaggle.com/danofer/compass
https://archive.ics.uci.edu/ml/datasets/
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Table 1. LIME vs S-LIME: comparison of fidelity for RF black box model.

Data set Method hitgD hitgL fidelitygD fidelitygL

adult
LIME 0.845± 0.052 0.126± 0.007 0.910± 0.008 0.426± 0.013

S-LIME 0.915 ± 0.026 0.105 ± 0.011 0.914 ± 0.008 0.463 ± 0.013

german
LIME 0.864± 0.030 0.103± 0.006 0.822± 0.008 0.347± 0.020

S-LIME 0.886 ± 0.044 0.093 ± 0.004 0.834 ± 0.007 0.378 ± 0.025

recidivism
LIME 1.000± 0.000 0.027± 0.002 0.931± 0.003 0.791± 0.010

S-LIME 1.000 ± 0.000 0.023 ± 0.002 0.948 ± 0.003 0.831 ± 0.008

red wine
LIME 0.854 ± 0.023 0.202± 0.012 0.658± 0.005 0.216± 0.008

S-LIME 0.845± 0.019 0.184 ± 0.009 0.685 ± 0.005 0.262 ± 0.009

Fidelity Comparison. Tables 1 and 2 report the statistical results for RF
and AdB black box models, respectively. They exhibit overall improvement of
S-LIME over LIME concerning all data sets and black box models. The individ-
ual sample evaluation metrics, i.e., hitgD and hitgL , are considerably important
in measuring the fidelity of the intepretable models; according to the listed values
for these properties, S-LIME classified a higher proportion of samples correctly
compared to LIME. Especially, for adult and red wine quality data sets the im-
provements are more prominent. In addition, fidelitygD and fidelitygL show
more accurate predictions of the neighborhood samples in S-LIME; they indicate
that the explanations were derived from faithful local interpretable models.

Table 2. LIME vs S-LIME: comparison of fidelity for AdB black box model.

Data set Method hitgD hitgL fidelitygD fidelitygL

adult
LIME 0.840± 0.055 0.008± 0.001 0.853± 0.020 0.238± 0.040

S-LIME 0.889 ± 0.041 0.006 ± 0.001 0.859 ± 0.019 0.259 ± 0.041

german
LIME 0.816± 0.045 0.002± 0.000 0.730± 0.012 0.075± 0.027

S-LIME 0.854 ± 0.042 0.002 ± 0.001 0.749 ± 0.010 0.085 ± 0.034

recidivism
LIME 0.996± 0.003 0.002± 0.000 0.927± 0.005 0.738± 0.010

S-LIME 0.996 ± 0.003 0.001 ± 0.000 0.945 ± 0.003 0.784 ± 0.008

red wine
LIME 0.894± 0.060 0.020± 0.011 0.572± 0.083 0.047± 0.032

S-LIME 0.970 ± 0.015 0.018 ± 0.011 0.620 ± 0.087 0.052 ± 0.036

Fig. 1(a) illustrates the number of interpretable components/features repre-
sented to the user. It reveals the required number of features for explaining a
sample, i.e., k, varies regarding the data sets and black box models; however,
both methods have shown that samples can be explained with 3 or 4 features
roughly. Referring to Fig. 1(b), the only downside of S-LIME is a negligible extra
time required for explaining a sample that is not remarkable compared to the
faithfulness of explanations. It is worth noting that choosing a proper neigh-
borhood size N as well as finding suitable hyper-parameters for T can further
improve the performance of the explanation method.
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Fig. 1. LIME vs S-LIME: comparison of explanation size and execution time.

Neighborhood Analysis. We analyzed the effect of the proposed sampling
method in the formation of the locality for the sample being explained. As men-
tioned earlier, compactness and diversity are two important factors in generating
neighborhood samples. According to our conducted experiments, we observed
that S-LIME generates a higher number of data points in the proximity of the
given sample. One example of this observation is illustrated in Fig. 2, which
demonstrates the distribution of samples in the vicinity of a given sample from
recidivism data set. For visualizing the data points in a 2-D space, Principal
Component Analysis (PCA) [18] is used to reduce the feature dimension.

400 420 440 460 480
D1

−30

−25

−20

−15

−10

−5

0

5

10

D2

LIME

403.10 403.12 403.14 403.16 403.18 403.20 403.22 403.24 403.26
D1

−14

−12

−10

−8

−6

−4

−2

D2

S-LIME

Fig. 2. Neighborhoods of LIME (left) and S-LIME (right). The ‘H’ denotes the sample
being explained.

According to Tables 1 and 2, our devised sampling improves the fidelity of the
explanation method significantly without creating exceedingly similar samples or
an imbalanced data set. Based on analysis results listed in Table 3, the proposed
method, on average, makes a minor number of features, i.e., nfeatures, in each
neighborhood data point similar to the given sample. Moreover, the percentage
of instances that are predicted differently to the opposite class, i.e., npreds, is
about 1%. As a result, the sampling procedure manipulates the features that are
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less prone to change the prediction of the sample. Therefore, by adopting the
proposed sampling, we transform a randomly generated data to a meaningful one
(with respect to the given sample) which is highly diverse and representative.

Table 3. Sample manipulation analysis.

Data set adult german

Black Box nfeatures npreds nfeatures npreds

RF 0.682± 0.029 0.7%± 0.1% 1.267± 0.091 1.1%± 0.1%
AdB 0.563± 0.023 0.7%± 0.1% 0.942± 0.054 1.8%± 0.4%

Explanation Comparison. In Fig. 3, generated explanations using explanation
methods, i.e., LIME and S-LIME, are shown for a sample from adult data set.
Above each explanation, the predicted class and probability by the black box f
as well as the predicted class by decision tree gD and the response value pre-
dicted by linear regression gL are stated. An explanation is directly related to the
prediction of the interpretable model, hence it is vital to establish the fidelity
of its prediction before one count on the provided explanation. Fig. 3 reveals
that S-LIME predicted the sample to the correct class with a high probability
while LIME classifies the sample incorrectly. To make sure about the stability of
predictions and corresponding explanations, we repeated the experiments mul-
tiple times; LIME experienced some fluctuation while S-LIME produced more
uniform results in terms of prediction and explanation.

Fig. 3. Explanations of LIME (left) and S-LIME (right).

4 Conclusion and Future Work

In this paper, we introduced a meaningful data sampling technique applicable
to local explanation methods. It exploits the similarity of feature values and
feature importance viewpoints simultaneously to create a diverse and compact
locality for the sample being explained. The methodology can be integrated into
several local explanation methods for achieving meaningful and representative
neighborhood samples. We demonstrated its applicability by applying it to the
state-of-the-art explanation method, LIME. The obtained results are promising
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in terms of fidelity and explainability. In future work, we will study the effect
of the proposed approach on rule-based explanation methods. Furthermore, its
applicability on a real world use-case will be investigated.
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