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Abstract

Brain-Computer interfaces(BCI) based on electroencephalography (EEG)
builds a bridge between computers and humans, and by analysing our
brain waves BCI can open a large spectre of opportunities for creating ar-
tificial aids that can help humans experience the world differently. Re-
searchers are developing several new applications for BCI systems, and
systems are constructed for controlling prostheses, games, helping dis-
abled people and other fields. State of the art systems rely on machine
learning to identify and classify the EEG signals.

This thesis investigates the use of a dataset created with the purpose
of being as lifelike as possible, aiding the subject in the way for imagining
having a third arm. The dataset has 10 healthy subjects each preform-
ing 2 sets of trials, and this dataset could prove valuable to be able to
distinguish imaginary thoughts from each other. This thesis attempts to
investigate how deep learning, in form of two Convolutional Neural Net-
works(CNN), could be used to create a offline BCI. Augmentation of data
was implemented, by splitting the signal into several overlapping signals,
to increase the size of the dataset. Short Time Fourier Transform was cal-
culated for all signals, and the specrtogram was used for classification.
Evaluation of the results was inconclusive, and neither of the Deep and
Shallow CNN architectures could correctly classify the dataset.
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1 Introduction

This is a study to what extent it is possible to just think about what we
want technology to do, rather then providing physical or oral commands.
If we could put on a device for virtual or augmented reality, that at the
same time could measure our brainwaves, we could imagine learning a
our brains to trigger the external technologies by pretending they are part
of our body and imagine we control it. The the device had been trained
to interpret our brainwaves and react when we are attempting to control
the external technology. The possibilities would be endless, and the mo-
ment we can classify our brainwaves only imagination sets limits on what
technology we can control.

For my master thesis I will look at a dataset of EEG signals, gathered
by Salas’ 2019 dataset[1]. EEG signals are popularly called brain waves,
and is a quantification of the electric signals in our brains. The signals
are recorded with a helmet with electrons, and transformed into signals
we can work with in a computer. The dataset contains 10 subjects. Each
subject have been recorded over 2 sessions. One session with the tradi-
tional Graz paradigm, which is the standard within this field of research.
The tasks given is to move or imagine to move your hands, and imagine
that you have a third imaginary arm attached to your chest. It is these
imaginary movements that makes the dataset very interesting for its pos-
sibilities to decide what we would want to control. For this first recording
the subjects was shown arrows to symbolize the instruction they where to
preform, and even tho this approach gives the correct instructions to the
subject, there is other options that would assist more in the subjects imag-
ination of the task at hand. The second session is recorded with the same
system, but with visible arms instead of arrows, and is very interesting
for its potential to assist in imagining that the arms actually is attached
to the subject. Both sessions were recorded wearing a virtual reality head
mounted display. Classifying the data is essential for creating a work-
ing Brain computer interface system. For While Salas master thesis was
focused on one-to-one classification of imaginary movement of left and
right arm, compared to imaginary movement of a third arm. My thesis
will focus on classification of real movements of the left and right arm,
compared to the imaginary third arm. For this classification task I will
use CNN networks, both deep and shallow, and also try the one-to-many
classification. I will also experiment with different ways of gathering the
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features. Earlier works have showed that the different classifiers preform
best on different cases and subjects, and I will also try to figure out if CNN
can be the best overall, looking on either all subjects, or on all sessions of
1 subject. This is relevant for implementing a online BCI system.

The standard Graz dataset made by C. Brunner et al. (2010)[2] used for a
lot of the research projects in the field consists of 9 subjects each preform-
ing 48 trials. Salas’ 2019 dataset[1] is created with 10 subjects each pre-
forming 100 trials. This doubles the training data for each subject, which
might help improving the accuracy of deep learning approaches, that are
notorious for their need of more training data. It is also worth nothing
that this dataset contains 2 sessions for each subject, one with the graz
paradigm and the other with the Hands paradigm. The movements and
imaginary movements asked of the subjects are the same, even if the data
is gathered over 2 sessions and with different visual stimuli. It is therefor
worth checking if using both sessions together could give us a better pre-
diction.

BCI systems have been showed viable for many different uses. Anything
from controlling extra limbs and prostheses, controlling games, writing
aid (P300) or controlling artificial aids like robots. All the different ap-
proaches demands different ways of classifying the signals. While some
approaches focus on just imaginary movement, some need to distinguish
real movement from imaginary movement. Salas’ 2019 dataset[1] original
work focused on only imaginary movement, while the approach in this
work will use the same dataset but trying to distinguish actual right and
left hand movements from the imaginary third arm. This approach will
be more useful for a scenario where we can picture a robot or third limb
being used as aid to already working limbs.

Running offline experiments with BCI is good to find a working tech-
niques for classifying the EEG signals, but a real BCI should be online
so that it can serve a purpose. My ultimate goal for this thesis is to get
one step closer to a online BCI that could be used to control an external
device. This will be done by training the BCI on the epoked signals from
the dataset, and then use the BCI to run the signal back in simulated real
time to see how well it will preform.
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The aproach would be to find a small time interval, calculating a spectro-
gram for that time interval and classify it for use with an external device.
This way we might get a close to real time signal of the classification. Data
power might be a limiting factor, but in a real scenario more computer
power could always be used and the future will only improve that.

2 Background

2.1 Electroencephalography - EEG

The brain is our most complex body part, and for many years all aspects
of the brain has inspired researchers to research all aspects of it. The tiny
building blocks of our brain are called neurons, and communicate with its
surrounding area by sending both electrical and chemical signals, over the
synapses that connect neurons together. In a resting state a neuron emits
around 70 millivolts, which increases or decreases as the neuron commu-
nicates with its neighbours. Electrodes placed on the surface of the head
is used to measure these changes in electrical currents, and this technique
is called Electroencephalography (EEG). First attempts of recording brain-
waves was made by Hans Berger in 1924[3].

2.2 10-20 Electrode System

To maintain a standardized method for testing of EEG signals, the 10-20
electrode system has been internationally recognized as the method to use.
This system describes a standardized method of placement electrodes dur-
ing an EEG experiment. The method was developed to ensure that every
study would use standardized electrode locations, to ensure that results
easily could be understood, analyzed, reproduced and compared.

The naming structure of the system is based on the brain regions of the
cerebral cortex of human brain. Cerebral cortex is the outer layer of the
neural tissue of the brain. The different areas are called the frontal, pari-
etal, temporal and occipital lobes, and the positioning can be seen in figure
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Figure 1: Brain regions of the human brain. Source: shorturl.at/eoGQ4

1. The brain is also split into two hemispheres, the left and the right. Nam-
ing convention for the electrode locations follows the first letter of the lobe
they are located. An electrode in the frontal lobe will therefore be named
with a F. Along the top of the head, the electrodes are named C, after cen-
tral. Odd numbers(1, 3, 5, 7) are used for the left side of the brain, and even
numbers(2, 4, 6, 8) are used for the right side. Electrodes placed along the
central line between left and right brain sides, are named z for zero. The
middle electrode of the frontal lobe is therefore called Fz.

The name of the 10-20 system refers to the fact that the distances be-
tween the electrodes are 10% or 20% of the total size of the head. This is
valid for both side to side, and front to back. The normal system we can
see in figure 2 uses 20% spacing. The 10% intervals are used to create a sys-
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Figure 2: The electrodes placement and naming convention of the 10-20
system. The figure also shows a short description of what the specific
areas generaly are used for. Source: shorturl.at/ezBDT

tem with higher resolution, and the lines of electrodes are placed within
the lines for the 20% system, but these will not be used in this work.

2.3 Brain signals frequency bands

EEG signals are electronic signals and has a neural oscillation rhythms,
popularly called brain waves. As with all electronic signals they can be
divided into different spectrum. For EEG signals that there is 5 different
bands that are primarily used. Visualisation of the bands can be seen in
figure 3.

• Gamma - 30Hz to 100Hz
Measured gamma waves can in many be an artifact or electromyo-
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graphic activity(muscle movements). Research has shown gamma
related to induced stress using EMG, this was covered by Peyman
Adjamian et al.[4]

• Beta - 12Hz to 30Hz
Beta waves are mainly associated with normal consciousness, deci-
sion making and motoric movement, and is therefor very relevant
for a Brain computer interface. Amplitude less then 2 µV. Primarily
found in the frontal parts of the brain.

• Alpha - 8Hz to 12 Hz
Important for cognitive processes, task engagement, attention and
inhibition. One of the very important bands for Brain computer in-
terfaces. Indicator for general intelligence. Found in parietal and
frontal lobes, and have an amplitude between 10µV and 20 Foster et
al. 2017[5]

• Theta - 4Hz to 8 Hz
Theta waves are waves associated with sleep, memory and daydream-
ing. Hippo-campus shows theta wave communication with frontal
cortex, and this process is important for handling of memories. If
theta waves can be detected while the subject is idle, this can be a in-
dication for brain disorders, depression or stress. Theta signals have
an amplitude less then 100µV.

• Delta - 0.1Hz to 4Hz
Brainwaves with high amplitude from 75 µV to 200 µV. Associated
with deep sleep stages. These delta waves plays an important role
in event-related studies because P300 data mainly contains delta and
theta waves Harmony 2013[6]

2.4 Usages for EEG signals

EEG has several big uses in society today, since it in many ways lets us
detect what is going on inside the brain of a subject. An huge advantage
EEG has over other similar techniques is that it is noninvasive, and re-
quires minimal setup for the system. This opens up a wide range of use
cases for EEG as a tool, such as:
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Figure 3: Different bands of EEG waves. Source: shorturl.at/depSW

• Hospitals: In modern hospitals EEG is a useful tool for diagnosing
a list of disorders, injuries and illnesses. EEG remains one of the
main diagnostic test for uncovering epilepsy, dementia and autism.
Its also a very helpful tool for diagnosis or treatment of any injury
to the brain, including tumors, brain damage from an injury, inflam-
mation or stroke. There is also many other clinical applications for
EEG, such as uncovering sleeping disorders, monitoring anesthesia
patients and prognosis of comatose patients such as testing for brain
death.

• Psychology and research: EEG is used as a tool to better understand
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human functions and how they are triggered in the brain. Human
functions where EEG has proven as a helpful tool for understanding
includes vision, language, emotions, memory, amongst others. EEG
remains a big factor for brain research for many reasons, but mainly
for its ability to monitor the brain at real-time to give the researchers
the ability to present trigger, and look at the response [7]

• Brain Computer Interface(BCI): Today EEG systems are fairly cheap,
portable and noninvasive. This makes them ideal for systems where
one use brain signals to control an external system. Only the imagi-
nation limits the uses for a BCI, and it has been proven useful in sys-
tems like prosthesis, games and robotics. Thesis master thesis will
focus on this use case for EEG.

2.5 Brain computer interface - BCI

Humans have always wanted more ways to communicate to computers,
preform tasks, or aid our daily lives. To help achieve this Brain com-
puter interfaces (BCI) has been researched and created, motivated by all
the fields in where this tool could aid humanity. Recent research has
been done in the field to develop control technology for those with severe
neuromuscular disorders, such as amyotrophic lateral sclerosis, brainstem
stroke, and spinal cord injury. Brain computer interfaces are generally a
non-intrusive, non-mechanical interaction between a computer and a hu-
man based on brain waves. The goal for the system is to take a signal mea-
suered from a person, and predict what the person was doing or thinking.

BCI systems can be categorized as passive, active or reactive. Systems
are either offline, where signals are gathered and later classified, or online
where the user will get a feedback of the classification within 1 second of
preforming an action. BCI can be operated either synchronous, where in-
structions are given to the subject, or asynchronous, where no instructions
are given. As seen in figure 4, a BIC can be divided into 5 steps. Data ac-
quisition, preprocessing the data, extraction of features, classification and
feedback either to the user or system. One limiting factor with most BCI is
the diffrences between subjects, and this generaly limits the trained sytem
to only be usable for that spesific subject.
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Figure 4: Source: shorturl.at/xDJX5 [8]

2.6 Neural Networks

Computer science has for many years pushed the limits of how hard calcu-
lations and complex problems we can solve using various techniques and
systems. Neural networks is a network constructed inspired by the way
the human brain is built, with neurons that is interconnected and serve as
a simple processing units working together to solve a larger problem then
each single neuron can solve. Each neuron is connected with other neu-
rons in its region, and all these connections are weighted. This weighting
is inspired by the way research indicates the human brain is learning, by
amplifying the connections that are used and dampening the connections
that are not. These weights are being tuned during the training process of
the network, so that they will work as good as possible during the testing
or validation.

2.6.1 Neurons

The nodes of the neural network is called Neurons. The neurons them-
selves calculates the sum of weights w it receives from other neurons in
the network together with the signal they receive. It will then forward the
signal on to the other neurons with whom it is connected. Every neuron
might also have a bias factor b. A simple model of a neuron can be seen in
figure 5.
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Figure 5: A neuron from a neural network

2.6.2 Layers

The neural networks are typically constructed by stacking many layers af-
ter each other. Even tho we have many different types of layers, they tend
to be constructed as a matrix of neurons. One neural network can have an
arbitrary amount of layers, but it needs to have both an input layer, and an
output layer. The layers in between these two are considered hidden lay-
ers, and there can be any number of hidden layers, including zero. Each
of the layers are connected to the layer in front of it, and the output from
each layer is passed along to the layers following it. All the neurons in a
network is connected both with a input and an output, and generally all of
these links have a weight. The number of neurons in a layer is called the
size or width of that layer. The construction of these layers and the amount
of them included in a network depends on the use of the network and dif-
ferent layouts are preforming good for different tasks. If the number of
hidden layers is larger then three, the network is considered a deep neural
network(DNN). These networks tends to preform better for more difficult
task, but also requires more computational power to calculate since the
number of variables and calculations are much higher. The output lay-
ers generally have the task of classifying the input data. They typically
have the output size corresponding with the number of different classes
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in the classification problem. The output neurons will all have a specific
value, and the classification is generally preformed by choosing the class
that has the highest value in the output layer, since its very rare that the
neuron will return a 100% match. Each of the output neurons k will rep-
resent the probability that the input data is of class k, and the value of all
the output neurons should sum up to 1. A model of a input, hidden and
output layers can be seen in figure 6. Also notice the weights connecting
all neurons in the network.

Figure 6: Hidden layers of a neural network

2.6.3 Activation functions

Ideally we would be able to push a set of data trough our network model
and let the network sett its weights correctly, so that we would get the cor-
rect outputs at any time, but it is not that easy. Without these functions
any to large or small value calculated that would have devastation conse-
quences for our network. These activation functions will take any calcu-
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lated value and translate it to a value that can be used for the network to
update its weights. As research has progressed, so has the available acti-
vation functions. These functions have both negative and positive sides,
and have had their different uses. Some of the activation functions can be
seen in figure 7, and this is a closer look on some of them:

• Sigmoid function: One of the earliest functions used with neural
networks. Also called the logistic function, and is a development
from the step function. Translates any input down to a value be-
tween 0 and 1. Has a problem where the gradients are vanishing,
not useful for regression tasks and exponential calculation is compu-
tationally expensive.

• tanh: Looks similar to the Sigmoid, but its gradient is steeper and
now translates any value to between -1 and 1. Also struggles with
vanishing gradient problem.

• ReLU: Fixes the vanishing gradient problem. Returns zero if the in-
put is lower then zero, and returns the input if its higher then zero.
Converges faster then the previous options. Has the problem of be-
ing able to ”die” since it value is zero for all negative values. If a
neuron gets a negative value it is likely to be considered dead, and
never recover. To high learning rate might cause unwanted behav-
ior since neurons might reach a state where they don’t get any more
data. Since RNN networks tend to have quite large data points, us-
ing ReLU with RNN is not generally advised.

• Variants of ReLU: ReLU has proven to be a good solution, and some
alternatives that fixes some of the problem ReLU faces has appeared.
Some of these are Leaky ReLU, PReLU and ELU.

• ELU: One of the alternatives derived from ReLU. Has been shown to
speed up learning for inputs lower then zero.

Vanishing gradient problem
The vanishing gradient problem is a problem where the gradients gets
smaller and smaller during backpropagation of the neural network. This
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means that the layers early in the model will have a harder time to learn
and update their weights compared to the later layers. This is present both
in the sigmoid and tanh functions, but is fixed in ReLU.

Figure 7: Different activation functions used in neural networks

2.6.4 Initializing weights

While initializing a network, the weights W and biases b has to be set to an
starting value. If we where to initialize all weights to zero, the derivative
would be the same for every weight during backpropagation, meaning
we would get the exact same value for all weights for the following itera-
tions. For this reason weights has to be initialized to a number that is not
zero. One way of doing that is to initialize to a random Gaussian weighted
number based on the number of inputs. Function for that can be seen in
1citenoauthordecodingnodate.

wl
ij =

√
n

2
∗ rand(n) (1)
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w is the weights between neuron i and j, in layer l and l+1 while n is
the number of inputs

2.6.5 Stochastic Gradient Descent with Momentum

Gradient descent is the learning tool for a neural network. It requires a cost
function and the goal for gradient descent is to minimize the cost function.
This can be pictured as a 3D plane where the network tries to find the low-
est point. The most normal way of picturing this is showed in figure8. This
translates to trying to find the lowest total error in the network, and there-
fore increase the accuracy of the model. One of the problems with gra-
dient descent is being stuck in a local optima, and not finding the global
optima. This minimizing process is iterative, and will include several it-
erations where the network also will update its weights and biases, called
backwards propagation. After the weights and biases are initialized, the
derivatives of the cost function is calculated with respect to weights and
biases. Following the gradients the network will then move towards the
negative gradient, and the weights and biases can be updated. In this
work Stochastic gradient descent with momentum is used.

2.6.6 Backpropagation

Backpropagation is the way our neural networks learn from its mistakes.
The error committed during the training is backpropagated back to the
neurons responsible for committing them. That way the network can change
the behaviour(weights) of the network where the error was made. in the
output layer the loss(error) is calculated, and partial derivatives are calcu-
lated along the way as the network propagates backwards and only the
errors contributed by the specific layer is considered in that layer. A net-
work is trained by a continuous loop of calculating the network forward
and backpropagating the error back.

2.7 Convolutional Neural Network

A Convolutional Neural Network is a subgroup of neural networks that
has at least one layer where a convolutional operation is preformed. In
2011 Cecotti et al[9] published the first ever research where CNN was used
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Figure 8: Gradient descent

as a classifier for a BCI. This network was shown to preform better then
the winners of BCI competition at the time. The paper used three layers,
where the first two was convolutional and the last was a fully connected
layer.

Convolutional neural networks preforms great in a large variety of sce-
narios such as image and video recognition, image classification, medical
image analysis, and natural language processing. As the implies these net-
works preform a convolution operation in at least one of its hidden layers.
Filters(often called kernels) is applied to each pixel in a image, and the
answer for that delivered to the following layer. These filters have differ-
ent shapes and sizes. The most common filter is a 3x3 filter, or a 3x3x3
filter for images with more then 2 channels. Figure 9 shows a 3x3 Sobel fil-
ter being used for the convolution. After one pixel is calculated, the filter
would move and preform the same calculation for the remaining pixels.
Stride is also fairly common, and means the filter will jump a certain dis-
tance before calculating a new sample. The most normal design for a CNN
contains one input layer, several convolutional layers, one fully connected
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Figure 9: Convolutional operation. Source:shorturl.at/bhiuy

layer, and then an output layer. Figure 10 shows a CNN design, and notice
the fully connected layer used for classification.

Figure 10: Convolutional network achitecture. Source:shorturl.at/dhp01

2.8 System configuration and programs

Computer system used for training the neural networks:
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• Windows 10

• Asus ROG STRIX B360-F motherboard

• 16GB DDR4 ram

• CPU: Intel Core i7-8700 CPU running at 3.20GHz, 6 cores

• GPU: Nvidia GeForce GTX 1060 3gb

.
Programs:

• Matlab R2019A

• Eeglab v2019.0 - Matlab toolbox created by Swartz Center for Com-
putational Neuroscience[10] for working with EEG signals in matlab.
The following eeglab addons was also used:

– Cleanline v1.04 - for cleaning away line noise from the signals.

– PrepPipeline v0.55.3 - used in the preprocessing step

– Clean rawdata v1.00 - used in the preprocessing step

– firfilt v2.3 - Filtering of data

– xdfimport v1.14 - Used for importing data

• Deeplab for Matlab - Used for creating Neural networks

• BCIlab - A collection of tools used for creating BCI systems, and con-
tain dependencyes for other addons.

2.9 Related work

This chapter is aimed to summarize the work that has been done in the
field of Brain computer interfaces. The aim is to give the reader a under-
standing of the state of the research field, and what is leading edge. There
is also a section about earlier work made on the dataset being used. In 2018
Fabien Lotte[11] published a summary over the work done in the field for
the past 10 years, and this will be based on his work as Lotte is a leading
researcher in the field.
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2.9.1 Brain computer interface

Brain computer interfaces is systems designed to translate brain activity
from a subject into specific signals that can be measured and used as input
for external technology. Plenty of research has been done on the field, Wol-
paw et al.[12] and Lotte et al. [13], to mention some. The goal for a BCI is
to control an external system and as an example a cursor experiment was
preformed by Wolpaw et al.[14]. The experiment was based on having a
user think of right or left hand movement, classification of this and move
a mouse pointer on a computer screen to indicate what imaginary action
that was preformed. In this work we will only focus on systems that uti-
lize EEG as their input signals.

BCI system is often classified into one of two different types, either on-
line or offline BCI. Online systems require a training phase to associate sig-
nals to the different tasks preformed. Then follows a online phase where
the EEG signals are being measured and preprocessed to remove noise.
Features are extracted in order to give a representation of the signal that
the classifier use. They are then classified and feedback is provided to the
user. This is a closed loop system, so that the user get feedback for their
actions. For classification of the signals many different approaches is used,
and the different options will be explained in the coming section. Online
BCI system are limited by the time it takes to preprocess and classify the
data, and to be considered a online BCI, the feedback has to be provided to
the user within 1 second. Offline systems are created to not be a continu-
ous loop like the online system, and instead classify signals one time, and
have no time limitation. This leaves more room to use more powerful clas-
sifiers, like deep neural networks. Research has also been done towards
calibration free systems, Lotte [11], but offline calibration is still the most
used method for brain computer interfaces.

2.9.2 Feature extraction

EEG signals can be represented in many ways [14], but the most frequently
used is frequency band power or time point features.
Band power features divides the signal into sub bands for given frequency
bands. These band power features can be calculated in many ways and the
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STFT explored in [15] is an example of this.
Time point features is concatenation of all channels of the EEG signal.
Low-pass filters are applied and the signal is down sampled. Mostly used
for p300-based BCI systems.
These features benefit from being extracted after spatial filtering, shown
by Makeig et al. [16]. Principal Component Analysis(PCA) and Indepen-
dent Component Analysis(ICA) is examples of how this can be achieved.
Most BCI systems use spatial filtering, followed by either band power or
time point features.

2.9.3 Classifiers

Lotte et al. [11] identifies 5 main families of classifiers that has been ex-
plored: Linear classifiers, neural networks, non-linear Bayesian classifiers,
nearest neighbour classifiers and combinations of these.
The most widely used classifiers are linear classifiers and neural networks.
Linear classifiers creates linear decision boundaries in the feature space of
the classes. Examples include Support Vector Machines(SVM) and Linear
Discriminant Analysis(LDA).
Neural networks has become a large research field in past years, and in-
creased computer power improves performances of these systems. Exam-
ples include Convolutional Neural Networks (CNN) and Recurrent Neu-
ral Network (RNN).

2.9.4 Classification using Neural Networks

Convolutional neural networks are feed forward networks that has at least
1 convolutional layer, and much research has been done with CNN as the
classifier.

Schirrmeister et al.[17] investigated the design of CNN architecture choices,
decoding EEG data gathered while doing muscle movements, the Graz
2015 IVa dataset. 2 different CNN architectures, one deep and one shal-
low was proposed. Filter Bank Common Spatial Patterns was used before
features was extracted, and his work used raw signals after preprocess-
ing. His networks reached results at 71.90% for the shallow approach and
70.10% for the deep approach. Its interesting to notice that the shallow
network out preformed the deep model.
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Fedjaev et al. [15] further investigates the designs looking at muscle move-
ments from the same Graz 2015 IVa dataset. To improve accuracy Short
Time Fourier Transform is used to create specrograms that is used as fea-
tures for the CNN. His thesis investigates both leading edge aproaches,
Long Short Term Memory(LSTM, which is a RNN) and CNN. His LSTM
model reaches 66,20% which is state of the art, and the CNN model reaches
mean accuracy of 84.23%

2.9.5 Current research using the Salas dataset

Salas et al.[1] created in 2019 a dataset with a goal of including a third
imaginary arm as part of the control commands that could be used by
a MI-BCI. A dataset was constructed where the setting was set to be as
lifelike as possible, in an attempt to trick the human brain into accepting
the animated limb as something in your own imagination. Virtual Real-
ity headmounted headset was used to create a realistic enviroment for the
subjects. Salas approached the dataset with traditionally used linear clas-
sifiers, such as LDA, SVM and K-nearest neighbour(KNN). The dataset
was created as a two part dataset, one with the traditional aproach and
one where the subject would see animated arms in the VR headset. The
system used all 3 classifiers on each subject, then applied a wide variety
of settings to each subject, and chose the best result for each, leading to 3
parameters per subject, per 2 runs, per 4 class combinations. Leading to a
total of 240 different variables, to pick the best solution per subject. This
might indicate signals with low resolution. Overall a errorrate of 0.36 was
acchived for Graz condition, while hands condition achived 0.32.

3 Methods

3.1 EEG datasets

3.1.1 Salas dataset

The dataset is created by Salas et al.[1] to be used for a master thesis
project, on Universidade Federal do Rio Grande do Sul, Brazil. The of-
fline BCI experiment used EEG and VR to improve the stimulus for the
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subjects. This was done in an attempt to improve the results of the experi-
ment. The experiment contains 4 trials for each of the 10 participants. Each
of the task contains 20 occurrences for each class, summing up to 100 tasks
per trial. The trials was recorded using the Graz standard for datasets,
which is the traditional training paradigm for most datasets within EEG
research.

Figure 11: Creation of dataset in Salas lab in UFRGS, Brazil[1]

Participants where recorded using a OpenBCI board [18], while wear-
ing a EEG cap with electrodes as can be seen in figure 11. The electrodes
was places based on the 10-20 international system earlier mentioned. The
8 electrodes used was placed at F3, Fz, F4, C3, Cz, C4, P3 and P4. In addi-
tion grounding wires was placed on the participants ear flips. Placement
of these electrodes can be seen in figure 11.

For the other popular datasets, instructions have been given to the sub-
ject on a computer screen placed in front of the subject, but for this dataset
a virtual reality head mounted display was used. Special attention was
made by the creator to make the scene experienced as realistic as possi-
ble, in an attempt to assist the subject along the way for the imaginary
tasks. The first trial, Graz conditions, was preformed with the same visual
stimuli as other EEG datasets, where the subject would see 3 arrows(Left,
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Instruction Class name in the dataset
Repeatedly open and close right hand exec right
Repeatedly open and close left hand exec left

Imagine you are repeatedly opening and closing left hand img left
Imagine you are repeatedly opening and closing right hand img right

Imagine you are repeatedly moving your third imaginary arm imag third

Figure 12: The different classes used in the Salas dataset

Right and Up), and the arrows would indicate what task that was to be
preformed. Full drawn arrow for the actual actions and a flashing faded
arrow for the imaginary movements. Second trial, Hands conditions, was
intended to be as close as possible to real world, and the arrows was sub-
stituted by animated arms created in the gaming engine Unity3D. This
detail to realism is what makes the dataset interesting for further research,
as it is closer to simulate a real life situation.

During recording of the dataset the subject was instructed to preform
one of 5 different classes after a visual cue was given in the virtual reality
glasses. The five instructions are the same for both runs, but the visual
stimulus changes. The five different instructions can be seen in table 12.
The dataset also includes other classes that are not used for classification.
These classes include the resting states before every trial amongst others,
and can be used to calibrate the EEG models.

The timing protocol was used for the first time by Pfurtscheller et al.
in 2001[19], and is the most used timing protocol for EEG research. The
duration for each task is 7 seconds. The first 2 seconds is gray screen and
not stimuli is given. It is followed by a 1 second beep sound, 1 second
of the visual cue for the task, and then 3 seconds where the subject must
perform the specified task. These 3 seconds are the ones used as the class
in the dataset. The timeline can be seen in figure 13.
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Figure 13: Timeline for one trial using same timing technique as other
available datasets. The figure also shows the visual images shown to the
participants during the trials, Hands conditions at the top, and Graz con-
ditions in the middle

3.1.2 Graz BCI competition 2008 dataset 2a

The goal for this work was to use Salas dataset for training the different
CNN, but the results lead to the demand for a second dataset to verify the
networks. Graz BCI competition 2008 dataset 2a was the choice as it is
available online and is used by many research paper, and could then help
for comparing the results.

This dataset follows the same timing protocol as the Salas dataset, but the
classes are different. Subjects was asked to do one of 4 tasks, move left
hand, right hand, a foot or the tongue. Specification can be seen in table
14.

3.1.3 Differences and similarities between the datasets

The main difference between the 2 datasets is the amount of EEG chan-
nels used for recording. While Salas uses 8 channels, the Graz dataset uses
22 channels and includes 3 additional EOG channels for artifact removal.
This sums up to approximately three times as much data. For neural net-
works this fact might be a limiting factor. Both sets follow a somewhat
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Instruction Class name in the dataset
Repeatedly open and close left hand 769

Repeatedly open and close right hand 770
Repeatedly move your foot 771

Repeatedly move your tongue 772

Figure 14: The different classes used in the Graz dataset

similar timing scheme, and they are similar enough to use the same net-
works for both datasets. Salas dataset is acquired by using a cheaper and
more available EEG recording device, which again might lead to signals
with more noise, which might be harmful for classification.

3.2 Preprocessing

Working with EEG signals post a challenge because EEG signals are very
noisy as raw signals and to be able to work with the signals, we need to
preprocess them such that we remove any noise that is not related to the
data we want. This is a way of cleaning the data so we can see the parts
we want to see. Since we are working with deep learning, as much data as
posible is desired. Because of this we would try to minimize the amount
of preprocessing done to our raw signals.

Removing EOG artifacts
A. Schlögl et al[20] showed a method for automatically removing EOG ar-
tifacts from the signal. For this the signals from the EOG channels are used
to clean the EEG channels. The method is shown in equation 2. EOG1-3
represents the 3 EOG channels, b1-3 represents the weights given to the
different channels. Y is the original signal, with t time steps and ch chan-
nels. S is the cleaned signal. In this work the removing of EOG data is
only preformed on the Graz dataset since Salas dataset havent provided
any EOG channels.
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Y(t, ch) = S(t, ch) +
[
EOG1(t) EOG2(t) EOG3(t)

] b1(ch)
b2(ch)
b3(ch)

 (2)

Removing power line noise
The electricity in our powersocket has a natural frequency that will desturb
any signals measured, and needs to be removed to clean the signal. Which
frequency that is affected depends on where the data where recorded. This
dataset was gathered in brazil and the frequency is 60hz. To remove this
power line noise we use a band stop filter, in this case a notch filter.

Removing baseline drift
Removing of baseline drift is accomplished with a High pass filter, remov-
ing all frequencies below 1 Hz. This can be seen in figure 15. Baseline drift
occurs over time to a signal because of small variations to temperature and
conductivity, and these small variations causes noise to the signal.

Band pass filtering
As discussed in the technical section, EEG signals can be split into differ-
ent frequency ranges, and the 2 bands that have proven most relevant are
α(8 Hz to 12 Hz) and β-signals(12 Hz to 30 Hz). Since we are doing deep
learning, and want to preserve as much data as possible, a wider range
was chosen. In this work a Hamming window sinc FIR filter is used to
band pass the signals between 1 Hz and 60 Hz, effectively removing all
other frequencies.

Sigma clipping
During the recording of the EEG dataset, different events can cause high
and unwanted readings in the recorded data. One of these is the subject
moving in a way he or she is not instructed. These high numbers in the
recorded data can cause unwanted behavior during processing of the data.
To battle this problem, Sigma clipping is used. This means that any value
higher or lower then 6σi is clipped to ±6σi. σi is the standard deviation for
the EEG data of a subject, calculated for each channel i.
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Figure 15: Visualisation of the signal before and after some steps of prepro-
cessing is preformed. This is all channels from 1 trial of the Graz dataset
drawn on top of each other, and shows the huge effects preprocessing has.

Normalization
For many deep learning approaches its important to normalize the data.
Some of the reasons for this is that it makes training less sensitive to the
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scale of features, consistency for when results are compared across models
and the speed of convergence during optimization depends on the scaling
of the features. This means that we are setting the data mean to zero mean
and unit variance for each feature. To achieve this we use the formula in
equation 3. xi(t) is the sample at time t for channel i. µi is the mean for
channel i, and σi is the standard deviation for channel i.

x∗i (t) = xi(t) − µi
σi

(3)

3.3 Data Augmentation

Deep learning and neural networks have always had problems with the
amount of data available to the system. This is called sparse data, and it
means that we have very powerful systems and we lack the amount of
data to unleash the systems full potential. For many of the other uses for
a CNN, like computer vision and classification of different pictures, data
augmentation is used extensively to enlarge the amount of data available
to the system. Normal approaches for data augmentation would be to take
the original pictures and apply different methods so that we can get sev-
eral different images from one original image. The most used techniques
are flipping, cropping and rotating. For the human eye we would easily
see that it is the same image, but for a computer this will be new features
to learn.

Another technique used is to hide parts of the pictures to let the network
learn by only seeing parts of the picture. These methods are however not
as effective for EEG data that are a function of time, or so called time-series
data. Research has shown that for EEG data an effective way of increasing
training data size, is to split the 4 seconds of data per event into several
smaller signals. That is done by sliding a window over the data, and only
sample a small timeframe[17][15].
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In this work the sampling frequency of the dataset is 256Hz, and a slid-
ing window of 2 seconds was applied to the samples. This results in a
window length of 512 data points. The full 3 seconds of the trial was split
into n different and overlapping slices, called crops. The n was varied, to
find the best option. Cj is the j-th crop, and is created from X j which is the
j-th trial. Each trial consists of E electrodes and T time-steps. Each of the
new crops will be labeled with yj which is the original label of X j.

Cj = {X j
[1,E],[t,t+T′]

| tε[1, T − T
′]} (4)

This technique will generate n times as much data as the original dataset.
When running the window over the trial, 1 second of additional data will
be used at the start and the end of the signal, this means that any of the
new signals will have a minimum of 1 second from the original trial. This
technique forces the neural network to learn features that are present in
all parts of the trial signal. The early crops will only contain the first part
after the que-sound, while the later crops will not contain any information
regarding the first second after the que-sound. The trade off considered
in choosing this parameter is that a low n, means that the crops will be
as different as possible, but our dataset will not increase much in size. A
high n on the other hand means that we will get a larger dataset, but the
difference between the data samples will not be as big.

3.4 Artificially increasing class occurrences

In an attempt to improve classification accuracy, a system was implemented
to artificially increase the occurrences of trials for specific classes. This test
was created by the author of this work and was preformed during multi
class classifications where classification was constructed in a way so that
the 4 classes we where not looking for was all combined into one single
class, called ”other”. This would create a binary classification problem
from 5 different classes in the dataset. After the merge was preformed,
the ratio of class ”other” to the class we was looking for would be 4to1.
Classification would at all times classify all input to the ”other” class, and
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would automatically give 80% accuracy. Even if 80% sounds like a good
accuracy, it is a fake result since the classifier systematically classifies all
samples as wrong.

To further develop this idea, a boosting factor b was created. The system
was rigged such that every time a trial of the wanted class was epoched,
b new instances of that class would also be created, as copies, but placed
randomly throughout the dataset. All factors from b = 1(add just one extra
sample), up until b = 3(evening out the classes to have equal amount of
occurrences), was tested. No results on either of the datasets showed any
improvement, and while training looked to preform better with a high
boosting factor, validation would fail and results would be worse then for
b = 0. The networks seemed to overtrain on the trainingdata, and could
not handle the valdidation. This lead to a quick conclusion that it was not
a good solution to improve classification accuracy.

3.5 Short-time Fourier transform

Convolutional neural networks are designed and proven to be good at
classifying images, and EEG signals are not images. To be able to use a
CNN for signal classification it is important to find a representation of the
signals where both the time and frequency aspect of the signal is retained.
The most used technique used in signal processing is short-time Fourier
transform. STFT is a transform used on a signal, to determine the fre-
quency and phase of a small part of the signal. The way this is preformed
in practice is to split up the signal in shorter overlapping segments, and
then calculate the Fourier transform for each of these shorter segments.
These shorter Fourier transforms are put together to form a spectrum for
the signal.

In figure 16 we see the spectrogram calculated for 2 different events.
On the top there is a spectrogram of imaginary right arm and on the bot-
tom for a actual right arm movement. For a human person we can clearly
see a difference between the two spectrograms. These spectrograms is
used for features in the CNN and to get the best possible result during
classification its important that the spectrograms are as distinguishable at
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Figure 16: Spectrogram of 2 different events for the C3 electrode for subject
1.

possible. For that reason it is important to chose the correct settings so
that the spectrograms show differences between the classes. A STFT is cal-
culated for every channel. The CNN works by comparing images, so the
transformations are then saved as a 3 dimensional image, where the depth
of the image is for the different EEG-channels. Equation 5 shows the for-
mula for the discreet-time STFT. x[n] is the signal and w is the window be-
ing passed over the signal. In this work we are using a Hamming-window
with window length of 30, and a periodical sampling.

STFT{x[n]}(m, ω) ≡ X(m, ω) =
∞

∑
n=−∞

x[n]w[n−m]e−jωn (5)
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3.6 K-fold cross validation

In machine learning a model is evaluated by splitting the dataset into 2
parts. One part for training and one part for testing. This is done to assure
that the model never get to see the test data, and therefor provides a more
accurate result of how successful the training was for the network. By in-
cluding all data in the training, the network might adapt to much to the
training data, and not being suited to be run on new and unseen data.

Figure 17: K-fold cross validation shown for k = 5

The solution to solving this problem is to split the dataset into k equal
folds, or baskets. Then we train our network k times, so that each fold will
be the testing set one time, while the other folds are the training set. This
way we will be able to test and train our model on every data point in the
dataset. This will help incorporating outliers or data points that is not very
close to the other samples within its given class. An example on how this
can be done is shown in figure 17, and for this example k = 5.

3.7 CNN Architectures

Convolutional neural networks have been proven to be the leading deep
learning tool in many fields, and has proven specially useful when clas-
sifying image data. As Lotte et al [11] shows in the Review of Classifica-
tion algorithms for EEG-based Brain-computer Interfaces: A 10-year Update,
CNN and deep neural networks are on the leading edge when it comes
to classification for BCIs. Good results have been achieved both with deep
CNNs[17][15] and more shallow approaches [17]. There is several differ-
ent options for input to these CNN networks, and in this work we will
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Layer Input Size Operation Output size Parameters

1 E x T STFT 65 X 64 x E -
2 65 X 64 x E 24 x Conv2D (12 x 12) 65 X 64 x 24 10,392

65 X 64 x 24 Batch Normalization 65 X 64 x 24 260
65 X 64 x 24 MaxPool2D (2 x 2) 32 X 32 x 24
32 X 32 x 24 ReLU 32 X 32 x 24
32 X 32 x 24 Dropout (0.5) 32 X 32 x 24

3 32 X 32 x 24 48 x Conv2D (8 x 8) 32 X 32 x 48 73,776
32 X 32 x 48 Batch Normalization 32 X 32 x 48 128
32 X 32 x 48 MaxPool2D (2 x 2) 16 X 16 x 48
16 X 16 x 48 ReLU 16 X 16 x 48
16 X 16 x 48 Dropout (0.5) 16 X 16 x 48

4 16 X 16 x 48 96 x Conv2D (4 x 4) 16 X 16 x 96 73,824
16 X 16 x 96 Batch Normalization 16 X 16 x 96 64
16 X 16 x 96 MaxPool2D (2 x 2) 8 X 8 x 96
8 X 8 x 96 ReLU 8 X 8 x 96
8 X 8 x 96 Dropout (0.5) 8 X 8 x 96

5 8 X 8 x 96 Flatten 6144
6144 Softmax K 12,290

Figure 18: Deep CNN architecture used in this paper

use both the raw signals for some networks, while using STFT for others.
Some of the network architectures will be tried with both types of input.
Small modifications are then made to the networks to make sure all the
dimensions are aligned, but the overall architecture should not be much
changed.

3.7.1 First CNN architecture - Deep Neural Network

The network architecture showed in figure 18 is proposed by [15], and
is inspired by CNNs used in the ImageNet competition, such as VGGNet
[21] and AlexNet [22]. Stacked Convolutional layers are used. Kernel sizes
are decreased in the later layers, while the number of filters are increased.
Batch normalisation is applied for each layer to normalize the input fo
each mini batch. This provides a stabilizing effect and lowers training
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Layer Input Size Operation Output size

1 E x T STFT 65 X 64 x E
2 65 X 64 x E 40 x Conv2D (size 25) 65 X 64 x 40

65 X 64 x 40 Batch Normalization 65 X 64 x 40
65 X 64 x 40 MaxPool2D (2 x 2) 32 X 32 x 40
32 X 32 x 40 ReLU 32 X 32 x 40
32 X 32 x 40 Dropout (0.5) 32 X 32 x 40

3 32 X 32 x 40 40 x Conv2D (3 x 1) 32 X 32 x 40
32 X 32 x 40 Batch Normalization 32 X 32 x 40
32 X 32 x 40 MaxPool2D (2 x 2) 16 X 16 x 40
16 X 16 x 40 ReLU 16 X 16 x 40
16 X 16 x 40 Dropout (0.5) 16 X 16 x 40

4 16 X 16 x 96 Flatten 10240
10240 Softmax K

Figure 19: Shallow CNN architecture

times. Max pooling by a factor of 2 is applied to down sample between the
layers. ReLU activation function is applied to each layer before dropout
is applied to reduce over fitting. Input to the network is spectrograms
created by STFT, stacked in layers for each channel in the EEG signal. Its
worth noting that the author of this architecture specifies a 52.68% accu-
racy for this network on Graz B1 dataset, proving differences between the
datasets.

3.7.2 Second CNN architecture - Shallow Neural Network

This architecture in figure 19 is purposed by Robin T. Schirrmeister et al.
[17]. The dataset they used is the BCI competition IV dataset 2a [2], which
is a dataset from a later competition then the one used in this work. This
network is designed to work on raw EEG data, and this work will use
the architecture with STFT spectrograms as input. This shallow convolu-
tional network is inspired by architectures used for computer vision, like
Krizhevsky et al[22]. This architecture was later re-implemented by Fedjaev
[15], as his Shallow CNN approach. For the use of STFT spectrogram in-
put, the network was slightly altered, but convolutional layers and filter
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sizes remain the same.

Figure 20: Training of the Deep CNN, with the Graz dataset

Figure 20 visualizes the training process by plotting the results of train-
ing, validation and loss for each iteration and epoch during training. This
is a great tool to help analyze the network as it runs, and can reveal prob-
lems such as overfitting.

4 Results and Discussion

In this work different deep learning models was developed and tested to
classify EEG data for use in a BCI setting. The models tested was several
CNN, 1 deep approaches and 1 shallow approach. The table in figure 27
lists the results, along with the results of the other research reviewed in
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this work

Figure 21: Results of the Graz dataset in the deep CNN model

The results of the deep architecture CNN is showed in bar plot 21. This
test is with the Graz dataset and shows lower accuracy then the same net-
work has achieved in earlier work. It is important to note that this work
primarily was designed to test the Salas dataset, and is not optimized for
the Graz dataset test. The accuracy calculated for the entire network is
64,8%, with a standard deviation of±3,639%. Best preforming subject was
number 8 with 70,97% accuracy and a standard deviation of±5,6%. Worst
performer was subject 5 with 57,83% and standard deviation of ±17,3%.
The network preformed well for most folds, but some folds had a very
low accuracy. Lowest was subject 5 with a fold with 30,9% accuracy. The
results are lower then state of the art research with the same networks, but
that might be caused by using a different dataset and the fact that this net-
work only was used as a test of the model, and therefor not optimized for
the task.
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Figure 22: Results of the Salas dataset in the deep CNN model with Graz
condition

In bar plot 22 we see the results of the Salas dataset in deep network
with the Graz conditions. As we can see from the plot, the results are ran-
dom, and training has been unsuccessfully. Mean of the run is 49.82% over
all subjects and the standard deviation is ±2.1%. Looking at one of the
confusion matrices it is clear that the network in most cases decides that
all output is of one specific class. This is obviously wrong, since we are
testing a binary classification problem. It is also worth noting that not all
classes have the same amount of occurrences, and this is caused by elimi-
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nation of bad trials in the preprocessing. This might have been caused by
big artifacts such as eye blinking during recording of the dataset, touching
of the equipment during recording, or other external factors.

Figure 23: Results of the Salas dataset in the deep CNN model with Hands
condition

Results of Salas dataset Hands condition in the deep convolutional net-
work can be seen in bar plot 23, and the same results are archived for this
part of the dataset, results are random. Mean result over all subject is
51.62% and has a standard deviation of ±2.92%.

Bar plot 25 shows the results of the Shallow network trained with Salas
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Figure 24: Results of the Salas dataset in the deep CNN model with Graz
condition

dataset, Hands condition. Mean calculated for all subjects was 51,08% and
standard deviation is ±1,6%.

Bar plot 26 shows the results of the Shallow network trained with Salas
dataset, Graz condition. Mean calculated for all subjects was 46.12% and
standard deviation is ±2.01%.

From the results we can assume that that Salas dataset[1] is not very
suited for deep learning, or any type of convolutional neural networks.
Even in the shallower network it can not archive any better result then
what could be expect from a random selection. The reason for these re-
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Figure 25: Results of the Salas dataset in the shallow CNN model with
Hands condition

sults might be many, but it is natural to look at the differences between
the Graz and Salas datasets, considering import and implementations of
the two datasets are almost identical. The differences in amount of chan-
nels(Graz has 22 EEG-channels + 3 EOG-channels, while Salas has 8 EEG
channels) is big. Only the amount of channels leads to 3 times as much
data for the Graz set, and this might be a big factor. Neural networks,
and specially deep neural networks, are infamous for their need for large
amounts of data. To combat the low amount of data, this work applied
techniques to generate more data in an attempt to make up for the lack of
data. As we can see from the results, this was not very successfully. In
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Figure 26: Results of the Salas dataset in the shallow CNN model with
Hands condition

earlier phases of this work, other techniques was tried in an attempt to
improve the results. Training was tried on the raw data, over 10 different
CNN setups was tried, all training parameters was attempted changed,
and preprossessing of the signals was improved and approached with dif-
ferent approaches. The bad results might also have other reasons. Since
there is not any EOG channels for the Salas dataset, we are not able to re-
move artifacts with the same efficiency as the other dataset. This might
lead to unnecessary noise in the signals. Another possible source for noise
in the signals is the equipment. For the Salas dataset a OpenBCI[18] board
was used, and while this is a great tool, it cant deliver the same accuracy as
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Author Model Dataset Accuracy SD Classes Reference
Fedjaev et al Deep CNN* Graz IVa 84,23% ±14.69% 2 [15]

This work Deep CNN Salas(H) 51.62% ±2.92% 2
This work Deep CNN Salas(G) 49.82% ±2.1% 2
This work Deep CNN Graz 2a 64,8% ±3,639% 2
This work Shallow CNN Salas(H) 51,08% ±1,6% 2
This work Shallow CNN Salas(G) 46.12% ±2.01% 2
Salas et al SVM, LDA, KNN Salas(H) 67% - 2 [1]
Salas et al SVM, LDA, KNN Salas(G) 63% - 2 [1]

Schirrmeister Shallow CNN* Graz IVa 71.90% - 2 [17]
Schirrmeister Deep CNN* Graz IVa 70.10% - 2 [17]

Figure 27: Comparison of results for all the different networks tested and
other networks reviewed. * marks that even tho the model is based on
eachother, its not the exact same model

the industry grade systems used to collect similar datasets. As a last fac-
tor that might have a say in the results, the other datasets have had very
different tasks performed. The Graz dataset had 4 actions(move left arm,
right arm, foot and tongue) and they are quite different from each other. It
is not far fetched to believe that the variety of these actions might cause a
higher response in the brain, and therefor on the EEG signals. The actions
for the Salas dataset is movement of hands(left and right), and imaginary
movement(pretend to move left, right and a imaginary arm). These 5 ac-
tions seems more similar, and its natural to believe that they will trigger a
more similar response in the brain, especially the 3 imaginary movements.

Preprocessing of the data is very important, but for several of the classes
in the Salas dataset, the preprocessing has removed so many trials that
only 16 is left in the classification, and the number of trials for a binary
classification problem starts out with 20 per class, at a total of 40. This
shows that over 50% of the trials has been filtered away, and might be an-
other contributing factor. This phenomena can be seen in figure 28. It is
also interesting to notice that this is one of the situation where the network
actually assigns different classes to the input, in contrast to the normal
scenario where all input is assigned 1 class. Also worth noticing that this
result is shown without data augmentation enabled to further enhance the
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drastic decrease in data size.

Figure 28: Confusionmatrix for the Salas dataset in the deep CNN model
with Hands condition without data augmentation

Another factor that might play a role in the results is human error. With
a big project like this(over 3000lines of code), a human is bound to make
mistakes. This is also a difficult research field, and all aspects of each pro-
cess or step is not always known by the author. It would therefor be un-
realistic to eliminate any possibility of human errors in the implementa-
tion. To try to combat this, tests on the code has been conducted along the
way to assure correct output and that the code delivers as intended. The
dataset import phase and parts of the preprocessing phase has also been
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compared to Salas work. Big projects like this work would in a workplace
situation be preformed with more rigorous testing of all components, code
would be double checked by other workers, other helpful tools like IDEs
would be used, amongst other things. Solutions like this could have been
used in this work to reduce the chance of human failure, but was not im-
plemented.

Since this work was not primarily focused on testing with the Graz
dataset, it is therefore without a setup that is optimized with all the pa-
rameters of the works that where dedicated to test the Graz dataset. Even
without this optimization we can see results that can be considered close
to some of the other works. Implementation of the Graz dataset in this
work was done as a tool to check if the networks would actually preform
the tasks they where set up to do, since this is quite hard to test on the
dataset that was investigated for use with neural networks. It is also worth
noting that the tests in this work was preformed against the Graz 2008
competition dataset, and not against the Graz 2015 competition dataset.
This might also be a source for lower accuracy since it is not unreasonable
to think that the institute improved their techniques and equipment for
recording EEG data over the 7 years between the two datasets, even tho
this is not confirmed. Improved recording could then have lead to a better
classification.

5 Conclusion

The goal for this thesis was to develop a brain computer interface that
could be used either as a aid for a person that are missing a limb and
have received a prosthesis, or to control a external technology as a helping
tool when the person is already preforming muscular tasks. Salas dataset
seemed ideal for the purpose as it contains both muscular movements and
imaginary movements, and the main goal for this thesis would be to be
able to correctly classify these two. Even if Salas[1] previous work have
shown good accuracy using linear classifiers, the approach of this thesis
was deep learning and convolutional neural networks. Sadly as discussed
in last section, we where unable to classify any data from the dataset, as
we where left with results that where, by the looks of it, random. This
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means that our goal of creating a brain computer interface haven’t been
reached.
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[20] A. Schlögl, C. Keinrath, D. Zimmermann, R. Scherer, R. Leeb, and
G. Pfurtscheller, “A fully automated correction method of EOG ar-
tifacts in EEG recordings,” Clinical Neurophysiology, vol. 118, pp. 98–
104, Jan. 2007.

50



[21] K. Simonyan and A. Zisserman, “Very Deep Convolutional Networks
for Large-Scale Image Recognition,” arXiv:1409.1556 [cs], Apr. 2015.
arXiv: 1409.1556.

[22] A. Krizhevsky, I. Sutskever, and G. E. Hinton, “ImageNet Classifi-
cation with Deep Convolutional Neural Networks,” in Advances in
Neural Information Processing Systems 25 (F. Pereira, C. J. C. Burges,
L. Bottou, and K. Q. Weinberger, eds.), pp. 1097–1105, Curran Asso-
ciates, Inc., 2012.

51


