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Abstract—Network Utility Maximization (NUM) is a well ac-
cepted theoretical concept that describes how congestion controls
could cooperate to achieve an ideal sending rate allocation, for
given utility functions of senders and constraints of the network.
These network constraints are expressed as a “cost” in the
framework. In practice, most congestion control mechanisms
obtain feedback that is different from a “cost”. This paper focuses
on Explicit Congestion Notification (ECN), which has been shown
to be quite advantageous when it is available, e.g. with the popular
Datacenter TCP (DCTCP) mechanism. However, different from a
cost, ECN marks are not additive. We present a practical solution
to this problem. Our solution changes how end hosts interpret
the ECN signal, while the router side can be implemented via
an unusual configuration of RED parameters.

Index Terms—Explicit Congestion Notification, Network Utility
Maximization.

I. INTRODUCTION

Despite being an old idea [1], Explicit Congestion Notifica-
tion (ECN) has recently gained increased attention. Using ECN
means to set a bit in a packet header inside the network, to
convey to end systems that a queue somewhere along the end-
to-end path is congested. Datacenter TCP (DCTCP) [2] is a
relatively recent and quite popular mechanism that attains good
performance with ECN. It introduces a new way to use the
ECN bit: rather than relying on an Active Queue Management
(AQM) algorithm [3] to only give feedback about congestion
when the average1 queue length has exceeded a limit (an
indication of long-lasting overload), DCTCP uses feedback
from an instantaneous queue. This allows end systems to learn
about congestion earlier than with an average, and it enables
them to interpret the number of ECN marks that have occurred
over a period of time as a multi-bit congestion signal. This
ability has made DCTCP attractive as a basis for the design
of other algorithms (e.g. [5]–[10] ).

However, there is an inherent problem with this type of
signaling: once a packet’s ECN bit has been set, routers
further down the path cannot set it again. Thus, ECN can
only correctly convey congestion information from a path if
the marking probability is very low. Keeping the probability
for the signal to occur very low is obviously beneficial when

1There are many variations to the “average” here—e.g.CoDel [4] requires
the delay to be above a threshold for a fixed amount of time before it gives
a signal.

signal itself is a lost packet (as with “normal”, non-ECN-
capable TCP), but this is not the case for ECN. With DCTCP,
which counts the number of ECN-marked packets to learn how
much congestion there is, the requirement to keep the marking
probability very low diminishes the usefulness of the feedback
signal. This becomes problematic when trying to use it for
immediate signaling in the presence of even lighter congestion
as currently done with DCTCP. For example, in case of using
ECN to produce an early signal before the physical queue
grows: then, a congestion control mechanism might not be
able to distinguish the case of multiple semi-loaded links from
a single heavily loaded link. However, for the network, these
two situations are quite different.

The Network Utility Maximization (NUM) framework pro-
posed by Kelly [11] facilitates a suitable allocation of source
rates, given the network’s constraints, by maximizing the
utility of all sources with respect to a network “cost”. Because
packets from a sender incur a cost on all congested links
that they traverse, NUM requires the congestion signal to be
additive (as if packets had a counter that could be increased
by routers along the path). Because the “cost” represented by
an ECN bit is not additive, it can only roughly approximate
the true cost of a path if the marking probability is very low
[12], which renders it quite unsuitable for direct application
of NUM in protocol engineering.

This limitation of ECN is disappointing because, different
from datacenters where customized mechanisms can be ap-
plied to satisfy NUM [13], ECN is a simple feedback mech-
anism of broad utility [14] and instantaneous queue marking
could perhaps even be made to work for the Internet [15], [16].
Addressing this problem, in this paper, we show how we can
turn ECN into an additive signal and use it for NUM. Similar
to DCTCP, the type of marking that we need can be attained
by configuring a RED (Random Early Detection) [17] queue
(see Section VIII-B), which means that a congestion control
mechanism based on our suggested type of ECN usage can
be deployed with commodity switch hardware, by configuring
RED and only updating code in end hosts.

REM [18] also estimates a similar type of ECN signal as we
derive in our work. However, deploying it in practice means
that all switches along the path would also need to support
REM. We aim to minimize changes to routers and to come
up with a mechanism that, like DCTCP, can be implemented
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via a “strange" configuration of RED, which is already widely
supported by hardware. In particular, we focus on a practical
case of using ECN as a better signal in end systems, and
hence study how to deflate/inflate marking probabilities. This
also allows us to obtain the utility function of controllers that
work with a high marking probability, such as DCTCP.

The paper is organized as follow. In Section II, we discuss
our motivations. Section III surveys related work. In Section
IV, we present our network model using NUM. We establish
the required theory on solving ECN limitations in NUM in
Section V, and explain how to use it in Section VI. Section
VII presents three different types of distributed algorithms
based on the theory, and in Section VIII, we evaluate their
correctness with simulation. Section IX discusses different
aspects and applications of our theory and algorithms, and
in Section X, we conclude the paper.

II. MOTIVATIONS

In this section, we discuss advantages of packet marking and
the issues it can cause in the NUM framework. In particular,
our work is motivated by the need to have higher packet
marking probabilities and an unbiased estimate of the path
cost at the sender.

A. Advantages of Higher Marking Probabilities

1) Shorter Queue Length: Fig. 1 illustrates how TCP and
DCTCP operate. As we see, because the instants at which
TCP decreases its rate are much less frequent than those
in DCTCP, TCP experiences a much lower drop/marking
probability than DCTCP. This, however, requires TCP to have
larger oscillations both in the rate and queue length in order
to allow the queue to drain and operate fairly. In other words,
DCTCP can utilize the bandwidth with shorter fluctuations in
rate and queue length. This can be seen as an advantage of
the increased marking probability in DCTCP.

Shorter queue length fluctuation, as a result of operating at
a higher marking probability, has also given rise to the idea of
using virtual queues [19] to trade a little bandwidth and operate
at almost line rate with minimal delay. This was demonstrated
in [20] by adopting DCTCP as the congestion controller.
DCTCP can theoretically maintain around 94% throughput
with zero queuing [21]. As shown in [20], virtual (phantom)
queues with RED support can be provided by already-deployed
routers such as [22].

2) Faster Estimation: Since senders need to collect ECN
marks received from the network to estimate the marking
probability of routers, we also numerically evaluated the
estimation accuracy for different marking probabilities. We
assume that a router marks packets with probability p, and
a sender estimates the marking probability p by measuring
the proportion of marked packets received, which we denote
by p̂. Fig. 2 plots the estimation error, i.e. |p−p̂|p , in percent
versus the number of received samples (shown as “step" in the
plots). The average value of 10 different runs is illustrated by
the solid, blue line, and the error range is represented by the
gray area. We observe that 1) as the sender receives more
samples, its estimate becomes more accurate, and 2) as p

B
u

ff
er

B
an

d
w

id
th

Drop threshold

Marking threshold

Time

B
u

ff
er

B
an

d
w

id
th

Time

(a) TCP

B
u

ff
er

B
an

d
w

id
th

Drop threshold

Marking threshold

Time

B
u

ff
er

B
an

d
w

id
th

Time

(b) DCTCP
Fig. 1. Drop/Marking probability (adopted from [15])

increases, the estimate becomes more accurate and faster. It is
worth noting that very high marking probabilities (e.g. ≥ 0.97)
might seem better in terms of convergence, however, they also
come with practical issues. For example, a new flow that is
joining a bottleneck link might get a long series of marks
before receiving an unmarked packet to be able to calculate
the right send rate. We will discuss the appropriate marking
probability range in Section IX.

B. Issues of Price Feedback by Packet Marking

In the NUM framework, routers are assumed to be sending
their price to sources (senders), sources calculate their send
rate, and price is a real, non-negative number. In the following,
we discuss the cases in which the network uses packet marking
to send the price back to sources and the marking probability
is not small.

Assume a network with more that one bottleneck link;
packets of source r are randomly marked at the links in its
path with a total marking probability of

pr = 1−
∏
l∈Lr

(1− pl) (1)

where pl is the marking probability of link l on the path of
source r to its destination. The NUM framework assumes that
sources can obtain the value qr. If pl � 1, then 1−

∏
(1−pl) ≈∑

pl and pr can be used as qr [12]; this means that in this case,
the NUM model closely matches an ECN-enabled network or
networks with binary signals such as packet drop.

Fig. 3 illustrates the analytical marking probability of
DCTCP for a single bottleneck network with different marking
thresholds of 100, 150, and 200 packets. In particular, we used
equation (6) in [2], solved for α, to plot the figure. We see
that as the number of competing flows increases, the marking
probability quickly increases to values beyond 0.2.

Fig. 4 shows the difference between the sum and (1) for
different link marking probabilities. We see that as the number
of bottleneck links increases, the difference grows much; it
is, however, much less significant when pl is at most 0.05
which is much smaller than the marking probability with
newer congestion controllers such as DCTCP.

From Fig. 4, we can also infer that∑
pl ≥ 1−

∏
(1− pl), (2)

and 1 −
∏
(1 − pl) ≤ 1, while

∑
pl can exceed 1 (see

Appendix A for the proof of inequality (2)). This indeed
results in different throughputs for longer flows because they
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Fig. 2. Marking probability estimation: the deviation of the estimation from the actual marking probability. The solid, blue line shows the average, and the
gray area illustrates the range for 10 random sequences.
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calculate their send rates based on an underestimate of the
path cost. Therefore, the expected behavior of congestion
controllers is affected significantly by the difference if the
marking probability is not small.

III. RELATED WORK

In the NUM framework, it is assumed that end hosts can
learn the additive cost incurred at all resources along the path.
As we have already discussed, neither loss nor ECN is an
additive signal. Delay, however, is additive: at every congested
link along the path, queuing delay is added on top of the
base round-trip time that an end host can measure. Delay-
based mechanisms such as TCP Vegas [23] or FAST TCP [24]
have therefore played a central role in the literature related to
the NUM framework. Delay is, however, a very error-prone
signal that can include various types of noise, making it quite
hard to use in practice (see [25] for a discussion of some
of these issues). Indeed, while the authors of the relatively
recent delay based mechanism TIMELY [26] find delay to be
a particularly useful signal in data centers, the notion of delay
as an altogether superior signal is dismissed by a later in-depth
comparison between TIMELY and the ECN-based mechanism
DCQCN [10], [27].

Explicit signals such as ECN are inherently more reliable; a
simple explicit additive signal, as required by NUM, could take
the form of a field in the packet header to additively calculate
the cost of routers. However, there is no such field in the IP
header. To cope with this problem, two types of mechanisms
have been proposed to convey the path cost to sources using
existing fields: 1) deterministic and 2) probabilistic markings.

In deterministic marking schemes, the existing bits in the IP
header are exploited to convey the actual cost. A deterministic
marking scheme for encoding path cost was presented in [28],
[29]. In this approach, each router quantizes the cost of its

outgoing link to a fixed number of bits, and then, with the use
of the IP identification (IPid) field, data packets are mapped
to different probe types where each probe type computes a
partial sum of the path cost bits. The authors of [30] propose
a deterministic packet marking scheme that estimates the
maximum link cost on a communication path. The proposed
scheme is simple and IP-compatible because it uses the two-
bit ECN field and IP identification (IPid) field in the standard
IP header for the estimation. An adaptive method is presented
in [31] which is capable of changing the cost granularity to
increase convergence speed. This method has also been used
as the basic mechanism in [32], [33]. The IPid field has also
been used by other methods such as [34] with some similar
functionality as the other methods in this category. Although
the above methods can convey the path cost, they are prone
to calculation errors if the packet of a probe type is lost, and
they also need changes in routers. Moreover, using the IPid
field in this way conflicts with the specification [35].

Probabilistic marking mechanisms use the existing ECN bit
in the IP header; at each router, they stochastically mark the
bit according to the load on the output port. At the receiver
side, the value of the ECN bit is echoed back to the sender,
and the sender obtains the end-to-end marking probability,
which is naturally a product of some values. In this case, the
approximated path cost is assumed to be equal to the end-to-
end marking probability, and this is possible if the marking
probability at routers is small [12], [36].

There are also some other Probabilistic marking mecha-
nisms which convey the actual cost but require modifying
routers. Random Early Marking (REM) uses a logarithmic
marking function in routers and its inverse function at senders
to obtain the actual path price [18]. Routers calculate their
price and convert it into a marking probability in the range
[0, 1] using an exponential function. Passing packets are
marked with this probability, and senders then obtain the
path marking probability by collecting the series of marks.
This enables the senders to estimate the path cost by using
the inverse function, i.e. a logarithmic function. However,
REM does need specific router functionality, meaning that
commodity hardware cannot be used for this method.

Random Additive Marking (RAM) [37] shows that, if costs
can be bounded and therefore normalized, then there is an
alternate class of feasible algorithms. RAM returns an optimal
cost estimate. However, it does require a router to know its
position along the path taken by a packet, in addition to the
requirement for all routers to change their marking scheme to
RAM. Kelly in [38] has modeled MulTCP, and showed how
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to estimate the path cost when the marking probability is not
small. He uses a technique called Barrier method [39], and
a logarithmic function as the barrier2. In this paper, we will
present a number of general algorithms, and by utilizing the
TCP utility function obtained in [38], one of our algorithms
(Primal) can reduce to Kelly’s algorithm for MulTCP. In
addition, we will present three different dual algorithms (and
their corresponding primal-dual algorithms), prove how RED
(with a specific configuration) can be used as a dual algorithm,
and also provide stability conditions for such a setup.

We present a novel probabilistic marking based congestion
control which should be as easy to deploy as DCTCP because
it can also be implemented by configuring the widely available
RED AQM algorithm. Yet, by changing the way the ECN
signal is interpreted, we obtain an estimate of the additive
path cost. This is achieved without requiring the marking
probability to be extremely low—we do, however, require
lower and upper bounds (e.g. the range [0.05, 0.99]). As with
DCTCP, our mechanism also needs the receiver to signal back
every mark from the receiver to the sender (and, also similar
to DCTCP, losing some ACKs will only degrade and not
corrupt the signal). This receiver behavior is different from the
current TCP standard, where only one ECN signal is provided
per round-trip time; the necessary change for DCTCP is also
needed by the “L4S” proposal [40] to deploy a DCTCP-like
mechanism on the Internet, and it is currently considered for
standardization in the IETF [41].

IV. NETWORK OPTIMIZATION MODEL

The NUM framework assumes each source r has a utility
function, Ur(xr), which specifies its satisfaction from the send
rate xr. Resources in the network are constrained, and are
able to charge sources based on their send rate. NUM models
the network rate allocation problem as a set of greedy traffic
sources that are limited by the capacity of links in the network
the traffic traverses. The resulting optimization problem can be
represented as follows:

max
x

∑
r∈R

Ur(xr) (3a)

s.t. yl ≤ cl, ∀l ∈ L (3b)

where the objective is to maximize the sum of sources’ utility
function constrained by link capacities and yl =

∑
r∈Rl xr

denotes the total rate crossing link l. Table I summarizes the
notation used in the paper.

One way to solve the above problem is via its Lagrangian
function:

L(x, λ) =
∑
r∈R

Ur(xr)−
∑
l∈L

λl(yl − cl) (4)

where λl ≥ 0 is the Lagrange multiplier associated with link
l or simply the shadow price (cost) of link l for violating its
constraints. Rearranging the RHS of (4) yields

L(x, λ) =
∑
r∈R

(
Ur(xr)− xrqr

)
+
∑
l∈L

(λlcl) (5)

2A barrier function is a continuous function whose value increases to
infinity as the optimization problem gets closer to the boundary of the feasible
region. Such functions can replace inequality constraints to make the problem
easier to solve.

TABLE I
NOTATIONS

Symbol Description
R The set of sources
L The set of links
xr Send rate of source r
λl Lagrange multiplier of link l
pl Marking probability of link l

Ur(.) Utility function of source r
Rl The set of the sources crossing link l
Lr The set of the links source r crosses
qr The total cost source r is charged by links Lr
cl Capacity of link l
yl The sum of rates of sources crossing link l
.∗ Optimum value of . that optimizes some function

%r(xr) Step size function of source r
σl(pl) Step size function of link l

where

qr =
∑
l∈Lr

λl (6)

is the sum of costs that source r accumulates while passing
the links towards its destination, i.e. Lr. At the optimum point
we have ∂L

∂xr
= 0, which yields xr = U

′−1
r (qr). This implies

that the Lagrangian function can be optimized in a distributed
way as each source r only needs qr which is a real value,
and qr can be accumulated by the flow of source r on its path
towards the destination using, for example, a long-enough field
in the packet header. If such a field is not accommodated in
the header, then cost should be carried via other methods such
as ECN. However, before adopting ECN and to take advantage
of higher marking probabilities, the optimization model needs
to be extended in order to cope with the estimate bias resulting
from ECN with higher probabilities.

V. INDIRECT LAGRANGE MULTIPLIERS

In the constrained optimization literature, Lagrange multi-
pliers associated with equality/inequality constraints are de-
fined as constants or variables associated with the problem
[42], [43]. This also forms the usage basis of constrained
optimization in the networking context (e.g. see [44], [45]).
However, as we showed in Section II-B, the use of ECN
marks, since they are not additive, limits the applicability of
this theory.

In this section, we present the theory which enables us
to estimate cost using ECN. This enables us to narrow the
model–reality gap making the NUM framework even more
useful and practical; we extend the theory of Lagrange mul-
tipliers to encompass multipliers that are not variables; we
introduce multipliers, in the form of f(pi), that are functions of
some other variables. We more generally call these Lagrange
multipliers function multipliers and their variables indirect
multipliers. After establishing the necessary theory for the use
of functions as Lagrange multipliers, we set some feasibility
conditions on the functions used for this purpose. We also
show how the choice of functions can affect the uniqueness
and existence of the equilibrium.
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A. Optimality Conditions with Indirect Multipliers

Consider the following constraint optimization problem

max
x

U(x) (7a)

s.t. gi(x) ≤ 0, i = 1, . . . ,M1 (7b)
hj(x) = 0, j = 1, . . . ,M2. (7c)

with gi inequality and hj equality constraints and x ∈ Rn.

Theorem V.1 (Karush–Kuhn–Tucker optimality conditions
with indirect multipliers (KKTi)). Considering problem (7),
assume that the point x∗ ∈ C satisfies Abadie’s constraint
qualification [46]. If x∗ is a local maximum of U over C, and
functions f and k are defined such that R+ is in the range
f , and the range of k is R, then there exists a pair of vectors
(p, v) ∈ RM1 × RM2 such that

∇U(x∗)−
M1∑
i=1

f(pi)∇gi(x∗)−
M2∑
j=1

k(vj)∇hj(x∗) = 0n, (8a)

f(pi)gi(x
∗) = 0, i = 1, . . . ,M1, (8b)

f(pi) ≥ 0, i = 1, . . . ,M1, (8c)
gi(x

∗) ≤ 0, i = 1, . . . ,M1, (8d)
hj(x

∗) = 0, j = 1, . . . ,M2. (8e)

Proof. See Appendix B.

Remark 1. If functions f and k are bijective, then for every
ξi, unique pi and vi can be found; otherwise, there will be
more than one value satisfying conditions (8).

Remark 2. If the optimization problem (8a) is concave,
functions gi are convex, and functions hi are affine, and
x∗ ∈ C satisfies (8), then x∗ is a global maximum.

We illustrate theorem V.1 with two examples in Appendix
C.

B. Lagrangian Function with Indirect Multipliers

Using (8a), we can now construct a Lagrangian function
with function multipliers f(p) and k(v). Its general form is

L(x, p, v) = U(x)−
M1∑
i=1

f(pi)gi(x)−
M2∑
j=1

k(vj)hj(x). (9)

The domain of L is now determined by the set of the possible
values of x, p, and v as mapped by f(p) and k(v). Comparing
with the original Lagrangian function with multipliers λ and
µ, we can interpret that p and v are respectively mappings of
λ and µ to a new domain, which is the domain of functions f
and k. We will use the term mapping to refer to this domain
difference.

VI. OPTIMIZATION USING ECN

As discussed in Section II-B, there are two problems about
using the marking probability directly as cost: 1) in the
network utility maximization framework, the sum of path cost
is required for sources to react properly, not the product, and
2) the cost is a non-negative real number but probability is
limited to between 0 and 1. In order to solve these problems,

we need to be able to map marking probabilities to actual
link costs. Choosing a logarithmic function as a function
multiplier can help us solve both problems. We define a
function multiplier of the form:

f(pl) = − logφ(1− pl) (10)

where pl ∈ [0, 1] is the indirect multiplier, and the positive
real number φ > 1 is a system parameter. We use the marking
probability of link l as pl. Hence, instead of solving problem
(3) using its Lagrangian function and Lagrange multipliers, i.e.
(5), we solve it using its corresponding Lagrangian function
with indirect multipliers as we show in the following: incor-
porating (10) into (9) and ignoring equality constraints yield
the following Lagrangian function

L(x, p) =
∑
r∈R

Ur(xr) +
∑
l∈L

(
− logφ (1− pl)

)(
yl − cl

)
.

(11)

After arranging the terms, we get

L(x, p) =
∑
r∈R

(
Ur(xr)− xr

(
−
∑
l∈Lr

logφ(1− pl)
))

+

∑
l∈L

(
cl
(
− logφ (1− pl)

))
. (12)

From (1) the log of the compliment of the total end-to-end
path marking probability is:

logφ(1− pr) =
∑
l∈Lr

logφ(1− pl) . (13)

Substituting (13) into (12) yields:

L(x, p) =
∑
r∈R

(
Ur(xr)− xr

(
− logφ(1− pr)

))
+∑

l∈L

(
cl
(
− logφ (1− pl)

))
. (14)

We can see that the first problem of using the marking
probability directly as cost can be solved by the property that
log(a · b) = log(a)+ log(b). The second problem is solved by
the property that the domain of (10) is [0, 1] while its range
is [0,+∞). Therefore, it can map to any non-negative real-
valued cost.

Lagrangian function (14) enables links to use cost values
in the range [0, 1] and also allows the total path cost for
each source to be the product of the costs at each link.
In other words, this optimization function more accurately
models the ECN-based costs the network feeds back. Each
link l calculates pl, and each source r uses pr to calculate its
optimum send rate.

VII. OPTIMIZATION ALGORITHMS

In this section, we discuss how (14) can be optimized in
a distributed manner. A number of algorithms called Primal,
Dual, and Primal-Dual (e.g. see [43]) have been proposed in
the literature depending on how the controller logic is divided
between sources and routers. However, these algorithms use
Lagrangian function (4) as the optimization function and for
their stability analysis. Since we empowered the Lagrangian
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function with indirect multipliers, as introduced by (9), we
need to obtain these algorithms again based on our new
Lagrangian function (14). We follow the same methods of
dividing the controller logic and present three types of al-
gorithms (called Primal, Dual, and Primal-Dual), and then,
we will evaluate their stability properties. These algorithms
provide a general class of algorithms working with ECN as
a means to estimate the path cost. We will also discuss how
we can have a deployable solution over commodity hardware
with minimal changes.

The stability analysis performed in this section focuses
on comparatively showing the global stability properties of
indirect multipliers, for the moment ignoring feedback delay
for tractability. Feedback delay plays an important part in
network stability and will be considered in future work.

A. Primal Algorithm

The main aim of the primal problem is to provide a
deployable solution where the network is not modifiable and
is only capable of packet marking. Therefore, the controller
should be placed on the sender or receiver end. The primal
algorithm design is similar to the following primal algorithm

ẋr = %r

(
xrU

′

r(xr)− xr
∑
l∈Lr

λl

)
(15a)

λl = ρl

(∑
r∈Rl

xr
)

(15b)

that was presented in [11]; %r is the step size, and ρl(.) is the
cost function of link l. Considering that a multiplier function
in the form of (10) can map marking probability into cost, we
define the primal algorithm as

ẋr = %r(xr)
(
U
′

r(xr) +
∑
l∈Lr

logφ
(
1− pl(yl)

))
. (16)

pl(yl) with the range [0, 1] is the marking probability function
based on the aggregate send rate of the flows crossing link
l, i.e. yl =

∑
r∈Rl xr. We also define the step size %r as a

positive, increasing and continuous function of xr. Substituting
(13) in (16) yields

ẋr = %r(xr)
(
U
′

r(xr) + logφ(1− pr)
)

(17)

which we call the Primal algorithm. This implies that source
r receives pr instead of qr, and it just needs pr to calculate
send rate. It has been proven that if Ur is strictly concave, the
primal algorithm (15) is globally asymptotically stable [11].
In the next theorem, we will investigate the stability of our
primal algorithm.

Theorem VII.1. If Ur is strictly concave, our new primal
algorithm (17) is globally asymptotically stable.

Proof. See Appendix D-A.

B. Dual Algorithm

The aim of devising a dual algorithm from the dual problem,
as opposed to the primal algorithm, is to move the dynamics
to the price setting part, i.e. routers.

The dual problem is obtained by defining the dual objective
function of (14). The dual function is

D(p) = max
xr

L(x, p). (18)

Substituting the RHS of (18) with (12) yields

D(p) =
∑
r∈R

(
Ur
(
xr(pr)

)
+ xr(pr)

∑
l∈Lr

logφ(1− pl)
)
+

∑
l∈L

(
cl
(
− logφ (1− pl)

))
. (19)

The dual problem is now defined as

min
p

D(p) (20a)

s.t. 0 ≤ pl ≤ 1, ∀l ∈ L. (20b)

Optimization problem (20) can be solved using different
methods. To solve it using gradient descent, we need to take
its partial derivative with respect to p. It yields

∂D
∂pl

(p) = (yl − cl)
−1

1− pl
. (21)

We can obtain the following algorithm from (21)

ṗl = σl(pl)
1

1− pl

[
yl − cl

]+
pl

(22)

and

xr = U
′−1
r

(
− logφ (1− pr)

)
(23)

where σl(pl) is a positive, increasing and continuous step size
function, and

(.)+a =

{
. : a > 0
max (., 0) : a = 0

In the discrete form we have

pl[n+ 1] =
[
pl[n] + σl(pl[n])(yl[n]− cl)

1

1− pl[n]

]1
0

(24)

and

xr[n+ 1] = U
′−1
r

(
− logφ (1− pr[n])

)
(25)

where [.]ba = min{max{., a}, b}, and n in the current interval.
We call it Dual1. Every source r uses (25) to calculate its
send rate for the next interval.

Theorem VII.2. The dual algorithm (22) is globally asymp-
totically stable.

Proof. See Appendix D-B.

We also present another dual algorithm, called Dual2, which
can also solve (21). Assuming the utility function is concave,
the following dual algorithm solves (21)

ṗl = σl(pl)
[
yl − cl

]+
pl
. (26)

We can see (22) as a special case of (26) where σl(pl) =
ωl(pl)

1
1−pl and ωl(pl) is some function of pl. The solution of

(26) is also unique because it is a compact set and the utility
function is concave. This means that as long as the choice of
ωl(pl) does not violate the conditions that we assumed about
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the step size function, i.e. positive, increasing and continuous,
then (26) also solves (21) or equivalently (22).

Theorem VII.3. The dual algorithm (26) is globally asymp-
totically stable.

Proof. See Appendix D-C.

Theorem VII.3 means that using the dual algorithm (26) at
routers and the rate update (25) at sources converges to the
same optimal rates/marking probabilities. We now evaluate
the possibility of using the RED AQM algorithm to set the
congestion price for the dual algorithm. We call the new
algorithm Dual (RED).

Theorem VII.4. Under the following conditions, C1–C2, the
RED mechanism using an instantaneous queue length solves
the dual problem (20) if the RED parameter maxth > αLS
where α, L, and S respectively denote the upper-bound on all
−1

U ′′r (xr)
, the length of the longest path used by sources, and

the number of competing sources at the most congested link.
C1: The gradient of the dual objective function is Lipschitz.
C2: The queue service discipline guarantees that if the aggre-

gate backlog is increased (decreased), then the backlog
of no individual source is strictly decreased (increased).

Proof. See Appendix D-D.

Condition C2 can be achieved by service disciplines such as
round-robin or generalized processor sharing [47]. However,
a FIFO queue does not guarantee that, but condition C2 can
be met on average by RED stochastically marking packets in
a FIFO queue.

RED with instantaneous marking can be obtained by setting
RED’s averaging parameter (wq) to 1; this means that this dual
algorithm can be implemented via simple parameter tuning,
using off-the-shelf router hardware.3

C. Primal-Dual Algorithm

The primal-dual problem can lead to an algorithm running
on both routers and sources. This class of algorithms can better
represent many current algorithms that operate on both sides.
They correspond to averaging over both cost and send rate at
router and source ends. Therefore, we take the algorithms (17)
and (22) from the previous algorithms as below to present a
primal-dual algorithm, which yields

ẋr = %r(xr)
(
U
′

r(xr) + logφ
(
1− pr

))
(27a)

ṗl = σl(pl)
1

1− pl

[
yl − cl

]+
pl
. (27b)

In this algorithm, which we call Primal-Dual1, sources use
(27a) and routers use (27b) to adapt their send rate and cost,
respectively.

Theorem VII.5. The primal-dual algorithm (27) is globally
asymptotically stable.

Proof. See Appendix D-E.

3This ease of installation is one of the known benefits of DCTCP, which
could also be deployed via an unusual way of configuring RED’s parameters.
Different from DCTCP, minth < maxth in our case, and maxp = 1.

flows

flows

flows flows flows flows

Link 1 Link 2 Link 3 Link 4 Link 5

Fig. 5. A simple topology with N1 five-hop flows crossing all links, and N2

single-hop flows on each link
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Fig. 6. The ratio of x
(1)

x(2)
for the topology in Fig. 5 obtained from optimizing

(5) and (14) for various number of nodes.

Instead of (27b) in the above algorithm, it is also possible
to use (26). The stability property of the new algorithm is
proven to be the same as the above algorithm, but as it is
straightforward and similar to the above, we neglect to provide
a proof. We call the new algorithm using (26) Primal-Dual2.

VIII. SIMULATION RESULTS

A. Configuration

Consider the parking lot topology shown in Fig. 5; there
are N1 flows crossing the five bottleneck links, and N2 flows
crossing each link. All the links are the same, and x(1) and
x(2) denote the average send rate of the five-hop flows and
single-hop flows4, respectively. For simplicity we use U(xr) =
logφ(xr). Optimizing (5) and (14) gives

x∗r =
1

q∗r
and x∗r =

1

− logφ (1− p∗r)
, (28)

respectively. We set the link capacity to cl = 83 packets per
millisecond, which is close to 1 Gbps with 1500 B packets,
and φ = 10. Since, in this example, there is the same number
of competing five and single-hop flows on each link l, λl∀l
should be equal at equilibrium, and qr =

∑
l∈Lr λl for five-

hop flows should be 5 times of that of single-hop flows. Hence,
at equilibrium, we expect that x(1)/x(2) = 0.2.

We used Mathematica [48] to optimize (5), in which pr is
directly used as the approximation of qr, and (14) which maps
the marking probability into cost by (10). Fig. 6 illustrates the
results. We see that in all the cases of (5), the ratio is higher
than 0.2. As the number of competing flows increases, the
ratio increases up to 0.3 for N1 = 30 and N2 = 8. However,
the ratio remains as expected using (14). This confirms that
the difference between sum and product becomes significant
when there are more competing flows.

B. Model Validation

In this section, we evaluate the algorithms presented in
Section VII. Although our theoretical result is valid for every

4This is the rate of each of the flows, not the aggregate rate.
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Fig. 7. Distribution of x
(1)

x(2)
for the algorithms where N2 = 8 and N1 varies

from 1 to 30.

network topology, we again use the topology shown in Fig. 5
for the simulations. All the link configurations are the same;
their bandwidth is 1 Gbps and their propagation delay is
1 ms. We added our algorithms to the INET framework of
OMNeT++ [49]. The number of single-hop flows over each
link, N2, is 8, and it is fixed for all the simulation scenarios.
However, the number of five-hop flows, N1, varies from 1
to 30. The larger the value of N1, the higher the optimum
marking probability. This implies that our algorithms are
effective if the ratio of x(1)

x(2) remains constant for all values
of N1.

We ran each of the algorithms for different values of N1 for
15 seconds, 10 repetitions, each with a unique random seed.
Sources randomly start to transmit during an interval shorter
than one RTT and update their rate each RTT. Again we use
the utility function logφ(xr), where φ = 10.

Fig. 7 illustrates the distribution of x(1)

x(2) for various values
of N1 and different algorithms. The plots are displaced a little
over x-axis values to increase their visibility. The error bars
illustrate the range, and the lines show the average value over
the runs. In Primal, hr = 1.5. In Dual1, hl = 0.0002, and
in Dual2, hl = 0.00002. In RED, minth = 1B, maxth =
220KB, maxp = 1, and wq = 1 (see Appendix E for more
discussions on these parameters). In all the dual algorithms,
sources use an exponential smoothing average over the marks
they receive, which is similar to (33) with a smoothing factor
of 0.02. In Primal-Dual algorithms, the configurations of each
of the primal or dual algorithms are the same as before. This
also adds delay in the feedback loop that might have negative
effects in terms of stability. However, with the above choice of
parameters, we did not observe any instability. We started the
measurement after 7 seconds of the transmission, measuring
the steady state average send rate.

In the simulations, the end-to-end marking probabilities
were between 0.07 to 0.45 in all the scenarios. We observe
that increasing the number of five-hop flows did not affect
the x(1)

x(2) ratio, and it was close to 0.2. In the implementation,
we calculated the send rate, and then rounded it to the
corresponding congestion window size, which was a multiple
of 1460 B segments. That is why in the algorithms, the ratio
decreases a little where N1 approaches 30.
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Fig. 8. Effects of marking probability on convergence: cl = 1Gbps
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Fig. 9. Effects of marking probability on convergence: cl = 40Mbps

C. Effects of Marking Probability on Convergence Rate

In order to evaluate effects of different marking proba-
bilities, we also simulated a scenario in which there are 8
senders in a dumbbell topology. The “Dual (RED)" algorithm
is used, and senders use exponential smoothing with parameter
0.02 to estimate the marking probability. Parameter maxth is
set such that the bottleneck link is fully utilized. Fig. 8(a)
illustrates short-term fairness (using Jain’s fairness index over
10 different runs, calculated using a time window over the last
10 ms at any point in time). We observe that by increasing φ,
the flows operate more smoothly, which also implies that fluc-
tuations are shorter. In this scenario, the marking probabilities
of φ = 2, 5, 10, 100, 1000 are 0.031, 0.066, 0.087, 0.149, and
0.211, respectively. In the second scenario, we used different
parameters for exponential smoothing, i.e. 0.007, 0.01, 0.013,
0.016, and 0.02 for the above φ values, to have similar short-
term fairness. Then, at t = 6 s, a new flow joins the network,
and short-term fairness is measured. Results are shown in
Fig. 8(b). We see that using smaller values of φ results in
slower convergence rates. Therefore, it is more beneficial to
increase the marking probability in this case.

We also decreased the links capacity to 40 Mbps in the
above scenario, which consequently increases the equilib-
rium marking probability to very high values. We set φ =
10, 100, 1000, which respectively result in the marking prob-
ability of 0.84, 0.97, and 0.99. Fig. 9(a) illustrates that short-
term fairness is affected, especially by pr = 0.99. In Fig. 9(b),
we see that the rates still converge where the marking prob-
ability is very high. However, it becomes slower. This means
that the network can operate even with pr = 0.99. However,
to make it faster and smoother, φ should be set such that pr
does not get close to very small (e.g. < 0.01) or very large
(e.g. > 0.97) values.
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Fig. 10. DCTCP rate ratio

D. DCTCP
We simulated DCTCP under the topology shown in Fig. 5.

Let cwnd(1)

cwnd(2) denote the congestion window size of 5-hop flows
divided by that of 1-hop flows. As we see in Fig. 10, due to
the changes in marking probability when N1 increases, the
cwnd ratio changes. When N1 = 1, the cwnd ratio is around
0.04, and it increases up to 0.1 by increasing N1. We also
applied our approach to DCTCP. The whole DCTCP operation
is kept the same; however, when a sender obtains the marking
probability of the last RTT, instead of pr, it uses the value of
[− logφ(1 − pr)]10 as the marking probability during the last
RTT. We plotted DCTCP with this simple change in Fig. 10
which is denoted by “DCTCP, φ = 100". We observe that the
cwnd ratio remains almost the same regardless of N1 (and the
marking probability).

IX. DISCUSSION

A. Domain Mapping
We can interpret indirect multipliers as a way of mapping

the cost to some other domain. In our case, it is mapped from
[0,+∞) to [0, 1]. In Fig. 11, we illustrate how this mapping
works and how it relates to the original NUM framework. In
the original NUM shown in Fig. 11(a), source r transmits at
rate xr and the network returns cost qr to it. In equilibrium,
x∗r is the best response to q∗r , and vice versa, and both values
belong to [0,+∞).

Function (10) is differentiable and strictly increasing over
its domain meaning that if p1 < p2 then f(p1) < f(p2); this
also shows that the function is invertible and bijective, and
according to Remark 1 (in Section V), one can obtain the
corresponding marking probability from a cost value by

pl = 1− φ−λl (29)

or
pr = 1− φ−qr . (30)

How we use (29) to obtain p∗l for λ∗l is depicted in Fig. 11(b).
This shows that we can find a unique marking probability for
every link cost such that marking packets with that probability
has the same effect as encoding the actual cost in packets. The
above mapping means that for the solution of standard NUM
problems, i.e. (x∗, λ∗) of a network, we can also calculate
a corresponding set of ECN marking probabilities, or on the
other hand, there is an optimum set of marking probabilities
p∗ which leads to x∗, i.e. if the links’ marking probabilities
vector is p∗, then the optimum send rate vector is x∗. Using
KKTi conditions in Theorem V.1, in equilibrium we have

U ′r(x
∗
r) = − logφ (1− p∗r) (31)

or equivalently

x∗r = U
′−1
r

(
− logφ (1− p∗r)

)
. (32)

In Fig. 11(c), we illustrate how our algorithms work over
standard ECN-enabled networks. A closer look at the algo-
rithms reveals that to calculate the send rate, all of them first
use (10) to convert the end-to-end marking probability, pr, to
a cost, qr, regardless of the dual algorithm used in the routers.
Routers just stochastically mark packets according to one of
the algorithms. In other words, this figure visualizes how the
terms of the Lagrangian function (14) are divided between and
solved by sources and routers.

B. Obtaining Utility Functions

Theorem V.1 enables us to obtain the utility function of the
congestion controllers that directly use marking probability
as cost in their rate update equation. Their utility function
cannot be obtained by cost approximation because “cost” is
not approximately equal to “marking probability” in those
controllers.

To obtain the utility, first we replace pr with (30) in
the rate update equation of the controllers that use marking
probability.Then, using the fact that q∗r = U ′r(x

∗
r) = 0, we can

calculate the integral of qr. In the following, we obtain the
utility function of two congestion controls which have higher
marking probabilities: DCTCP and Logistic Growth Control
(LGC).

1) DCTCP [2]: In this method, source r increments the
window by 1 if there is no marked ACK in the last transmitted
window of packets. If at least one of the ACKs is marked, then
the window is reduced proportional to the amount of received
marks, i.e.

Wr =Wr(1−
α

2
)

where Wr is the window size, and

α = (1− g)α+ gF (33)

is the exponentially-smoothed value of F with parameter g. F
also denotes the ratio of marked ACKs during the last RTT.
The window changes in each period according to

1

R
(1− α̂r)− α̂r(1−

αr
2
)
Wr

R

where R is RTT and α̂r is the probability of getting at least
one mark during an RTT. We analyze the scenario in which
there are several synchronized flows. As mentioned by [2],
α̂r = αr in this case.

Therefore, after dividing by R, the rate update equation is

xr[n+ 1] =
[
xr[n] +

1− αr
R2

− αrxr[n]

R
(1− αr

2
)
]+
.

By substituting αr = 1 − φ−qr in the above and solving for
qr we obtain

qr = − logφ

(
−1 +

√
R2x2r + 1

Rxr

)
, (34)
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Fig. 11. How the mapping works

and by solving q∗r = U ′(x∗r) = 0, we get

Ur(xr) =
sin−1(Rxr)

R
− xr logφ

(
−1 +

√
1 +R2x2r

Rxr

)
.

It can be easily verified that, for xr > 0, the utility function
is strictly concave because its second derivative, −1

xr
√
R2x2

r+1
,

is negative. It is also strictly increasing because

0 <
−1 +

√
R2x2r + 1

Rxr
≤ 1

which makes U ′(xr) (i.e. (34)) positive.
2) LGC [5]: Since LGC was not originally defined as a

NUM problem, the utility function was not defined. However,
using Theorem V.1 we can obtain its utility function.

The rate of source r is updated by

xr[n+ 1] = xr[n]γr
(
1− xr[n]− l̂r[n]

)
+ xr[n] (35)

where γr is a constant value and l̂r[t] is the measured marking
probability at source r. The utility is obtained by considering
that l̂r corresponds to the cost value of 1− φ−qr . Then, using
the fact that q∗r = U−1(x∗r), we get

Ur(xr) = xr − xr logφ(xr). (36)

This is a strictly concave function in the range [0, 1]. As
mentioned in [5], LGC uses a normalized rate which lies in
this range. This also means that if we use the above utility
function in any of our algorithms, we get the same send rates
in equilibrium as those using LGC.

C. Deflating/Inflating the Marking Probability

One of the properties of newer congestion controllers that
use instantaneous probabilistic packet marking is the high
marking probability. Due to the shorter oscillations in ampli-
tude, the marking probability tends to increase. In LGC [5],
the marking probability is at least 0.5 for two flows with one
bottleneck link; if there are S competing flows, the marking
probability at equilibrium will be S−1

S . It will increase even
more over a path with multiple bottlenecks.

As a result of applying Theorem V.1, we are also able to
change the equilibrium marking probability; parameter φ was
shown how can influence equilibrium marking probabilities,
and we now apply the same technique on LGC. Using the
LGC’s utility function, (36), we can write its rate update in
the form of a primal algorithm. Thus, using (16) and (10), we
have

ẋr = xrγr

(
− logφ1

(xr) + logφ2
(1− pr)

)
. (37)
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Fig. 12. Deflating LGC’s mark-
ing probability
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Fig. 13. How φ affects λ

We used different base parameters, φ1 and φ2, because the
utility function and (10) do not necessarily need to have the
same base. However, all sources should use the same values
for φ1 and φ2.

The equilibrium marking probability of (37) can be obtained
using a similar approach to that used for LGC in [5] where
there is one bottleneck. In equilibrium,

logφ1
(x∗r) = logφ2

(1− p∗r).

Since there is one bottleneck, p∗r and consequently x∗r are the
same for all r. As sources are greedy,

∑
r∈R x

∗
r = 1, which

means that x∗r =
1
S . This yields

logφ1

(
1

S

)
= logφ2

(1− p∗r).

Solving the above equation for p∗r results in

p∗r = 1− e
log(φ2) log( 1

S
)

log(φ1) . (38)

We see that if φ1 = φ2, then (38) is reduced to S−1
S , which is

equal to the original equilibrium marking probability of LGC.
However, if φ1 > φ2, then p∗r decreases. For example, if φ1 =
10, φ2 = 1.2, and S = 10, then p∗r ≈ 0.17, where it was
originally 10−1

10 = 0.9.
We numerically solved (37) for different φ2 values over the

topology in Fig. 5 with φ1 = 10. The results are shown in
Fig. 12. The optimum send rate of both (35) and (37) are the
same. The only difference is that the marking probability at
equilibrium is different, and it is controlled by φ2. It implies
that one can get the same behavior as LGC without having a
very high marking probability.

Where φ2 = φ1 = 10, the marking probability is the same
as in the original LGC mechanism, i.e. (35). However, as φ2
decreases, the marking probability also decreases. We see that
where N1 = 30 and N2 = 8, the probability is around 0.56
for φ2 = 1.2, and for larger values, it becomes very close to 1,
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Fig. 14. High marking probability

which makes the ECN mechanism hard to use as congestion
signal. In all the above cases, optimum send rates were the
same as those of the original LGC. These confirm that the
marking probability can be effectively deflated/inflated without
changing properties of a controller.

D. Marking Probability Range

The above evaluation also shows that the system parameter
φ can control the marking probability. Fig. 13 plots marking
probability versus cost and how φ affects this relationship.
We observe that as φ grows, a wider range of cost values is
mapped to a shorter range of high marking probabilities. For
example, if φ = 2.0, then all λl ∈ [5,+∞) are mapped to
the probability range of [0.95, 1]. As a result, it is a design
issue and trade-off on how to choose a proper value for φ
to keep pl in an appropriate range because depending on the
topology and the number of competing flows, p∗l is different
for each link l, and consequently, we need a different value
of φ to keep p∗l in the proper range. This parameter has the
same effect as φ in REM [18]. However, as shown in [18],
a good range of marking probability can be found such that
the price estimation is accurate; in normal cases, this range
is [0.2, 0.97], and if the source algorithm is smoothed, it can
span up to [0.05, 0.99].

Considering a total marking probability pr, we can use (1)
to obtain the per router marking probability. In a simple case
where there are n bottleneck links in the path with equal pl
values, we have pl = n

√
1− pr. For example, if n = 20 and

pr = 0.99 (as an extreme case), then pl = 0.79. We can
also infer that if each router marks with a higher probability
than 0.79, as shown before, it will be difficult for senders to
estimate the cost unless it is smoothed accordingly, which also
affects its convergence.

We extended the topology in Fig. 5 from 5 to at most
50 bottleneck links with N1 = 30 and N2 = 8 to observe
what happens when the link marking probability increases to
high values. We calculated p∗l , and assumed that sources get
p∗r − η p∗r where η represents some noise equal to 0.05 or
0.1. Then, we calculated the rate without error and the rate
including error. Fig. 14(a) shows the link marking probability,
p∗l , for different number of bottleneck links and φ values.
Fig. 14(b) illustrates the rate perturbation due to the error
η. We observe that in case of φ = 1.2 where p∗l ≤ 0.6,
there is at most 20% difference between the rates with and
without error. However, in case of φ = 2.0, when the marking

probabilities grow beyond 0.7 and 0.9 for 10 and 5 percent
error, respectively, the difference exceeds 20%.

E. Relationship with RED Parameters

We presented RED with instantaneous queue marking as
a dual algorithm. Here we evaluate how φ is related to RED
parameters and its average queue length. Optimizing (14) leads
to the pair of vectors (x∗, p∗) which means that router l should
mark with probability p∗l . Assume that router l uses RED with
minth, maxth, and maxp = 1 parameters. Let avg denote the
average queue length. Obtaining the marking probability line
crossing the points (minth, 0) and (maxth, 1), and solving for
avg yields

avg = minth + p∗l (maxth −minth). (39)

Since φ determines p∗l , we can expect that avg changes with
different values of φ. We evaluated the average queue length
of the RED dual algorithm in the simulation. Although the
instantaneous queue length varied, the average queue length
was close to (39).

X. CONCLUSION

In this paper, we presented a novel method to estimate the
additive path cost required by the Network Utility Maximiza-
tion (NUM) framework. Previous work has approximated path
cost using Explicit Congestion Notification (ECN), which is
naturally a product value, and approximation is valid only
when the marking probability is small. However, modern
congestion controllers such as DCTCP suggest a higher mark-
ing probability, which violates the approximation. We solved
this problem by extending the theory of Lagrange multipliers
and introducing new multipliers which are functions of some
other variables; we call the functions function multipliers and
their variables indirect multipliers. We extended the KKT
theorem, showed that indirect multipliers exist, and discussed
how they can form a Lagrangian function. Then, using a
logarithmic function as function multiplier, we showed how
we can correctly map packet marks into path cost, irrespective
of the marking probability.

Although our theory is general, we applied it to the NUM
framework. We presented six different distributed algorithms
based on the new Lagrangian function, and proved their
stability. In particular, we discussed how the already deployed
method RED can be used by tuning its parameters to work with
an instantaneous queue length; this expands the applicability
of our results over commodity hardware.

To further evaluate our algorithms, we implemented them
in the INET framework of OMNeT++. Results of various
simulation scenarios confirm that by incorporating indirect
multipliers, the additive path cost can be estimated even if the
marking probability increases up to high values. Moreover,
we illustrated how our new theory can effectively decrease
the marking probability, and how to obtain the utility function
of congestion controllers with higher marking probabilities,
which could not be performed with previous work.

We believe that the established theory in this paper can
effectively help design new congestion controllers with a wide
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range of marking probabilities over ECN-enabled networks.
It also strengthens the applications of ECN as a promising
congestion signal. We also believe that there is a lot of further
work such as arbitrarily changing the equilibrium marking
probability, designing new controllers, and stability analysis in
the presence of delay, which we will consider in the future.
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APPENDIX A
SUM APPROXIMATION

Theorem A.1. For any set of real numbers pl where pl ∈
[0, 1], inequality (2) holds.

Proof. It is proven by induction5. For the sake of simplicity,
we represent (2) in the following form

n∏
l=1

(1− pl) ≥ 1−
n∑
l=1

pl . (40)

5The proof was originally presented in https://math.stackexchange.com/q/
1013663

The above inequality holds for n = 1. Suppose that it holds
for n = k ≥ 1. Now, we show that it also holds for n = k+1.
Then

k+1∏
l=1

(1− pl) =

(
k∏
l=1

(1− pl)

)
(1− pk+1) (41)

≥

(
1−

k∑
l=1

pl

)
(1− pk+1) (42)

= 1−
k+1∑
l=1

pl + pk+1

k∑
l=1

pl (43)

≥ 1−
k+1∑
l=1

pl (44)

APPENDIX B
PROOF OF THEOREM 7

First, we state the required definitions and theorems from
the literature, and then, we will present our extended theorem.

Definition 1 (Feasible directions). Let C ⊆ Rn be a nonempty
set, and x ∈ C. Then we call DC(x) = {d | ∃ε >
0 such that (x + εd) ∈ C} the set of all feasible directions
of C at x.

Definition 2 (Tangent cone). Let C ⊆ Rn be a nonempty set,
and x ∈ C. Then we call the closure of DC(x) tangent cone
of C at x, and denote it by TC(x).

In the rest, we define set C as the feasible set of problem
(7), i.e.

C = {x ∈ Rn | gi(x) ≤ 0, i = 1, . . . ,M1 (45)
hj(x) = 0, j = 1, . . . ,M2 }. (46)

Theorem B.1 (Geometric necessary optimality conditions
[50]). If x∗ is a local maximum of U over the feasible set
x ∈ C, then

◦
F (x∗)∩TC(x∗) = ∅, where TC(x∗) is the tangent

cone for C at x∗, and
◦
F (x∗) := {r ∈ Rn|∇U(x∗)T r < 0}.

Without any constraints on the utility function such as
convexity, the above theorem states that at a local maximum
point, there is no intersection between the set of all improving
directions at x∗, i.e.

◦
F (x∗), and the tangent cone of the

feasible set at that point.

Definition 3 (Abadie’s constraint qualification [46]). We say
that at point x ∈ C, Abadie’s constraint qualification holds
if TC(x) = G(x) ∩ H(x), where TC(x) is the tangent cone
for C at x, G(x) = {r ∈ Rn|∇gi(x)T r ≤ 0, i ∈ I(x)}, and
H(x) = {r ∈ Rn|∇hj(x)T r = 0, j = 1, . . . ,M2}.

In the above definition, I(x) denotes the set of active
constraints at point x, i.e. the inequality constraints which are
equal to zero at x. The following lemma shows when a system
of equations has a solution.

Theorem B.2 (Farkas’ Lemma [51]). Assume matrix A ∈
Rm×n and vector b ∈ Rm. Then, exactly one of the following
systems has a feasible solution, and the other does not:
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Aς = b,

ς ≥ 0n,

and AT τ ≤ 0n,

bT τ > 0.

Using the above theorems and definitions, we can prove
Theorem 7 as follows.

Proof. The proof follows the same initial step of defining a
matrix (called A in the proof) as in the original KKT proof
[52] to form a system of equations. However, the way we
define the solution to this system of equations is different,
which enables us to use functions instead of variables as
multipliers.

To construct matrix A, first, we convert equality constraints
into inequality constraints by using the fact that we can replace
hj(x) = 0 by inequalities hj(x) ≤ 0 and −hj(x) ≤ 0. Hence,
we define inequality constraint g̃i as

g̃i =


hi , i = 1, . . . ,M2,

− h
i−M2

, i =M2 + 1, . . . , 2M2,

g
i−2M2

, i = 2M2 + 1, . . . , 2M2 +M1,

(47)

In this case, G(x) = {r ∈ Rn|∇g̃i(x)T r ≤ 0, i ∈ I(x)}, and
because Abadie’s constraint qualification holds and we only
have inequality constraints, TC(x) = G(x).

Since we assume that x∗ is a local maximum, all the
equality constraints which are now converted into inequalities
are active, i.e. they are in the set I(x). Now, we define matrix
A with columns ∇g̃i(x∗), i ∈ I(x∗) as follows: the values
of columns j, j = 1, . . . ,M2 are ∇hj(x∗); the value of
columns j, j = M2 + 1, . . . , 2M2 are ∇ − hj−M2

(x∗), and
the remaining columns are filled with all active inequality
constraints ∇gi(x∗).

According to Theorem B.1,
◦
F (x∗) ∩ TC(x∗) = ∅. Since

TC(x) = G(x), we get
◦
F (x∗) ∩ G(x∗) = ∅. This means

that there is no r ∈ Rn such that ∇U(x∗)T r < 0 and
∇g̃i(x∗)T r < 0, i ∈ I(x∗). Using the above definition of
A, the system AT r ≤ 0|I(x

∗)| has no solutions. On the
other hand, Farkas’ Lemma (Theorem B.2) implies that the
system Aξ = −∇U(x∗), ξ ≥ 0|I(x

∗)| has a solution. Now we
define the pair of vectors (p, ν) using the solution of the above
system, ξ, as follows:
• Columns j, j = 1, . . . , 2M2 correspond to equality con-

straints which were divided into two groups. Therefore,
we define vj = k−1(ξj − ξj+M2) for j = 1, . . . ,M2.
Since we assumed that R is in the range of k, there exists
such vj .

• Columns j, j = 2M2 + 1, . . . , |ξ| correspond to active
inequality constraints. Then, if gi is the corresponding in-
equality constraint of column j, we define pi = f−1(ξj).
We also define pi = f−1(0) for all other gi which are
not active. Since we assumed that R+ is in the range of
f and ξi ≥ 0, there exists such pi.

Consequently, a pair of vectors (p, v) with the above definition
exists, and verifies conditions (8).

APPENDIX C
EXAMPLES OF INDIRECT MULTIPLIERS

Example 1. Solve the following optimization problem

max
x

log(x1) + log(x2) + log(x3),

s.t. x1 + x2 + x3 ≤ 1,

x2 + x3 ≤ 1.

Introducing multipliers µ1 and µ2 and using the original
KKT theorem to solve the above problem, we get

x1 = x2 = x3 =
1

3
, µ1 = 3, µ2 = 0. (49)

Now, we introduce the following function multiplier for the
inequality constraints:

f(pi) = log(1− pi). (50)

Forming the equations to be solved using conditions (8) gives:

1

x1
− log(1− p1) = 0,

1

x2
− log(1− p1)− log(1− p2) = 0,

1

x3
− log(1− p1)− log(1− p2) = 0,

log(1− p1)(x1 + x2 + x3 − 1) = 0,

log(1− p2)(x2 + x3 − 1) = 0,

log(1− p1) ≥ 0,

log(1− p2) ≥ 0.

Solving the above equations yields

x1 = x2 = x3 =
1

3
, p1 = 1− e3, p2 = 0.

We also see that substituting p1 and p2 in (50) yield 3 and 0,
which are equal to µ1 and µ2 in (49).

Example 2. Solve the following optimization problem

max
x

2x+ y,

s.t. x2 + y2 = 1.

By introducing multiplier µ1 and using original KKT con-
ditions, we get

2− 2µ1x = 0,

1− 2µ1y = 0,

x2 + y2 − 1 = 0.

Solving the above equations yields

x =
2√
5
, y =

1√
5
, µ1 =

√
5

2
. (51)

Now, we consider k(p1) = 2 + log(p1) as the function
multiplier of the equality constraint. We have

2− 2
(
2 + log(p1)

)
x = 0,

1− 2
(
2 + log(p1)

)
y = 0,

x2 + y2 − 1 = 0.
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Solving these equations results in

x =
2√
5
, y =

1√
5
, p1 = e

−4+
√

5
2 .

In addition, substituting the value of p1 in 2 + log(p1) is
equal to

√
5
2 , i.e. the value of µ1 in (51).

APPENDIX D
STABILITY ANALYSIS

A. Proof of Theorem VII.1

Proof. We relax the optimization problem (3) to obtain a
function in the form of

W(x) =
∑
r∈R

Ur(xr)−
∑
l∈L

Bl

( ∑
r∈Rl

xr

)
(52)

where
Bl(yl) =

∫ yl

0

ρl(y)dy. (53)

Bl(.) is the barrier function, and ρl(.) is called the congestion
price function [36]. We substitute ρl(yl) with − logφ

(
1 −

pl(yl)
)

in (53), and since it is increasing and continuous,
Bl(yl) is convex, and because Ur is strictly concave, W(x) is
strictly concave. This way of defining W(x) yields algorithm
(17) where each source r drives xr towards the solution of
∂W
∂xr

= 0.
Now we define a Lyapunov function as V(x) = W(x∗) −

W(x). Taking the time derivative of V at x 6= x∗ yields

dV
dt

= −
∑
r∈R

∂W
∂xr

ẋr

= −
∑
r∈R

(
U ′r(xr) +

∑
l∈Lr

logφ(1− pl)
)
ẋr

= −
∑
r∈R

(
U ′r(xr) + logφ(1− pr)

)
ẋr

= −
∑
r∈R

%r(xr)
(
U ′r(xr) + logφ(1− pr)

)2
< 0. (54)

At x = x∗, we have dV
dt = 0. Consequently, algorithm (17)

which is derived from the relaxed function (52) is globally
asymptotically stable.

B. Proof of Theorem VII.2

Proof. We define a Lyapunov function as

V(λ) =
∑
l∈L

(cl − y∗l )λl+

∑
r∈R

∫ qr

q∗r

(
x∗r − U

′−1
r (ϕ)

)
dϕ. (55)

where λl = − logφ(1 − pl) and qr =
∑
l∈Lr λl. Taking the

time derivative of V results in
dV
dt

=
∑
l∈L

(cl − y∗l )λ̇l +
∑
r∈R

(
x∗r − U

′−1
r (qr)

)
q̇r

=
∑
l∈L

(
(cl − y∗l )λ̇l + (y∗l − yl)λ̇l

)
=
∑
l∈L

(cl − yl)λ̇l. (56)

Substituting the time derivative of λl, i.e. ṗl
1−pl , in (56), and

substituting ṗl by (22) yields

dV
dt

=
∑
l∈L

σl(pl)(cl − yl)
[
yl − cl

]+
pl

( 1

(1− pl)2
)
≤ 0.

We have dV
dt = 0 only at (x∗, p∗), i.e. either y∗l = cl or y∗l <

cl with pl = 0. Otherwise, dV
dt < 0 for all pl ∈ [0, 1]. Hence,

the dual algorithm is globally asymptotically stable.

C. Proof of Theorem VII.3

Proof. We define the following Lyapunov function

V(λ) =
∑
l∈L

(cl − y∗l )λl+

∑
r∈R

∫ 1−φ−qr

1−φ−q∗r

(
x∗r − U

′−1
r (ϕ)

)
dϕ.

Expanding, as was done for (55), and considering

ṗl = σl(pl)
[
yl − cl

]+
pl

yields

dV
dt

=
∑
l∈L

σl(pl)(cl − yl)
[
yl − cl

]+
pl
≤ 0

which proves the theorem.

D. Proof of Theorem VII.4

Proof. The proof follows similarly to the proof of Theorem 2
in [47]. This Theorem states that if the cost of link l, λl, is
a fraction of the backlog, i.e. λl[n] = γbl[n], under the above
conditions and if 0 < γ < 1

αLS
, then the limit point generated

by the sequence (x[n], λ[n]) is primal, dual optimal. However,
instead of setting the cost as a fraction of backlog, we set the
link marking probability as

pl[n] =

[
bl[n]

maxth

]1
0

. (57)

This can be implemented by RED with an instantaneous queue
length and sources using (23) to calculate their send rate. In
this way and according to Theorem 2 in [47], we should have
maxth > αLS, and therefore, (57) solves the dual problem.
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E. Proof of Theorem VII.5

Proof. We define the following Lyaponov function

V(x, λ) =
∑
r∈R

∫ xr

x∗r

1

%r(ϕ)

(
ϕ− x∗r

)
dϕ

+
∑
l∈L

∫ pl

p∗l

1− ψ
σl(ψ)

(
logφ(1− p∗l )− logφ(1− ψ)

)
dψ (58)

which is inspired by the one presented in [53]. In particular,
the second term on the RHS is defined differently. Taking the
time derivative of the above, and substituting (27a) and (27b)
yield

dV
dt

=
∑
r∈R

(
U
′
r(xr) + logφ(1− pr)

)
(xr − x∗r)

+
∑
l∈L

[
yl − cl

]+
pl

(
logφ(1− p∗l )− logφ(1− pl)

)
≤∑
r∈R

(
U
′
r(xr) + logφ(1− pr)

)
(xr − x∗r)

+
∑
l∈L

(yl − cl)
(
logφ(1− p∗l )− logφ(1− pl)

)
=
∑
r∈R

(
logφ(1− pr)− logφ(1− p∗r)

)
(xr − x∗r) (59a)

+
∑
l∈L

(
logφ(1− p∗l )− logφ(1− pl)

)
(yl − y∗l ) (59b)

+
∑
r∈R

(
U
′
r(xr) + logφ(1− p∗r)

)
(xr − x∗r) (59c)

+
∑
l∈L

(y∗l − cl)
(
logφ(1− pl)− logφ(1− p∗l )

)
(59d)

≤0.

According to (13), the sum of (59a) and (59b) is equal to
zero. The term (59c) is less than or equal to zero because if
xr ≤ x∗r , then U

′

r(xr) ≥ − logφ
(
1− p∗r

)
. In other words, U ′r

decreases as xr increases, and vice versa. In the term (59d),
if y∗l < cl, then p∗l = 0 and the term is negative. If y∗l = cl,
then it is zero. Therefore, this term is non-positive. Since the
Lyaponov function is equal to zero at (x∗, λ∗), and it is less

than or equal to zero at other points, algorithm (27) is globally
asymptotically stable.

APPENDIX E
RED PARAMETERS CONFIGURATION

RED marks (or drops; here we consider marking only) an
arriving packet randomly with probability pa ∈ [0,maxp]
which is a function of the average queue size, avg. More
specifically, if minth ≤ avg ≤ maxth, then the packet is
marked with probability pa. If avg ≤ minth, the packet is
never marked, and in case avg ≥ maxth, it is always marked.
To calculate avg, an exponential smoothing algorithm with
parameter wq is used. This parameter determines how much
the averaging relies on the current state. For example, if
wq = 1, then RED only uses the instantaneous queue length.
This is how DCTCP and also RED in our simulations are
configured to send a faster signal to senders.

We set minth = 1 to start generating a cost as soon as
possible. However, we set maxth to larger values recommended
by VII.4 to ensure stability. This is the main difference
between DCTCP and our way of configuring RED; in DCTCP,
minth is equal to maxth. We also set maxp = 1; this allows
us to utilize a wide range of marking probabilities and exploit
their benefits.

Here, we elaborate more on how we set maxth. By xr, we
mean the number of segments (in our case, 1500 Bytes) that
source r sends in one millisecond. For example, to fully utilize
a 1 Gbps link, we should have xr ≥ 83. To ensure stability,
we should have α ≥ −1

U ′′r (xr)
= x2r , for all r, which yields

α = 832. In our scenario, the longest path length is L = 5
and the maximum number of competing flows is S = 38. As a
result, maxth ≥ αLS = 1308910B. In the actual simulation,
we used a smaller value, i.e. 220 KB to see how it would
behave. However, we did not observe any instability.

Such maximum queue lengths could occur under extreme
circumstances, e.g. when many new flows begin to send at
the same time. In such a case, these large queues can produce
significant delay outliers. This could motivate applying our
method to virtual (phantom) queues as discussed in Section
II-A instead of physical queues.


