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1 Università degli Studi di Milano - Bicocca, Milan, Italy
arcelli@disco.unimib.it,

a.biaggi1@campus.unimib.it

2 CA Technologies, Barcelona, Spain
3 University of Oslo, Oslo, Norway

antonio.martini@ifi.uio.no

4 Alten Italia, Milano, Italy
riccardo.roveda@alten.it

Abstract. Architectural technical debt can have a huge impact on soft-
ware maintainability and evolution. Hence, di↵erent architectural viola-
tions, detected as architectural smells, need to be identified and refac-
tored. In this paper, we conducted a multiple case-study on several ar-
chitectural smells detected in four industrial projects. We conducted an
in-depth investigation with a questionnaire, interviews and thorough in-
spection of the code with the practitioners. We evaluated the negative
impact of the technical debt detected by the architectural smells, their
di�culty to be refactored and the usefulness of the detection tool. The
results show that practitioners appreciated the help of automatic detec-
tion, and that they prioritize refactoring architectural debt that causes
more negative impact despite the higher refactoring e↵ort.

1 Introduction

Architectural Technical Debt (ATD) can have a huge negative impact on software
maintainability and evolution. In a recent survey [1], more than 250 practitioners
report that the average time wasted because of the presence of Technical Debt
accounts for 37% of the whole development time. From the same study, it is also
clear that ATD generates the most negative impact.

ATD is regarded as suboptimal solutions in the architecture of a product.
A large number of software components that are too interdependent can be
considered as an example of ATD. Suboptimal solutions can cause a negative
impact, in the form of extra e↵ort, when maintaining or evolving the project. For
example, a component that has a lot of dependencies to many other components,
would have ripple e↵ects when changed: every time a bug is fixed or a new
functionality is added, the practitioners need extra e↵ort. When this, or other
sorts of negative impact, occur, they represent the interest of the ATD.



Some ATD can be automatically detected, thanks to identification tools an-
alyzing source code [2,3,4]. More in particular, existing tools recognize Archi-
tectural Smells (AS)[5,6], or else anti-patterns present in the architecture of the
project. These patterns can be identified, for instance, by analyzing the depen-
dency graph of the project. An AS is usually a symptom of the presence of ATD,
and detecting AS can help developers and architects identifying ATD.

Finally, there is a cost associated with the removal of ATD, which is regarded
as the principal of Technical Debt. ATD is removed by paying the principal in
term of time for refactoring the code. The main reason to repay the principal,
and to refactor ATD, is to avoid paying its interest [7].

In summary, it is critical to detect ATD, but also to prioritize it by under-
standing its interest and principal. Although some tools are able to detect AS
(and therefore pointing at the possible presence of ATD), there are no studies
on what negative impact and cost of refactoring are associated to such ATD and
how practitioners prioritize ATD revealed through AS.

Given the previous motivations, in this study we aim at answering the fol-
lowing RQs:

– RQ 1: How do AS help practitioners in identifying ATD?
– RQ 2: How do practitioners prioritize ATD revealed through AS?
– RQ 2.1: How is the AS’s negative impact (interest) perceived by the practi-

tioners?
– RQ 2.2: What is the refactoring cost (principal) of AS perceived by the

practitioners?

By answering RQ1, we aim at understanding if AS are useful to automati-
cally identify ATD in industrial projects. Answering RQ2 means answering the
combination of RQ2.1 and RQ2.2: understanding what negative impact is gen-
erated by the ATD and what cost of refactoring is required. This would help
identifying which AS are more critical for the practitioners to prioritize.

In summary, with this case-study, we make a first step towards understanding
how practitioners can semi-automatically detect and prioritize ATD.

The paper is organized through the following sections: in Section 2, we present
related works; in Section 3, we describe the design of the case study, while in
Section 4, we present the results; in Section 5, we discuss the results with respect
to the RQs; in Section 6, we outline the threats to validity and finally in Section
7 we draw our conclusions.

2 Related Work

To the best of our knowledge, no studies have been conducted on identifying
and prioritizing ATD using architectural smells. A recent paper [8] reports a
comparative case-study on a component modularization, analyzing the negative
impact saved by reworking a single instance of Architectural Debt. The study
also reports an ad-hoc measurement project to detect the ATD, but it does not
assess AS and does not compare several projects.



Several studies on code smells have been conducted in collaboration with
practitioners, but not on architectural smells. An exploratory survey on code
smells has been performed by Yamashita et al. [9]: their results showed that a
large proportion of developers did not know about code smells. Soh et al. [10] con-
ducted a study where professionals were hired to perform maintenance tasks on
functionally equivalent Java projects in order to assess whether code smells a↵ect
maintenance activities. Another empirical study on understanding maintenance
problems related to code smells, has been done by Yamashita [11]. Palomba et
al. [12] conducted a study on developer’s perception of the nature and severity
of code smells.

3 Research Design

We conducted a multiple case-study in a large, international company located
in Sweden. In particular, we automatically analyzed four projects and we as-
sessed the output with the practitioners responsible for the development and
maintenance of such projects.

3.1 Case-study Design

We designed an embedded, multiple case-study, according to the guidelines in
[13]. Our unit of analysis was a project developed by the organization. We con-
ducted an in-depth analysis of four software projects of the same company, de-
scribed in Section 3.2. The investigation included a mix of quantitative and
qualitative methods, which is highly recommended in case-studies [13], where it
is crucial to reach a detailed understanding of complex systems, such as large
software projects.

The objectives of the case-study were:

1. automatically identify the AS in the industrial projects (RQ1)
2. evaluate the output in terms of negative impact (RQ2.1) and cost of refac-

toring (RQ2.2), to prioritize the ATD.

To identify the AS, we used Arcan [5], a tool for architectural smell detection
described in Section 3.3. We decided to use Arcan for: reproducibility purposes
since the tool is fully available online, it has been previously validated and the
formulas used to identify the smells are well known. This allows other researchers
to reproduce this study in other organizations and compare the results with ours.

To answer RQ1 and RQ2, for each project, we performed the following steps:

– We conducted a meeting with the team to understand the project.
– The code was analyzed using Arcan. A sample of the detected AS was then

selected to be further assessed. We selected 22 AS since understanding in-
depth architectural issues, their negative impact and their cost of refactoring
was quite time consuming for the practitioners. This did not allow us to
evaluate a larger number of AS. However, 22 cases is a reasonable number



considering the kind of in-depth analysis that was performed. In particular,
we extracted the AS of three di↵erent kinds in a balanced number for each
project. We chose the ones that were considered the most critical, according
to Arcan’s severity measure (see Section 3.3). This was done to focus on AS
that would be more probably regarded as problematic by the practitioners.

– We conducted a group interview with the team responsible for the analyzed
project. We selected participants who had high experience and a higher
knowledge of the project. The interview lasted, on average, two to three
hours, and included the following activities:
1. First, we introduced Arcan and the AS to the practitioners. We care-

fully presented the AS types and we explained how they were calculated
(including formulas) and what they were expected to reveal.

2. Then, we showed a graphical representation of the smell in the form of
a graph, rendered with Neo4J5, which visualized the involved classes,
packages and dependencies.

3. We asked the developers to identify the architectural issue related to the
selected AS. In order to avoid speculations, we asked the practitioners
to navigate the source code and to share the screen with the researchers
and with the other interviewees.

4. Once the architectural issue related to the AS was identified, we con-
ducted an assessment according to the objectives defined in our RQs.
In particular, we used the questionnaire described in Section 3.4. Such
questionnaire was divided in four parts: 1) understanding if the consid-
ered smell was pointing at a critical underlying ATD and if it was known
2) assessing the negative impact experienced and estimated by the prac-
titioners. In order to do so, we used a method [14], empirically evaluated,
to quantify the negative impact of Technical Debt; 3) assessing the costs
and steps necessary for refactoring the AS; 4) understanding what was
the current process to evaluate quality and what additional value would
the automatic tool give the practitioners.

3.2 Analyzed Projects

The analyzed projects were developed by the same company and they were
written in Java: they had di↵erent size but they operated in the same field of
Product Data Management. A brief description of the projects is outlined in
Table 1. The interviewees were nine, two for projects B, C and D and three for
project A.

3.3 Data Collection - automatic detection of AS with Arcan

Arcan [5] is a tool for architectural smell detection in Java projects. An architec-
tural smell can derive from commonly used architectural decisions, intentional

5
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Table 1: Analyzed Industrial Projects and Architectural Smells
Architectural Smells

Metrics Class Package
Name Description NoP NoC UD HL CD CD AS

A Product Data Management (PDM) 269 10171 476 1 199 31 707

B After market 240 7261 98 0 7 6 111

C Audit project 220 3250 34 1 31 8 74

D Warehouse management project 166 3067 53 0 49 7 109

Legenda: NoP: Number of Packages, NoC: Number of Classes, Unstable Dependency (UD),
Hub-Like Dependency (HL), Cyclic Dependency (CD), Total Architectural smells (AS)

or not, that negatively impact internal software quality [15] with large e↵ects on
software maintainability [16].

In this study, we considered the following three architectural smells ade-
quately validated in [5,17]:

– Unstable Dependency (UD): describes a subsystem (component) that
depends on other subsystem that are less stable than itself, with a possible
ripple e↵ect of changes in the project.

– Hub-Like Dependency (HL): occurs when an abstraction has (outgoing
and ingoing) dependencies with a large number of other abstractions.

– Cyclic Dependency (CD): refers to a subsystem (component) that is
involved in a chain of relations that break the desirable acyclic nature of a
subsystems dependency structure. The subsystems involved in a dependency
cycle can be hardly released, maintained or reused in isolation. Arcan detects
this smell according to di↵erent shapes [18].

Moreover, Arcan estimates the Severity of each architectural smell [19] ac-
cording to the values of the metrics used for the AS detection. A SeverityScore-
(ASk) is evaluated for each instance of AS and according to each type of AS in
order to evaluate the criticality of the smell. In our study with the practitioners,
we selected the AS instances with the highest Severity, according to each type
of AS.

In this work we have considered the above three AS since these AS are
detected by an available tool such as Arcan and they are based on dependency
issues which certainly represent relevant sources of possible architectural debt.
Since this kind of smells do not represent the only source of architectural debt,
we will consider in the future other categories of architectural smells. We focused
our attention on architectural smells and not on code smells [20], also if some
code smells such as for example the God Class smell [21] can have an impact at
architectural level and hence it can be considered an architectural smell.



3.4 Data collection - survey with practitioners

The questionnaire carried out during the interviews is reported in Table6 in
[22].We used the survey tool Google Forms. We asked the practitioners to fill in
a form (the same) for each AS.

Identifying Architectural Debt via Architectural Smells (RQ1) We
started asking if the analyzed AS was related to a critical architectural issue
(ATD) (Q1.1). Only the ones considered as high priority issues were then further
analyzed. This was done because we wanted to obtain more in-depth analysis
rather than more sub-cases of smells, to better understand the details of the
ATD. Then, we asked if the practitioners were already aware of the AS before
it was revealed during the interview: this was done to understand if the output
of the tool increased the awareness of the practitioners.

Architectural Smells Impact (RQ2.1) This part of the survey aimed at
assessing the negative impact of the AS (Table in [22]). The question from 2.1 to
2.6 were adapted from the seven factors reported in [14]. In their paper, Martini
et al. carry out an evaluation of these factors and report them as necessary and
important for assessing the negative impact of Technical Debt. The assessment
of the factors was adjusted, transforming the specific values used in [14] into a
generic agreement Likert scale. Although this meant reducing the precision of
the assessment, in this study we were interested in assessing a higher number
of AS, and we therefore opted for a simplified set of questions. The factors and
related questions in [22] are:

– Reduced Development Speed If the speed is reduced, the interest of the
ATD is hindering evolvability and maintainability of the system (Q2.1)

– Bugs related to the TD item If many bugs are generated from the ATD,
this greatly a↵ects the maintainability of the system and the time wasted to
fix bugs instead of developing new features (Q2.2).

– Other qualities compromised There are several qualities that can be
a↵ected by ATD, as shown in [7]. Here we used the ones suggested in the
ISO standard [23] but excluding maintainability and evolvability (as they
are already covered by the previous factors), (Q2.3).

– Users a↵ected ATD might not involve a large part of the system, but can
still a↵ect a large number of developers. In this case, the extra cost of the
interest would be multiplied by all the ”victims” (Q2.4).

– Frequency of the issue The more frequent the negative impact occurs,
the worse the interest (Q2.5).

– Future growth of interest To understand the overall negative impact of
TD, it is important to assess the current negative impact (already covered
by Q2.1-2.5), but we need to understand its future growth [7] as well (Q2.6).

6 For space reason, it is available at https://drive.google.com/file/d/

160TA9Q9jUIUpTBp-Wg7zu87elVa3y1qr/view?usp=sharing

https://drive.google.com/file/d/160TA9Q9jUIUpTBp-Wg7zu87elVa3y1qr/view?usp=sharing
https://drive.google.com/file/d/160TA9Q9jUIUpTBp-Wg7zu87elVa3y1qr/view?usp=sharing


– Other extra costs There might be other context-dependent extra costs to
be considered when assessing the interest (Q2.7).

– Spread in the system The larger the portion of the system a↵ected by
the TD, the more ripple e↵ects the interest might have on the organization
and on the newly added code. This factor was already covered by the Arcan
analysis and was included in the selection criteria according to the severity
of the smell.

Finally, we asked an overall assessment of the negative impact associated with
the AS (Q2.8). The correlation analysis supports the reliability of the chosen
method. Such sanity check is explained with more details in section 4.2.

Architectural Smells Refactoring (RQ2.2) The second part focused on
refactoring the architectural smell under analysis (Q3.1-3.4). First, we asked
what strategy the practitioners would use to remove the smell (Q3.1). Then,
we asked an estimation of how much time would be required to remove the
smell (Q3.2). We agreed about the possible thresholds with the Chief Architect
before the investigation. The thresholds were based on what the companies would
consider Low e↵ort and High e↵ort. The next question aimed at understanding
if the refactoring would create negative side e↵ects (Q3.3). In fact, refactoring
ATD might optimize one aspect of the system, but it could negatively a↵ect
other qualities [24].

Architectural Smells Prioritization (RQ2) We asked the overall priority
that the practitioners would give to refactoring the ATD detected by the AS
(Q3.4). In particular, we asked the practitioners to consider all the factors as-
sessed so far, including questions 2.1-2.8 and 3.1-3.3. The aim was to understand
how the negative impact and cost of refactoring a↵ected the priority given by
the practitioners.

Arcan Evaluation to identify ATD (RQ1) This part included general ques-
tions on Arcan, the detected smells and the use of software quality assessment
tools during the development process, questions 4.1-4.7 (see Table [22]). The
aim of these questions was to collect feedback from practitioners when detecting
ATD by identifying architectural smells. In particular, we wanted to understand
if the current state of the art on detecting AS would help the practitioners in
managing their ATD. We asked for a) the di�culties emerged by using Arcan, b)
the participants’ past experiences using software analysis tools, c) quality index
computation, d) estimate which are the most or least important type of archi-
tectural smells and e) evaluate if they are interested in using a new architectural
debt index.

4 Results

Architectural Smells Selection Table 1 shows the AS found by Arcan in
the four industrial projects. As we can see, we had a large amount of Unstable



Dependencies (UD). We found only two Hub-like Dependencies (HL), one in
project A and one in project C. We also found many Cyclic Dependencies; more
at class level (CCD) than at package level (PCD). Given the high amount of
some smells (CD and UD) found in the projects, we had to select some AS
instances from each category and for each project. For HL, we selected the
two instances that we detected, while for UD, CCD and PCD we selected the
instances with high severity according to Arcan. After this selection, we obtained
the smells of Table 2a. Although Arcan shows the graph with the dependencies
and the packages involved in a smell, it was di�cult for the practitioners to
easily navigate the results for the Package Cyclic Dependency smell, which were
thus removed from the analysis.

4.1 Architectural Smells Identification (RQ1)

First, the practitioners assessed whether the AS was pointing to critical ATD
issues, causing an increase of technical debt, or not. (Q1.1). In Table 2a, we
can see the results of this first screening: on the ”Discussed” column we report
the number of smells that were initially discussed, while, on the ”Problematic”
column, we report the number of smells that were recognized as real problems.

From this analysis, we can see that 50% of the AS were considered prob-
lematic, or else related to the presence of ATD. From the qualitative analysis, it
is possible to better understand the reasons for the AS that were not considered
related to ATD. One of the causes for this result was the kind of software that
was assessed. For example, in project A, several Cyclic Dependencies were cre-
ated by callbacks from anonymous classes in GUI components. When discussed
with the practitioners, they clearly stated that “On the Java server, you would
never have this kind of stu↵, but here it’s kind of natural”. Callbacks for event
listeners in the GUI components could not be easily replaced, and therefore the
developers did not recognize CDs as problematic in those specific cases, but
rather as a necessary solution. This leads to an interesting context-dependent
finding: CDs might not need to be reported when analyzing GUI components.

The few HLs were very well understood and were recognized right away as
issues, even without navigating the code.

On the other hand, UDs were not easily understood by the practitioners: it
was di�cult for them to relate to the concept of Unstable Dependency, and they
often disagreed on it being a problem. On the contrary, this kind of dependency
was sometimes related to design patterns used on purpose. This is the case of an
instance of Unstable Dependency in project A, that was caused by classes that
applied a Strategy design pattern.

As a result of this first screening, we performed the subsequent assessment
only on the AS listed as ”Problematic” in Table 2a.

According to Question 1.2, only half of the problematic smells were known
by the practitioners (Table 2a). This shows that the automatically reported AS
improved the ATD awareness of the practitioners in 50% of the cases.
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Fig. 1: Answers’ for Questions 2.1 – 2.6 (Architectural Smells Impact)

4.2 Architectural Smells Prioritization (RQ2)

Architectural Smells Impact (RQ2.1) The answers to questions 2.1-2.6, are
shown in Figure 1a. According to Question 2.1, in most of the cases the detected
AS was associated with reduced development speed when adding functionalities,
except for Unstable Dependencies: for this type of AS, practitioners seem to
agree in 25% of the cases only.

As for Question 2.2, in more than 60% of the cases, the negative impact
caused by Cyclic Dependencies is perceived as an increase of the number of
bugs, while it does not happen for the other types of architectural smells.

Analyzing Question 2.3, some system qualities are negatively a↵ected by
the presence of Cyclic Dependencies in 60% of the cases and of Hub Like in
50%, while Unstable Dependency almost never a↵ects them. Examples of other
qualities a↵ected by these ASs were mentioned in the interviews to be especially
performance and testability.

According to Question 2.4, Unstable Dependencies seem to have an impact
on technical debt that involves only few developers, while the impact seems to be
higher for Hub-Like Dependencies (50% of the times) and Cyclic Dependencies
(more than 60% of the cases).

As for Question 2.5, the developers perceive often the negative impact of
Cyclic Dependencies in 60% of the cases, Hub Like Dependencies in all the cases
and Unstable Dependencies in 50%.

According to Question 2.6, it is possible to assert that the impact will grow
in the future, at least for every Hub-Like Dependencies and Cyclic Dependen-
cies (75% of the times), but again it seems that we cannot assert the same for
Unstable Dependencies.

In addition, Figure 1b shows an analysis of the answers for each type of
architectural smell, where each column represents the degree of accordance for
the statements related to the negative impact of each smell.



Table 2: Extracted architectural smells results and average answers by architec-
tural smell given to questions Q2.8, Q3.2, Q3.3 and Q3.4

(a) Extracted Smells

Type of Known
Projects Smell Discussed Problematic Yes No

A
UD 2 0 0 0
HL 1 1 1 0
CD 4 1 1 0

B
UD 2 1 0 1
HL 0 0 0 0
CD 3 2 0 2

C
UD 1 0 0 0
HL 1 1 1 0
CD 3 3 2 1

D
UD 2 1 0 1
HL 0 0 0 0
CD 3 1 1 0

Total 22 11 6 5

(b) Answers by smell

Average of
Smell ID Q2.8 Q3.2 Q3.3 Q3.4

CD1 2 2 1 2
CD2 2 2 1 2
CD3 1 2 0 1
CD4 3 3.67 1.67 3
CD5 2.5 2.5 2.5 2
CD6 2.5 2.5 2.5 2
CD7 2.5 2.5 2.5 2

HUB1 1.5 2 0 1
HUB2 2 2 0 3

UD1 0 1 0 1
UD2 1 3 1.67 1

Total 1.90 2.48 1.29 1.86
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Fig. 2: Answer’s for questions 2.8, 3.2 – 3.4

According to Question 2.7, architectural smells can also have other impacts
and generate problems for writing test cases or fixing conflicts during merg-
ing, and, in a few cases, the problems associated to some architectural smells
instances, as for example for Cyclic Dependencies, were already identified and
added as technical tasks to the backlog to be solved in the next future.

Finally, analyzing the answers to Question 2.8 regarding the overall negative
impact, 42.9% Low Impact, 21.4% Medium-Low Impact and 28.6% Medium-
High Impact. Moreover, in 7% of the answers (Figure 2a), the possible negative
impact of the AS was not a problem (or negligible).

Architectural Smells Refactoring (RQ2.2) According to Question 3.1, in
most of the cases the suggested refactoring requires the split of a class to reduce



the responsibility, sometimes to move some logic from a class to another, or to
move some logic by creating a new class.

Analyzing Question 3.2, the time for refactoring AS is more than 8 man
hours for 93% of the cases and in 14% of the cases, exceeds 100 man hours
(Figure 2b Question 3.2). This was the case for example of a Cyclic Dependency
identified in project D. Performing refactoring of this instance of AS, according
to the practitioners, would involve reviewing the architecture of a main part
of the system and reimplementing the logic revisiting the patterns used in this
context.

According to Question 3.3 in 60% of the cases practitioners seem to agree
that conducting refactoring would not create side e↵ects.

According to Question 3.4, practitioners assigned Low priority to 100% of the
UD instances, 50% to the HL and 25% to CD. They assigned higher priorities
to the other instances of CD and HL (Figure 2d Question 3.4). The results on
refactoring have been deeply investigated in the following section in order to
understand the relationships between the aspects covered by the questions.

Fig. 3: Correlation analysis among the
variables related to impact factors, over-
all negative impact, side e↵ects, ef-
fort and refactoring priority. The white
cells represent non-significant correla-
tions (p-value > 0.05)

Correlation Analysis on the Pri-
oritization of ATD In order to
understand the relationships among
cost, impact and overall prioritization
of ATD, we ran Pearson correlation
tests on the agreement scores. In par-
ticular, we compared questions 2.1-2.6
(impact factors) 2.8 (overall negative
impact), and 3.2-3.4 (e↵ort, refactor-
ing side e↵ects, and overall refactor-
ing priority), shown in Figure 3. The
scores in the white cells represent non-
significant results (we set p-value <

0.05 for significance), so we discuss
the red cells only.

First, we can see how there is a
medium-strong and significant corre-
lation between all the impact factors
(2.1-2.6) and the overall negative im-
pact. This confirms that all the chosen
factors were contributing to the devel-
opers’ perceived negative impact, but
none of them seems redundant. This
finding also confirms that the chosen
method, to assess the negative impact

of ATD, can be considered sound.
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We can observe how the refactoring e↵ort has a strong correlation with the
side e↵ects of refactoring the AS. This makes sense, as the most side e↵ects the
refactoring would generate, the more costly it would be to remove the ATD.

The strongest correlation is between the priority of refactoring and the over-
all negative impact (0.88). This shows that the negative impact, perceived by
the practitioners, is the main driver for the prioritization of refactoring. This
means that, to prioritize ATD, practitioners need to know its impact (or else
its interest). It is finally interesting to observe that there is a medium-strong
positive correlation between the e↵ort and the assigned priority. Although this
is counterintuitive (more cost would suggest less priority), this finding implies
that practitioners would prefer to refactor ATD that generates negative impact
despite its higher cost of refactoring.

Architectural Smell Detection Evaluation (RQ1) According to Question
4.1, half of the practitioners found Arcan’s output quite di�cult to understand
without using the graph generated by Neo4j. According to Question 4.2, 75% of
the practitioners make use of software analysis tools during development activity:
in particular, they used SonarQube (Figure 4a Question 4.2); for Question 4.3
all the practitioners expressed at least a Mid-Low interest in using Arcan as
support during the development of a project (Figure 4a).

As for Question 4.4, 75 % of the practitioners found that Cyclic Dependency is
the most important smell to detect, while (Question 4.5) Unstable Dependency
seems to be the less important to detect (Figure 4d). Lastly (Question 4.6),
75% of the practitioners use an index to measure code quality (Figure 4a) and,
according to Question 4.7, all the practitioners seemed interested in using an
architectural debt index based on architectural smells detection (Figure 4a).

5 Discussion

We discuss the results in relation to each RQs.



RQ 1: How do AS help practitioners in identifying ATD? Given
the results outlined in the previous sections, we can assert that AS detection
increases awareness on ATD as 1) it highlights issues that should be considered
as real problems but were not known according to practitioners and 2) in the few
cases where the problem was known, it provided additional unbiased evidence of
its presence.

RQ 2.1: How is the architectural smells’ negative impact perceived
by the practitioners? The results obtained in the analysis suggest that Un-
stable Dependency is the smell that causes less negative impact compared to the
other smells considered in this analysis. In fact, practitioners do not consider
this smell as a real problem in most of the cases. Hub-Like Dependency is the
one that gives a higher perception of the negative impact and whose e↵ect will
grow worse in the future, since all the answers to the corresponding questions
(2.6 and 2.8) are ”agree” or ”somewhat agree”.

The smell that seems to be more impactful is Cyclic Dependency, although
some of them were not considered real problems, meaning that they don’t rep-
resent technical debt according to the practitioners.

In conclusion, the detection of these two smells helps practitioners. While the
few HL Dependencies were considered a problem, CD need to be better filtered
before being a reliable indicator of a serious presence of ATD.

RQ 2.2: What is the refactoring cost of AS? which kind of AS cost
more to remove? Cyclic Dependency is the smell that requires more time to
be refactored, and the one that creates more side e↵ects during refactoring. For
every type of smell, refactoring requires several hours to be performed, in some
cases, for Cyclic Dependencies, more 100 man hours. On the contrary, Hub-Like
Dependency is the architectural smell that requires a Mid-Low number of hours
for refactoring without having any side e↵ect.

RQ 2: How do practitioners prioritize ATD revealed through AS?
Combining the results of RQ2.1 and RQ2.2, we can say that Hub-Like Depen-
dencies seem to be the most convenient smell to detect and to refactor (best ratio
cost/benefits). Cyclic Dependencies are also important, but need to be better
filtered, because some are considered as a necessary coupling, and some have
a really high cost of refactoring and therefore it is not clear if they should be
prioritized for their removal or not. Finally, Unstable Dependencies are perhaps
the less useful smell to detect and refactor.

6 Limitations and Threats to Validity

Validity threats for case studies are proposed in [13].
As for construct validity, there is a possibility that the practitioners misinter-

preted what the AS represents or what we asked in the questionnaire. However,
we thoroughly mitigated these threats as explained in the research design, with
previous workshops explaining the AS.

As for internal validity, it is unlikely that the negative impact reported by
the practitioners would be a↵ected by factors that are not the AS, as we were



careful to inquire the main causes of negative impact when investigating the code.
The correlation analysis do not imply causality per se: however, this threat is
mitigated by the construction of the questionnaire and by further qualitative
evidence collected, which supports causality.

There is a threat to external validity. The case-study has been conducted in
a single organization, although we selected four quite di↵erent projects, and a
limited amount of AS were in-depth studied.

As for reliability, two researchers were present during the investigation, while
the results were checked by multiple researchers. Furthermore, the study is fully
reproducible. The practitioners might have been biased when recognizing the
negative impact of the code, due to peer pressure. However, they were capable
of recognizing several harmful smells.

The results are based on practitioners’ experience and perception. This means
that the real cost, impact, and the consequent optimal prioritization of ATD
might di↵er from the one reported here. However, practitioners are the ones
su↵ering by ATD and are the final users of AS, so their perception is of utmost
importance to understand how to manage ATD using AS.

7 Conclusion and Future Developments

In this paper, we performed a case study within a large software company, to un-
derstand how practitioners identify and prioritize Architectural Technical Debt
using automatically detected architectural smells. Four industrial projects have
been analyzed, and a sample of the detected AS has been thoroughly inspected
by the projects’ practitioners to find the causes of the issues, and to assess their
negative impact and refactoring costs based on their perception and experience.
We found which AS pointed at the most harmful Architectural Technical Debt
(RQ1), which ones have more impact (RQ2.1), which ones cost more to refactor
(RQ2.2) and which ones are, overall, more convenient to detect and prioritize
(RQ2).

From the combined results, we can conclude that using AS to identify and
prioritize ATD was considered useful: the tool helped identifying half of the
problems that were not previously known by the practitioners, and provided ev-
idence for the known ones. However, some AS were not considered high priority,
which helps researchers to further improve and filter the automatically revealed
AS. Cyclic Dependency was the AS with the worst impact but also the most
expensive to refactor, while Hub Like Dependency has also a similar strong neg-
ative impact but seems to be the most convenient to detect and to refactor (less
costly). On the contrary, Unstable Dependency was not perceived as an issue.

In the future, we plan to perform new case studies in other industrial domains
and companies. We aim to better explore the refactoring cost of the smells to
improve the prioritization of the smells to be removed first. According to this
aspect we would like to ask practitioners to evaluate the usefulness of a new
Architectural Debt Index [25], which allows to identify and assess the overall
architectural debt of a project by taking into account the severity of each archi-



tectural smell. The index can be used to evaluate the most critical parts and to
monitor the evolution of the architectural debt during the project history.

Finally, we aim to analyze and detect through Arcan other categories of
architectural smells other than those related to dependency issues, such as smells
related to the interface (Ambiguous Interface, Redundant Interface and Unstable
Interface [26]) or smells related to performance or security issues.
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