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Abstract

Patients who have suffered a myocardial infarction have an elevated risk
of developing arrhythmia. The use of in silico experiments of the electrical
activity in the hearts of these patients, is emerging as an alternative to
traditional, more invasive in situ examinations. One of the principal
barriers to the use of in silico experiments is the tremendous amount of
computational power required to perform such simulations.

Building on an existing code, we create a complete solver for the
monodomain model, which describes the electrical activity in the heart.
Through extensive optimisations, we manage to efficiently utilise an
NVIDIA DGX-2 machine, which is currently the most powerful single-box
general-purpose computer with its 16 V100 GPUs.

With this solver, we achieve simulation speeds of 2 heartbeats per wall
clock minute on the DGX-2 using a realistic unstructured tetrahedral mesh
with 11.7 million cells, and we show that the achieved execution time using
all 16 GPUs in the DGX-2 is only 30.2% higher than the theoretical lower
bound.
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Chapter 1

Introduction

1.1 Motivation

Cardiovascular disease is the most common cause of death in the indus-
trialised world, and sudden cardiac death accounts for approximately 50
percent of the cardiovascular deaths [26].

Recent studies [4, 50] have used computer simulations of the electrical
activity in the heart to predict the risk of arrhythmia in patients who
had suffered a myocardial infarction. Magnetic resonance imaging (MRI)
scans were made of each patient’s heart, which in turn were used to build
personalised models unique to each patient. Then multiple simulations
were run where an electrical signal was started at different sites in the heart
model, and the propagation of the signal was computed according to the
monodomain model. If an arrhythmia was observed in these simulations,
the patient was deemed to be at risk of developing arrhythmia.

In the future, one could see doctors performing such in silico experi-
ments in a clinical setting in lieu of more invasive examinations. However,
these simulations can be quite computationally expensive, taking days to
complete on a standard desktop computer. For clinical use, one would
want the simulation speed to be near real-time, which would require a tre-
mendous amount of computing power. A 2012 study by Mirin et al. [40]
reported a projected simulation rate of 9 heartbeats per wall clock minute
for a structured mesh with 370 million cells when using all nodes in the
Sequoia supercomputer, which was ranked as the world’s most powerful
supercomputer in the TOP500 June 2012 list [56].

General-purpose graphics processing units (GPGPUs) are, as demon-
strated by the latest TOP500 rankings [57], expected to provide the main
computing power of future exa-scale supercomputers. In particular, the
DGX-2 machines from NVIDIA, each containing 16 latest-generation Volta
GPUs, are currently the most powerful single-box general-purpose com-
puters. The main goal of this thesis is thus to investigate how the in silico
experiments can be effectively executed on such an extreme type of non-
CPU computing architecture.

1



1.2 Contributions

This thesis builds on an existing code, Lynx [32], which solves the diffusion
part of the monodomain model on heterogeneous CPU-GPU architectures.
We couple Lynx with a solver for the Ten Tusscher cell model [58, 59] to
obtain a complete solver for the monodomain model, and we contribute a
new main loop to distribute and coordinate the computation on a single fat
node containing many GPUs, like the DGX-2.

We compare the efficiency of a selection of numerical methods for
solving the Ten Tusscher cell model, and we propose and implement a
number of optimisations to the cell model kernel. Lynx’ optimisations
for the diffusion kernel are evaluated on the Pascal and Volta GPU
architectures, and finally, we compare the performance achieved by our
simulator to theoretical bounds in order to quantify its efficiency.

We are of course not the first to use GPUs to perform monodomain
simulations (see e.g. [8, 61]). Lynx is special in that it uses an unconven-
tional explicit, cell-centred finite volume method for unstructured tetra-
hedral meshes, and this study is the first to perform realistic monodomain
simulations with this method.

1.3 Outline

The remainder of this thesis is laid out as follows: Chapter 2 discusses
CPUs and GPUs as compute devices and what performance we can expect
from them. Chapter 3 gives an overview of the numerical methods used
to solve the monodomain model. Chapter 4 discusses the optimisations
made to the diffusion kernel, and how we distribute the computation over
multiple devices. Chapter 5 details the optimisations made to the cell
model kernel. Results are presented and analysed in Chapter 6. Finally,
we draw conclusions and make suggestions for future work in Chapter 7.
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Chapter 2

GPU-accelerated computing

2.1 CPU computing

For the last decades of the 20th century, advancements in CPU perform-
ance were driven by the shrinking of fabrication nodes (i.e. transistors)
combined with increases in clock speeds. Around year 2000, CPU manu-
facturers hit a “power wall”, where further increases in clock speed became
unfeasible, since they would have to be accompanied by an even larger in-
crease in heat output.

Since then, CPU manufacturers have had to look elsewhere for
performance improvements. Some of these improvements have been
achieved by increasing the number of instructions executed per clock
cycle (IPC), and by expanding the CPUs with more processing cores.
There’s also been a focus on implementing new vector instructions that
allow for single instruction, multiple data (SIMD) parallelism [25]. IPC
improvements have come from rearranging instructions for more efficient
memory accesses, known as out-of-order execution, as well as aggressive
branch prediction with speculative execution. Superscalar execution, the
ability to execute multiple instructions per clock cycle, has also contributed
to IPC improvements [25]. Modern CPUs also feature a comprehensive
memory hierarchy with per-core L1 and L2 caches in addition to a shared
L3 cache. These caches enable faster memory accesses, but their capacity
is very limited. Additional complications arise when each core manages
a portion of the L3 cache, while the other cores must also be able to access
this data [28]. Consequently, CPUs have become increasingly complex, and
scaling up the CPU with more cores is non-trivial and costly.

2.2 GPGPU computing

The graphics processing unit (GPU) was originally created to offload
graphics work from the CPU. As these GPUs became increasingly powerful
and more programmable, it became feasible to use GPUs for more general
purpose computing [9]. Over the last decade, it has become common for
CPUs to include integrated GPUs, but these are less powerful than discrete
GPUs which are separate devices connected to the host CPU via e.g. PCI
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Express. From this point on, we shall refer to discrete GPUs simply as
“GPUs”.

While GPUs typically have a higher number of single-precision floating
point units than double-precision floating point units, (and therefore
higher throughput for single-precision arithmetic,) numerical simulations
often require double-precision floating-point arithmetic in order to achieve
reasonable error bounds [25]. Throughout this thesis, we will use FP32 to
refer to single-precision (32-bit) floating-point numbers and FP64 to refer
to double-precision (64-bit) floating-point numbers.

The GPU market is currently a duopoly divided between two manufac-
turers: NVIDIA and AMD. In the first quarter of 2019, NVIDIA had a 77.3%
market share, while AMD held the remaining 22.7% [30]. In this study, we
will only concern ourselves with NVIDIA GPUs, since they are the current
market leader. Recent NVIDIA architectures include Kepler (2012), Max-
well (2014), Pascal (2016), Volta (2017), and Turing (2018). Maxwell and
Turing both have severely reduced FP64 throughput with an FP64:FP32 ra-
tio of 1:32, and Kepler is quite old, so our focus will be on Pascal and Volta.

Whereas CPUs are built for running a few tasks concurrently, GPUs are
built for massive parallelism [9]. While high single-threaded performance
remains an important design goal for CPUs, GPU performance is oriented
towards throughput in massively parallel applications.

The TOP500 list of the world’s most powerful supercomputers from
June 2019 [57] ranks the Summit and Sierra supercomputers at position
1 and 2, respectively. Both supercomputers use NVIDIA’s Volta GPUs—
Summit packs 6 V100 GPUs per node [51], while Sierra packs 4 V100
GPUs per node [48]. The United States Department of Energy has
announced that its two exa-scale systems 1, Frontier and Aurora, both
scheduled for delivery in 2021, will be using GPUs from AMD and
Intel2, respectively [60]. Over 96% of Sierra’s peak performance comes
from its GPUs, and the corresponding ratio for Summit is even higher.
The performance of today’s most powerful supercomputers is driven by
GPUs, and it is clear that the GPU will play a key role in achieving
supercomputing at the exa-scale.

There are multiple APIs for GPUs. NVIDIA is championing their
own CUDA API [11], which only supports NVIDIA GPUs. The OpenCL
API [44], initially created by Apple, now maintained by the Khronos
Group, is an open standard with hardware support from both NVIDIA
and AMD. Apple has since deprecated support for OpenCL in macOS
10.14 released in 2018, asking developers to transition to their closed Metal
API [35]. Metal unfortunately does not support double-precision floating-
point numbers [38]. OpenMP [45] and OpenACC [43] both define compiler
directives (pragmas) for offloading computation to GPUs, but these give
the programmer less fine-grained control than CUDA and OpenCL. Since
we are only targeting NVIDIA GPUs, and we are building on existing
CUDA code, we will be using the CUDA API.

1Exa-scale systems should deliver FP64 performance exceeding 1 EFLOPS = 1018 FLOPS.
2Intel has announced plans to enter the GPU market with their Xe architecture.
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Memory Location Access from kernels

Shared SM Read/write
Local DRAM Read/write
Global DRAM Read/write
Constant DRAM Read
Texture DRAM Read

Table 2.1: Overview of CUDA memories.

The CUDA execution model is rooted in single-instruction, multiple-
threads (SIMT) parallelism, with multiple threads executing concurrently
on a streaming multiprocessor (SM). The programmer writes special
functions for execution on the GPU, called kernels. These threads are
organised in thread blocks of up to 1024 threads, which will be assigned to
the same SM. There can be multiple resident thread blocks on a single SM.

During execution, a warp of 32 threads from the same thread block
will run concurrently, executing the same instructions. Branching in the
kernel can cause warp divergence, where threads in the same warp take
different code paths. Since all threads in the warp must execute the same
instructions, the warp needs to execute all code paths taken by its threads,
with the threads that are not following the currently executed code path
being inactive. Since the SM is able to alternate between warps with every
clock cycle, latency from memory accesses and instructions can be hidden,
provided that there are enough warps ready to be scheduled.

GPUs have multiple memories, which the programmer needs to be
familiar with. Each GPU has some amount of on-board DRAM memory
(typically 4–32 GB). This memory is used when transferring data to/from
the GPU, and serves as a working memory for the kernels running on the
GPU. On the chip itself, there’s an L2 cache shared by all SMs, and each SM
has a private L1 cache.

CUDA exposes access to the on-board DRAM through three different
memories: Global memory can be read and written by any thread on the
GPU. Constant memory is read-only3 and very limited in size, which allows
it to be kept in low-latency memory on each SM. It is typically used for
lookup tables. Texture memory, which is also read-only, is useful for textures
and other multidimensional data where the GPU can take into account
spatial locality during caching. Additionally, register spilling can occur if
a kernel keeps too many local variables and exceeds the register limit.
Registers are spilled to local memory, located on the DRAM, but this spilling
happens via the L1 and L2 caches, as shown in Figure 2.1.

Threads in the same thread block can exchange data through a shared
memory located on each SM.

3Meaning kernels running on the GPU cannot write to this memory.
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SM 0
Registers

L1 SMEM

SM 1
Registers

L1 SMEM

SM N
Registers

L1 SMEM

L2 cache

Global memory (DRAM)

. . .

Figure 2.1: Diagram of the CUDA memory hierarchy. “SMEM” is shared
memory.

2.2.1 Pascal

The flagship graphics chip from the Pascal architecture, GP100, has 56
SMs 4, each with 64 CUDA cores (capable of single-precision floating-point
arithmetic) and 32 double-precision floating-point units, yielding a 1:2 ratio
of FP64 performance to FP32 performance [41].

As shown in Figure 2.2 on the facing page, each SM has 64 kB of
dedicated shared memory, and the L1 cache and texture cache are kept in
a separate memory on the SM. The GP100 uses HBM2 memory with eight
512-bit memory controllers for its DRAM, yielding a total bus width of 4096
bit, and a theoretical memory bandwidth of 732 GB/s.

2.2.2 Volta

The GV100 chip from the Volta architecture made some substantial changes
to the SMs compared to the GP100 [42], and increased the number of
SMs to 80. Figure 2.3 on page 8 shows the GV100 SM diagram. INT32
and FP32 arithmetic were split into separate cores, 64 of each type, and
new tensor cores, capable of highly-efficient mixed precision FP32/FP16
matrix multiplications, were introduced, targeting applications in machine
learning. The L1 cache and shared memory were combined into a unified
128 kB data cache. Volta introduced independent thread scheduling, giving
all threads their own execution state with a program counter and call stack.
This should reduce the negative performance impact of warp divergence
compared to previous architectures. Like the GP100, the GV100 uses HBM2
memory with eight 512-bit memory controllers for its DRAM.
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Figure 2.2: Diagram of the Pascal GP100 SM [41]

2.2.3 Theoretical peak performance

Table 2.2 lists the specifications for the P100 and the V100. 5 Note that
each FP64 core has a throughput of a single instruction per clock cycle.
The supported instructions are addition (ADD), multiplication (MUL), and
fused multiply-add (FMA). The FMA instruction performs the operation
d = c + a · b rounding the result only once before storing it in d. The single
rounding improves accuracy [18], but more important from a performance
point of view is the fact that it performs two floating-point operations in
a single instruction. The peak FP64 performance listed in Table 2.2 on
page 9 assumes that FMA is the only FP64 instruction in use, which can
be feasible for some programs, but it is generally not possible to merge
all ADD and MUL instructions into FMA instructions. If our program uses
only ADD and MUL instructions, the peak performance is halved. Table 2.3
on page 9 lists the peak performance for each of the FP64 instructions.
These numbers will be important to understand the performance gains
from the optimisations made in Chapter 5.

For the V100, the peak FP64 instruction throughput is computed as

1 instruction/cycle/core · 1597 · 106 cycles/second · 2560 cores

≈ 4.09 · 1012 instructions/second, (2.1)

4A full GP100 chip has 60 SMs, but only 56 of them are enabled in the Tesla P100.
5Both the P100 and the V100 come in various configurations with different memory

sizes, interconnects and clock speeds. All benchmarks are performed on the configurations
listed in Table 2.2, and for the sake of brevity we simply refer to them as the P100 and the
V100.
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Figure 2.3: Diagram of the Volta GV100 SM [17]

while the peak FP64 FLOPS is obtained by doubling the peak FP64
instruction throughput

4.09 · 1012 instructions/second · 2 FLOP/instruction = 8.18 TFLOPS (2.2)

The peak memory bandwidth for the V100 was computed as

2 transfers/cycle · 958 · 106 cycles/second · 4096 bits · 1
8

bytes/bit

≈ 981 GB/s. (2.3)
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Model Tesla P100 Tesla V100
Variant PCIe-16GB SXM3-32GB

SMs 56 80
FP32 Cores / SM 64 64
FP32 Cores / GPU 3584 5120
FP64 Cores / SM 32 32
FP64 Cores / GPU 1792 2560
L2 Cache Size 4 MiB 6 MiB
Register File Size / SM 256 kiB 256 kiB
Register File Size / GPU 14 MiB 20 MiB
Memory bus width 4096 bits 4096 bits
Core clock 1328 MHz 1597 MHz
Memory clock 715 MHz 958 MHz
Peak FP64 FLOPS 4.76 TFLOPS 8.18 TFLOPS
Peak FP64 inst. throughput 2.38 TIPS 4.09 TIPS
Peak memory bandwidth 732 GB/s 981 GB/s
Thermal design power 250 W 350 W

Table 2.2: Technical specifications for the GPUs used. Note that Pascal has
shared FP32/INT32 cores, while Volta has dedicated cores for FP32 and
INT32.

FP64 instruction Ops Peak FLOPS (P100) Peak FLOPS (V100)

ADD 1 2.38 TFLOPS 4.09 TFLOPS
MUL 1 2.38 TFLOPS 4.09 TFLOPS
FMA 2 4.76 TFLOPS 8.18 TFLOPS

Table 2.3: Peak FP64 FLOPS for the ADD, MUL, and FMA instructions.

The two transfers per cycle comes from the use of double data rate (DDR)
memory, while the memory clock speed is 958 MHz, and the total memory
bus width is 4096 bits.

2.2.4 Strengths and weaknesses

Although GPUs are more powerful than CPUs, it is generally harder to
fully utilise a GPU, and there are certain applications where GPUs cannot
offer better performance than CPUs. GPUs require more fine-grained
parallelism than CPUs in order to scale well [9]. Additionally, the SIMT
programming model requires the programmer to write kernels such as to
prevent threads from the same warp to take different code paths.

On the other hand, communication within thread blocks on a GPU is
much cheaper than communication across cores on a CPU. GPUs are also
more power efficient, since the cores run at a lower clock speed.
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2.3 Quantifying performance

In order to reason about performance results, we need an understanding
of what performance we can expect. There is no shortage of studies
reporting substantial speedup when porting a CPU code to a GPU, and
while speedup is a highly relevant metric to the end user, it only tells us
the relative difference in performance. In principle, anyone can achieve
impressive speedup as long as the starting point is very poorly optimised.

The more interesting question is how fast we can make the code run on
the hardware at hand, and understand what is the current limiting factor to
higher performance. Lee et al.6 addressed in [33] what they called the “100x
GPU vs CPU speedup myth”, where researchers would take an existing
CPU code, port it to CUDA, and report speedup numbers ranging from
10x to 1000x. They demonstrated that for a range of common kernels, their
highly optimised code would perform only 2.5x faster on the GPU than
the CPU, which was more in line with the difference in peak performance
between the two compute devices.

The classic performance metric is the throughput of floating-point
operations per second (FLOPS). If a program requires O floating point
operations, and the system has a FLOPS rate of P, then the compute time T
has a lower bound

T ≥ Tcompute bound =
O
P

. (2.4)

We should stress that this lower bound may not be achievable if the
program has phases where the system is not fully utilised or if there are
other factors limiting performance.

Often overlooked is the memory bandwidth, the rate at which data can be
read from and written to memory. The relative performance gap between
the processing power (FLOPS) and memory speed has grown over the
past decades [23, 36], and while the caches of CPUs and GPUs attempt
to ameliorate this, performance for many applications is limited by the
memory bandwidth.

Consider for instance the simple “vector triad” kernel computing

a = b + c · d, (2.5)

where a, b, and d are vectors of length N and c is a scalar. The kernel
requires 2N FLOP, and unless N is small enough that the vectors fit in the
cache and are presently cached, the vectors b and d must be read from
memory, and a must be written to memory, amounting to a total memory
traffic of 3N · sizeof(double) = 24N B. The ratio of FLOP to data traffic is
called the computational intensity, and for this example it is

2N FLOP
24N B

=
1

12
FLOP/B ≈ 0.083 FLOP/B. (2.6)

6All authors were affiliated with Intel.
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Kernel Read : Write P100 V100

Copy 1:1 541 GB/s 859 GB/s
Mul 1:1 538 GB/s 855 GB/s
Add 2:1 554 GB/s 886 GB/s
Triad 2:1 551 GB/s 887 GB/s

Table 2.4: BabelStream bandwidth for the P100 and the V100. The second
column is the ratio of bytes read to bytes written.

We can compare this to the ratio between peak FLOPS and memory
bandwidth for the V100.

8.18 · 1012 FLOP
981 · 109 B

≈ 8.34 FLOP/B (2.7)

When the computational intensity of a kernel is greater than 8.34 FLOP/B,
the performance is compute bound (i.e. performance is limited by the
throughput of floating-point operations), and if computational intensity is
smaller than 8.34 FLOP/B, then the kernel is memory bound (performance is
limited by the memory bandwidth). It is evident that the “vector triad”
kernel is heavily memory bound, in fact it is often used to benchmark
memory bandwidth.

STREAM [49] is a popular memory bandwidth benchmark using a few
different kernels (including the vector triad) with varying ratios of read
and write operations. Although STREAM is a CPU code, its kernels are
easily translated to other architectures. Deakin et al. [15] implemented
the STREAM kernels using various APIs, including CUDA, and released
the code as BabelStream [5]. They showed that for many architectures,
the memory bandwidth achieved by STREAM falls short of the theoretical
memory bandwidth, and we will assume that the STREAM bandwidth as
measured with BabelStream is the best we can hope to achieve in our real-
world kernels. Let τ denote the memory traffic (i.e. the sum of bytes read
and written from/to memory) of our kernel7, and µ denote the memory
bandwidth as measured by STREAM, then the compute time T has a lower
bound due to memory bandwidth

T ≥ Tmemory bound =
τ

µ
. (2.8)

Table 2.4 lists the BabelStream bandwidth measurements obtained on
the P100 and the V100. Observe that the kernels with a higher read:write
ratio achieve slightly higher bandwidth than the kernels with symmetrical
memory accesses. 8

7We assume that the data size is too large to fit in cache, so that all memory accesses
must be served by main memory.

8The kernel for the cell model has a read:write ratio close to 1:1, while the diffusion
kernel has a read:write ratio ≥ 26:1.
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2.4 Optimising CUDA programs

Together, the lower bounds due to floating-point instruction throughput
(2.4) and memory bandwidth (2.8) form a solid fundament for performance
analysis, but to gain an understanding of CUDA kernel performance, we
must take a closer look at the CUDA execution model.

As mentioned in Section 2.2, the GPU aims to hide the latency of
memory accesses and arithmetic instructions by having enough threads
active. An SM can have at most 211 = 2048 resident threads9, and the
occupancy is the ratio of resident threads to this maximum. Keeping the
occupancy high is key to hiding latencies, but it is not the only way to do so.
Kernels with a high amount of instruction-level parallelism (ILP) can have
more instructions “in flight”, and require fewer threads to hide latencies.
Volkov [62] found that “hiding both arithmetic and memory latency at the
same time may require more warps than hiding either of them alone”.
Therefore, keeping a high occupancy is most important when the kernel
is close to being compute bound and close to being memory bound. Jia et
al. [29] reported the latency of FP64 ADD, MUL and FMA instructions to
be 8 clock cycles for both Pascal and Volta. Each SM has 32 FP64 cores,
so we would need to have at least 32 cores · 8 cycles/instruction = 256
independent FP64 instructions in flight on each SM in order to fully utilise
the FP64 cores.

A CUDA thread may use up to 255 registers (each register is 4 bytes),
but from Table 2.2 on page 9, we see that each SM only has 256 KiB

4 B = 216

registers, so if we have full occupancy, then each thread must use at most
216 registers per SM
211 threads per SM = 25 = 32 registers

thread . CUDA will try to fit as many thread
blocks as possible on an SM, but it must always assign the full thread block
to the same SM. If a kernel uses many registers, reducing the thread block
size might be necessary in order to have good resource utilisation. Consider
for instance a kernel using 140 registers. The SM has enough registers for

b 216 registers per SM
140 registers per threadc = 468 threads, but the thread block size must be a

multiple of the warp size, 32, so we can hope to have at most 448 resident
threads. If we choose a thread block size of 256, then the SM can only fit a
single thread block. Reducing the thread block size to 32 or 64, we can fit
448 threads onto each SM, increasing the occupancy from 28

211 = 1
8 = 0.125

to 448
2048 ≈ 0.22. Choosing a too small thread block size might also reduce

occupancy, since the Pascal and Volta SMs can have at most 32 resident
thread blocks10.

In order to make the most out of the memory bandwidth, we must
make our memory accesses as efficient as possible. Since the threads in
a warp execute concurrently, we want them to access a contiguous range of

9The maximum number of resident threads was lower for architectures preceding
Kepler.

10For these architectures, using a thread block size of 32 will limit the number of resident

threads to 32 · 32 = 1024, so kernels using fewer than 216 registers per SM
210 threads = 64 registers should

use a thread block size ≥ 211 threads per SM
25 thread blocks per SM = 64.
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memory addresses so that thread i accesses A[offset + i], where A is an
array of doubles. The GPU can then coalesce the 32 accesses of 8 bytes into
memory transactions of 32, 64 or 128 bytes [11]. If offset is a multiple of
32, two 128 byte transactions should suffice. If the threads in a warp instead
access memory in a non-contiguous manner, we might have to read/write
more data than we actually need, thus wasting memory bandwidth.

When a CUDA kernel is launched, it is associated with a stream. Kernels
in a stream are executed in the sequence they were added to the stream.
CUDA events can also be placed in streams, and when all kernels that were
added to the stream before the event, are done, the event changes state to
being complete. Events can also record the time at which they occurred,
and this way one can accurately measure the time taken to execute one
or more kernels. A CUDA kernel launch takes a few microseconds. On
the DGX-2, we observed launch overheads of around 7 µs. By queuing
up kernels in a stream before they are ready to execute, the kernel launch
overhead can be hidden. Using streams efficiently is important to keep the
GPU fully utilised, particularly when the kernels complete in milliseconds
or less.

2.5 Performance of non-primitive FP64 operations

So far, we have only looked at instruction and operation counts for ADD
and MUL and FMA. The CUDA profiler, nvprof, can separately count the
number of ADD, MUL, and FMA instructions in a kernel invocation. These
are the FP64 arithmetic instructions that are used at the hardware level, and
we will refer to all other FP64 operations as non-primitive.

In the kernels in Section 3.4 and Chapter 5, we use floating-point
division, and the exponential and logarithmic functions. Whereas exp(x)
and log(x) are translated into ADD, MUL, and FMA instructions in the
PTX assembly code11, floating-point division is an instruction in PTX. We
can easily find the cost of exp(x) and log(x) by simply counting the
ADD, MUL and FMA instructions in the PTX code12, while the situation
is more complicated for division. The PTX FP64 division instruction seems
to compile into machine code that uses branching, and we found that the
number of instructions used depended on the value of the operands. For
the values a, b where a

b is defined (we exclude b = 0 and infinities), we
observed (using nvprof to count FP64 instructions) that division required
5 FMA instructions and 1 MUL instruction. However, 0

2 required 10 FMA
instructions and 5 MUL instructions. We believe it is reasonable to estimate
the cost of a division to be at least 1 MUL and 5 FMA. These instruction
counts are collected in Table 2.5 on the following page.

11PTX is the instruction set that CUDA code compiles down to.
12We also counted them with nvprof for verification.
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Non-primitive operation ADD MUL FMA

FP64 division 0 1 5
FP64 exp(x) 1 0 14
FP64 log(x) 8 4 16

Table 2.5: ADD, MUL and FMA instructions required to perform non-
primitive FP64 operations.

2.6 Overview of the systems used for benchmarking

2.6.1 DGX-2

NVIDIA’s DGX-2 system [16] is a 10 kW dual-socket node configured with
16 V100 GPUs, all connected via NVLink switches. Each of the two sockets
is configured with an Intel Xeon Platinum 8168 24C/48T CPU 13 running at
a base clock of 2.7 GHz and six memory channels operating at 2666 MT/s.
The system has a total of 1.5 TB host/system memory and 512 GB GPU
memory. We measured the host memory bandwidth, µDGX-2 CPUs, to be
140 GB/s for the triad kernel from STREAM.

Each CPU core has 2 AVX-512 vector units, each of which can
throughput 1 FMA instruction on a 512-bit vector with 8 FP64 values (this
instruction performs 2 · 8 = 16 FLOP), yielding a peak FP64 throughput of

PDGX-2 CPUs = 2 sockets · 24 cores/socket · 2 instructions/core/cycle

· 16 FLOP/instruction · 2.7 · 109 cycles/second (2.9)
≈ 2.073 TFLOPS. (2.10)

Meanwhile, the combined peak FP64 throughput for all 16 GPUs,
PDGX-2 GPUs, is simply 16 times the peak FP64 throughput per GPU, listed in
Table 2.2 (8.18 TFLOPS). The combined memory bandwidth, µDGX-2 GPUs, is
computed in the same way, but using the triad kernel bandwidth as meas-
ured by BabelStream in Table 2.4 (887 GB/s).

PDGX-2 GPUs = 16 · 8.18 TFLOPS = 130.88 TFLOPS (2.11)
µDGX-2 GPUs = 16 · 887 GB/s = 14 192 GB/s (2.12)

Table 2.6 shows the proportion of total FP64 throughput and memory
bandwidth for the CPUs and GPUs. The CPUs account for only 1% of the
total memory bandwidth, and a mere 0.6% of the FP64 throughput.

All GPUs have direct peer-to-peer (P2P) access via NVLink. Using
p2pBandwidthLatencyTest from the CUDA samples [13], we measured
the P2P latency to be 2.3 µs, and the unidirectional and bidirectional P2P
bandwidths to be 144 GB/s and 265 GB/s. The NVSwitch is connected to
both sockets with 16-lane PCI Express 3.0. The GPU topology of the DGX-2
is shown in Figure 2.4.

13https://ark.intel.com/content/www/us/en/ark/products/120504/
intel-xeon-platinum-8168-processor-33m-cache-2-70-ghz.html
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FP64 throughput Memory bandwidth

Device type TFLOPS Ratio of total GB/s Ratio of total

CPUs 2.07 0.016 140 0.010
GPUs 130.88 0.984 14192 0.990
Total 132.95 1.000 14332 1.000

Table 2.6: Total FP64 throughput and memory bandwidth of the CPUs and
GPUs in the DGX-2.

NVSwitch

GPU 0

GPU 1

GPU 2

GPU 3 GPU 4

GPU 5

GPU 6

GPU 7

GPU 8

GPU 9

GPU 10

GPU 11GPU 12

GPU 13

GPU 14

GPU 15

Figure 2.4: The GPU topology of the DGX-2. All GPUs have full 265 GB/s
bidirectional bandwidth to the NVSwitch.

2.6.2 bigfacet

bigfacet is a custom dual-socket system, equipped with 8 P100 GPUs
connected via PCI Express. On the CPU side, the server is arguably under-
specced with a measly Intel Xeon E5-2620 v4 8C/16T CPU 14 per socket,
running at a base clock of 2.1 GHz. Both sockets are configured with quad-
channel memory running at 2133 MT/s. We measured the host memory
bandwidth, µbigfacet CPUs, to be 72 GB/s for the triad kernel from STREAM.

As the CPU is based on Intel’s Broadwell architecture, it does not
support AVX-512, and it can only throughput 8 FLOP per core per cycle,

14https://ark.intel.com/content/www/us/en/ark/products/92986/
intel-xeon-processor-e5-2620-v4-20m-cache-2-10-ghz.html
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using FMA instructions on 256-bit vectors.

Pbigfacet CPUs = 2 sockets · 8 cores/socket · 1 instructions/core/cycle

· 8 FLOP/instruction · 2.1 · 109 cycles/second (2.13)
= 268.8 GFLOPS. (2.14)

As with the DGX-2, the combined peak FP64 throughput for all 8 GPUs,
Pbigfacet GPUs, is simply 8 times the peak FP64 throughput per GPU, listed
in Table 2.2 (4.76 TFLOPS). Likewise, the combined memory bandwidth,
µbigfacet GPUs, is computed using the triad kernel bandwidth as measured
by BabelStream in Table 2.4 (551 GB/s).

Pbigfacet GPUs = 8 · 4.76 TFLOPS = 38.08 TFLOPS (2.15)

µbigfacet GPUs = 8 · 551 GB/s = 4408 GB/s (2.16)

Table 2.7 shows the proportion of total FP64 throughput and memory
bandwidth for the CPUs and GPUs. The CPUs account for only 1.6% of
the total memory bandwidth, and a meagre 0.7% of the FP64 throughput.

FP64 throughput Memory bandwidth

Device type TFLOPS Ratio of total GB/s Ratio of total

CPUs 0.27 0.007 72 0.016
GPUs 38.08 0.993 4408 0.984
Total 38.35 1.000 4480 1.000

Table 2.7: Total FP64 throughput and memory bandwidth of the CPUs and
GPUs in bigfacet.

The GPUs are divided evenly between the two nodes. GPU 0–3 on
socket 0 have P2P access to each other, and likewise GPU 4–7 on socket
1 also have P2P access to each other. The PCIe topology for each socket
has a tree structure as shown in Figure 2.5 on the next page. The latency
between GPUs on different sockets was measured to be around 12 µs, while
P2P latency was around 2 µs. Bidirectional P2P bandwidth was around 25
GB/s for GPUs that were directly connected to the same PCIe switch, while
bandwidth between GPUs on the same socket traversing multiple PCIe
switches was around 19 GB/s, and bandwidth between GPUs on different
sockets was around 18 GB/s. Note that the double 8 GT/s QPI links limit
the total bidirectional inter-socket bandwidth to

8 GT/s · 2 bytes/transfer/link · 2 links = 32 GB/s. (2.17)
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QPI link (32 GB/s bidirectional bandwidth)

Socket 0

PCIe switch

GPU 0 GPU 1

PCIe switch

GPU 2 GPU 3

Socket 1

PCIe switch

GPU 4 GPU 5

PCIe switch

GPU 6 GPU 7

Figure 2.5: The PCIe topology of bigfacet
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Chapter 3

Numerical methods

3.1 Monodomain model

A popular model for describing the electrical activity in the heart is
the monodomain model [10]. Sundnes et al. [53] uses the following
formulation of the monodomain model

λ

1 + λ
∇ · (Mi∇v) = χCm

∂v
∂t

+ χIion (3.1)

n · (Mi∇v) = 0, (3.2)

where Mi is the conductivity tensor for the intracellular domain, λ is the
conductivity ratio of the extracellular domain to the intracellular domain
(it is assumed that Me = λMi), v is the transmembrane potential, χ is the
ratio of the cell membrane area to the cell membrane volume, and Cm is the
capacitance of the cell membrane.

By the use of operator splitting, the monodomain model can be split
into two subproblems:

∂v
∂t

=
λ

1 + λ
∇ · (M̂i∇v) (3.3)

∂v
∂t

= −χIion(v, s) (3.4)

With Godunov splitting, we alternatingly solve a single time step of
(3.3) and (3.4) feeding the output of one in as input to the other. This is
described in more detail in Algorithm 1. The Godunov splitting method
is first-order accurate in time [53], as is the method we will be using for
solving (3.3).

3.2 A finite volume method for the diffusion equation

For solving the diffusion part of the monodomain model (3.3), we use
an explicit cell-centred finite volume method for unstructured tetrahedral
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Algorithm 1 Solving the monodomain model with Godunov splitting

1: Allocate the arrays vA, vB, and s.
2: Initialise vA and s according to the initial condition.
3: for each time step n do
4: Solve (3.3) from tn to tn+1 using v(tn) = vA and storing the solution

v(tn+1) in vB.
5: Solve (3.4) from tn to tn+1 using v(tn) = vB and s(tn) = s, and

storing the solution v(tn+1) in vA and s(tn+1) in s.
6: end for

meshes 1. For each tetrahedron, the value at the next time step depends
on the four direct neighbours as well as the 12 second-order neighbours.
We denote the set of direct and second-order neighbours of tetrahedron i
by Ni. Note that |Ni| ≤ 16, as some of the second-order neighbours can
coincide, and there are also fewer neighbours along the mesh boundary.

The update formula for each tetrahedron uses a forward difference in
time, reading

vn+1
i = vn

i + ∆t ∑
j∈Ni

αij(vn
j − vn

i ). (3.5)

Note that a property of the method is that αij may be negative. To avoid
instability, ∆t is chosen to satisfy

∆t <
1

∑j∈Ni
|αij|

for all i. (3.6)

Let A be a matrix where its elements aij are defined by

aij =





∆tαij j ∈ Ni

1− ∆t ∑k∈Ni
αik j = i

0 otherwise

. (3.7)

We can now rewrite (3.5) as

vn+1
i = aiivn

i + ∑
j∈Ni

aijvn
j . (3.8)

This update formula can be expressed in terms of a sparse matrix-vector
multiplication

vn+1 = Avn, (3.9)

where vn and vn+1 are vectors with the transmembrane potential of the
tetrahedra at the current and the next time step, respectively.

1While this method has been used in a study by Langguth et al. [32], the method itself
has yet to be published, and we therefore do not go into further details on how the weights
αij are calculated.
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3.2.1 Convergence

The diffusion equation on a unit cube with no-flow boundary conditions
and corners given by the cartesian product {0, 1} × {0, 1} × {0, 1}, has an
analytical solution

u(t, x, y, z) = e−3·(2π)2t cos(2πx) cos(2πy) cos(2πz). (3.10)

We use the tetrahedral mesh generator TetGen [54] to generate meshes
for the unit cube with varying contraints on the maximum volume of any
tetrahedron to obtain meshes where the number of tetrahedra span from a
few hundred to a couple of million.

Figure 3.1: Unit cube mesh with 5047 tetrahedra initialised with (3.10) and
t = 0.

The mesh is initialised by setting the transmembrane potential of each
tetrahedron to (3.10) at t = 0, using its centroid coordinates for x, y, z.
Figure 3.1 shows this initial condition on a unit cube mesh. Then we
simulate up to t = 1 and compare the numerical solution to the analytical
solution given by (3.10) using an error defined as

E(u, v) =
√

∑i(Vi(ui − vi))2
√

∑i(Viui)2
, (3.11)

where Vi is the volume of tetrahedron i. By repeating this for multiple mesh
resolutions (and ∆x), we can demonstrate experimentally that the method
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is O(∆x2 + f (∆t)). While we know that the method uses a simple forward
difference in time and should therefore be first-order accurate in time, it
is difficult to demonstrate this experimentally as ∆t must be small enough
to make the method stable, and we did not see any benefits from further
reducing ∆t below its stable limit.

10−2 10−1

4

4.5

5

5.5

6

6.5

7

∆x

E
/

∆
x2

Figure 3.2: Convergence of the FVM scheme with varying ∆x. E
∆x2 at t = 1

is plotted on the y axis, where E is the error given by (3.11).

To estimate ∆x we have used that the volume of a regular tetrahedron
with edge lengths h is V = h3

6
√

2
. Our unit cube has V = 1, so the mean

volume of a tetrahedron would be 1
N , where N is the number of tetrahedra

in the mesh, and so

∆x ≈
3

√
6
√

2
N

. (3.12)

Figure 3.2 shows the error divided by the typical side length, ∆x,
squared. Keeping in mind the values on the y axis, we see that the E

∆x2 is
fairly constant 2 which indicates that the scheme is second-order accurate
in space.

The values plotted in Figure 3.2 are also listed in Table 3.1 on the next
page. We can estimate the order of convergence p between Na = 671 and
Nb = 3995489 by

p ≈ ln(E(Nb))− ln(E(Na))

ln(∆x(Nb))− ln(∆x(Na))
=
−7.3− (−0.99)
−4.4− (−1.5)

≈ 2.18. (3.13)

2We do see some variation which we attribute to variations in the mesh quality.
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N ∆x ∆t E ln(E) ln(∆x)

671 0.23 0.043 0.37 -0.99 -1.5
1339 0.19 0.021 0.19 -1.7 -1.7
5047 0.12 0.01 0.071 -2.6 -2.1

19505 0.076 0.0021 0.027 -3.6 -2.6
68368 0.050 0.0013 0.011 -4.6 -3

262009 0.032 0.00045 0.0042 -5.5 -3.4
1024286 0.020 9.4 · 10−5 0.0017 -6.4 -3.9
3995489 0.013 6.4 · 10−5 0.00066 -7.3 -4.4

Table 3.1: Characteristics for the unit cube meshes. N is the number of
tetrahedra, ∆x is the typical side length as defined by (3.12), ∆t is the largest
value satisfying (3.6), E is the error is given by (3.11)

Again, we cannot expect to observe an order of convergence exactly equal
to 2 since the mesh quality varies slightly, and the order of convergence
applies when ∆x → 0, but we can conclude that the method is second-
order accurate in space.

3.3 Cell model

The reaction term in the monodomain model (3.4), Iion(v, s), is described
by a cell model for the cardiac tissue. The model for ventricular tissue
proposed by Ten Tusscher et al. in 2004 [59] and later revised in 2006 [58],
which we will refer to as TT06, is a popular choice. It strikes a balance
between computational cost and physiological accuracy. Due to its
widespread use, TT06 was chosen as the cell model for the simulations
carried out in this thesis.

The cell model is expressed as a system of ordinary differential
equations (ODEs), where each ODE corresponds to a state variable. Some
parts of the model may differ based on the cardiac cell type we are
modelling, for instance, the cell model typically has a number of prescribed
parameters that are constant for each cell type.

TT06 has 19 state variables and 3 distinct cell types; endocardial,
epicardial, and myocardial (often abbreviated M) cells. For the most part,
all cell types share the same code path, except for some expressions for the
s gate, where endocardial cells take one code path, and epicardial and M
cells take the other code path. We investigate the performance impact of
the differing code paths in Chapter 5. A complete specification of TT06 is
given in Appendix A.

3.3.1 Representations of cell models – CellML and Gotran

Modern cell models are often quite complicated, as evidenced by the sheer
length of Appendix A (8 pages). CellML [14] is a popular XML-based file
format for representing cell models. The CellML Model Repository [7] has
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Figure 3.3: Transmembrane potential for the three cell types in TT06. A
stimulus is applied during the interval [1 ms, 2 ms].

an extensive collection of cell models for use in electrophysiology, which
simplifies the implementation and verification of a new cell model greatly.

Gotran [22] is a code generator capable of transforming a CellML
file into functions solving the cell model. Gotran can generate code
in a variety of languages, including C, CUDA and Python, and in
addition to generating an rhs function for evaluating u′(t), it can also
generate solver functions implementing a selection of first-order methods3.
Instead of translating directly from CellML to solver code, Gotran uses an
intermediate .ode file to specify the cell model.

We will be using Gotran to automatically generate CUDA kernels
solving the TT06 cell model, basing our implementaton on the CellML files
for the endo [1], epi [2], and M [3] cell types. In the next section (Section
3.4) we compare numerical schemes for solving TT06, and then we apply
hand-optimisations to the auto-generated CUDA kernel in Chapter 5.

3.4 Explicit schemes for cell models

The cell models we consider in this thesis are on the form

u′(t) = f (u(t)), u(t0) = u0, (3.14)

where u(t) is a vector containing the model’s state variables, and u0 is a
vector with the prescribed initial values for the state variables.

3If one wishes to use higher-order methods, the rhs function generated by Gotran can
be used with GOSS [21] to implement many popular higher-order methods.
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When choosing a numerical scheme for solving such a system of ODEs,
we are particularly concerned with the order of accuracy, the stability criteria,
and the computational cost of the scheme:

The order of accuracy, describes how the error grows as a function of the
time step and is written on the form O(p(∆t)).

Some schemes can exhibit fluctuations where the error grows rapidly
until ±∞ is reached. Such schemes are unstable, and in some cases it is
possible to derive a set of conditions under which the scheme is guaranteed
to be stable, in which case it is conditionally unstable. Typically, the scheme
can produce stable solutions if ∆t set to a sufficiently small value.

Finally, we must also consider the computational cost per time step.
The optimal scheme would be the one that minimises time to solution with
a given error bound.

3.4.1 Overview of the tested schemes

In order to derive a numerical scheme to approximate u(t) when we
only know u′(t) = f (t), we make use of its Taylor series. An infinitely
differentiable function g(x) can be written as the Taylor series

g(a + h) =
∞

∑
n=0

g(n)(a)
n!

hn, (3.15)

which approximates g around the point a. This approximation tends to the
exact solution as |h| tends to zero.

Substituting u(t), ti, and ∆t for g(x), a, and h, respectively, in (3.15), and
truncating the terms for n ≥ 2 yields the forward Euler scheme

u(ti + ∆t) ≈ u(ti) + ∆t · u′(ti). (3.16)

This scheme is explicit, since all expressions on the right-hand side of
the equation are known, and it is first-order accurate, i.e. O(∆t) 4.

Many cell models are known to be stiff [52], meaning that even small
errors in the numerical approximation, can lead to a very different solution
than the one that is sought. While it is possible to obtain a solution to stiff
problems as long as ∆t is chosen to be sufficiently small, there are numerical
methods that aim to handle stiffness better.

Rush and Larsen proposed in [47] a scheme where the gate variables
of the cell model are integrated with an exponential integrator. These gate
variables are modelled by equations on the form

dw
dt

=
f (V)− w

g(V)
(3.17)

where f and g are nonlinear functions of the transmembrane potential V.
The rationale of the Rush–Larsen method is to assume V being constant in

4The local truncation error (for a single step) isO(∆t2), while the global truncation error
when taking N steps of length ∆t = b−a

N over the time domain [a, b] will be O(∆t2 · N) =

O(∆t2 · b−a
∆t ) = O(∆t).

25



time during the time step. If so, then (3.17) on the previous page becomes
linear, and can be rewritten as

dw
dt

= W − αw, (3.18)

where α = 1
g(V)

and W = f (V)
g(V)

are assumed to be constant in time. (3.18)
has the analytical solution

w(t) = Ce−αt +
W
α

, (3.19)

where C must be chosen to satisfy some initial condition. If we require
w(ti) = wi, then we obtain

C =
wi − W

α

e−αti
, (3.20)

which inserted into (3.19) yields

w(ti + ∆t) =
(

w(ti)−
W
α

)
e−α∆t +

W
α

. (3.21)

The Rush–Larsen scheme uses (3.21) for the gate variables, and (3.16) for
the non-gate variables, and the method is O(∆t) [52].

While the Rush–Larsen scheme does permit a larger ∆t than the
forward Euler scheme when the stiffness of the ODEs lies in the gate
variables, there are also cell models with stiff non-gate variables [37]. First-
and second-order accurate generalisations of the Rush–Larsen scheme
were proposed by Sundnes et al. in [52], where exponential integrators
are used for all state variables. We will refer to these as GRL1 and GRL2,
respectively. A more recent study by Marsh et al. [37] suggests using
exponential integrators only for the state variables that are known to be
stiff, while the remaining state variables are solved for using the forward
Euler scheme. Marsh et al. refers to this method as GRL1/FE, but we will
refer to it as the lightweight Rush–Larsen (LRL) method. For TT06, the
m gate is the only stiff state variable, so this method is just slightly more
expensive than FE. The same scheme was described by Mirin et al. in [40].

Although a number of higher-order methods for cell models have been
proposed (see e.g. [19, 52]), we only consider first-order methods in this
thesis. Since the method used for the PDE, as well as the Godunov operator
splitting method, are both first-order accurate in time, there is no benefit in
using a higher-order method for solving the cell model as the global error
will still be O(∆t) [53].

3.4.2 Comparing the schemes

The tested methods are forward Euler (FE), Rush–Larsen (RL), first-
order accurate generalised Rush–Larsen (GRL1) and the method using an
exponential integrator for the stiff m gate and FE for the remaining state
variables (LRL). We apply a stimulus during the interval [1 ms, 2 ms] in all
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simulations in this section. The kernels for FE and GRL1 were generated
automatically using Gotran (see Section 3.3.1) and then patched by hand
to load the cell model parameters from constant memory. LRL and RL are
both hybrids of FE and GRL1, and so these kernels were put together by
copying code from the FE and GRL1 kernels.

We will first investigate what ∆t the schemes require in order to
produce a stable and sufficiently accurate solution, and then we compare
the computational cost and time to solution for the schemes.

Accuracy

A comparison of the schemes simulating a full heartbeat in an endocardial
cell 5 using ∆t = 20 µs is given in Figure 3.4a. The reference solution
was computed with ∆t = 0.0001 ms using the GRL1 scheme. At this
scale, the approximations are virtually indistinguishable, except for the
overshoot following the upstroke around 2 ms. Figure 3.4b shows that the
approximations have a slight delay to the upstroke, and they overshoot the
reference solution following the upstroke.

The error in the transmembrane potential over the interval [0 ms, 10 ms]
is plotted in Figure 3.5. Observe that the delayed upstroke leads to a large
error around 2 ms. RL has the largest overshoot, while LRL and GRL1 are
of comparable quality.

To quantify the convergence rates, we use the relative root-mean-square
(RRMS) norm given by

∥∥∥e(k)
∥∥∥

RRMS
=

√√√√√∑N
i=1

(
v(k)i − vref

i

)2

∑N
i=1
(
vref

i

)2 , (3.22)

where N is the number of time steps.
Table 3.2 on page 30 shows the convergence rates on the interval

[0 ms, 10 ms]. All methods can be seen to be first-order accurate. FE
requires a time step of around 2 µs to be stable, but when it is stable it does
perform well. LRL is stable up to ∆t = 125 µs, and at that time step the
errors are getting quite large. RL and GRL1 are producing similar errors
while being stable all the way up to ∆t = 500 µs. This extended range
of stability is arguably not useful when the errors are becoming colossal.
The table demonstrates that LRL is no less accurate than RL and GRL1 for
∆t < 125 µs.

Performance

While the difference in accuracy for the LRL, RL, and GRL1 schemes is
marginal, the exponential integrators require extra exp() calls which are
costly. We use the CUDA profiler, nvprof, to count the number FP64 ADD,
MUL and FMA instructions executed by the different kernels. As we shall

5We use the endocardial cell type for these comparisons, since it is the stiffest of the three
cell types in TT06 [37].
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Figure 3.4: Comparison of the cell model schemes with ∆t = 0.02 ms.
The reference solution is computed with ∆t = 0.0001 ms using the GRL1
scheme.
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Figure 3.5: Error for the cell model schemes with ∆t = 0.02 ms. The
reference solution is computed with ∆t = 0.0001 ms using the GRL1
scheme.

see in Chapter 5, the kernel has multiple code paths due to branching, but
to demonstrate the relative differences in instructions for the schemes, it is
sufficient to study a single code path, as long as we ensure that all kernels
take the same code path.

Table 3.3 on the next page shows that LRL merely requires 29 extra FP64
instructions compared to FE, while RL and GRL require an additional 348
and 1135 instructions respectively, compared to FE. We should note that
reducing the number of floating-point instructions will be futile if the main
limiting factor is the memory bandwidth. Register use directly affects the
occupancy the kernel can achieve, and we see that GRL1 uses 238 registers,
while the remaining schemes need only 122 registers.

The time to solution for the schemes is given in Table 3.4. Note that
FE uses ∆t = 2 µs because that is the largest stable time step, while the
remaining schemes use ∆t = 20 µs, which we found to strike a good
compromise between accuracy and performance. LRL has the shortest time
to solution, with RL being about 20% slower. GRL1 takes almost twice as
long as LRL, while FE is almost 10 times slower than LRL.

As we have shown LRL to be the fastest scheme, while being
comparable in accuracy to RL and GRL1, LRL is used for all of the
simulations in the rest of this thesis.
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∆t (ms) FE LRL RL GRL1

2−1 = 0.5 71.05% 55.11%
2−2 = 0.25 41.63% 32.62%
2−3 = 0.125 18.50% 21.63% 18.35%
2−4 = 0.0625 9.07% 10.53% 9.69%
2−5 = 0.03125 4.54% 5.18% 4.95%
2−6 = 0.015625 2.27% 2.57% 2.49%
2−7 = 0.0078125 1.13% 1.27% 1.25%
2−8 = 0.00390625 0.56% 0.63% 0.62%
2−9 = 0.00195312 0.23% 0.28% 0.31% 0.31%
2−10 = 0.000976562 0.11% 0.14% 0.15% 0.16%
2−11 = 0.000488281 0.05% 0.06% 0.07% 0.07%
2−12 = 0.000244141 0.03% 0.03% 0.04% 0.03%

Table 3.2: Convergence rates for the schemes using the RRMS error (3.22)
on page 27 over the interval [0 ms, 10 ms]. The reference solution was
computed with ∆t = 6.1 · 10−5 ms using the GRL1 scheme. The empty
entries indicate that the method failed to produce a stable solution with the
given time step.

Instructions FE LRL RL GRL1

FP64 ADD 204 207 240 346
FP64 MUL 235 238 271 518
FP64 FMA 1282 1305 1558 1992
FP64 instructions 1721 1750 2069 2856
FP64 FLOPS 3003 3055 3267 4848
Registers used 122 122 122 238

Table 3.3: FP64 instruction count per time step per cell for the schemes
using the endocardial cell type. FP64 instructions is the sum of ADD, MUL
and FMA, while FP64 FLOPS is ADD + MUL + 2 · FMA.

FE LRL RL GRL1

∆t (ms) 0.002 0.02 0.02 0.02
N 500 000 50 000 50 000 50 000
P100: Time per step (ms) 10.65 10.88 13.09 21.31
P100: Time to solution (s) 5323 544 655 1065
V100: Time per step (ms) 5.95 5.97 7.27 11.86
V100: Time to solution (s) 2976 298 364 593

Table 3.4: Time to solution for the cell model schemes over the domain
[0 ms, 1000 ms] with 107 cells.
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Chapter 4

Optimisations for the diffusion
kernel

The scheme for solving the PDE (3.3) governing the diffusion process of the
monodomain model, described in Section 3.2, requires performing a sparse
matrix-vector multiplication (SpMV) at every time step.

The voltages at the next time step vn+1 are given by

vn+1 = Zvn, (4.1)

where vn is the voltage vector for the current time step, and Z is a sparse
matrix with 1 diagonal and up to 16 non-zero off-diagonal elements on each
row. We will refer to the number of (non-zero) off-diagonal entries of a row
as the row length, and we will let N denote the number of tetrahedra. On
the meshes we tested, we found that the average row length was around
14.5. Figure 4.1 shows the mean distribution of row lengths in the matrices
generated for 30 different heart meshes.

It is useful to consider how the matrix Z relates to the unstructured
tetrahedral mesh. Let the neighbourhood of tetrahedron i, Ni, be the set
containing the direct (first-order) and second-order neighbours. There
is a one-to-one mapping between the each element of Ni and each non-
diagonal element of row i in Z, so |Ni| is the row length of row i. The
tetrahedra on the mesh boundary will have a smaller neighbourhood, and
therefore a shorter row length compared to the interior tetrahedra.

4.1 Representation of the matrix

There are multiple formats for storing sparse matrices. Langguth et al.
described in [32] how Lynx stores the (dense) diagonal in a separate array,
while the non-diagonal elements were stored in the ELLPACK format [24],
with 16 entries per row (some of which may be zero). The matrix is
represented by three arrays: A double array, D, of length N for the
diagonal, a double array, A, of length 16N containing the values of the
matrix entries, and an integer array, I, containing the column for each
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Figure 4.1: Mean distribution of row lengths in Z for 30 meshes.

element. To illustrate the ELLPACK format, we consider a smaller 5 × 5
matrix. 1 Suppose we have a sparse matrix

Z =




0.2 0.5 0.3
1

0.1 0.5 0.4
0.3 0.7

0.6 0.3 0.1




, (4.2)

with at maximum of two (non-zero) non-diagonal entries per row. Then we
would represent Z as

D =




0.2
1

0.5
0.7
0.1




A =




0.5 0.3
0 0

0.1 0.4
0.3 0
0.6 0.3




I =




3 4
0 0
0 3
1 0
0 2




, (4.3)

where the grey entries are not used for the representation of Z. The unused
entries in A are set to 0, so that they do not affect the sum. The unused
entries in I can be set to any valid index ∈ [0, N). Note that we lay out A
and I in row-major order in memory, and we use 0-based numbering like
C and CUDA.

1Using a 17× 17 matrix would take up an excessive amount of space.
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If N > 232 − 1, exceeding the maximum representable value for an
unsigned 32-bit integer, then I would have to use a 64-bit integer type. The
meshes we will be working with are far below that limit, and we therefore
use 32-bit integers for I. The memory footprint of Z stored in the ELLPACK
format is thus

Zsize = Isize + Asize + Dsize (4.4)
Zsize = (16 · (sizeof(int) + sizeof(double)) + sizeof(double)) N

(4.5)

Zsize = 200N B. (4.6)

We could store Z in fewer bytes by using the compressed sparse row (CSR)
format. In the CSR format, the elements are laid out in row-major order,
and an array with the offset to the start of every row, rowoffset, is stored
together with the column, col, and value, val, for every non-zero element.
We could still keep the diagonal separate from the rest of the matrix, and
then the memory footprint of the non-diagonal elements using CSR would
be

rowoffsetsize = N · sizeof(int) (4.7)
colsize = NNZ · sizeof(int) (4.8)
valsize = NNZ · sizeof(double) (4.9)

ZCSR
size = Dsize + rowoffsetsize + colsize + valsize (4.10)

where NNZ is the number of non-zero entries, which we can approximate
as NNZ ≈ 14.5 ·N. Using this approximation, we can find the approximate
memory footprint of Z in the CSR format as

ZCSR
size = Dsize + rowoffsetsize + colsize + valsize (4.11)

= (N + NNZ) · (sizeof(int) + sizeof(double)) (4.12)
≈ 186N B. (4.13)

Although CSR is slightly more space efficient than ELLPACK, the draw-
back is that it is difficult to implement SpMV efficiently on GPUs when
using the CSR format due to the variable row lengths [6].

4.2 Performance bounds

4.2.1 Floating-point instructions

From Algorithm 2, we see that for each row we need 1 MUL and 16 FMA
instructions, amounting to a total of 17 FP64 instructions per row. The
lower bound on the time per diffusion step due to the throughput of FP64
instructions, P, is then

TD
compute bound =

17N
P

. (4.14)
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Algorithm 2 Diffusion forward step

procedure DIFFUSION_STEP(D, I, A, vn, vn+1)
for each tetrahedron i do

s← Di · vn
i

for j← 0, 15 do
c← Iij
s← s + Aij · vn

c
end for
vn+1

i ← s
end for

end procedure

4.2.2 Memory bandwidth

Each entry in Z must be read once to compute the next time step. The data
traffic due to Z, τZ, is thus

τZ = Zsize (4.15)

The voltage of each tetrahedron is read once for each member of its
neighbourhood, and once when computing its new voltage, which is
written to the voltage array for the next time step. The memory traffic for
the voltage array at time tn+1, τvn+1 , is simply the size of the voltage array
vsize, since it is written once. The memory traffic for the voltage array at
time tn, τvn , is harder to estimate. In the best case, we could have perfect
caching of vn so that each value need only be read from memory once, and
in the worst case, we have to read each value 17 times.

vsize = N · sizeof(double) = 8N B (4.16)

τvn ≥ τmin
vn = vsize (4.17)

τvn+1 = vsize. (4.18)

The minimum data traffic per time step becomes

τmin
D = τZ + τmin

vn + τvn+1 (4.19)
= Zsize + vsize + vsize (4.20)
= (200 + 8 + 8)N B = 216N B (4.21)

which yields a lower bound on the time per diffusion step due to memory
bandwidth, µ,

TD
memory bound =

τmin
D
µ

(4.22)

=
τZ + τmin

vn + τvn+1

µ
(4.23)

=
216N B

µ
. (4.24)
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The time per diffusion step, TD, is then bounded by the maximum of
the compute bound (4.14) and the memory bound (4.24).

TD ≥ max
(

TD
compute bound, TD

memory bound
)

(4.25)

≥ max
(

17N
P

,
216N

µ

)
(4.26)

The computational intensity of the diffusion kernel has an upper bound

I ≤ 1 + 2 · 16 FLOP
216 B

≈ 0.153 FLOP/B, (4.27)

while we saw in Section 2.3 that kernels with a computational intensity
greater than 8.34 FLOP/B would be compute bound on the V100. In other
words, the diffusion kernel is heavily memory bound.

4.2.3 Worst-case performance

As discussed above, the elements of vn will in the worst case have to be
fetched from memory each of the 17 times they are accessed. However, this
does not mean that τmax

vn = 17vsize. We will have to read at least 32 bytes2,
even though we may only need 8 bytes. The 32 bytes are read into a sector
of a cache line. Note that cache lines work differently on NVIDIA GPUs
than on CPUs. Cache lines on the P100 are 128 bytes, but they are updated
at a granularity of 32 bytes [12].

In the worst case, we never manage to reuse the data in the rest of the
32 B cache line sector, resulting in a memory traffic of

τmax
vn = 17 · 32N B = 544N B. (4.28)

Clearly, we will be reading a lot more data from memory in the worst
case than in the best case, and we should strive for getting the most out of
the available memory bandwidth in this memory bound kernel.

4.3 Optimisations

4.3.1 Block-transposing the matrix

When mapping the SpMV operation to threads, we let each thread
treat a single row of the matrix, as shown in Algorithm 2, but each
row is contiguous in memory, so this would lead to strided memory
accesses within each warp. Listing 1 shows a naïve implementation with
strided memory accesses for the matrix. Langguth et al. [32] studied the
performance for two variants of this kernel for an older incarnation of Lynx,
which only used the 4 direct neighbours, leading to a matrix with at most
4 off-diagonal elements per row. One of these kernels reads blocks of the
matrix into shared memory using coalesced memory accesses, and then

2As stated in Section 2.4, CUDA memory transactions must be either 32, 64 or 128 bytes.
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accesses the shared memory array with a stride. Lynx has since gained
a new kernel variant, which assumes that blocks of the matrix are stored
transposed in memory, so that there is no need to use shared memory
except for the initial transposition, which only need to be performed once
as a part of the data structure setup process.

For both A and I, blocks of size 32× 16 are transposed to 16× 32, so
that a full warp access a contiguous memory segment of corresponding to
the same column of the untransposed block.

__global__ void diffusion_kernel_naive(
double *D, int *I, double *A, const double *__restrict V,
double *newV, int start_row, int max_row, int V_index_offset)

{
int row = blockIdx.x * blockDim.x + threadIdx.x + start_row;

unsigned int i = row * PDE_MATRIX_COLUMNS;
if (row < max_row) {

double s = D[row] * V[row + V_index_offset];
for (int j = 0; j < 16; j++) {

int col = I[i + j];
s += A[i + j] * V[col];

}
newV[row + V_index_offset] = s;

}
}

Listing 1: Naïve implementation of the diffusion kernel with strided
memory accesses of A and I. V and newV correspond to vn and vn+1.

The diffusion kernel for the pretransposed matrix is given in Listing
2. The variable rows_to_treat is used to handle cases where the total
number of rows is not a multiple of 32. The kernel also has some additional
parameters start_row, max_row, and V_index_offset, which are needed
when we later apply partitioning, but for now we can assume their values
to be 0, N, and 0, respectively. V and newV correspond to vn and vn+1. Four
variables are used to accumulate the sum to allow for increased ILP with
more independent memory accesses.

Being written for the Kepler architecture, the kernel had some room for
improvement. We used the intrinsic function __ldcs3 to make CUDA use
cache streaming memory accesses for A and I, which explicitly tells the GPU
that we do not want these values to remain in cache after they have been
successfully read. Since the elements of A and I are used only once per
step, there is no potential for reusing their values, and therefore no benefit
in caching these arrays. The use of cache streaming loads should leave
more of the L1 and L2 caches free to be used for caching vn, where we have
repeated accesses that can benefit from caching. Instead of listing the full
kernel again, this time using cache streaming load instructions, we give a
minimal example demonstrating how the __ldcs intrinsic is used in Listing
3.

3The PTX ISA documentation [46] states that “The ld.cs load cached streaming
operation allocates global lines with evict-first policy in L1 and L2 to limit cache pollution
by temporary streaming data that may be accessed once or twice.”
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__global__ void diffusion_kernel_pretransposed(
double *D, int *I, double *A, const double *__restrict V,
double *newV, int start_row, int max_row, int V_index_offset)

{
int row_offset = blockIdx.x * blockDim.x + start_row

+ (threadIdx.x / 32)*32;
int row = row_offset + threadIdx.x % 32;

unsigned int i = row_offset * PDE_MATRIX_COLUMNS + threadIdx.x % 32;

unsigned int rows_to_treat = 32;
if (max_row - row_offset < 32) {

rows_to_treat = max_row - row_offset;
}

if (row < max_row) {
double a = A[i] * V[I[i]];
double b = A[i + rows_to_treat*1] * V[I[i + rows_to_treat*1]];
double c = A[i + rows_to_treat*2] * V[I[i + rows_to_treat*2]];
double d = A[i + rows_to_treat*3] * V[I[i + rows_to_treat*3]];

a = a + A[i + rows_to_treat*4] * V[I[i + rows_to_treat*4]];
b = b + A[i + rows_to_treat*5] * V[I[i + rows_to_treat*5]];
c = c + A[i + rows_to_treat*6] * V[I[i + rows_to_treat*6]];
d = d + A[i + rows_to_treat*7] * V[I[i + rows_to_treat*7]];

a = a + A[i + rows_to_treat*8] * V[I[i + rows_to_treat*8]];
b = b + A[i + rows_to_treat*9] * V[I[i + rows_to_treat*9]];
c = c + A[i + rows_to_treat*10] * V[I[i + rows_to_treat*10]];
d = d + A[i + rows_to_treat*11] * V[I[i + rows_to_treat*11]];

a = a + A[i + rows_to_treat*12] * V[I[i + rows_to_treat*12]];
b = b + A[i + rows_to_treat*13] * V[I[i + rows_to_treat*13]];
c = c + A[i + rows_to_treat*14] * V[I[i + rows_to_treat*14]];
d = d + A[i + rows_to_treat*15] * V[I[i + rows_to_treat*15]];
newV[row + V_index_offset] = D[row] * V[row + V_index_offset]

+ a + b + c + d;
}

}

Listing 2: Diffusion kernel for the pretransposed matrix with the loop
unrolled. V and newV correspond to vn and vn+1.

4.3.2 Pointing the unused entries to the diagonal

The unused entries of I were simply set to zero in (4.3), and this causes vn
0

to be read, although we don’t really use its value. On row i, we will always
need to read Di and vn

i , so if we instead populate the unused entries of I
such that Iij = i if Iij is unused, then they will point to vn

i . This way, we can
avoid increasing the number of elements in v that need to be read for row
i.

D =




0.2
1

0.5
0.7
0.1




A =




0.5 0.3
0 0

0.1 0.4
0.3 0
0.6 0.3




I =




3 4
1 1
0 3
1 3
0 2




(4.29)

Note that although the unused entries are always at the end of the row,
and the columns in each row are sorted based on I in (4.29), we do not
guarantee this in the generated matrix.
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// using normal load instructions
s += A[i] * V[I[i]];

// using cache streaming load instructions for A and I
s += __ldcs(&A[i]) * V[ __ldcs(&I[i]) ];

Listing 3: Example showing how the __ldcs intrinsic can be used to
generate cache streaming load instructions.

4.3.3 Reordering the matrix for improved caching

For the simulations performed in this thesis, the number of tetrahedra will
be in the millions, so we cannot hope to keep Z, vn and vn+1 in the last-
layer cache between time steps. There is, however, a potential to serve the
repeated reads from the voltage array from cache.

Lynx uses the METIS graph partitioner [39] to create k clusters, so that
we end up with a cluster size of around N

k , and then the tetrahedra indices
are permuted so that each cluster form a contiguous range of indices, with
cluster i coming directly before cluster i + 1. (The use of METIS to partition
the mesh is explained in greater detail in Section 4.5.)

Langguth et al. [31] found that by performing this reordering with a
sufficiently small cluster size, most read accesses could be served from
cache. The reordering causes tetrahedra that are close to each other in the
mesh, to also have indices close to each other, and this concentrates the
memory accesses around a certain range of the array. For perfect caching,
we would need a mesh that could be divided into k disconnected parts, but
the tetrahedral meshes of the heart are connected, so we should not expect
to be able to reach the memory bound even if we had found an optimal
reordering.

When using streaming memory accesses for A and I, as described in
Section 4.3.1, only D, vn, and vn+1 should be cached. For a cluster of size
CLUSTER_SIZE, the memory footprint of the segments of D, vn, and vn+1

belonging to the cluster is

segsize = 3 · sizeof(double) ·CLUSTER_SIZE (4.30)
= 24 ·CLUSTER_SIZE B. (4.31)

Now, if we want these segments to fit in a cache of size CACHE_SIZE, we
would have to choose CLUSTER_SIZE to satisfy

segsize ≤ CACHE_SIZE (4.32)
24 ·CLUSTER_SIZE B ≤ CACHE_SIZE (4.33)

CLUSTER_SIZE ≤ CACHE_SIZE
24 B

. (4.34)

Since we do not have perfect caching, there will be accesses outside the
segments, but it is a good approximation for selecting a cluster size. The
P100 has a 24 KiB L1 cache [29] and a 4 MiB L2 cache, so the cluster sizes to
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fit in L1 and L2 are

CLUSTER_SIZEL1
P100 ≤

CACHE_SIZEL1
P100

24 B
=

24 KiB
24 B

= 210 = 1024 (4.35)

CLUSTER_SIZEL2
P100 ≤

CACHE_SIZEL2
P100

24 B
=

4 MiB
24 B

≈ 174763. (4.36)

The V100 has a 128 KiB L1 cache, much larger than the P100’s L1, and a
4 MiB L2 cache, so the cluster sizes to fit in L1 and L2 are

CLUSTER_SIZEL1
V100 ≤

CACHE_SIZEL1
V100

24 B
=

128 KiB
24 B

≈ 5461 (4.37)

CLUSTER_SIZEL2
V100 ≤

CACHE_SIZEL2
V100

24 B
=

6 MiB
24 B

= 218 = 262144.

(4.38)

Figure 4.2 shows the time per step for various combinations of cluster
size and CUDA thread block size on the P100. Observe that the larger
thread block sizes perform better than smaller thread block sizes except
for the very largest cluster sizes. We attribute this to better data-reuse in
the L1 cache when more of the threads belong to the same thread block.
Remember that each thread block is assigned to a single SM, so using larger
thread blocks should reduce cache contention.

We observe that there is an increase in execution time for the P100 when
increasing the cluster size from 1024 to 4096. This is the range where
the cluster size becomes too large to fit in the P100’s L1 cache. A more
pronounced increase can be observed between cluster size 262 144 and
1 048 576, when the size of the segments we are trying to cache exceed the
size of the L2 cache.

The V100 behaves quite differently for smaller cluster sizes, as shown in
Figure 4.3, being much less sensitive to changes in cluster size and thread
block size than the P100. Performance remains quite good up to a cluster
size of 262 144. As the cluster size nears 1 048 576, we see a pronounced
drop in performance when the size of the segments we are trying to cache
exceed the L2 cache size. Jia et al. [29] report that the V100 uses a non-LRU
cache policy for the L1 cache, while the P100 uses an LRU policy for the L1
cache, and they further claim that the V100’s L1 cache policy “compared
to the commonly used LRU policy, [...] better preserves large arrays from
being evicted by sparse memory accesses”. An improved cache policy
could be part of the explanation of why the V100 is so much less sensitive to
changes in the cluster size than the P100, but with little information on the
exact behaviour of the P100’s and the V100’s caches from official sources
(i.e. NVIDIA), we lack the facts needed to fully explain this behaviour.

4.3.4 Grouping rows of the same length

There is a potential for further optimisation in the reordering. If we could
make reorder the matrix so that blocks of 32 rows have the same row length,
and we had ensured that the unused entries were at the end of the row, we
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32 64 128 256 512 1024
thread block size

25 = 32
25.5 45
26 = 64
26.5 91

27 = 128
27.5 181
28 = 256
28.5 362
29 = 512
29.5 724

210 = 1024
210.5 1448
211 = 2048
211.5 2896
212 = 4096
212.5 5793
213 = 8192

213.5 11585
214 = 16384
214.5 23170
215 = 32768
215.5 46341
216 = 65536
216.5 92682

217 = 131072
217.5 185364
218 = 262144
218.5 370728
219 = 524288
219.5 741455

220 = 1048576

clu
st

er
 si

ze

  5.902   5.719   5.529   5.390   5.255   5.153
  5.373   5.248   5.133   5.056   5.000   4.960
  5.445   5.308   5.170   5.088   5.024   4.980
  5.538   5.378   5.221   5.127   5.054   4.997
  5.673   5.486   5.300   5.179   5.088   5.030
  5.857   5.635   5.398   5.246   5.134   5.069
  6.105   5.836   5.538   5.331   5.183   5.096
  6.408   6.101   5.727   5.455   5.251   5.142
  6.740   6.417   5.985   5.633   5.352   5.197
  7.072   6.766   6.306   5.872   5.487   5.265
  7.383   7.115   6.673   6.194   5.693   5.380
  7.657   7.444   7.050   6.567   5.973   5.485
  7.896   7.731   7.416   6.972   6.348   5.757
  8.088   7.967   7.736   7.354   6.743   6.123
  8.245   8.162   8.003   7.716   7.164   6.608
  8.366   8.316   8.210   8.004   7.583   7.106
  8.461   8.426   8.366   8.241   7.910   7.545
  8.543   8.521   8.483   8.410   8.188   7.926
  8.593   8.583   8.571   8.537   8.385   8.213
  8.645   8.647   8.637   8.630   8.539   8.431
  8.695   8.697   8.696   8.715   8.653   8.598
  8.750   8.749   8.750   8.762   8.748   8.728
  8.799   8.807   8.804   8.829   8.823   8.825
  8.857   8.860   8.863   8.888   8.886   8.905
  8.917   8.914   8.919   8.940   8.960   8.979
  9.069   9.088   9.090   9.120   9.163   9.195
  9.467   9.504   9.522   9.582   9.694   9.730
 10.887  10.972  10.998  11.047  11.202  11.186
 14.929  14.974  14.995  15.087  15.283  15.136
 18.862  18.907  18.907  18.997  19.068  18.978
 21.545  21.588  21.563  21.640  21.723  21.656

Figure 4.2: Time in milliseconds per diffusion step on the P100 with varying
cluster and thread block sizes. N = 11 688 851. The background colour
is purple for the shortest execution time and yellow for longest execution
time.

could stop reading when we reach the first unused entry, thus reducing the
memory traffic due to Z. Listing 4 shows a kernel written to exploit this.
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32 64 128 256 512 1024
thread block size

25 = 32
25.5 45
26 = 64
26.5 91

27 = 128
27.5 181
28 = 256
28.5 362
29 = 512
29.5 724

210 = 1024
210.5 1448
211 = 2048
211.5 2896
212 = 4096
212.5 5793
213 = 8192

213.5 11585
214 = 16384
214.5 23170
215 = 32768
215.5 46341
216 = 65536
216.5 92682

217 = 131072
217.5 185364
218 = 262144
218.5 370728
219 = 524288
219.5 741455

220 = 1048576

clu
st

er
 si

ze
  3.197   3.182   3.169   3.167   3.165   3.169
  3.185   3.148   3.145   3.150   3.149   3.152
  3.187   3.151   3.147   3.153   3.153   3.156
  3.186   3.154   3.148   3.154   3.154   3.159
  3.188   3.162   3.152   3.157   3.159   3.163
  3.189   3.173   3.160   3.161   3.162   3.167
  3.194   3.183   3.167   3.162   3.164   3.171
  3.209   3.197   3.180   3.168   3.168   3.176
  3.232   3.216   3.195   3.179   3.175   3.182
  3.253   3.238   3.214   3.192   3.182   3.188
  3.274   3.260   3.235   3.208   3.189   3.192
  3.302   3.287   3.261   3.232   3.203   3.200
  3.333   3.319   3.288   3.258   3.222   3.212
  3.365   3.355   3.321   3.284   3.242   3.223
  3.398   3.394   3.362   3.316   3.276   3.247
  3.423   3.432   3.407   3.355   3.312   3.282
  3.444   3.463   3.447   3.402   3.351   3.321
  3.458   3.485   3.471   3.452   3.396   3.360
  3.471   3.501   3.490   3.499   3.450   3.411
  3.481   3.518   3.507   3.534   3.506   3.478
  3.496   3.533   3.523   3.562   3.559   3.552
  3.502   3.542   3.533   3.579   3.594   3.605
  3.515   3.554   3.548   3.598   3.623   3.649
  3.523   3.565   3.557   3.612   3.643   3.681
  3.531   3.574   3.566   3.621   3.657   3.699
  3.522   3.573   3.563   3.638   3.677   3.726
  3.526   3.574   3.567   3.650   3.704   3.794
  3.631   3.689   3.678   3.776   3.895   4.130
  3.802   3.880   3.867   3.999   4.281   4.575
  5.818   5.917   5.886   6.020   6.252   6.488
  8.642   8.797   8.759   8.840   9.074   9.125

Figure 4.3: Time in milliseconds per diffusion step on the V100 with
varying cluster and thread block sizes. N = 11 688 851. The background
colour is purple for the shortest execution time and yellow for longest
execution time.

The traffic on row i of the matrix τZi becomes

τZi = τDi + τAi + τIi (4.39)
τDi = sizeof(double) (4.40)
τAi = row_lengthi · sizeof(double) (4.41)

τIi =

{
(row_lengthi + 1) · sizeof(int) row_lengthi < 16
row_lengthi · sizeof(int) row_lengthi = 16

(4.42)
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Using these formulae on the row length distribution from Figure 4.1 on
page 32, we can estimate the reduction in memory traffic, and we find
that this optimisation could save approximately 14.2 B per row. Compared
to the minimum traffic per row derived in (4.21), the relative change in
memory traffic is 14.2 B

216 B ≈ 6.6%.
While the idea is simple enough, what makes this optimisation hard

to implement in practice is that it adds another objective/constraint to
the reordering. Furthermore, the potential performance gains are rather
limited for the meshes we are using. We therefore did not implement this
optimisation. We should stress that it is likely possible to achieve slightly
lower memory traffic if this optimisation were successfully implemented,
but we will be using the memory bound (4.24), since that is the best our
kernel can achieve with the matrix storage format and algorithm we are
using.

__global__ void diffusion_kernel_pretransposed_break_at_unused_entries(
double *D, int *I, double *A, const double *__restrict V,
double *newV, int start_row, int max_row, int V_index_offset)

{
int row_offset = blockIdx.x * blockDim.x + start_row

+ (threadIdx.x / 32)*32;
int row = row_offset + threadIdx.x % 32;

unsigned int i = row_offset * PDE_MATRIX_COLUMNS + threadIdx.x % 32;

unsigned int rows_to_treat = 32;
if (max_row - row_offset < 32) {

rows_to_treat = max_row - row_offset;
}

if (row < max_row) {
double s = D[row] * V[row + V_index_offset];
for (int j = 0; j < 16; j++) {

int col = I[i + rows_to_treat*j];
if (col == row + V_index_offset) {

// we have reached the unused entries
break;

}
s += A[i + rows_to_treat*j] * V[col];

}
newV[row + V_index_offset] = s;

}
}

Listing 4: Diffusion kernel that breaks out of the loop when it reaches an
unused entry.

4.4 Evaluating the optimisations

To evaluate these optimisations, we use a mesh with N = 11 688 851
tetrahedra.

The memory read traffic due to Z is then

τZ = Zsize = 200N B ≈ 2.337 GB, (4.43)
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and the memory write traffic due to vn+1 is

τvn+1 = vsize = 8N B ≈ 93.51 MB. (4.44)

The CUDA profiler, nvprof, provides access to performance counters
for the read and write memory traffic, as well the number of read and
write “memory transactions”. Here “memory transaction” is defined as
the number of 32 byte segments transferred.

vn+1 is the only array that is written to by the kernel, and thus we
should observe that the number of DRAM write transactions is

8N B
32 B

≈ 2 922 213. (4.45)

Tables 4.1, 4.2, 4.3, and 4.4 all show a number of DRAM write transactions
close to this value.

Similarly, we can find the number of memory transactions needed to
read Z as

200N B
32 B

≈ 73 055 319. (4.46)

The remaining read transactions should all be due to vn, and we can thus
estimate the memory traffic due to vn by subtracting the DRAM read
transactions due to Z from the recorded DRAM read transactions.

For the P100, we have 246 772 163 read transactions without reordering
(Table 4.1), and 76 938 312 read transactions with the best reordering
configuration (Table 4.2), implying

τvn
no reordering
P100 = vsize = 8N B = (246 772 163− 73 055 319) · 32 B ≈ 5.56 GB

(4.47)

τvn
best reordering
P100 = vsize = 8N B = (76 938 312− 73 055 319) · 32 B ≈ 124.3 MB.

(4.48)

For the V100, we have 401 744 828 (Table 4.3) and 76 492 165 (Table 4.4) read
transactions, without reordering and with the best reordering configura-
tion, respectively, yielding

τvn
no reordering
P100 = vsize = 8N B = (401 744 828− 73 055 319) · 32 B ≈ 10.52 GB

(4.49)

τvn
best reordering
P100 = vsize = 8N B = (76 492 165− 73 055 319) · 32 B ≈ 110.0 MB.

(4.50)

Without reordering, the ratio of the observed memory traffic due to vn

to the optimal τmin
vn for the P100 and the V100 is

τvn
no reordering
P100

τmin
vn

≈ 59.44 (4.51)

τvn
no reordering
V100

τmin
vn

≈ 112.2. (4.52)
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With our best reordering, the corresponding ratios are

τvn
best reordering
P100

τmin
vn

≈ 1.329 (4.53)

τvn
best reordering
V100

τmin
vn

≈ 1.174. (4.54)

It is evident that the reordering yields great reductions in the memory
traffic.

There is some overhead from profiling the kernel, for instance the per-
formance counters require some extra registers, causing reduced occu-
pancy, and the memory bandwidth reported may therefore be a bit pess-
imistic. However, it is reasonable to assume that the memory transaction
counts stay the same.

The observant reader may have noticed that the memory traffic on the
V100 without reordering exceeds the worst case performance derived in
(4.28), 544N B ≈ 6.36 GB. Jia et al. [29] reported that the L2 cache line size
of the V100 was 64 bytes. While they provide no information on how they
reached that conclusion, it is likely that they used a micro-benchmark that
caused a predictable number of cache misses, and then counted the number
of memory transactions like we have done here. If every cache miss leads to
a 64-byte transaction, it would double the worst case bound to 1088N B ≈
12.72 GB, which is larger than the memory traffic we observed. Given that
both the P100 and the V100 has a bus width of 512 bits = 64 bytes on
each memory controller, we believe that an aligned and contiguous 64-byte
transaction would be equally expensive as an aligned and contiguous 32-
byte memory transaction, and therefore the L2 cache might as well fetch 64
bytes from DRAM on a cache miss.

Metric Minimum Maximum Average

DRAM Read Throughput 195.60 GB/s 195.64 GB/s 195.62 GB/s
DRAM Write Throughput 2.3582 GB/s 2.3641 GB/s 2.3633 GB/s
DRAM Read Transactions 246 763 630 246 776 818 246 772 163
DRAM Write Transactions 2 974 535 2 982 444 2 981 220

Table 4.1: Profiling metrics for the P100 with no reordering. nvprof reports
the minimum, maximum and average per kernel invocation for the 10
kernel invocations we performed.

4.5 Partitioning for multiple GPUs

In order to distribute the computation across multiple GPUs, we need
to partition the mesh. The dependency of each tetrahedron on its
neighbourhood can be expressed as a graph where each node corresponds
to a tetrahedron, and there are edges connecting node i to each member of
its neighbourhood, Ni.
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Metric Minimum Maximum Average

DRAM Read Throughput 458.07 GB/s 458.74 GB/s 458.26 GB/s
DRAM Write Throughput 17.680 GB/s 17.734 GB/s 17.713 GB/s
DRAM Read Transactions 76 928 119 76 944 023 76 938 312
DRAM Write Transactions 2 969 279 2 975 004 2 973 840

Table 4.2: Profiling metrics for the P100 with the best reordering config-
uration. nvprof reports the minimum, maximum and average per kernel
invocation for the 10 kernel invocations we performed.

Metric Minimum Maximum Average

DRAM Read Throughput 465.88 GB/s 467.02 GB/s 466.56 GB/s
DRAM Write Throughput 3.3883 GB/s 3.4301 GB/s 3.3974 GB/s
DRAM Read Transactions 401 030 018 401 852 560 401 744 828
DRAM Write Transactions 2 921 164 2 952 622 2 925 388

Table 4.3: Profiling metrics for the V100 with no reordering. nvprof reports
the minimum, maximum and average per kernel invocation for the 10
kernel invocations we performed.

Metric Minimum Maximum Average

DRAM Read Throughput 724.52 GB/s 726.54 GB/s 725.59 GB/s
DRAM Write Throughput 27.566 GB/s 27.752 GB/s 27.704 GB/s
DRAM Read Transactions 76 487 239 76 495 455 76 492 165
DRAM Write Transactions 2 905 256 2 922 839 2 920 521

Table 4.4: Profiling metrics for the V100 with the best reordering config-
uration. nvprof reports the minimum, maximum and average per kernel
invocation for the 10 kernel invocations we performed.
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Again we use the graph partitioner METIS (this time for its traditional
purpose) to partition this graph into k partitions, where k is the number of
GPUs, such that the communication volume is minimised. The partitions
should ideally be of the same size, but we do not need them to be exactly
equal in size, so we specify a load imbalance factor, LIF > 1, that imposes
a bound on how much larger the largest partition can be compared to
the mean partition size. Lynx has been using LIF = 1.03, and we did
not change that value. METIS gives back an array with a mapping for
each tetrahedron to its partition index. This array is used to reorder the
tetrahedra such that the tetrahedra belonging to partition 0 comes first, then
comes the tetrahedra belonging to partition 1, and so on. Let Pp denote
the set of tetrahedra belonging to partition p. Figure 4.4 shows a mesh
partitioned into 16 parts.

Figure 4.4: Mesh with 16 partitions.
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4.5.1 Separating the partition boundary

When the mesh has been partitioned into k parts, we traverse I for each
partition p, to build the partition’s separator—the set of tetrahedra that
needs values from other partitions, which we denote by P separator

p . The
remaining tetrahedra in the partition P interior

p = Pp \ P separator
p constitute

the partition’s interior. Since the neighbour relation is symmetrical, we
know that the tetrahedra needed by other partitions are now in the
separator, while the interior contains the tetrahedra that no other partition
needs to know the values of.

We reorder the tetrahedra such that the separator comes first, followed
by the interior, as shown in Figure 4.5b. The heterogeneous implementation
of Lynx was originally written for nodes with a few GPUs, where it made
sense to perform parts of the computation on the CPU. Langguth et al. [32]
used a memory layout shown in Figure 4.5a, and allocated 20% of the
tetrahedra to the CPU on nodes with two NVIDIA K20 GPUs. As they were
using multiple nodes, they had two layers of partitioning, and thus two
separators: node separators communicated via MPI, and device separators,
which were copied between GPUs and the CPUs within the node.

For the fat nodes we are using (see Section 2.6), the CPUs account for
less than 2% of the node’s total memory bandwidth and floating-point
throughput, and we cannot hope to gain much performance by allocating
a tiny portion of the tetrahedra to the CPUs. Moreover, the CPU is not
sitting idle, it needs to drive the CUDA runtime, and we use a separate
OpenMP thread to control each GPU. If we were to allocate a bit too much
work to the CPU, it might stall the threads driving the GPUs, which could
easily cause a larger reduction in performance than what we might have
gained from fully utilising the CPU. We therefore choose to perform the
entire computation on the GPUs, leaving the CPU with the sole task of
coordinating the entire computation.

We must take care when applying the reordering optimisation dis-
cussed in Section 4.3.3 to this partitioned mesh. It is safe to reorder each
partition interior individually. For the separators, we have at least two
choices. Either we reorder each separator for increased performance during
the computation, but then we will have to do more work for the commu-
nication, or we reorder the separators to minimise the message sizes dur-
ing communication, which may result in slightly lower performance dur-
ing the computation. For inter-node communication, the latter approach
would be the obvious choice. However, for intra-node communication, we
have higher bandwidth, and it is not obvious which approach is preferable.
Packing messages could incur extra overhead for the GPUs. We went with
the first approach, both because it was simple to implement and because
we expected that the intra-node bandwidth would be sufficient to overlap
the communication with computation.

If we wanted to minimise the bandwidth requirements, we could have
reordered each partition into clean parts that are need by a single neighbour
and a mixed part that is needed by multiple neighbours. Figure 4.6 shows
how the separator would be organised with such a reordering. This is the
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(a) Lynx’s original partitioning, designed
for multiple nodes, each with a few
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(b) Partitioning for a single fat node
with D GPUs.

Figure 4.5: Intra-node partitioning and reordering of the tetrahedra.

strategy Lynx uses for inter-node communication.
There is also room for improvement in the mapping of partitions to

GPUs. Ideally, one would make use of the GPU topology to perfrom
a hierarchical partitioning that seeks reduce the communication volume
that needs to pass the through bottlenecks like the inter-socket QPI link in
bigfacet (see Figure 2.5).

4.5.2 Coordinating the GPUs

The main loop for a single GPU builds on Algorithm 1, using CUDA
streams to queue up work hiding the launch overhead, and CUDA events
are used to time the two kernels. Figure 4.7 shows the dependency graph
for the different operations that need to be performed in the main loop.
Note that the computation operation requires launching first the diffusion
kernel, and then the cell model kernel, but we have simplified the figure by
representing these two kernel invocation as a single operation.

Once the separator has been computed, we start sending it to the GPUs
owning the neighbouring partitions. Each GPU has a stream for each
of its neighbours, and the GPU will synchronise with events in each of
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Separator Interior

computed on GPU i

Sent to
multiple

GPUs

Sent to GPU 0

Sent to GPU 1
...

Sent to GPU G− 1

clean mixed

Figure 4.6: Reordering of the separator into clean parts needed by a
single neighbour partition and a mixed part needed by multiple neighbour
partitions. Each clean part (the blue boxes) can be separately reordered
for performance, as described in Section 4.3.3. The mixed part (red box)
will generally be so small that there is little point in reordering it for
performance, and it should rather be reordered to make the message
packing more efficient.

these streams before starting to compute the separator, such that we can
guarantee that all inbound memory copies have completed. Both the
separator and the interior need values from each other, so we cannot start
computing the next time step until both the separator and the interior has
been computed for the current time step.

If there is a sudden stutter in the communication, so that the inbound
memory copies have not completed before the computation for the
previous time step, then the GPU can start computing the interior, and we
can still avoid stalling the computation if the inbound memory copies and
the computation of the separator completes before the interior. To achieve
this asynchronous behaviour, we launch the separator kernels in a stream
with the highest priority, while the interior kernels are launched in a stream
with normal priority. We synchronise all of the OpenMP threads when all
GPUs have queued up their messages, so that we can place an event in the
inbound streams, marking the point the stream needs to reach before we
can start computing the separator in the next step.

Note that we allocate the full v array on all GPUs (using the layout
shown in Figure 4.5b), but only the parts of the array that are needed
by the GPU are updated. While this does increase memory usage, with
16 GPUs, vsize is only as big as Asize, and so v does not dominate the
GPU memory usage on our test systems. The benefit of organising the
voltage array this way is that the numbering of tetrahedra is consistent
between all GPUs. The memory usage could be reduced if the GPUs had
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Figure 4.7: Task dependency graph for partitioned mesh

different numberings of the tetrahedra, so that the values needed by each
GPU would form a contiguous range of indices in v, but implementing this
requires a significant programming effort and complicates the code, and
we therefore did not attempt it.
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Chapter 5

Optimisations for the cell
model kernel

In this chapter, we propose and implement a number of optimisations for
TT06. Some of these may apply to other cell models as well.

For these optimisations, our goal is to reduce execution time without
compromising accuracy. We only rewrite expressions to forms that are
mathematically equivalent to the original. Such rewrites may cause our
results to be bitwise different, but we have compared the kernel variants
using very strict tolerances to ensure that they produce the same answer.

5.1 Performance bounds

5.1.1 Memory bandwidth

If we have N cells using a cell model with M state variables, the complete
system state, S, has a memory requirement of

Ssize = MN · sizeof(double). (5.1)

The ODE system describing the cell model does not specify any spatial
dependencies, so the cells are independent of each other. Therefore, we
will have to read and write S at every time step. In addition we also need
to read the cell type CT, which we can represent with a single byte per cell,

CTsize = N · sizeof(int8_t). (5.2)

resulting in a total memory traffic

τR = CTsize + 2Ssize (5.3)
= N(sizeof(int8_t)+ 2M · sizeof(double)). (5.4)

Inserting this τR into (2.8), we obtain the lower bound on the execution
time TR due to memory bandwidth,

TR
memory bound =

CTsize + 2Ssize

µ
. (5.5)
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5.1.2 Floating-point instructions

Let Oop and Pop be the number of instructions per reaction step and peak
throughput (measured in instructions per second), respectively, where op
is one of the following FP64 instructions: addition (add), multiplication
(mul), or FMA. We assume that FMA instructions are used where
applicable such that none of the remaining addition and multiplication
instructions can be merged to an FMA instruction, and we also assume
that the ADD, MUL and FMA instructions have the same (instruction)
throughput, which is the case for Pascal and Volta GPUs, as we saw in
Table 2.3 on page 9.

Since these instructions are executed on the same FP64 units1, we obtain
another lower bound on the time used per reaction step,

TR
compute bound =

Oadd

Padd
+

Omul

Pmul
+

OFMA

PFMA
=

Oadd + Omul + OFMA

P
. (5.6)

The execution time TR is then limited by the maximum of the memory
bound (5.5) and the compute bound (5.6).

TR ≥ max
(

TR
memory bound, TR

compute bound
)

(5.7)

≥ max
(

CTsize + 2Ssize

µ
,

Oadd + Omul + OFMA

P

)
(5.8)

5.2 Compiler optimisations

When attempting extensive optimisation, it is very useful to have an
understanding of what the compiler can do for us, and what we need
to do manually. Compilers are highly complicated programs, capable of
performing a range of analyses in order to generate safe and efficient code.
If we see a simple optimisation we could make in the source code, there is a
good chance that the compiler is already applying that optimisation to the
generated code.

An important optimisation to the TT06 kernel is the reuse of already
computed expressions, called common subexpression elimination 2 (CSE) [34].
Gotran does have an option to attempt to rewrite the expressions using
CSE, but we found that it generated code that was not much faster3 and
unfortunately also completely illegible to humans. We therefore ended up
not using it.

In the following example, a + b can reused so that only 3 additions are
needed.

1At every clock cycle, one of these operations (addition, multiplication or FMA) can be
issued.

2It is sometimes also called common subexpression extraction.
3It was a mixed bag with some changes for the better and some for the worse.
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double val1 = a + b + c;
double val2 = a + b + d;

However, if we change the order of the operands, it is no longer possible to
reuse a + b.

double val1 = a + b + c;
double val2 = d + a + b;

This is because floating-point addition in accordance with the IEEE 754
standard [27] is not associative, meaning (d + a) + b may be different
from d + (a + b). Compilers like GCC and Clang provide an option
to generate code assuming floating-point associativity, but the NVIDIA
CUDA compiler, nvcc, has no such option. This is rather unfortunate, as
there are numerous cases in the code where this limits reuse of already
computed expressions. We made an effort to reorder expressions and
add parentheses to enable the compiler to reuse more subexpressions, and
while we did implement these changes in several expressions by hand,
there are most likely expressions we have missed that could have benefitted
from such a rewrite. This is a job best handled by a compiler, and we
believe the absence of an option to assume floating-point associativity to
be perhaps the greatest shortcoming of nvcc.

Another implication of nvcc’s strict adherence to IEEE 754 is that
divisions by a literal constant are not rewritten as multiplications by the
reciprocal of the constant. For instance, we would want V/5. to be
rewritten as V*(1./5.), where 1./5. will be evaluated at compile-time,
so that we can use a single MUL instead of a division. We went through
all instances in the kernel where non-constant expressions were divided
by constants and manually rewrote them to explicitly multiply by the
reciprocal of the constant instead.

5.3 Memory optimisations

For our memory optimisations, we will strive to make our memory accesses
as efficient as possible. There is little we can do with the bound imposed
by the memory bandwidth, but we can do what we can to ensure we make
the most out of the memory bandwidth available.

5.3.1 Coalesced access of global memory

There are two obvious ways of laying out the state variables in memory.
We can lay out either each state value (for all cells) in contiguous memory,
which we will refer to as the contiguous states memory layout, or each cell
(with all state values) can be laid out in contiguous memory, the contiguous
cells memory layout. Gotran would previously generate code with the
latter memory layout. For a CUDA implementation where each thread
treats a single cell, the former memory layout is superior due to memory
coalescing (see Section 2.4). We modified the Gotran code generator such
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that the former memory layout is used. One could also consider padding
each row in S to length Npadded = d N

16e · 16 to ensure that each row is
aligned to 128-byte segments of memory. This was very important for older
architectures (pre-Kepler) which did not cache accesses to global memory,
but for Pascal and Volta, the benefit of padding should be minimal. 4

When combining the cell model solver with a diffusion solver, the
transmembrane voltage, v, which is also one of the states, is used in the
diffusion step, and it is convenient to separate it from the rest of the states
and keep it in a separate array. Although the order of the states is not
important, the time derivative of state i might depend on state j, and if
literal numerals (0, 1, 2, etc.) are used for indexing, reordering the states
to separate out the transmembrane voltage can be quite laborious. Gotran
originally used literal numerals, which makes it very hard to make changes
to the state variables after the CUDA code has been generated. It also
causes poor readability. We implemented enum-based indexing in Gotran
such that each state variable is associated with a unique integer value in
[0, # of state variables). Enum-based indexing was also implemented for
the parameters, since it simplifies adding extra parameters that contain
precomputed cell type-constant expressions.

5.3.2 Parameters in constant memory

As we saw in Section 3.3, TT06 defines three cell types. We will extend
these with a “paced” pseudo cell type to distinguish the cells in the region
that is being paced. The exact number of parameters depend on how the
stimulus term is constructed 5. Our implementation uses 56 parameters.

We will want to store these parameters in a lookup table, C, located
in CUDA constant memory. With Ncell types cell types, and Nparameters
parameters per cell type represented as double, the memory requirement
for C becomes

Csize = Ncell types · Nparameters · sizeof(double) (5.9)

Csize = 4 · 56 · 8 B = 1792 B. (5.10)

While CUDA constant memory can be up to 16 kB in size, Jia et al. [29]
reported that the GV100 SMs have a 2 KiB L1 constant memory cache, so
we will want C to satisfy Csize < 2 KiB.

5.4 Compute optimisations

Whereas TR
memory bound cannot easily be lowered, TR

compute bound can.
By clever rewriting of the kernel, we can reduce the number of FP64

4There might, however, be situations where we want to reserve the cache for scattered
accesses of an array, like if we were to merge the diffusion and cell model kernels. Then
we could use streaming accesses (that explicitly tells the GPU that we do not want them
to be cached) for the aligned and contiguous memory accesses to the S, D, A, and I, while
caching accesses to v.

5For the purpose of single-cell simulations, the stimulus term is often implemented as a
periodic function.
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instructions required, thus lowering TR
compute bound.

5.4.1 Branching and warp divergence

Algorithm 3 The code path structure in TT06.

1: if cell type ∈ {ENDO} then
2: code path 1
3: else . cell type ∈ {EPI, M}
4: code path 2
5: end if
6: common code path
7: if V ≥ −40 mV then
8: code path a
9: else . V < −40 mV

10: code path b
11: end if
12: if |V − 15| < 0.01 then
13: Veff ← 0.01 . code path α
14: else
15: Veff ← V − 15 . code path β
16: end if

As discussed in Section 2.2, keeping warp divergence at a minimum
is crucial for performance. There are three independent instances of
branching in TT06, as shown in Algorithm 3.

The code paths α and β have the same cost. This is because V − 15 is a
subexpression of |V − 15|, and the compiler generates code that reuses the
value V − 15. The generated code will have this structure:

double tmp = V - 15;
double V_eff;
if (fabs(tmp) < 0.01) {

V_eff = 0.01;
} else {

V_eff = tmp;
}

Using the Godbolt Compiler Explorer for CUDA [20], we can inspect
the PTX code generated, and we find that it does not use any branching.6

Since this branching in the CUDA code does not translate to branching
in the PTX code, it should not cause warp divergence or variations in the
number of instructions executed.

Code path a and b stem from some expressions in TT06 that are defined
as piece-wise functions of the voltage, V. These expressions are rather long,
and we therefore do not list them here. Due to the clustering of tetrahedra
done to increase the performance of the diffusion kernel (described in
Section 4.3.3) and the smoothing nature of the diffusion process, the 32

6A setp instruction is used to compare |V − 15| and 0.01, and then a selp instruction
uses the result of that comparison to assign either V − 15 or 0.01 to Veff.
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Code path Cell type Voltage ADD MUL FMA Total

1 and a endo V ≥ −40 201 229 1233 1663
1 and b endo V < −40 207 238 1305 1750
2 and a epi/M V ≥ −40 205 230 1252 1687
2 and b epi/M V < −40 211 239 1324 1774
2− 1 4 1 19 24
b− a 6 9 72 87

Table 5.1: FP64 instruction count per time step per cell for the different code
paths with the unoptimised kernel, with only minor changes from the code
generated by Gotran.

Code path Cell type Voltage ADD MUL FMA Total

1 and a endo V ≥ −40 130 249 752 1131
1 and b endo V < −40 137 259 838 1234
2 and a epi/M V ≥ −40 131 250 758 1139
2 and b epi/M V < −40 138 260 844 1242
2− 1 1 1 6 8
b− a 7 10 86 103

Table 5.2: FP64 instruction count per time step per cell for the different code
paths with the optimised kernel.

threads in a warp (corresponding to 32 tetrahedra that are adjacent in the
array) should have similar voltages. It is therefore reasonable to assume
that this branching will not lead to any significant amount of thread
divergence. There is, however, a substantial difference in the number of
FP64 instructions, as shown in Table 5.1. Code path b (V < 40) requires
87 additional instructions, compared to code path a. The combined code
paths 1 and a requires 1663

1750 ≈ 0.95 times the instructions of 1 and b. If
we are limited by the number of floating-point instructions, this should
result in the tetrahedra with high voltage being slightly cheaper than those
with low voltage. For simulations using multiple nodes/devices, this could
cause load imbalance, as the electrical signal propagates through the heart
like a wave.

The branching separating code path 1 and 2 is caused by two
expressions for the s gate, s∞ and τs, depending on the cell type. This
branching translates to the following CUDA code:

if (celltype == CELLTYPE_ENDO) {
s_inf = 1.0/(1. + exp((28. + V)/5.));
tau_s = 8. + 1000.*exp(-((67. + V)*(67. + V))/1000.);

} else { // CELLTYPE_EPI || CELLTYPE_M
s_inf = 1.0/(1. + exp((20. + V)/5.));
tau_s = 3. + 85.*exp(-((45. + V)*(45. + V))/320.)

+ 5./(1. + exp(-4. + V/5.));
}

With the exception of the extra term for τs for epicardial and M cells,
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the instructions are the same; the only difference is the constants going
into the formulae. We can load these constants from constant memory.
By introducing the cell type dependent constants c0, c1, c2 and c3, we can
rewrite as

s_inf = 1.0/(1. + exp(c_0 + V/5.));
tau_s = c_1 + c_2*exp(-((c_3 + V)*(c_3 + V))/c_4);
if (celltype != CELLTYPE_ENDO) {

tau_s += 5./(1. + exp(-4.) * exp(V/5.));
}

and we can further refine this to

C_0 = exp(c_0);
C_4 = -1./c_4;
C_5 = 1./c_0; // this is only used for non-endocardial cells

s_inf = 1.0/(1. + C_0*exp(V/5.));
tau_s = c_1 + c_2*exp(((c_3 + V)*(c_3 + V))*C_4);
if (celltype != CELLTYPE_ENDO) {

tau_s += 5./(1. + C_5*exp(V/5.));
}

using a total of 6 extra cell type dependent constants defined as

if (celltype == CELLTYPE_ENDO) {
C_0 = exp(28/5.);
C_1 = 8;
C_2 = 1000;
C_3 = 67;
C_4 = -1./1000;
C_5 = 1./C_0;

} else {
C_0 = exp(20/5.);
C_1 = 3;
C_2 = 85;
C_3 = 45;
C_4 = -1./320;
C_5 = 1./C_0; // this is never used

}

These optimisations should reduce the performance hit from warp
divergence. It is not clear how much the reordering of tetrahedra will help
with reducing warp divergence in this instance, since it very much depends
on how the cell types in the mesh are laid out. Since the experiments in [50]
(which we base our experiments on) used the same TT06 cell type for the
entire mesh, we did not investigate the performance impact of differing cell
types in realistic simulations. However, as we apply more optimisations,
we observe from Table 5.2 on the preceding page that code path 2 only
requires 8 additional FP64 instructions compared to code path 1.

5.4.2 Precomputing cell type-dependent expressions

Some expressions depend only on the cell type specific parameters. These
can be precomputed and stored in constant memory to save floating-point
instructions. In particular, it is beneficial to precompute the most expensive
expressions containing operations that translate into many floating-point
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instructions. An ideal solution would be to sort the list of cell type-
dependent expressions based on the cost of computing them, and then
selecting as many expressions as we can fit in constant memory, but this
is hard to do by hand.

5.4.3 Using the identities of the exponential and logarithmic
functions to extract constant expressions

The exponential function has the identities

exp(a + b) = exp(a) exp(b) (5.11)

exp(a− b) =
exp(a)
exp(b)

(5.12)

and similarly the logarithmic function has the identities

log(a · b) = log(a) + log(b) (5.13)

log
( a

b

)
= log(a)− log(b) (5.14)

Exponential identity. (5.11) can be applied to allow for increased reuse of
recurring expressions in cases like this:

exp(−3.−V/20) =
exp(−3)

exp(V/20)
=

C1

exp(V/20)
(5.15)

exp(−3. + V/20) = exp(−3) exp(V/20) = C1 exp(V/20) (5.16)

where C1 = exp(−3). Here the compiler will be able to reuse
exp(V/20).

Logarithmic identity. (5.14) can be applied to a subexpression of EKs

a0 = log
(

Ko + NaoPkna

PknaNai + Ki

)
(5.17)

In this equation, only Nai and Ki are time-dependent state parameters, and
the remaining variables are cell type dependent constants. We can therefore
rewrite this as

a0 = = log
(

c1

PknaNai + Ki

)
(5.18)

= log(c1)− log(PknaNai + Ki) (5.19)
= C1 − log(PknaNai + Ki) (5.20)

where C1 = log(c1) can be precomputed for each cell type. log(PknaNai +
Ki) is not used elsewhere, and so the net effect of this rewrite is that
we remove a division (5 FMAs and 1 MUL) and an FMA (Ko + NaoPkna)
while gaining an ADD instruction, so we reduce the number of FP64
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instructions by 6. If we are compute bound, then this rewrite will likely
be beneficial, but if we are memory bound, it might have a negative effect
on performance. If the number of parameters in constant memory is too
high to fit the SM’s 2 KiB L1 constant memory cache, they might have to be
served from L2, which has a higher latency. For this reason, we did not use
this particular rewrite in the optimised code.

5.4.4 Extracting integer powers

An interesting pattern in TT06 is the occurrence of expressions on the form
a = e

V
N and b = e

V
kN , k ∈ N in the equations. We can exploit this by

computing a = bk with an efficient algorithm for exponentiation to an
integer power. There are also some expressions on the form exp

(
(27+V)2

ci

)

and exp(V−Ek
ci

), where integer power extraction can be applied.
In many cases we will first have to apply the exponential iden-

tities (see Section 5.4.3) to isolate constant terms from the arguments
to the exponential function. We have exp(V/ci) for ci ∈ C =
{−5, 5,−6,−7, 7,−10, 10, 13,−14, 15,−20, 20, 24, 200,−15/2} 7.

Let LCM(a, b) be the least common multiple of a and b.
For any ci, cj ∈ C, such that ci 6= cj, we have

exp
(

V
ci

)
= exp

(
V

LCM(ci, cj)

)LCM(ci ,cj)/ci

(5.21)

exp
(

V
cj

)
= exp

(
V

LCM(ci, cj)

)LCM(ci ,cj)/cj

(5.22)

We can generalise LCM to take more than two arguments.

LCM(a0, . . . , an) =

{
LCM(a0, LCM(a1, . . . , an)), n > 2
LCM(a0, a1), otherwise

If we split C into C+ = {ci ∈ C | ci > 0} and C− = {ci ∈ C |
ci < 0}, then one solution would be to choose g+ = LCM(C+), g− =
LCM(C−), and then only evaluate the exponential function for exp(V/g+)
and exp(V/g−). This might be a very bad solution if g+ and g− become
very large numbers. To reason about this, we will create a simplified cost
model.

Suppose we have a finite set of expressions in our kernel on the form
exp(x · qi) = exp(x · 1

ci
) for ci ∈ C, where C ⊂ Q, and 0 /∈ C.8 We want

to minimise the time required to evaluate these expressions. For simplicity,
we assume that any previously evaluated expressions can be reused with
no cost. Initially we start out with an empty working set,W . To add new
expressions toW , one of the following actions are taken:

7The complete set is even larger, but this subset, C, contains the elements we actually
ended up applying integer power extraction to. The full set we found was Cfull =
C ∪ {23/2, 743/100, 903/100, 1000/79,−34/5,−111/10, 10000/3485, 10000/2444}

8We use multiplication by the reciprocal of ci, qi =
1
ci

instead of division by ci
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1. Compute exp(x · q), q ∈ Q, and add it toW . This has a cost of 16 FP64
instructions (14 FMA and 1 ADD due to the exponential, and 1 MUL
for evaluating x · q).

2. Select a ∈ W , compute 1/a, and add it toW . This has a cost of 6 FP64
instructions.

3. Select a, b ∈ W , compute a
b , and add it toW . This has a cost of 6 FP64

instructions.

4. Select a, b ∈ W , compute a · b, and add it toW . This has a cost of one
FP64 instruction.

Keep in mind that we are using multiplication and division operations on
expressions on the form exp(xq), q ∈ Q to achieve addition and subtraction
of q ∈ Q.

This cost model is of course a simplification. It should have had
restrictions of the size of the working set,W , since we would want to keep
these values in registers.

While one would ideally want to devise an algorithm to find the
optimal solution to this cost model, we settled with finding a pretty
good solution by hand. Below we list the CUDA code used to evaluate
the expressions where we found integer power extractions to be clearly
beneficial.

double exp_V_div_14_inv = exp(V * (-1. / 14.)); // 1. / exp(V / 14.)
double exp_V_div_7_inv = SQUARE(exp_V_div_14_inv); // 1. / exp(V / 7.)
double exp_V_div_7 = 1. / exp_V_div_7_inv; // exp(V / 7.)

double exp_V_div_600 = exp(V * (1. / 600.));
double exp_V_div_300 = SQUARE(exp_V_div_600);
double exp_V_div_200 = exp_V_div_300 * exp_V_div_600;
double exp_V_div_150 = SQUARE(exp_V_div_300);
double exp_V_div_120 = exp_V_div_150 * exp_V_div_600;
double exp_V_div_60 = SQUARE(exp_V_div_120);
double exp_V_div_30 = SQUARE(exp_V_div_60);
double exp_V_div_15 = SQUARE(exp_V_div_30);
double exp_2V_div_15_inv = 1. / SQUARE(exp_V_div_15);
double exp_V_div_24 = exp_V_div_30*exp_V_div_120;
double exp_V_div_12 = SQUARE(exp_V_div_24);
double exp_V_div_6 = SQUARE(exp_V_div_12);
double exp_V_div_6_inv = 1. / exp_V_div_6;

double exp_V_div_20 = exp_V_div_30 * exp_V_div_60;
double exp_V_div_20_inv = 1. / exp_V_div_20; // 1. / exp(V / 20.)
double exp_V_div_10 = SQUARE(exp_V_div_20); // exp(V / 10.);
double exp_V_div_10_inv = SQUARE(exp_V_div_20_inv); // 1. / exp(V / 10.)
double exp_V_div_5 = SQUARE(exp_V_div_10); // exp(V / 5.);
double exp_V_div_5_inv = SQUARE(exp_V_div_10_inv); // 1. / exp(V / 5.);

For this example,

C =
{
−5, 5,−6,−7, 7,−10, 10, 13,−14, 15,−20, 20, 24, 200,

−15
2

}
(5.23)

W ⊇
{

exp
(

V · 1
ci

)}
for ci ∈ C (5.24)
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Unoptimised Optimised
Cost per action # Cost # Cost

Action 1 16 15 240 2 32
Action 2/3 6 0 0 4 24
Action 4 1 0 0 16 16
Total cost 240 72

Table 5.3: Cost (number of FP64 instructions) needed for the unoptimised
and optimised kernels.

Kernel P100 V100

Auto-generated code from Gotran w/o patches 21.5 ms 12.1 ms
Auto-generated code from Gotran with patches 12.7 ms 6.9 ms
Hand-optimised code 7.6 ms 4.2 ms

Table 5.4: Time per step with N = 107 cells. All cells were on code path 2b
(epi cell type, and V < −40).

|C| = 15, so evaluating all of the exponentials will have a cost of
15 · 16 = 240 FP64 instructions. Our optimised code uses two exponential
evaluations (action 1), 4 divisions (action 2/3) and 16 multiplications
(action 4), resulting in a cost of 2 · 16 + 4 · 6 + 16 · 1 = 72 FP64 instructions.
In other words, this optimisation reduces the number of FP64 instructions
by 240− 72 = 168.

We also applied this optimisation to expressions on the form
exp

(
(27+V)2

ci

)
and exp(V−Ek

ci
). As these both had very small |C|, the gains

were smaller, and we do not bother with writing them out here.

5.5 Evaluating the optimisations

Now, to evaluate our optimisations, we benchmark the kernels on code
path 2b (epi cell type, and V < −40) for N = 107. Table 5.4 shows
the time per cell model step for the kernels generated by Gotran with
and without our patches, as well as the final optimised kernel9. The
only performance implication of our patches was the changed memory
layout, which improves coalescing of memory accesses. This change alone
amounted to a relative change in execution time of 12.7 ms

21.5 ms ≈ 0.59 for the
P100 and 6.9 ms

12.1 ms ≈ 0.57 for the V100. The remaining optimisations had a
relatively smaller effect.

Using the STREAM copy bandwidth listed in Table 2.4 on page 11, we
can insert N = 107, M = 19 10 into (5.5) to find the lower bound on the

9Although it would have been interesting to see the effect of the individual optimisa-
tions, they are very much interdependent, and it was impractical to implement all variants
by hand.

10TT06 has 19 state variables
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execution time due to memory traffic

TR
P100 ≥ CTsize + 2Ssize

BP100
=

3.05 GB
541 GB/s

≈ 5.64 ms (5.25)

TR
V100 ≥ CTsize + 2Ssize

BV100
=

3.05 GB
859 GB/s

≈ 3.55 ms (5.26)

We could also estimate the achieved memory bandwidth by dividing
τR by the measured execution time:

Beff
P100 =

τR

TR
P100 =

3.05 GB
7.6 ms

≈ 401.3 GB/s (5.27)

Beff
V100 =

τR

TR
V100 =

3.05 GB
4.2 ms

≈ 726.2 GB/s (5.28)

The ratio of achieved bandwidth to STREAM bandwidth is within
401.3 GB/s
541 GB/s ≈ 0.742 for the P100 and 726.2 GB/s

859 GB/s ≈ 0.845 for the V100. It is
evident that the optimised kernel is close to being memory bound.

Using the FP64 instruction count from Table 5.2 on page 56 as input to
(5.6) (1242 for the optimised kernel), we get the bound due to the number
of FP64 instructions

TR
compute bound
(optimised) ≥ Oadd + Omul + OFMA

P
=

1242 · 107

P
(5.29)

where P is the peak throughput of FP64 instructions.

TR
compute bound
P100 (optimised) =

1242 · 107

PP100
=

1242 · 107 instructions
2.38 · 1012 instructions/s

≈ 5.22 ms (5.30)

TR
compute bound
V100 (optimised) =

1242 · 107

PV100
=

1242 · 107 instructions
4.09 · 1012 instructions/s

≈ 3.03 ms (5.31)

The unoptimised kernel that we started out with had more FP64
instructions (1774), and thus a higher compute bound.

TR
compute bound
P100 (unoptimised) =

1774 · 107

PP100
=

1774 · 107 instructions
2.38 · 1012 instructions/s

≈ 7.45 ms

(5.32)

TR
compute bound
V100 (unoptimised) =

1774 · 107

PV100
=

1774 · 107 instructions
4.09 · 1012 instructions/s

≈ 4.34 ms

(5.33)

Table 5.5 on the facing page summarises the results computed above.
For both GPUs, we are close to both bounds, with the memory bound being
the highest for the optimised kernel. The unoptimised kernel had a higher
compute bound than memory bound, but our optimisations lowered the
compute bound beneath the memory bound for the optimised kernel. The
optimised kernel uses 1 − 1242

1774 ≈ 30% fewer FP64 instructions than the
unoptimised kernel.
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P100 V100

TR (achieved time) 7.60 ms 4.20 ms

TR
memory bound 5.64 ms 3.55 ms

TR
compute bound
unoptimised 7.45 ms 4.34 ms

TR
compute bound
optimised 5.22 ms 3.03 ms

TR
memory bound/TR 0.742 0.845

TR
compute bound
optimised /TR 0.686 0.721

Table 5.5: Cell model performance relative to memory and compute
bounds.

The optimised kernel uses 128 registers, limiting us to having
216 registers

27 registers/thread = 29 = 512 resident threads per SM, corresponding to an

occupancy of 29

211 = 0.25 . Recall from Section 2.4 that having a high oc-
cupancy is the most important when we are close to being both compute
bound and memory bound. We believe this explains why we are not get-
ting closer to the memory bound, and we noted that there were diminish-
ing returns as we applied each optimisation reducing the FP64 instruction
count. If we want further reductions in execution time, we would have
to reduce the memory traffic. Using single-precision floats would have re-
duced the data traffic by almost 50% 11, but it could also increase the error,
and we therefore did not investigate it as we were aiming to optimise the
cell model kernel without compromising the quality of the solution.

11Remember that we still have to read the byte holding the cell type.
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Chapter 6

Results and performance
analysis

As discussed in Section 3.1, we use an operator splitting method so that the
computation per time step can be split into a diffusion/PDE step, followed
by a reaction/ODE step. In Chapter 4 and 5, we studied the performance
for each of the two corresponding CUDA kernels separately. In this chapter,
we will study the performance of the complete monodomain simulator.

The two systems used for benchmarking are the DGX-2 with 16 V100
GPUs and “bigfacet” with 8 P100 GPUs. These systems are described in
greater detail in Section 2.6.

6.1 Performance bounds

If we are using a single GPU invoking each kernel on the full mesh, the
time per step, T, is simply the sum of the time for the two steps

T = TD + TR, (6.1)

where TD is the time per diffusion step (see Section 4.2), and TR is the time
per reaction/cell model step (see Section 5.1).

Note that we could in principle split each partition into multiple parts
such that the diffusion and cell model kernels run concurrently, but on
different parts of the partition. We already do this with the separator and
the interior, but there is nothing reason we cannot subdivide the interior
into multiple parts, and then compute them in a pipelined fashion where
the diffusion kernel for part 2 starts as soon as the diffusion kernel for part
1 has completed and so on. If one kernel was strongly compute bound, and
the other was strongly memory bound, this could have allowed us to better
utilise both the FP64 throughput and the memory bandwidth of the GPU.
However, both of our kernels are memory bound, and so we cannot hope
to gain much from such an optimisation.1

1If we were using GPUs with a substantially lower FP64 throughput to memory
bandwidth ratio, such that the cell model kernel was compute bound, then this optimisation
would be very relevant.
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6.1.1 Memory bandwidth

The total memory traffic per step τ, is simply the sum of the memory traffic
for each of the kernels.

τ = τD + τR (6.2)

Since the memory traffic for the diffusion kernel depends on caching,
we use the minimum traffic volume defined in (4.21) on page 34, and for
the cell model kernel, we insert M = 19 (the number of state variables for
TT06) into (5.4) on page 51, to obtain the minimum total traffic per step
τmin.

τmin
D = 216N B (6.3)
τR = (1 + 2 · 19 · sizeof(double))N B = 305N B (6.4)

τmin = τmin
D + τR (6.5)

= (216 + 305)N B = 521N B, (6.6)

where N denotes the total number of tetrahedra in the computational mesh.
If the two kernels were merged, we could reduce the memory traffic by

2N · sizeof(double) = 16N B, as we would only have to read and write
the voltage once, whereas the separate kernels both need to read and write
the voltage once. This would have reduced the minimum memory traffic
by 16N B

521N B ≈ 3.07%. The obvious downside to merging the kernels is that
it would be harder to maintain the code, and if we wanted to add support
for other cell models, then the diffusion implementation would now exist
in multiple copies that all need to be kept up to date. We therefore did not
attempt to implement this optimisation.

The lower bound on the execution time for a time step due to memory
bandwidth, Tmemory bound is then the sum of the bounds for each kernel,

Tmemory bound = Tmemory bound
D + Tmemory bound

R (6.7)

=
216N B

µD
+

305N B
µR

, (6.8)

where µD and µR are the most relevant memory bandwidth for the
diffusion kernel and the cell model kernel, respectively. Recall that we use
different kernels from BabelStream (Table 2.4 on page 11) to estimate the
bandwidth of these two kernels because they differ significantly in their
read:write ratio. For µD we use the triad kernel bandwidth, while the copy
kernel bandwidth is used for µR.

With multiple GPUs, the diffusion kernel has to read some values from
its neighbour partition(s) in addition to all of the values from its own
partition, meaning that Tmemory bound is actually lower than the theoretical
minimum with multiple partitions.

6.1.2 Communication

In the multi-GPU main loop, we have split each partition Pp into two
disjoint sets—the separator,P separator

p , and the interior, P interior
p (see Section
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4.5). CUDA stream priorities are used to indicate that we want the
separator to be given priority so that it completes as early as possible.
When the separator is finished, we start the communication while the
interior is being computed. Thus, the time per step, T, becomes

T = Tseparator + max(Tinterior, Tcomm), (6.9)

where Tseparator is the time needed to compute the separator, Tinterior is the
time needed to compute the interior, and Tcomm. We will assume that the
time to compute the separator and the interior is proportional to their size.
Thus, for partition p we have

Tseparator = (TD + TR)
∣∣∣P separator

p

∣∣∣ (6.10)

Tinterior = (TD + TR)
∣∣∣P interior

p

∣∣∣ . (6.11)

If the communication time exceeds the time needed to compute the
interior, the computation will stall, and we will be communication bound.
In order to avoid being communication bound, we need to have

Tcomm < Tinterior. (6.12)

The time needed to send a message is the sum of the latency L and the
message size S over the link bandwidth β

Tmsg = L +
S
β

. (6.13)

In the worst case, every GPU needs to send their full separator to all the
other G− 1 GPUs.

Tworst case
comm = (G− 1) ·


L +

|P separator
p |
|Pp| ·

N
G · sizeof(double)

β


 (6.14)

Using up to 16 partitions on the realistic meshes we had access to, we found
that the separator typically accounted for around 5% of the partition, so
|P separator

p |
|Pp| ≈ 0.05. The mesh we will be testing with multiple GPUs has

N = 11 688 851.
The relevant values of L and β for transfers between GPUs are discussed

in Section 2.6. For the DGX-2 we have

LDGX-2 ≈ 2.3 µs (6.15)

βbidirectional
DGX-2 ≈ 265 GB/s (6.16)

βunidirectional
DGX-2 ≈ 144 GB/s. (6.17)

The DGX-2 has G = 16, and inserting this into (6.14) yields

Tworst case
comm DGX-2 = 15 ·

(
2.3 µs +

0.05 N
16 · 8 B

144 GB/s

)
≈ 65 µs (6.18)
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For bigfacet, with G = 8 GPUs, the latency and bandwidth depend
on which GPUs are communicating, and we can find the average latency
and bandwidth per GPU instead using the fact that each GPU must send
G
2 messages over the QPI link to the GPUs on the other socket and G

2 − 1
messages to GPUs on the same socket (see Figure 2.5). To estimate the
unidirectional bandwidth, we use the observation that at most 8 GPUs are
using the QPI link at any point in time, 4 on each socket, meaning that the
unidirectional bandwidth is 1

8 of the full 32 GB/s bidirectional bandwidth
of the QPI link.

Lbigfacet ≈
(G

2 − 1) · 2.0 µs + G
2 12.0 µs

G− 1
≈ 7.7 µs (6.19)

βunidirectional
bigfacet ≈ 32 GB/s

8
= 4 GB/s. (6.20)

Inserting these values into (6.14) yields

Tworst case
comm bigfacet = 7 ·

(
7.7 µs +

0.05 N
8 · 8 B

8 GB/s

)
≈ 1.077 ms (6.21)

6.2 Metrics

Before we start with the main performance analysis, it is instructive to
present the metrics we will be using to quantify the changes in performance
when scaling from a single GPU to multiple GPUs.

We have used cell steps per second as a throughput metric for our kernels.
It is defined as

cell steps per second =
N
T

, (6.22)

where N is the number of cells/tetrahedra, and T is the time per step.
The speedup is defined as

speedup =
Tsingle GPU

Tmultiple GPUs
. (6.23)

We define the scaling efficiency using G GPUs as

scaling efficiency =
speedup

G
. (6.24)

This metric is proportional to the throughput per GPU.
Finally, we also use the relative time per GPU, defined as

relative time per GPU =
1

scaling efficiency
. (6.25)
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6.3 Scaling to multiple GPUs

When using multiple GPUs there are multiple factors that could cause
reductions in performance that are not related to communication.

(I) Static load imbalance (due to some partitions being larger than others,
as discussed in Section 4.5)

(II) Dynamic load imbalance (due to the different costs of code path 1 and
2 in the cell model kernel, discussed in Section 5.4.1)

(III) Lower throughput for the cell model kernel for smaller problem sizes
(as shown in Figure 6.1)

(I) is controlled by the load imbalance factor we use with METIS. We
used a load imbalance factor LIF = 1.03, meaning that the largest partition
should be at most 1.03 times larger than the mean partition size.

(II) only affects the cell model kernel. Table 6.1 shows the relative
difference in execution time for the two code paths for the P100 and the
V100. The P100 takes 1.07 times longer for code path 2 (V < −40 mV)
than for code path 1. The corresponding number for the V100 is 1.05. As
the electrical signal propagates through the heart, the partitions should
shift between having all tetrahedra following one code path to having all
tetrahedra following the other code path.

Code path time per step (ms) cell steps / s relative time

P100 V100 P100 V100 P100 V100

V ≥ −40 mV 7.1 4.0 1.41 · 109 2.52 · 109 1.00 1.00
V < −40 mV 7.6 4.2 1.32 · 109 2.40 · 109 1.07 1.05

Table 6.1: Comparing the performance for the different code paths in
the optimised cell model kernel (see Section 5.4.1), 1b (epi/M cell type,
V ≥ −40 mV) and 2b (epi/M cell type, V < −40 mV). N = 107.

(III) could also affect the diffusion kernel, but we have only measured
the scaling of the cell model kernel with varying N. Figure 6.1 on page 71
shows the scaling of the cell model kernel, and these values are also listed
in Table 6.2. As N becomes smaller, the relative throughput drops, and this
effect is more pronounced on the V100. With N = 125 000, the throughput
of the P100 is reduced by a factor of 0.792 compared to the throughput
at N = 16 000 000. The corresponding number for the V100 is 0.636. As
discussed in Section 5.5, the maximum number of resident threads per SM
for the cell model kernel is 512. With 56 SMs on the P100, and 80 SMs
on the V100 (see Table 2.2 on page 9), the maximum number of resident
threads on a single P100 is 56 · 512 = 28 672, and on a single V100 we can
have at most 80 · 512 = 40 960 resident threads. As N is decreasing towards
the maximum number of resident threads per GPU, it becomes harder for
the GPU to maintain full occupancy for the entire duration of the kernel
execution.
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N cell steps / s relative throughput

P100 V100 P100 V100

125 000 1.043 · 109 1.532 · 109 0.792 0.636
250 000 1.164 · 109 1.871 · 109 0.883 0.777
500 000 1.234 · 109 2.148 · 109 0.937 0.892

1 000 000 1.276 · 109 2.285 · 109 0.968 0.948
2 000 000 1.298 · 109 2.354 · 109 0.985 0.977
4 000 000 1.310 · 109 2.396 · 109 0.994 0.995
8 000 000 1.316 · 109 2.404 · 109 0.999 0.998

16 000 000 1.318 · 109 2.409 · 109 1.000 1.000

Table 6.2: Cell model performance scaling with problem size for the
optimised kernel. The relative throughput is given by ratio of cell steps
per second for the given problem size to the peak cell steps per second.

6.4 Single-GPU performance

N Time per step (ms) Cell steps/second

Cell model Diffusion Cell model Diffusion

6 774 958 5.167 2.914 1.311 · 109 2.325 · 109

8 472 263 6.456 3.645 1.312 · 109 2.324 · 109

9 537 830 7.272 4.108 1.312 · 109 2.322 · 109

10 033 105 7.636 4.318 1.314 · 109 2.324 · 109

14 007 495 10.654 6.038 1.315 · 109 2.320 · 109

Table 6.3: Performance for five different meshes using a single P100.

We measured the performance on five realistic meshes from [50] with a
number of tetrahedra spanning from N = 6 774 958 to N = 14 007 495. A
single stimulus was applied to a point near the centre of the mesh during
the interval [1 ms, 2 ms], and a full second was simulated, giving the signal
time to propagate through all cells, and let the cells transition from the
initial polarised state V ≈ −85 mV to depolarising and then repolarising
again. Table 6.3 shows the performance on a single P100, and Table 6.4
shows the performance on a single V100.

We observe that the throughput, measured in cell steps per second,
seems to be fairly constant for all meshes. (N is large enough that we do
not see the reduction in efficiency for the cell model that we observed in
Figure 6.1).

6.5 Multi-GPU performance

For our multi-GPU performance benchmarks, we focused on a single
mesh with N = 11 688 851. Again we simulated a full second, applying
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Figure 6.1: Cell model performance scaling with problem size for the
optimised kernel. The plotted values are also listed in Table 6.2 on the
preceding page. The relative throughput is given by ratio of cell steps / s
for the given problem size to the peak cell steps / s.

a stimulus during the interval [1 ms, 2 ms], but this time the stimulated
region is along the edge of the mesh, such that the signal takes around
300 ms to reach the last tetrahedron. This should cause a reduction in
performance due the dynamic load imbalance (II) (see Section 6.3). With
∆t = 20 µs, 1 s

20 µs = 50 000 time steps are needed.
Inserting N = 11 688 851 into the lower bound on the time per step due

to memory bandwidth (6.8) yields

Tmemory bound =
216N B

µD
+

305N B
µR

(6.26)

≈ 2.52 GB
µD

+
3.57 GB

µR
, (6.27)

where µD and µR are now the combined memory bandwidth across all G
GPUs. Inserting the per-GPU BabelStream bandwidth for the triad and
copy kernels for µD and µR, respectively, and multiplying by the number
of time steps (50 000) we obtain

Tmemory bound
total, DGX-2 ≈ 50 000

(
2.52 GB

G · 887 GB/s
+

3.57 GB
G · 859 GB/s

)
≈ 349.8 s

G
(6.28)

Tmemory bound
total, bigfacet ≈ 50 000

(
2.52 GB

G · 551 GB/s
+

3.57 GB
G · 541 GB/s

)
≈ 558.6 s

G
(6.29)

Table 6.5 shows the performance when using 1, 2, 4, 8, and 16 GPUs on
the DGX-2. We pinned the OpenMP threads driving the GPUs to socket
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N Time per step (ms) Cell steps/second

Cell model Diffusion Cell model Diffusion

6 774 958 2.822 1.836 2.401 · 109 3.690 · 109

8 472 263 3.493 2.294 2.425 · 109 3.693 · 109

9 537 830 3.948 2.583 2.416 · 109 3.693 · 109

10 033 105 4.144 2.717 2.421 · 109 3.693 · 109

14 007 495 5.799 3.791 2.416 · 109 3.695 · 109

Table 6.4: Performance for five different meshes using a single V100.

GPUs Time (s) Speedup Scaling efficiency Rel. time
GPUs

Tachieved

Tmemory bound

1 400.098 1.000 1.000 1.000 1.156
2 208.500 1.919 0.959 1.042 1.205
4 105.570 3.790 0.947 1.055 1.220
8 53.800 7.437 0.930 1.076 1.244

16 28.160 14.208 0.888 1.126 1.302

Table 6.5: Multi-GPU scaling on the DGX-2. N = 11 688 851 and the
number of time steps is 50 000. Tmemory bound = 349.8 s

GPUs is the lower bound on
the execution time due to memory bandwidth.

0, as we saw performance reductions when using both sockets, which we
believe were caused by the CUDA runtime having to synchronise across
both sockets. With 16 GPUs, the main loop finished in 32 seconds without
pinning any threads, and in 28.2 seconds with all threads pinned to socket
0. Since we don’t make use of the memory bandwidth on the host side,
there are no disadvantages to pinning all threads to the same socket.

Table 6.6 shows the performance when using 1, 2, 4, and 8 GPUs on
bigfacet. We pinned the threads to the same socket here too.

For both systems, we achieved quite good scaling. From profiling, we
saw no signs of being communication bound, and we believe the slight
degradation in efficiency as we scale to multiple GPUs can be explained
from the suboptimal scaling in computational efficiency that we discussed
in Section 6.3. With 16 GPUs on the DGX-2, the time per step was
28.16 s
50 000 ≈ 563 µs, far above the worst case communication time we derived
in Section 6.1.2, Tworst case

comm DGX-2 ≈ 65 µs. On bigfacet, the worst case
communication time is nearer the achieved time, with each time step taking
91.35 s
50 000 ≈ 1.827 ms, which is still well above the worst case communication
time, Tworst case

comm bigfacet ≈ 1.077 ms.

If we assume that the cell steps per second is constant in N for the PDE
kernel, and that there is no dynamic load imbalance due to the differing
code paths in the cell model kernel, we would expect the increase in relative
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GPUs Time (s) Speedup Scaling efficiency Rel. time
GPUs

Tachieved

Tmemory bound

1 690.00 1.000 1.000 1.000 1.235
2 354.77 1.945 0.972 1.028 1.270
4 176.46 3.910 0.978 1.023 1.264
8 91.35 7.553 0.944 1.059 1.308

Table 6.6: Multi-GPU scaling on bigfacet. N = 11 688 851 and the number
of time steps is 50 000. Tmemory bound = 558.6 s

GPUs is the lower bound on the
execution time due to memory bandwidth.

time per GPU when using 16 GPUs to be

TG GPUs =
LIF ·

(
Tsingle GPU

D + sG · Tsingle GPU
R

)

G
, (6.30)

where sG is the inverse of the relative throughput listed in Table 6.2 (we
find the relevant value of N in this table by using the mean partition size).
As mentioned previously, we use an load imbalance factor LIF = 1.03 for
all benchmarks in this thesis.

For the 16 GPUs on the DGX-2, we have G = 16, and the mean partition
size is N

16 ≈ 730 000, and so we can interpolate over Table 6.2 to estimate
the relative throughput to 0.92 and obtain s16 ≈ 1

0.92 ≈ 1.09. Since we
have not measured the scaling of the diffusion kernel, we will assume
that its performance does not degrade when reducing the problem size per
GPU from 11 688 851 to 730 000. We measured the total time used for the
diffusion kernel and the cell model kernel with a single GPU without any
stimulus applied (so that the cell model kernel would be on code path 2b,
with V < −40 mV), Ttotal, single GPU

D = 157.5 s and Ttotal, single GPU
R = 245 s.

With these assumptions, we would expect the time taken on 16 GPUs to be

Ttotal
16 GPUs =

LIF ·
(

Ttotal, single GPU
D + s16 · Ttotal, single GPU

R

)

16
(6.31)

=
1.03 · (157.5 s + 1.09 · 245 s)

16
(6.32)

≈ 27.66 s (6.33)

We also ran the 16 GPU test without any stimulus applied to ensure that
there is no dynamic load imbalance (II), like we assumed in the above
calculation. That simulation took 28.41 seconds, which is 28.41

27.66 ≈ 1.027
times greater than estimated. It’s likely too optimistic to assume that
there is no performance degradation in the diffusion kernel, and this could
explain this small discrepancy between our estimate and the observed
performance.

When using all 16 GPUs in the DGX-2, we achieve an execution time
that is 30.2% larger than the theoretical lower bound due to memory
bandwidth, Tmemory bound. As the number of GPUs increases, the scaling
efficiency drops slightly as a consequence of the effects discussed above.
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The scaling on bigfacet is also fairly good, and when using all 8 GPUs,
we achieve an execution time that is 30.8% larger than Tmemory bound.
Despite having much smaller peer-to-peer bandwidth than the DGX-2, we
do not seem to be limited by communication here either. If we were, we
could have attempted a hierarchical partitioning such that we minimise
the intra-socket communication volume, as discussed in Section 4.5, but it
proved not to be necessary in this instance.

As we have simulated a full second of electrical activity, the fraction of
real-time that the simulation is running at is found simply by inverting
the total time used. We will conservatively assume a heartbeat rate
of 60 beats per minute to estimate the number of heartbeats that we
are able to simulate per wall clock minute. Observe that the 16 V100
GPUs in the DGX-2 (Table 6.5) run the simulation at 1

28.2 of real-time ≈
2 heartbeats per minute, while 8 P100 GPUs in bigfacet (Table 6.6) manage

1
91.4 of real-time ≈ 0.65 heartbeats per minute. If one were to aim for real-
time simulations using this code, the cell model performance degradation
with shrinking problem size shown in Figure 6.1 would likely pose a major
challenge. This ties back to the inherent architectural limitation of the
GPU—it needs ample parallelism to fully utilise its thousands of cores.

6.6 Verification

We tested the 30 realistic meshes we had at our disposal by simulating a
full second with a single stimulus applied during the interval [1 ms, 2 ms]
(the same setup as we used in Section 6.4).

Out of the 30 meshes, 4 failed to produce a stable solution for this
simulation configuration. This suggests that the FVM scheme used to
solve the diffusion equation is sensitive to mesh quality, but we did not
investigate this further as it was beyond the scope of this thesis. 2

Figure 6.2 shows the propagation of the electrical signal through the
heart for one of these meshes. As time progresses, the signal (seen as the
red wavefront) spreads through the heart, and around t = 400 ms, it has
reached the last tetrahedron. The cells repolarise around 350 ms3 after the
initial depolarisation triggered by the signal, returning to a blue colour.

With the help of a domain expert, we were able to set up a similar
simulation using CARP [55], an established software for performing
cardiac simulations. Comparing the results from CARP with the results
from our simulator, we found the propagation wavefronts to be very
similar, although the propagation velocities were not perfectly aligned.

As CARP is closed source, we know little about the implementational
details, except that it uses the finite element method to solve the diffusion
equation, which is very different from the explicit finite volume method

2We did, however, perform extensive testing to ensure that the diffusion kernel was
implemented correctly, so that we could exclude the possibility of this being caused by a
programming error.

3We used the M cell type for the entire mesh, since we did not have between the
tetrahedra and their TT06 cell types.
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scheme that Lynx uses. As a performance reference point, we ran CARP
with the same configuration used in our multi-GPU benchmark, using a
dual-socket node with two AMD EPYC 7601 32C/64T CPUs running at 2.2
GHz, with a STREAM bandwidth of 158 GB/s. As CARP limits the number
of cores we can use to 24 in the free version that is publicly available,
we could not use all cores on the system, but we pinned half of the MPI
processes to each socket4 since that yielded the highest performance5. In
this configuration, CARP took 62 minutes, which is more than 130 times
slower than the 28.2 seconds we achieved using all 16 GPUs on the DGX-2.

4More specifically, we pinned 3 MPI processes to each of the 8 NUMA nodes.
5This would indicate that CARP’s performance is limited by memory bandwidth.
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(a) t = 10 ms (b) t = 150 ms

(c) t = 300 ms (d) t = 450 ms

(e) t = 600 ms (f) t = 750 ms

Figure 6.2: Signal propagating out from the bottom of the left ventricle. The
colour map spans from solid blue at −90 mV to solid red at 40 mV.
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Chapter 7

Conclusions and future work

7.1 Conclusions

The main goal of this thesis was to investigate how in silico experiments
can be effectively executed on fat nodes where nearly all of the computing
power is provided by GPUs, as it seems that this extreme type of
non-CPU computing architecture is going to be driving future exa-scale
supercomputers.

Using all 16 V100 GPUs in the DGX-2, we achieved a simulation speed
of 1

28.2 of real-time ≈ 2 heartbeats per wall clock minute on a mesh with
11.7 million cells. The execution time using 16 GPUs was only 30.2% higher
than the theoretical lower bound due to memory bandwidth, whereas the
execution time using a single V100 GPU was only 15.6% higher than the
lower bound, and we were largely able to explain the sub-optimal scaling
efficiency as being caused by static load imbalance from the partitioning,
and reduced throughput for the cell model kernel as the problem size
decreases.

On our second test system, bigfacet, that was equipped with 8 P100
GPUs, we also achieved good scaling. Packing under 1

3 of the computing
power of the DGX-2, it achieved a simulation speed of 1

91.4 of real-time
≈ 0.65 heartbeats per wall clock minute using all 8 GPUs on the same 11.7
million cell mesh. The execution time using 8 GPUs was only 30.2% higher
than the theoretical lower bound due to memory bandwidth, whereas the
execution time using a single P100 GPU was 23.5% higher than the lower
bound.

While the 11.7 million cells we used are substantially fewer than the
370 million cells used by Mirin et al. [40], who achieved a projected
performance of 9 heartbeats per wall clock minute using all nodes on the
Sequoia supercomputer, they used a structured mesh that requires a higher
number of cells to accurately describe the geometry of the heart, than an
unstructured mesh does.

Critical to these achievements were the extensive optimisations to the
cell model kernel, discussed in Chapter 5. We improved the Gotran code
generator, making it generate CUDA code with a memory layout that better
suits the GPU execution model, and we also made Gotran generate more
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editable code using enum-based indexing. On top of these improvements
to the code generation, we applied a number of hand-optimisations, some
of which exploited patterns in the TT06 cell model to reduce the number
of floating-point instructions needed to execute the kernel by 30%. These
hand-optimisations lowered the lower bound on the execution time due to
the throughput of floating-point instructions below the lower bound on the
execution due to the memory traffic, such that the kernel became memory
bound.

We also tested a selection of explicit first-order accurate schemes for
solving the TT06 cell model (Section 3.4), seeking to determine which one
would be the most efficient for execution on a GPU, and found that the
lightweight Rush–Larsen scheme used by Mirin et al. [40] was the most
efficient out of the four schemes we tested.

In Chapter 4, we evaluated the Lynx’ optimisations on the Pascal and
Volta architectures, making some adjustments to the diffusion kernel, and
we developed a new asynchronous multi-GPU mainloop that aims to
effectively hide communication behind computation and avoid stalling the
GPUs.

As stated in the introduction, this study is the first to perform realistic
monodomain simulations with the finite volute method scheme that Lynx
uses. In Section 6.6, we tested all of the 30 meshes we had at our disposal,
and we observed unstable solutions in 4 of them, suggesting that this
method is sensitive to mesh quality.

7.2 Future work

We motivated the need for fast simulations of the electrical activity in the
heart with studies that used in silico experiments to predict the risk of
arrhythmia in patients who had suffered a myocardial infarction. While we
can now perform monodomain simulations very efficiently, the code needs
to be extended with support for reduced conductivity and adjustments
to the cell model in the regions of the heart that were damaged as a
consequence of the myocardial infarction. We believe these extensions can
be implemented with little or no negative impact on performance.

While NVIDIA is the current leader in the GPU market, porting the
CUDA code to OpenCL would enable the use of GPUs from AMD as well.
Conceptually, CUDA and OpenCL are quite similar, although OpenCL
aims to support a broader range of computing devices, and we would
expect most of the architecture-specific optimisations for NVIDIA GPUs
to translate well to AMD GPUs.

If one is willing to trade some accuracy for significant performance
improvements, one should investigate whether the use of single-precision
floating-point numbers can be justified for parts of the computation.

Finally, there is room for improvement in the way we handle the
partition separators. While we were not communication bound using our
test systems, we do consume significantly more bandwidth than we could
have if we had rearranged the separator into clean and mixed parts, as
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shown in Figure 4.6 on page 49. On dual-socket systems like bigfacet
that use QPI or similar interconnects for inter-socket communication, a
more sophisticated mapping of partitions to the GPUs combined with a
hierarchical partitioning, could reduce the amount of data that needs to be
sent over the QPI link.
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Appendix A

Ten Tusscher 2006 cell model
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Parameters

Table 1: Parameter Table

Parameter Value Description
celltype 0 Cell type( 0: M, 1: EPI, 2: ENDO)
Pkna 300×10−4 Permeability of Na
gK1 5.41 nS pF−1 IK1 base conductivity
gKr 0.15 nS pF−1 IKr base conductivity
gKs 980×10−4 nS pF−1 IKs base conductivity
gNa 1.48×101 nS pF−1 INa base conductivity
gbna 290×10−6 nS pF−1 IbNa base conductivity
gCaL 398×10−7 l F−1 s−1 ICaL base conductivity
gbca 592×10−6 nS pF−1 IbCa base conductivity
gto 0.29 nS pF−1 Ito base conductivity
KmNa 4×101 mM Na dissociation constant for INaK
Kmk 1 mM K dissociation constant for INaK
PNaK 2.72 pA pF−1 INaK base rate
KNaCa 1×103 pA pF−1 INaCa base rate
Ksat 1×10−1

KmCa 1.38 mM Cao dissociation constant for INaCa
KmNai 8.75×101 mM Nai dissociation constant for INaCa
α 2.5
γ 0.35
KpCa 500×10−6 mM Cai dissociation constant for IpCa
gpCa 0.12 pA pF−1 IpCa base conductivity
gpK 146×10−4 nS pF−1 IpK base conductivity
Bu fc 0.2 mM Total Ca buffer capacity in Cytosole
Bu fsr 1×101 mM Total Ca buffer capacity in SR
Bu fss 0.4 mM Total Ca buffer capacity in sub space
Cao 2 mM External Ca
EC 1.5 mM RyR SR Ca scale value
Kbu f c 0.00 mM Ca dissociation constant for buffer in Cytosole
Kbu f sr 0.3 mM Ca dissociation constant for buffer in SR
Kbu f ss 250×10−6 mM Ca dissociation constant for buffer in sub space
Kup 250×10−6 mM Ca dissociation constant for SERCA pump
Vleak 360×10−6 ms−1 Ca leak rate
Vrel 0.10 ms−1 RyR base release rate
Vsr 109×10−5 µm3 Volume SR
Vss 547×10−7 µm3 Volume sub space
Vx f er 380×10−5 ms−1 Ca base transfer rate
Vmaxup 637×10−5 mM ms−1 Ca base rate SERCA pump
k1prime 0.15 mM−2 ms−1 RyR opening rate
k2prime 450×10−4 mM−1 ms−1 RyR inactivation rate
k3 600×10−4 ms−1 RyR deactivation rate
k4 500×10−5 ms−1 RyR return from inactivation rate
maxsr 2.5 mM RyR max SR Ca scale value
minsr 1 mM RyR min SR Ca scale value
Nao 1.4×102 mM Extracellular Na
Cm 0.18 µF Faraday’ s constant
F 9.65×104 C mmole−1

R 8.31×103 J mole−1 K−1 Universal gass constant
T 3.1×102 K Temperature
Vc 164×10−4 µm3 Volume cytosole
isstimulated 0 Non-zero if cell is stimulated at the current time
stimamplitude 5.2×101 pA pF−1 Amplitude for stimulation
Ko 5.4 mM Extracellular K

Initial Values
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Table 2: State Table

State Value Description
Xr1 165×10−4 Xr1 gate in IKr
Xr2 0.47 Xr2 gate in IKr
Xs 174×10−4 Xs gate in IKs
m 165×10−5 m gate in INa
h 0.75 h gate in INa
j 0.68 j gate in INa
d 329×10−7 d gate in ICaL
f 0.70 f gate in ICaL
f2 0.95 f 2 gate in ICaL
f Cass 0.99 FCass gate in ICaL
s 1 s gate in Ito
r 235×10−10 s gate in Ito
Cai 153×10−6 mM Intracellular Ca
Rprime 0.90 RyR availability
CaSR 4.27 mM SR Ca
Cass 420×10−6 mM Subspace Ca
Nai 1.01×101 mM Intracellular Na
V −8.54×101 mV Membrane potential
Ki 1.39×102 mM Intracellular K

Components

Reversal potentials

(1a)ENa =
RT
F

log
(

Nao

Nai

)

(1b)EK =
RT
F

log
(

Ko

Ki

)

(1c)EKs =
RT
F

log
(

Ko + NaoPkna
PknaNai + Ki

)

(1d)ECa =
0.5R

F
T log

(
Cao

Cai

)

Inward rectifier potassium current

(2a)αK1 =
1×10−1

1 + 614×10−8e600×10−4V−600×10−4EK

(2b)βK1 =
1

1 + e0.5EK−0.5V

(
0.37e1×10−1V−1×10−1EK + 3.06e200×10−6V−200×10−6EK

)

(2c)xK1∞ =
αK1

αK1 + βK1

(2d)iK1 = 0.43gK1
√

Ko (−EK + V) xK1∞

Rapid time dependent potassium current

(3a)iKr = 0.43gKr
√

Ko (−EK + V) Xr1Xr2
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Xr1 gate

(4a)xr1∞ =
1

1 + e−
26
7 − V

7

(4b)αxr1 =
4.5×102

1 + e−
9
2− V

1×101

(4c)βxr1 =
6

1 + 1.36×101e870×10−4V

(4d)τxr1 = αxr1βxr1

(4e)
dXr1

dt
=

1
τxr1

(−Xr1 + xr1∞)

Xr2 gate

(5a)xr2∞ =
1

1 + e
11
3 + V

2.4×101

(5b)αxr2 =
3

1 + e−3− V
2×101

(5c)βxr2 =
1.12

1 + e−3+ V
2×101

(5d)τxr2 = αxr2βxr2

(5e)
dXr2

dt
=

1
τxr2

(−Xr2 + xr2∞)

Slow time dependent potassium current

(6a)iKs = gKsXs2 (−EKs + V)

Xs gate

(7a)xs∞ =
1

1 + e−
5

14− V
1.4×101

(7b)αxs =
1.4×103
√

1 + e
5
6− V

6

(7c)βxs =
1

1 + e−
7
3 + V

1.5×101

(7d)τxs = 8×101 + αxsβxs

(7e)
dXs
dt

=
1

τxs
(−Xs + xs∞)

Fast sodium current

(8a)iNa = gNam3 (−ENa + V) hj
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m gate

(9a)m∞ =
1

(
1 + 184×10−5e−0.11V

)2

(9b)αm =
1

1 + e−1.2×101− V
5

(9c)βm =
1×10−1

1 + e7+ V
5

+
1×10−1

1 + e−
1
4 + V

2×102

(9d)τm = αmβm

(9e)
dm
dt

=
1

τm
(−m + m∞)

h gate

(10a)h∞ =
1

(
1 + 1.52×104e0.14V

)2

(10b)αh =

{
443×10−9e−0.15V for V < −4×101

0 otherwise

(10c)βh =

{
3.1×105e0.35V + 2.7e790×10−4V for V < −4×101

0.77
0.13+498×10−4e−901×10−4V

otherwise

(10d)τh =
1

αh + βh

(10e)
dh
dt

=
1
τh

(−h + h∞)

j gate

(11a)j∞ =
1

(
1 + 1.52×104e0.14V

)2

(11b)αj =

{
1

1+5.03×1010e0.31V

(
3.78×101 + V

) (
−2.54×104e0.24V − 695×10−8e−439×10−4V

)
for V < −4×101

0 otherwise

(11c)β j =





242×10−4e−105×10−4V

1+396×10−5e−0.14V for V < −4×101

0.6e570×10−4V

1+e
− 16

5 −
V

1×101
otherwise

(11d)τj =
1

αj + β j

(11e)
dj
dt

=
1
τj

(
−j + j∞

)

Sodium background current

(12a)ibNa = gbna (−ENa + V)
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L type Ca current

(13a)Ve f f =

{
1×10−2 for

∣∣−1.5×101 + V
∣∣ < 1×10−2

−1.5×101 + V otherwise

(13b)iCaL =
4gCaLF2Ve f f d f f2 f Cass

RT
(
−1 + e

2FVe f f
RT

)
(
−Cao + 0.25Casse

2FVe f f
RT

)

d gate

(14a)d∞ =
1

1 + e−
16
15− 2V

1.5×101

(14b)αd = 0.25 +
1.4

1 + e−
35
13− V

1.3×101

(14c)βd =
1.4

1 + e1+ V
5

(14d)γd =
1

1 + e
5
2− V

2×101

(14e)τd = αdβd + γd

(14f)
dd
dt

=
1
τd

(−d + d∞)

f gate

(15a)f∞ =
1

1 + e
20
7 + V

7

(15b)τf = 2×101 +
1.8×102

1 + e3+ V
1×101

+
2×102

1 + e
13
10− V

1×101
+ 1.1×103e−

(2.7×101+V)2

2.25×102

(15c)
d f
dt

=
1
τf

(
− f + f∞

)

F2 gate

(16a)f2∞ = 0.33 +
0.67

1 + e5+ V
7

(16b)τf 2 =
3.1×101

1 + e
5
2− V

1×101
+

8×101

1 + e3+ V
1×101

+ 5.62×102e−
(2.7×101+V)2

2.4×102

(16c)
d f2

dt
=

1
τf 2

(
− f2 + f2∞

)
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FCass gate

(17a)f Cass∞ = 0.4 +
0.6

1 + 4×102Ca2
ss

(17b)τf Cass = 2 +
8×101

1 + 4×102Ca2
ss

(17c)
d f Cass

dt
=

1
τf Cass

(
− f Cass + f Cass∞

)

Calcium background current

(18a)ibCa = gbca (−ECa + V)

Transient outward current

(19a)ito = gto (−EK + V) rs

s gate

(20a)s∞ =





1

1+e
28
5 + V

5
for celltype = 2

1

1+e4+ V
5

otherwise

(20b)τs =





8 + 1×103e−
(6.7×101+V)

2

1×103 for celltype = 2

3 + 5

1+e−4+ V
5

+ 8.5×101e−
(4.5×101+V)

2

3.2×102 otherwise

(20c)
ds
dt

=
1
τs

(−s + s∞)

r gate

(21a)r∞ =
1

1 + e
10
3 − V

6

(21b)τr = 0.8 + 9.5e−
(4×101+V)2

1.8×103

(21c)
dr
dt

=
1
τr

(−r + r∞)

Sodium potassium pump current

(22a)
iNaK =

KoPNaK Nai

(KmNa + Nai) (Kmk + Ko)
(

1 + 353×10−4e−
FV
RT + 0.12e−

1×10−1FV
RT

)

Sodium calcium exchanger current

(23a)iNaCa =
KNaCa

(
Cao Na3

i e
FγV
RT − αNa3

oCaie
FV
RT (−1+γ)

)

(
1 + Ksate

FV
RT (−1+γ)

)
(Cao + KmCa)

(
Km3

Nai + Na3
o
)
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Calcium pump current

(24a)ipCa =
gpCaCai

KpCa + Cai

Potassium pump current

(25a)ipK =
gpK (−EK + V)

1 + 6.54×101e−0.17V

Calcium dynamics

(26a)iup =
Vmaxup

1 +
K2

up

Ca2
i

(26b)ileak = Vleak (−Cai + CaSR)

(26c)ix f er = Vx f er (−Cai + Cass)

(26d)kcasr = maxsr −
maxsr − minsr

1 + EC2

Ca2
SR

(26e)
Caibu f c =

1

1 +
Bu fcKbu f c(
Kbu f c+Cai

)2

(26f)
Casrbu f sr =

1

1 +
Bu fsrKbu f sr(

Kbu f sr+CaSR

)2

(26g)
Cassbu f ss =

1

1 +
Bu fssKbu f ss(

Kbu f ss+Cass

)2

(26h)
dCai

dt
=
(

Vsr

Vc

(
−iup + ileak

)
− Cm

2FVc

(
−2iNaCa + ibCa + ipCa

)
+ ix f er

)
Caibu f c

(26i)k1 =
k1prime

kcasr

(26j)k2 = k2primekcasr

(26k)O =
Ca2

ssRprimek1

k3 + Ca2
ssk1

(26l)
dRprime

dt
= k4

(
1− Rprime

)
− CassRprimek2

(26m)irel = Vrel (−Cass + CaSR) O

(26n)
dCaSR

dt
=
(
−ileak − irel + iup

)
Casrbu f sr

(26o)
dCass

dt
=
(

Vsrirel
Vss

−
Vcix f er

Vss
− CmiCaL

2FVss

)
Cassbu f ss
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Sodium dynamics

(27a)
dNai

dt
=

Cm
FVc

(−iNa − ibNa − 3iNaCa − 3iNaK)

Membrane

(28a)iStim =

{
−stimamplitude for isstimulated

0 otherwise

(28b)
dV
dt

= −iCaL − iK1 − iKr − iKs − iNa − iNaCa − iNaK − iStim − ibCa − ibNa − ipCa − ipK − ito

Potassium dynamics

(29a)
dKi
dt

=
Cm
FVc

(
−iK1 − iKr − iKs − iStim − ipK − ito + 2iNaK

)
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