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Abstract

An unmanned ground vehicle (UGV) that should operate autonomously on
the road as well as in the terrain, is equipped with sensors that perceive
the environment. The information from the sensors can be combined to
create a high-level description of the scene. This thesis treats the computer
vision task of semantic segmentation using the camera. The objective with
semantic segmentation is to recognise objects and their spatial pixel-level
extent in an image. The semantic representation of the scene provides the
local path planner system with knowledge of obstacles and possible driveable
surfaces.

Convolutional neural networks (CNNs) have recently shown prominent res-
ults for a range of computer vision recognition tasks, including semantic
segmentation. The success of deep learning is mainly driven by the availabil-
ity of large datasets and parallel computation in compact embedded formats.
Several large-scale datasets exist for vehicle-based scene understanding, how-
ever, they are limited to specific domains and typically only cover structured
urban scenes. Moreover, the process of creating datasets for semantic seg-
mentation requires a considerable amount of human effort. This project
investigates techniques that try to reduce the work involved in annotating
such datasets. To this end, a novel active learning framework is proposed
and tested on the Cityscapes benchmark dataset.

The proposed algorithm jointly train a convolutional neural network on the
minority labelled training set, and regularly queries the human annotator to
label a small sample of most informative images in the dataset. Moreover,
a pseudo-labelling procedure is proposed to make the model utilise the
unlabelled part of the dataset during training. The experiments suggest
that careful selection of informative images for annotation benefit model
performance when the labelled images span a relatively small proportion of
the dataset. In the closing, several enhancements and extensions to this
framework are proposed for future work.
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Problem Formulation

An unmanned ground vehicle (UGV) that should be able to operate
autonomously on the road as well as in the terrain, is equipped with sensors
to perceive the surrounding environment. The information from the sensors
can be combined to create a model of the scene, which supplies the local path
planner with knowledge of where it is possible for the car to drive and avoid
obstacles. The focus in this project is on using cameras to obtain high-level
scene understanding.

Deep convolutional neural networks (CNN) have been successfully applied
to several tasks related to scene understanding, semantic segmentation being
one of them. In semantic segmentation, the task is to divide an image into
regions of different semantic labels corresponding to what type of object
the spatial pixel location is occupying in the image. While CNNs achieve
high performance on benchmark datasets, a significant problem still concern
the cost of manually creating labelled datasets for semantic segmentation.
While large datasets exist for urban scenes, there are far fewer datasets that
consider challenging environments such as adverse weather conditions and
off-road scenes. This project investigates deep learning applied to semantic
segmentation, and utilisation deep CNNs to mediate the work of creating
large labelled datasets.

The following should be considered:

1. Perform a literature review on convolutional neural networks applied to
semantic segmentation and techniques that utilise networks for annotating
datasets.

2. Evaluate relevant network architectures and find a suitable architecture for
the project.

3. Implement the network architecture and validate implementation on a
standardised benchmark dataset.

4. Implement a program that employs the network to mediate the annotation
process.

5. Present results and discus challenges, limitations and further work.

Start date: 21.01.2019
Duration: 18 weeks ordinary time
Thesis performed at: Norwegian Defence Research Establishment, FFI
Supervisor: Idar Dyrdal, FFI
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Notation

This section provides a concise reference describing the notation used
throughout this thesis, describing notation and symbols with special
meaning.

Numbers and arrays

a A scalar

a A vector

A A matrix or higher order tensor based on context

a A scalar random variable

a A vector-valued random variable

A A matrix-/tensor-valued random variable

e{i} The i-th unit vector

1 The vector of all ones

x,x,X arrays representing input feature vector

y,y,Y arrays representing true class

ỹ, ỹ, Ỹ arrays representing output classification decission
of neural network (e.g. ỹ = arg max ŷ)

ŷ, Ŷ arrays representing output predicted (softmax)
probability of a neural network

As capital letters are used for representing matrices and tensors, random
variables use similar notation, however, in the standard non-italicized font.
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Sets, datasets and indexing

A a set

A ∪ B set union, i.e. the set containing all elements of A
and B

A ∩ B set intersection, i.e. the set containing the
elements that are member of both A and B

A \ B set difference, i.e. the set containing all elements
of A that are not in B

|A| set cardinality, i.e. the number of elements in A

R the set of real numbers

{0, 1, ..., N} the set of all integers between 0 and N

{x(1), ...,x(N)} a set containing N vectors

D a dataset of tuples {(x(i),y(i))}
W the set of network parameters for a neural network

classifier

x(i) set indexing; the i-th element of a set

(x(i),y(i)) the i-th example feature-target vector pair of a
dataset for supervised learning

xi vector indexing; the i-th element of the vector x

Xi,j matrix indexing; elemnt (i,j) of matrix X

Xi,: , X:,j matrix slice indexing; the i-th row and j-th column
of matrix X respectively

Functions, statistics and classifiers

f : A 7→ B The function f with domain A and range B

f(x;θ) A function of x parametrized by θ

1(·) The indicator function, 1 if argument predicate is
true and 0 otherwise.

N (µ,Σ) the normal distribution with mean µ and covari-
ance matrix Σ

p̂data(D) the empirical data distribution
∑|D|

i=1 = 1(x=xi)
n

H(p) the entropy of distribution p. H(p) =∫
p(x) log p(x)dx

H(p, q) the cross-entropy between distributions p and q.
H(p, q) =

∫
p(x) log q(x)dx
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Other symbols

, Equality by definition.

∼ “has the distribution of” e.g. x ∼ N (µ, σ)
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Chapter 1

Introduction

1.1 Motivation

Autonomous vehicles have received much attention in the last decades.
The billion-dollar DARPA funded project: the “Autonomous Land Vehicle”
(ALV) [77], showed already in the 1980s the possibility of making a
self-driving car. The ALV successfully managed to drive a 2km preset
route on a paved road at speeds up to 10km/h. With big companies
like Google’s Waymo, Ford, Uber and Tesla investing large amounts of
resources developing and commercialising driverless cars, the interest around
autonomous vehicles has never been so relevant as to this date. In fact,
Ford claims that they will release fully autonomous vehicles that do not
require human interaction by 2021 [48]. Due to commercial interests, most
of the research is done in structured environments such as urban streets and
closed facilities; manoeuvring off-road therefore remains a more significant
challenge. Achieving fully autonomous vehicles capable of manoeuvring in
the terrain enables a whole range of applications, from military tasks such as
mine-sweeping, surveillance and search and rescue in addition to extending
the commercial applications of personal transport.

For any vehicle to operate autonomously, whether on the road or in the
terrain, the vehicle needs to be equipped with sensors that perceive the
environment. These exteroceptive sensors are used in the scene modelling
subsystem of the vehicle that is responsible for creating a model of the
surrounding environment of the vehicle. This model is used by the local path
planner subsystem that is responsible for navigating safely and efficiently
towards a higher level goal from the global path planner. Examples of sensors
used for scene modelling include active distance measuring sensors such as
sonar and laser range scanners (LIDAR) and the passive optical camera.
Cameras are particularly attractive as the visual perception provides means
to recognise objects and textures in the scene, as well as geometric properties
by combining images taken at different spatial locations observing the same
points in the scene, for example using a stereo camera setup. Moreover,
cameras are ubiquitous and inexpensive compared to other more dedicated

1



sensors such as LIDAR and sonar based range scanners. As the camera is
a passive sensory device, it does not suffer from reflection artefacts of the
active LIDAR and sonar devices that can result in erroneous or missing
measurements.

Creating a high-level representations of the scene using cameras as
perception has developed into the research field called computer vision.
Such models usually capture geometric information using structure-from-
motion techniques to create a 3D-model of the environment, and semantic
information by recognising objects and texture in the scene. Recently, a
new machine learning paradigm called deep learning has emerged, setting
a new level of performance on high-level tasks ranging from computer
vision to natural language processing tasks. Deep learning uses specific
ways of structuring large parameterised functions, called feedforward neural
networks, as a nested composition of simple parameterised functions called
layers. The parameters of these networks are learned by observing labelled
data through a process commonly referred to as training. A specific topology
of feedforward neural networks, called Convolutional Neural Networks
(CNNs), has become a de-facto standard for computer vision recognition
problems. After the success on the most straightforward object recognition
task, deep learning has been extended to more demanding computer vision
applications, including semantic segmentation, which will be the main topic
of this project. The semantic segmentation problem is in loose terms
described as assigning a label, such as “road”, “sidewalk”, “building” and
“human”, to each pixel in a given image.

The success of deep learning is mainly driven by the availability of large
public collections of manually annotated datasets, in addition to the recent
trends of rapidly growing parallel computational power. A challenge with
practical applications of data-driven approaches such as deep learning is the
fact that we have no explicit control of what the system learns over the course
of training. The resulting parameters are determined by the data itself,
which leads to difficulty of determining the behaviour of such systems when
exposed to unseen data. A fundamental result in statistical learning theory
states that the expected performance increases linearly with exponentially
increasing size of the dataset. For image-based semantic segmentation of
driving scenes, the data must contain sufficient examples to cover all possible
scenarios in terms of lighting conditions and adverse weather conditions.
Moreover, the manual labour involved in creating large datasets for such a
complicated task becomes quite involved and time-consuming.

Different approaches have been proposed to mediate the annotation effort,
either by exploiting different datasets or by training a machine learning
model that suggest what data is most informative. In this project, we
will explore a machine learning task called active learning applied semantic
segmentation. Active learning methods utilise a machine learning model
initialised by training on a relatively small set of labelled training data.
Then, the model is trained iteratively whereby at each iteration it queries
the user to annotate a subset of the data.

2



1.2 Project Goals

The Norwegian Defence Research Establishment (FFI) has collected several
long series of sensor data from an unmanned ground vehicle (UGV) called
OLAV (Offroad Light Autonomous Vehicle). The sensors on the vehicle
includes a colour camera, two greyscale cameras in stereo configuration, a
LIDAR, inertial measurement unit and GPS. This thesis focus on utilising
the video sequences from the colour camera on the vehicle, with the
ultimate goal of applying machine learning techniques to mediate the process
of creating dense pixel-wise labels. A novel active learning algorithm
is proposed and tested on a benchmark dataset for street-level semantic
segmentation, with the intent of being applied to the unlabelled OLAV-
dataset.

1.3 Contributions

This thesis makes contributions to deep learning applied to the computer
vision scene understanding task of semantic segmentation. A novel active
learning algorithm targeted at semantic segmentation datasets is proposed
and evaluated on Cityscapes benchmark dataset of urban driving scenes.

The repository containing the source code of implementations developed
under this project is made publicly available and found under the following
URL: https://github.com/alfrunesiq/SemanticSegmentationActiveLearning/

3
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1.4 Outline

Chapter 1 Introduction

Chapter 2 Background – provides the theoretical background for the material
presented in this thesis. The chapter includes background from the
fields of computer vision and machine learning with special emphasis
on deep learning techniques.

Chapter 3 Related Work – serves as a presentation of the related background
and attributions to the work done in this project. The chapter covers
semantic segmentation and active learning applied to image-data.

Chapter 4 Method and Implementation – present the methods used and imple-
mentations considerations.

Chapter 5 Experiments – provides a description of the experiments performed in
this project together with the included resources used and evaluation
metrics.

Chapter 6 Results and Analysis – presents the results obtained from the
experiments together with a description and analysis of the results.

Chapter 7 Discussion and Further Work – summarise and discuss the results
observed in this thesis and provides suggestions for further work and
extensions to the proposed active learning algorithm.

Chapter 8 Conclusion
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Chapter 2

Background

This chapter covers the theoretical background related to the work in this
thesis. The chapter begins with a brief overview of computer vision and cover
the fundamentals of image processing and recognition tasks. Then we move
on to the topic of machine learning – the primary tool used for solving the
problem in this thesis. We start by treating machine learning from a general
perspective, and later focus our discussion on specific topics of deep learning.
We end our discussion on background theory by discussing convolutional
neural networks, a specific deep learning structure for processing image data.

Prerequisites

This chapter assumes the reader is familiar with multivariable calculus
and linear algebra, as well as understanding of fundamental concepts
from multivariate statistics. This chapter attempts to cover the necessary
background theory in topics of computer vision, image processing and
machine learning. The reader is not expected to require prior knowledge
about these topics.

2.1 Computer Vision

Computer vision encompasses a vast field of research that in high-order terms
can be described as making computer systems see and interpret the world.
A more informative description can be found in [74, p. 3-9], using one or
more images to reconstruct descriptive properties of the world such as shape,
illumination, colour distributions, recognise objects and so on. In this section
we are going through specific topics related to computer vision covering the
necessary background for our discussion on convolutional neural networks
and dataset (pre-) processing. The material of this section is mainly covered
by the literature [27, 74].

5



(a)

(b)

(c)

Figure 2.1: Representation of an image. (a) Representation of a greyscale
image, the values represent the brightness of the corresponding pixel. (b)
Representation of an RGB image as three individual component images
(channels) stacked on top of each other. (c) The corresponding packed
representation of an RGB image. Image source (b,c): [70]

2.1.1 Representation of a Digital Image

In order to be able to process images, we need to understand how digital
images are represented in a computing system. Though the perspective
camera model is a quintessential part of computer vision involving geometric
properties and visual odometry (motion estimation), its not an integral part
of recognition tasks. We will therefore skip the actual image formation model
and concentrate on the representation of a digital image in the discussion
that follows.

A digital image is an ordered array of numbers. Each element in the array,
called a pixel, determines the brightness or intensity value at the spatial
location in the image. The intensity values are restricted to the integer
range of the capturing device sampling bit depth. For example, most low-cost
commercial cameras usually capture in 8-bit depth, restricting the intensity
values to the integers in the range [0, 255] – on a computer, these images
are treated as two-dimensional arrays of unsigned 8-bit integer data type.
For greyscale images, an image is simply a two-dimensional matrix, and are
usually referred to as single-channel images as each pixel holds a single scalar
value.

For colour images, there are multiple ways of representing an image
depending on what colour space we chose to represent the image. Here,
we will only settle for images stored in RGB colour space. An RGB-image
is treated as a three-dimensional array, though the two spatial dimensions
have entirely different physical interpretation than the colour index. It is
therefore useful to think of an RGB-image as a two-dimensional matrix of
3-vector pixel values. On the other hand, an RGB-image has three channels,
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determining the intensity value of the red, green and blue component
respectively. We refer to the two types of representing an RGB image
as packed- and component order, respectively. Figure 2.1 summarises the
discussion on representing a digital image.

2.1.2 Digital Image Processing

Digital image processing is a sub-field of digital signal processing, the topic
concern methods that produce an altered or compressed representation of an
image. Alternations typically include image pre-processing for creating an
enhanced representation for a particular task, e.g. a higher level computer
vision task such as semantic segmentation. Some examples include blurring,
contrast enhancement and JPEG compression. In the following, we will
review basic image processing techniques performed directly on the image
plane. We start with the simplest point operations before expanding the
discussion to neighbourhood operations. Then we move on to geometric
transformations that alter the spatial relations between pixels.

Point operations

Point operations, or intensity transformations, are the most straightforward
of all image processing transformations. The intensity value of a single pixel
I(x, y) before and after applying a point operation is related by a function
that takes the single pixel (point) as the argument. That is, the point
operation is described by the relation

I ′(x, y) = T (I(x, y)) (2.1)

Example of two common point operations includes scaling by a (positive)
factor and adding a bias. These two operations are more commonly referred
to as contrast and brightness adjustment, respectively. Jointly applying the
two transformations yields the following affine pixel-wise relation

I ′(x, y) = aI(x, y) + b (2.2)

Point operations are typically applied as a pre-processing step to normalise
intensity statistics or change the data type of an image. For example, when
we later will discuss deep learning applied to computer vision, we usually
convert data type from integer to floating point and re-scaling the intensity
range to [0, 1] (a = 1/255, b = 0). For colour images, separate transformations
may be applied to each channel, resulting in colour transformations.

Neighbourhood operations

Neighbourhood operations constitute a broader class of intensity transforma-
tions. Let N(x,y) denote the set of coordinates contained in a neighbourhood
around an arbitrary coordinate (x, y) in an image I. A neighbourhood op-
eration creates a new intensity value at the corresponding coordinate as a
function of the pixels in N(x,y). The operator takes the neighbourhood in-
tensity values as the argument, but may also include geometric relations as
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Figure 2.2: Pictorial illustration of convolution as a "sliding window". Image
source [71]

well (e.g. bilateral filtering). In the following, only consider the class of
(finite impulse response) linear spatial filtering will be considered, followed
by a brief discussion of relevant non-linear filters.

Linear spatial filtering constitutes the class of neighbourhood operations
where the output of the operation is a linear combination of the neighbour-
hood pixel intensity values. These types of operations can be represented
by the two-dimensional discrete convolution operator. For a rectangular
neighbourhood of dimensions (2a + 1) × (2b + 1) (only consider odd-sized
rectangular kernels is considered), the filtering operation can be represented
by the following expression.

I ′(x, y) =

a∑
i=−a

b∑
j=−b

w(i, j)I(x− i, y − j) (2.3)

The weight matrix w is commonly referred to as the filter kernel. Pictorially,
the operation can be viewed as mirroring the kernel along both axes and
sliding the kernel over the image computing the element-wise product
between the overlapping pixel values (see figure 2.2).

Note that the expression (eq. 2.3) may escape the boundaries of the image I.
In image processing there are three common ways of handling filter padding
problem:

Full convolution is valid for any coordinate where the neighbourhood is
non-empty. Full padding applied to an image of size M × N with a
kernel of size P ×Q yields an image of size

(
M + P+1

2

)
×
(
N + Q+1

2

)
.

Same convolution is valid for any pixel location (x, y) that coincides with the
input image size. Same padding yields an image with the same size as
the input image.

Valid convolution is not padded at all, excluding all pixels locations that
contain a neighbourhood outside the image. The shape of the output
image for this padding strategy yields an output shape of

(
M − P+1

2

)
×(

N − Q+1
2

)
.
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Figure 2.3: Filtering example. Left: original image. Middle: Low-pass
(box-) filtered image, the filter kernel convolved with each colour channel
independently. Right: High-pass (Laplace-) filtered image; the image was
first converted to greyscale by computing the average across the channels.
Because the image has negative intensity value, the axis zero-point has been
shifted to the grey value representing half the intensity range. Image source
[23].

For full and same padding, the padded values outside the image boundaries
need to be defined. Three kinds of (virtual) padding modes are typically used
for different applications:

Constant padding extends the image by defining the pixels outside the image
border to assume a single constant value. Most commonly the constant
is defined to be zero (also called zero-padding) which we will implicitly
assume for the remainder of this thesis.

Symmetric padding mirrors the image outside the border, resulting in less
visual artefacts around the edges of the output image. Subjectively,
symmetric padding provides the best visual result, and is generally
preferred out of esthetic reasons.

Reflect or circular padding wraps the image around restarting at the other
end outside the image. This kind of padding is applied implicitly if
the filtering is done in the Fourier-domain if the Fourier transform is
performed with the same resolution as the spatial resolution of the
input image.

Convolution possess several useful properties besides representing the class
of linear filters. From a signal processing perspective, one of the most
useful properties is the dual representation in the Fourier- or frequency
domain – convolution in the spatial domain is the same as computing the
element-wise (Hadamard-) product between the image and the kernel in the
Fourier representation. Another special property that will provide useful in
our discussion on convolutional neural networks is the dual matrix-vector
representation of convolution. Consider the one-dimensional convolution of
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a vector of length N with a 1D kernel of length K. It can be shown that
the convolution operation can be represented by a matrix-vector product by
writing the kernel as a special

(
N − K−1

2

)
×N Toeplitz matrix. A Toeplitz

matrix is a cyclic matrix where each row is the same row shifted by one entry.
To give a concrete example consider the following 1D-convolution example
using valid padding

0
5
2
3
1
0

 ∗
1

2
1

 =


12
12
9
5

⇔


1 2 1 0 0 0
0 1 2 1 0 0
0 0 1 2 1 0
0 0 0 1 2 1




0
5
2
3
1
0

 =


12
12
9
5

 (2.4)

Similarly, this property can be extended to the two-dimensional case. If the
image is reduced to a one-dimensional vector by stacking each column of the
image-matrix. Then, the two-dimensional convolution is reduced to a one-
dimensional with a sparse kernel, and the Toeplitz-matrix above similarly
extends to a block-cyclic matrix.

Besides being linear, the convolution operator is also associative. This
property is especially useful if we want to apply multiple filter operations
in succession. A special case applies to a class of kernels that are separable.
Separable kernels are filter kernels that can be decomposed into two one-
dimensional kernels along each spatial dimension. For these types of kernels,
it is computationally cheaper to convolve each of the two 1D kernels with the
image in succession rather than applying the whole 2D-kernel all at once.

Non-linear filtering consists of all neighbourhood operations where the
output is a non-linear function of the neighbouring pixels. There are many
different classes of non-linear filters, in the discussion on convolutional neural
networks, we will only concern our self with filters based on order statistics.
Order-statistic filters are computed by sorting the neighbourhood of a pixel
by order of value, and selecting an output value based on some empirical
order statistic over the neighbourhood. Some example order-statistic filters
include: max-, min-, median- or range filters.

Geometric operations

Geometric operations modify the spatial relationship between pixels in an
image. That is, geometric operations operate on image coordinates and not
on the intensity values. The expression for a geometric transformation takes
the following symbolic form

[u, v]T = T
{

[x, y]T
}

(2.5)

In computer vision, the projective transformations are of particular
interest. Projective transformations are linear transformations in projective
space P2, and naturally forms a hierarchy of geometric transformations
including rotation and translation as particular instances of the projective
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transform. As we will not introduce homogeneous coordinates, we rewrite
the transformation in the form of equation 2.5 as

[u, v]T =

[
xp11 + yp12 + p13
xp31 + yp32 + p33

,
xp21 + yp22 + p23
xp31 + yp32 + p33

]T
(2.6)

The class of affine transformations are obtained by setting p31 = p32 = 0 and
p33 = 1. By further letting p13 = p23 = p21 = p12 = 0 amounts to scaling
and stretching the image.

Applying the transformation in equation 2.5 directly to the pixels of an input
image, generally results in an unevenly sampled output image, e.g. multiple
pixels may be mapped to same output location, and some output pixels may
not have a defined value. In practice, the inverse transformation T−1(·) is
applied to a pre-defined output grid using interpolation to uniquely define
each output intensity value. Interpolation provides a pseudo-continuous
description of a digital image, thus providing a value for the reverse-
transformed pixel locations that do not align perfectly with the image grid.
Nearest neighbour interpolation rounds the pixel coordinates and assign the
corresponding value in the input image to the transformed output image.
Bilinear interpolation computes a linear combination of the four nearest
neighbours in the input image, weighted by components proportional to the
relative coordinate distances.

2.1.3 Computer Vision Recognition Tasks

This thesis concerns semantic segmentation, which is a particular recognition
task in computer vision. In this section, we will attempt to informally
describe this type of recognition task, along with several related tasks. In
the next chapter, semantic segmentation will be formulated as a particular
machine learning problem in order to apply deep learning.

Object classification is the most straightforward recognition problem. A
system is to be constructed to assign a label to a given image out of a set of
predefined labels. The images are assumed to each contain an object from
a single label that occupies the majority of the camera field of view. The
application of such recognition tasks is hence limited to simple image query
problems.

Object detection and localisation treat images with multiple objects,
and the task consists of finding and assigning to each object in the image a
label from a predefined set of labels. Practically the task consists of drawing
bounding boxes around objects and assign an object description to each
bounding box. Such detection algorithm provides a crude level of scene
understanding with limited applications within autonomous driving.

Semantic segmentation treats each pixel as possibly belonging to a class.
The task consists of assigning a label to each pixel in the image to the correct
class. Semantic segmentation holds the promise of a fine-grained description
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Figure 2.4: Evolution of recognition tasks in level of scene understanding:
(a) object classification, (b) object detection and localisation, (c) semantic
segmentation and (d) instance segmentation. Image source: [25].

of the scene, being able not only to see what objects are contained in the
scene but also at which areas in the image the objects occupy.

Instance segmentation is the hardest of all image-recognition tasks. The
task consists of both detection and localisation, as well as segmenting the
boundaries of each object to pixel-level accuracy. It can be viewed, and
indeed some contributions treat the problem as the compound problem
of first doing object detection and localisation, followed by semantic
segmentation of each proposed bounding box.

Figure 2.4 summarises the tasks discussed above. In the discussion that
follows, to simplify the discussion, we will consider the object classification in
a more general machine learning perspective, before we extend our discussion
to semantic segmentation.

2.2 Machine Learning

A central topic of this thesis besides computer vision is machine learning.
Machine learning is a broad field spanning a vast number of topics and is
the primary tool used in this project to generate semantic segmentation from
images. In this section, a gentle introduction to machine learning is provided,
covering only the topics needed as background for the more specialised field of
deep learning. The material for this section is mostly based on the literature
[18] and [28], with additional references provided wherever used.

12



Machine learning is the study of creating algorithms and statistical models
that can learn from data. For the sake of the discussion, Mitchell [56, p. 2]
provides a succinct definition of learning.

Definition (Learning). A computer program is said to learn from experience
E with respect to some class of tasks T and performance measure P , if its
performance at the task T , as measured by P , improves with experience E.

For example, a program that learns to classify products on a conveyor
belt based on input from a monitoring camera (task T ) might improve its
performance (P ), e.g. measured by accuracy of correctly classified objects,
through experience (E) by watching a set of hand-labelled objects.

The task is usually described in terms of how the machine learning
algorithm process an example, e.g. assigning a label to images of objects
on a conveyor belt. Machine learning is interesting because it enables us
to tackle problems that are too difficult to solve with a fixed algorithm. In
this section, we will exclusively focus on the classification problem; we will
start by considering the general classification problem, and later see how
we can extend this problem to the task of semantic segmentation. Some
other example types of problems machine learning have been successfully
applied to include: regression, transcription, machine translation, anomaly
detection, control applications, to name a few.

For the classification task, the machine learning algorithm is asked to specify
what class, or category, the input feature vector x ∈ Rn belongs to out of
a fixed set of Nc categories. This problem is usually solved by making the
learning algorithm learn a function f : Rn 7→ {1, ..., Nc}, mapping feature
vectors to an index into the enumerated set of categories under consideration.
Most classification approaches try to model the output as a probability
distribution over the set of categories, and along with a decision-rule assign
a category y ∈ {1, ..., Nc} to a given the feature vector x.

The experience comes in the form of a dataset. Depending on the
nature of the task performed, the learning process can be performed with
varying degree of supervision. We generally distinguish between two classes
of learning: supervised- and unsupervised learning.

In supervised learning, the dataset (experience) consists of a “hand-labelled”
sample of manually annotated ground truth examples. We will denote such
a dataset D = {(x(i),y(i))}, where the feature vector x(i) takes values in
the source domain X , and the target label y(i) takes values from the set
Y. We will denote the discrete set of label values in symbolic terms as
Y , {y1, y2, ..., yNc} where Nc is the number of classes considered for the
task. The goal is to learn the function f : X 7→ Y that maps each feature
vector x(i) to the correct target vector y(i). Each of the examples (x(i),y(i))
in the dataset are assumed to be sample realisations drawn from an unknown
data-generating distribution pdata(D).

Unsupervised learning algorithms experience a dataset containing only
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feature vectors D = {x(i),x(2), ...}. The goal is then to learn useful
properties of the structure of the dataset and the underlying data-generating
distribution. In contrast to supervised learning, the dataset is generally
far cheaper to produce when the labels are excluded, and can typically be
automated. Examples of unsupervised learning problems include: clustering,
density estimation and dimensionality reduction.

The performance of a machine learning algorithm is evaluated in terms
of a quantitative measure. This performance measure is usually dependent
on the task carried out by the system. For tasks such as classification we
often measure the performance in terms of accuracy, i.e. the proportion of
correctly classified examples over the dataset, of the classifier. We will see
later that for segmentation, it is more informative to use other evaluation
metrics.

Usually, we are interested in how well the machine learning algorithm per-
forms when the algorithm is deployed in the real world, i.e. we are more
interested in the performance on data not seen while the algorithm is learn-
ing. For several reasons we will come back to, depending on the training
procedure there will be a varying performance drop when evaluated on the
examples the learning algorithm has experienced and unseen examples. This
performance drop, called the generalisation error, is useful to quantify in
order to estimate how well the machine learning algorithm is expected per-
formed when the system is deployed. Therefore, a proportion of the dataset
is kept aside as a test set used for performance evaluation when the model
is finished training on the training set.

In summary, supervised learning involves observing several sample realisa-
tions x of a random vector x and an associated target value (or vector) y and
learn to predict y from the observations of x by estimating P (y|x), called
the class posterior distribution – or simply the posterior. On the other hand,
unsupervised learning involves observing several examples of a random vec-
tor x and attempt to learn the probability distribution p(x) or properties
thereof. In the following, we are only going to deal with supervised learning
applied to the pattern classification problem. For this class of problems, the
feature-vector x is an N-dimensional vector, and the target y is a scalar in-
teger indexing the enumerated set of classes. More specifically, we will first
consider object classification, and later extend our discussion to semantic
segmentation when we have covered deep learning.

2.2.1 Bayesian Classifiers

In the discussion above, we briefly mentioned that the examples of a
dataset are drawn from a complicated and unknown distribution – the data-
generating distribution pdata. In machine learning, the goal is to estimate this
data-generating distribution, either explicitly or implicitly, in order to make
decisions that minimise a predefined cost. To this end, a set of simplifying
assumptions are made about the data-generating distributions commonly
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known as the independent and identically distributed (i.i.d) assumptions. In
symbolic terms, this respectively means

pdata(D) =

|D|∏
i=1

pdata(x(i), y(i)) (2.7)

pdata(x(i), y(i)) = pdata(x(j), y(j)), ∀i, j ∈ {1, 2, ..., |D|} (2.8)

The first equation (2.7) states that all examples in the dataset are
mutually independent. That is, any example in the dataset is conditionally
independent on any subset of other examples from the dataset – by writing
the data distribution in terms of the chain-rule of conditional probability
(p(x1, ..., xn) = p(x1)

∏n
k=2 p(xk|x1, ..., xk−1)), we get the expression in 2.7.

The second equation (2.8) states the identically distributed part – all example
pairs are drawn from the same distribution.

The validity of these assumptions depends on the nature of the data and
how the dataset is collected. For image classification, the independence
assumption 2.7 breaks if the same object is imaged multiple times with
overlapping field of view (pixels in both images are correlated). The second
assumption of identical distributions 2.8 might be weakened if the data
collection process is not consistent. For example, if datasets acquired
by different set of equipment and policies are combined for a particular
application.

By making the i.i.d. assumptions, and further assuming a candidate model
distribution for the data-generating distribution which we will refer to as
the model- (or hypothesis-) distribution for the data pmodel(x, y); we can
formulate the classification problem in probabilistic terms. Given the model
distribution, we can use Bayes’ rule to get the expression for the posterior
distribution1

p(y|x) =
p(x, y)∑|D|
i=1 p(x, yi)

=
p(x|y)P (y)∑|D|

i=1 p(x|yi)P (y = yi)
(2.9)

Note that the denominator of the posterior (eq. 2.9) is independent of
the value of y, this fact is usually taken into account. In fact, it is quite
common to make model assumptions about the individual class-conditional
distributions p(x|y = yi) by splitting the dataset into subsets of each
class. This way, the (more tractable) class-conditional distributions can be
modelled in isolation, and then combined by asserting a prior probability
P (y = yi) for each of the classes.

Given our model assumptions and the corresponding posterior distribution,
how should we formulate our decision rule? To this end, we need to introduce
one more concept: the (expected) probability of error. Consider the one-
dimensional binary classification problem in figure 2.5. In this problem,

1For notational convenience, the subscript from the probability distributions will be
omitted.
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(a) (b)

Figure 2.5: Example one-dimensional binary classification problem. Two
classes ω1 and ω2 with class-conditional distributions N (0, 1) and N (1, 1)
and equal priors respectively are considered. (a) Example of a suboptimal
decision boundary, (b) optimal decision boundary for the considered
distribution. Image courtesy of [20].

the two classes ω1 and ω2 have equal prior probability P (ωi), and the class-
conditional densities are modelled as unit normal distributions with means 0
and 1 respectively, i.e. x|ω1 ∼ N (0, 1) and x|ω2 ∼ N (1, 1). In this example,
a decision rule is formed by defining two setsR1, R2 ⊆ R dividing the feature
(real-) axis into two mutually exclusive regions over R, assigning class ω1 if
x ∈ R1 and ω2 if x ∈ R2. To this end, dividing the real axis into N regions
can be done by defining N − 1 points defining the decision boundaries.

For the sake of simplicity, we define a single point x0 as our decision
boundary, letting R2 = {x ∈ R : x < x0} and R2 = {x ∈ R : x ≥ x0}.
Consider the decision boundary in figure 2.5a. Note that for the given
regions, some probability mass of the opposing class distribution is contained
in each of the decision regions (the coloured under the curves in 2.5a).
Moreover, the total area may be reduced by moving the decision region
to where the probability densities intersect, as in figure 2.5b. This area, the
probability of error, is more generally defined as the expected error rate

P (e) =

Nc∑
i=1

P (x 6∈ Ri, yi) =

Nc∑
i=1

(1− P (x ∈ Ri, yi))

=

Nc∑
i=1

(
1−

∫
Ri

p(x|yi)P (yi)dx

) (2.10)

The last integral in equation 2.10 is the expected rate of correct predictions.
The decision rule in figure 2.5b is optimal in terms of minimising the error
rate. Extending this example to the general case of an N-dimensional feature
space (x ∈ RN ), we can form a decision rule in terms of the posterior
distribution that minimise the error rate (eq. 2.10).

Definition (Bayesian minimum error-rate decision-rule). Choose the class
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that maximises the posterior distribution given the observation x. That is

ŷME = arg max
yi

P (y = yi|x) (2.11)

This decision-rule is a particular case of Bayesian minimum risk classification
with zero-one cost function [see 18, p. 24-27 for more details].

2.2.2 Estimating the Posterior

Instead of letting the model distribution be a fixed density, we will
extend our model assumptions to a parameterised family of distributions
pmodel(x, y;W). For example, consider using the normal family of
distributions N (µ,Σ). Then, the set of parameters becomes W = {µ,Σ}
if the distribution is parameterised by the mean and covariance matrix.
A parameter estimator ŵ is a function of the dataset that either yield a
single (fixed) set of parameters Ŵ = g(D), or a probability-distribution over
parameter-space Ŵ ∼ pW(w) that likely generated the observed sample.
The two types of estimators are referred to as point estimators and Bayesian
statistics, respectively. In the following discussion, to simplify notation,
the target labels of the dataset examples will be ignored, and the set of
parameters Ŵ are treated as a single vector w ∈ Rn.

Maximum likelihood point-estimation tries to estimate the constant
parameter vector that best explains the data. Suppose that D contains N
examples {x(i), ...,x(N)}, all drawn i.i.d. from a data-generating distribution
p(x;w) with the true parameter vector w. Then, because the examples are
independently generated from the same parametric distribution, we may
write

p(D;w) =
N∏
i=1

p(x(i);w) (2.12)

The equation 2.12 is called the likelihood function when expressed as a
function of the parameter-vector w. For a given sample realisation D, the
likelihood function tells how well the parameterised distribution explains
the data as function of w. The maximum likelihood estimate of the
parameters w, is the value ŵ that maximise the likelihood function, p(D; ŵ),
i.e. the parameters that best explain the data. Because the likelihood
function (2.12) quickly becomes vanishingly small for increasing sample size,
finite-precision evaluation of the likelihood function becomes prohibitive for
numerical optimisation. Thus, it is far easier to work with the logarithm of
the likelihood function, the log-likelihood function

l(w) = ln p(D;w) =
N∑
i=1

ln p(x(i);w) (2.13)

As the logarithm is a monotonic function, the extremal values w of p(D;w)
does not change. For numerical considerations, it is useful to make the range
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of the log-likelihood function independent of the sample size, N , by taking
the sample mean.

l̄(w) =
1

N

N∑
i=1

ln p(x(i);w) (2.14)

The mean log-likelihood function has an alternate interpretation that it
is also the negative cross-entropy between the empirical data distribution
(p̂data(x) =

∑N
i=1

1(x=x(i))
N ) and the parameterised model distribution, i.e.

l̄(w) = −H(p̂data, p(·;w)) = Ex∼p̂data [p(x;w)] (2.15)

In the deep learning literature, the term “cross-entropy loss” is used to
identify the negative mean log-likelihood of a Bernoulli or categorical
(softmax-) distribution. The reader should keep in mind this identity –
any negative log-likelihood is also the cross-entropy between the empirical
distribution defined by the training set and the modelled probability
distribution.

From the discussion above, the expression for the maximum likelihood
estimate is

ŵML = arg max
w

p(D;w) = arg max
w

l̄(w) (2.16)

A necessary condition for a (local) extremal point can be obtained from the
roots of the homogeneous equation

∇wl(w) = 0 (2.17)

The parameters satisfying equation (2.17) are either (local) maximum,
(local) minimum or saddle points of the likelihood function. The models
we will deal with later are of such complexity that finding the optimum
analytically by solving equation 2.17 becomes intractable. Thus, it is
necessary to resort to approximate numerical optimisation algorithms.

It is more common for deep learning models to parameterise the posterior
distribution (eq. 2.9) directly. The maximum likelihood estimator can
be readily generalised to the (discrete) posterior by following the same
derivations as above. Under the i.i.d. assumptions, the log-likelihood
equation (2.13) becomes

ŵML = arg max
w

N∑
i=0

lnP (y(i)|x(i);w) (2.18)

Under the assumption that the actual data-generating distribution is
contained in the parameterised family of distributions pdata(x) = p(x;w),
then the maximum likelihood approaches the true data-generating in
probability as the sample size grows to infinity. This desirable property is
called estimator consistency, which expressed symbolically as

lim
N→∞

P (|w − ŵML| > ε) = 0 (2.19)

Where N is the size of the sample (dataset) involved in the maximum
likelihood estimate ŵML and w is the parameter of the actual data-
generating distribution.
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Bayesian estimation in contrary to maximum likelihood yields an
estimated density over the set of parameters. Up until now, we have
considered w to be a fixed value. With Bayesian estimation the parameters
are considered to be random (w ∼ p(w)). The goal is then two-fold:
estimating the parameter distribution given the observed data p(w|D) in
order to explain the model distribution given the observed data p(x|D).
The equation relating the two distributions can be formulated by merely
marginalising the latter over the parameter vector, i.e.

p(x|D) =

∫
p(x,w|D)dw =

∫
p(x|w)p(w|D)dw (2.20)

The last equation holds under the assumption that the distribution of x given
the parameter vector w is conditionally independent on the dataset D. The
parameter posterior distribution, p(w|D), is of interest in machine learning
application as it expresses the uncertainty with respect to the parameters
for a particular set of parameters. Using Bayes’ rule, we have

p(w|D) =
p(D|w)p(w)∫
p(D|w)p(w)dw

(2.21)

where, by the independence assumption, we have

p(D|w) =

N∏
i=1

p(x(i)|w) (2.22)

The complexity of computing the Bayesian estimate grows very quickly with
the dataset size and the model complexity. For complex model assumptions,
like the ones we will see in the deep learning approach, the integrals in
equations 2.20 and 2.21 are computationally intractable, and it is necessary
to resort to approximation techniques like Markov Chain Monte Carlo [28,
ch. 17, sec 3] or variational approaches [61]. We will not elaborate any
further on Bayesian estimation here as the learning approaches conducted
in this thesis are based on point-estimation, but include this section for the
sake of completeness.

Maximum a posteriori (MAP) is another point estimation technique
that may be thought of as a compromise between Bayesian- and maximum
likelihood estimation. However, the MAP-estimator is still a point estimator,
and the similarity with the Bayesian estimate is merely expressed in terms
of the parameter posterior. The MAP-estimate is expressed as

ŵMAP = arg max
w

p(w|x) = arg max
w

(
ln p(w) +

N∑
i=0

ln p(x(i)|w)

)
(2.23)

Where we recognise the second term,
∑

i ln p(x(i)|w), as the log-likelihood
term of equation 2.13, whereas the second term incorporates the parameter
prior distribution. Hence maximum a posteriori may be thought of as using
the parameters that maximise equation 2.21.
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2.2.3 Stochastic Gradient Descent

As the complexity and number of parameters for the model increases, solving
the point estimation problems presented above quickly becomes analytically
intractable, and it is necessary to resort to numerical techniques. This fact
is especially evident for the deep neural networks, and nearly all of deep
learning uses some form of stochastic gradient descent (SGD) algorithms as
the learning mechanism for training the model.

We saw how maximum likelihood estimation amounts to finding the global
maximum of the log-likelihood function (eq. 2.13) by solving the equation
2.16 and possibly comparing all solutions to find the maximum. It is
more common in the machine learning literature to express the optimisation
problem as finding the minimum of a cost function. In this regard, we define
the total cost – the negative log-likelihood – in terms of the mean per-example
loss

C(W) =
1

N

N∑
i=1

L(x(i), y(i),W) = Ex,y∼p̂dataL(x, y,W) (2.24)

By comparing with equation 2.18, the per-example loss is defined as
L(x, y,W) = − ln p(y|x;W).

The most straight forward approach to find the optimum numerically is
the gradient descent algorithm. The gradient evaluated at any point of a
scalar field such as the cost, points in the direction of steepest ascent. Thus
taking a step along the negative gradient, we would expect the value of the
scalar field to decrease. Following this observation, the gradient descent
algorithm repeatedly takes a step along the negative gradient. The step size
is controlled by scaling by a parameter η, thus we can formulate the gradient
descent algorithm as the recurrent relation

Wi+1 =Wi − η∇WC(Wi) (2.25)

The update (2.25) is applied until the gradient magnitude is sufficiently
close to zero. The step size parameter η is what in machine learning
is referred to as the learning rate hyperparameter. Hyperparameters are
parameters that cannot be optimised using gradient based optimisation, and
are usually manually tuned or searched for using algorithms that optimise
non-differentiable objective functions (e.g. genetic algorithms or particle
swarm optimisation).

The computational cost of computing the gradient ∇wC(w) grows linear
with the size of the dataset (O(N)). For datasets containing millions or even
billions of training examples, computing and accumulating a single gradient
becomes prohibitive. This observation leads us to the stochastic part of
SGD. Instead of evaluating the gradient over the whole dataset, using the
insight that the gradient of the cost function is an expectation over the per-
example cost gradient, we can approximate this expectation by sampling a
mini-batch of examples from the empirical data distribution (uniformly over
the dataset examples). The stochastic gradient descent algorithm is shown in
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alg. 2.1. The algorithm takes an additional hyperparameter: the batch size n
which in practical applications typically range from a single to a few hundred
examples. An additional remark should be added to the sampling operation;
the algorithm is written with the sampling done without replacement such
that each example is evaluated exactly once when the algorithm has iterated
through the entire length of the dataset. When the SGD has consumed all
examples of the dataset, we say optimisation has run for one epoch.

Algorithm 2.1 Stochastic gradient descent (SGD). Modified version of [28,
alg. 8.1]
Require: η - learning rate
Require: n - mini-batch size
Require: w - initial parameters
Require: D - annotated training set {(x(1), y(1)), ...(x(N), y(N))}
while stopping criteria not met do

Initialise temporary training set: D′ ← D
while temporary training set not exhausted: D′ 6= ∅ do

Sample mini-batch B ← {(x(1), y(1)), ..., (x(n), y(n))} without
replacement from training set D′.

Remove mini-batch from temporary dataset: D′ ← D′ \ B
Compute gradient estimate: ĝ ← 1

n

∑n
i=1 L(x(i), y(i),w)

Apply update: w ← w − ηĝ
end while

end while

Although the gradient descent algorithm is inefficient from a numerical
standpoint, the need for higher-order algorithms to compute the second-order
Hessian matrix makes their use limited to simpler models with relatively low
parameter count. For models with parameters on the order of thousands or
even millions, the sheer memory usage becomes prohibitive growing square
with the number of parameters. In addition to memory usage, second-order
algorithms like Newton’s algorithm require computing or approximating
the inverse of the Hessian matrix. To this end, consider the eigenvalue
decomposition of the Hessian matrix evaluated at an arbitrary random
point in parameter space. As the dimension of the parameter space grows,
the probability of the lowest magnitude eigenvalue being sufficiently close
to zero grows as well. Inverting a matrix that is close to singular both
lead to significant floating point error, as well as making the optimisation
particularly sensitive to a change in the corresponding eigenvector direction.
In numerical analysis, this instability issue is called ill-conditioning.

2.2.4 Discriminant Functions

A useful way to represent classifiers is as a set of discriminant functions.
For the Nc categorical case, the classifier can be represented as the set of
discriminant functions gi(x), i = 1, ..., Nc such that the classifiers assign the
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feature vector x to the class yi if

gi(x) > gj(x), ∀j 6= i (2.26)

The discriminant function representation is by no means unique but allows
expressing the decision rule in terms of more analytically tractable functions
that may simplify computation for performing inference. Consider the
minimum error-rate classifier of equation 2.11. Instead of using the complete
expression for the posterior as our decision premise, by noting that the
denominator in equation 2.9 is constant for all classes, we can use the
following truncated log-likelihood expression

gi(x) = ln p(x|yi) + lnP (y = yi) (2.27)

This expression is far more tractable than the full expression in equation 2.9,
especially for a class-conditional distribution in the exponential family e.g.
Gaussian- or Laplacian- distributions.

Linear discriminant functions

A particular class of discriminant functions are of particular interest; the
linear2 discriminant functions, also called linear perceptrons.

gi(x) = wT
i x+ w0,i (2.28)

The linear discriminant function separates the feature space by a set of
planar decision boundaries. To appreciate the importance of this class of
discriminant functions, consider the following example.

Example. Consider an N-dimensional binary classification problem. That
is, the feature vectors are N-dimensional (x ∈ RN ) each belonging to one
out of two classes {y1, y2}. Further consider selecting a multivariate normal
candidate distribution as our model for the class-conditional distributions
(x|yi ∼ N (µi,Σi)). The expression for the class posterior log-likelihood
then becomes

lnP (yi|x) = ln p(x|yi) + lnP (y = yi)− ln p(x)

= −1

2
(x− µi)TΣ−1i (x− µi) + lnP (y = yi)− ln p(x)

= −1

2
xTΣ−1i x+ µTi Σ−1i x−

1

2
µTi Σ−1i µi + lnP (y = yi)− ln p(x)

If we further assume that the covariance matrices are constant, equal and
diagonal (Σi = σ2I) and that the model is parameterised by the mean
vectors, we further have

lnP (yi|x) =
1

2σ2
µTi (x− µi) + lnP (yi) + c(x)

2These functions are actually affine in the feature vector x; however since they are
typically written in homogeneous form (i.e. with an additional constant 1 as the last
entry of the feature vector) in the literature [18] they are usually referred to as linear
discriminant functions.
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By making the substitutions wi = 1
σ2µi and w0,i = lnP (yi)− 1

2σ2µ
T
i µi and

noting that the collective term c(x) does not depend on the model parameters
we finally get the desired discriminant function in equation 2.28.

2.2.5 Generalisation, Capacity and Dimensionality

In the discussion of evaluating the performance, it was mentioned that we
want our classifier to perform well on yet unseen data; that is, we want the
classifier to generalise from the training set to the test set. Consider that
we initialise our model with a random set of weights. Then, the error on
the training set and test set should in expectation be the same. However,
the parameters do not remain fixed but are estimated using numerical
optimisation like SGD to incrementally minimise the cost function (negative
log-likelihood) with respect to the training set. Under this process, the test
set error must necessarily be greater or equal to the training set error as the
estimation process only fits the parameters to the observed examples. This
leads us to two central challenges in machine learning called underfitting and
overfitting. Underfitting occurs when the model performance on the training
set ceases to improve too early. Overfitting occurs when the model achieves
much higher performance on the training set over the test set.

To understand why a model starts to underfit or overfit, we need to introduce
the abstract concept of model capacity. Informally, a model’s capacity
measures the variety of functions the model is able to learn out of a selected
hypothesis-space. It is useful to think of the hypothesis space as the function
space of the discriminant function. Underfitting occurs whenever the model
does not contain a solution in its hypothesis space that is close to the
underlying data-generating distribution. The problem of overfitting is a
little more complicated as there are three factors affecting a model’s ability
to overfit a particular problem: capacity, dimensionality and the number of
examples in the training set. Roughly speaking, overfitting occurs whenever
the model capacity exceeds the characteristic capacity of the problem. Figure
2.6 shows a cartoon drawing of how the expected error typically varies as a
function of model capacity.

To be more specific about the notion of capacity, statistical learning theory
provides a way of quantifying a model’s capacity. Statistical learning theory
is a theoretical branch of machine learning, attempting to prove from a
mathematical standpoint what properties of a learning algorithm to satisfy
in order to be successful. The following discussion is based on the lectures
[1–3], and results will be presented without further justification. For a gentle
introduction to statistical learning theory, the reader is referred to [49], which
treats the subject in more general terms of risk.

The growth function, mH(N), gives a quantitative capacity measure of a
hypothesis space H. It is defined as the maximum number of dichotomies a
binary classifier over the given hypothesis space can produce for a set of N
points. Formally the growth function is defined as [1, p. 8]

mH(N) = max
∣∣∣{(f(x(1)), ..., f(x(N))) | f ∈ H}

∣∣∣ (2.29)
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Figure 2.6: Hypothetical plot of training and test set error as a function of
model capacity. The optimal capacity is reached when the model performs
best on the test set, underfitting if the capacity is too low and overfitting if
too high.

The maximal value of the growth function is at most 2N , which is the case if
the binary classifier is able to classify the points in arbitrary configuration.
The maximal number of points for which the growth function equals 2N is
called the VC-dimension. The VC-dimension dV C , of a linear perceptron,
is d + 1, with d the feature space dimension. It can be shown [2, 3] that
the growth function is bounded above by the quantity that depends on the
VC-dimension

mH(N) ≤
dV C∑
i=0

(
N

i

)
(2.30)

This expression (2.30) is a polynomial of a maximal degree of NdV C .
Thus, the growth rate of the growth function mH is bounded by VC-
dimension. An important result in statistical learning theory, called the
Vapnik-Chernovenkis inequality, is expressed as [2, p. 18]

P [|etrain − etest| > ε)] = 4mH(2N)e−
1
8
ε2N (2.31)

In light of equation 2.30, the equation (2.31) states that the generalisation
error is bounded by a quantity that grows with the capacity of the model
and feature space dimension, but shrinks with the size of the training data
N . To summarise, in order to reduce the generalisation error, more training
data needs to be collected or the model assumptions must be simplified to
reduce the capacity. Later it will be shown how we can reduce a model’s
effective capacity through regularisation.

Finally, notice how the VC dimension for the linear classifier and also
the growth function depends on the feature space dimension. For this
particular hypothesis, the growth rate upper bound grows exponentially with
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the dimension of feature space. This phenomenon is commonly known in
machine learning as the curse of dimensionality.

Monitoring generalisation through validation

It is essential to keep track of how well a machine learning model is expected
to generalise to new examples. The process of estimating how much a
model is overfitting the training data is called validation. The most straight
forward way of performing validation is by keeping aside a small proportion
(10-20%) of the dataset as a validation set. Then throughout the learning
phase, the model performance is evaluated regularly on the validation set.
By comparing the model’s performance on the validation set to that of the
training set performance, the amount at which the model is overfitting or
underfitting the data is estimated. More sophisticated validation algorithms
exist, most notably variations of the cross-validation algorithm; however,
for models that are expensive to train these algorithms quickly becomes
prohibitive.

2.2.6 Sources of Error

Up until now, we have encountered multiple forms of error for a machine
learning algorithm. To summarise, the following are the three different
categories of errors encountered in any machine learning problem.

• Bayes error. Even though the true data-generating model was known,
it is not necessarily the case that the features are perfectly separable.
We saw in the simple binary example of figure 2.5 that even the optimal
decision boundary has non-zero expected probability of error (coloured
area under the curve). This indistinguishability error is an inherent
property of the problem and cannot be eliminated.

• Model assumptions. If the model hypothesis does not contain the
true data-generating distribution in the hypothesis space, a sub-optimal
solution is found. For example, if the true data-generating distribution
is Laplacian, but we use a Gaussian hypothesis, or the data-set may
not satisfy the i.i.d. assumptions. Note that invalid model assumptions
imply that the model is underfitting the data.

• Estimation error. Stochastic gradient descent might not always lead
to the optimal solution in a finite amount of time. It might be the
case that the solution converges to a local minimum, or get stuck in a
saddle point of the cost function. Generalisation error also falls under
the category of estimation error. This type of error can be reduced by
collecting a larger dataset, or training ensembles of models initialised
with different parameter configurations and using the mean ensemble
prediction.
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2.2.7 Towards Deep Learning

In the above discussion, a central machine learning topic, feature selection
and feature extraction, has been purposely avoided. We have simply assumed
that the feature vector x represent some data to be classified. The curse of
dimensionality states that careful choice of features is crucial for achieving
good performance for any machine learning algorithm. Good feature vectors
compress as much information as possible in a more compact representation.
In the next section, we will discuss a particular approach that avoids the
manual feature selection process alltogether.

Feedforward neural networks embed the feature extraction in the paramet-
erised model itself. This way, the model operates on the data directly, and
no search for manually constructed features through repeated validation ex-
periments are necessary. The feedforward neural networks are composed of a
cascade of sub- structures called layers, that each computes a function that
it passes on to the input of the next layer. The term Deep Learning comes
from the number of layers, also called the depth of the network.

2.3 Deep Learning

Deep learning is a specific approach to machine learning that utilises
deep artificial neural networks with large representational capacity as
the machine learning model. Deep learning models typically contain
enough representational capacity to overfit the problem, but use extensive
regularisation techniques to restrict the effective capacity. In this section,
feedforward neural networks will be discussed, and the backpropagation
algorithm will be introduced for the multilayer perceptron in order to perform
gradient descent. Different regularisation techniques will be presented,
followed by a discussion of challenges with training deep networks as well
as some techniques that mitigates these challenges.

2.3.1 Computational Graphs

To aid our discussion on neural networks, we pause and review the language
of computational graphs. The way we define computational graphs here will
also be useful later in the implementation discussion. Computational graphs
are unidirectional graphs describing a series of mathematical operations.
There are many ways of formalising computational graphs, and this thesis

Figure 2.7: Computational graph node examples.
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(a) (b) (c)

Figure 2.8: Computational graph examples. (a) A simple scalar addition z =
x+ y. (b) The graph for linear discriminant function h(x;w, b) = wTx+ b.
(c) The graph for a single-layer perceptron (see section 2.3.2) with a generic
activation function h(x;W,b) = f(W Tx+ b).

use the convention where each internal graph node is associated with an
operation. An operation is a simple function of one or more inputs, e.g.
summation, matrix multiplication or any elementwise function. In addition
to operations, all leaf nodes are special. A leaf node provides an input to the
graph and is either a constant or a variable. Figure 2.7 shows some example
nodes.

The edges in our graph language are naturally associated with the value of
the preceding operations. Without loss of generality, every node has a single
output edge and can either be a scalar, vector, matrix or higher order tensors
depending on the input dimensions and the operation. The number of inputs
to an operation can be arbitrary but is usually defined in terms of the nature
of the operator. Note especially the multiplication operation in figure 2.7,
which we will use as generalised matrix multiplication, i.e. matrix-matrix
or matrix-vector or scalar product depending on the input sizes. Figure 2.8
shows some examples of some simple computational graphs.

2.3.2 The Multilayer Perceptron

The multilayer perceptrons (MLPs) are quintessential deep learning models.
Almost all instances of deep learning models can be described as particular
instances or alternations of the multilayer perceptron. The MLP is also called
feedforward neural networks as they are loosely inspired by neuroscience;
however, modern neural network research is guided by mathematical and
engineering disciplines rather than modelling the brain.

The MLP defines a parameterized function in terms of a specific acyclic
computational graph structure. The structure, as illustrated in figure
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(a)
Figure 2.9: The computational graph
of a multilayer perceptron (MLP).
(a) The computational graph of a
hidden- and output layer unit. (b)
The multilayer perceptron top-level
graph – as a function of hidden units
and with scalar graph edges. (c)
Vectored computational graph of the
MLP.

(b)

(c)

2.9b, is composed of layers of nested parameterized functions; each vector-
valued function computes the value for the next layer based on the previous
layer value, sometimes called layer activation. For example, for the three
functions h(1), h(2) and h(3), the three-layer MLP then becomes f̂(x) =
h(1)(h(2)(h(3)(x))). In this example, h(1) is called the first layer, h(2) the
second layer, and so on. The total number of layers determines the depth of
the model. The name “deep learning” comes from this notion of depth.

As for other machine learning task, the feedforward neural network defines
a mapping f̂ : X 7→ Y, from some feature-space X onto some target space
Y with the goal of assigning the correct target values y for some given input
feature x. The training examples pairs (x(i),y(i)) only specifies the desired
target value of the last layer, called the output layer, in response to the
corresponding input vector x. Because the training-pair does not specify
any target value for the intermediate layers (h(i)(x)), they are called hidden
layers. Each hidden layer is a vector-valued function, and the dimension
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associated with a hidden layer determines its width. An attractive motivation
for the MLP is evidenced by the universal function approximator theorem
[16, 32]. The theorem states that an MLP with a single hidden layer can
approximate any smooth function over a closed interval to an arbitrary
precision by including a significant hidden layer width.

It is useful to think of the hidden layers as a cascade of learned feature
transformations, whereas the last layer is a simple (linear) classifier in the
transformed space. Rather than considering each layer as a single function
mapping from one vector space onto another, it is sometimes useful to
consider a hidden layer as many hidden units (see figure 2.9a) acting in
parallel, each mapping the same vector input to a different scalar values.
The structure of a unit in the computational graph consists of a single linear
perceptron followed by non-linear function, called the activation function.
With reference to figure 2.9, the k-th unit of layer l the unit computes

z
[l]
k =

(
W

[l]
:,k

)T
h[l−1] + b

[l]
k =

n[l−1]∑
i=1

wi,kh
[l−1]
i + b

[l]
k

h
[l]
k = g(z

[l]
k )

(2.32)

Where g(·) is the activation function of the particular unit and W [l] and
b the parameter weight matrix and bias vector, respectively. The complete
layer output can be described using vector-notation with the single equation

z[l] =
(
W [l]

)T
h[l−1] + b[l]

h[l] = g
(
z[l]
) (2.33)

If we let h[0] = x, the equation 2.33 evaluated from l = 1 to the output layer
defines the forward propagation of evaluating the network.

The output layer and the loss function

Specific hidden layer activation functions will be deferred until the
backpropagation algorithm has been introduced. The activation function
for the last layer, however, is especially tied to the particular choice of the
loss function. Depending on whether the task is binary or multi-categorical
classification, the two most common output functions are the sigmoid and
softmax function, respectively. We will concern our self with the multi-
categorical softmax function.

For multi-class classification, the target function f is the data posterior
distribution Pdata(y|x). The number of output units for the MLP function
approximation f̂ is therefore determined by the number of classes for the
task. Furthermore, the unnormalized probabilities, commonly called logits,
is given by the output layer linear (affine) activations.

z[L] =
(
W [L]

)T
h[L−1] + b[L] (2.34)
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The activation function is typically chosen to satisfy a discrete categorical
distribution, i.e. all output values need to assign a probability value in [0, 1]
and sum to one. The most common choice of output function is the softmax
function given by the expression

ŷi = softmax(z)i =
ezi∑Nc
j=1 e

zj
(2.35)

Comparing equation 2.35 with the Bayesian expression for the posterior (eq.
2.9) reveals that under a non-informative prior assumption (P (y = yi) = 1

Nc
),

the class-conditional distributions are exponentially distributed with respect
to the logits. The softmax function preserves ordering of the unnormalized
magnitudes, and for this reason, it is often dropped for performance reasons
when the exact distribution is not needed; the decision rule (eq. 2.11) is only
concerned with the most probable class. Hence, when running inference, only
the logits are required, that is

ỹ = arg max ŷ = arg max z[L] (2.36)

We will continue our notation using ŷ to refer to the predicted posterior
probabilities (ŷi = P (y = i|x;W)), and ỹ to refer to the predicted class.

2.3.3 Backward Propagation

Besides knowing how to evaluate the network for a given set of parameters,
it is equally important for gradient-based learning such as SGD to be
able to compute the gradient of the loss function with respect to the
network parameters. The backward propagation algorithm, or simply
backpropagation, is a formulation of the chain rule of calculus. It allows
us to express the gradient in a similar recurrent relation as the forward-
propagation equations (2.33) albeit in the reverse order – starting from the
output layer and propagating backwards to the input. Backpropagation
allows us to use the analytic derivative directly, eliminating the numerical
error arising from a non-zero step size finite difference approximations.
Backward propagation is a particular formulation of a broader class of reverse
mode auto-differentiation algorithms [8].

In the following, we will consider the gradient of the loss for a single example
to ease the notation. The gradient of a mini-batch simply amounts to take
the sample mean of the individual gradients computed by backpropagation.
The strategy is to first compute the gradient of the loss with respect to the
output layer predictions ŷ, and then show how to compute the Jacobian
of a hidden layer input with respect to its output. The multi-variable
generalization of the chain rule of calculus then allow us to express the
gradient of the loss with respect to an intermediate layer input as

∇h[l−1]L =

(
∂h[l]

∂h[l−1]

)T
∇h[l]L. (2.37)
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Where the first term in equation 2.37 is the transposed Jacobian of hidden
layer l. Finally, the expression for the network parameters will be expressed
in terms of the individual hidden layer gradients. The following results may
be verified by considering a single element of the expressions.

Assuming a softmax output function (eq. 2.35) the single-example cross-
entropy (log-likelihood) loss and the gradient of the loss with respect to the
logits becomes

L(z[L], y) = −
Nc∑
c=1

1(c = y) ln

 ez
[L]
c∑Nc

j=1 e
z
[L]
j

 = ln

Nc∑
j=1

ez
[L]
j − z[L]y

∇z[L]L = softmax(z[L])− e{y} = ŷ − e{y}
(2.38)

Where 1(·) is the indicator function and e{y} is unit vector along dimension
y. Continuing with the hidden layer Jacobians, with reference to equation
2.33, we have

∂z[l]

∂h[l−1] =
(
W [l]

)T
∂h[l]

∂h[l−1] =

(
∂z[l]

∂h[l−1]

)T
∂h[l]

∂z[l]
= Wg′(z[l])

(2.39)

Where g′(·) is the Jacobian of the particular hidden layer activation function.
Moreover, the gradient of the loss with respect to the perceptron output z[l]

of a layer becomes

∇z[l]L =

(
∂h[l]

∂z[l]

)T
∇h[l]L = g′(z[l])T∇h[l]L (2.40)

Lastly, to compute the gradient with respect to the parameters; for the bias
parameters we have

∂z[l]

∂b[l]
= I

∇b[l]L =

(
∂z[l]

∂b[l]

)T
∇z[l]L = ∇z[l]L

(2.41)

For the weight matrix, the Jacobian of the hidden layer perceptron (z[l])
now becomes a 3-tensor with respect to the weight matrix. To omit this
notation, we generalise from the derivative with respect to a single element
of the weight matrix. Considering the element (i, j) of the weight matrix in
equation 2.33 we have

dL

dW
[l]
i,j

=
dz

[l]
j

dW
[l]
i,j

dL

dz
[l]
j

= h
[l−1]
i

dL

dz
[l]
j

∇W [l]L = h[l−1] (∇z[l]L)T

(2.42)
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Figure 2.10: Activation functions (blue) and the respective derivatives
(orange). (a) Sigmoid, (b) tanh, (c) ReLU, (d) PReLU.

Applying backpropagation with SGD, the hidden layer activations z[l], need
to be temporarily stored (cached) for each example in a mini-batch to be
able to compute the sample mean gradient. Caching internal activations
implies an asymmetric memory usage for MLPs when training compared to
running inference at test time. The additional memory overhead required
by SGD back-propagation grows on the order O(Nbw̄nL) where Nb is mini-
batch size, w̄ is the average width of the MLP, and nL is the depth of the
network. Moreover, all the network parameters need to be held in memory.
This shows that increasing network complexity puts significant constraints
on the number of examples in a mini-batch of SGD.

2.3.4 Activation Functions

The activation function describes the characteristic output of a unit. It
can, in general, be any function that has a well-defined derivative over
the real axis. The activation function is usually shared between all
units in a particular layer. Several properties characterise a desirable
activation function from a deep learning perspective. The universal function
approximator theorem [16, 32] requires the activation function to be a non-
linear squashing function. That is, the activation function value space is
bounded to a finite range of the real axis. A well-defined gradient over the
complete range is also required in order to do gradient-based learning.

32



Sigmoid is mainly included for historical purposes; Cybenko [16] first
proved the universal expressiveness theorem for a single-layer perceptron
using the sigmoid activation function. The function and its derivative is
illustrated in figure 2.10a and defined by the expression

σ(x) =
1

1 + e−x

∂σ

∂x
(x) =

e−x

(1 + e−x)2
= σ(x)(1− σ(x))

(2.43)

This function is rarely ever used because the function quickly saturates for
values that are not close to zero, leading the gradient to approach zero
at the same rate. Furthermore, both the function and its derivative is
strictly positive, which implies that the gradients with respect to a single
unit weights (a single column in the layer weight matrix) are either all
positive or all negative. That is, the gradient of a d-dimensional weight
vector with sigmoid activation function can only take values in two out of
2d orthants (hyperoctants) – significantly constraining SGD ability to search
the parameter (sub-) space with respect to the individual units.

Tanh squashes the real axis to the range [−1, 1]. The function along with
the derivative is illustrated in figure 2.10b, and the respective expressions
are

tanh(x) =
sinh(x)

cosh(x)
=
ex − e−x
ex + e−x

=
e2x − 1

e2x + 1

∂

∂x
tanh(x) =

1

cosh2(x)
=

4

(ex + e−x)2

(2.44)

The tanh non-linearity also suffers from saturating values and vanishing
gradients, however, the function does not suffer from equal sign weight
parameter gradients due to the symmetry around zero.

Rectified linear unit (ReLU) has (along with its generalisations) recently
become the standard choice of non-linearity for deep learning. The function
is shown along with its gradient in figure 2.10c and has the expression

ReLU(x) = max(0, x)

d

dx
{ReLU}(x) =


0, x < 0

1, x > 0

undefined x = 0

(2.45)

Though the gradient is undefined at the origin, in practice the Heaviside
step function is used as an approximation by defining the gradient equal to
one at the origin. It has been found to accelerate the convergence rate of
SGD significantly [40] (e.g. a factor of 6 in [73]). Additionally, compared
to sigmoid and tanh, relu is far cheaper to compute, it merely amounts to a
single threshold operation. Though ReLU is not bounded above by a finite
value, a squashing function can be constructed by superposition of two units
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using the ReLU function. The ReLU suffers from one significant problem: a
large gradient update might “push” the weights off the data manifold. That
is, the ReLU output remains zero for every example in the training set,
rendering the particular unit useless and redundant. This phenomenon is
commonly referred to as the dying relu problem and happens to a relatively
small proportion of the units in a network during training.

Parameterised rectified linear unit (PReLU) [30] addresses the dying
relu problem by making the slope of the inactive region be parameterized
by a trainable parameter. The PReLU function defines the negative part of
the domain be a parameterised linear function (αx). The PReLU, along
with its gradient, is shown in figure 2.10d for the parameter equal to
α = 0.25. We will make frequent use of the PReLU activation function
in the implementation of this project.

2.3.5 Regularisation

In the context of deep learning, regularisation is a collective term of
techniques that reduces the effective representational capacity of a model.
The success of deep learning relies on appropriate regularisation to keep
the model from overfitting the data. Here, we use the term capacity in an
informal manner of the capability of the network to fit a variety of functions
that is proportional to the number of parameters and depth of a feedforward
network.

Weight regularisation

Weight regularisation or parameter norm penalties, limits the network
capacity by introducing an additional parameter norm term to the cost
function (eq. 2.24), such that the cost function becomes:

C(W) =
1

N

N∑
i=1

L(ŷ(i), y(i);W) + λ
∑
w∈W

Ω(w) (2.46)

Where λ is the weight regularisation hyperparameter and Ω is either square
L2 norm or L1 norm. It can be shown (see for example [28, sec 7.1]) that the
resulting cost function in equation 2.46 corresponds to the MAP estimate of
the negative log-likelihood if the parameter prior is an isotropic Gaussian or
Laplacian distribution for the two measures respectively.

Parameter tying and parameter sharing

Another somewhat related regularisation technique is to put direct con-
straints on the parameter values. For example, making a subset of the
parameters constant and equal to zero – tying the respective parameters
to zero. In maximum a posteriori (MAP, see page 19), this corresponds to
setting infinite parameter-prior to the respective values. Similarly, one may
put infinite priors on the joint parameter distributions, and the parameter
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difference – forcing parameter to share the same values. A particular to-
pology that heavily uses these two regularisation techniques, which we will
return to, is the convolutional neural networks.

Dropout

It is commonly known that ensemble methods, that is machine learning
models that utilise the average prediction over multiple independently
trained models, nearly always improves the results compared to a single
model. Motivated by ensemble learning, dropout [31, 72] is a regularisation
technique that tries to approximate ensembles stochastically by sampling
sub-models of an MLP during training. Dropout achieves this by
for each training example that is fed through the network, each layer
samples a random vector from a Bernoulli distribution with a probability
hyperparameter p and then use these vectors to mask the output of each
hidden layer. By using mini-batches of several examples, the sample mean
gradient amounts to averaging the gradient of an ensemble of models with
shared parameters. During inference, the output of each hidden layer needs
to be scaled by p so as to yield the same expected layer output magnitude.3

By doing this scaling, 2n networks with shared parameters are combined into
a single neural network during inference (test time) [72].

In the cited articles, they show that dropout yields a consistent and
significant improvement on the test set when applied to MLP classifiers over
different datasets, despite a somewhat higher training set error. Dropout is
also very efficient to compute as it only amounts to sampling a binary vector
and a single element-wise product for each layer, with similar computational
cost as adding an additional unit at each layer.

Dataset augmentation

From our previous discussion, we argued how the expected generalisation
error through the Vapnik-Chernovenkis inequality (eq. 2.31) increases with
model capacity, but on the other side decreases with training set size. Using
this observation, we can artificially increase the dataset size by augmenting
the feature vectors as long as the augmentation does not obscure the
associated example label.

For convolutional neural networks that operate directly on images, both
geometric and point operations are commonly applied augmentation
methods, as well as additive noise. Examples of dataset augmentation
includes random cropping the image (careful not to exclude the object label),
random brightness, hue shift to name a few.

Early stopping

Training deep neural networks with sufficient representational capacity to
overfit the task, the validation error suddenly cease to decrease and even start

3Alternatively, scaling by 1
1−p

during training removes the overhead of scaling when
performing inference.
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to increase even though the training error continues to decrease. In [81] the
overfitting capability of feedforward networks was illustrated by achieving
perfect training set accuracy when the labels were shuffled arbitrarily. This
demonstrates that models with sufficiently high capacity are capable of
memorising the dataset if training is allowed to continue for long enough.

Early stopping suggests training until no improvement on the validation split
is observed, and then pick the set of parameters obtaining the best validation
results.

2.3.6 Learning Dynamics

Training deep models using stochastic gradient descent often poses several
challenges that deep learning need to address. For example, flat regions and
local minima of the cost function may cause the gradient descent to get stuck
in a sub-optimal solution in parameter-space. On the other hand, regions of
the parameter space for which the cost function is locally steep makes the
gradient proportionally large, potentially undoing a large part of the training
progress.

The layer-wise structure of the multilayer perceptron also poses several
challenges related to the feedforward and backward propagation properties
of the network. Too large weight parameters may cause squashing activation
functions such as sigmoid and tanh to saturate, or for ReLU activation
the activation grows in exponential order even causing the finite precision
arithmetic to yield “NaN” (Not a Number) results. Even worse, the
exponential growing or decaying behaviour is an even more significant
problem for the backpropagation algorithm and is commonly known as the
exploding or vanishing gradients problem. In addition to causing numerical
problems, exploding and vanishing gradients also cause the gradient update
to be layer-dependent, reducing the effective number of parameters that get
adjusted.

Finally, a similar problem caused by the layer-wise structure comes from the
fact that the distribution of the input values to a hidden layer changes during
training as the parameters of any of the preceding layers change. Such change
to the input distribution is called covariate shift [67]. In the following, we
present advances in deep learning that addresses these challenges, making the
neural networks significantly easier to train using gradient-based algorithms.

Initialisation schemes

Training a deep feedforward network is done using iterative gradient based
optimisation. The time it takes for the optimisation procedure to converge
is highly dependent on the initial point in the objective landscape. The
initial point can even determine whether the algorithm converges to a point
in parameter-space of high or low cost (local optima) or if it converges to
any stable point at all.

Due to the high number of parameters for deep learning models, identifying
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which initial parameters will lead to the best solutions is highly intractable.
Initialisation schemes in the deep learning literature are usually based on
heuristics and assumptions about the distribution of the individual hidden
layer activations. Perhaps the only tractable property known with complete
certainty is that the initial parameters need to break symmetry of the
Jacobian (eq. 2.39). If two hidden units in the same layer have the same
initial parameter vectors (two different columns in the weight matrix W [l])
then because the two units share the same input-output relationship they
will always receive the same gradient update. The bias parameters does not
affect this symmetry property and is typically initialised to the zero-vector.

Glorot and Bengio [26] considers the input of each layer to be zero-mean,
unit-variance i.i.d. and propose a normalised initialisation scheme that in
expectation preserves these properties throughout the depth of the network.
The initialisation scheme also considers the backwards pass for computing
the gradient, requiring a similar unit variance for the back-propagated
gradient. As a compromise between the statistics of the forward and
backward statistics, the initialisation scheme draws initial weights from a
zero-mean distribution with a standard deviation equal to the reciprocal
average ( 2

nl−1+nl
) of the fan-in (nl−1) and fan-out (nl) of the layer h[l].

This scheme tries to preserve an expected zero-mean unit-standarddeviation
both for the feedforward and backpropagation activations throughout the
network. The article propose two initialisation schemes for sampling initial
weight matrices, based on sampling from a uniform or normal distribution.
Sampling from a uniform distribution, the following distribution is used

W
[l]
i,j ∼ U

(
−
√

6

nl−1 + nl
,

√
6

nl−1 + nl

)
(2.47)

Whereas initialising from a normal distribution takes the form

W
[l]
i,j ∼ N

(
0,

√
2

nl−1 + nl

)
(2.48)

Batch normalisation

Though covariate shift can be mitigated by careful initialisation and reducing
the learning rate, this comes at the expense of increased training time
and initialisation sensitivity. Batch normalisation [36] is a technique
introduced to make the network significantly more robust to covariate
shift. This technique further enables the advantage of using higher learning
rates, making the training phase significantly faster and less sensitive to
initialisation schemes.

Batch normalisation is implemented as a sort of layer that, during
training, performs a normalising reparameterisation of the layer’s inputs
by approximating the mean and variance by their corresponding sample
estimates over the mini-batch of examples. That is, if the layer input i-
th example in a batch and the corresponding reparameterisation is denoted
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(a) (b)

Figure 2.11: Comparison of ordinary gradient descent without momentum
(a) compared with applying momentum (b). Image source [63]

x(i) and x̄(i) respectively, then the reparameterisation computes

µB =
1

m

m∑
i=1

x(i) , σ2
B =

1

m

m∑
i=1

(
x(i) − µB

)
x̄(i) =

x(i) − µB√
σ2
B + ε

(2.49)

Where ε is a small constant to make sure we do not encounter division
by zero. In addition to whitening the input using batch statistics, [36]
also suggest to scale and shift the normalised inputs to not constrain the
following function to a locally linear regime. As such the output of the
batch normalisation layer obtains the expression

x̃(i) = γ � x̄(i) + β (2.50)

Where γ and β are learnable parameter vectors and � represent the
elementwise product.

In addition to providing robustness to covariate shift, the forward-pass
normalisation of equation 2.49 also regulates the gradient during the
backwards pass, making gradient updates similarly distributed across layers.
As a consequence, batch normalisation mitigates the exploding and vanishing
gradients problem. At test time (inference) the batch statistics (µB, σB) are
replaced with the sample statistics computed over the whole training set.

Optimisation schemes

Recent contributions in the field of deep learning have provided several new
variants of stochastic gradient descent. These optimisation schemes provide
improved parameter update that has shown to significantly accelerate
convergence time for the high-dimensional non-convex optimisation of the
cost function with respect to model parameters. Besides, these methods also
attempt to reduce other optimisation problems such as high curvature, noisy
and varying magnitude of gradients.

Momentum algorithm introduces a momentum term – an exponential
moving average of previously computed gradients. The momentum term
gradually improves the update direction for convex regions where the
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curvature along one dimension is much larger than in the other dimensions
(see figure 2.11). The momentum update has the expression

v ← αv − λ 1

N

N∑
i=1

∇wC(ŷ(i), y(i);w)

w ← w + v

(2.51)

Where α is the momentum hyperparameter and λ is the learning rate.

RMSProp is an unpublished adaptive learning rate schedule [31, slide 29]
that attempts to regulate the gradient magnitude, making it less sensitive
to “cliffs” in the cost function landscape, as well as amplifying the gradient
in flat regions. The update schedule was developed in order to defeat the
diminishing learning rates of Adagrad [17], a similar optimization schedule
that suffers from a radically diminishing learning rate, limiting the range at
which the optimization can search the objective landscape. The update rule
takes the expression

g ← 1

N

N∑
i=1

∇wC(ŷ(i), y(i);w)

r ← ρr + (1− ρ)g � g

w ← w − λ√
ε+ r

� g

(2.52)

Each entry of the gradient is divided by an exponential running mean of the
square gradient, which is a moving estimate of the variance.

Algorithm 2.2 Adam, gradient descent optimization algorithm proposed
by [43]. The algorithm is a reformulation of algorithm 1 in the cited paper.
Require: λ - Step size
Require: β1, β2 ∈ [0, 1) - Exponential decay rates for momentum estimates.
Require: C(ŷ, y;w) - Cost function
Require: w0 - Initial parameter vector
Require: ε - Small constant for numerical stability
v ← 0 . Initialise 1st moment
r ← 0 . Initialise 1st moment
t← 0 . Initialise time step
while stopping criterion not met do

t← t+ 1
Sample a mini-batch {(x(1), y(1)), ..., (x(N), y(N))} from training set.
g ← 1

N

∑N
i=1∇wC(ŷ(i), y(i);w) . Compute gradient

v ← β1v + (1− β1)g . Update 1st moment
r ← β2r + (1− β2)(g � g) . Update 2nd moment
v̂ ← v

1−βt
1

. Bias-correction 1st moment

r̂ ← r
1−βt

2
. Bias-correction 2nd moment

w ← w − λ v̂√
r̂+ε

end while
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Adam [43] is another adaptive learning rate schedule that incorporates the
RMSProp squared gradient normalisation in a momentum update (eq. 2.51).
It additionally performs an initial bias correction of the momentum updates;
both for the first order momentum (mean estimate) in equation 2.51 and the
RMSProp “second order” momentum (variance estimate) in equation 2.52.
The complete algorithm is presented in algorithm 2.2.

Adam is generally considered robust to hyperparameter selection and is,
therefore, a popular algorithm in the deep learning community. In this work,
we have chosen Adam as the SGD method of choice for this reason.

2.4 Convolutional Neural Networks

The convolutional neural network (CNN) is specialised a topology of
feedforward neural networks for processing features x that come in a
regularly sampled data structure. For example, image data consists of a
regularly sampled 2D-grid for which the feature vector consists of all pixel
intensity values. With a new state-of-the-art set by the AlexNet [45] in the
2012 ImageNet Large scale visual recognition and classification (ILSVRC-
2012) [64], the scene for the latest “deep learning renaissance” was set. This
topology has proven the method of choice for the computer vision tasks
presented in section 2.1.3. The convolutional neural networks are simply
neural networks that use convolution in place of matrix multiplication within
the layers.

Convolution leverages three essential aspects that utilise the data structure
to reduce parameters and hence, the model growth function (capacity) (eq.
2.29); these three aspects are [28, ch. 9.2]: sparse interactions, parameter
sharing and equivariant representations. Whereas (fully-connected) multi-
layer perceptrons consist of layers of matrix multiplication, providing a
single parameter describing the interaction between each unit in consecutive
layers, convolutions provide a sparse set of weights, with kernels smaller than
the input, that are reused over the spatial dimensions of the input. The
parameter sharing property is also evident through the equivalent matrix-
representation, where the corresponding matrix has a constrained cyclic
structure (see page 10). The particular form of parameter sharing causes
each layer to have a property called equivariance to translation, meaning
that if the input experience a change in the form of a translation, the output
changes in the same way. In the following discussion, we will formalise
the convolutional layer as a compound entity of possibly several operations
on a spatially arranged feature-map. We will finally see an example of a
CNN classifier network, deferring the more complicated task of semantic
segmentation to the next chapter.

2.4.1 The Convolutional Layer

As mentioned above, convolutional networks are simply feedforward neural
networks with one or more convolutional layers; which in turn is a hidden
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Figure 2.12: The convolutional layer. The convolutional layer consists of
dn different convolutional operations with different parameterized kernels,
followed by a channel-wise bias and element-wise activation functions.

layer with the matrix multiplication replaced with a set of convolution
operations. Figure 2.12 shows the structure of the convolutional layer and
how it operates on the activation map from the previous layer. The depth of
each kernel is determined by the number of channels in the input activation
map, whereas the spatial size (du × dv) and the number of filters (dn)
are hyperparameters for the layer. Moreover, the padding strategy is also
considered as a hyperparameter, P , such that valid padding corresponds to
P = 0, and (assuming du = dv) same padding corresponds to P = du−1

2 . For
reasons of implementation, we will assume constant zero-padding and only
let the number of zeros padded be a parameter.

The activation map h[l] of a convolutional layer preserves the spatial
dimensions of the input, h[l−1], and for a layer with kernels with size du×dv,
each pixel in the resulting activation map is a function of the surrounding
dudv pixel locations of the input. The receptive field for a particular layer
h[l] in a convolutional network is the spatial extent over the network input,
x, a single pixel in the layer activation map h[l]u,v is a function of. By stacking
multiple convolutional layers, the resulting receptive field of the final layer
grows with the depth of the network.

Remember from our discussion on backward propagation that the activation
maps need to be cached in order to compute the backward pass. This
caching poses severe memory requirements for a CNN that consumes
images consisting of millions of pixels as feature vectors. Moreover, each
convolution map z[l] consists of a dn-channel image of the same dimensions
as the input h[l−1]. Motivated by this rapidly increasing memory usage,
computational complexity and the network receptive field, CNNs commonly
utilise downsampling techniques. Two common strategies to downsample the
activation map are pooling and strided/decimated convolution. The stride or
decimation rate, s, is yet another hyperparameter for the convolutional layer,
telling how many entries in the input map to skip for each pixel location in
the output activation map. The hyperparameters for a convolutional layer
is summarised in table 2.1.
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Hyperparameter Description

du Kernel width
du Kernel height
dn Number of kernels
s Stride / decimation rate
P Zero padding
g(·) Activation function, e.g. Tanh, ReLU, etc.

Table 2.1: Convolutional layer hyperparameters.

As we will see when constructing CNNs for segmentation, careful considera-
tion of intermediate layer activation maps is required. Consider a layer with
an input map with dimensions [Hi, Wi, Ci], we can compute the output
map dimensions [Ho, Wo, Co] resulting from a convolutional layer for the
set of parameters in table 2.1 (see [19] for derivations)

Ho =

⌊
Hi + 2P − dv

s

⌋
+ 1

Wo =

⌊
Wi + 2P − du

s

⌋
+ 1

Co = dn

Furthermore, the receptive field for layer k in a convolutional network can
be calculated by the recursive relation [38, p. 52]

R[k]
u = R[k−1]

u +

[
(d[k]u − 1)

k−1∏
i=1

s[i]

]

R[k]
v = R[k−1]

v +

[
(d[k]v − 1)

k−1∏
i=1

s[i]

] (2.53)

Where d
[k]
u , d

[k]
v respectively denote the kernel size in the two spatial

dimensions and s[k] the convolutional stride.

Pooling

Pooling is a fixed parameter-less neighbourhood operation (see section 2.1.2)
to provide invariance to small translations in the input. The pooling
operation is usually placed after the activation function of a convolutional
layer and is usually only added for a subset of the layers in a CNN. There
are in general no restrictions on what kind of pooling function to use, but
it is common to utilise the pooling operation as an additional non-linearity
of the network. Some standard pooling functions include order statistics
filters, fixed moving average filter and the L2 norm over a rectangular
neighbourhood. Pooling is usually done along with decimation (stride) of the
output; an example of a max-pooling operation using a 2×2 neighbourhood
and stride 2 is shown in figure 2.13.
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Figure 2.13: Example of a max-pooling layer on a single-channel image.
The operation extends to multiple channels by processing each channel
independently.

Additions to the convolutional layer

Before we leave the discussion on convolutional layers, there are some
additions and particular variants to the convolutional layer that require
special attention. Many creative variations of the convolutional layer exist,
and we will only cover the relevant additions here. Starting with the
convolution operation, a quite popular way of increasing computational
efficiency is to insert so-called 1×1 bottleneck convolutions. The bottleneck
convolutions typically reduce the number of feature maps by some factor by
using a smaller number of filters in the filter-bank than input channels. Note
that 1×1 convolutions are the same as computing a linear combination of the
input channels, where the filter entries give the respective channel weights.
Hence, the 1× 1 convolutional layer performs the same operation as a fully-
connected layer over the channel dimension of the input.

Another special convolution operation is the dilated convolution, also called
“atrous convolution”. Dilated convolutions utilise parameter-tying to inflate
the kernel by inserting zeros between the kernel elements. The dilation rate
introduces another hyperparameter (d) to the convolutional layer. Dilated
convolutions are used to increase the layer receptive field without adding
computational complexity or downsample the feature-maps. Figure 2.14
shows an example of a 3× 3 convolution with a dilation rate of d = 2.

Extending batch normalisation to the convolutional layer, the batch statistics
are computed over all input channels. This means that the spatial dimensions
are reduced when computing the batch mean and standard deviation. The
same applies to the following affine reparameterisation, providing a scale
and offset for each channel. This makes batch normalisation operations for

Figure 2.14: Example convolving a 3×3 kernel with dilation rate d = 2 over
a 7× 7 input. Image source: [19, Figure 5.1].
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Figure 2.15: A residual building block. Image source [29, Figure 2].

CNNs much more efficient in terms of parameters and memory compared to
the MLP variant. As with the MLP variant, it is common to insert batch
normalisation prior to computing the activation function within a layer.

The final addition to the convolutional layer we will include is the
residual functions. Like batch normalisation, the residual block [29] is a
structural composition of layers that significantly ease the problem training
deep convolutional layers by nearly eliminating the vanishing gradient
problem. An example illustration of the residual building block is shown
in figure 2.15. The residual module builds on the observation that for
the traditional network structure for MLPs and CNNs the feedforward
and backpropagation dynamics during training depends on the preceding
and proceeding layers respectively, often leading to vanishing gradients and
weak layer activations. By introducing a residual “skip-connection” breaks
the inter-layer dependency, and He et al. [29] proves this empirically by
comparing the learning dynamics of a regular deep CNN with an equal
residual adaptation. Moreover, they set a new standard on the Imagenet
Large-scale Visual Recognition Challenge 2015 [64], by outperforming
previous state-of-the-art results by a significant margin using a 152-layer
model.

2.4.2 Composing Layers – Building a CNN Classifier

Having introduced the essential part of a CNN, we will follow with an
example of a convolutional neural network classifier. Remember that for
image classification, the goal is to estimate the class posterior distribution
(ŷ = P̂y|x(x)) given an observed image x. To this end, it is common
to reshape the three-dimensional convolutional activation maps to a one-
dimensional vector and apply at least one fully connected (perceptron-) layer
as the last layer(s). This makes the fully connected layer width following the
last convolutional layer depend on the image size. The VGG-16 network [69]
establishes some standard practices in a simple CNN architecture. A block
diagram of the CNN is shown in figure 2.16.

The VGG-16 architecture consists of 13 convolutional layers, and 3 “fully
connected” layers, where all activation functions except the output softmax
function are ReLUs. The VGG networks groups the networks into blocks
separated by max-pooling operations that halves the spatial resolution of the
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Figure 2.16: VGG-16 CNN architecture, reconstructed from [69, Table 1,
column D].

feature maps. To keep an (almost) constant computational complexity for
each layer, VGG uses the convention that when the activations are decimated
by a factor (s), the number of convolutions is scaled by the same factor (s)
in the following layers (except for stage 5). The architecture only uses 3× 3
convolutions, which is motivated by the fact that larger kernels contain more
parameters than stacking multiple 3× 3 filters to obtain the same receptive
field, while at the same time containing more intermediate non-linearities.

This architecture also illustrates the parameter efficiency of convolutional
layers. The number of parameters in the last three layers for an input size
of 224 × 224 × 3 contributes to 122M parameters out of 138M parameters
in total – a total of 88.4% is located in the last three layers.
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Chapter 3

Related Work

This chapter gives a brief overview of the more closely related fields to the
work performed in this thesis. We will start with extending the machine
learning classification problem to that of semantic segmentation, followed
by extending the CNN architecture to produce segmentation maps. In the
second part we present the active learning paradigm for efficiently annotating
a database of examples as efficiently as possible, and presenting some of the
related work performed in the continuously developing field of research.

3.1 Deep Semantic Segmentation

Up until now, we have only considered the classification problem. In this
section, we will extend the classification problem to the task of semantic
segmentation. We will follow with a discussion of adapting CNNs for this
task, with emphasis on the features differentiating a segmentation network
from the more traditional classifiers presented above. Finally, we will present
an example architecture as an extension to the discussion of the VGG-16
architecture above.

3.1.1 The Deep Segmentation Problem

Remember from the discussion in section 2.1.3 that the objective with
semantic segmentation consists of assigning a class to each pixel of the input.
In practice, this means that we instead of mapping each H×W×C imageX
to a single Nc-dimensional vector ŷ, we now need to construct a three-tensor
Ŷ of dimensions H ×W × Nc. The vector Ŷu,v,: determines the estimated
class scores (posterior probability mass) over the set of Nc classes at the
pixel location (u, v).

The way we are going to treat this problem is to assume that every pixel
location in the input image is an i.i.d. random variable over the set of
classes. This allows us to express the cross-entropy (negative log-likelihood)
loss function as a per-pixel loss. To perform a gradient step with respect to
a mini-batch of images, we need to compute the mean loss both with respect
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Figure 3.1: Illustration of an example encoder-decoder architecture for
semantic segmentation. Downsampling and upsampling layers operate on
red and blue activation maps, respectively, whereas the grey activation maps
constitutes regular convolution. Image source: [46]

to the spatial dimensions in addition to the batch dimension. This leads to a
vast number of per-pixel loss, and special considerations must be taken into
account computing the loss using floating-point arithmetic.

3.1.2 Deep Segmentation Networks

There are several possible approaches of formulating the semantic segment-
ation problem in the deep learning framework. Some early attempts used
a sliding window approach utilising a regular CNN at each possible rectan-
gular region in the input image [22, 60]. The sliding window approach is
highly inefficient, in addition to fixing the context window to a subset of the
image. A more successful approach in terms of efficiency and performance
is the use of fully convolutional networks. As regular CNN architectures
utilise downsampling in the form of pooling and decimation, a fully convolu-
tional segmentation network recover the spatial dimensions by upsampling
the lower resolution feature-maps. The first successful approach conver-
ted regular CNN classifiers, such as the VGG networks, to so-called “Fully
Convolutional Networks” (FCN) by converting the fully connected layers to
convolutional layers and making the last layer a learnable upsampling layer
[47].

The FCN approach quickly developed into the encoder-decoder style of
architectures. Instead of upsampling to the output resolution directly,
encoder-decoder typically only upsample by a factor of two at the time and
interleaving each upsampling layer with regular convolutional layers. An
example of a shallow encoder-decoder CNN architecture is shown in figure
3.1. This style of CNN architecture currently holds state-of-the-art results
on a series of benchmark datasets [13]. As the downsampling operations of
a CNN discards spatial information, some approaches use ResNet-style skip
connections between corresponding encoder and decoder activation maps to
resolve some of the lost spatial information [62].
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(a) Convolution example of a 6× 6 input with padding p = 1
convolved with a 3× 3 kernel with stride 2.

(b) The transposed convolution variant of the convolution
example in (a) represented as a regular (stride s = 1)
convolution. The input is cropped to the upper left 3 × 3
quadrant for illustration purposes.

Figure 3.2: Relation between ordinary convolution (a) and transposed
convolution (b) with the same parameters. Image source: [19, Figure 2.7
and 4.7].

Upsampling operations

The only significant feature of CNN for segmentation that we have not
discussed yet is the upsampling operations. Several different approaches
to upsampling have been proposed for various decoder structures. In the
following, we will briefly discuss three different approaches replacing the
convolution or pooling operations for the respective layers.

Fixed upsampling. The most straightforward approach to upsampling
an image is to adapt methods from image processing. In image processing
terms, upsampling is the same as a geometric scaling operation with a fixed
interpolation kernel, as discussed in section 2.1.2 on geometric operations.
There are generally no limitations on the choice of interpolation kernels;
however, bilinear kernels are most often seen in the literature due to
computational efficiency. Other examples include bicubic, Lanczos, nearest
neighbour, to name a few.

Transposed convolution. As previously mentioned, the convolution
operation can be represented as a matrix-vector product between a block-
toeplitz matrix and the flattened image vector. Transposed convolution gets
its name from the fact that it is the operation resulting from transposing
the matrix of this vector-representation of convolution. By applying a
strided transposed convolution, the resulting image is similarly scaled up
by the stride factor. The transposed convolution can be converted into
regular convolution by inflating the input image by inserting zeros between
neighbouring pixels. The stride of the transposed convolution determines
the dilation rate of the input. An illustration showing the relation between
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Figure 3.3: Illustration of the max-unpooling workings. The unpooling
operation assigns the output to the value of the input corresponding to the
selected max-pooling indexes in the encoder. Each unpooling layer in the
decoder needs to be matched with a corresponding max-pooling layer in
the encoder see figure 3.4 for an example architecture using max-unpooling.
Image source: [80].

ordinary strided convolution and the transposed variant is shown in figure
3.2.

A useful property of the transposed convolution is that it is able to represent
most fixed upsampling interpolations as special parameterisations of the
kernel. For example, a 3×3 stride s = 2 transposed convolution can represent
upsampling using bi-linear interpolation by using the following convolutional
kernel

W =

1/4 1/2 1/4
1/2 1 1/2
1/4 1/2 1/4

(3.1)

It is common to utilise equation 3.1 or other interpolation kernels, with some
random noise to break symmetry, as an initialisation scheme for transposed
convolutional layers. As such, transposed convolution may be thought of as
a learnable upsampling operation.

Unpooling. Another common upsampling technique found in the deep
learning literature is converting the downsampling pooling operations
to corresponding upsampling operations. The most common unpooling
operation is the max-unpooling operation. A max-unpooling operation needs
to be coupled with a corresponding max-pooling layer in the encoder of the
network, as illustrated in figure 3.3. Max-unpooling operates as a single
scatter operation, assigning the values in the output map according to the
selected indexes corresponding max-pooling layer in the encoder.

Composing a CNN model for semantic segmentation

We end our discussion on CNNs for semantic segmentation with an example
architecture. Figure 3.4 shows an illustration of the SegNet [6, 7] model
by Badrinarayanan et al. The model is composed of a VGG-16 encoder,
discarding the last three fully connected layers. The decoder is symmetrically
constructed, utilising max-unpooling for upsampling. Discarding the fully
connected layers results in the complete model having only 29.5M parameters
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Figure 3.4: SegNet architecture illustration. Pooling and upsampling are
matched max-pooling/unpooling pairs. All convolutions operations with
blue activation map are 3×3, the softmax layer constitutes a 1×1 convolution
with a softmax activation function. Image source [7].

compared to 138M parameters of the full VGG-16 model. The architecture is
strikingly similar to the Deconvnet proposed by Zeiler et al. [80] to visualise
learning for the task of classification. By utilising the VGG-16 architecture,
the parameters from a pre-trained classification model can be reused for
initialising the encoder parameters.
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3.2 Active Learning

So far, we have only discussed the classification problems related to computer
vision recognition tasks. This section presents a problem in machine learning
concerned with the process of creating a labelled dataset. We start by
formulating the active learning problem, and later move on to some of the
work done in this field, limited to the scope of deep learning applications.

3.2.1 The Active Learning Problem

The active learning problem1 assumes there exist a pool of unlabelled
examples DU , and an initial, small portion of the data that is labelled DL.
In each step of the active learning process, a model f̂(·) is trained on the
labelled set DL, and an acquisition function α(DU , f̂) chooses K examples
to be labelled by an oracle (e.g. human annotator) and added to DL. The
process is repeated, training f̂ on the newly acquired labelled data DL until
DU is exhausted or a certain model performance is reached. The active
learning process is illustrated in the flow chart in figure 3.5.

The goal of active learning is to find the minimally required set of labelled
images in order to reach a certain level of performance on an independent
labelled validation set. That is, finding a set of examples that best represent
the manifold of possible examples (images) for a particular task. In the
active learning framework, we utilise the model to influence or select its own
training data.

3.2.2 Active Learning for CNNs

While active learning has been a problem of machine learning for decades, at
the time of writing, there are significantly less literature on active learning

1Without loss of generality, the particular problem is called “pool-based active learning”
in the literature, as there are other problem formulations under the active learning
paradigm.

Figure 3.5: Active learning conceptual flow chart.
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that employ methods from deep learning. This section attempt to give an
outline of deep learning methods used for active learning; more specifically,
we will focus on methods aimed at image recognition tasks. The majority
of the literature under this scope concerns the image classification task,
with only a handful of methods proposed for the more complex semantic
segmentation task.

Working with this project, the author identified four general approaches
to formulating the acquisition function. Wang et al. [78] use uncertainty
measures with respect to the predicted posterior, such as the entropy from
information theory, as a premise for the acquisition function. This particular
approach combines uncertainty based selection with the new self-paced
learning paradigm, performing pseudo-labelling high-confidence examples.
The second approach takes a geometric approach for the acquisition function,
selecting the examples based on distance-metrics in feature space in order to
achieve a best possible uniform sampling of the data manifold. Sener et al.
[66] uses the model logits for creating lower dimensional feature embeddings,
then computing geometric dissimilarity metrics on the lower-dimensional
features. The particular article formulates the active learning problem as
a core-set problem – selecting the points (examples) from the pool that
maximise dissimilarity to the closest labelled example. The third approach
tries to model the how an example is expected to affect or change the model
predictions, with the hypothesis that informative examples will maximise the
expected change. Käding et al. [39] models the expected change for a set of
examples (the query set) to a first order approximation of the L1-distance of
the per-example change, resulting in the L1-norm of the matrix-product of
the parameter Jacobian and the loss gradient for the particular unlabelled
example. Moreover, in order to evaluate the loss, they use the network
prediction as an approximation. The final method tries to employ Bayesian
estimation by Monte Carlo approximations. Gal et al. [24] uses dropout
and Monte Carlo integration to approximate the Bayesian data posterior
p(y|x,DL) (see equation 2.20), then formulating the acquisition in terms of
various proposed statistical measures such as entropy and mean standard
deviation of the data posterior. [9] extends on this work by utilising model
ensembles instead of dropout approximation and hold current state-of-the-
art results on MNIST and CIFAR-10 benchmark datasets.

All the articles above mainly concern the task of image classification. The
literature on active learning applied to the semantic segmentation task is
scarce, and typically utilise one or more of the methods presented above.
Yang et al. [79] applies active learning on segmentation data in two stages
using an ensemble of models. First, a pool of uncertain examples is selected
by maximising the per-pixel prediction variance over the ensemble. Second,
higher level feature maps are used for calculating dissimilarity by using the
cosine-distance metric. Mackowiak et al. [50] similarly uses an ensemble of
models to measure per-example uncertainty comparing the vote-entropy and
ensemble average uncertainty measures. Besides, they train a separate model
that do regression over the estimated number of polygon corners (number of
mouse-clicks), to create a map of the expected cost of annotation over the
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image. The acquisition function uses a linear combination of the uncertainty
measure and estimated annotation cost for querying image sub-regions for
annotation. Mahapatra et al. [51] takes an entirely different approach, using
Bayesian neural network [41] (BNN) to model the combined uncertainty
of network predictions and parameters. In practice, the BNN approach
amounts to extending the model with a shallow network rooting from the
(classifier-) network logits, trained with a loss to estimate prediction variance
(actually log-variance), combined with Monte Carlo dropout. In addition
to BNN uncertainty estimation, the approach uses conditional generative
adversarial networks [37] (cGAN) to virtually extend the labelled dataset.
The cGAN is both conditioned on the dataset images along with the label
masks.
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Chapter 4

Method and Implementation
Details

This chapter presents the methods used in the work of this project. Starting
with the selection of a CNN for semantic segmentation and giving a structural
presentation of the model architecture. In the second section of this chapter,
we present the novel active learning algorithm proposed in this thesis.
Finally, we give a brief presentation about the implementation details,
highlighting some of the choices made working on this project.

4.1 Segmentation Model

In order to perform the active annotation algorithm in our proposed
algorithm, a segmentation architecture is required. This section provides
a discussion of model considerations made for this project, followed by a
presentation of the model architecture of the selected model.

4.1.1 Network Considerations

Since the FCN [47] first was applied to semantic segmentation in 2014,
a myriad of network architectures have been proposed, all with different
features and applications. The active learning paradigm requires training
a CNN segmentation network until convergence several times on an ever-
growing training set. Due to the short time-span of this thesis, a model
that converges relatively fast was sought. The author uses parameter
count and computational efficiency as proportional measures to the expected
convergence time. The performance of the active learning procedure is
assumed to scale with better performing networks. However, as performance
does not scale well with efficiency, performance will be a secondary
consideration. Finally, in this work, efforts have been made to be able to
reproduce the results.

Culurciello et al. [11, 15] make a lucid comparison of published semantic
segmentation networks, based on classification performance on the ILSVRC
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(a) (b)

Figure 4.1: Network architecture comparison. (a) Top-1 classification
accuracy vs the number of operations in a forward pass. The size of the blobs
is proportional to the number of parameters. (b) Accuracy per parameter
chart for the same variety of networks. Image source: [12]

[64] benchmark. The comparison is made in terms of accuracy and model
complexity in number of parameters. Figure 4.1 shows the most recent
comparison summary from this ongoing work. From these results, MobileNet
v2 [65] from the MobileNet family of networks, and ENet [59] seems to be
two viable options in terms of efficiency and performance. The SqueezeNet
and ShuffleNet show significantly less performance in figure 4.1a. Siam et
al. [68] additionally compare a range of semantic segmentation networks
purposed for real-time applications. The comparison is made by decoupling
the encoder-decoder structure of segmentation networks, comparing different
permutations of published network encoder and decoder structures. The
article finds that the combination of SkipNet-ShuffleNet encoder-decoder
structure yields comparable results as the ENet architecture despite having
approximately 45% less estimated operations (in terms of floating-point
operations, FLOPs).

We have let reproducibility be the decisive factor in this thesis, favouring
ENet [59] as our model of choice. The article provides a concise description
of the model, as well as reporting the hyperparameters used for obtaining the
benchmark results. This makes the effort of validating model implementation
reasonably straight forward. MobileNet v2 [65], despite having superior
performance in terms of classification accuracy and efficiency, the article does
not report hyperparameters used obtaining the reported results. Besides, the
reported model does not define a decoder that fully upsamples the prediction
map to the size of the input image.

4.1.2 ENet – Architecture Description

The core building block of ENet is the bottleneck module. Paszke et al.
[59] define five different alternations of the ResNet bottleneck building block
[29, Figure 5, Right]. The structure of the bottleneck modules consists of
three convolutional layers, which we will refer to as projection, main and
expansion layer respectively, and a shortcut connection that bypasses the
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(a) Regular (b) Downsampling (c) Upsampling

(d) Initial (e) Final

Figure 4.2: ENet modules. (a-c) Bottleneck modules, (d) Initial module, (e)
Final layer. The projection ratio, r, is taken to be 4 in the implementation.
The blocks with stippled borders are conditional, e.g. Dropout blocks are
only included during training.

three layers. The shortcut connection is merged with the expansion layer
output using element-wise addition. The convolutional layers all use batch
normalization following immediately after the convolution operation, and
the two first convolutions use PReLU activation function [30] following the
batch normalization. A third PReLU function is added after the element-
wise addition merging the two branches. The projection layer performs Ci

r
1 × 1 convolutions, where Ci is the number of input channels and r is the
projection rate, which for ENet is constantly equal to 4. The expansion layer
likewise performs Co 1 × 1 convolutions, where Co is a hyperparameter for
the block. The main convolution in many ways defines the module type.
The convolution is either a regular- (3× 3), dilated-, spatially separable- or
transposed convolution if the bottleneck is the upsampling variant. The
spatially separable convolution uses two one-dimensional convolutions in
cascade, which in turn is operating on each spatial dimension. For the
downsampling variant, the shortcut connection contains a max-pooling
operation, and the activation map is zero-padded to match the channel-wise
dimension. Also, the projection layer convolutions are replaced with 2Ci

r
2×2 stride 2 convolutions. The upsampling variant, on the other, hand uses
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Name Module type Output size (H ×W × C)

initial initial block 256× 512× 256

bottleneck1.0 downsampling 128× 256× 128

bottleneck1.{1-4} regular 128× 256× 128

bottleneck2.0 downsampling 64× 128× 64

bottleneck2.1 regular 64× 128× 64

bottleneck2.2 dilated, d = 2 64× 128× 64

bottleneck2.3 separable, 5× 5 64× 128× 64

bottleneck2.4 dilated, d = 4 64× 128× 64

bottleneck2.5 regular 64× 128× 64

bottleneck2.6 dilated, d = 8 64× 128× 64

bottleneck2.7 separable, 5× 5 64× 128× 64

bottleneck2.8 dilated, d = 16 64× 128× 64

bottleneck3.{1-8} repeat stage 2, without bottleneck2.0 64× 128× 64

bottleneck4.0 upsampling 128× 256× 128

bottleneck4.1 regular 128× 256× 128

bottleneck4.2 regular 128× 256× 128

bottleneck5.0 upsampling 256× 512× 256

bottleneck5.1 regular 256× 512× 256

fullconv final block 512× 1024×Nc

Table 4.1: ENet architecture specification. The dimensions of the
intermediate activation maps (last column) are given for an example input
of 1024×512. All regular bottleneck modules use ordinary 3×3 convolution
variant (see fig. 4.2a). Reconstructed of [59, Table 1].

Co 1 × 1 convolutions in the shortcut branch followed by max-unpooling,
in addition to transposed convolution as the main convolution operation.
Figure 4.2(a-c) summarise the structure of the three bottleneck variants.

The initial and final module is somewhat simpler, the latter consists of Nc

transposed convolutions followed by a softmax activation function (on the
assumption of negative log-likelihood loss function), where Nc is the number
of classes for the task. The initial module is composed of the concatenation of
ordinary convolution and max-pooling followed by batch normalisation and
PReLU activation. A spatial dropout regularisation operation is added to
each bottleneck module main branch expansion layer during training. Spatial
dropout [59] operates similarly to ordinary dropout, but instead of dropping
individual pixels, the operation is broadcast over the channel dimension.

The complete architecture specification is shown in table 4.1. The
architecture is divided into 5 stages, with a total of 27 bottleneck modules in
addition to the initial and final module. The first three stages make up the
encoder part of the network whereas the two final stages upsample the feature
maps by a factor two each. The number of trainable parameters for a model
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Figure 4.3: The active learning algorithm flow chart. Arrows with stippled
lines indicate data dependencies and solid arrows show execution flow. The
light blue area was drawn explicitly to illustrate the on-line pseudo labelling
mechanism of the algorithm.

constructed for a 19-class problem equates to a total of 368 783 trainable
parameters – 377 007 parameters accounting for the batch normalisation
statistics.

4.2 Active Learning with Self-Training

This section presents the main contribution of this thesis: an algorithm
to efficiently annotate datasets for semantic segmentation that utilise CNN
to alleviate the annotation effort. The goal is to minimise the annotation
effort of segmentation data, a laborious task that can take up to an hour
per example (based on authors experience) if done manually. The idea is
to jointly train a segmentation network while labelling the dataset; utilising
the segmentation network to guide the annotation effort to the examples the
model has a difficulty of predicting. The main attribution to this algorithm
stem from the uncertainty based active learning framework of Wang et al.
[78], which considers the problem of image classification. However, several
decisions have been made in the process of re-purposing the active learning
paradigm to the segmentation task. The algorithm is sketched as a flow
chart in figure 4.3, and we will in the following investigate and elaborate on
the components in the chart.

The algorithm assumes a large dataset of unlabelled examples is available
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for which the goal is to annotate as efficiently as possible. To bootstrap
the annotation process, a small proportion needs to be annotated. This
labelled subset is split into two separate splits, a training split and a
validation split that is set aside and used for validation throughout the
algorithm execution. The algorithm starts with using the labelled training
subset, which we will later refer to as the seed set, for pre-training of the
convolutional segmentation network. In practice, it would be wise to pre-
train the CNN on a large dataset if available before running this algorithm,
and then use the labelled subset for finetuning on the particular dataset
under consideration. However, in the context of this algorithm, this is
referred to as the “pre-training” phase. When the CNN inevitably converges
on the seed set, execution proceeds to the main loop of the algorithm.

The outer loop starts with ranking all unlabelled examples in the dataset
according to a confidence measure. The confidence measure is a function
of the network’s softmax class probability output that should reflect how
certain the network is in making the classification decision of each pixel
in the image. To derive our measure of the model’s confidence, we start
with the measures proposed in [78]. The most straightforward confidence
measure ranks all examples according to the respective maximum predicted
probability of the classifier

d1(ŷu,v) = max
yi
ŷu,v (4.1)

If the maximum probability (eq. 4.1) of the model is relatively low, the model
makes a weak classification decision. By only considering the maximum
probability, we discard the rest of the output information of the network.
More specifically, the output confidence is not measured relative to the
other classes, which brings us to our second margin sampling [78] confidence
measure.

d2(ŷu,v) = max
yi
ŷu,v −max2

yi
ŷu,v (4.2)

The confidence, according to equation 4.2, is reflected as the difference
between the two max-scoring classes. As such confusion is typically made
between visually similar object (e.g. car and lorry or road and sidewalk),
this measure assign lower confidence to such difficult classes. Extending on
this discussion and taking the complete categorical distribution into account
leads us to our final confidence measure used in the proposed algorithm.

d3(ŷu,v) = 1−
(
−

NC∑
i=1

ŷu,v,i logNC
ŷu,v,i

)
= 1−H(ŷ(u,v)) (4.3)

The justification of equation 4.3 as a confidence measure is reflected by
using the entropy of the softmax-categorical distribution as a measure of
uncertainty. The entropy is defined as the expected self-information of a
random variable H(x) , Ex [logb x], where b is the logarithm base giving the
units of the self-information. Intuitively the entropy tells how “surprised”
an observer is expected to be when sampling from the random variable.
It can be shown that the entropy over a discrete random variable assumes
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its maximum value if the random variable is uniformly distributed with a
value of logbN , where N is the number of outcomes in the event space.
Using this result we can normalise1 the entropy range to the interval [0, 1]
by changing logarithm base to the number of classes for the given task, then
by negating the normalised entropy and adding 1 we arrive at our confidence
measure in equation 4.3. The confidence measure assumes a maximum value
of 1 when the output is a unit vector (i.e. all probability is assigned to
the predicted class) and the minimum value of 0 when predicting a uniform
class-distribution.

The ranking process iterates through all unlabelled examples in the
dataset, sorting the images by the respective confidence scores. The
confidence score is computed by first computing the “confidence image” by
evaluating one of the equations 4.1, 4.2 or 4.3 over the whole softmax output
image of the segmentation network. This confidence image is reduced to
a scalar confidence score by computing the mean or sum of all pixels to
yield the final cumulative confidence score for the respective images. After
ranking the examples by the confidence score, the K examples with the
lowest confidence are queried for manual annotation by a human supervisor,
whereK is a predetermined hyperparameter. The labelled examples are thus
added to the labelled subset and training proceeds.

After the selected examples have been annotated, the procedure continues
by running ordinary optimisation with one addition. Instead of simply
using the labelled portion of the dataset, a new training set is initialised
at each epoch boundary by randomly drawing a small portion of unlabelled
examples. The proportion p is a hyperparameter determining the portion
of unlabelled examples that make up the training set. When the SGD-
procedure encounters an unlabelled example, a pseudo label is generated
on-line using the output of the network under training.

The pseudo labelling procedure utilises the model under training as
a label generator. We have taken a similar approach to generate pseudo-
labels as Zou et al. [82] for the task of self-paced domain adaptation. At the
start of each epoch, a sample of unlabelled examples are drawn uniformly
from the unlabelled pool and added to the training set. Moreover, the
proposed confidence measures 4.1, 4.2 and 4.3 are considered for masking
the prediction maps for generating labels. The procedure is illustrated in
figure 4.4. In the first step, the CNN computes the predicted class map,
along with the softmax probability map. The probability map is then used to
compute the confidence map, i.e. evaluating one of the confidence functions
above (eq. 4.1, 4.2, 4.3) for each pixel location of the probability map.
Finally, we threshold the confidence map and use it to mask the predicted
labels, yielding a label consisting of high-confidence predictions. The pseudo

1The normalisation is only necessary for making the threshold in the pseudo-labelling
process (see below) invariant to the number of classes for the specific task. The order of
per-example-confidence is solely determined by the entropy.
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(a) (b) (c) (d)

Figure 4.4: Pseudo labelling illustration. The input image (a) is fed
through the CNN, and the prediction map (b) is generated along with a
confidence map (c). The confidence map is thresholded and used to mask
the classification map in (b) to produce the generated label image (d).

labelling process can be summarised by the equation

Yu,v ←
{
Ỹu,v , d(Ŷu,v) > δ

unlabeled , otherwise
, {∀(u, v) ∈ shape(X)} (4.4)

Where δ is the threshold hyperparameter, Ỹu,v and Ŷu,v are the model
predicted class and posterior distribution at pixel location (u, v) respectively,
and d(·) is the scalar confidence measure (eq. 4.1, 4.2 or 4.3). Equation (4.4)
is applied to every pixel location over the entire image size. To summarise,
equation 4.4 consists of a threshold operation on the confidence map of the
CNN, which is then used to mask the predicted label map of the classifier.

The SGD loop continues to run until some convergence criterion is met.
The convergence criterion is up for the user to decide, however, we have
taken the approach used in Mackowiak et al. [50] by claiming convergence if
the performance measure (mIoU) has not improved on the validation set by
a certain number of epochs. When the network has converged, the process
repeats from the step of ranking and labelling K new examples from the
unlabelled set, which closes the outer loop. The outer loop is repeated until
a certain level of validation performance is achieved.

Finally, the user may want to employ the network to annotate the
remaining examples of the dataset. This feature can be combined with a
filtering process removing examples under a certain average confidence level.
Algorithm 4.1 shows the complete algorithm in pseudocode.

The hypothesis we want to prove in this thesis is two-fold. First, we want
to show that careful selection of important examples, by picking the least
confident examples according to a CNN segmentation model, the initial
performance gain accelerates faster compared to annotating random batches
of data. Second, a similar performance gain is expected when the model is
allowed to experience the unseen and unlabelled part of the dataset. By using
a pre-trained model (on a separate dataset) we expect a much lower rate of
erroneous pseudo-labels and denser prediction maps, and in effect a virtual
increase in dataset size. As discussed in section 2.2.5, more data always
yields lower expected generalisation error through the Vapnik Chernovenkis
inequality (eq. 2.31).

62



Algorithm 4.1 Active learning with self-training
Require: P̂y|x(x;W) - CNN segmentation network, with parameters W
Require: {DU ,DL,DV } - Unlabelled and labelled datasets for training and
validation respectively.

Require: N - Number of iterations
Require: β - Batch size
Require: K - Uncertain examples selection size
Require: d(·) - Scalar confidence function
Require: δ - High certainty threshold δ
Require: p - Pseudo-annotation proportion
Initialise CNN weights W by pre-training until convergence on DL

for N iterations do
DC ←TopK(DU , K, −d(·)) . K most uncertain examples w.r.t. d in DU

Manually annotate DC

DL ← DL ∪ DC . Append to labeled set DL

DU ← DU \ DC . Remove from unlabeled set DU

while Convergence criterion not met do
NP ← p

1−p |DL| . Sample unlabelled proportion

DP ← sample {x(1), ...,x(NP )} without replacement from DU

D′ ← DP ∪ DL . Re-initialize training-set
Run SGD-algorithm (e.g. alg. 2.1) for one epoch. Each batch generating

pseudo-labels on-line according to equation 4.4 for unlabelled examples.
end while

end for
D̃L ←PseudoAnnotation(P̂y|x(x;W),DU ) . Annotate remaining examples

return W, DL, D̃L

4.3 Implementation Details

Several design choices were made in order to implement the training pro-
cedure as well as the proposed algorithm. In this section, topics concerning
implementation and design choices such as programming framework and top-
ics concerning the training implementation will be discussed.

4.3.1 Tensorflow

For implementing the network and the training pipeline, the Tensorflow
framework [75] has been used. Tensorflow is a programming framework for
creating and running computational graphs. The API supports multiple
programming languages, and the core library is written in lower level
compiled languages and contains optimized implementations for a range of
operations for both CPUs and GPUs. In this work, the Python API is used,
for which Tensorflow provides the best support at the time of writing. This
section will go through the core principles of how Tensorflow operates. The
Tensorflow API uses an object-oriented approach to create computational
graphs. There are two core classes in Tensorflow: tf.Graph and tf.Session.2

The tf.Graph holds the description of the computational graph. Fortunately,

2We will use the tf.-prefix to refer to Tensorflow class descriptions.
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1 import t en so r f l ow as t f # import l i b r a r y
2

3 # Def ine cons tant s and va r i ab l e input t en so r s
4 A = t f . Var iab le ( [ [ 1 . 0 , 2 . 0 , 3 . 0 ] ,
5 [ 4 . 0 , 5 . 0 , 6 . 0 ] ,
6 [ 7 . 0 , 8 . 0 , 9 . 0 ] ] , name="A" )
7 b = t f . constant ( [ [ 1 . 0 ] ,
8 [ 2 . 0 ] ,
9 [ 3 . 0 ] ] , name="b" )

10 c = t f . constant ( [ [ 4 . 0 ] ,
11 [ 5 . 0 ] ,
12 [ 6 . 0 ] ] , name="c" )
13 # Create some s imple ope ra t i on s
14 d = t f . matmul (A, b)
15 f = t f . add (d , c )
16 g = t f . subt rac t (d , c )
17 # Create graph f o r computing g rad i en t s .
18 opt = t f . t r a i n . GradientDescentOptimizer ( 1 . 0 )
19 grad = opt . compute_gradients ( f , v a r_ l i s t =[A, b , c ] )
20

21 # Create a s e s s i o n ob j e c t
22 s e s s i o n = t f . S e s s i on ( )
23 s e s s i o n . run (A. i n i t i a l i z e r ) # I n i t i a l i z e v a r i b l e
24 # Run the matrix ope ra t i on s and pr in t r e s u l t
25 pr in t ( "Ab+c=" ) ; p r i n t ( s e s s i o n . run ( f ) )
26 g rad i en t s = s e s s i o n . run ( grad ) ; p r i n t ( "Gradients : " )
27 f o r grad in g rad i en t s :
28 pr in t ( grad [ 0 ] ) # grad = ( gradient , Var iab le )
29 s e s s i o n . c l o s e ( ) # Destroy execut ion environment

Ab+c=
[ [ 1 8 . ]
[ 3 7 . ]
[ 5 6 . ] ]

Gradients :
[ [ 1 . 2 . 3 . ]
[ 1 . 2 . 3 . ]
[ 1 . 2 . 3 . ] ]

[ [ 1 2 . ]
[ 1 5 . ]
[ 1 8 . ] ]

[ [ 1 . ]
[ 1 . ]
[ 1 . ] ]

Figure 4.5: A simple Tensorflow example in Python, creating the graph in
4.6, computing Ab+ c and the gradients using backprop. Right: the output
from the program.

Tensorflow uses the same convention of representing computational graphs
as we defined in section 2.3.1, with operations (tf.Operation) as nodes,
and tensors (tf.Tensor) as edges. The tf.Tensor holds a reference to the
tf.Operation that produces the tensor as output, as well as various properties
such as data-type, shape and device placement. Note that the tf.Tensor is
not a specific value, nor does it contain the data of the operation; it is merely
a reference describing the output of an operation. The tf.Operation holds
a reference to the operation definition as well as properties such as inputs,
outputs (tf.Tensor), dependencies for execution and device placement.

tf.Session encapsulates the executable environment of a tf.Graph in which
the tf.Operations and tf.Tensors are evaluated. A tf.Session object is used
to execute operations or to evaluate tensors in a graph; when a tensor is
evaluated, the graph is traversed backwards from the tensor to the all sources
(leaf nodes) providing input to the graph before executing the graph in a
single forward operation. Input sources are either variables, constants or
special operations like placeholders, where data is specified at run-time.

Consider the code snippet in 4.5. First, we define a tf.Variable A containing
a matrix, and two vector constants b and c with the specified initial values.
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Figure 4.6: Visualisation of
the graph produced by the
snippet in (4.5) using the
Tensorboard visualisation
tool.

Then we define operations acting on these values; we first perform matrix
multiplication (d = Ab) and then adding a constant f = d + c. We
additionally define an alternate operation subtracting c from d. All the
python variables hold a reference to the output tensors of the respective
tensors. The resulting computational graph is shown in figure 4.6. Notice
how the variable consists of multiple operations: the constant initial value, an
assignment operator, a read operator and a variable operator. As the content
of a variable may change during execution, the variable needs to be initialised
explicitly in each running session. When evaluating the operation f in the
listing, Tensorflow backtraces all the edges in the graph, until it reaches the
leaf nodes, and starts evaluating the operations in the forward pass, starting
from the node “(A)”. Note that in evaluating f the nodes belonging to the
subtract branch and the variable assignment is not evaluated. The dataflow
scheme that Tensorflow uses also has the benefit of reusing already executed
operations when evaluating multiple tensors with common dependencies.

As the tf.Operation only specifies how the output is generated from the
input; differentiating using the backpropagation algorithm is not so straight
forward. Tensorflow solves this by internally keeping a registry of the
operators and their derivative action. By computing the gradient of a
(scalar) tensor in a graph, Tensorflow creates an auto-differentiating graph
with all derivative operations of the respective forward pass in a mirrored
constellation. So evaluating the gradient amounts to a feedforward pass of
the graph (see figure 4.6).

4.3.2 Data Format

For this project, a dedicated binary data-format based on Tensorflow’s
TFRecord format was created for packing each example data. The format
packs each example along with its label image mask and other meta
information, such as shape and image-encoding, into separate files. A
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dedicated dataset-packing script was developed to pack the datasets in
this format as well as providing a consistent directory structure separating
the training, validation and test splits. Structuring the dataset in a
generic format avoids significant overhead in the main programs that would
otherwise take into account the dataset-specific conventions. Besides,
packing the examples together in such a format increases the on-disk locality,
marginally increasing hard drive bandwidth as loading an example now takes
a single read query of consecutive disk sectors.

4.3.3 Training Pipeline

Training the model is an essential part of the active learning algorithm. In
practice, training in Tensorflow involves repeatedly executing a comprehens-
ive computational graph that encapsulates the network, essentially applying
a single mini-batch optimisation step. We will refer to this computational
(Tensorflow-) graph as the training pipeline. The training pipeline is also
responsible for computing and logging performance metrics in order to mon-
itor training progress. An outline of the various components in the training
pipeline will be discussed in the following.

Input pipeline

The input pipeline is responsible for feeding the training pipeline with
data. Loading, parsing and decoding examples as well as pre-processing
and applying data-augmentation. The implemented pre-processing step
merely changes the data type to (32-bit) floating point and re-scales the
range to [0, 1]. Data-augmentation was carefully chosen not to potentially
violate the semantic label for any region in the image. Therefore we have
limited geometric transformations to only crop the image randomly if the
image is larger than the network input, omitting any re-scaling or projective
distortions. In addition, a slight random scaling of the channels is applied,
resulting in a slight shift in contrast and hue (colour). Tensorflow provides
a dedicated tf.data API optimized for loading and processing examples in
parallel, as well as prefetching the next mini-batch of examples in advance.

Model

The ENet segmentation model has been built from the ground up from
the specification above using the Tensorflow low-level API. A hierarchical
approach was taken during implementation, building the ENet modules
(see figure 4.2) as custom layer modules. Then assembling the network by
stacking the modules according to table 4.1. The layer modules and the
finalised model satisfy the standardised Keras API [42].

Multi-GPU implementation. To save computational time and utilise
a system setup with two separate GPU hardware accelerators, performing
training and evaluation on the validation split is done in parallel. Multi-GPU
support is an inherent feature of Tensorflow as each node (tf.Opeartion)
has an associated device property that is specified upon creation. To
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achieve parallel execution, a separate validation pipeline is constructed
on the secondary GPU, while keeping the training pipeline on the
primary GPU. When the tf.Session is invoked to execute the training and
validation operations, Tensorflow utilise the resources where the respective
computational graphs are placed in parallel. At the start of each epoch, the
variables from the model under training on the primary GPU is copied to
the model under evaluation on the second GPU.

Loss

Each input image contains thousands or even millions of (highly correlated)
examples, and some pixels do not have any corresponding (valid) label.
Consider an image from the Cityscapes [14] dataset; say we were using the
full size of 2048 × 1024 and a mini-batch size of 4. This yields almost 8.4
million single-example cross-entropy loss for a single mini-batch of 4 example
images. Computing the sample-mean over such a vast number of examples
with finite precision floating-point [35] introduces a significant amount of
floating-point error. This error can be alleviated by using double precision
floating-point but at the cost of twice memory usage and worse than half
the throughput compared to single precision (32-bit) floating point. Thus
we are faced with two problems: how to tackle unlabelled pixels and how to
preserve precision upon evaluating the loss.

The datasets used in this thesis [14, 57] has a predefined subset of training
labels, and typically some regions in an image may fall outside the discrete
set of labels chosen for the given dataset. These pixels need to be excluded
from the evaluation metrics and cross-entropy loss. To achieve this, all the
void labels are mapped to a predefined value outside the range of legal labels.
The label images are stored as a single-channel unsigned 8-bit image of the
one-hot (unit vector) indices; thus, 255 makes a convenient choice. Then, as
the images are loaded, the label images are pre-processed by creating a mask
with the void pixels zero and valid labels ones, while simultaneously mapping
the void indexes into the legal label range before expanding the labels to one-
hot elementary vectors. Upon evaluation of the pixel-wise softmax-loss, all
pixels are evaluated. However, the output loss image is immediately masked
out before aggregating the mean cross-entropy loss. Which brings us to the
second problem of numerical errors.

The approach used in this setup is to use single-precision (32-bit) floating
point in all operations, even computation of the cross-entropy loss for each
individual pixel is computed using single precision. Then, computing the
sample-mean is divided into two steps: First, the mean is aggregated in the
batch dimension using single precision, creating a single batch mean loss
image. Second, the loss image from step one is cast to double precision
before computing the mean over the spatial dimensions.
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Custom loss function. Paszke et al. [59] report a custom class weighting
scheme, which we adopt with a slight modification.

w =
1

ln (c+ (e− c)ŷy)
(4.5)

Where c is a hyperparameter, and e is Euler’s constant used to scale the
minimum weight to 1. This weighting is applied to each pixel location of the
prediction map and is multiplied with the per-pixel loss at the specific pixel
locations. The weighting put additional cost on assigning a low class-score on
the correct class, which is usually the case for sparse classes occupying small
regions in the image. Putting an additional penalty on weak predictions
aids the training progress not to gravitate towards correctly classifying the
classes occupying large regions, neglecting sparse classes.

In addition to the custom weighting scheme, [59] pre-train the encoder part
on downsampled examples. To this end, a temporary 1 × 1 convolutional
layer with softmax output activation function is placed on top of the
bottleneck3.8 (see table 4.1) computing a lower resolution prediction map.
The implementation extends on this and applies a prediction endpoint to
the three scales given by the output of bottleneck3.8, bottleneck4.2 and
bottleneck5.1 in addition to the final layer (table 4.1). The additional
prediction end-points are discarded after model pre-training. The motivation
for this pre-training is that we want to use the capacity in the decoder part
to solely “learn to up-sample” the prediction map. The idea was taken from
a previous project based on the work of Mahjourian et al. [52], which uses a
similar type of encoder-decoder network to learn depth maps from geometric
constraints.

Regularisation

Several regularisation techniques were implemented including L2 and L1
parameter penalty, label smoothing, early stopping, dropout and data
augmentation, to keep ENet from overfitting the training set. However,
in favour of reproducibility and lack of time for hyperparameter tuning, only
the set of regularisation techniques reported in the ENet article [59] is used.

4.3.4 System Specifications

For the sake of reference and reproducibility, we report the system
specifications used for generating the results in table 4.2.
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Component Hardware description
Processor Intel Hasswell-E 5930k 12@4.5GHz
CPU Memory 32GB DDR4
Graphics cards GPU0: Nvidia GTX 1080Ti 11GB GDDR6

GPU1: Nvidia GTX 980Ti 6GB GDDR5

Software Version
Operating system Arch Linux x64 (kernel major: 5.0)
Python 3.7.3
Tensorflow 13.1 (GPU build)
CUDA 10.1
CUDNN 7.5

Table 4.2: System specification
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Chapter 5

Experiments

This chapter provides details regarding the experiments conducted in this
thesis. The first section discusses the datasets used for training and
evaluation of the network and the proposed algorithm, followed by a
discussion of evaluation metrics. The last section gives an outline of the
experiment setup and hyperparameters used while training and performing
the active learning procedure.

5.1 Datasets

For any supervised machine learning task, a dataset containing labelled
examples for the task at hand is required. A dataset is also needed in
order to assess the performance – both for training the CNN and for each
iteration of the active learning algorithm. In this thesis, our target is
to annotate semantic segmentation datasets for unmanned ground vehicles
(UGVs). Several datasets were considered for this task [5, 10, 14, 34, 57, 76].
Cityscapes [14] and CamVid [10] were both used for reporting benchmarks on
ENet [59], enabling us to validate the results. We have selected Cityscapes
as the benchmark dataset of this thesis out of superior size and quality of
images and annotations. Mapillary Vistas [57] and Apolloscape [34] are
two new additions to datasets for scene understanding. These datasets are
enormous, making comprehensive testing on these datasets a challenge on the
limited time-span of this work. We selected Mapillary Vistas as an auxiliary
dataset for pre-training the segmentation network in our final experiment.
The Apolloscape dataset [34] is still under development at the time of writing,
and is expected to have 200 000 annotated images on completion.

5.1.1 Cityscapes

Cityscapes [14] is a large-scale, high-quality dataset for semantic scene
understanding of complex urban street scenes. The dataset consists of a
total of 25 000 RGB-images of size 2048×1024 of urban street scenes spread
over 50 cities in Germany and neighbouring countries. Each example is
captured using the same set of equipment, and the dataset also features
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Figure 5.1: Examples from the Cityscapes dataset [14]. The top row
shows raw input images and the bottom row displays the target pixel-level
annotations.

Figure 5.2: Cityscapes class distributions in the number of pixels per class
evaluated for the dense annotations. Image source: [14, Figure 1]

stereo pairs along with computed depth maps (using semi-global matching)
and vehicle odometry. The dataset covers three seasons: summer, spring
and fall. Adverse conditions such as heavy rain and fog are excluded, as
such situations require specialised techniques and datasets. 5 000 of the
images were manually selected from 27 cities for dense pixel-level annotation.
The 20 000 images from the remaining 23 cities were coarsely annotated
under the policy that the annotator should not use more than 7minutes
per image. The coarsely annotated dataset is ignored in the experiments
of this thesis. Of the 5 000 densely annotated images, the dense dataset is
manually split into predefined training, validation and test split. The splits
are constructed on a per-city granularity with an emphasis of preserving
dataset variability in terms of factors such as geographic location and seasons
across the splits. The result is 2 975 training, 500 validation and 1 525 test
examples. Annotations from the test split are withheld by the Cityscapes
benchmark suite. The benchmark suite features an evaluation server to
benchmark test results, with strict upload restrictions to prevent users from
validating on the test set. Figure 5.1 shows some example images along with
the respective pixel-level annotations.

Cityscapes features annotations for 30 different classes grouped into 8
categories. The annotation was performed using polygons for delimiting
individual objects. Figure 5.2 shows the distribution of each class frequency
sorted by frequency within the respective categories. As can be seen in the
figure, there is quite a significant variation in the expected occurrence of each
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Figure 5.3: Examples from the Mapillary Vistas dataset [14]. The top row
shows raw input images and the bottom row displays the target pixel-level
annotations.

Figure 5.4: Mapillary Vistas class distributions in the number of labelled
instances per class. Image source: [57, Figure 1].

class. Therefore, the dataset repository [55] suggests a subset of 19 classes
used for training, corresponding with the classes included in evaluation as
denoted in figure 5.2. We will adopt this set of classes for our experiment
evaluations.

5.1.2 Auxiliary Dataset – Mapillary Vistas

Mapillary Vistas [57] is a large and diverse dataset containing street-
view images from around the world with all sorts of climate and weather
conditions. This dataset was selected out of its sheer size and diversity,
containing 5× as many densely annotated images as Cityscapes. Images
come from a variety of different image acquisition devices ranging from
mobile phones and tablets to professional capturing equipment; all images
were manually selected from the Mapillary image database [54]. This impose
a wide range of image resolutions and aspect ratios that require special
attention. All images are high resolution, with a minimum of 1920 × 1080
as a requirement for the selection criteria. In the implementation, as a pre-
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Cityscapes Mapillary Vistas
road road, lane marking – general
sidewalk curb, bike lane, curb cut, sidewalk, pedestrian area
building building
wall wall
fence fence
pole pole, utility pole
traffic light traffic light
traffic sign traffic sign front
vegetation vegetation
terrain terrain
sky sky
person person
rider bicyclist, motorcyclist, other rider
car car
truck truck
bus bus
train on rails
motorcycle motorcycle
bicycle bicycle
unlabelled bird, ground animal, guard rail, barrier, crosswalk –

plain, parking, rail track, service lane, bridge, tunnel,
lane marking – crosswalk, mountain, sand, snow, ter-
rain, water, banner, bench, bike rack, billboard, catch
basin, cctv camera, fire hydrant, junction box, mailbox,
manhole, phone booth, pothole, street light, traffic sign
frame, traffic sign back, trash can, boat, caravan, other
vehicle, trailer, wheeled slow, car mount, ego vehicle, un-
labelled.

Table 5.1: Class associations mapping Cityscapes training labels to Mapillary
Vistas labels used for the experiments.

processing step, all images were resized to a common width and images with
a wider aspect ratio than 2:1 is crop to the centre – the aspect ratio of
Cityscapes’ images. Under the assumption of (approximately) equal field of
view for the capturing devices, this resolves variations of object scale between
the images and datasets. As with Cityscapes, Mapillary Vistas provides fixed
dataset splits of training, validation and test set, withholding the labels for
the test set. The training and validation data respectively comprise 18 000
and 2 000 examples, and the remaining 5 000 forms the test set. Figure 5.3
shows three example images along with the class labels.

The dataset includes 66 classes – more than twice that of Cityscapes, grouped
in 7 root-level categories. Figure 5.4 shows the distribution of each class
in terms of instances per class label. Instead of using all 66 classes, we
have manually created a mapping that maps a subset of the classes to the
corresponding 19 classes used for training in Cityscapes. Table 5.1 shows the
class associations used for training on the Mapillary Vistas. We will use this
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(a) (b) (c)

Figure 5.5: Illustration of binary metrics. (a) Input image from the
Cityscapes dataset. (b) The ground truth- and predicted car label for the
car class. (c) Image divided into regions by the respective binary metrics.

dataset for pre-training only, as the author consider this dataset as lower
quality due to varying size, aspect ratios and acquisition devices. Thus, test
results will only be reported using Cityscapes.

5.2 Evaluation Metrics

In order to evaluate the performance of a neural network, we need to establish
some standard evaluation metrics. One should keep in mind that the Bayes
Error defines the theoretical lower bound for the absolute error. Hence it is
impossible to achieve zero absolute error. In the following, the metrics used
in this work will be derived. Starting by considering the binary segmentation
problem, and then generalising to the problem of multiple classes.

Consider the binary segmentation problem of figure 5.5, classifying theH×W
pixels of an image into the car (positive SP ) and background (negative SN )
classes. Denote SP and S

P̂
the ground truth and predicted label map of

positive pixels (the coloured regions in figure 5.5b), respectvely, and SN and
S
N̂

the corresponding label map of negative predictions. The corresponding
sets of positives and negatives must necessarily be exclusive and exhaustive
with respect to an example – the two sets are complements and spanning
all pixels of an image. With respect to the two sets of binary partitioning
of an image, four binary measures naturally arise: True positive (TP), true
negative (TN), false positive (FP) and false negative (FN) defined as

TP =
∣∣SP ∩ SP̂ ∣∣ , FN =

∣∣SP ∩ SN̂ ∣∣
TN =

∣∣SN ∩ SN̂ ∣∣ , FP =
∣∣SN ∩ SP̂ ∣∣ (5.1)

Figure 5.5c illustrates the partitioning of the above measures for the binary
segmentation example. The true predictions signify the two types of correct
decisions, and false predictions signify the two types of incorrect predictions.
With these observations the accuracy metric – the ratio of correctly classified
instances over the total number of instances – is straight forward given for
the binary case as

Acc =
TP + TN

TP + TN + FP + FN
=

∑
u,v 1(Ỹu,v = Yu,v)∑

u,v 1
(5.2)
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The last equation shows how the metric is expressed in numerical terms using
the indicator function 1(·). The summation over u, v iterates over the width
and height dimensions respectively.

For the semantic segmentation task, there is an inherent problem of using
accuracy as evaluation metric – the metric is biased towards classes that on
average occupy substantial portions in the image. To see why this is, notice
how the true negative is by far the largest region in figure 5.5c. If we took
an even more sparse class (e.g. traffic sign), the classification network would
obtain reasonable accuracy by always predicting negatives. If we eliminate
the true negatives (TN) from equation 5.2, we arrive at the Pascal VOC
Intersection over Union [21], also called the Jaccard index, defined

IoU =
TP

TP + FN + FP
=

∣∣SP ∩ SP̂ ∣∣∣∣SP ∪ SP̂ ∣∣
=

∑
u,v 1(Ỹu,v = 1)1(Yu,v = 1)∑

u,v 1(Ỹu,v = 1)1(Yu,v = 0) + 1(Yu,v = 1)

(5.3)

We will refer to this metric as the intersection over union (IoU), as is evident
from the second equality in equation 5.3.

5.2.1 Multi-class Metrics and the Confusion Matrix

Generalising the above metrics to multiple classes is not as straight forward as
in the binary case. The binary metrics in equation 5.1 needs to be considered
for each class individually, but note that true negatives for one predicted class
can be a true positive, a false negative or a false positive for another class.
The most straight forward multi-class metric is the extension of the accuracy
given by the expression1

Acc =
1

Nc

Nc∑
c=1

Accc =
1

Nc

Nc∑
c=1

TPc
TPc + TNc + FPc + FNc

=

∑
u,v 1(Ỹu,v = Yu,v)∑

u,v 1

(5.4)

For multi-class segmentation, the most common way to report the
performence of a model is by computing the class average intersection over
union, commonly referred to as the mean instersection over union, given by

mIoU =
1

Nc

Nc∑
c=1

IoUi =
1

Nc

Nc∑
c=1

TPc
TPc + FPc + FNc

=
1

Nc

Nc∑
c=1

∑
u,v 1(Ỹu,v = c)1(Yu,v = c)∑

u,v 1(Ỹu,v = c)1(Yu,v 6= c) + 1(Yu,v = c)

(5.5)

1Note that the true negatives (TN) are not included in the numerator of equation 5.4.
If we reconsider the binary case, the true negatives (TN) in the expression 5.2 is the true
positives for the negative (background) class.
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Figure 5.6: Illustration of the multi-class confusion matrix and the
partitioning of binary metrics for class k. The binary metrics are computed
by summation over the respective entries of each region.

In the above discussion, we have only explained how to compute the metrics
for a single example. However, in order to assess the performance on a
dataset split (training, validation or test), the sample mean is used. To
compute the metric in a clean and efficient manner, we aggregate the
confusion matrix over the dataset. The confusion matrix C is a Nc × Nc

frequency matrix resembling a two-dimensional histogram of class predictions
versus ground truth labels. That is, element (i, j) signifies the number of
times a pixel having label i is predicted as class j. Figure 5.6 shows how the
binary metrics discussed above can be extracted from the confusion matrix
for class k. By aggregating the confusion matrix for all examples over an
epoch, the sample-mean metrics can be computed as illustrated in figure 5.6.
For instance, the pixel accuracy is computed as the ratio of sums of diagonal
entries to all entries in the matrix. To summarise, the two metrics are given
by the expressions

Acc =

∑Nc
k=1Ckk∑Nc

i=1

∑Nc
j=1Cij

, mIoU =

Nc∑
k=1

Ckk∑Nc
i=1 (Cik) +

∑Nc
j=1 (Ckj)− Ckk

5.3 Experiments

This section discusses the details regarding the experiments performed in this
thesis. Two experiments were performed during the work of this thesis. First,
we train and validate our implementation of ENet against the published
benchmark. In the second part, we test and benchmark the proposed active
learning algorithm. Finally, we discuss the task that started as the primary
objective for this thesis, but after planning and preparation we did not have
time to perform.

5.3.1 Training ENet – Design Validation

In order to verify the implementation against the published results, we
have tried to replicate the experiments performed by Paszke et al. [59] on
Cityscapes. The image size for the Cityscapes dataset is quite large (2048×
1024) resulting in severe memory usage when performing backpropagation
in addition to the added computational cost. To this end, we downsample
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Value

Hyperparameter Pre-train Finetune

Epochs 200 100
Learning rate 5× 10−4 5× 10−6

Loss weighting 1 eq. 4.5 c = 1.02
Loss scales {1, 12 , 14 , 18} {1}
Dropout rates∗ {0.01, 0.1, 0.1, 0.1, 0.1}
Batch size 8
Initialisation scheme Glorot uniform [26]
L2 regularisation 2× 10−4

Optimisation algorithm Adam [43]
β1 – Adam 0.99
β2 – Adam 0.9
Batch norm. momentum 0.9

Table 5.2: Summary of hyperparameters used for training validating the
ENet implementation. ∗Dropout rates are broadcast across stages (see table
4.1).

all examples of the dataset by a factor of two, reducing the memory usage
to a quarter compared to the full size.

As with [59], we have adopted the same weight penalty and spatial dropout
regularisation schemes. We additionally apply slight dataset augmentation
by independently scaling the colour channels by a uniform random variable in
the range [0.8, 1.4] and truncating the maximum intensity values to one. The
resulting augmentation is effectively the same as slightly shifting the contrast
and hue (colour) of the image; the values were selected through manual
(qualitative) inspection of the extreme cases, assessing the transformation
did not distort the semantic pixel labels. We did not perform any geometric
augmentation such as scaling, distorting or cropping on the Cityscapes
dataset.

During training, we save the network parameters at the end of each epoch.
This allows us to virtually perform early stopping by selecting the checkpoint
containing the parameters with the highest validation score for testing. Each
checkpoint also contains a set of batch normalisation [36] statistics computed
as an exponential running mean over the observed batches during training.

Training hyperparameters

We split training into two separate runs: a pre-training and a finetuning
run, differing by the learning rate (step size) and loss function used. During
the pre-training phase, the loss (negative log-likelihood) is evaluated for the
three additional scales of the architecture as described in section 4.3.3 with
a learning rate of 5 × 10−4. Upon finetuning, the loss is only evaluated
at the “final” endpoint with the custom weighting scheme of equation 4.5
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with the hyperparameter c = 1.02, along with a learning rate of 5 × 10−6.
The finetuning learning rate was found through several runs performing a
logarithmic grid-search over the range [5 × 10−4, 1 × 10−6]. Pre-training is
run for 200 epochs, then continuing from the parameters for the highest
scoring validation results in terms of mIoU (eq. 5.5) finetuning is run for an
additional 100 epochs.

The regularisation parameters are shared between the two runs and we use
L2 weight penalty constant of 2 × 10−4 along with spatial dropout rate
of 0.1 except for first stage where the rate is reduced to 0.01. The data
augmentation procedure remains as described above as well. Table 5.2
summarise all the training hyperparameters.

Testing

After training for a total of 300 epochs, the checkpoint containing the
parameters achieving best validation results in terms of mIoU are used for
performing inference (predictions) over the test images. The Cityscapes
evaluation server requires prediction maps in the original image resolution
of 2048 × 1024. To this end, we upsample the model logits using a bilinear
interpolation kernel before computing the (arg max) predictions. The testing
is done on the hidden ground truth labels by uploading the prediction maps
to the Cityscapes benchmark suite [14].

5.3.2 Active Learning

This section concerns the second central part of this thesis, evaluating the
proposed active learning framework (algorithm 4.1). We report results for
two constructed experiments each containing four different runs: a baseline
that annotates K examples randomly drawn each iteration, and three
different runs using 0%, 25% and 50% pseudo labels during training. Notice
that the baseline is better than annotating the dataset sequentially, and
therefore by no means the worst thinkable approach. The two experiments
start from different network initialisation. The first is initialised by only
pre-training on the seed set, whereas the second experiment uses a network
pre-trained on Mapillary Vistas [57] (using the label mapping in table 5.1).
In the following, we will present the details of the experiment execution
starting with dataset partitioning.

Dataset partitioning

At the end of each iteration of the outer loop in algorithm 4.1, when the
CNN has converged on the validation set, the performance is evaluated on an
independent test set. In order to do testing, we can no longer use the official
Cityscapes test set as the evaluation server has strict uploading constraints,
allowing only two uploads in 48 hrs and six uploads in 30 days. To this end,
we re-partition the Cityscapes training and validation set. Like [50], we use
the validation set as a test set. We also separate the two first cities, Aachen
and Bochum, from the training set and use the 270 examples as a separate
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Dataset Training Validation Testing

Cityscapes 2705 270 500
Mapillary Vistas 18 000 2000 -

Table 5.3: The number of examples per split for the datasets used in the
active learning setup. Mapillary Vistas is only used for pre-training in the
second part of this experiment.

validation set. The validation set is used exclusively for asserting whether
the CNN has converged, such that the test evaluations remains unbiased.
The remaining examples from the training set make up the training set. The
training set is used as the pool of “unlabelled examples” by withholding the
labels until queried for annotation. An overview of the number of examples
per split is shown in table 5.3.

Experimental setup

We provide results comparing two different experiments. First for running
solely on the Cityscapes dataset, initialising the CNN by pre-training on
the initial seed set from a random weight initialisation. Second, we execute
the same experiment but using the parameters from a pre-trained model
on Mapillary Vistas before further adjusting the parameters on the seed set
before executing the main loop. The latter experiment represents a more
realistic use case of executing the algorithm.

For both experiments, we use the same experiment setup. We use an
initial seed set of 50 examples drawn randomly from the pool of unlabelled
examples. Each iteration we query 50 examples for annotation selected
from the unlabelled pool. For performing pseudo-labelling, we only use the
entropy-based confidence measure in equation 4.3. We fix the threshold to
0.9, a value found by manual qualitative inspection to yield a reasonable
trade-off between labelling density without too many erroneous annotations.
For the convergence criterion, we claim convergence if the model performance
has not improved on the validation set for 20 epochs, and let the model run
for at least 50 epochs from the start of each iteration.

We report results for three different runs, comprising the proportions 50%,
25% and 0% of pseudo-labelled examples in the training loop. These
runs are compared with a baseline annotation procedure that picks 50
examples randomly at each iteration. The parameters resulting from the
pre-training phase are shared between the different runs in order to make a
fair comparison of the different configurations.

The training loop hyperparameters adopts the same parameters used for pre-
training above (see table 5.2) with a slight modification. Though we use the
same pre-training parameters with the multi-scale loss for the initial pre-
training phase, we only evaluate the loss at the final scale while performing
active learning. Table 5.4 summarises the hyperparameters associated with
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Hyperparameter Value Description

Iterations N 29 (∼ 55% of data) Number of iterations of outer
(annotation) loop.

Seed set 50 The number of initially la-
belled examples used for pre-
training.

Selection size K 50 Number of samples selected
for annotation after each it-
eration.

Confidence measure
d(·)

eq. 4.3 Function defining network
confidence used for generat-
ing labels (eq. 4.4).

Threshold δ 0.9 Threshold for high-
confidence pixels in pseudo-
labelling procedure (eq.
4.4).

Pseudo-labelling
proportion p

0.5/0.25/0.0 Proportion of examples
drawn from unlabelled pool
of examples used for training
by pseudo labelling.

Epochs to conver-
gence

20 Number successive epochs
with no improvement on the
validation set, before claim-
ing convergence.

Epochs minimum 50 Minimum number of epoch
from the start of each iter-
ation before convergence cri-
terion counts.

Table 5.4: Hyperparameters for the proposed active learning algorithm
(algorithm 4.1).

the active learning algorithm. For the final experiment, the pre-training on
Mapillary Vistas [57] uses the same pre-training hyperparameters as with the
seed set. Besides, we re-initialise the set of weights for the final layer before
training on the seed set. We emphasise that the parameter setup was chosen
with the time budget in mind, and making the experiment as simple and
reproducible as possible. The learning setup should at least use a decaying
learning rate using a convergence criterion with a significantly longer time
budget in a practical implementation.

Deprecated experiment – Testing on unlabelled UGV data

The Norwegian Defence Research Establishment (FFI) has collected several
sequences of driving data from their autonomous test vehicle OLAV in
an off-road environment. The vehicle is equipped with various types of
exteroceptive sensors sensing the environment, including an RGB colour
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(a) (b) (c)

Figure 5.7: DEXTR [53] failing to annotate textured terrain regions. (a)
Example image to be annotated, (b) applying pre-trained DEXTR (using
OpenCV CVAT annotation tool [58]), (c) manually annotated image (25min
effort).

camera. A final experiment was planned and prepared in order to test
the proposed algorithm on a dataset constructed from the RGB-image
sequences. The plan was to utilise the Deepscene Freiburg Forest [76]
dataset as seed and validation set to bootstrap the active learning, and then
systematically annotate a proportion of these sequences. However, several
problems occurred in the process, ultimately leading to insufficient time to
execute the experiment. In the following, an outline of how this experiment
was planned and what went wrong will be presented without any further
discussion.

While preparing the dataset, it became evident that the manual annotation
process became prohibitive, averaging 30minutes of effort per image. As the
dataset is composed of 805 images, it is expected that at least 400 images
need to be annotated. Several recently proposed techniques for assisting the
annotation effort was investigated [4, 53] without success. An example of
using OpenCV’s Computer Vision Annotation Tool (CVAT) [58] using an
implementation of Deep Extreme Cut (DEXTR) [53] is shown in figure 5.7.
The guided annotation tool requires the user only to specify a minimum of
4 extreme points of the object (top, bottom, left and right). However, the
implemented model fails completely on the off-road textures in the image. A
similar experience was found using the online interactive tool2 for Polygon-
RNN++ [4]. The tool generates segmentation masks from bounding boxes.
Despite better results for some classes such as sky and trees, the annotation
was not satisfying for other classes such as certain types of roads (gravel and
overgrown tracks) and obstacles. The challenging classes resulted in most of
the effort was spent adjusting the generated polygons.

2http://www.cs.toronto.edu/~amlan/demo/
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Chapter 6

Results and Analysis

This chapter presents the results of the experiments described in the previous
chapter. We start with the results of training ENet on Cityscapes and
compare our results with the published results [59]. In the second part,
we present the result of running the proposed active learning annotation
scheme in algorithm 4.1. The results will be provided with a qualitative
analysis of visual examples generated by the model.

6.1 Training ENet

This section presents the results of training ENet on Cityscapes [14]. We first
present the quantitative results in terms of mean intersection over union and
accuracy over the course of training and at test time. We also present the
per-class intersection over union and the confusion matrix to inspect which
classes are more challenging. Finally, we show some examples of predictions
produced by the trained model for visual inspection.

6.1.1 Quantitative Results

Figure 6.1 shows the performance evaluated on the training and validation
over the course of training. Mean intersection over union scores are shown
in figure 6.1a, and the pixel accuracy is shown in figure 6.1b for reference.
The metrics are computed as the sample mean over the respective dataset
splits. For the first 200 epochs, the pre-training hyperparameters are used,
then training is continued from the epoch that resulted in the best validation
mIoU (epoch 194) using the finetune parameters (see table 5.2), resulting in
less noisy dynamics. Comparing the training and validation curves, we can
conclude that the model has a reasonably low generalisation error, indicating
that the model is appropriately regularised. The mean IoU seems to flatten
out at 64% for the validation set, leaving only marginal gain from finetuning.
As for the accuracy, the metric climbs to 90% during the first ten epochs
and flattening around 92%. Figure 6.1c also show how the cross-entropy loss
develops throughout the training. We can see the exponentially decaying
shape of the loss along with logarithmic gain in performance, as expected.

83



0 50 100 150 200 250 300
0

20

40

60

80

Epoch

m
Io
U

(%
)

Training

Validation

(a) Mean intersection over union.

0 100 200 300

20

40

60

80

100

Epoch

A
cc
u
ra
cy

(%
)

Training

Validation

(b) Pixelwise accuracy.

0 0.5 1 ·105
0

2

4

6

0.25 0.75

Step

L
o
ss

(c) Cross entropy loss.

Figure 6.1: Training results: mIoU (a) and accuracy (b) evaluation results
averaged over all training (blue) and validation (orange) examples per epoch.
(c) show the loss with respect to per batch of training examples. The point
in (a) annotates the highest validation score of 64.3% mIoU, the parameters
for this evaluation was used to generate the test results in table 6.1. At
the 194th epoch, the model parameters was further optimised using the
finetuning hyperparameters (see table 5.2).
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Figure 6.2: Classwise intersection over union. The x-axes show the number
of training epochs and the y-axes show the IoU scores (eq. 5.3) for the
respective classes.

Figure 6.3: Confusion matrix on validation split of evaluated model. The
values are normalised by the total number of labels (column-wise) such that
each column sums to 1.0.
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Category IoU (%) iIoU (%) Class IoU (%) iIoU (%)
Flat 98.01 - Road 97.50 -

Sidewalk 78.24 -
Construction 88.49 - Building 88.43 -

Wall 37.50 -
Fence 35.59 -

Object 52.49 - Pole 46.90 -
Traffic Light 48.57 -
Traffic Sign 54.63 -

Nature 89.92 - Vegetation 90.32 -
Terrain 66.99 -

Sky 93.46 - Sky 93.46 -
Human 70.68 44.43 Person 69.74 42.89

Rider 46.31 21.26
Vehicle 90.44 80.61 Car 91.61 83.19

Truck 44.79 14.74
Bus 48.76 25.27
Train 43.45 15.28
Motorcycle 37.95 16.28
Bicycle 56.17 36.84

Average 83.35 62.52 61.94 31.97
Published [59] 80.4 64.0 58.3 34.4

Table 6.1: Test results obtained from Cityscapes’ test server. The benchmark
suite provides metrics for both category and class. The table is sorted such
that classes belonging to the individual categories span the same set of rows.

To investigate the network’s performance on the individual classes, figure 6.2
shows the individual intersection over union scores of each class. As with
6.1a, the curves show the sample mean over the validation set evaluated for
each epoch during training. A pattern can be observed where the model is
“favouring” certain classes that typically occupy large regions in the images
such as road, sidewalk and buildings over sparse classes such as train and
motorcycle. For the motorcycle and rider classes, the network completely
fails to assign the particular classes until around the 50th epoch. This
artefact is a consequence of all pixels equally contributing to the loss function
– interestingly, the custom weighting scheme (eq. 4.5) used during finetuning
does not seem to affect these challenging classes. Investigating the confusion
matrix in figure 6.3 of the best performing set of parameters, we get a further
insight into which classes is commonly confused. We note that the classes
that are confused are typically from the same category or often located
adjacent in the images. For instance, person and rider have a relatively
high rate of confusion, furthermore, rider and motorcycle/bicycle also has
quite significant confusion rate.

The test results obtained from the Cityscapes evaluation server is shown
in table 6.1. The results were generated from the model parameters after
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(a) (b) (c)

Figure 6.4: Example prediction on images from the Cityscapes validation
split. From top row to bottom: class legend, input image, network prediction
and ground truth label. (a) taken from Munster sequences, (b,c) taken from
Frankfurt sequences.

276 epochs of training and finetuning (see 6.1). Cityscapes only provides
intersection over union scores, and are evaluated both for the set of classes
as well as the respective composition into categories. Besides, the benchmark
also includes a metric which they call instance intersection over union (iIoU),
which is a weighted intersection over union score; where the true positives
and false negatives are weighted by the average object size of the respective
classes [14]. We provide the iIoU scores in table 6.1 for completeness.

As expected, the scores on the test set are slightly lower than the validation
results as the best performing model on the validation set was used. The
class-wise scores show the same trend of scoring lower on classes with small
or narrow spatial extent and classes with relatively few example pixels in
the training set. Comparing the average results in table 6.1 shows that we
outperform the published ENet results in terms of the mean intersection
over union. However, the weighted intersection over union (iIoU) shows
the opposite trend, lagging the published result by almost 2.5% for the
classwise iIoU. This may indicate the model is performing worse overall
on the “Human” and “Vehicle” categories, and the 10 sub-classes thereof,
compared with the model trained in [59]. All in all, we conclude that our
model is on par with the published results, making our model validation
experiment a success.
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6.1.2 Qualitative Analysis

Before closing our discussion on training and verifying the model imple-
mentation, we provide a couple of visual examples for qualitative inspection.
Figure 6.4 show some colour-coded prediction examples generated by the
network. The selected images are somewhat challenging in that they contain
a significant amount of smaller objects such as humans, poles and traffic
signs. For the first two examples (a-b), the network captures most of the
smaller objects in the scenes, only missing out on object far away from the
camera in the middle example (b). Some minor errors are present in regions
near object boundaries as expected, making the objects look “smeared” out
in the prediction map. In the first example (a), we see some class confu-
sion between pedestrians and riders in the left half of the image, most likely
due to the presence of the adjacent bikes. The last image (c) is an example
failure case, where the network misses out on the railing in the middle left
half which is camouflaged in the background and confuses the closest and
darkest part of the wall with terrain, vegetation and sidewalk. Also, the
network imposes a weak traffic sign assignment over the car to the right. On
the hand, the sidewalk classification of the unlabelled region in the lower left
half seems to be a reasonable assignment from a semantic interpretation.

6.2 Active learning

In this section, we present the results obtained from running the two sets of
experiments for testing the performance of the active learning algorithm, as
described in section 5.3.2. We split this section into two parts, presenting
the results of each of the two experiments in succession. Each part
discusses the quantitative results followed by a qualitative discussion of
examples generated by the pseudo-labelling process, as done in the last
section. Hypothetically, the difference in performance with the baseline
should initially be more considerable, and as the proportion of examples
in the dataset gets labelled, the difference should eventually vanish. In the
second experiment using the pre-trained model, we want to compare the
result to see if the better conditioned model is able to better utilise its
generated pseudo-labels.

The total execution time of each of the experiments took 25 and 35
days, respectively. Where a single run took up to 8 days, this left
little room for experimenting with different hyperparameters. This
thesis, therefore, focused on experimenting with different pseudo-labelling
proportions, exploring what consequences are observed as more labels are
generated by the model itself. This excludes the opportunity of gathering
sample statistics by repeating each run multiple times.

6.2.1 Random Initialisation

We start by presenting the results obtained from the first experiment where
the model is initialised with a random set of parameters (under the Glorot
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Figure 6.5: Validation (mIoU) results for active learning from random
initialisation. (a) baseline, (b) 0%, (c) 25%, (d) 50% pseudo-labels, all active
learning runs use the threshold δ = 0.9. The y-axis is normalised to the range
[0, 1], and the x-axis displays the number of training epochs.

[26] scheme) before pre-training on the seed set.

Quantitative analysis

Starting with a visual inspection of the validation results, figure 6.5 shows
the mIoU score for all 29 iterations1 of the active learning loop for each of the
four runs. For the particular plots the x-axis displays the number of epochs
for the current best parameter checkpoint, and the y-axis is normalised to
the unit range. Each iteration is differentiated by cycling through a list of 7
different colours. The overlap between the curves at the end of each iteration
is a consequence of the convergence criterion, loading a checkpoint at least
20 epochs before claiming convergence. We can immediately note that quite
a significant amount of overlap is observed after around 1 000 epochs, and
during execution, it was observed that several successive iterations did in
fact not improve after the minimum of 50 epochs. Also, note that the x-axis
is scaled to the range of epochs executed during the entire course of training.

The most immediate observation is that the amount of noise in the
performance seems to be correlated with the proportion of pseudo-labelled
examples. This is especially pronounced for the 50% pseudo-label run in

1In the discussion that follows, the word “iteration” is used with reference to the outer
loop of algorithm 4.1, and should not be confused with the term “epoch”.
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figure 6.5d, where spikes reach down to 10% mIoU after 1 000 epochs.
Furthermore, the growth of the runs containing pseudo labels initially appear
more non-linear compared to the two runs containing no pseudo labels; and
after around epoch 1 200 flatten out more dramatically compared to the
baseline which tends to grow quite linear.

We identified two factors that may attribute to the added noise by utilising
generated labels. First, depending on the threshold level, the labels
produced by the pseudo labelling process contains large regions without a
label. Furthermore, the regions that contain labels have considerably high
confidence, leading to weaker gradient signals. Secondly, some of the pseudo
labelled pixels will always be incorrect predictions. No literature was found
on the subject of the impact of erroneous labels for the semantic segmentation
task. The problem may be more compound, and systematic treatment of this
topic is sought after as further work.

Figure 6.6 shows the test results, evaluated at the end of each iteration when
the model has converged on the validation set. The x-axis has been re-scaled
to reflect the proportion of the dataset that contains labels. Even though
we will mainly concentrate on mIoU performance metrics, we also report the
pixel accuracy for reference. The first point is shared among all four runs
since the network shares the same parameters.

The results reflect much of what the validation results suggest. The baseline
results start with the lowest performing model, but already at 25%, the
performance of all runs are more or less indistinguishable. What looks
like the best performing active learning algorithm, somewhat surprisingly,
is simply choosing the least confident examples from the dataset without
attempting to pseudo-label any examples. The most significant difference
is observed around 12% of the dataset annotated, with a difference of 7.5%
mIoU between the best performing no auto-labelling scheme and the baseline.
The accuracy of the different configurations shows almost equal performance.
Finally, it should be noted that the baseline was run for an additional
iteration using all the labelled examples in the dataset without seeing any
improvement over the last iteration.

Qualitative analysis

Finally, we show some examples of labels generated by the pseudo labelling
process. Figure 6.7 shows a comparison of the label map generated by the
model before the first iteration compared with the model after incrementally
training for 29 annotation queries. Inspecting the error maps, the difference
between the two is quite significant. The initial model generally has a lower
and noisier confidence map, resulting in more sparse and noisy labels. It
fails to detect the smaller objects, and has larger margins on object borders.
For example, the traffic sign in the upper right is mistaken for a building by
the early model, whereas the more trained model not only detects the traffic
sign but is also able to fully label the sign along with the pole. Additional
visual examples of pseudo-labels are shown in Appendix A (figure A.1).
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Figure 6.6: Test results for the active learning algorithm evaluated per
iteration of the outer loop in algorithm 4.1. The figures respectively show
the mean intersection over union and pixel-wise accuracy as a function of
the proportion of dataset containing labels. Three different pseudo labelling
proportions: 50%, 25% and 0% along with a baseline, are shown.
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Figure 6.7: Pseudo labelling improvement over the course of training. The
top row shows the input image and ground truth label. The following rows
show a comparison of confidence map, generated label and error map. The
comparison is made between the model pre-trained on seed set (left column)
and the model after 29 iterations of active learning with 50% pseudo-labelling
proportion (right column). The error map reads green: true labels, red :
false labels, blue: missed labels, orange: labelled pixels with unlabelled
ground truth, black : no label. Image is taken from Cityscapes validation
set (Munster sequence).
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6.2.2 Pre-trained Initialisation

In this second part of this section, we present the results obtained using
a pre-trained model. The validation results from the 200 epochs of pre-
training on Mapillary Vistas is given in Appendix B. In these experiments
we use the resulting parameters after 200 epochs of training. Before pre-
training on the seed set, the parameters of the last layer of the network is
reinitialised. We reinitialise the network because of the difference in label
distribution and the fact that the model completely fails to learn the “train”
class entirely (see figure B.2). The hope and intent of this experiment is to
see a more considerable benefit of using higher quality labels generated from
the network predictions.
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Figure 6.8: Validation (mIoU) results for active learning from pre-trained
initialisation, with the given configurations. The y-axis is normalised to the
range [0, 1], and the x-axis displays the number of training epochs.
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Quantitative analysis

The validation results in figure 6.8 reveals a similar pattern to the previous
experiment; a larger proportion of pseudo-labels leads to noisier performance
throughout of training. As the pre-trained model scores much higher initially,
the relative improvement is much less significant compared to previous runs.
This lesser improvement is observed both in terms of flat mIoU curves as
well as the x-axis spanning about half the number of epochs. Where the
network already show 90% of the performance after the first pre-training
iteration, there is not much more room for it to improve. This fact may
be a shortcoming of the model (ENet) which trades capacity and parameter
count for efficiency.

Looking at the test performance in figure 6.9 reveals much the same pattern
as observed in figure 6.6. The relative gain of selecting the least confident
examples is marginal, so is the gain of using pseudo-labels. The only notable
distinction from the previous results (fig. 6.6) is that the 25% pseudo
labelling proportion seem to slightly outperform the non-pseudo labelling
run. Moreover, increasing the proportion to 50% comes out worse than the
baseline for these sample realisations. We finally had time to do an additional
run, by repeating the best performing 25% pseudo-labelling configuration
with a significantly lower threshold of δ = 0.5. The additional labels gained
from the lower threshold seem to benefit the early stages of training, while
after 12% of the dataset is labelled the higher threshold becomes slightly
superior. Comparing the validation results of these two runs in figure 6.8c
and 6.8e the lower threshold seem to slightly increase the amount of noise in
the performance, as observed with the increase in pseudo-label proportion.

Qualitative analysis

Lastly, we provide an example of pseudo-labels generated from the initial
(after pre-training on seed set) and best performing parameters in figure
6.10. The difference between the two generated labels is more subtle
compared to the first experiment – the initial model generates much better
labels compared with the corresponding model in figure 6.7. Studying the
confidence map in the second row of figure 6.10, we note that the trained
model (right column) has a smoother confidence map compared to the initial
model. Moreover, the trained model puts less confidence on objects farther
away and where there is a higher density of object instances. The smoother
confidence map results in more connected regions in the produced labels.
Looking at the error maps in the last row, the initial model produces slightly
more labels at the expense of a higher rate of erroneous labels compared
to the trained model. In Appendix A, a series of example images with the
generated labels superimposed are shown for the best performing checkpoints
of the different active learning hyperparameters in figure A.2.
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Figure 6.9: Test results for the active learning algorithm evaluated per
iteration of the outer loop in algorithm 4.1. The figures respectively show
the mean intersection over union and mean accuracy as a function of the
proportion of dataset that is labelled.
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Figure 6.10: Pseudo labelling improvement over the course of training. The
top row shows the input image and ground truth label. The following rows
show a comparison of confidence map, generated label and error map. The
comparison is made between the model pre-trained on seed set (left column)
and the model after 29 iterations of active learning with 25% pseudo-labelling
proportion (right column). The colours of the error map read, green: true
labels, red : false labels, blue: missed labels, orange: labelled pixels with
unlabelled ground truth, black : no label. Images in the first row is from
Cityscapes validation set (Frankfurt sequence).
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Chapter 7

Discussion and Further Work

The thesis is wrapped up with a summary of experiments performed, followed
by a discussion on the obtained results and what could be done differently.
Finally, a discussion of further work and extensions to the active learning
framework are proposed.

7.1 Summary

In this thesis, the goal was to investigate the problem of improving
annotation efficiency for semantic segmentation utilising deep neural
networks. A novel uncertainty based active learning algorithm was proposed,
utilising the network’s predictions and the unlabelled pool of the dataset to
virtually increase the number of labelled examples.

Motivated by efficiency in terms of parameters and computational complex-
ity, we chose ENet [59] as the baseline architecture for the conducted exper-
iments. As a first experiment, the model was trained using a replication of
the experiment performed in [59] in order to validate the implementation.
We report the performance of the network in terms of mean intersection
over union (mIoU) and also report the pixel accuracy performance on the
validation set. All experiments performed in this thesis were evaluated on
the Cityscapes [14] urban scene understanding dataset.

In the second part of the experiments, we tested the proposed active learning
algorithm using the ENet model. As a first experiment, we benchmark the
algorithm solely on the Cityscapes dataset, initialising the model by training
on a seed set of 50 examples. The algorithm was compared with a baseline
consisting of annotating examples randomly for each iteration. We further
repeated the same experiments initialised from the parameters obtained from
pre-trained on a the Mapillary Vistas [57], a dataset composed of 18 000
labelled training images.

A final experiment was prepared to utilise the proposed algorithm to
annotate a dataset composed of off-road driving scenes. However,
due to unforeseen problems and slow execution time of performing the
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aforementioned experiments, time did not permit the experiment to be
conducted as part of this thesis.

7.2 Discussion

The results observed from training ENet were comparable with the published
results [59], with slightly higher mIoU performance on the Cityscapes
dataset. These results suggests that the model implementation is correct,
concluding the first experiment a success. A slight decrease in performance
was observed for the weighted iIoU measure, possibly indicating that the
model perform worse on the sparse object categories. The custom weighting
of the loss (eq. 4.5) used while finetuning the model did not improve the
results on these sparse classes. This may be a result of weak predictions also
occurring along object boundaries of large objects as well as for the smaller
objects in the scene. As a consequence leading, this may defeat the initial
hypothesis about this custom loss making smaller objects more significant
for the gradient updates.

Results obtained from active learning experiments performed in this thesis
suggest that carefully selecting the examples of highest cumulative entropy
according to the model predictions yield a slight performance increase
compared to randomly selecting examples. Except for the 50% pseudo-
labelling proportion in the experiment using a pre-trained model, the active
learning algorithm consistently outperformed the baseline when utilising
less than 25% of the dataset labels. To make assertions about the
relative discrepancies between the different pseudo-labelling proportions,
it is required to gather a larger sample of simulation-data to measure
the relative variance and average performance of different hyperparameter
configurations. We did, however, observe that higher pseudo labelling
proportions resulted in more noise in the performance dynamics on the
validation set over the course of training, and slightly different initial growth
rate.

The small discrepancies between the baseline and the active learning results
may partially be explained by the fact that the Cityscapes dataset has
already manually filtered the less informative examples from the dataset.
It would be interesting to perform tests with the proposed algorithm on
video sequences to see if the method is able to select informative examples
with a non-overlapping field of view as part of the process.

Generating erroneous labels is inevitable when using the model predictions,
and systematic analysis of the impact of erroneous labels is sought. Another
problem with the pseudo-labelling procedure is the fact that they are
generated from high-confidence pixels of the model – the predicted class
distribution is close to the unit vector for the assigned label. To see how this
becomes a problem, consider the single-example loss gradient in equation
2.38, which approaches the zero vector as the output approaches the label
unit vector, making the upstream gradient small. This significantly increases
the gradient signal to stochastic mini-batch noise, and furthermore lead to
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variable (relative) regularisation rate of the fixed parameter penalty loss.
To alleviate some of the problems with low gradient magnitude of pseudo-
labelled examples, model ensembles can be utilised. We defer the ensemble
extension of this active learning algorithm to the next section.

When planning the experiments, the comparison with the pre-trained
method was constructed with the expectation of demonstrating better
utilisation of higher quality pseudo-labels. The sample realisations of the
experiments obtained do not clearly demonstrate this expected outcome.
Inspecting the performance curves for the pre-trained initialisation (fig.
6.9), the performance saturates rather quickly, and the noise becomes
a more substantial factor in the observed results. A natural question
to ask is whether our choice of a parameter-efficient model leads to
underfitting-problems. From the pre-trained configuration, we observe the
performance saturates for the same 62% mIoU score as obtained with
the same hyperparameters training on the complete dataset in the first
experiment (getting 2.4% gain in performance by finetuning). We leave it as
a task for further work to test the proposed algorithm with better performing
models with higher capacity.

The execution time of the active learning part of the experiments took
unexpectedly long. In hindsight, further downscaling the input dimensions
would decrease the computational time in the order of the square of the
downscaling factor, in addition to a square decrease of memory usage for
storing the hidden layer activations for backpropagation. This would, in turn,
allow gathering more extensive sample statistics of the performance results
for each hyperparameter configuration. Moreover, the reduced memory
requirements would enable larger batch size and potentially a higher capacity
model.

7.3 Further Work

The constrained time frame of this project affected several decisions made for
this project. In this section, we summarise some of the work that time did not
permit and directions to develop further this project based on observations
made working with the project.

Training a deep feedforward network is subject to estimation error which
manifests as stochastic noise (see section 2.2.6) over independent executions.
In addition to estimation noise, the active learning algorithm is subject to
fluctuations with respect to selecting the initial seed set. Moreover, the
experiments need to be executed independently and identically for several
repetitions in order to gather sample statistics. By using the sample mean
performance, more rigid assertions about the performance can be made
provided the standard error is relatively low.
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7.3.1 Proposed Extensions

In the following, we suggest several possible improvements to the algorithm
that were not included in the implementation due to resource constraints.

Fully connected CRF pseudo-label post-processing. Using min-
imum error-rate decision function (arg maxyi) produce noisy prediction maps
for the semantic segmentation task. Besides, spatial information is lost when
downsampling in the pooling layers of our model. To recover the lost spatial
information and decrease noise, fully connected pairwise conditional random
field (CRF) is typically used as a post-processing step in conjunction with
deep segmentation networks. CRF [74, section 3.7] extends the segmentation
problem in section 3.1.1 by defining a graphical model relating the spatial
similarity of pixels in the input image. Inference in CRF amounts to MAP
estimation over the posterior distribution (eq. 2.9), and is often expressed in
terms of an energy (cost) minimisation problem of the negative log-likelihood
with respect to the predicted class probabilities. The fully connected pair-
wise CRF model is a specific instance where the graph has edges between
all nodes (pixels), and the energy function is defined in terms of unary and
pairwise cliques.

E(Y ) =
∑
x

∑
y

[
ψu(Yx,y) +

∑
u<x

∑
v<y

ψp(Yx,y,Yu,v)

]
(7.1)

The unary potential ψu is the negative log-likelihood of the predicted class
posterior of the segmentation network, lnP (Ỹx,y|Xx,y). For the pairwise
potential [44] uses the following bilateral Gaussian kernel

ψp(yi, yj) = 1(yi 6= yj)

[
w1 exp

(
−||pi − pj ||

2

2σ2α
− ||xi − xj ||

2

2σ2β

)

+ w2 exp

(
−||pi − pj ||

2

2σ2γ

)] (7.2)

Where xi, yi and pi are respectively the intensity values, predicted class
and spatial coordinates for the particular pixel. The pairwise kernel assign
an additional penalty to pixels with misaligned prediction that decays with
the spatial distance as well as difference in intensity of the pairwise pixels.
The standard deviations σα, σβ and σγ are considered as hyperparameters.
Finding the minimum of the energy function (eq. 7.1) over a fully connected
graph is intractable and usually has to be approximated using Monte Carlo
approximation. Krähenbühl et al. [44] provides an efficient mean-field
approximation frequently used in the deep learning community. Fully
connected CRFs could be added to the pseudo-labelling pipeline by refining
the predicted labels of the model. Improving the quality of generated
pseudo-labels by reducing the number of erroneous labels generated at object
boundaries.

Initialise using transfer learning. Transfer learning is a problem of
machine learning where a model trained for one task is repurposed for
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another (similar) task. We have already applied transfer learning in the
form of model pre-training in the last experiment. There are other kinds
of unsupervised transfer learning techniques that have empirically shown
promising results.

Domain adaptation is a specific transfer learning problem where a network
trained on a labelled dataset from a source domain in a supervised manner,
and the goal is to use unlabelled data from a target domain to learn the same
task on a different set of data. This problem is inherently ill-posed, and the
success of this problem is primarily driven by assumptions regarding the
source and target domains. Adversarial Discriminative Domain Adaptation
(ADDA) is a recent application to the domain transfer problem, which
treats the problem using Generative Adversarial Networks (GANs). The
assumption used in ADDA is that abstract feature (activations) distributions
inside the networks are to some extent shared across the domains. The
classifier model is treated as a generator network by implicitly modelling the
distributions of feature representations at different layers of the model. The
goal is then to constrain the distributions of two networks for the source and
target domain to be similar.

Huang et al. [33] propose a practical implementation of ADDA for semantic
segmentation. The method places discriminator networks, i.e. binary
classifiers, that are trained to discriminate features from the source and
target domain when fed through the two networks (using least squares
variant of the GAN minimax loss). The generator (classifier/segmentation
models) are trained by maximising the discriminator loss. For the active
learning pipeline, if the datasets collected come from different geographical
locations but with similar class distributions, this kind of unsupervised
domain adaptation may be used as an intermediate step after pre-training on
the source domain dataset. Then, the adapted model can be used to select
the initial seed set. The validation set should however remain uncorrelated
to the model and is drawn uniformly from the dataset.

Model ensemble. Ensemble methods, more specifically model averaging,
consists of training a range of models independently (from different
initialisation and perhaps network structure) and upon inference use the
average class scores (logits) as means for the estimated class distribution.
Model averaging is a robust method for reducing generalisation error.
Furthermore, Beluch et al. [9] show that ensemble methods achieve state-
of-the-art performance on several active learning benchmarks. Its use
in this thesis was discouraged due to the overhead of training multiple
models, ultimately leading to insufficient computational resources. In
the following, an ensemble extension of the pseudo-labelling and example
selection components are sketched, allowing the algorithm to be scaled to
arbitrary computational resources.

Two methods are considered for combining the ensemble predictions in
our active learning framework. The simplest and most straight forward
way is to directly use the ensemble average as the joint model prediction,
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and use the uncertainty based scheme as done using a single model. The
increased robustness in the model prediction may allow a lower pseudo-
labelling threshold as a consequence of the better predictions. In the second
approach, each model contributes to a committee, and the label prediction
of each model is averaged upon computing the uncertainty. Active learning
methods that use ensemble committees is referred to as Query by Committee.
Mackowiak et al. [50] uses the vote-entropy as an uncertainty measure

Vu,v , −
Nc∑
c=1

∑Ne
i=1 1(Ỹ

{i}
u,v = c)

Ne
log

∑Ne
i=1 1(Ỹ

{i}
u,v = c)

Ne
(7.3)

Where Vu,v is the vote-entropy at pixel location (u, v), Nc is the number
of classes, Ne the number of models and Ỹ {i}u,v is the predicted (arg maxyi)
class of the i-th model in the ensemble. The vote-entropy does not extend
to produce smooth confidence maps for generating pseudo-labels. However,
a query by committee extension with respect to the thresholded confidence
maps is suggested. If the majority of the ensemble has high confidence at a
given pixel location the class with the majority of votes is assigned the given
label, and leaving the pixel unlabelled if there are ties.

Using ensembles and on-line pseudo-labelling may lead to severe bottlenecks
if a large ensemble is going to be trained independently (with independent
sampled mini-batches of data). To favour efficiency, it is suggested that the
pseudo-labelling is done offline on a common example pool at the start of
each epoch. The networks continue by independently sample mini-batches
from the augmented pool of labelled and pseudo-labelled examples.

Regularisation and hyperparameters. In the experiments performed
in this project, no regularisation directly affects the entropy of the predicted
class distribution. It was observed that the model predicted labels to a large
extent for unlabelled regions in the image, and made confident mistakes – an
artefact of the softmax cross-entropy loss driving the logits to positive and
negative infinity. This problem can, to some extent, be alleviated by adding
additional activation regularisation directly on the output of the CNN. Zou
et al. [82] uses an additional term proportional to the softmax probability
of the predicted class. Label smoothing [28, p. 236] is another regularisation
technique that keeps the model from making over-confident classification
decisions without discouraging correct classification by distributing a small
proportion of the target probability to all other classes. Another, more direct
approach to increase the entropy is to subtract a term proportional to the
sample mean entropy of all pixel predictions.

C(W) = C ′(W)− κ

HWNB

NB∑
i=1

H∑
u=1

W∑
v=1

H(Ŷ (i)
u,v ) (7.4)

Where C ′(·) is the cost function without activation regularisation, κ is the
regularisation rate hyperparameter, and H, W and NB are height, width
and batch size respectively.
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The experiments conducted only used a limited set of hyperparameters for
the active learning algorithm (see table 5.4). The parameters used in this
project were merely selected out of intuition and observation of the pseudo-
label quality for different thresholds. A more large-scale hyperparameter
search using genetic or swarm-based optimisation algorithms is sought.
Moreover, in order to make the model converge properly on a subset of
the dataset, a decaying learning rate scheme is necessary. Furthermore,
the model used in this thesis is not an ideal choice for a practical
implementation. Intuitively, it would seem that better performing models
with higher representational capacity would reach higher performance
without saturating. Better performance would in turn lead to higher quality
of pseudo-labels and possibly better utilisation of the unlabelled examples.
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Chapter 8

Conclusion

This thesis investigated the problem of semantic segmentation and applying
convolutional neural networks to mediate the process of making dense
pixelwise annotations. To guide the annotation process, an active learning
framework was proposed for this task. The sample selection strategy selects
the most informative sample as measured by the cumulative entropy of the
model predictions. Moreover, the framework utilises the model to generate
labels from the unlabelled pool of examples.

Two different experiments were performed in this thesis evaluated on
the Cityscapes dataset. In the first part of this thesis, the ENet
implementation was evaluated and resulted in comparable results with the
original publication [59]. For the second and central part of this thesis, we
evaluated the active learning framework using the 19 class labels from the
Cityscapes dataset. Two sets of experiments were conducted, comparing the
results of a model initialised from a small seed set with a model pre-trained
on a large dataset of annotated street-view images. The results suggest
that careful selection of informative samples initially yields slightly higher
relative performance compared to a random selection baseline in either of the
experiments. It was also observed that large proportions of pseudo labels
resulted in noise in the validation performance throughout training. The
discrepancies between the individual hyperparameter configurations were
not as substantial as initially expected, and extensive experimentation using
sample statistics is needed to quantify the differences.

Due to lack of time, the initial goal of annotating the images from the OLAV
dataset became prohibitive, and leave this task for future work. A series
of improvements, enhancing the pseudo-labelling pipeline and the selection
strategy using ensembles, are proposed in the closing of this thesis.
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Appendix A

Pseudo-label Examples

This appendix provide some additional visualisations of the pseudo labelling
process from the active learning experiments. In order to save space, we have
blended the input image and the predicted labels, and all images are drawn
from the test set. The following illustrations are provided without further
discussion.

Figure A.1: Example pseudo-labels from first experiment, with network
bootstrapped from the seed set. Each column displays the result of pseudo-
labelling from the parameter configurations. From left to right: after pre-
training, after 29-iterations of active learning with respectively 0%, 25%
and 50% pseudo-labelling proportion. All figures use threshold δ = 0.9 and
entropy-based confidence measure (eq. 4.3).
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Figure A.2: Example pseudo-labels bootstrapped from pretraining on
Mapillary Vistas. Each column displays the result of pseudo-labelling using
ENet with the following parameter configurations (left to right): after pre-
training on seed set, after 29-iterations of active learning with respectively
0%, 25% and 50% pseudo-labelling proportion. All images use threshold
δ = 0.9 and entropy-based confidence measure (eq. 4.3).
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Appendix B

ENet Pre-training Results

This section provides validation results for the Mapillary Vistas [57] dataset,
used for initializing the pre-trained network parameter configuration for
the experiment in section 5.3.2. The following figures correspond with the
validation figures in section 6.1 and are provided for reference without any
further discussion.
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Figure B.1: Performance scores for training on mapillary vistas for 200
epochs. (a,b) respectively show the mIoU and pixel accuracy scores for the
training set (blue) and validation set (orange). (c) show the cross-entropy
loss evaluated per batch of training examples.

117



0 50 100 150 200
0

20

40

60

80

100
Road

0 50 100 150 200
0

20

40

60

80

100
Sidewalk

0 50 100 150 200
0

20

40

60

80

100

Building

0 50 100 150 200
0

20

40

60

80

100
Wall

0 50 100 150 200
0

20

40

60

80

100
Fence

0 50 100 150 200
0

20

40

60

80

100
Pole

0 50 100 150 200
0

20

40

60

80

100

TrafficLight

0 50 100 150 200
0

20

40

60

80

100

TrafficSign

0 50 100 150 200
0

20

40

60

80

100

Vegetation

0 50 100 150 200
0

20

40

60

80

100
Terrain

0 50 100 150 200
0

20

40

60

80

100

Sky

0 50 100 150 200
0

20

40

60

80

100
Person

0 50 100 150 200
0

20

40

60

80

100
Rider

0 50 100 150 200
0

20

40

60

80

100
Car

0 50 100 150 200
0

20

40

60

80

100
Truck

0 50 100 150 200
0

20

40

60

80

100
Bus

0 50 100 150 200
0

20

40

60

80

100
Train

0 50 100 150 200
0

20

40

60

80

100

Motorcycle

0 50 100 150 200
0

20

40

60

80

100

Bicycle

Figure B.2: Per-class intersection over union. For compactness, the axis
labels are left out but remain the same as in figure B.1a.

Figure B.3: Confusion matrix gathered from the validation split on the
finalised model parameters after 200 epochs of training. The column
corresponding with the train-class diverges (not a number) as the model
fails to predict the particular class.
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(a) (b) (c)

Figure B.4: Visual examples of network predictions of the finalised model
checkpoint. (c) illustrates a failure case, mistaking the lorry for building.
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