
3043

Safety and Reliability – Safe Societies in a Changing World – Haugen et al. (Eds)
© 2018 Taylor & Francis Group, London, ISBN 978-0-8153-8682-7

Pitfalls of machine learning for tail events in high risk environments

C. Agrell, S. Eldevik, A. Hafver, F.B. Pedersen & E. Stensrud
DNV GL AS, Norway

A. Huseby
University of Oslo, Norway

ABSTRACT: Most of today’s Machine Learning (ML) methods and implementations are based on 
correlations, in the sense of a statistical relationship between a set of inputs and the output(s) under inves-
tigation. The relationship might be obscure to the human mind, but through the use of ML, mathematics 
and statistics makes it seemingly apparent. However, to base safety critical decisions on such methods 
suffer from the same pitfalls as decisions based on any other correlation metric that disregards causality. 
Causality is key to ensure that applied mitigation tactics will actually affect the outcome in the desired 
way. This paper reviews the current situation and challenges of applying ML in high risk environments. It 
further outlines how phenomenological knowledge, together with an uncertainty-based risk perspective 
can be incorporated to alleviate the missing causality considerations in current practice.

do what they do might become a serious problem 
as computers become more responsible for mak-
ing important decisions”. The problem of acci-
dents in ML systems is discussed in detail in a 
paper led by Google Brain researchers Amodei, 
Olah, Steinhardt, Christiano, Schulman, & Mané 
(2016). Here the authors motivate the increasing 
need to address these safety problems by some 
general trends, one of which relates to the increas-
ing autonomy in AI systems. “Systems that sim-
ply output a recommendation to human users, 
such as speech systems, typically have relatively 
limited potential to cause harm. By contrast, sys-
tems that exert direct control over the world, such 
as machines controlling industrial processes, can 
cause harms in a way that humans cannot neces-
sarily correct or oversee.”

In this paper we turn our attention towards the 
introduction of ML in design and operation of 
complex engineering systems in high risk environ-
ments. These are systems where today’s methods 
for assessing risk relies heavily on understanding 
the underlying physical processes and our ability 
to model these. This is in contrast to e.g. mass pro-
duction of components where more data-driven, 
statistically founded methods can be applied to 
estimate rates of failure.

We acknowledge the need for ML technologies 
to address increasing complexity of engineering 
systems, and the challenges that follow in quantify-
ing uncertainty and risk based on detailed numeri-
cal simulation. However, this type of application 
reduces the tolerance for erroneous model behav-
ior. Most of the methods applied in ML are based 

1 INTRODUCTION

In this paper we highlight some pitfalls to avoid in 
the design of Machine Learning (ML) applications 
for high risk engineering applications. We also pro-
pose some recommendations to consider in model 
development, and emphasize the introduction of 
causality constraints based on phenomenological 
knowledge.

1.1 Background

ML is recognized as one of the key enablers for 
the fourth industrial revolution1. In this setting 
it is often communicated as a tool that, together 
with increased access to data and computational 
power, can unlock a huge potential for increased 
efficiency, new insights and ultimately new revenue 
streams. Success stories of businesses that have dis-
rupted entire industries are often shared to inspire 
investment in similar technologies. However, for 
operation of complex engineering systems in high 
risk environments, the new challenges that appear 
are often not clearly expressed.

Concerns have been raised regarding the reli-
ability and trustworthiness of  systems relying on 
Artificial Intelligence (AI) in general, and spe-
cifically related to the current main strategy of 
implementation. Knight (2017) emphasizes that 
“not knowing how the most advanced algorithms 

1For a broader discussion see e.g. Lu (2017) and Dopico, 
Gomez, De la Fuente, García, Rosillo, & Puche (2016).
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on historic statistical models, enhanced by recent 
breakthroughs in computer science. The assump-
tions, limitations and practical challenges of these 
statistical models still remain, and serve as recur-
ring pitfalls in the digital era.

For a given application both the statistical and 
ML mindsets may have its advantages and draw-
backs, but we argue that for the high risk engineer-
ing problems discussed in this paper, uncritical 
application of ML is unwarranted. We believe that 
experienced ML practitioners know this, and the 
main problem lies in how ML is communicated 
in the current digitalization boom, and how it is 
perceived by the increasing number of new prac-
titioners in the field that may also be strongly 
incentivized to develop solutions for cutting costs 
through automation.

1.2 Correlation and causation

Most of today’s ML methods and implementations 
are based on correlations, which we define in the 
general sense as any statistical relationship, whether 
causal or not, between random variables, i.e. the 
degree of which two or more variables tend to vary 
together.

“Correlation does not imply causation” is a well 
used phrase within statistics, and describes what 
still remains as one of the major pitfalls in the 
analysis of  data. The importance of this distinc-
tion depends on the degree to which one intends 
to intervene, and the consequence of erroneous 
intervention. See e.g (Pearl 2010). For many ML 
applications this may not be significant. But for 
the use cases considered in this paper it plays an 
important role, and we will argue that causal-
ity constraints from phenomenological knowl-
edge should be incorporated in ML models—to 
strengthen model performance for tail events, 
to increase model transparency, and to make it 
easier to falsify models that do not comply with 
observations.

1.3 Structure of this paper

Section 2 is included for readers that are unfamiliar 
or new to the field of ML, and gives a brief  intro-
duction to some core concepts and their relation 
to classical statistics. The experienced ML practi-
tioner may jump directly to Section  3, where we 
propose a set of model properties that should be 
accommodated for ML applications in high risk, 
low probability scenarios. Going beyond model 
selection, some general pitfalls are highlighted in 
Section 4 which gives an example illustrating the 
use of ML for anomaly detection and space explo-
ration in Structural Reliability Analysis (SRA). 
Finally, our conclusions and some final remarks 
are summarized in Section 5.

2 A BIT OF HISTORY

Often times discussions regarding ML and AI can 
become fairly opaque, colored by data science jar-
gon, cognitive analogies and marketing buzzwords. 
This section will clarify the relation between ML 
and statistical methods by comparing the classes of 
ML problems with their statistical counterparts, and 
tracing their origins. This section will only briefly 
present the statistical background that underpin 
the main classes of ML methods. See e.g. (Hastie, 
Tibshirani, & Friedman 2001) for a thorough intro-
duction, or (Domingos 2012) for a more informal 
description on how they are used in practice.

2.1 A formal definition of machine learning

Although the field of ML is often defined in cog-
nitive terms, as giving computers the ability to 
learn without being programmed, a more formal 
definition often cited is the one by Mitchell (1997). 
“A computer program is said to learn from experi-
ence E with respect to some class of  tasks T and 
performance measure P if  its performance at tasks 
in T, as measured by P, improves with experi-
ence E.” Further, ML is generally classified into 
two categories called supervised and unsupervised 
learning.

Supervised learning: For some unknown rela-
tionship between variables x → y(x) where N pairs 
of data are observed x yi i i

N
, ,( ){ } =1

 the goal is to esti-
mate y* for unobserved x*. Here, the experience E 
is the observed data, the task T is to predict y* and 
P is usually a measure of the difference between 
the predicted y* and the true value y(x*).

Unsupervised learning: The goal is to discover 
patterns in unlabeled data. For instance, based 
only on the x-values in the above example, xi i

N{ } =1
,  

estimate the distribution over the data or identify 
clusters, etc. With the task T of clustering in mind, 
the experience E is still the observed data and P 
might be a measure on cluster compactness or 
separability.

2.2 Machine learning and statistical modelling

The increasing popularity of ML today may be 
credited to recent advancements within computer 
science, although most of supervised and unsuper-
vised learning have roots in traditional statistical 
methods. An overview is illustrated in Figure  1. 
Supervised learning is based on prior knowledge, 
and covers regression and classification (discrimi-
nant analysis).

Regression considers a continuous dependent var-
iable represented by a model function fitted to data. 
Assumptions are generally made about the data gen-
eration process, e.g. homoscedasticity (equal finite 
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variance), independence and normality. The earliest 
form of regression was the method of least squares, 
published by Legendre (1805) and Gauss (1809).

Classification or discriminant analysis has the 
same objective as regression, but where the depend-
ent variable is discrete, and typically comes in a 
categorical form as labels from a finite set. Some 
of the earliest work was by Fisher (1936) leading to 
Fisher’s linear discriminant function. Other popu-
lar methods are Logistic regression that dates back 
to Verhulst (1838), decision trees (Morgan & A. 
Sonquist 1963) and k-nearest neighbors (Cover &  
Hart 1967).

Note that due to the close link between these 
two categories of supervised learning problems, 
regression models may be altered to work for dis-
criminant analysis and vice versa.

Unsupervised learning is related to data explo-
ration problems. The main exploratory methods 
are often classified as clustering or dimensionality 
reduction.

Clustering analysis considers the task of group-
ing objects into sets (clusters) such that objects in 
the same set are more similar to each other than 
to those in other sets. No precise definition of a 
cluster exists, and this is one of the reasons why 
there are so many different clustering algorithms 
(Estivill-Castro 2002). Some popular alternatives 
representing different approaches to the problem 
of clustering are k-means (MacQueen 1967), hier-
archical clustering (Sibson 1973), Gaussian mixture 
models using expectation-maximization (Dempster, 
Laird, & Rubin 1977) and Density-Based Spatial 
Clustering of Applications with Noise (DBSCAN) 
(Ester, Kriegel, Sander, & Xu 1996).

Dimensionality reduction is the procedure 
of reducing the number of input variables to a 
smaller set of principal variables. One fundamen-
tal approaches is principal component analysis 
 (Pearson 1901), developed by Karl Pearson, con-
sidered the father of modern statistics.

The methods mentioned above is by no means 
a complete list, and the references cited are meant 
to give indications on early work on the different 
subjects as true origins are often debatable and 
outside the scope of this paper. A lot of research 
has gone into extending or improving on these 
methods since first invented, which has spawned 
the large variety of models and algorithms used in 
ML today. There are also other popular methods 
and widely used techniques within ML that can 
be placed in more than one category in Figure 1, 
e.g. artificial neural networks dating back to Hebb 
(1950) and using the backpropagation algorithm 
developed by Werbos in 1974.

2.3 Model design vs. trial-and-error

Many of the similarities between statistics and 
ML are just hidden behind different terminology. 
For instance, where we in ML refer to features in 
a model and that model weights are learned from 
data, a statistician would refer to variables in a 
model where data is used to estimate model param-
eters. But there are also some important differences 
in how the (same) models are used, and whether 
the main emphasis is on designing a good model or 
obtaining good prediction by trial-and-error.

In classical statistics, the focus is often on testing 
hypothesis of causes and effects and interpretabil-
ity of the models applied. A common aphorism in 
statistics is that “All models are wrong, but some 
are useful”. The analyst should know when the 
model will break, how it breaks, and if  one can still 
use it anyways. The main goal is understanding the 
underlying mechanisms that drive the things we 
observe.

On the contrary, ML has more focus on pre-
dictive accuracy of models, with less attention 
towards model interpretation. Model selection is 
often based on trial-and-error through cross vali-
dation to evaluate goodness-of-fit criteria, where 
prediction accuracy is evaluated on data that was 
excluded in the learning process. Although the 
main goal is to obtain a good prediction, special 
considerations are made based on what the predic-
tion is used for in a given application. For high risk 
applications for instance, false positives may be far 
worse than false negatives (or vice versa), and the 
model optimization can be weighted accordingly. 
Still, it is based on observing the desired behavior 
in future or excluded data.

Although science always has been concerned 
with both prediction and explanation, the  different 

Figure 1. Machine learning vs. multivariate statistics.
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3.2 Recommendations on model development

The challenges stated above will make any ML 
or statistics based model prone to erroneous, 
and potentially dangerous, use. However, many 
of  the most common pitfalls in using such cor-
relation based or data-driven methods may be 
avoided by proper model selection and design. 
To increase confidence in the safe use of  ML 
models we propose some recommendations in 
this section.

For supervised learning, and when we want to 
use ML for prediction in general engineering appli-
cations, one should seek to adopt or develop mod-
els with the following attributes:

1. Flexibility: The models ability to represent a 
large class of functions.

2. Constrainability: The ability to impose model 
constraints based on phenomenological 
knowledge.

3. Probabilistic inference: Probabilistic represen-
tation of model output defined on the entire 
model range (i.e. the model output is repre-
sented by a distribution).

The first two concepts relate to the problem of 
underfitting and overfitting respectively. The third 
is important when the model is used in assessment 
of risk and reliability.

From an engineering perspective, flexibility is 
needed to capture the behavior of complex physical 
systems and their response. Most non-parametric 
models fulfill this requirement. The definition of 
“a large class of functions” in this context may not 
be precise, as it certainly depends on the problem 
at hand. A typical example may be all continuous 
or differentiable functions with a finite number of 
discontinuities.

Constrainability is beneficial for two main rea-
sons. First, it reduces the possibility of overfitting 
the data, thus increasing the robustness and the 
performance for application on future data. This 
is particularly important for tail behavior prob-
lems where data is scarce. The second reason is 
that imposing constraints based on phenomeno-
logical knowledge reduces model opaqueness, i.e. 
increases transparency.

By a transparent model we mean that the rela-
tionship between model inputs and outputs can 
be meaningfully understood by humans, and that 
model characteristic properties and limitations 
of the model can be understood without explicit 
numerical computation. The most straightforward 
example is simple linear regression with linear 
basis, i.e. fitting a line. In contrast, for an opaque 
model, the model behavior can only be investigated 
through computation. These models are often 
referred to as black boxes, where the only way to 
fully characterize the model’s properties is through 

philosophies have resulted in much debate between 
the statistics and machine learning communities. 
See for instance the discussion in Breiman (2001).

3 ML FOR HIGH RISK ENGINEERING 
APPLICATIONS

This section highlights some of the main challenges 
when using ML for high-risk and low probability 
scenarios. We continue by proposing recommen-
dations to consider in ML model development to 
address these challenges.

3.1 Tail events in high risk environments

Three of the main challenges with ML applied to 
high risk and low probability scenarios are related 
to the following:

•	 High risk reduces the tolerance for wrong predic-
tions. The consequence might be catastrophic.

•	 Critical consequences often relate to tail events—
for which data is naturally scarce. This increases 
uncertainty and reduces the accuracy of 
predictions.

•	 The ML models that are able to fit the data well 
are often opaque. This makes the model less falsi-
fiable, increasing uncertainty and reducing deci-
sion makers’ ability to trust the model.

The first point relates to the decisions that are 
made based on model predictions. When the high 
risk is associated with a catastrophic consequence, 
the tolerance for a wrong prediction is clearly low. 
Moreover, severe consequences are often related 
to a rare event. This introduces additional uncer-
tainty as data is scarce2. These first two points are 
in direct contrast to the typical ML applications 
today (e.g. non-consequential recommendation 
engines). In this respect, assurance of safety criti-
cal systems relying on ML is also recieving increas-
ing attention, see e.g. Brandsæter & Knutsen  
(In press).

The last point on model opaqueness (lack of 
transparency) relates to quantification of model 
discrepancy and the ability to falsify models that 
do not comply with observations. The added 
uncertainty from model opaqueness may at first 
seem purely subjective. However, as we will see in 
the following section, addressing this by increas-
ing model transparency may relax requirements on 
accuracy and vice versa.

2Scarce in the sense that the size of data is small compared 
to the number of relevant dimensions. This is because the 
event under consideration, e.g. structural failure, is rare 
and expensive to approximate by experiments.
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exhaustive computation; evaluating the model for 
all possible inputs.

The scientific method is based on the principle 
that any model, or hypothesis, should be falsifiable. 
All models, including ML models, are based on 
a set of assumptions. For a model or an assump-
tion to be falsifiable, it must, in principle, be pos-
sible to make an observation that would show the 
assumption to be false. Thus, model transparency 
is important as it enables one way of falsification. 
ML models are typically falsified by observing 
poor accuracy. That is, observations are made that 
differ significantly from model predictions. How-
ever, understanding why such discrepancies occur 
is often difficult in an opaque model. If  we assume 
that the observation is not erroneous (observed 
discrepancy is not related to noise), then the root 
cause might either be lack of relevant data, i.e. 
the model is built on too few datapoints close to 
the observed discrepancy—in which case a larger 
degree of uncertainty is expected. Or the root cause 
is related to violation of the underlying model 
assumptions—and the model must be changed.

In order to develop useful ML models for high 
risk applications, a compromise usually has to be 
made between model transparency and flexibility. 
To counteract the negative tradeoff of an initially 
opaque, but flexible model, we might impose con-
straints based on phenomenological knowledge 
related to causality. This can be thought of as 
“putting the black box inside a white box”, i.e. 
enabling deduction of bounding model properties 
through the imposed constraints.

Figure  2 illustrates constraints in the form of 
boundedness, monotonicity and convexity. Three 

datapoints have been observed, and for simplicity 
we assume the data does not contain noise. This 
means that we are looking for an interpolation 
model, a function passing through all three points. 
The shaded areas show where the function cannot 
enter due to the imposed constraints. Hence, start-
ing with the space of all functions passing through 
the three points, the constraints reduce the space 
of possible interpolation functions. Assuming 
that the constraints are based on phenomenologi-
cal knowledge that hold in reality, the constrained 
models are less prone to overfitting (more robust). 
In the case where an observation is made within 
the shaded area, the model is falsified immediately 
as the assumptions behind the constraints do not 
conform with an observed outcome. Hence, by 
imposing constraints based on phenomenological 
knowledge, either a) performance is increased, or b) 
the model is falsified and the modeler learn some-
thing fundamentally new about the phenomenon 
studied, which can be applied in future modelling.

The constrained models shown in Figure 2 may 
be restricted further by imposing multiple con-
straints, e.g boundedness and monotonicity or 
monotonicity and convexity. Note also that for 
noisy data, this means interpreting constraints in 
terms of probabilities using the assumed distribu-
tion of noise. The example is motivated by the more 
general class of constraints in the form of partial 
differential inequalities, for which phenomenologi-
cal knowledge related to causal effects in various 
physical phenomena may often be available.

Practically, imposing constraints such as the 
ones illustrated in Figure 2 means translating the 
phenomenological constraints to constraints in 
the ML optimization algorithm. Many techniques 
exist for including constraints in ML through opti-
mization, usually in order to obtain regularization 
effects, but we emphasize that developing the nec-
essary links between these constraints and phe-
nomenological knowledge will be highly beneficial. 
See for instance (Yu 2007) or (Maatouk & Bay 
2017) for some examples and further discussion.

Probabilistic inference on the ML model output 
is needed for risk and reliability analysis applica-
tions. This means that the model output should 
optimally be in the form of a distribution. Model 
predictions in the form of fixed values and best esti-
mates are not applicable. The dangers of express-
ing risk through expected values is well known, 
and modern definitions of risk usually relate to the 
distribution over possible outcomes. Hence, some 
quantification of prediction uncertainty is essen-
tial. It should be noted that this goes beyond the 
probabilities often used to report model accuracy 
for ML classifiers. The fact that an object is cor-
rectly classified 99% of the time might be insig-
nificant if  the outcomes of the remaining 1% is 
associated with severe consequences.

Figure 2. Effect of some different constraints for inter-
polation in data without noise. The interpolation func-
tion cannot enter the shaded areas.
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There is a traditional approach to this problem, 
where ML has played a role in mathematical mod-
els for calculation of risk and reliability. First, the 
models are scrutinized through human quality con-
trol to ensure that the model accuracy is sufficient 
or at least on the conservative side. This quickly 
becomes infeasible for higher dimensional mod-
els. Further, a single distribution representing the 
model uncertainty is often established from statis-
tical analysis of prediction accuracy alone, assum-
ing uniformly distributed data. This is no longer 
feasible for higher dimensional models or when the 
input data is far from uniformly distributed.

3.3 Working with constraints

Figure  3 illustrates of the workflow for building 
ML models with emphasis on constraints. For sim-
plicity we ignore work on data cleaning and fea-
ture selection that naturally comes prior to model 
development.

Any hypothesis on model constraints com-
ing from assumed causalities in the phenomenon 
under consideration must be tested to identify to 
what degree they hold in the observed data. Hence, 
the task of hypothesis testing is emphasized. There 
might also be valid constraints that are not imme-
diately identifiable from phenomenological knowl-
edge. It could therefore be valuable to search for 
possible constraints by unsupervised learning, to 
serve as hints to the modeler, and help identifying 
additional constraints before further testing and 
possible inclusion in the ML model.

This type of workflow will move the typical 
approach for building ML models today closer to 
traditional statistical modelling.

4 RELEVANT AREA OF  
APPLICATION – SRA

In this section we give a concrete example of an 
application area where ML is linked with engineer-
ing risk analysis – Structural Reliability Analysis 

(SRA), where the recommendations given Sec-
tion 3 are highly relevant. In addition, we highlight 
two general pitfalls related to a common, but pos-
sibly misconceived, idea on how ML may be used 
in this context.

4.1 Structural reliability analysis

Structural reliability analysis, or SRA for short, is 
the fundamental building block of modern risk- 
based engineering methodologies. For a thorough 
introduction reference is made to Madsen, Krenk, &  
Lind (2006). The underlying theory combines 
structural analysis with statistics and probabilistic 
modelling to assess uncertainties of information 
that contributes to the probability of structural 
failure.

SRA may generally be described as the problem 
of establishing the probability

P G x( ) ≤( )0  (1)

where x is a vector of stochastic variables, e.g. 
structural dimensions, material properties, loads 
and model uncertainties. The function G(x) is 
referred to as the limit state, and is defined such 
that G(x) ≤ 0 if  and only if  the scenario represented 
by x results in structural failure, see Figure 4. In 
the literature the limit state is often presented as

G R Lx x x( ) = ( ) − ( )  (2)

where R(x) and L(x) represent the structural resist-
ance, or capacity, and load effect respectively, 
although these are often not separable in practice.

The main tasks in a structural reliability analy-
sis is to establish a suitable limit state function and 
distributions of all the input parameters, so that 
one may estimate the failure probability given by 
Eq. 1 and analyse the sensitivity of parameters and 

Figure 3. ML workflow with emphasis on constraints.

Figure 4. Illustration of SRA in two dimensions.
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decisions that will affect the system. Informally, 
one might say that we use data and domain knowl-
edge to establish the input distributions describing 
the current state of the system, and extrapolate 
to states where the system has failed using very 
limited data related to system failure in combina-
tion with advanced phenomenological simulations 
based on first principle physics.

4.2 Machine learning in SRA

Some of the key challenges in SRA today relate to 
the rapid increase in structural complexity of engi-
neering systems, including more automation and 
software intensive control systems, together with a 
demand for higher system utilization and the need 
for more accurate and reliable models to support 
decision making under uncertainty. At the same time, 
ubiquitous sensor data provides new information 
that could potentially reduce the uncertainty if the 
information could be incorporated into the models.

In practice, this means that the function G(x) in 
Eq. 1 and the distribution over the input space x 
will take a more complicated form. To cope with 
this, the technologies we now label ML can be use-
ful, e.g. to address the following problems:

•	 Find x: Establish distribution over x using all 
relevant data.

•	 Find G: Through data related to structural 
behavior, combined with data from past experi-
ence, experiments and simulations of structural 
failure, establish the limit state function that 
classifies all x’s as Safe or Failure.

Note that in practice these two problems are gen-
erally intertwined, in the sense that inference about 
a model parameter (the x’es) may only be observable 
through its effect on the system response. E.g. some 
y(x) is observed, where the mapping y(⋅) is in our 
representation baked into the general function G.

The use of ML in SRA has traditionally been 
confined to smaller subcomponents where human 
quality control is possible, but for more complex 
systems this quickly becomes infeasible. The more 
general task of approximating functions like the 
limit state G(x) using ML together with a limited 
number of realisations (experiments or numerical 
simulations) has received increasing attention over 
the last decades, within the field of Uncertainty 
Quantification (UQ). See for instance (Sullivan 
2015). UQ aim to quantify the ML uncertainty 
introduced through approximation, as well as 
how uncertainty in input parameters propagates 
through such models.

4.3 General ML pitfalls in SRA

As for all ML applications, there are some gen-
eral pitfalls to look out for. This section highlights 

some of the challenges related to how introduc-
tion of ML in reliability analysis is often depicted. 
This relates to a growing appetite for ideas like the 
following

•	 Due to the increasing instrumentation of sys-
tems, more data is available about the loads and 
structural behavior of systems at any time. By 
combining this with historical data from many 
other similar systems where the structural integ-
rity is known (we know whether or not they have 
failed, and how), we could detect any abnormal 
behavior. With this information we could create 
warnings before potential failure occurs, and 
possibly also help the system back into normal 
operation.
Anomaly detection will probably play a larger 

role in risk assessment in the future, but there are 
some pitfalls that the industry needs to be aware of. 
The first relates to the quantification of the safety 
margin, which is often represented as a probability 
of failure or through some other metric relating 
the current physical condition with conditions cor-
responding to structural failure.
•	 For complex engineering systems, quantifying 

the margin of safety based on operational data 
alone is unlikely.
This statement might be obvious, from the many 

different ways a system may fail in practice and the 
assumption that these systems are designed not 
to fail. The next argument however is a bit more 
subtle
•	 From a data exploration perspective, when 

observing system states outside normal operation 
one might unknowingly have transitioned away 
from the default system behavior, leaving all previ-
ous observations biased, and possibly irrelevant.
This statement impacts the basic assumption 

in ML that future data will come from the same 
distribution as the data the model was trained on. 
This is illustrated by an example in Figure 5.

Following the SRA setting illustrated in Fig-
ure  4, we assume that the limit state is defined 
in terms of material over-utilization. Often the 
criteria for when ultimate failure occurs is diffi-
cult to express mathematically, and conservative 
approaches are applied by defining failure as some 
identifiable prior event. One such limit from mate-
rial science is the yielding criteria of ductile materi-
als such as steel. The stress-strain relationship of a 
material under some loading is linear up until the 
yielding point, and the material behaves elastic in 
this region. I.e. unloading the material will bring it 
back to its original unharmed state3. For continued 
loading beyond the yield point, the material will 
exhibit plastic behavior until rupture.

3Ignoring other failure modes such as fatigue.
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A limit state defined from the yield criterion 
can be illustrated as the dashed line in Figure  5, 
whereas the boundary of the structural failure set 
(black line) represents material fracture4. Imagine 
an anomaly detection agent that warns whenever 
the system behaves outside the normal operating 
envelope, and estimates procedures for moving the 
system back into normal operation. For elastic 
material response (leftmost point), the data used 
to train the model is still valid. But when materi-
als are pushed closer to their limits, some proper-
ties are fundamentally changed. The elastic limit 
will change due to work hardening, and the stress-
strain curve is no longer valid. Furthermore, when 
the material is over-utilized over a certain thresh-
old, the reduction of load may initiate failure 
modes previously non-relevant, and uninformed 
decisions may be catastrophic.

This example is an oversimplification, but illus-
trates some challenges with introducing purely 
data driven agents. Due to the increased compu-
tational capacities and scientific models available 
today there is an increased push to utilise systems 

closer to their limits. In the above example this 
means allowing operation closer to the true fail-
ure limit, and compensating by increased control, 
uncertainty reduction, and more detailed under-
standing of the failure modes.

5 CONCLUDING REMARKS

The field of ML is largely based on statistical meth-
ods, but with a focus that is shifted more towards 
predictive accuracy and with limited attention 
towards model interpretation and testing hypoth-
eses on causes and effects.

For tail events in high risk environments the 
modeler is faced with additional challenges, as 
the tolerance for error is reduced and accuracy 
is needed in distribution tails rather than where 
the main bulk of data is. Because of this, opaque 
black-box type models are difficult to work with as 
the means for falsification may be limited to obser-
vations of future performance.

Therefore, research and development of ML 
models for such applications should be guided 
towards enabling incorporation of causality con-
straints reflecting the modeler’s phenomenological 
knowledge.
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