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Chapter 1

Introduction

Over the last decade the amount of money at the top of world football has
exploded. TV-revenues has increased manifold and the big clubs can spend
money equivalent to a small nation. This increase in money also increases the
need for competitive edges, any tool that can make the team just a fraction
of a percent better will be worth millions in the upper echelons of the game.
This is the reason statistical analysis has become popular in certain circles
of football, a sport that historically has been very conservative.

Statistical analysis in football got off to a bad start, and many [Wilson,
2013] would blame one man in particular for this. That man is Charles
Reep. Reep was an accountant and amateur statistician. His analysis on the
game, in short, was that most goals are scored from passes of play of three
passes or less, therefore everybody should try to move the ball up the field
as fast as possible. The flaw in Reep’s analysis was that almost all passes of
play was of three passes or fewer so, in fact, the long balls were less effective
than they should have been.

Reep attained some influence with his analysis and also some infamy, his
nickname of ”The founder of the Long Ball” shows both sides of this. He did
undoubtedly influence the game, but the long ball has become a somewhat
derided part of football, especially British football where his influence was
most felt. It is unfair to put all the blame on one man, but it is interest-
ing how much farther other sports, notably American sports, have come in
adapting statistical analysis.

In this paper I will use statistical analysis on football, but narrow it to only
goalkeepers. Statistical analysis in football has been getting more popular,
even in the big sports media [Sky]. There are some problems with adopting
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analysis developed for American sports, namely that American sports has
rules more favourable towards statistical analysis. Think of baseball: the
batter gets 3 tries to hit the ball, the pitcher can throw with a certain veloc-
ity and spin. Even basketball and ice-hockey has more shots more tackles,
more of everything, because the pitch is so small.

I have therefore decided to focus my analysis on goalkeepers, a field of study
that has been largely ignored by the budding statistical football community.
In focusing on goalkeepers I hope to remove some of the natural variance
inherit in football, although I will not remove it all. I focus my attentions
on saves and claiming crosses as they are key parts of a goalkeepers respon-
sibility.

I make models for predicting the outcome of shots and crosses, and then
compare a keepers performance according to the model with his actual per-
formance and find some interesting trends and patterns. I stayed away from
the passing and distribution of a goalkeeper as that would require a analysis
of all passes made and I leave it for others. It would be interesting, however,
to see something like a packing [Rhind-Tutt,2018] for goalkeepers. Packing,
in football analytic terms, is a measure of how many opponents your pass
or dribble bypasses. Since goalkeepers mostly have the ball facing all 11
opponents, packing could show keepers that do well in initiating attacks for
his/her team.

In focusing on crosses and shots I would be able to remove some, but not
all of the natural variance in play. The data I got, from Opta, was not as
detailed as I would have liked and there are several ways, mentioned in the
paper, I think that the data itself could be improved to get a fuller picture
of what goes on on the field.

I think I did a good job of explaining the basics of football statistics, but
to get much further I believe there has to be more consideration of tactics
in football analysis. For instance, if I see a goalkeeper under-performing on
claiming crosses I would think she/he is doing a bad job. In reality this might
be a tactic from the team where they routinely have many defenders in the
box to deal with crosses (again an area where better data would help). Also
in set pieces, which I eventually decided not to analyse, a consideration of
tactics would be helpful. In all a cooperation between the statistician and
the expert in the field is advantageous for all parts in all fields of study.

The R-code for this paper is uploaded to https://github.com/PillyBilgrim/.



Chapter 2

The Data

The data used for this analysis has been collected by Opta. Opta is a sports
data company founded in 1996 that collects and analyses data from several
sports over the entire world. It is valued as the most reliable collector of de-
tailed data in football and has data from every big to medium sized football
league in the world.

2.1 Structure

The data cover the 2015 and 2016 seasons of the Norwegian Tippeliga, plus
some matches from the 2017 season. The Tippeliga has winter breaks so each
season spans just one year, in contrast to say the Spanish Liga or the English
Premier League. There are also data from the Champions League and Eu-
ropa League for the 2015/2016 and 2016/2017 seasons, from the group-stages
to the final. All in all, there are 1070 different matches available.

The data are contained in several databases, containing different parts of
information about the leagues and matches. These are:

• Competitions

• Seasons

• Teams

• Matches

• Team Results
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6 CHAPTER 2. THE DATA

• Players

• Squad Entries

• Player Results

• Events

In the following I will go through each of them explaining what they contain.

Competitions. The Competitions database only contains the names
and the id-number for the competitions that are in the data. In this case, the
Tippeliga, Champions League and Europa League. These have id-numbers
90, 5 and 6 respectively. These id-numbers are used to identify which com-
petition a match belongs to the Matches database.

Seasons. Seasons is just a list of the seasons covered by the data. Each
season has its starting year as it id-number. So the 2015/2016 season, with
the usual summer break, has id-number 2015. As previously mentioned the
Norwegian league has a winter break, much owing to the weather conditions
in most of the country, so in that case the id 2015 refers to the 2015 season.
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Teams. This database contains all the teams that are present in the
data. Each row is a different team and shows some basic information about
the teams, such as its place of origin and the time of its foundation. Each
row also has an unique id-number for each team.

As it can be seen on the picture below, even on what should be simple
information such as the city in which Tottenham Hotspur is located (Lon-
don) there is information missing. I do not know where these holes in the
data are coming from, whether from recording or if they have gotten lost in
the somewhat circuitous route it has taken to my analysis, but it has made
some avenues of exploration of the abilities of the goalkeepers in this text
unavailable.
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Matches. Here every match is given its own row and a unique id-
number (a match-id). The database also has columns for season-id and
competition-id. In addition, it gives some basic information about the cir-
cumstances of the match, such as weather, attendance, match-day number
and kick-off time. The winning teams match-id is given in its own column
(with no value if the game was a draw). The database also has a lot of
columns that are supposed to give the times when each period of play starts
and stops, but these columns have not been filled in. I suspect that the
recording of this was stopped before the 2015 season or, at least, for the
competitions given to me.
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Team Results. This database contains two rows for each match recorded
in the data, one entry for the home team and one for the away team. To each
row is given an id-number, which is not the same as the match-id. The match-
id is also given in a separate column. Each row also gives the number of goals
the team scored along with the competition-id and the season-id. There are
several columns giving summary statistics for the team and match, such as
the number of accurate chipped passes, but these columns are so sparsely
filled in that they are completely useless for any analysis. It can be seen in
the following example from the database,



10 CHAPTER 2. THE DATA

Players. A database of all players featuring in the data. Each player
is identified by his own id-number and there is some information on each
player, like preferred foot and birthplace. Unfortunately the columns con-
taining these are not filled for each player.
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Squad Entries. This database gives the registered squads for each
team in the different competitions. Each row is given to a specific player
for a specific competition. Along with the ids of player, team, competition
and season, there is also another id-number for the squad-entry. There are
also columns for the date when the player joined and left the club, and the
shirt number of the player. As I will solely focus on goalkeepers, the columns
concerning position is useful to identify the players that were in goal in the
Tippeliga in those years.
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Player Results. This database is supposed to give summary statistics
for each player for each match recorded. Basically the same type of statistics
recorded in the Team Results database only for a single player, for example
the number of backwards passes. Unfortunately the database is so incom-
plete that it is not usable.
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Events. Events is the main database for this data, it contains all events
for every match. Tackles, passes, shots etcetera. Every event is given an id-
number, a position on the pitch and a time along with identifiers for matches
and players. Each event is given two id-numbers, one for identification across
all databases and one event-id to connect to other events as will be explained
in detail later. Each row also has a type-id that shows what kind of event it
is and a list of qualifiers that give more specific details for each event. These
two columns need a more thorough explanation, given below.
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Type Id. The type-id is used to distinguish different sort of events, so
any event within the rules of the game gets a unique number. In the Opta-
manual [Opta] there are listed 77 distinct types of events, from a simple pass
(number: 1) to a contentious referee decision (number: 65). There is no
use in me listing them all, as they are listed in the referred manual. The
important ones from a goalkeeping-analysis perspective are:

• 1: any pass during a match, includes all kicks of the ball intended to
reach a team-mate

• 10: any save made by the goalkeeper, this event is for the goalkeeper

• 11: goalkeeper makes a claim of a cross or high pass

• 13: shot that missed the goal

• 14: shot that hit frame of the goal

• 15: any saved shot, this event is for the shooter of the ball

• 16: goal, this event is for the goalscorer

• 41: goalkeeper punches the ball
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Qualifiers. The qualifiers gives extra information about each event.
The information here is more specific to the type of event, for instance a
pass or a shot can have an end point specified in the qualifiers. There are
hundreds of qualifiers specified in the manual, so I will not write a full list of
them. Rather I will mention what type of qualifiers are useful for the shots
and crosses I have analysed in this text.

Shot-qualifiers. The most important qualifier for this analysis is the
shot placement-qualifier. This gives a value from 0 to 100 on where the shot
crossed the extended goal line and at what height. Since I am solely looking
at shots on target, I resize the values such that they range from 0 to 1 inside
the goal. The point (0,0) is then the bottom left-corner for the keeper and
(1,1) is the top-right.

Another group of important shot-qualifier is the type of body part used
for the shot. There are four qualifiers for this; left foot, right foot, head
and other. There are also a lot of more subjective qualifiers for the shot, for
instance one for strong shots and one for dipping shots. One qualifier that
I have seen often used in other analysis is the big-chance qualifier, which is
used to identify what the data-collectors define a big chance.

2.2 Form

Here I will show the summary statistics and try to give a overview of how
the data appears for the shots and crosses analysed in this paper.

Shots I have extracted all shots and goals in the seasons of Norwegian
Tippeliga available for me. There are 16 teams in the current version of the
league, which over two seasons gives 480 matches. I only have 464 matches
in the data, and seven of those are from the 2017 season. In all I have 217
from the 2015 season, 240 from the 2016 season and 7 from the 2017 season.

Recording all the shots from these matches gives me 9471 data-points. This
is excluding shots that where blocked by a defender, as they do not involve
the goalkeeper in any way. Excluding shots that went off target reduces the
dataset to 4171 data-points, where 100 of these are penalties. Looking at
non-penalty shots I have 4071 cases..

Figures 2.1 and 2.2 show the shot position and the placement of all shots
in the league over the 264 matches. The green dots are saves and the red
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Figure 2.1: All shots’ position

dots are goals.

Figure 2.2: All shot’s placement

It is immediately clear that both position and placement are highly correlated
to the chance of a save. Shots positioned further out and to the side is clearly
more likely to be saved. This is intuitively correct as shots further out gives
the keeper more time to react and allows him/her to narrow the angles by
standing further out on the field. The same applies to shots from the sides,
the goalkeeper can position herself so that he/she more easily covers the goal.
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I have to mention the weird pattern in the position of shots, where you
can trace the 16 meter box, and even the D on the top. Initially I thought
this to be a fascinating shooting pattern where maybe the line of the defence
made it almost impossible to shoot accurately from that position, the fact
that the D also can be traced would contedict that. In the end it seems to
be a quirk of the way Opta records data. I have been assured by people
working with Opta-data that this occurs because the people recording the
data are unwilling to place events exactly on the line (all events are recorded
by hand). This is slightly annoying for analysis, but it will not create issues
as we can extrapolate over the region and there is no reason to think that
shots from that region will deviate significantly from the rest.

Figure 2.3: Distance of shots ending in goal or on target.

Another interesting thing is the red dots in the two bottom corners of the po-
sition map. In the 264 matches from the Norwegian league I have on record,
there were seven goals recorded as scored directly from corner. This seems
to me to be very high, as goals direct from corners (olimpico in Italian) is
a rare event. I have removed shots directly from corner from my shooting
model, as they are not technically shots and they skewed the model heavily,
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giving shots taken from all the way from the throw in line a higher chance
than further in. I, instead, added them to the corner-analysis.

In the data the locations of events is given an x- and a y-coordinate ranging
from zero to 100, going from the keepers goal and out and from the keepers
left to right. Immediately this raises a concern because football pitches can
vary in size, but according to the rules for the Norwegian Tippeliga [NFF,
2018] all stadiums are required to have the same dimensions, 105 by 68 me-
ters. There might be small deviances, but I do not think this will affect the
analysis overly. I will keep the 0-100 scale for the pitch, but make the ade-
quate adjustments when computing lengths. Each shot also gets an x- and
y-value for the placement of the shot, I normalise them to range from 0 to 1
going from right to left and from the ground to the crossbar.

Going more into numbers the average x-value for all shots is 13.8 (again;
out of 100) and the y-value is 50.5, which means keepers face slightly more
shots from their right side than their left. For the placement statistic the
average shot is right down the middle fairly low, with average values 0.500
for x and 0.322 for y. There are 1264 goals and 2807 saves, so the baseline
save-percentage is about 2/3 (0.6895112 to be more precise). This is right in
line with data from other leagues [The Guardian, 2018].

There are 167 shots from direct free kicks, 435 assisted by a corner, 212
assisted by other set pieces, 105 coming from an Opta-defined fast break
[Opta] and 3152 coming from open-play. When it comes to the body part
used for the shot 2230 was hit with the right foot, 1153 with the left, 671
was headers and 17 was with another body part.

When it comes to what Opta defines as a big chance (as mentioned above),
the correlation with the probability of a save is undeniable. For shots on
goal the rate of scoring for what is determined as a big chance is 0.62 and for
what is not; 0.20. As might be expected a big chance is strongly correlated
to the location of the shot, based on pure distance the correlation is -0.49.
Here is an overview of the most important variables, and their correlation
with goals, this is for shots on target only.

Variable Big Chance Distance x-position Distance from center
Correlation with Goals 0.40 -0.32 -0.29 -0.25

Variable Free Kick Corner Set Piece Fast Break
Correlation with Goals -0.03 0.10 0.02 0.06
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Variable Right Foot Left Foot Head Other
Correlation with Goals -0.03 0.01 0.03 0.01

Variable Vertical Placement Horizontal Placement
Correlation with Goals -0.00 -0.02

Variable Horizontal distance from middle of goal
Correlation with Goals 0.32
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Crosses. For crosses the data are more limited. A cross is recorded as
a pass (type: 1) in the data, and then given a qualifier to specify it as a cross.
That means each cross has all the possible qualifiers associated with a pass.
The problem is that while a pass has a lot of qualifiers, the event of a keeper
claiming the ball has not. Often there is no qualifier for a claim, or there is
only the related event qualifier. I have tried to connect each claim with a
failed cross using the time stamp on each event, but the loss of data is too big.

There are 2194 claims recorded for the Norwegian League, these are sup-
posed to be from a keeper ”catching a crossed ball” [Opta]. Of these I can
connect 893 to crosses from open play and 521 to corners. That leaves 780
claims unaccounted for. Looking at some of the claims that did not get
paired with a cross might give some insight into what is going on. Here is
the details of one of these claims.

id match_id team_id player_id

546392930 788421 3376 124132

qualifiers

{"88": true, "56": "Back", "233": 425}

event_id type_id period_id min sec

341 11 1 42 18

outcome keypass assist x y

True NA NA 3.2 48.5

As is seen, this event has a related opposite team event. In most cases this
is a cross, but here it must be something different. Looking at events around
the time given here in the same match reveal the event that lead to the claim.
Here is a typical example of a non-paired claim.

id match_id team_id player_id

689938306 788421 307 116099

qualifiers

{"56":"Center","140":96.9,"141":50.3,"155":true,"212":23,"213":5.7}

event_id type_id period_id min sec

425 1 1 42 16
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outcome keypass assist x y

false NA NA 79.1 69.9

This is a chipped (qualifier 155) pass from location (79.1, 69.9) for the
attacking team, ending up at the point of the claim (96.9,50.3). Or, as it is
recorded in the claim the point (3.2, 48.5) for the defending team. ”212” and
”213” gives the length and angle of the pass.

Figure 2.4: This looks very much like a cross

This is registered as a pass, not a cross. Yet the event of the keeper taking
possession of the ball is logged as a claim of a cross. This presents only a
minor inconvenience for pairing the claim with the cross/pass, the related
event qualifier is there so I can go through all passes to find the claim-pass
pair. The inconvenience is that there are over 400 000 passes logged for the
matches I am looking at.

A bigger problem is for claims with no related event. Here is an example.

id match_id team_id player_id

1946831119 788421 3376 124132

qualifiers

{"88": true, "56": "Back"}
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event_id type_id period_id min sec

398 11 2 46 55

outcome keypass assist x y

True NA NA 5.1 52

By again looking at the match (incidentally the same match as the other
claim) I find the event leading to the claim.

id match_id team_id player_id

283841538 788421 30 34339

qualifiers

{"3":true,"56":"Center","140":91.5,

"141":49.8,"168":true,"212":11.3,"213":0.9}

event_id type_id period_id min sec

468 1 2 46 52

outcome keypass assist x y

false NA NA 84.9 36.7

This is a headed (qualifier 3) pass from the point (84.9, 36.7) into the center
of the box, where keeper claims. It seems this header came from a long free
kick forward being headed on into the box. I do not know why it is not
recorded as a related event.

All in all there is not too many such cases, so I decide to discard them
instead of spending an disproportionate amount of time finding their related
events. Although I do program in some extra searches as can be seen in the
R-file



Chapter 3

Regression Theory

Here follows a brief theoretical introduction to the different regression models
I have used in this paper. I will not go into all the details about how each
model works, but I wil give a brief account that can be understood by people
with only a rudimentary knowledge of statistics.

To begin with: an explanation of syntax. I will use capital letter X and
Y to denote random explanatory and response variables, respectively. For
realized values of the same I will use lower case letters. Functions will be
symbolized by lower case letters starting from f and going up the alphabet.
So to denote a function from the explanatory variable to the response I will
write

f(Xi) = Yi

Xi is here a vector of values of several explanatory variables, and the subscript
indicates that it is the i’th value in the data. The idea of regression is to search
for a function that fits the data well among a group of functions specified in
advance where the true function is assumed to be, and then use this function
as an approximation of the true relationship between the variables. The
approximated values will be indicated by a tilde over the symbol, as so

f(X) ≈ f̃(X) = Ỹ ≈ Y,

where f̃(·) and Ỹ means approximation of their true value.

Every such function will naturally not fit the data perfectly and the search
for the function to best fit the data is a complex task with no clear answer.
Usually the decision of which function to choose is based on several differ-
ent and sometimes opposing arguments. One such restriction is to decide
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beforehand what type of functions should be looked at; should they be poly-
nomials, exponential, sinus-waves etcetera. This choice is often made based
on some assumptions about the data, and it is often made at the beginning
of the analysis to restrict the search to a reasonable level. I will show some of
the reasoning for what function-group to choose for binary response-variables
below.

Another argument in choosing the right function is related to the difference
between the recorded data and the estimation by the chosen function. The
form that this difference takes depends on personal choices and the function-
group chosen. The most simple and widely used measure is the squared
error

SE(i) = (yi − ỹi)2.

When the squared error is used on a Linear Model (see next section) the
measure has the desired property that the model that minimizes the squared
error is the model that is most likely given the data. That is of all linear
models, the one that gives the highest probability to the joint data-points is
the one that minimizes the squared error. The squared error is therefore the
maximum likelihood estimator (mle) for linear models.

One error-estimation that will be used a lot in this paper, and is used a lot
for binary response variables, is the deviance. The formula for the deviance
of the i’th data-point is

Dev(i) = −2 ∗ [yi ∗ log(ỹi) + (1− yi) ∗ log(1− ỹ)].

Used on binary-response variables this is the maximum likelihood estimator.

3.1 Linear Model

One of the simplest and most used type of model is the Linear model. A linear
model is made by assuming that the response variable is linearly linked to
each explanatory variable. In the case of one explanatory variable this means

f(x) = α0 + α1x = E[Y |X = x].

If the model includes more explanatory variables these will be added linearly
with their own coefficient (the α’s). To model, for example, the example of
probability of a save, an intuitive explanatory variable is the distance from
the goal that a shot was taken from. If I use this in a linear model I get
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Figure 3.1: A linear model is not a good fit for a binary response variable. Among other
issues a straight line does not confine itself to realistic probability values.

f(x) = 0.395 + 0.0176x.

From figure 3.1 two things are immediately clear from this simple plot. First,
although it seems that the distance from the goal is correlated to the prob-
ability of a save (with t-value = 18.39), it is clear that other explanatory
variables are needed to better predict y. The plot shows that there are a lot
of shots taken from a short distance, therefore further information is needed
to differentiate shots with a high probability and shots with a low proba-
bility of saves. Luckily, the dataset I am analysing contains several other
explanatory variables containing information about the shots. The choice
of the variables and the model-building process is explained in the following
chapter.

Moreover, from figure 3.1 it can be seen that a linear model is not appro-
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priate for a binary response variable. To see this just notice that, according
to the model, the probability of a save when the distance is larger than 40
meters is over 1. This will happen for any non-zero value given to α1, so this
is a major flaw. Here is where the Generalized Linear Models (GLMs) are
useful.

3.2 Generalized Linear Models

The GLMs do not assume a linear relationship between the explanatory
and response variables, instead they allow a linear relationship between the
explanatory variables and some non-linear function of the response variable.
In formula, assuming again only one explanatory variable

f(x) = α0 + α1x = h(E[Y |X = x]).

Setting the h-function as the identity function gives an ordinary linear model,
which is why this is a generalization of the linear model. Since the response-
variable is the quantity of interest the formula is often reported as

h−1(f(x)) = h−1(α0 + α1x) = E[Y |X = x].

Here the h-function, or link function, is fixed by the model, so it is important
to choose the right function. There are several well-known link functions, but
I will not spend time examining all of them. Rather I will focus on the one
that is most intuitively useful for the specific setting of this text, namely the
analysis of saving shots and claiming crosses.

Often the choice of link function is based on considerations of the kind of
variable we are dealing with. As I showed in the section above, the binary
variables are not well suited for a linear model, so a well chosen link function
could help create a better model. The most commonly used link function for
binary response variables is the logit. Looking at the input of the function as
a probability (as mentioned is natural for binary regression) the logit comes
from taking the natural logarithm of the odds of the input, so

h(E[Y |X = x]) = logit(E[Y |X = x]) = log

(
E[Y |X = x]

1− E[Y |X = x]

)
= α0 + α1x

which gives the inverse link function

h−1(α0 + α1x) =
eα0+α1x

1 + eα0+α1x
= E[Y |X = x].



3.2. GENERALIZED LINEAR MODELS 27

Figure 3.2: A general linear model with logit link-function fits the data better than the
linear model.

Again with the same example I get α0 ≈ −0.736 and α1 ≈ 0.0989 which
gives the function

e−0.736+0.0989x

1 + e−0.736+0.0989x
= ỹ

We see from figure 3.2 that the problem with the estimated probability ex-
ceeding 1 is solved, as the inverse logit transformation returns values in the
interval [0, 1] which is why it is so popular with binary response variables. A
simple GLM is often the best for binary variables, but the assumption that
the explanatory variables are linearly linked can sometimes be too restrictive.

As a measure of the fit of value one can look at the average absolute distance
of the fit from the actual value of each point∑n

i=1 |ỹi − yi|
n



28 CHAPTER 3. REGRESSION THEORY

which gives 0.385 for the GLM and 0.390 for the linear model. So even
though the GLM fits the data slightly better and the output is now between
0 and 1 as desired, the fit is not that much better, only 0.005.

So what to do to find a better fit for the data? The obvious answer is
to add more explanatory variables, but since this is an introduction to the
various models of this text, I will delay that option for a while and look at
some other models.

3.3 Generalized Additive Models

The Generalized Additive Models (GAMs) are further generalization of the
GLMs. In the GLMs the explanatory variables are assumed to be linearly
linked to a function of the response variable, as discussed above. In the
GAMs this condition is loosened somewhat so that only the additive element
of linearity remains. What that means is that the explanatory variables are
linked to a function of the response variable through a sum of functions,
called base-functions, of the explanatory variables. In formula ,

f1(x) + f2(x) + ...+ fm(x) = h(E[Y |X = x])

for some m. For just one explanatory variable, as I have restricted this
introduction to, there is theoretically no need for more than one base function
since this function can be itself a sum of functions. Normally, however, these
functions are chosen from a set of simple basis functions, as restricting the
set of functions is necessary to avoid overfitting. This means that the result
will be in the form

f(x) =
m∑
i=1

αigi(x),

where the gi(·)’s are the chosen basis functions and αi are scalars. Each basis
function may use as many of the explanatory variables as necessary. One of
the most used and flexible type of basis-functions are the splines.

3.3.1 Splines

Splines are functions made of piecewise polynomials with added restrictions
to impose smoothness among the pieces. Starting with the piecewise poly-
nomial part, it means that the support of the explanatory variable (I am
still assuming only one variable for now) is split into several smaller intervals
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Figure 3.3: A simple piecewise linear fit to the save-variable with distance as
the only explanatory variable. The discontinuity is very unwanted.

and then a polynomial is fit on each interval separately. The degree of the
polynomial is often chosen to be two or three, in order to not overfit the data.

Here I have fitted the data linearly on two independent intervals, chosen so
that the breaking point, called knot in splines notation, is the median of the
distance variable. I have not added any smoothing effect, as you can see with
the discontinuity at the knot inf figure 3.3. For the technically minded, the
basis functions for this model is

g1(x) = 1,

g2(x) = x for x ∈ [0, xmed),

g3(x) = x for x ∈ [xmed,∞),
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where xmed is the median of the xi(·)’s. The basis function is then used in a
general linear regression as described in Chapter 3.2.

I would not recommend to use this method for the specific data here, but I
reported it to highlight a problem with the simple piecewise linear approx-
imation, namely that the function is not continuous in all points. Without
further restrictions there will be a discontinuity at the knots.

To fix this issue we just impose restrictions to force the functions to not
have discontinuity at the knots. The level of restriction vary: one can only
impose continuity at the function level, but can also extend the requirement
to the derivatives. The more restrictions the smoother the function will be.
The drawback for more restrictions is a less accurate approximation to the
data, but, as we know, this is not necessarily a bad thing.

Using the basis functions

g1(x) = 1, g2(x) = x,

g3(x) = (x− xmed)+,

where the subscript + indicates the positive part of the function, will force
the approximation to be continuous at the knot. This can be generalized to
higher degree polynomials and more knots. Consider, for example, a cubic
spline, where each interval is fitted with a third degree polynomial and the
knot have continuous second derivatives. When there is only one knot on the
median, the basis functions become

g1(x) = 1, g2(x) = x,

g3(x) = x2, g4(x) = x3,

g5(x) = (x− xmed)3+.

In the general p-th degree case we get the truncated power series

gj(x) = xj−1 for j = 1, 2, . . . , p+ 1,

gp+1+j(x) = (x− kj)p+ for j = 1, . . . , K
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where K is the number of knots, and ki is the value of the i-th knot.

Often fitting splines to a data-set creates troubles at the border of the sam-
pled values, due to the nature of fitting higher order polynomials. The poly-
nomials, indeed, will always be dominated by the higher order for big positive
or negative values of the input, and so the regression fit will grow exponen-
tially at the borders.

A useful tool to solve this issue is to force the spline to be linear past predeter-
mined boundary points. With only one explanatory variable, the boundary
points are the smallest and largest knots. A spline with this additional con-
straint is called natural. The most used natural spline is the cubic natural
spline. To find the basis-functions for a cubic natural degree spline, consider
the function

f(x) =
3∑
i=0

αix
i +

K∑
j=1

βj(x− kj)3+ (1)

Since the function should be linear for x < k1 and the second sum is all zero
for these x, I have the conditions

α2 = 0 and α3 = 0

which takes care of the constraint for the first interval. For the last interval
let us expand the cubic term in the second sum of equation (1)

f(x) =
3∑
i=0

αix
i +

K∑
j=1

βj(x
3 − 3 kj x

2 + 3 k2j x− k3j )+

in the final interval all the addends are positive, so

f(x) =
3∑
i=0

αix
i +

K∑
j=1

βj(x
3 − 3 kj x

2 + 3 k2j x− k3j )

= f(x) =
3∑
i=0

αix
i +

K∑
j=1

βjx
3 −

K∑
j=1

βj3 kj x
2 +

K∑
j=1

βj3 k
2
j x−

K∑
j=1

βjk
3
j

and it is clear that
∑K

j=1 βj = 0 and
∑K

j=1 βjkj = 0 make it linear in x.

This can be easily generalized to higher orders. The basis for the natu-
ral cubic spline should have two elements less than the unregulated cubic
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splines, since there are two additional linear constraints. To find a basis for
the natural cubic spline, I first rearrange two of the restraining conditions

0 =
K∑
j=1

βj ⇒ βK = −
K−1∑
j=1

βj

and

0 =
K∑
j=1

βjkj =
K−1∑
j=1

βjkj −
K−1∑
j=1

βjkK =
K−1∑
j=1

βj(kj − kK) = 0

⇒
K−2∑
j=1

βj(kj − kK) = −βK−1(kK−1 − kK)

⇒ βK−1 = −
K−2∑
j=1

βj
kK − kj
kK − kK−1

and then use all four in the expression for the function

f(x) =
3∑
i=0

αix
i +

K∑
j=1

βj(x− kj)3+

⇒ f(x) = α0 + α1x+
K∑
j=1

βj(x− kj)3+

⇒ f(x) = α0 + α1x+
K−1∑
j=1

βj(x− kj)3+ −
K−1∑
j=1

βj(x− kK)3+

⇒ f(x) = α0+α1x+
K−2∑
j=1

βj[(x−kj)3+−(x−kK)3+]+βK−1[(x−kK−1)
3
+−(x−kK)3+]



3.3. GENERALIZED ADDITIVE MODELS 33

⇒ f(x) = α0 + α1x+
K−2∑
j=1

βj[(x− kj)3+ − (x− kK)3+]−

K−2∑
i=1

βj
kK − kj
kK − kK−1

[(x− kK−1)
3
+ − (x− kK)3+]

⇒ f(x) = α0 + α1x+

K−2∑
j=1

βj(kj − kK)

[
(x− kj)3+ − (x− kK)3+

kK − kj
−

(x− kK−1)
3
+ − (x− kK)3+

kK − kK−1

]
And we have a basis with four less elements. Since the terms (kj − kK) are
constants, I can write them in a short form if I introduce the functions

dj(x) =
(x− kj)3+ − (x− kK)3+

kK − kj
.

Then the K basis functions can be written as

g1(x) = 1, g2(x) = x

gj+2(x) = dj(x)− dK−1(x), for j = 1, . . . , K − 2.

Using the natural cubic splines on the same data gives the plot in figure 3.4.

Using the average absolute error of the model I get a value of 0.377, so again
slightly better than that obtained with the GLM. The biggest advantage of
the GAM is the low probability of saving a shot from extreme close range.
While a shot from 0.1 meters in the GLM gave a probability of 0.31 of a
save, it is practically 0 in the GAM. This is definitively a more accurate fit,
since a shot from 10 centimetres is nearly in goal before the shot is taken
and should be nearly impossible to save. Surely, it is not realistic that there
is almost a one in third chance of saving it.

The real advantage of splines for our analysis is that one can fit splines to
a two-dimensional field (like a football-field), which gives a much better and
more accurate fitting to the data. The new basis for this two-dimensional
spline is given by a tensor product of the two marginal basis for the two
dimensions

gjk(x) = h1j(x1)h2k(x2)
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Figure 3.4: A natural cubic spline fit to the save and distance variables.

This is easily generalized to higher degrees, but since the dimension of the
basis grows big very fast it is recommended to not exceed two dimensions
in most cases [Hofner et al]. For my purpose this is not a problem. The
location of a shot and the placement of the shot on goal are both set in a
two-dimensional space and a two-dimensional spline is then perfect to capture
their effect.

So far I have only used the distance from goal for each shot, now that I have
two dimensions I can use the exact location on the field. It is intuitively clear
that a shot from straight down the middle from 10 meters is better than a
shot from almost the extended goal line from the same distance (see figure
3.5). But in the simple model only looking at distance both shots get an
approximate probability of save at 0.61.
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Figure 3.5: The shot from the middle of the field is far more dangerous than the one
that is almost from the byline.

I can either fit two different splines to the x-value and y-value of the location
or I can fit a two-dimensional spline on both. Below you can see a summary
of the model with a two-dimensional spline,

--------------------------------------

summary(Two-Dimensional Spline Model)

--------------------------------------

Formula:

save ~ f(x, y)

Parametric coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) 0.92914 0.04659 19.94 <2e-16

Approximate significance of smooth terms:

edf Ref.df Chi.sq p-value

te(x,y) 12.32 13.04 387.9 <2e-16

R-sq.(adj) = 0.156 Deviance explained = 12.9%

UBRE = 0.095496 Scale est. = 1 n = 3048

and a model with two marginal splines for x and y position.
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-----------------------------------

summary(Two Marginal Splines Model)

-----------------------------------

Formula:

save ~ f(x) + g(y)

Parametric coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) 2.2678 1.0962 2.069 0.03856

ns(x, df = 4)1 1.8796 0.2290 8.207 2.27e-16

ns(x, df = 4)2 1.2592 0.6418 1.962 0.04978

ns(x, df = 4)3 9.7254 2.1260 4.574 4.77e-06

ns(x, df = 4)4 13.2727 4.4782 2.964 0.00304

ns(y, df = 4)1 -4.1195 1.0254 -4.017 5.88e-05

ns(y, df = 4)2 -0.8837 0.6875 -1.285 0.19863

ns(y, df = 4)3 -4.4493 2.2296 -1.996 0.04599

ns(y, df = 4)4 -0.8152 0.8287 -0.984 0.32522

R-sq.(adj) = 0.147 Deviance explained = 12.1%

UBRE = 0.10291 Scale est. = 1 n = 3048

Figure 3.6: Heat maps for the two models using position on the field as explanatory
variables. The two-dimensional spline model looks more natural.

Their performance on deviance is similar; the two-dimensional spline explains
12.9% of the inherent deviance while the marginal splines explain 12.1%. The
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real difference is more clear in figure 3.6

The marginal spline model does not have enough interaction which makes
shots from the corner flag grossly overvalued, the two-dimensional spline on
the other hand gives an intuitively accurate picture of where the dangerous
shots are taken.

3.4 Boosting

The last tool I will add to this toolbox of regression analysis is Component
Wise Gradient Boosting. This is not a new form of model, but rather a tool
to fit regularized versions of GLMs and GAMs. Boosting is a technique to
improve an estimated function by iteration. The idea is to iteratively refit
to the data using weights decided by the former iteration. More specifically
the next iteration will be forced to focus more on the data points that the
last did the worst job on. Here is a general algorithm.

1. Begin with a non-weighted fit of choice f [0](x)

2. For m = 1, . . . ,

a) Compute the error of the previous fit f [m−1](x)

b) Adjust the weights according to the error

c) Refit the function using the new weights

3. This is done until some stopping measure is activated

Boosting has been called a ”council of fools” because it works by taking a bad
model and then iteratively refitting it to make a better one. Surprisingly, this
council of fools provides a better fit than just one fool would do. Boosting
was originally constructed for classification only (it comes from a machine
learning background, see Shapiero and Freud 1996), but has lately been used
also for statistical modeling and found to have good results (see, e.g., Mayr et
al, 2017). While I am interested in a binary outcome of both shots (save/goal)
and crosses (claimed/not claimed), a pure classifying function will not give
the insight into how a keeper is performing and will not reflect the inherent
randomness I believe to be in football. Therefore I will use boosting in the
modeling sense and focus on base-learner boosting.
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3.4.1 Componentwise Boosting

Componentwise boosting is a boosting technique using a GAM as the starting
model. The GAM, remember, is a model built up additively from simple
base-functions

f(x) =
m∑
i=1

αigi(x).

The important difference in the algorithm is in the updating of the function.
In base-learner boosting only one base function gets updated at each step.
The algorithm finds the base function that will reduce the error the most
and then updates it. A specific base function may be updated several times
during the iterative process. This means that the final result will also be an
additive model of the same base functions as in the ground model. The m
iterations only provide weights for each function,

f(x) =
m∑
i=1

ĝi(x),

where each ĝi(x) is a sum of the updates where the i’th base-function is se-
lected.

The most common way of boosting a model is by gradient boosting. The
iterations in gradient boosting is done by finding the negative gradient vector
of the loss function evaluated at the previous iteration

u[m] =

(
− δ

δf
ρ(yi, f

[m−1])

)
i=1,2...n

,

and then fit it to each base-learner separately. Then the algorithm chooses
the base-learner that best fits the gradient and updates the function with
this base-learner only.

The most important tuning parameter of a boosting algorithm is the stop-
ping criterion, in this case the number of iterations performed in the process.
While boosting is very resistant to overfitting (HAstie, et al, 2009) it is very
important to find the best number of iterations (see, e.g., Seibold, et al, 2018).
The best way to choose a stopping point is by cross-validation. The boosting
methods from the package mboost in R has an in-built cross-validation.



Chapter 4

Analysis

In this chapter I perform the analysis, using the statistical tools discussed
previously. I start with a detailed explanation of finding the right model for
the save-model. For crosses I do not go into the same level of detail as that
would be repetitive.

4.1 Finding the right shot model

To begin the analysis it will be useful to remember which variables are avail-
able. As response variables I will mainly consider saves/goals and crosses
claimed/not claimed. For shots, I have the following potential explanatory
variables.

• Position of the shot (x- and y-value on two dimensional pitch)

• Placement of the shot (x- and y-value on two dimensional goal-mouth)

• Body part used (right foot, left foot, head or other)

• Type of play leading to chance (open play, set piece, corner or direct
free-kick)

• Shot-strength (weak, normal or strong)

• Whether the shot was a big chance or not (as defined by Opta)

• Time of shot (in minutes)

• Number of saves previously made in the game by the keeper

39
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A keepers ability to save a shot is the defining quality of the position. Modern
trends has demanded that a keeper is both adept at reading the game and
brave enough to charge out of his comfort-zone to deal with through balls if
the defence is set high. Think Manuel Neuer of Germany in the World Cup
Final in 2014 where he clattered into Gonzalo Higuain of Argentina. The
modern keeper must also be a decent passer of the ball (extremely modern
trends has raised the expectation for some keepers even more in this regard).

As we have already seen in the previous chapter, the distance from the goal
of the shot is correlated to the probability of a save, yet there is still a lot
of variance left to be explained. Here we implement a boosting algorithm to
derive a model which describes the relationship between saves/goals and the
covariates.

Fitting a GLM

I will start with fitting a GLM model using almost all the variables for a shot.
The time and number the of previous saves are not considered at the moment
as they are not physical parts of the shot and their influence on the chance
of a save is not intuitive. They will be analysed later (see Section 4.4). I
group the variables naturally and implement second order terms where they
seem useful.

• x- and y-location of shot using splines with 15 degrees of freedom (vari-
able x and y),

• x- and y-placement of shot using splines with 15 degrees of freedom
(variable xg and yg),

• body part used for shot using ordinary linear function (variables xhea,
xfoot.l and xother),

• type of play leading to the shot using ordinary linear function(variables
xfast.break, xset.p, xfree.k and xcorner),

• power of shot using ordinary linear function (variables xstrong and xweak),

• if the shot came from a big chance or not using ordinary linear function
(variable xbig.ch),

• if the shot came from a one on one with the keeper (variable xoneone).
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The model will then look like this

h(z) = x+ y + x2 + y2+

xfast.break + xset.p + xfree.k + xcorner+

xhea + xfoot.l + xother + xoneone + xbig.ch + xstrong + xweak+

xg + yg + xg2 + yg2

With h(·) being the binomial link function. The result is given in the
following output

Deviance Residuals:

Min 1Q Median 3Q Max

-3.5749 -0.6530 0.3238 0.6464 2.5711

Coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) 4.846 0.8556 5.664 1.48e-08

x 0.1252 0.02968 4.216 2.48e-05

y -0.3359 0.03469 -9.683 < 2e-16

I(x^2) -0.00109 0.000942 -1.157 0.247376

I(y^2) 0.003428 0.000344 9.950 < 2e-16

fast.break -0.3823 0.2805 -1.363 0.172848

set.p -0.1379 0.2252 -0.612 0.540252

free.k -1.048 0.2888 -3.628 0.000285

corner -0.2057 0.1643 -1.252 0.210592

hea 0.9302 0.1591 5.848 4.99e-09

foot.l -0.03076 0.1155 -0.266 0.789986

other 0.9656 0.7263 1.330 0.183666

oneone 0.03972 0.2177 0.182 0.855207

big.ch -1.623 0.1339 -12.121 < 2e-16

strong -0.4452 0.2129 -2.091 0.036559

weak 2.390 0.4175 5.726 1.03e-08

xg 15.09 0.7925 19.037 < 2e-16

yg 3.199 0.6945 4.606 4.11e-06

I(xg^2) -15.24 0.7835 -19.448 < 2e-16

I(yg^2) -4.585 0.7930 -5.782 7.40e-09

Null deviance: 3804.1 on 3047 degrees of freedom

Residual deviance: 2581.7 on 3028 degrees of freedom

AIC: 2621.7
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First thing to notice is the one-on-one variable (coded as ’oneone’) being
nowhere near significant. This explains its exclusion from the boosting model
yet is slightly surprising given that one-on-one situations are some of the most
valuable chances in football. There are 145 cases of shots on goal taken from
a one-on-one situation and 75 of them resulted in a goal, which is higher
than the average for any shot on goal. So why is the variable recorded as
non-significant? The most likely explanation is that the one-on-one variable
is highly correlated to some other variables. Looking at figure 4.1, it is clear
that most shots from one-on-one situations are inside the box, making them
significantly closer on average (11.13 meters) than any shot (13.68). So what
if I only look at shots from a short to medium length? The rate of shots from
less than 16 meters away on goal that results in a goal is 0.430 (678 goals
from 1575 shots in the training set). This indicates that not all the variance
of the one-on-one is explained by distance. In fact looking at a GLM with
just distance and one-on-one as explanatory variables, I still get one-on-one
as highly correlated with the chance of a save.

Figure 4.1: The on-pitch location of all shots on target from one-on-one situations. The
pitch-markers are added with the ggsoccer-pack in r and is just an approximation.
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Deviance Residuals:

Min 1Q Median 3Q Max

-2.4101 -1.1196 0.5742 0.9055 1.6012

Coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) -0.761063 0.097052 -7.842 4.44e-15

r 0.100487 0.005998 16.752 < 2e-16

oneone -0.713833 0.174373 -4.094 4.25e-05

Null deviance: 3804.1 on 3047 degrees of freedom

Residual deviance: 3441.2 on 3045 degrees of freedom

AIC: 3447.2

All shots from one-on-one situations have been taken with a foot. This makes
sense as an attacker rarely lifts the ball up and heads the ball when she/he
is facing the keeper one-on-one. Since it does not seem that there is any
difference between shooting with the left or the right foot, I combine those
and adjust for using feet to shot in a new model, the result

Coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) -0.444367 0.112534 -3.949 7.86e-05

r 0.116463 0.006665 17.474 < 2e-16

oneone -0.553251 0.177178 -3.123 0.00179

foot -0.700841 0.115501 -6.068 1.30e-09

shows that one-on-one, while still significant, is being explained by the other
variables. Finally adjusting for the big-chance variable I get

Coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) 0.459518 0.140040 3.281 0.00103

r 0.072396 0.007491 9.664 < 2e-16

oneone 0.289733 0.190594 1.520 0.12847

foot -0.543213 0.122098 -4.449 8.63e-06

big.ch -1.319912 0.112412 -11.742 < 2e-16
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All one-on-ones are also big-chances according to Opta so it seems sufficient
to add big-chances to the model.

I can also simplify the variable/group pertaining to which body-part is be-
ing used to just a binary variable describing whether the shot is taken with
the foot or not. As previously mentioned there is no statistical or intuitive
difference between a left footed shot and a right footed one, and there are
only 11 non-feet non-headed shots recorded so it seems natural to simplify
in the aforementioned way.

Another variable group that can be simplified is the one describing the play
leading to the shot. It seems that only direct free kicks affect the outcome
statistically (p = 0.0003 in the GLM). The significance of the effect of a free
kick seems reasonable because a direct free kick is more difficult to save than
a shot from open play as the shooter will have no pressure on him while
shooting.

This also highlights a way that the data could be improved. In other data-
sets the pressure from the defence at the time of a shot is indeed recorded
[Statsbomb]. This information will most certainly be important for decid-
ing how ’saveable’ a shot is. Since this information is not available in the
Opta-database, the only glimpse we get of the effect of defensive pressure is
through the free kicks.

Fitting a GAM

To improve the modelling of the probability of saving a shot, I can use a GAM
instead. The major improvement here is the added flexibility I get using
splines for the location and placement of shots. Using the same variables as
in the latest version of the boosted model I get.

Parametric coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) 2.4945 0.1542 16.177 < 2e-16

free.k -0.7572 0.2879 -2.630 0.00853

foot -1.1206 0.1616 -6.935 4.07e-12

big.ch -1.3902 0.1312 -10.599 < 2e-16

strong -0.5699 0.2144 -2.659 0.00785

weak 2.3853 0.4146 5.753 8.77e-09

---

Approximate significance of smooth terms:
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edf Ref.df Chi.sq p-value

te(x,y) 19.96 21.18 274.1 <2e-16

te(xg,yg) 12.95 16.20 418.2 <2e-16

R-sq.(adj) = 0.393 Deviance explained = 35.4%

UBRE = -0.16875 Scale est. = 1 n = 3048

With deviance 2455.84 and 835.01 for the training and test set respec-
tively it outperforms the GLM by some margin. All the added variables are
valid for any reasonable p-test, and the ones that are not added gives a high
p-value. Therefore this seems like a reasonable group of variables to test out
in a boosted GAM model.

Fitting a boosted GAM

First I see how the boosted GAM model does with all variables present.

h(z) = fspline(x, y)+flin(xhea, xfoot.l, xother)+flin(xfast.break, xset.p, xcorner, xfree.k)+

flin(xstrong, xweak) + flin(xbig.ch) + flin(xoneone) + fspline(xg, yg),

Number of boosting iterations: mstop = 202

Selection frequencies:

bspatial(x, y, df = 15)

0.36633663

bspatial(xg, yg, df = 15)

0.30693069

bols(strong, weak)

0.11386139

bols(hea, foot.l, other)

0.10396040

bols(big.ch)

0.07920792
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bols(fast.break, set.p, corner, free.k)

0.02970297

Note that the algorithm favours the two locational groups heavily, the two
groups being selected for about two thirds of the iterations.

Looking at the deviance of the boosted GAM model, for the training set
the deviance from the mean value of y (≈ 0.684), that is the deviance of
a model with no explanatory variables (a null model), is 3804.076 and for
the test set it is 1224.338. For the boosted GAM model the deviance of the
training set is 2477.756 and 820.4529 for the test set. That is a deviance
reduction of about 0.35 and 0.33 respectively compared to the null model.

Remember, the deviance for the trimmed GAM mode was 2455.84 and 835.01
for the training and test set respectively. As it should the boosting algorithm
favours a slight reduction in test-error to a better training-error, which re-
duces the possibility of over-fitting.

Simplifying the two variable groups in the boosted model gives this sum-
mary

Model-based Boosting

Number of boosting iterations: mstop = 222

Selection frequencies:

bspatial(x, y, df = 15) bspatial(xg, yg, df = 15)

0.37387387 0.31081081

bols(strong, weak) bols(foot)

0.11261261 0.10810811

bols(big.ch) bols(free.k)

0.07657658 0.01801802
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The simplified body-part group gets picked slightly more often than the
more complicated one (0.108 compared to 0.103). Which is partly the re-
sult of the passage of play group being picked a fair bit less, only 4 times
(= 0.01801802 ∗ 222) compared to 6 for the more complicated group. With
a deviance of 2473.65 and 822.39 for the training and test set respectively
the results are very much comparable to the other model and the less com-
plicated model is preferred as there is less waste of resources. I will use this
model for the analysis and call name it MB for the rest of the paper.

A few words on the tuning of the algorithm. As can be seen on the out-
put above the number of iterations for the final model is 222. In the mboost
package in R this number is chosen by a cross-validation process. Initially I
set the maximum number of iterations and the algorithm chooses the halting
point. After some tests I find that there is no point in running the algorithm
beyond 300 iterations, as the result does not improve.

The way the algorithm chooses the number of iterations is by K-fold cross-
validation. The algorithm splits the data into a certain number (K) of subsets
and then fits the model on K-1 of them and uses the last subset as a test-set
for this model, finding the out of training deviance to decide how well it fits.
After excluding every subset once the algorithm has K approximations of the
model for each iteration. It then chooses the iteration with the lowest aver-
age deviance from the excluded sets. This process is a good counter-measure
for overfitting as its the subset that is not included in the fitting that decides
how well the model performs.

The biggest drawback with K-fold cross-validation is runtime. With too
many folds the runtime can become unreasonably long without improving
the final model by much. After some trying I decide to use K = 25 for model
MB.

4.2 Looking at a specific keeper: Iven Austbø

Here I will take a closer look at one specific keeper and see what kind of
conclusions can be drawn from the shots and crosses faced by this keeper
during the two seasons.
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4.2.1 Seasonal Analysis

Iven Austbø played for Viking FK during the 2015 and 2016 season. He is
one of the keepers with the most matches during these seasons and is there-
fore a prime candidate for analysis. On a personal note he was outstanding
for my favourite team Sandefjord earlier in his career and I have had admi-
ration for him ever since.

Austbø faced 241 shots over 58 matches for an average of about 4.2 shots per
game. He let in 66 goals for a save percentage of 72.6, which is slightly higher
than the overall average. Each shot at Austbøs goal is given a probability
of being saved by model MB. I can then sum these numbers for all the shots
faced by Austbø, this will then be the expected number of saves he should
make from the shots he has faced. If we compare his expected number of
saves to his actual saves over the two seasons it reads like this: expected
number of saves, 173.5; actual saves, 175. That is a difference of about +1.5
for the two seasons. Looking at each season individually, he has a difference
of +3.1 and -1.6 for the 2015 and 2016 seasons, respectively. What does these
numbers say?

From all the shots on goal in the dataset, I can draw 200 random shots
and pretend these shots were all faced by one keeper and then compare this
fictional keepers numbers to Austbø. Since the dataset is so large this fic-
tional keeper will have the numbers of an average keeper in the Tippeliga
facing 200 random shots. If I repeat this process many times, I can get an es-
timate of how unlikely it is that Austbø would have the performance he had
for these two seasons if he were an average keeper. I repeat the process 1000
times and it gives me a mean value of 0.18 and a standard deviance of 5.09.
So it seems that, based on this model, the performance of Austbøduring the
2015 and 2016 season of the Tippeliga is statistically similar to an average
performance.

In fact there are very few keepers in the dataset with enough shots faced
that deviate a lot in this regard. Here is a table of the 10 keepers who faced
more than 100 shots over the two seasons, with the difference between actual
and expected number of shots listed along with how many shots they faced.
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Name Difference Number of shots
Austbø 1.51 241

Braatveit 6.75 214
Bugge -10.00 227

Lie 4.48 178
Mande -3.51 239

Horwath -4.93 151
Hansen 2.47 127
Opdal -8.12 291
Origi 15.76 254

Rossbach 0.60 239

There is only one keeper that diverges from the mean by more than 2 stan-
dard deviations and that is Arnold Origi, the cousin of the more famous
Divock Origi, who played for Lillestrøm. Mostly powered by an impressive
2015 season (+13.33) he made almost 16 more saves than the model predicts.
Saving 16 goals for your team over two seasons can be worth quite a bit, so I
am slightly puzzled to see that Origi got released on a free after the 2017 sea-
son, especially since he won the Norwegian cup that year [Aftenposten, 2018].

As can be seen in figure 4.2 there is little pattern to find that a keep-

Figure 4.2: Comparing the difference between expected and actual number of saves for
the 10 keepers divided into seasons.
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ers performance is dependent over seasons. There is a slight tendency for
keepers to do better if they did better in the previous season, but with only
10 keepers having enough shots to make inference there is not enough data
to say anything definitive. This is supported from other analysis [Trainor,
2014].

The large remaining variance in the data is one of the biggest problems with
the analysis of a goalkeepers performance. There are many reasons for this
variance, and some of it is natural and cannot be regulated for. Yet there is
at least one way the data could be upgraded. A goalkeepers starting position
is crucial to the probability of him/her saving the shot. If a shot is placed
neatly in the corner of the goal we would think it will have a low probability
of being saved, but if we take into account that the keeper is standing near
that corner we would think the keeper would stand a good chance.

This is well exemplified by Austbø. His statistically best save gives a proba-
bility of a save as 0.08. The shot is recorded as

x y G big.ch

7.6 44 0 1

xg yg r free.k

0.1145833 0.05 8.13182 0

strong weak

0 0

So it is a shot from about 8 meters out from the centre of the pitch placed
low to the left of the keeper. It seems right, at least to me, that a shot from
that distance placed that well in the corner would likely end in goal, but
looking at the actual footage from the match in figure 4.3 gives a slightly
more complicated picture.

Now the save is still an impressive one, but maybe not the best a keeper
makes over two seasons. The problem here is that the shot comes from play
on the left side of the attack and a cross over into the middle. This forces
Austbø to move from his right sided post, where he stood in anticipation
of a shot when the play was on that side, over to the left side of the goal
where the shot is placed. He comes in with a lot of speed and can save more
easily on that side of the goal. Imagine for a second that Espen Hoff (the
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Figure 4.3: The best save in the dataset according to model MB, the data does not
capture the position and velocity vector of the keeper when the shot is made which heavily
affects the difficulty of the save.
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shooter) manages to shoot straight down the middle of the goal; statistically
this would be a worse shot with a higher probability of a save, but in the
present case all the momentum of the keeper would here work against him as
he would have to shift direction. A save would in reality be highly improba-
ble.

This is just one example and in other cases the probability given by the
model would more accurately reflect reality, but it certainly is not an outlier
when it comes to misrepresentation in the model.



4.2. LOOKING AT A SPECIFIC KEEPER: IVEN AUSTBØ 53

4.2.2 Single Match

Another way to look at a keepers performance is to look at the saves on
a per-match basis. Looking at pure numbers first, Austbø is recorded in
58 matches in the data-set. In reality he played them all, but as I have
mentioned there are some matches missing.

Number of shots Number of saves Expected number of saves Difference
4 3 1.3189232 1.68107683
4 3 3.1820157 -0.18201569
3 2 2.0154400 -0.01544001
6 2 3.6014693 -1.60146932
7 6 4.7431213 1.25687868
4 3 2.7644867 0.23551327
1 0 0.2056729 -0.20567290
6 6 5.3295313 0.67046868
3 3 2.7497542 0.25024579
3 3 2.3991555 0.60084450
4 0 1.1395802 -1.13958023
10 8 7.3498252 0.65017477
4 4 2.3971223 1.60287768
5 4 3.5820030 0.41799697
7 3 5.1965250 -2.19652495
2 1 0.5053571 0.49464286
2 2 0.9676998 1.03230018
2 2 1.5944493 0.40555068
1 1 0.9326544 0.06734555
1 0 0.1564734 -0.15647336
6 5 4.5025401 0.49745987
1 1 0.9424247 0.05757533
11 9 8.8392705 0.16072954
3 3 2.0442765 0.95572348
6 4 4.4889211 -0.48892110
2 1 1.6298132 -0.62981319
10 6 6.8767530 -0.87675297
1 0 0.5215643 -0.52156427
4 4 3.8178145 0.18218551
3 3 2.7094291 0.29057086
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Number of shots Number of saves Expected number of saves Difference
2 2 1.8307505 0.16924955
4 2 2.6671146 -0.66711458
5 4 3.5777473 0.42225271
6 5 5.2337497 -0.23374966
9 5 6.5938637 -1.59386373
3 1 1.4647548 -0.46475482
3 3 2.3517318 0.64826817
3 2 2.1261955 -0.12619553
2 2 1.3326071 0.66739293
1 1 0.7559848 0.24401516
7 7 6.0563823 0.94361771
4 4 3.6503181 0.34968188
3 2 1.8475684 0.15243163
6 2 3.5056543 -1.50565425
6 4 4.6629081 -0.66290814
4 2 2.2218740 -0.22187396
4 3 2.8979655 0.10203450
5 3 3.8662327 -0.86623273
2 1 1.7024379 -0.70243790
4 2 2.1600017 -0.16000165
1 1 0.9284377 0.07156233
6 6 5.3911402 0.60885983
4 3 2.9654714 0.03452864
2 2 1.3585847 0.64141526
6 5 4.4297335 0.57026648
4 2 2.1057621 -0.10576210
5 5 4.6893255 0.31067447
4 2 2.5350227 -0.53502273

To get some understanding of how well the model fits, I will take a closer look
at a match with a high volume of shots. Let me take match 23 in the list as
an example, which is actually match-day 25 in the 2015 season as the data
for match-day 23 and 24 are some of the missing matches. Austbø faced 11
shots in that match and let in 2 goals. This means he saved 9 shots, which
is quite a lot for one match, yet his over performance based on the model is
just around 0.16. That is, he was expected to save about 8.83 shots in that
match which indicates that the shots he faced where mostly not very good
(see figure 4.4). They are all from more than 11 meters away from the goal.

The model gives the probabilities of a save, given in the order from the plots
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Figure 4.4: The location of the eleven shots on target faced by Iven Astbø in the match
Rosenborg versus Viking 27.09.2015. The shots are numbered chronologically and the ones
that ended in a goal are coloured red the saves are coloured green.

1: 0.8905314

2: 0.6896584

3: 0.6848170

4: 0.9362195

5: 0.9275553

6: 0.9384996

7: 0.8369187

8: 0.3981390

9: 0.8654390

10: 0.8603791

11: 0.8111136

The two goals correspond to shot 3 and 8 in the table, which are, unsurpris-
ingly, the shots model MB identifies as the hardest shots of the match. The
second goal, the 8th shot, stands out as the shot the model MB values much
higher than the others, as the save-probability of just 0.4, against a median
of 0.78. Having gotten access to footage from the match I can take an even



56 CHAPTER 4. ANALYSIS

Figure 4.5: The placement in goal of the shots from the same match. The mouth of the
goal is between 0 and 1 horizontally and vertically.

closer look at the match. The match is away against Rosenborg the eventual
clear winner of the league that year, and the reports from the match indicate
that it was a very one-sided affair. To add to that, Viking had zero shots on
goal this match.

Looking at the footage from the match, many of the shots with a save-
probability of more than 0.9 are bad shots trickling straight to the keeper.
The 2nd shot, which is estimated by the model to be the best save of the
match, is in fact a very good save, as can be seen by the pictures in figure
4.6. What the pictures do not show completely is the speed of the shot. It is
not recorded as a strong shot, but as can be inferred from the way the save
is done, it is a fairly hard shot.

According to the model this shot is comparable in difficulty to the first goal.
Comparing these two shots from a human standpoint will give interesting
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Figure 4.6: Stills from the match depicting the 2nd shot for Rosenborg and the best
save of the match according to MB

insights into the accuracy and faults of the model. Figure 4.7 shows the
snapshots of the first goal.

Figure 4.7: Stills from the 3rd shot and first goal of the match. The Viking player (blue
shirts) that is about to fall in the second picture deflects the ball past Austbø.

From these snapshots and the model it would seem that Austbø, while not
being particularly at fault, could have done better. He did save an equally
valued shot only 15 minutes earlier. The problem is that this shot takes
an extreme deflection of the defender in the middle of the second picture,
completely wrong-footing Austbø. Adding deflections to the model gives no
noticeable effect, because a deflection can both make a save easier and harder
dependent on factors that are not easily put into a model, like how much the
ball changes direction and how much speed it loses from the deflection. These
factors are not present in the data I have access to.

My goal in this is to help in evaluating goalkeepers performance using ad-
vanced statistical methods, so what can we say about this performance? To
start with its helpful to see what others think of the performance. Its hard to
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find any evaluation, but tv2 [TV2,2015] gives him a rating of 6 out of 10 and
the reports are mostly focused on the dominance of Rosenborg. This gives
credence to my model over the easier ways of evaluating a keeper by just
counting the shots saved or the percentage of shots on goal saved. By these
last methods the performance by Austbø would be considered very good, as
saving 9 out of 11 shots is considered well above average. Yet the model says
that he performed only slightly better than what should have been expected.
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4.3 Modelling the Crosses

Facing crosses is one of the principle jobs of a goalkeeper apart from saving
shots. While using your hands most obviously is a help when trying to save
shots, the extra height provided by arms and hands in trying to reach a cross
is also an advantage that modern keepers have to use. Football is a game
of inches and the ability to reach a meter higher than most other players on
the field is a huge advantage.

Therefore a thorough analysis of crosses, from a keepers perspective, is very
useful in valuing a keeper. How aggressive should the keeper be, should he or
she stand further out from goal on crosses from the byline to cut out crosses
instead of standing on the line to prevent a shot from an angle where the
chance of scoring is vanishingly small? The answer to these questions can all
be aided by using statistical analysis.

Yet, there is a problem, and its a familiar one; the lack of detailed data.
As discussed in the part of the data chapter dedicated to crosses there is
not much detail on crosses and there are a lot of gray areas around what
constitutes a cross and an attempted claim. Yet, there are enough data to
make some rudimentary analysis and maybe get some idea of how it can be
improved.

In the same way as with shots, the idea is to make a regression model for
crosses and then draw conclusions based on the probabilities taken from the
model. I will only look at crosses that found a team mate or was challenged
by the keeper, as there are too many outcomes to a failed cross that is unin-
teresting to consider from a keepers perspective.

Unlike shots, a keeper can decide not to go for the ball facing a cross which ne-
cessitates a different type of model. There are then three different outcomes
to the crosses I am looking at; the ball reaches an attacker (a successful cross,
there are 2981 of these), the keeper successfully claims a cross (there are 1365
of these) and the keeper attempts to catch a cross and fails (there are only
59 of these).

As can be seen on figure 4.8 the keeper naturally feel safer claiming crosses
that fall closer to goal and a completed cross will also on average be more
dangerous closer to goal. The idea for this analysis is to make two models;
one that approximates the probability that the keeper will make an attempt
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Figure 4.8: The figures show all the crosses in the data. There is a clear
correlation between distance from goal and the goalkeeper attempting to
catch the cross.
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Figure 4.9: Plots of angle (left plot) and length of crosses (right plot).

at the ball, and one that approximates the probability of an attempted claim
being successful. Since there are only 59 attempted claims that are unsuc-
cessful the second model will be less accurate, yet I hope it will give some
insights used in conjunction with the first model.

Looking first at the model for the probability of attempting a claim. I have
2981 completed crosses and 1424 crosses where the keeper attempted to claim
it. As explanatory variables, I have the position in the box where the cross
ended up (I have discarded all crosses that ended up outside the box as the
keeper has little desire to claim those crosses), I also have the length of the
cross and the angle of the cross relative to the direction of the play. That
is it unfortunately, there are no more qualifiers that I could reliably extract
from the dataset.

As can be seen from the plot of crossing angles in figure 8 there is an obvious
division into two groups that correspond to the side of the field the cross is
made. The angle variable is in radians and as the data is only to the first
decimal the angle goes from 0 to 2π. To ignore which side the cross comes
from, as there is no indication that it is important, I simplify the angle to
go from 0 to π, where 0 means the cross is going backwards relative to the
direction of the attack, and π means straight forward. The length of crosses
needs no alteration. They are recorded in meters and can be used as is.
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To the models, first I look at all the crosses faced and the probability that
the goalkeeper will attempt a claim. First I use a standard GAM with the
position of the cross as a spline and the length (the variable ’r’) and angle
(the variable ’a’) in a linear basis function. I allow for a quadratic effect for
the variable angle (coded in the variable ’as’) as I have a suspicion that its
influence is non-linear. I withhold the variable for set pieces for now. The
result is

Parametric coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) 1.193986 1.053726 1.133 0.257

r 0.033799 0.007486 4.515 6.33e-06

a -6.552523 1.140797 -5.744 9.26e-09

as 2.418520 0.296903 8.146 3.77e-16

Approximate significance of smooth terms:

edf Ref.df Chi.sq p-value

te(x,y) 12.68 14.46 745.3 <2e-16

where all variables are deemed necessary. The deviance for the training set
is 2313.1 on 3303 data-points, which gives an average deviance of about 0.70.
For the test set the deviance is 779.3 and an average of 0.71. These values
seem to fluctuate a lot with different samples from the data set though.

Next I fit a boosted GAM to the faced crosses data. I include the position
data as a spline and the length, angle and angle squared through a linear
function. The selection frequencies for the two functions are the following:

Selection frequencies:

bspatial(x, y) bols(r, a, as)

0.8566667 0.1433333

The location-spline is heavily favoured. How does this affect the deviances?
For the chosen split between training and test set the deviance for the train-
ing and test set in the boosted GAM is 2408.3 and 758.7. So as expected, the
boosted model does better on the test set. Yet in several runs with different
splits the boosted model did worse in both deviances. So there is no clear
preference here and I choose to go with the un-boosted GAM for this data
based on ease of interpretation. I call this model CF (for crosses faced).

Next I turn my attention to the model for claim attempts. I use the same
model used for the crosses faced. Here is the summary for the coefficients of
the GAM for claim attempts,
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Parametric coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) 1.70046 1.43629 1.184 0.236

r 0.02030 0.01844 1.101 0.271

a 0.73309 1.51124 0.485 0.628

as -0.07393 0.40170 -0.184 0.854

Approximate significance of smooth terms:

edf Ref.df Chi.sq p-value

te(x,y) 9.901 11.26 27.02 0.00536

Considering that there are only 59 failed attempts out of 1424, it is surprising
that any of the variables shows significance, yet the spline group is highly sig-
nificant even in this setting. With so little variance in the response variable
the deviance is comparably lower than for the CF model. Here the GAM has
a deviance of 322.2 for the training set, that is just 0.30 per data point. For
the test set the deviance is 150.2 or 0.42 per data point. The mean value of
the fitted probabilities is 0.96 and even for the data points where the keeper
failed to claim the mean value of the fitted probability is 0.92.

So every claim attempt will have overwhelming probability of being suc-
cessful. And by the nature of the data, only about 4% unsuccessful, any
model will have more or less the same conclusion. Therefore I ignore the fact
that some claims are unsuccessful in the further analysis of crosses. In an
analysis of a keepers performance I suggest the failed attempts to be counted
as personal mistakes and analysed individually like, for instance, own goals.

Now I can see if there is a need to add the variable ’set piece’. Looking
at the differences between the actual attempts and the expected attempts,
in much the same way as I did with shots, their sum in the training set is
almost exactly 0, as desired. If, instead, I only look at the crosses coming
from set pieces I get a sum of -51.4. Remember that I have already taken
away corners since the set up for a corner is completely different than open
play, so this is only from free kicks. Now the question is should I drop all set
pieces or keep them and add them to the model?

It is true that crosses from free kicks also looks very different from crosses
from open play, often defenders will go up and pack the box with players,
making it more difficult for the goalkeeper to claim the ball. This explains
why the difference between actual claim attempts and expected claim at-
tempts were so big for set pieces according to the CF model. The deliveries
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Figure 4.10: All attempted claims, there just is not enough failed attempts
to find any pattern.

are often better on set pieces, as the teams best crossers can take their time
to aim and calculate. Also, teams often have specific plays on set pieces, they
can put a player in front of the keeper, make decoy runs or block opposing
players to set team mates up for free runs (called screens in basketball).

For these reasons, and after trying to add set pieces to the model, I choose
to remove the free kicks from crosses as well. Its hard to do any real analysis
on set pieces without video or at least positional data for all players on the
field. I end up with these coefficients for the CF model,

Parametric coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) 2.125510 1.236643 1.719 0.0857

r 0.033998 0.007904 4.301 1.70e-05

a -8.087612 1.356377 -5.963 2.48e-09

as 2.983175 0.360206 8.282 < 2e-16
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Approximate significance of smooth terms:

edf Ref.df Chi.sq p-value

te(x,y) 11.4 13.13 669 <2e-16

It looks fairly similar to the model with set pieces. The deviance is unsur-
prisingly decreased as I have removed data points, but the deviance per data
point is also decreased. The new deviance for the training set is 1914.5 (0.65
per data point), and for the test set it is 643.4 (0.66 per data point). This
can be a useful model in judging a keepers performance over a season, but it
does not give much insight in itself. If we consider figure 4.11

Figure 4.11: Heat map of CF model inside the penalty box with constant
length and angle, the map is shows only action inside the penalty box.

The length is held constant at 25 and the angle at 1.5 and it only confirms
what was seen in the raw plot in figure 4.8. So what can the CF model tell
us about a specific keeper?
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A specific keeper: Mande Sayouba Mande played for Stabæk during
the 2015 and 2016 seasons. On shots he was a little below average according
to the model (-3.51), but he was one of the keepers with the most matches
so is a good pick for further analysis. In simple numbers, after removing all
crosses from corners and free kicks, Mande faced 179 completed crosses and
he attempted to claim 72. That gives a proportion of 0.287 which is lower
than the average for the league, 0.320.

The model shows a different picture, according to the model Mande was
expected to attempt to claim 67.5 crosses, so he has actually outperformed
with a +4.5 difference.

Figure 4.12: Crosses faced by Mande with the size proportional to the prob-
ability given by CF model. Red dots were completed.

It seems that Mande has a reasonable control over his area. These graphics
are interesting, but unfortunately I did not find any particularly interesting
features of crosses like I did with shots. Again I have to lament the lack of
detail in the data, even just the number of players in the box would have
given useful insight into when keepers feel comfortable coming out for crosses.
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Figure 4.13: Added minutes in first and second half respectively. The standard deviation
is around 1 for both halves.

4.4 Time, score and number of saves

Here I will explore some interesting ideas for improving the analysis by using
factors like the time in the game, the current score and the number of previous
saves done by the keeper.

4.4.1 Time

To analyse whether the amount of time played in a match affects the outcome
of a shot, I need to find out how much time is actually spent on the pitch
during a match. I am talking here about injury time added on at the end of
each half of a football match. Using the data I have I get theresults reported
in figure 4.13.

Clearly there is more added time in the second half. This is natural as the
first half injury time is mostly composed of time spent on actual injuries while
for the second half the referees often add in time-wasting and other delays
(like substitutions which are also more frequent in the second half of a game).
The extent of the difference is slightly surprising for me, and I think that if
one were to look at the actual amount of time played on average in either
half and compare to the injury time there would be some interesting findings.

The average injury time in the first half is about 1 minute, while in the
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second half it is slightly less than 4. For the analysis of time I therefore
decide to split the playing time into intervals of 5 minutes each, and then
have a separate interval for the second half injury time. It will then be 9
intervals in the first half and 10 in the second.

I can then look at different aspects of shots in the different intervals. In
figure 4.14 are the number of shots from each interval are reported.

First Half 176 163 189 184 198 199 238 198 282
Second Half 210 238 202 221 230 233 228 222 259 194

Figure 4.14: The number of shots divided into 5 minute intervals, the vertical line
indicates half time. The blurred out points are obtained by a simulation based on a
uniform distribution of shots with 1 and 4 minutes of injury time. There seems to be more
shots taken towards the end of each half. The thick points show the actual number of
shots.

In figure 4.14 the simulation is performed by assuming 1 minute overtime
in the first half, and 4 minutes in the second and then placing 4000 shots
uniformly in the 95 minute span that implies. I do this 1000 times and plot
it as the blurred points in the plot. It is clear that the shooting pattern
from the matches in the Tippeliga is not uniformly distributed and is in fact
following a pattern.

There are considerably less shots in the first half than in the second, given
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a uniform distribution of shots there should be on average 1968 shots in the
first half and in the data there are only 1827. Using a binomial distribution
on shots in first or second half with probability 46/95, there is a 0.0000052
probability of a result as low or lower than the given result.

Another thing to notice is the high amount of shots towards the end of
each half. In the first half this is partly, and only partly, explained by the
addition of injury time into the final interval. Still a binomial distribution in
the same way as above gives only a 0.050 probability of a result as high or
higher than the 282 in the final interval of the first half.

In the same way there is a 0.00092 probability of a result equal or higher
than the one in the final interval of regular time in the second half and 0.036
for the injury time interval. It is clear that more shots are taken towards the
end of the halves. This might in no small part be because of tiring players
towards the end of play gives more room and opportunities for chances, but
this is hard to investigate with the given data. It would be interesting to
look at shot-profiles for teams with different physical profiles. Does a team
that runs less have a flatter profile in shots given away? And does a team
that runs a lot have as many shots in the final part of a game as a team that
runs less?

Having less shots taken right at the start of the first half is something that
was expected. Teams are often very cautious at the start of games, as the
teams try to ’study’ the other team in the opening minutes. Like boxers cir-
cling each other in a boxing match. The players might also need some time
to get into a game, as can often be seen with substitutes looking slower than
the rest of their team mates for a couple of minutes. Still there might be a
tactical advantage to going out in a very intense way and force the other team
on the back foot. Modern trends from some of the really big clubs suggest
something like that (Liverpool and Manchester City are good examples).
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Figure 4.15: A plot of the efficiency of shots based on time intervals. The blurred dots
are collected by randomly sampling from the data with replacement.

Next I can look at some other aspects of shots divided into the given time
intervals. If I look at the efficiency of the shots based on the time intervals
I get the plot in figure 4.15.

It is clear that something is happening in the interval representing the 85-
90th minute of a match. The volume of shots goes way up, but unlike the
other late-in-the-half intervals the efficiency of the shots also go up. So more
shots are taken and more of them result in a goal. This could be the result of
frantic attacking from a team chasing a result, or a tired keeper and defence
who might have given up after seeing several shots go past him in the match
already. The finding is fascinating though, and, as a part time employee for
V̊alerenga football club, I cant help but wonder if this might be useful in a
tactical sense.
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Figure 4.16: Plot of average distance and probability of a save based on model MB.

Figure 4.16 shows a two new plots. The first is the average distance from
goal each shot is taken, the distance here being from the location of the shot
on the field to the point in the goal mouth where the ball crosses the line.
While not as extreme as in the other plots the 18th interval (85-90th minute)
is again an outlier according to the bootstrapped samples. This corresponds
to a lower average probability of a save in the second plot, but neither of
these seem adequate to explain the extreme swing in efficiency present in the
plot on the previous page.

As can be seen by figure 4.17 the same pattern emerges when looking at
the difference between the expected number of saves and the actual number
of saves made in each time interval. According to the model goalkeepers
perform much worse in the final minutes of normal time, but not in extra
time. I struggle to explain this weird behaviour.

4.4.2 Score

Another factor I have tried to analyse to see its effect on keepers efficiency
in stopping shots is the score. The idea is simple; good teams will lead more
than bad teams, so the score might be a proxy for some underlying variables
of team quality, that is hard to access directly. There might also be a psy-
chological effect at play, a tight score might make the keeper outperform the
model to keep his/her team to stay in the game. While a keeper on a team
trailing by 3 goals might not be motivated in the same way.
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Figure 4.17: Difference between expected and actual number of saves divided into time
intervals. Something is up in the 85-90th minute.

I look purely at the difference in goals scored by the two teams, so for this
analysis a 3-2 lead is the same as a 1-0 lead. This might remove some of
the psychology of a keeper having shipped 3 goals already in a match, but I
investigate some of that in the next part when I look at the number of saves
made by a keeper.

The table below gives the number of shots divided into the score groups
from -6 to 6.

Score -6 -5 -4 -3 -2 -1 0 1 2 3 4 5 6
Number 3 5 13 84 263 767 1837 757 242 82 8 2 1

Since both teams are on a draw while only one team can lead at a time,
the number of shots taken when teams draw should be mentally cut in half.
There is still more shots being taken while teams draw, but that might just
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be because teams spend more time drawing than any other score. As there
are so few shots taken on the extreme ends of the score table there can be
little inference drawn from those numbers. I will therefore focus on the scores
from -3 to 3.

Interestingly, there seems to be slightly more shots taken when a team is
losing a match. This might not be so surprising, given that the team losing
will be desperate to get back in the match, but I thought that this would be
counterbalanced by the effect of a higher quality team (which would be in the
lead more) taking more shots. Maybe to a degree that is what has happened.

Looking at figure 4.18, there seems to be a slight hint that keepers in

Figure 4.18: There is a slight suggestion that keepers in the lead perform better.

the lead overperform, but not really enough to draw any conclusion or that
warrants further investigation like with the time-intervals.

4.4.3 Number of Saves

The last thing I want to investigate is if the number of saves previously made
by the keeper has any influence on the outcome of the shot. I know from
personal experience and by talking to other keepers, that making a save feels
good for a keeper. You can often see keepers in matches celebrating a good
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save wildly, like other players would only celebrate a goal. Does this feeling
contribute to increase the confidence and, consequently, to make her/him a
better keeper for the rest of the match.

Again I list the number of shots in each category in a table.

Previous saves 0 1 2 3 4 5 6 7 8 9
Number of shots 1223 1027 777 464 289 157 72 40 14 1

The number of shots steadily decreases when the number of previous saves
goes up. This makes sense as all keepers start the match having made 0
saves. If there is to be any noticeable effect of confidence to be found here
one would expect the difference between the expected and actual number of
saves to be positive when more saves are made.

Figure 4.19: There does not seem to be any correlation here.

According to figure 4.19 there does not seem to be any such pattern in the
data. I still think that confidence is a big factor for keepers, but this measure
might be too crude to capture the nuances of the human mind.
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Appendix: Short SQL-tutorial

In accessing the dataset I have had to use the list-manipulating code lan-
guage Standard Query Language (SQL). SQL is a very useful language for
data that is put into several different tables with different relationships be-
tween the tables as SQL does not require multiple lines of code accessing the
different tables. Here follows a short introduction to the structure of SQL as
a language.

The basic command in SQL is

’select ... from ...’

It selects the specified rows (the first dots) from the specified table (the
second). If I want every row I write a ’*’. So say I want to pick all elements
from the matches list in my database. I then write

’select * from matches’

I can then add specifications to the rows selected with ’where’ and then the
logic operators ’and’, ’or’, ’not’. An example

select (x,y) from events

where x < 20

and not (y>70 or y<30)

The data I have is collected in several lists with varying degree of overlap as
explained in the data chapter. The overlap is important, because then I can
for instance choose all the events that came from a match in the Tippeliga
(competition Id 90) like this:

choose * from events

where match_id in (select id from matches where competition_id = 90)
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I can then add further restrictions so that I only look at the relevant events.
Saved shots have type id 15 and goals 16 so to pick out all saves and goals I
can write

choose * from events

where match_id in (select id from matches where competition_id = 90)

and type_id in (15,16)

Blocked shots are also counted as saves, but I do not want them in my analysis
so I need a way to remove them. These qualifiers for events are put into the
qualifiers column with different qualifier ids. The qualifier column is of a
type called ’json’ (JavaScript Object Notation). To manipulate json-types
in a simple way I do the following, say I want to remove all blocked shots
(qualifier ID: 82) from the shots on goal and goals, I write the following:

choose * from events

where match_id in (select id from matches where competition_id = 90)

and type_id in (15,16)

and not qualifiers::jsonb @> ’{"82": true}’::jsonb

And I can then add more restrictions on the qualifiers as wanted.
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