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Abstract

The Norwegian Welfare Administration (NAV) annually posts a large dataset of job
announcements. Each announcement is classified with an occupation code, and to-
day NAV performs this classification of announcements manually with respect to
the International Standard Classification of Occupations (ISCO). This manual reg-
istration is time-consuming and human judgment could in principle introduce an
element of variation across different annotators in the interpretation of ISCO codes.
An automated approach using machine learning could potentially alleviate these
problems.

This thesis presents research and experiments on the task of classifying Norwe-
gian job announcements, using natural language processing and convolutional neu-
ral networks. We present these public data collections and perform data exploration
and analysis. This thesis addresses two different topics which we, later on, com-
bine in the hope of increasing the accuracy of the classifier. The first topic explores
the task of topic segmentation and the second explores the document classification
task using a convolutional neural network architecture with dynamic pooling. The
pooling regions are based on the variable-sized segments produced by the topic seg-
mentation algorithm. We present strong empirical results and perform a thorough
hyperparameter search on the convolutional models with pre-trained word embed-
dings. This includes a combination of randomized hyperparameter search and well-
motivated hyperparameter choices.
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Chapter 1

Introduction

Classifying documents into a set of predefined classes is a common task in the field
of natural language processing. The specific classification problem in this project
involves predicting occupation codes based on the text and patterns within a doc-
ument collection of job announcements. These public and multilingual data col-
lections are provided by the Norwegian Welfare Administration (NAV). In the labor
market, a large number of vacancies are advertised every year. NAV collects these
announcements into a register where these, today, are manually classified into oc-
cupation codes. In the process of classifying the announcements, NAV uses the Nor-
wegian version of the international occupation-code standard as their predefined
set of occupation codes. These codes are established in order to specify the labor
and vocational guidance. The structure of these codes is divided into a four-level
hierarchy and is in principle intended to allow every job to be classified into one of
what are called the unit groups. The unit groups are at the most detailed level of
the classification hierarchy and constitute a total of 406 classes. This manual reg-
istration is time-consuming and human judgment could in principle introduce an
element of variation across different annotators in the interpretation of ISCO codes.
NAV is currently exploring possibilities to potentially alleviate these problems using
an automated approach with machine learning.

This thesis addresses two different topics which we, later on, combine in the
hope of increasing the accuracy of the classifier. The first topic explores the task of
topic segmentation and the second explores the document classification task using
a convolutional neural network architecture with dynamic pooling. Topic segmen-
tation is the process of automatically separating a document into segments based
on various notions of lexically coherent structure. Convolutional networks capture
some internal structure of the data by investigating small parts of the word sequence
in documents. The pooling is an operation in the convolutional architecture which
extracts the important features from the document. Dynamic pooling allows one
to extract features from several distinguished regions within the document. These
regions are established in terms of our understanding of the underlying structure
of the documents, and are created by the variable-sized segments produced by the
topic segmentation algorithm. We use pre-trained word embedding models to rep-
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2 CHAPTER 1. INTRODUCTION

resent words as low-dimensional vectors.
We start by describing the dataset provided by NAV, including the extraction

and linguistic pre-processing performed on the announcements to obtain a uni-
form dataset. We also perform a quantitative analysis of the dataset to get an un-
derstanding of the structure and quality of the documents. The topic segmentation
algorithm presented by Utiyama and Isahara (2001) is implement in chapter 4. We
further discuss and explore various evaluation metrics, and present the experiments
and results from this part of the thesis. Chapter 5 introduces our dynamic pooling
architecture and establishes our empirical strong baseline models. All the neural
network experiments are run on a high-performance computing cluster. We con-
duct a large number of experiments, based on hyperparameter choices informed by
related prior work, to analyze their effects on the models performance. In this the-
sis, we establish that current performance levels attainable in the automated clas-
sification of Norwegian job announcements could be sufficient for assisting human
processing at NAV, but probably not good enough for full automation on the most
specific, four-level classes.

1.1 Overview

This section provides a short overview of the chapters included in this thesis:

Chapter 2. Background and motivation – reviews two general techniques in natural
language processing, which we will seek to combine in novel ways in this project,
viz. topic segmentation and neural networks for document classification, including
the convolutional architecture.

Chapter 3. Data analysis – introduces and describes the chosen datasets. We cre-
ated our gold standard of job announcement samples, and present the results of our
manual review and annotation of this gold standard. This chapter further elaborates
on the extraction and linguistic pre-processing of the data, and the classification hi-
erarchy provided by the Norwegian Labour and Welfare Administration. At the end
of the chapter, we provide a quantitative analysis of the pre-processed gold standard
samples from the datasets.

Chapter 4. Topic segmentation experiments – elaborates on the implementation
and validation details of the topic segmentation algorithm. We also establish three
simple baselines, and present the obtained experiments and results.

Chapter 5. Documents classification experiment – establishes a baseline model
based on traditional convolutional neural network architecture for document clas-
sification. This chapter further describes the implementation details of combining
the topic segmentation algorithm from chapter 4 and the convolutional neural net-
work architecture, into a variable dynamic pooling architecture.

Chapter 6. Conclusion and future work – concludes and sums up the thesis, and
discusses several parts to be explored further in future work.



Chapter 2

Background and Motivation

“The Norwegian Labour and Welfare Administration (NAV) is the current Norwegian
public welfare agency, which consists of the state Labour and Welfare Service as well as
municipal welfare agencies.” (Norwegian Labour and Welfare Administration 2017).
Some of the main objectives of NAV include enabling more people to participate in
the labor market, which implies to avoid unemployment. NAV collects data from
different publicly advertised job vacancies in Norway into public datasets. For in-
stance, this allows job seekers to find relevant jobs more easily by searching for spe-
cific positions. Each job announcement is registered with an occupation code. To-
day, NAV does this classification of job announcements manually with respect to the
International Standard Classification of Occupations (ISCO-08), which we discuss
in section 3.2.1. This manual registration is time-consuming and human judgment
could introduce a probability for error-prone classification. An automated approach
using machine learning could potentially alleviate these problems. This project is
formed in collaboration with NAV, where NAV provides the datasets. The objective
of the project is to improve their system with an automated process.

This project applies core techniques from Natural Language Processing (NLP) –
the sub-field of Computer Science that seeks to enable machines to ’make sense‘ of
human language – to the automated classification of job announcements according
to the ISCO-08 system. This is a difficult task, partly because there are many distinct
ISCO-08 classes, and partly because there is great variation in the structure and style
of job announcements. In the following sections, we elaborate on two general tech-
niques in NLP, which we will seek to combine in novel ways in this project, viz. topic
segmentation, and neural networks for document classification.

2.1 Topic Segmentation

Intuitively, any text of non-trivial length will have internal thematic structure. For
instance, a job announcement may first introduce the employer, then talk about the
specific position, and lastly specify the qualifications required of applicants. The
task of making such structure explicit is often referred to as topic segmentation, or

3



4 CHAPTER 2. BACKGROUND AND MOTIVATION

text segmentation:

Topic segmentation focuses on identifying topically coherent blocks of
text several sentences through several paragraphs in length. (Reynar
1999, p. 358)

The task of structuring text has been a major case in previous research about seg-
mentation, which is to divide a document into a number of coherent sections, where
each section is expected to describe a specific topic or subject. I.e., coherent sec-
tions are meant to be sections that are about the same thing. To be able to identify
and extract relevant parts from the documents, we need to predict the location of the
boundaries between the coherent blocks. To accomplish this, one first need to de-
cide on plausible places to where the boundaries can occur, e.g., between two para-
graphs, sentences, words, any two characters, or an arbitrary list of choice points
(Reynar 1999; Utiyama and Isahara 2001).

In the next sections, we review a selection of seminal research articles that argue
for why segmenting text is beneficial and when it is useful. Reynar (1999), for exam-
ple, creates a set of presumed topic boundary locations and then uses a supervised
learning model to verify if the presumed boundary actually is an acceptable bound-
ary. Choi (2000) use a similarity measure and a clustering strategy to obtain coherent
sections, and Utiyama and Isahara (2001) use a probabilistic approach with the use
of unsupervised machine learning. As elaborated in section 2.1.3 below, the algo-
rithm proposed by Utiyama and Isahara (2001) segments text by predicting bound-
aries based on the text in the document. To possibly obtain a higher accuracy when
predicting boundaries, one could give the algorithm some prior knowledge, such as
knowledge about the structure of the documents or some cue words (Reynar 1999;
Utiyama and Isahara 2001). A job announcement has a different structure than, for
example, broadcast news, and should idealistically have its boundaries after a para-
graph, where the headline of the paragraph should give cues about the topic.

2.1.1 Statistical Models for Topic Segmentation by Reynar (1999)

The work by Reynar in the late 1990s, as part of his doctoral dissertation, has become
an important point of reference for subsequent research on topic segmentation.

In the approach presented by Reynar (1999), segments are characterized by in-
ternal lexical cohesion and topic boundaries mark transition points in cohesion.
Lexical cohesion refers to the way one chooses to connect different words and sen-
tences to form a coherent segment. When deciding the lexical cohesion, one should
take into account a ontology. For example, a job announcement could include a
sentence like “This position includes the need to be an ambitious and energetic per-
son...” and a curriculum vitae (CV) could include “I am a determined and lively per-
son...”. One might therefore want to link the words ambitious with determined, and
energetic with lively. Hence, segments with similar vocabulary should be part of a
coherent topic segment.

In an information retrieval (IR) task, one desire to obtain the most relevant in-
formation based on some specific information need. Search engines, like Google,
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performs such tasks by searching the web based on some specific keywords or key-
phrases, known as a query. To verify if a document is relevant to a query, the metric
often contains word frequency which indicates how many times a word has occurred
in that specific document. If words from the query occur with a high frequency in
a document, then that document has a high probability of being relevant for that
query. To normalize the query-document matching relation, one can also apply
algorithms like stemming and lemmatization on the words to get rid of inflection.
Reynar (1999) writes “most IR systems treat documents as indivisible units and in-
dex them in their entirety”. This can be problematic since most documents include
more than just one topic. For example, consider a large document containing multi-
ple topics and sections where only one section is relevant to the query. Solely based
on the relevant section, the document is relevant, but the document in its entirety is
not relevant because the query gets a low frequency from the overall document. One
way of solving this issue is to apply topic segmentation. Consequently, each section
is evaluated separately. In the example above, the relevant section would then get a
high frequency and be judged relevant.

Therefore, it could be beneficial to identify these coherent sections and the lo-
cations of where in the document the shifts to new topics occur. Reynar (1999) de-
scribe new ways and clues to detect these shifts and algorithms for identifying topic
boundaries. They created a set of presumed topic boundary locations and then used
a probabilistic model to label the candidates as either a boundary location or not.
To generate the set of presumed topic boundary locations, they experimented with
predicting the most meaningful boundary locations. These experiments included
obtaining where topic boundaries usually lie and incorporate these into their word
frequency algorithm (elaborated below). Many of these prediction-algorithms have
been proposed in the literature, and was a source of inspiration for Reynar (1999).
Their new approach consists of incorporating some new clues for topic segmenta-
tion:

Our approach is statistical in nature and weights evidence based on its
utility in segmenting a training corpus. As a result, we do not use clues
to form hard and fast rules. Instead, they all contribute evidence used to
either increase or decrease the likelihood of proposing a topic boundary
between two regions of text. (Reynar 1999, p. 358)

Some of the new clues were domain-specific cue phrases, repetition of named enti-
ties and pronoun usage. With a broadcast news domain the specific cue phrases can
be phrases such as “joining us” and “brought to you by”, but they can also be more
complex. Another feature in their approach include multi-word phrase frequencies,
i.e., word bi-gram frequencies. Taking the word order into account could reduce
ambiguity and improve accuracy, thus Reynar (1999) includes bi-grams containing
content words in their word frequency algorithm.

Reynar (1999) describe two algorithms for topic segmentation: the word fre-
quency algorithm and a maximum entropy model. The first algorithm, as the name
implies, is based on word frequency from corpus statistics, and builds on the so-
called probabilistic G model (Katz 1996). The G model estimates the probability of
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the number of times a word occurs, and indicates if a word occurs topically or non-
topically. Topically corresponds to a word occurring more than one time, and non-
topically to words that only occur once. The G model treats word sequences as a bag-
of-words, meaning that the relation between words and the sentence structure is ig-
nored. The second algorithm, the maximum entropy model, identifies cue phrases
by classifying word sequences into various cue classes – person, place, company or
none of them – based on the co-occurrent words and local cues such as honorifics
and corporate designators. The model combines the result from the word frequency
algorithm with other features as described below.

To label the presumed topic boundary locations as either a boundary location
or not, Reynar (1999) designated the block of text before the presumed boundary as
region 1 (R1), and the block of text after the boundary as region 2 (R2). They further
state that each region consists of a fixed size of 230 words. The G model is used to
answer this question “Is it more or less likely that the words following a putative topic
boundary were generated independently of those before it?” (Reynar 1999, p. 360). To
measure the likelihood of separating these two regions, they use two probabilities:
Pone and Pt wo . Pone is the probability of R1 and R2 discussing the same topic hence
no boundary, and Pt wo is the probability of R1 and R2 discussing different topics
hence a boundary. A presumed topic boundary was labeled a boundary if Pt wo was
greater than Pone , by a certain threshold. Pone is therefore the probability of seeing
the words in R2 given the context of R1 called C, which means it compares the con-
tent of R2 with R1. The probability of Pt wo is estimated only from the content of R2
(i.e., independent of the context in R1) and measure the probability of R2 being a
standalone section. If Pone is greater than Pt wo , the probability Pt wo is affected by
the context of R1 in a positive manner. Thus, a similarity between R1 and R2 exist
and there should not be a boundary between them. It only exist a boundary if Pt wo

is greater than Pone .

Pone =
∏

w∈R2
Pr (k, w |C ) Pt wo = ∏

w∈R2
Pr (k, w) (2.1)

The probability Pr(k, w) is estimated by the G model, where k is determined by the
number of occurrences of word w (Reynar 1999, p. 360). The two w ∈ R2 in Equation
2.1, are not presented in the original presentation by Reynar (1999), we chose to
include them for clarity.

The maximum entropy model is used to classify word sequences, and turns to
supervised machine learning. It requires labled training data and evaluates on the
gold standard produced by the Linguistic Data Consortium (LDC) (Reynar 1999).
The model uses training features to retrieve information about how much of the
new clues gave beneficial outcomes. The probability ratios from the word frequency
model are incorporated as a feature, and the other features include:

• Which domain cues (such as Joining us or This is <person>) were present?

• How many content word bigrams were common to both regions adjoining the
putative topic boundary?

• How many named entities were common to both regions?



2.1. TOPIC SEGMENTATION 7

2.1.2 Advances in Domain Independent Linear Text Segmentation
by Choi (2000)

A segmentation algorithm has two key elements, a clustering strategy
and a similarity measure. (Choi 2000, p. 31)

Choi (2000) describes another method to perform segmentation, namely linear text
segmentation. The algorithm presented by Choi (2000) builds on the previous work
by Reynar. The inter-sentence similarity is replaced by rank in the local context, and
boundary locations are determined by divisive clustering. The desired achievement
is still to discover topic boundaries, and in this paper they uses a domain indepen-
dent segmentation as opposed to Reynar (1999).

Choi (2000) uses the cosine similarity measure to compute similarity between a
pair of sentences and the use of a ranking scheme to formulate a similarity matrix.
If the similarity between a pair of sentences is high, then those sentences make up
a coherent segment. The sentences were preprocessed before they were applied to
the similarity measurement. To compute the cosine similarity measure between two
sentences x and y, Choi (2000) uses the formula presented in equation 2.2 below.
The frequency of word j in sentence i is denoted by fi , j . Generating the similarity
matrix is done by applying this formula to all sentence pairs, and the cohesive text
segments are those segments with highest similarity.

si m(x, y) =
∑

j fx, j × fy, j√∑
j f 2

x, j × f 2
y, j

(2.2)

Choi (2000) argues “that the similarity values for short text segments is [sic] sta-
tistically insignificant”, and the absolute value of the similarity between sentences
is unreliable, and justifies this as follows:

An additional occurrence of a common word (reflected in the numera-
tor) causes a disproportionate increase in sim(x,y) unless the denomi-
nator (related to segment length) is large. (Choi 2000, p. 27)

That is quite intuitive, because after the pre-processing, and removal of stop-words
and punctuation, there are most likely not many informative words left in short text
segments, typically < 100 informative tokens (Choi 2000). Thus, comparing these
segments does not give desirable results. One simply does not have enough data to
generate an acceptable similarity matrix.

Choi (2000) states that “In non-parametric statistical analysis, one compares the
rank of data sets when the qualitative behaviour is similar but the absolute quanti-
ties are unreliable”. When the qualitative behaviour only can be approximated, and
when the absolute quantities are unreliable, then one can only compare the rank,
or order, of the data. Therefore, Choi (2000) instead estimates the order of similarity
between sentences, e.g. a is more similar to b than c. Choi (2000) presents a ranking
scheme which alters the similarity matrix to be a rank matrix. The ranking scheme
takes in the values from the similarity matrix and replaces each value by its rank in
the local region. The local region is determined by a m × m mask and “the rank
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is the number of neighbouring elements with a lower similarity value” (Choi 2000,
p. 27). This ranking scheme borrows techniques from image ranking, because each
value in the similarity matrix can be thought to represent pixels in an image. Choi
(2000) uses a 11 × 11 rank mask for segmentation and expresses the output as a ratio
to avoid normalization problems. This ranking results in that the contrasts in the
similarity matrix improve significantly, meaning that only the highest similarity val-
ues get higher. From the highest similarity values, they can create a list of coherent
segment candidates.

Furthermore, Choi (2000) uses unsupervised learning, namely divisive cluster-
ing, to discover the location of the topic boundaries. By grouping together data
based on the similarity metric one can achieve data clustering. The data points
within the same cluster will be more similar to each other than to data points out-
side the cluster. Thus, each cluster can possibly be a segment. Choi (2000) experi-
ment with finding which of the segments (clusters) are independent and which are
together with other segments a coherent segment. At the beginning of this process,
the entire document is looked upon as one coherent text segment. Thus, the divisive
clustering splits the documents into potential boundaries.

2.1.3 A Statistical Model for Domain-Independent Text Segmenta-
tion by Utiyama and Isahara (2001)

The text segmentation algorithm proposed by Utiyama and Isahara (2001) use a
probabilistic approach to divide text into different segments and select the opti-
mum segmentation using a statistical model. This proposed method applies un-
supervised machine learning, much like the approach of Choi (2000), but unlike the
second method of Reynar (1999). Utiyama and Isahara (2001) and Choi (2000) use
a domain-independent segmentation, meaning that it could be applied to all do-
mains. The statistical model in the approach by Utiyama and Isahara (2001) com-
pute probabilities from the given text. Consequently, no labeled training data is re-
quired, but available training data can be integrated. This way of handling domain-
independent segmentation states Utiyama and Isahara (2001) is a new approach.
The characteristic of the previous approaches used in the research is that they used
lexical cohesion to segment texts into topics. Reynar (1999) used the word frequency
together with a maximum entropy model to measure cohesion, Choi (2000) used the
cosine similarity and a ranking scheme to measure the similarity of sentences.

Utiyama and Isahara (2001) define a topic as the following: “the distributing of
words in that topic”, meaning that it is the vocabularies that define topics. They as-
sume that different topics have different vocabularies, hence word frequencies are
incorporated in their approach. To define the probability of a segmentation of a
given text they first use Bayers’ theorem, which describes the probability of an event
occurring. They express W = w1w2 . . . wn as a word sequence with n words, and
S = S1S2 . . .Sm as a segmentation of W consisting of m segments. S is the full seg-
mentation of W consisting of all the different segments, and the probability of the



2.1. TOPIC SEGMENTATION 9

segmentation S is defined by:

Pr (S|W ) = Pr (W |S)Pr (S)

Pr (W )
(2.3)

and the most likely segmentation Ŝ is defined by:

Ŝ = ar g max
S

Pr (W |S)Pr (S) (2.4)

To find the maximum-probability segmentation, also known as the most likely
segmentation, they define a cost, C, of a segmentation S. The cost is then minimized
to obtain Ŝ, see their formula in equation 2.5. The cost presents how good or bad the
segmentation was, if the cost is low then we have achieved an optimal segmentation.

C (S) =− logPr (W |S)Pr (S)

Ŝ = ar g max
S

Pr (W |S)Pr (S) = ar g min
S

C (S)
(2.5)

To obtain the minimum-cost segmentation they use a graph approach and de-
fine a set of nodes and edges to denote the sentences. Given a word sequence
W = w1w2 . . . wn consisting of n words, they express node gi as the position between
word wi and wi+1. Thus, g0 is before w1 and g1 is after, i.e. the nodes represent the
“spaces” between words. They define their graph approach by G = 〈V ,E〉, where V is
a set of nodes and E is a set of edges. V and E is defined as:

V = {gi |0 ≤ i ≤ n} E = {ei j |0 ≤ i ≤ j ≤ n} (2.6)

Each edge, ei j , represents a word sequence and incorporates a segment by mov-
ing from one node to another. The nodes, gi , are in-between the words, see the
illustration in Figure 2.1. The example uses individual words as the basic units, but
the technique can be equally well applied at the level of sentences or paragraphs as
the smallest possible segments. Each edge has an associated cost, e.g, if the path
of edges e01,e14,e45 has the lowest combined cost, then the optimal segmentation
constitutes the three word sequences: [(w1), (w2w3w4), (w5)], see Figure 2.1.

Figure 2.1: Illustration of a graph inspired by Utiyama and Isahara (2001)

Given these definitions, they describe the algorithm of finding the minimum-
cost segmentation (or maximum-probability segmentation) in two steps:

Step 1: Calculate the cost of an edge between nodes.
Step 2: Find the minimum-cost path from the start node to the end node.
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The minimum-cost path represents the optimal segmentation when the edges cor-
respond to segments. That path has the highest probability of being the correct seg-
mentation. They further state that the number of segments can be automatically
determined by the algorithm, but can also be determined manually by constraining
the number of edges in the minimum-cost path. The candidates for segmenting can
be anywhere, but Utiyama and Isahara (2001) assume that the segment boundaries
are at the ends of sentences.

2.2 Neural Networks for Document Classification

“Natural language processing (NLP) is a collective term referring to automatic com-
putational processing of human languages” (Goldberg 2017, p. xvii). The following
sections are heavily inspired by the research published by Johnson and T. Zhang
(2015), Goldberg (2017), and Y. Zhang and Wallace (2017).

The processing of languages was first performed using a set of manually crafted
rules and ontologies, based on logic and knowledge. The human language is very
ambiguous, variable and constantly changing, consequently making NLP a chal-
lenging task. Due to the different challenges associated with NLP, a more learning-
oriented, statistical approach was expedient. This approach was based on statisti-
cal machine learning and deriving statistical generalizations from data – algorithms
such as Perceptrons, linear Support Vector Machines (SVMs), and Logistic Regres-
sion – and these machine learning methods with linear modeling were dominant
for a long time. The shift from linear models with sparse inputs to non-linear neu-
ral networks with dense inputs in NLP applications obtained success around 2014
(Goldberg 2017). Some of the simple neural networks, which provide a generaliza-
tion of the linear models with strong results, may serve as a drop-in replacement for
linear classifiers such as SVMs (Y. Zhang and Wallace 2017; Goldberg 2017).

In the following sections, we describe classification, neural networks, and the
common input representations as an abstraction. At the end of this chapter, we will
discuss a special additional architecture to the neural network, namely the convolu-
tional neural networks.

2.2.1 Classification and Neural Network Architecture

A classifier learns from labeled examples in a supervised learning environment, and
during training is given both the input and the correct associated output. Thus, a
classifier learns a mapping function from inputs to outputs, f (x) = ŷ , where x is the
input to the function, f, and ŷ is the predicted output. The learning objective is to
predict ŷ to be as close to the correct class, y, as possible, and still be able to produce
good generalizations by avoiding overfitting. By generalization, we mean the ability
to correctly classify elements not detected during training. To obtain how close or
far away the classifier’s prediction is from the correct class, a loss function is used,
which provides a measure of error. The result of this loss is then backpropagated
through the network so that the classifier can learn from its mistakes and reduce the
loss function. Conversely, in unsupervised learning the classifier is not given the cor-
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rect output. Unsupervised approaches such as clustering can be used to detect and
learn from the patterns within datasets, and to learn meaningful representations of
unlabeled data as elaborated in section 2.2.2.

As stated above, neural networks obtained success and increasingly replaced tra-
ditional (statistical) machine learnings methods in NLP applications around 2014.
The reason for this breakthrough refers to, among other things, the increase of com-
putational power and access to multitudes of training data. Artificial neural net-
works (ANNs) are systems historically inspired by the biological computation mech-
anism in the human brain. However, the brain association is just a metaphor, due to
the uncertainty of how the human brain really operates.

x1Input #1

x2Input #2

∫
∫
∫

y1 Output

Hidden
layer

Input
layer

Output
layer

Figure 2.2: Illustration of a simple feed-forward neural network1. The network con-
tains two input neurons, one hidden layer with three neurons, and a single output
neuron.

Figure 2.2 presents a feed-forward neural network, since all neurons – presented
as circles – are directed connected to each other, from input to output. The network
in the figure is also forming a fully-connected network since all connections always
go to the next layer. This network, and other feed-forward neural network, can be
thought of as a linear transformation followed by an non-linear activation function
that takes an input with a dimension of di n and outputs a dout -dimensional vector.
In mathematical notation, this corresponds to:

f : x 7→ y

x ∈Rdi n , y ∈Rdout
(2.7)

The neural network illustrated in Figure 2.2, consists of transformations between
three layers: input, hidden and output. The first transformation is from the input
layer to the hidden layer, a linear transformation from 2 to 3 dimensions (neurons).
Each neuron in the hidden layer accepts inputs from the previous neurons (in the
input layer as presented by the arrows), and process them depending on their asso-
ciated weight. These vector-matrix multiplication results are thus passed through a
non-linear activation function before passed as input to the next layer, which in this
case is the output layer. Consequently, a dimensionality reduction from 3 to 1 di-
mension. To transform the output layer to a probability distribution over the classes,

1Source: http://www.texample.net/tikz/examples/neural-network/
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another non-linear activation function is applied. The linear transformation is the
simplest form of a neural network, and is called a perceptron:

f (x) = x ·W+b

x ∈Rdi n ,W ∈Rdi n×dout ,b ∈Rdout
(2.8)

where the input vector x has a dimension of size di n , the weight matrix W has a
dimension of size di n ×dout , and b is a bias term with a dimension of size dout .

Linear models are highly restricted, they can only represent functions with linear
relations (linear separable problems). To circumvent the linear limitation we intro-
duce a non-linear transformation in the hidden and the output layer. The network in
Figure 2.2 has one hidden layer where the sigmoid-shaped symbol in these neurons
represents the non-linear function. The sigmoid function returns a value between 0
and 1, as presented in Equation 2.9 and illustrated in Figure 2.3a.

si g moi d(t ) = y = 1

1+e−t (2.9)

The equation for the non-linear transformation in our feed-forward neural network
with one hidden-layer is presented below:

f (x) = g (x ·W 1 +b1)W 2 (2.10)

where W 1 and b1 are applied to the first layer and W 2 is the weight matrix of the
second layer. The non-linear function g is the activation function. In this case g(t)
present sigmoid(t) and is applied to the output of the hidden layer. We can see that
the equation x ·W 1 +b1 inside the function g corresponds to the linear transforma-
tion in Equation 2.8. This value is then transformed by the function g before being
passed as input to the next layer, which in this case is the last layer. We now have a
linear transformation followed by a non-linear transformation.

There are several other different activation functions, e.g., the Rectified linear
unit (ReLU) and Hyperbolic tangent (Tanh), to name two more. The ReLU sets all
values below zero to zero, and the Tanh transforms the values into the range [-1,
1], see Figure 2.3b and 2.3c. A downside and challenge of the Sigmoid and Tanh
activation function is that both suffer from the vanishing gradients problem because
both saturate for very high and low values. The ReLU circumvents this challenge by

(a) Sigmoid (b) RelU (c) Tanh

Figure 2.3: Illustration and shape of the Sigmoid, RelU and Tanh activation function.
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clipping of the values below zero and setting them to zero, but not without a cost.
ReLU struggles from the dead neurons problem. We will not go into details of these
problems here.

At the last layer, the output layer, it is common to use another transformation,
namely softmax. The softmax transforms the values to a probability distribution
with k outcomes, where k is the number of possible classes, by converting them to
be positive real numbers that sum to 1:

so f tmax(xi ) = yi = exi∑k
j=1 ex j

x ∈Rk ,y ∈Rk

(2.11)

2.2.2 Input Representation: from sparse to dense inputs

As mentioned above, the shift from linear models with sparse inputs to non-linear
neural networks with dense inputs in NLP problems obtained success around 2014.
We discussed the shift from linear models to non-linear neural networks in section
2.2.1, and in this section, we elaborate on the shift from sparse inputs to dense em-
bedded inputs in NLP applications.

A text object, for example a sentence or a document, is represented by a vector
of features, where the features usually used in natural language represent discrete
and categorical features (e.g., words, letters, and part-of-speech tags). For exam-
ple, if one has a document containing 20 words and a vocabulary of 40,000 words,
then each word represent a discrete feature-vector of the size of the vocabulary. The
document is then represented as a sparse 40,000× 20-dimensional matrix of one-
hot vectors. Each one-hot vector has only one non-zero value, corresponding to
the component in the vocabulary that matches the target word (its integer identi-
fier). Hence, the features are completely independent of each other, which causes
that the similarity and semantic relationships between feature are ignored. Combin-
ing the features would capture the semantic relationships to some extent, but yields
multitudes of resulting features which entails multitudes of parameters to be opti-
mized. It is very difficult to learn adequate weights for all of parameters, see section
2.2.1. We can also convert this matrix into a vector by summing all the one-hot vec-
tors, this feature extraction procedure is commonly referred to as the bag-of-words
(BOW) approach. Each document is then represented as a feature-vector of the size
of the vocabulary. In this case, the BOW vector records the frequency counts of the
words in the document and use them as features, other transformation operations
commonly used are the TF-IDF, but will not be covered here. A downside of the BOW
approach is that the word order is ignored and each component in the resulting vec-
tor represents a discrete feature. The semantic relationships among words is not
taken into account, and this approach is not able to obtain the similarity between
documents which do not share words. The document representation is still very
high-dimensional (sparse), since only a few components contain non-zero features.

To alleviate the problems of discreteness and sparseness to some extent, one can
apply pre-processing such as lemmatization and stemming, and include distribu-
tional information. By considering distributional information, we can capture and
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incorporate information about the similarities between the discrete features. This
refers to information about the linguistic contexts in which a word occurs. This is
the motivation for the distributional hypothesis: “words that occur in the same con-
texts tend to have similar meanings” Harris (1954), i.e., meaning is context.

Word Embeddings

Representing documents as sparse vectors of the size of the vocabulary (BOW vec-
tors) is very computationally challenging during training of the neural network. This
often results in huge matrices which require great memory allocation. What is de-
sirable instead is to embed the words into a d-dimensional space, so that each word
is represented as a d-dimensional dense embedding vector (Goldberg 2017). The
dimension d is usually much smaller than the size of the vocabulary. Instead of rep-
resenting features in the size of the vocabulary – a size of 40,000 as elaborated in
the example above – it represents the features in usually a 100 or 200-dimensional
vector, which entails a dense representation. Goldberg (2017) introduces the em-
bedding layer as “a mapping of discrete symbols to continuous vectors in a relatively
low dimensional space”. Word embeddings are both distributed (dense and low di-
mensional), and distributional (based on context, implying the distributional hy-
pothesis) by extracting semantic relationships from usage patterns in the texts, i.e.,
the semantic relationships among words are taken into account.

Word embedding models make use of unlabled data and learns to represent fea-
tures as part of the training process of the network because they are treated and
trained as additional parameters. These dense embedding representations should
learn to capture the important properties and to combine feature vectors in the
most useful way. It should be compatible to generalize well: words that have similar
meaning (context) get similar embedded vector representations. The most popular
word embeddings algorithms are word2vec (Mikolov et al. 2013), GloVe (Pennington,
Socher, and Manning 2014), and fastText (Bojanowski et al. 2016). word2vec and
FastText are predictions based (predictive distributional models), where the model
try to predict the current word based on the context. GloVe is both predictions based
and uses a count-based approach, counting co-occurrences.

However, when training a neural network one can represent the documents by
its spare, one-hot word vectors and then learn the word embeddings (based on the
training data) as part of the first layer of the network (Johnson and T. Zhang 2015;
Goldberg 2017).

Variable Number of Features

Feed-forward networks assume a fixed input dimension (Goldberg 2017, p. 93). In
document or sentence classification the number of features is often not known in
advance since each word often represents a feature. Thus, we need to find a way of
creating a fixed size vector representation of an unbounded number of features in
document D. One way of accomplishing this is to use the continuous bag of words
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(CBOW) representation:

C BOW (D[1], . . . ,D[k]) =
1

|D|
|D|∑
i=1

W D[i ] (2.12)

where W D[i ] corresponds to the row of W associated with feature D[i ]. CBOW takes
the average of several embedding vectors, but also works by summing the vectors. A
downside of CBOW is that it still ignores the word order, just as the BOW represen-
tation.

2.2.3 Convolutional Neural Networks

A solution to capture some local ordering in the documents is to use the traditional
n-grams, where n is greater than one, instead of unigrams. However, represent-
ing documents using the BOW approach with n-grams results in more issues with
sparseness (huge matrices), still not able to generalize beyond elements detected
during training and problems associated with multitudes of uninformative param-
eters. We elaborated in section 2.2.2 that embedding the words have more advan-
tages than one-hot representations, as it makes use of unlabeled data and are able to
extract semantic relations. Another approach, is to build a CBOW over n-gram em-
beddings. This results in problems associated with data sparsity as they do not scale
well for longer n-grams. This also results in multitudes of uninformative parameters
often since only a small set of n-grams are relevant (depending on the task).

We desire to capture local ordering, share statistical strength between related
features and learn feature combinations in a meaningful way, without the men-
tioned problems. One approach is to use one-dimensional convolutional neural net-
works (CNNs), also known as n-gram detectors. CNNs introduce the ability to obtain
local relationships – which are sensitive to word order – identify the most relevant
and important n-grams (sub-structures), and combine them in a way that is useful
for the prediction task. CNNs has in the recent years achieved strong performance in
the task of text classification (Kim 2014; Y. Zhang and Wallace 2017). They work like
a feature extracting architecture and are often used as a building block (additional
source of information) in a larger network. As elaborated above, feed-forward net-
works assume a fixed input dimension, but documents typically contain a varying
number of words which is not known in advance. The CNNs architecture fixes this
problem by creating a fixed size vector representation, as elaborated in section 2.2.3,
and thus the output of CNNs can be fed as input to feed-forward networks. CNNs
also solves the problem of generalization by being able to share statistical strength
between related features, beyond elements detected during training.

The breakthrough for CNN architectures was in image analysis (Lecun and Ben-
gio 1995), specifically for the task of detecting object. CNN architectures were later
on introduced in NLP problems (Collobert et al. 2011). Provided as a useful tech-
nique and architecture in neural networks which handles NLP tasks, such as sen-
tence and document classification (Johnson and T. Zhang 2015; Goldberg 2017; Y.
Zhang and Wallace 2017). In image analysis the CNNs explore the two-dimensional
internal structure of an image by detecting shapes and edges. It looks at regions
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within the picture, and learns different combinations of these. This reflects over to
NLP applications where CNNs explore the one-dimensional structure of the text,
which corresponds to a sequence of words. CNNs looks at different regions within
the text – namely the word order – capturing the local aspects, regardless of their
global position. CNNs are able to combine them in a meaningful way so that they are
able to generalize well to unseen word combinations (Johnson and T. Zhang 2015;
Goldberg 2017).

CNN Architecture

The CNN architecture is also known as the convolution-and-pooling architecture
due to its two basic operations: convolution and pooling. To identify local predic-
tors and extract n-gram features in a one-dimensional sequence with length s, the
CNN first performs the convolution operations. The convolution corresponds to
sliding a window of size k over the word sequence, calculating the dot-product of
each window with a weight vector known as a filter. The filter transforms the word
representations incorporated in each window into a scalar value. A non-linear acti-
vation function is often applied to this output value. In mathematical notation, this
corresponds to:

pi = g (xi ·u)

xi =⊕(wi :i+k−1)

pi ∈R xi ∈Rk·d u ∈Rk·d
(2.13)

where pi is the scalar value resulting from each convolution and g is the activation
function. xi corresponds to the concatenation (symbolized by⊕) of the word vectors
incorporated in the i-th window, and u is the weighted filter vector (Goldberg 2017).

There are mainly two different convolution approaches: narrow and wide con-
volution. In the wide approach, the input sequence is padded with k −1 padding-
words before and/or after the sequence, resulting in a vector of s+k+1 components.
Narrow convolution is presented in Figure 2.4, we obtain s−k+1 components since
no padding is applied.

Often more than one filter is included, because when applying multiple filters,
each filter hopefully captures different important aspects and properties of the in-
corporated words. These ` filters u1, . . . ,u` jointly can be represented as a filter ma-
trix U and bias vector b, and jointly they yield an `-dimensional vector. pi denotes
the vector of scalars for each filter:

pi = g (xi ·U +b)

pi ∈R` xi ∈Rk·d U ∈Rk·d×` b ∈R` (2.14)

After deciding on an input representation, e.g., embed the pre-processed words
in a sequence then each word is represented as a d-dimensional dense embed-
ding vector. We can present these vectors in mainly two ways which are formally
equivalent, the first as a vector-concatenation notation, where all vectors are con-
catenated. The second is called a vector-stacking notation, where the vectors are
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Figure 2.4: Illustration of a CNN architecture with convolution and pooling opera-
tions, inspired by the illustration presented in Y. Zhang and Wallace (2017).

stacked on top of each other. In the vector-stacking notation, we obtain a sentence
matrix where the rows correspond to the word’s embedded vector with d dimen-
sions. The length of the column corresponds to the length of the sentence s (counted
in words). This yields a sentence matrix with a dimensionality of s×d , see Figure 2.4
where we present a 7× 5-dimensional sentence matrix. In the case of an embed-
ded d-dimensional input representation, each filter u correspond to a weight matrix
with k ×d dimensions where k is the window-size (also known as the region size).
The filter produces k ·d number of parameters and all will be estimated as part of
the CNN training (Y. Zhang and Wallace 2017). When sliding through the sentence,
the filter is multiplied with the associated sub-matrix of the sentence matrix. Then
a non-linear activation function is applied to each output resulting in a s −k +1 di-
mensional vector, also known as a feature map, see Figure 2.4.

Stride and Padding The stride is the number of words the filter shifts over input,
e.g., if the stride is 1 we move the filter 1 word down. In Figure 2.4: if we use stride=1,
the next 4-gram would be the concatenating of the vectors of [“like”, “this”, “movie”,
“very”]. In this example we could also apply paddings at the start and the end of
the sentence matrix. If we use the padding symbol < S > at the start of the sentence
and symbol < \S > at the end of the sentence, we could obtain the n-grams which
incorporate the start or the end of a sentence. We could then obtain the 4-grams:
[“< S >”, “I”, “like”, “this”] and [“very”, “much”, “!”, “< \S >”], from the example in
Figure 2.4.

Channels In the elaboration of the convolution above, only one sentence matrix
(which the filters are applied to) was considered. In image analysis, there is common
to represent an image by three channels. Each channel corresponds to the intensity
of the RGB color scheme for each pixel. In text processing, we can also include dif-
ferent channels: one channel corresponding to the sentence matrix, another to, for
example, the associated POS-tags, or we could apply another word embedding rep-
resentation of the words. Each filter applied to the sentence matrix is also applied
to the associated window in other channels, thus sharing the parameters. Different
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channels are referred to as different views, and these views must be combined into
a single vector (feature map) by either summation or concatenation.

Pooling The output of the convolution is then passed to a pooling layer. The pur-
pose of the pooling layer is to reduce the size of the word representation into a single
fixed-sized vector. It works by hopefully extracting the most relevant features so that
the downstream network handles more abstract feature information (Johnson and
T. Zhang 2015). This also causes a reduction in the number of parameters to be
trained. In the illustration of a CNN architecture in Figure 2.4, 1-max pooling, or
simply max pooling, is applied. In 1-max pooling, the highest value in the feature
map is selected, as the name suggests. There are several other pooling strategies,
e.g., average pooling, where the average value is selected, and k-max pooling selects
and concatenate the top k maximum values. In dynamic pooling, we divide the text
into r different regions and apply pooling at each region. The pooling strategy can
be any of the mentioned strategies above, and the regions are determined based on
the domain understanding of the problem (Goldberg 2017).

Hierarchical convolutions An extension to the elaborated one-layer convolution
is the hierarchical convolutions. It works by having a series of convolutional and
pooling layers that feed into each other. The resulting vector are thus able to cap-
ture more complex features and specialized patterns in successive layers (Goldberg
2017).

Johnson and T. Zhang (2015) conducted a document classification task, a task of
classifying a document into pre-defined topic categories. They made use of dynamic
pooling and separated the documents into regions, applied average-pooling at each
region and report that this was useful for topic classification. Their determination of
pooling regions, however, was fixed, in the sense of making fixed assumptions about
the relative size of each region, irrespective of actual document content. In the case
of classifying documents into topics, we can apply text segmentation to obtain the
coherent segments (see section 2.1), and then apply pooling at each segment.

In the following chapters, we investigate to dynamically separating the regions
with respect to actual document content. We use the segmentation algorithm to find
the coherent segments and applying pooling at each segment-region.



Chapter 3

Data Analysis

One of the main objectives of NAV includes enabling more people to participate in
the labor market, which implies avoiding unemployment. NAV collects data from
different advertised job vacancies in Norway into public datasets, so that job seekers
easily can find relevant jobs.

Our aim is to explore the usefulness of topic segmentation in a supervised ma-
chine learning and natural-language processing (NLP) task. The ultimate goal of
this project is to implement and evaluate an automated process for classification of
natural-language job announcements. To be able to accomplish this we first took a
quantitative perspective on the chosen datasets, and gained an understanding of the
dataset and an insight into the internal thematic structure of the included job an-
nouncements. In this chapter, we present the publicly available datasets provided
by NAV1 and describe how the data was collected, its structure and content. We
present a reflection over the datasets shortages, sufficiency, and completeness, as
well as an description of how job announcements and relevant metadata were ex-
tracted from raw data and processed into new plain (unformatted and uniform) text
files. A description of our sampling and segmentation process of the pre-processed
datasets are also provided. At the end of this chapter, we further provide an analysis
of the pre-processed datasets.

3.1 The Job Announcement Datasets

We choose to use the publicly available datasets on job vacancies, which NAV pub-
lishes at data.norge.no. For each year there exist two associated datasets, one dataset
contains the collected job announcement description-texts (dataset’s name in Nor-
wegian: “stillingsutlysningstekster”), and the other dataset contains information re-
garding the structured characteristics of the positions (dataset’s name in Norwegian:
“ledige stillinger meldt til NAV”). The matching key between the two datasets is the
job identifier.

1https://data.norge.no/search/site/NAV
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The dataset which contains the job announcements is a collection of announce-
ments reported to or collected by NAV. According to their documentation Arbeids-
og velferdsetaten (2017), these texts are collected either by: an employer posts the
job announcements at nav.no, or the announcements are published in the media
(job portals, web pages, newspapers, journals, etc.) and registered by NAV. Job an-
nouncements reported to NAV from the European Job Mobility Portal (EURES) for
vacancies in Europe, are also included in this collection. Job announcements from
all these sources are then registered and assembled into a register. Job announce-
ments of the type mission are stated to have been omitted from the sets. The doc-
umentation further states that these descriptions contain essentially the formatting
in which they were published, hence many texts contain HTML (HyperText Mark-up
Language) markers.

NAV is also concerned with anonymization, therefore, the datasets has under-
gone a data cleansing process. The purpose of the process is to remove the phone
numbers, email addresses, names (person or enterprises), large numbers (over 6
digits), quotes and control characters, and replace those with the # symbol. Some
of the anonymized names can be recovered from the set containing the structured
characteristics.

In spite of what Arbeids- og velferdsetaten (2017) states above, we observed that
some of the announcement texts probably do not appear as originally published
or may have undergone a too strict data cleansing. Some of the sentences and an-
nouncements have obvious and idiosyncratic shortcomings. Some sentences stop
or start at unusual places (e.g. start or stop in the middle of a sentence or even in
the middle of a word), some just include the # anonymization symbol. Some an-
nouncements seems to not include the whole description, and it looks like some
of the descriptions miss their descriptive metadata. See example of “complete” an-
nouncements with obvious shortcomings in Examples 3.1, 3.2, 3.3 and 3.4 in Figure
3.1. We inquired with our contact persons at NAV about this, but they did not seem
to have a good explanation for these short comings. What they did say was that
since all the collected announcements were gathered together into a public com-
posed dataset, other anonymization constraints apply as well. NAV also applies a
removal of discriminatory phrases process, especially for age discrimination. An-
other possible reason is that some of the announcements might have been altered
through the collection and merging process or through a number of different con-
tent management systems.

Maybe less surprising, some of the texts contain incorrect syntactic structure,
i.e., they do not perfectly adhere to Norwegian grammar. Another issue corresponds
to phrases containing incorrect syntactic structure. An example of such where the
sentence-final period is misplaced with a comma or there is a mistake in the capi-
tal letter: “(. . . ) byggelånsoppfølging og foreta tilstandsanalyser, Vi ønsker (. . . )”. See
Example 3.11 for the full fragment of this description. This may be due to incor-
rect Norwegian writing by the author of the original job announcement, or that the
structure of the texts was altered during some of the processes (e.g. the collecting
process or some of the other processes). Some announcements do not contain the
full description, the announcement just include a sentence about the position and
link to the rest of the description. Our contact persons at NAV explained that this
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was because data was retrieved directly from some media records, and therefore
only the metadata was included. This happened especially when announcements
were collected from finn.no, see Example 3.4.

Due to the fact that some of the job announcements have shortcomings there is
a risk that such noise will cause an unwanted disturbance for our manual segmenta-
tion process. This will potentially also be an issue for our automated segmentation
algorithm and classification task, to be elaborated in chapter 4 and 5. The unwanted
disturbance is also called noisy text, which includes imperfect original writing as well
as job announcements that are incorrectly transitioned (text which is not equal to
the original text). This kind of noise will lower the data quality and make it less us-
able and operational to automated language processing. It will be a demanding task
to segment the descriptions from Example 3.1, 3.2, 3.3 and 3.4 in Figure 3.1 into ap-
propriate segments. For our automated topic segmentation algorithm, elaborated
in chapter 4, we desire to alleviate some of these issues by ignoring announcements
which include fewer words than a word threshold. The clarification for this word
threshold is elaborated in section 3.5.

Example 3.1. .

Example 3.2. Vi har ledig still

Example 3.3.
(Se også utlysing # nr. 4.)
Send skriftlig søknad.

Example 3.4.

Skap nye muligheter -for våre elever, for oss og for deg selv! Bli
vår nye Rektor.

Komplett stillingstekst på finn.no

Opplæring tilpasset voksne #.

Figure 3.1: Examples of incomplete job announcements

3.2 Classification of Occupations: STYRK

Each of the job announcement datasets has an associated dataset containing the
structured characteristics of the positions. This dataset is manually made by NAV,
and the characteristics are classified according to STYRK (described below) and ac-
cording to NAV’s custom categories (details of the individual position), resulting in
22 different categories for each announcement.

NAV uses the Norwegian version called STYRK (In Norwegian short for “Stan-
dard for yrkesklassifisering”) of the International Standard Classification of Occupa-
tions (ISCO) for classification of occupations. Up to the year 2011 occupations were
classified according to STYRK-88 (an earlier version of ISCO, ISCO-88), and starting



22 CHAPTER 3. DATA ANALYSIS

from 2012 according to STYRK-08 (based on ISCO-08). We present a description of
ISCO-08 and its structure in more detail a little later in this section. This process is
done manually by NAV, and each announcement is given four categories related to
the occupation: Occupation group, Occupation code, Occupation, Occupation des-
ignation. The occupation code and occupation are constructed by the STYRK cat-
egories, and the occupation group and occupation designation are constructed by
NAV’s custom categories. NAV also provides 18 more custom categories. The oc-
cupation code undergoes a process of hierarchical partitioning and classification
which is structured by ISCO-08, which the International Labour Organization (ILO)
adopted in 2008 (Statistisk sentralbyrå • Statistics Norway 2011).

3.2.1 The Structure of ISCO-08

The International Standard Classification of Occupations 2008 (ISCO-
08) provides a system for classifying and aggregating occupational infor-
mation obtained by means of statistical censuses and surveys, as well as
from administrative records. (International Labour Organization 2016,
p. 2).

The structure of ISCO-08 is divided into a four-level hierarchy, consisting of 10 major
groups, 43 sub-major groups, 130 minor groups, and 436 unit groups (see Example
3.5). The structure is in principle intended to allow every job in the world to be clas-
sified into one of the unit groups, which is at the most detailed level of the classifi-
cation hierarchy. The groups are linked together based on their similarity in regards
to qualifications required for the job. The structure of ISCO-08 and STYRK-08 is
equal, but some Norwegian adjustments have been made. Consequently, STYRK-08
includes 406 unit groups (Statistisk sentralbyrå • Statistics Norway 2011), instead of
436 unit groups as ISCO-08.

Example 3.5. For example the occupation code 2342 represent the hierarchy:
Major Group 2 Professionals
Sub-major Group 23 Teaching Professionals
Minor Group 234 Primary School and Early Childhood Teachers
Unit Groups 2342 Early Childhood Educators

The information one needs to extract from the job announcement for accurate
coding to any level of STYRK is the following points collected from International
Labour Organization (2016):

1. Name or title of occupation,

2. main tasks or duties usually performed in the job.

The following information may also be useful:

3. The type of economic activity of the establishment (industry),

4. whether or not the main aim of the activity is own consumption (subsistence).



3.2. CLASSIFICATION OF OCCUPATIONS: STYRK 23

3.2.2 Job Announcements and STYRK Examples

The next tables and figures present one short and incomplete job announcement
(Table 3.1) with the structured characteristics of the position (Figure 3.2), and one
approximately ideal job announcement (Tabel 3.2) with the structured characteris-
tics of the position (Figure 3.3).

På grunn av økt oppdragsmengde søkes det nå etter:
Sjåfører med førerkort klasse D, vikarer/ekstrahjelp for rutekjøring i
Fredrikstad-området.
Vi søker også etter vikarer til sommeren 2002.

Table 3.1: Example of a short and incomplete job announcement

Figure 3.2: The characteristics of the announcement in Table 3.1

Teamleder ambulerende miljøtjenester - Enhet for tilrettelagte miljøtjenester

Ønsker du å lede en nyopprettet tjeneste?

Tilrettelagte miljøtjenester i bydel Frogner gir tjenester til mennesker med ned-
satt funksjonsevne, blant annet psykiske lidelser og utviklingshemming. Byde-
len drifter i dag fire tjenestesteder som yter bistand til omlag 60 tjenestemot-
takere.Det er nå opprettet en ambulerende miljøtjeneste som gir tjenester til
hjemmeboende som ikke har behov for døgnoppfølging. Samtidig skal am-
bulerende miljøtjenester samarbeide med interne og eksterne fagenheter, og
bidra til kartlegging av innbyggernes tjenestebehov.

Kun elektroniske søknader via webcruiter vil bli vudert.
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Arbeidsoppgaver
• Personalansvar
• Faglig ansvar for tjenesteutøvelse med vekt på målrettet miljøarbeid
• Resultatoppnåelse og ressursutnyttelse i henhold til planverk
• Ansvar for internkontroll og avviksbehandling
• Ansvar for rekruttering, opplæring og kompetanseutvikling
• Ansvar for oppfølging og dokumentasjon i fagsystemet Gerica
• Daglig faglig ansvarlig for HOL kap 9
• Stillingen inngår i enhetens lederteam

Kvalifikasjoner

• Bachelorgrad i helse - og/eller sosialfag
• Dokumentert ledererfaring, og/eller lederutdanning
• Kunne beherske relevante dataverktøy
• Stor faglig bredde, herunder kjennskap til arbeid med mennesker med

utviklingshemming, psykiske lidelser og/eller avhengighetsproblematikk
• Erfaring med koordinering, pasientforløp og/eller hjemmebaserte tjen-

ester

Utdanningsretning

• Helse-, sosial- og idrettsfag

Utdanningsnivå

• Høyskole/Universitet/Diplom/BachelorgradCand.Mag.

Personlige egenskaper

• Personlig egnethet vektlegges
• Tydelig, målrettet og handlingsdyktig
• Evne til å skape tillit og engasjere medarbeidere
• Ha evne til å veksle mellom strategiske og operative oppgaver
• Må kunne arbeide selvstendig og resultatorientert

Språk

• Norsk



3.2. CLASSIFICATION OF OCCUPATIONS: STYRK 25

Vi tilbyr

• Spennende og varierte arbeidsoppgaver
• Tverrfaglig og godt arbeidsmiljø med faglige utfordringer
• Tett samarbeid med enhetsleder og nestleder - fagansvarlig
• Fleksibel arbeidstid
• Gode forsikrings- og pensjonsordninger
• Lønnes i ltr. 45, som for tiden utgjør kr. 559.900 i året
• For ekstra kvalifiserte søkere kan høyere lønn vurderes

Andre opplysninger

• Reisevirksomhet: Ingen reiseaktivitet

Arbeidssted:
Rosenborggata 8, 0255 Oslo

Kontaktinfo:
#, Enhetsleder, #

Nøkkelinformasjon:
Annonsør: Oslo kommune, #
Ref. nr.: #
Stillingsbrøk: 100%
Fast stilling
Startdato: 01.02.2017
Antall stillinger: 1
For elektronisk søknadsskjema: [Klikk her]

Table 3.2: An approximately ideal job announcement.

Figure 3.3: The characteristics of the position in the announcement in Table 3.2
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3.3 Manual Review and Annotation of Samples

Our aim is to explore the usefulness of topic structure for document classification,
and the goal is to make an automated process that creates the most likely coherent
topics (See section 2.1 for general background). The automated segmentation pro-
cess is elaborated in chapter 4. This process predicts boundary locations of a given
text and seeks a segmentation into lexically cohesive blocks. The topic boundaries
mark transition points in cohesion, thus defines where one segment ends and an-
other one begins. Chapter 5 introduces our document classifier which uses this au-
tomated segmentation process as an additional source of information.

To form a hypothesis about the topic structure in Norwegian job announce-
ments and to ultimately be able to evaluate how accurate a predicted boundary
location is, we first need to manually review a set of samples from the available
datasets. These samples are then separated into segments and annotated into topic
categories, to establish the so-called gold standard set, also known as the ground
truth. The gold standard was made so that we could evaluate the results from our
segmentation algorithm against it. Thus, we obtained an empirical indication of
how suitable the predicted segment boundary locations were.

To create the gold standard data we performed data analysis by manually re-
viewing a sample set of job announcements from the chosen datasets. We then ob-
tained information about the coherent structure of the texts and were able to an-
notate those into our set of custom topic categories (as detailed in section 3.4.1). A
segment will, therefore, identify and incorporate the most coherent blocks of text
(sentences or other units of subdivision) in the given text (Reynar 1999). Meaning
that our automated segmentation algorithm should be able to divide a text into mul-
tiple coherent segments – segments that are about the same thing, like a topic – and
then potentially state that for example segment number 1, 3 and 7 are similar in
content and therefore should be labeled with the same topic category. The custom
topic categories we have chosen to segment the announcement into are inspired
by the points in 3.2.1 - Structure of the ISCO-08. Following a first round of data
exploration and some iterative refinement, we have altered those points to be the
categories which contain information about: The position, Qualifications, Benefits,
The employer, and Other (see Table 3.5 and the elaboration in section 3.4.1). These
classes are well-suited for segmenting the announcement in Example 3.2.

It is desirable that this collection of sample sets are able to reflect the reality of the
dataset, and therefore the sampling process is important and elaborated in section
3.3.2. The publicly available datasets on vacancies are from the year 2017, 2016, 2015
and 2002. This is the only years which contain both the description-texts and the
associated set with information about the structured characteristics of the position
(the STYRK data included). We chose to annotate 100 announcements samples from
the years 2017, 2015 and 2002 since we wanted a spreading among the datasets,
resulting in a total of 300 manually annotated job announcemnts.

In the following sections, we will describe our pre-processing of the data (re-
moval of HTML markup) and our sampling process of the data. After perform-
ing pre-processing of the data, we segmented and annotated this collection of an-
nouncements samples into our set of custom topic categories.
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3.3.1 Pre-processing of The Data

In this section, we will describe the steps of our pre-processing of the job announce-
ment datasets, toolkits we used and the information we derived from converting the
text. The data files can be extracted from NAV’s database into CSV files, and then one
can extract information about the job announcements. The datasets we were inter-
ested in investigating was the description datasets. The first column of this data
corresponds to the job identifier, the second to the statistics period and the third to
the job description. After pre-processing we converted the original CSV files into a
uniform and plain document format.

As elaborated at the beginning of this chapter, some of the job announcements
contain HTML markers. To obtain a uniform plain text format we removed all HTML
markers from the announcements. To achive this we used the integrated Python
module HTML.parser. This utility handles HTML tags and can convert text with
HTML syntax to a uniform format by removing the HTML markers from the job de-
scription data.

Following a first round of data exploration and some iterative refinement, as
elaborated above, we observed that a paragraph often suggested a shift in topic and
frequently began with either p (Paragraph), h1-5 (Headline 1-5), strong (bold text)
or b (bold text). We chose to make use of this observation, and included some of the
HTML tags as additional information, by replaced them with == . . . == markers. We
call these high-level markers after the tag information. For example, the HTML tag
p becomes == Paragraph ==. Table 3.3 present an example of the HTML converting.

<p><b>Kompetansekrav:</b></p>
<ul>

<li>Minimum 3 års erfaring som
landskapsarkitekt</li>

<li>Behersker godt bruken av</li>
<li>AutoCAD og Civil 3D</li>

</ul>

(a) The original text fragment

== Paragraph ==
== Bold ==
Kompetansekrav:

• Minimum 3 års erfaring som
landskapsarkitekt

• Behersker godt bruken av
• AutoCAD og Civil 3D

(b) HTML markers removed from the original
text fragment

Table 3.3: Example of a fragment from an announcement with and without HTML

We took this into consideration because we believed that this additional infor-
mation would potentially aid topic segmentation, by giving formatting cues as to
possible locations of a topic boundary. In order not to keep too many of the tags in
the text, we decided to include only the starting position of the selected tags, since
our purpose of this pre-processing is to remove HTML-markers. The tag information
was not included in the analysis performed in this chapter.
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3.3.2 Sampling of The Data for Annotation

In this part of the chapter, we will describe our sampling process, the process of
selecting job announcement samples for our gold standard. Since we are not able
to review all of the announcement from the three datasets, it is desirable that the
collections of samples reflect the reality. The reality represents the distribution of
occupations in the datasets. As we already know, each announcement is associated
with an occupation code, which defines what is contained in the occupation. There-
fore, we want the distribution of occupation codes in the collections to reflect reality.
Meaning that we want it to be as similar as possible in the sample sets as it is in the
three datasets. We want to achieve a proportionally stratified selection, which in-
volves that the frequency of all codes is as frequently represented in the sample set
as it is in the three datasets.

The datasets are not completely randomly ordered, it is moderately ordered after
the statistics period. However, that does not give an inherent order in the announce-
ments nor, more importantly, in the order of occupation code. The only ordering
that could occur is that if NAV collects data from, for example, an educational insti-
tution which has many job announcements on the occupation teacher advertised.
Those announcements will be collected together resulting in that they may occur
below each other in the dataset. Therefore, we decided on a systematic sampling
with k as the sampling interval, k = N /n. The desired sample size, n, is 100, and the
population size, N, is the size of the individual datasets of announcements from the
years 2002, 2015 and 2017 (as detailed in Table 3.4). Our gold standard sets include
100 samples for each year, a total of 300 samples.

Dataset (year)
Number of job
announcement

Sampling interval

2002 123360 123360/100 ≈ 1200
2015 118096 118096/100 ≈ 1100
2017 148144 148144/100 ≈ 1400

Table 3.4: Sampling interval of the three NAV datasets

As already mentioned in section 3.2.1, we have 406 unit groups which corre-
spond to the occupation codes. Since we only collect 100 samples from each year
this corresponds to 0.081% of the job announcements from 2002, 0.084% of the an-
nouncements from 2015, and 0.067% of the announcements from 2017. We have
too many occupation codes to reflect the reality in a good way and can not expect to
make gold standard samples for every occupation code. As also elaborated in sec-
tion 3.2.1 the occupation codes apply a hierarchical partitioning. By grouping the
occupation codes at a higher level than the unit group, we can present the distribu-
tion of the data in a more presentable way. Major is the highest level of the hierarchy,
consists of 10 groups and are the chosen level for presenting the data. The occupa-
tion code, 2342, in example 3.5 will then correspond to the major occupation code
2. From Figure 3.4a and 3.4b we obtain that the distribution of major codes is quite
equal in the sample datasets and the whole datasets. Since some occupation codes
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are more or less presented in the sample sets than in the whole datasets, we have
achieved a disproportionately stratified selection.

(a) The sampel datasets (gold standard) (b) The whole sets

Figure 3.4: The distribution of occupation codes at the major level

3.4 Gold Standard Segmentation

In this section, we will elaborate on the process of segmenting our gold standard
dataset. We conduct an quantitative analysis of those segment and present our ob-
servation results in section 3.5.

Intuitively, any text of non-trivial length will have internal thematic structure. An
idealized job announcement has topic boundaries after a paragraph, and the head-
line should give cues about the topic. This job description may first introduce the
employer, then talk about the specific position, to finally specify the qualifications
required of applicants. The task of making such structure explicit is often referred to
as topic segmentation. However, as obtained by our manual review and the analysis
presented in section 3.5, there is a lack of such ideal job description structures in our
dataset. Our task included separating each announcement in our gold standard into
a couple of topic segments based on our human judgment.

3.4.1 The Segmentation Process by Our Human Judgments

A topic boundary position could in principle be anywhere between words, which en-
tail that every position between words is a candidate for a segment boundary. This
set of candidates could be specified to be at particular positions, such as the end of
sentences or paragraphs (Utiyama and Isahara 2001). The first task of our segmen-
tation process was to delimit where these candidates for boundary locations could
lie. We started by segmenting at word-level so that a sentence could be divided into
more than just one topic segment. The reason why we started with this was due to
that observed sentences sometimes included more than just one topic. For exam-
ple this translated sentence from Example 3.1: “{Drivers with driving license class
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D,} {temps/ extra help for route driving in the Fredrikstad area.}”. That sentence in-
cluded in our opinion (at first) two topic segments. The segments are delimited by
curly brackets ({}). The first (inside the first pair of {}) talks about the topic qualifica-
tions and the second talks about the position.

We conducted an iterative design process – a cyclic process of analyzing and re-
fining – and concluded that it was not an ideal approach. It was too strict and had
too many possible boundary candidates. Therefore, we chose to delimit the candi-
dates for segment boundaries to be at the end of sentences. The sentence above will
then just include one segment covering the (domain) topic the position (the chosen
segmentation for this sentence is presented in Example 3.6 in section 3.6).

When we performed the manual review and annotation of the job announce-
ments in the gold standard set, we realized and observed as part of the iterative de-
sign process, that it was mainly five repetitive topics. As we stated at the beginning
of this section, an ideal job description might first introduce the employer, then talk
about the specific position and benefits, to finally specify the qualifications required
of applicants. It may also introduce other information which contains information
about things like the address and contact details. This also reflects over to the job
descriptions in our datasets, but not necessarily in that order and it may not include
all the categories. The classes we have chosen to segment the documents into are
inspired by the points in section 3.2.1 and the observed natural formed classes.

Topic-classes Elaboration
The position
(stillingen)

Information about the position, like tasks, responsi-
bilities and practice areas

Qualifications
(kvalifikasjoner)

Information about the required qualifications, edu-
cation and (personal) characteristics

Benefits
(du får)

Information about the benefits you get when working
there, and in that position

The employer
(arbeidsgiver)

Information about the employer

Other
(annet)

Other not so informative pieces of information

Table 3.5: Table with the custom topic classes for segmentation.

The concluded set of custom topic classes are listed in Table 3.5. These classes
are well-suited for segmenting the announcement in Example 3.2. We started by
labeling each sentence into one of the custom topic-classes and then created the
coherent segments. We chose to label the sentences with a special syntax == (. . . )
==, the same syntax as for the tag information (the additional HTML tag informa-
tion), discussed in section 3.3.1. The dots correspond to one of the topic-classes, see
examples in section 3.6.
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3.5 Analysis of The Gold Standard Segmentation

In this section, we will elaborate on our observations and results from performing
data analysis on the gold standard segmented set, which contains a total of 300 sam-
ples. Our analysis consists of examinations of the distribution of words in each job
announcement, the distribution of the segments, the most frequent topic-classes,
and the distribution of words in the segments.

3.5.1 The Distribution of Words in each Announcement

As part of the pre-processing all HTML markers were removed from the job an-
nouncements before these were placed in the gold standard set (see section 3.3.1),
and we already know of the number of job announcements for all three sets (see
section 3.3.2). We examined the distribution of words in each job announcement
in our gold standard and computed the average, minimum and maximum length
per announcement. To achieve fairness for this calculation the tag information (the
additional HTML tag information, discussed in section 3.3.1) was omitted from the
announcements.

Figure 3.5: The word distribution per job announcement in the three datasets

In our gold standard set there are 9585 words in 2002, 23149 in 2015 and 28349
in 2017, thus by dividing on 100 (the sample set size) we obtain an average of 95.85
words in 2002, 231.49 words in 2015 and 283.49 words in 2017. These averages are
presented as horizontal lines in Figure 3.5. To compare our gold-standard samples
to the full dataset, we obtained the total number of words for each (entire) dataset
and calculated the average. This resulted in an average of 95.06 words in 2002, 215.92
words in 2015 and 261.2 words in 2017. As we can see from these averages, the gold
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standard averages are quite representative to the entire datasets averages. Figure
3.5 presents the distribution of words in each announcement from our gold stan-
dard set, where the x and y-axes correspond to individual documents and the num-
ber of words, respectively. The orange columns present the dataset from 2017, the
blue presents 2015 and the green presents 2002. The black horizontal line around 25
words is elaborated below. The minimum and the maximum number of words from
2002 are 1 and 428 words, respectively. For the 2015 dataset, a minimum of 6 words
and a maximum of 516 words, and 2017 contains a minimum of 9 and a maximum
of 608.

From Figure 3.5 and our manual review, we confirm that announcements, espe-
cially from the 2002 dataset, include many short and incomplete job descriptions.
We also obtain that the length of each announcement, counted in words, increased
in recent years. We conclude this part of the analysis by observing that, in general,
the announcements in 2017 collectively contain more supplementary text than the
announcements in 2015 and especially in 2002 (validated by our manual review).

The shortest descriptions usually denote incomplete job announcements and
will be an unwanted disturbance for our segmentation algorithm and later our clas-
sification task, to be discussed in chapter 4 and 5. Incomplete job announcements
like the one in Table 3.1 in section 3.2.2 suffer from shortcomings. It looks like the
descriptive metadata is missing and the text is therefore hard to segment, especially
when labeling the segment with a topic. This will also be an issue for the segmenta-
tion algorithm because when an announcement is difficult to segment manually, it
probably will be more difficult or at least as difficult to segment automatically. For
these reasons, we would like to avoid such descriptions and decided to re-analyze
the shortest announcements. We concluded that an announcement should contain
at least 25 words, which is the shortest announcement in our sample of 300 that was
justifiable and appropriate. This is presented by the black horizontal line in Figure
3.5. Announcements containing less than 25 words are hypothesized to be noise
in the data. By introducing this word threshold, all four descriptions in Figure 3.1,
which was difficult to segment, will thus be omitted.

Actually, a job announcement should be of more than 100 words to be able to
provide a moderately ideal description of the proposed position. Exceptions like an-
nouncements for cleaning personnel and part-time jobs do occur. They are usually
justifiable announcements, but often short and hence difficult to segment. Some
announcements just include a link to the rest of the description, as discussed in sec-
tion 3.1. This yields an possible explanation for some of the shortest and incomplete
announcements. Of the 300 announcements in the gold standard, this involves a to-
tal of 19 announcements: 10 announcements from 2002, 6 from 2015 and 3 from
2017.

3.5.2 The Distribution of Segments

After completion of the topic segmentation of the announcement samples in our
gold standard, we examined the distribution of segments for each dataset. Coher-
ent sentence-like units produce segments. These segments are labeled with a topic
which enables us to conduct an analysis of the structure and content of job an-
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nouncements, both regarding and regardless of the associated topic. When per-
forming this analysis we (sligtly) distinguish between topic segments and sentence-
like units because they present two different aspects of the structure in the anno-
tated announcements. We obtained by examined the length of each sentence-like
unit the amount of text and the average number of words contained in each segment
(regardless of its topic). We examined the length of each topic segment and obtained
the amount of text included in each topic, the average length, and the most common
and elaborated topics. We examine the length of our segments in the next section.

(a) Distribution in 2002 (b) Distribution in 2015

(c) Distribution in 2017

Figure 3.6: The distributions of sentence-like units (not related to a topic) in the
three sets, where the horizontal lines present the average number.

The figures in Figure 3.6 present the distributions of segments – regardless of its
topic – for each dataset. Figure 3.6a presents the dataset from the year 2002, Figure
3.6b presents the dataset from 2015, and Figure 3.6c presents the dataset from 2017.
From these figures, we observe that all annotated announcements contained at least
one sentence-like unit each (not related to a topic). All announcements from 2017
contained actually at least two units each. The maximum number of units in one
announcement is 11 for 2002, 18 for 2015 and 15 for 2017. The announcement from
2015 with the second largest number of units contained 13 units. The horizontal
lines present the average number of units. The 2002 dataset achieved an average of
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4.02 units, 2015 achieved an average of 5.75, and 2017 achieved 6.83. From the year
2002 to 2017 we observe an increase in the number of units per announcement, an
increase by 2.8 sentence-like units, thus the average has increased by almost 70%.
As discussed above, we also obtain that the length of each announcement, which is
counted by words, increased in recent years. This indicates (not surprisingly) that
the number of words is related to the number of sentence-like units. We elaborate
on this indication in section 3.5.4.

Table 3.6 presents a frequency table containing the distribution of topic seg-
ments – segments with the associated topic – for each dataset with the correspond-
ing relative frequency in parentheses. The first column presents the datasets, and
the rest correspond to the number of occurrences for each of the topics. For ex-
ample, in the dataset from the year 2017 there are 164 topic segments about the
topic Qualifications, which yield a relative frequency of 20.9%. The 2002 dataset
contained a total of 502 segments, 2015 contained 575 segments, and 2017 con-
tained 783. From the absolute topic frequencies in Table 3.6, one can easily measure
the average frequency per announcement, by dividing by the total number of an-
nouncements in each year (100). For example, the average number of occurrences
of segments with the topic Qualifications in the 2017 dataset is 1.64 per announce-
ment, and the average of the topic The employer in the 2002 dataset is 0.38.

Topic-classes
Dataset
(year)

The
position

Qualifica-
tions

The
employer

Benefits Other Total

2002
100
(19.9%)

106
(21.1%)

38
(7.6%)

46
(9.2%)

112
(22.3%)

502

2015
146
(25.4%)

133
(23.1%)

62
(10.8%)

77
(13.4%)

157
(27.3%)

575

2017
155
(19.8%)

164
(20.9%)

109
(13.9%)

101
(12.9%)

154
(19.7%)

783

Table 3.6: The frequency table presents the distribution of topic segments per
dataset, with the relative frequency in parentheses. The Total column corresponds
to the total number of segments.

We obtained from Table 3.6 that all announcements from 2015 and 2017 in-
cluded on average at least one segment with the topic The position and Qualifi-
cations. From the year 2002 to 2017, there is an increase in frequency for all topic
segments. The 2017 dataset has an average of more than one for all the topic seg-
ments, indicating that each announcement on average includes all of the topics. The
2002 dataset has especially lack of occurrences for the topic The employer and Ben-
efits. As presented in the relative frequency part (in parentheses) of Table 3.6, we ob-
tain that for all three datasets a comparatively equal relative frequency for the topic
Qualifications exists. Therefore, we conclude that topic Qualifications is the most
frequent and common topic in our datasets, maybe less surprising since the topic
Qualifications is usually more elaborated and common in ideal announcements.
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3.5.3 The most Frequent Topic Segments

We obtained from Table 3.6 and our analysis in section 3.5.2, the information on the
most frequent topics. The dominant topic named Other is not so enlightening to
examine. It contains other not so informative pieces of information such as the ad-
dress and contact details, therefore, we omit that topic from this analysis. The most
frequent classes are thus The position and Qualifications. In ideal announcements
those two are also the most informative topics. We chose to only examine the distri-
bution between topic classes in 2017 because the dataset from 2017 is confirmed to
possess more supplementary text and is the most recent year.

In Figure 3.7 we present the distribution of the most interesting topics, specifi-
cally The position and Qualifications, as well as Employer and Benefits. The x and
y-axes correspond to the individual documents and the number of occurrences, re-
spectively. While the frequency table in Table 3.6 presents the absolute and relative
frequencies of the topics, this table presents the distribution of topics stepwise. This
give a better visualization of the distribution. For topic The position and Qualifica-
tions the maximum numbers of occurrences in one announcement is 5 and 6 times,
respectively. The horizontal lines in Figure 3.7a present the average and are mea-
sured to be 1.55 and 1.64 segments for these two topics. We obtained from Figure
3.7b, the maximum number of occurrences in one announcement for the topic The
employer and Benefits, which is 4 and 3 times, respectively. The average is 1.09 and
1.01 for these two topics. The minimum number of occurrences for all four topics is
zero, i.e., not included in the announcements.

(a) The position versus Qualifications (b) The employer versus Benefits

Figure 3.7: The distribution of the most interesting topic segments in 2017

We observed from Figure 3.7, there are seven announcements which do not in-
clude the topic The position, and four announcements missing the topic Qualifi-
cations. 30 announcements do not include the topic Employer and 18 missing the
topic Benefits (there are also three announcements which do not include the topic
Other). In section 3.6 we present one announcement missing the topic The position
and one announcement missing the topic Qualifications. Only one of the four an-
nouncements missing the topic Qualifications is considered suitable, but not with-
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out shortcomings. It suddenly ends in the middle of a sentence, see Example 3.9. Of
the remaining three announcements missing the topic Qualifications, two contain
less than 25 words, and the last contains some sentences and links to the rest of the
description.

3.5.4 The Distribution of Words in The Segments

In this section we examine the distribution of words in both sentence-like units
and topic segments, as well as the correlation between the number of units and the
length of announcements. The analysis of words in sentence-like units is probably
more essential for the topic segmentation algorithm (4), due to the algorithm only
predicts segment boundaries, not also the associated topic.

Figure 3.8: Number of segment units (regardless of its topic) and documents length
for the 2017 datasets. The blue small horizontal lines present the lengths of each
unit and the digits at the top of each column present the number of included units.

Figure 3.8 presents the number of sentence-like units and documents length in
the 2017 dataset. The x and y-axes correspond to the individual documents and the
number of words contained in each announcement, respectively. The blue small
horizontal lines incorporate the units and present the distribution of words in each
unit. The digits at the top of each column present the number of included units.
We chose to only present the distribution of sentence-like units in 2017, because the
dataset from 2017 is confirmed to possess more supplementary text and is the most
recent year, as discussed above. The 2002 dataset achieved an average unit length
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of 23.8 words, 2015 achieved an average length of 40.23 and 2017 achieved an av-
erage length of 41.49. For the 2002 dataset, the longest unit contained 176 words,
the longest unit in 2015 contained 189 words, and the longest unit in 2017 included
216 words. In fact, the longest unit in 2015 contained 428 words, and the second
longest contained 373 words, but both were written in a non-Norwegian language,
hence only one segment was included (see section 4.2.1). For all three sets the short-
est unit contained one word, this unit corresponds to sentences or paragraphs just
including the # anonymization symbol.

As discussed above, from the year 2002 to 2017 we observe an increase in the
number of sentence-like units (regardless of the associated topic) per announce-
ment, as well as in the length of each announcement. This indicates that the num-
ber of words is related to the number of units. We performed regression analysis with
polynomial linear regression to find trends in our data and to explore this relation.
In Figure 3.9 we present two figures, Figure 3.9a presents the correlation between
the number of sentence-like units and documents length, and Figure 3.9b presents
the average unit length in relation to the length of each announcement. For both fig-
ures a polynomial function of degree 1 was applied, corresponding to a linear func-
tion. The polynomial regression modeles in Figure 3.9a the relationship between the
number of sentence-like units (the dependent variable) and documents length (the
independent variables), by fitting the points from the independent variable to the
graph. We obtained the regression equation y = 0.01535×x+2.48 for the function in
Figure 3.9a, meaning that we can plug in a x value (a number of words) and obtain
an estimate of the corresponding number of sentence-like units.

(a) Number of units vs. document length (b) Average unit size vs. document length

Figure 3.9: Figure 3.9a presents the connection between the number of sentence-
like units and documents length, and Figure 3.9b presents the connection between
the average unit length and document length.

For Figure 3.9a we obtained a rational fit using this linear function, while for the
function in Figure 3.9b we obtained a minor rational fit. Thus, in this case a higher
degree of the polynomial function might be more suitable. The regression lines –
the dashed lines in the figures – present the underlying linear relationships. To mea-
sure how accurate the model fits the data, the statistical R-squared measurement is
commonly applied. It measures how close the data points are to the fitted regression
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line. For Figure 3.9a, the R-squared value is 53%, and for Figure 3.9b the R-squared
value is 39%. In fact, for the data points in Figure 3.9a, we only obtained a slightly
better R-squared value by changing from a linear model to a cubic model. For Figure
3.9b we obtained an R-squared value of 44% with a cubic model.

In Figure 3.9a we observe a growth in the number of segment units when the
document length increases, and in Figure 3.9b we observe a growth in the average
unit length when the document length increases. This supports our suspicion of a
correlation between the document length and the number of sentence-like units in
our datasets often exists. We conclude this part of the analysis by observing that,
in general, longer documents tend to contain more sentence-like units than a short
document, but exceptions occur. This also applies for the 2002 and 2015 dataset.

Our first hypothesis was that a job announcement contained between 4 to 7 seg-
ments associated with different topics, but it might not include all the topic classes.
As discussed in section 3.4.1, an ideal job description might first introduce the em-
ployer, then talk about the specific position and benefits, to finally specify the quali-
fications required of applicants. It may also introduce other information containing
information about the address and contact details, etc., at the end of the announce-
ment. As observed from our manual review, the analysis in section 3.5.2 and 3.5.3,
and from Figure 3.9, this hypothesis was rather unsuccessful.

We examined the length of each topic segment to obtain how much text was in-
corporated in each topic, the average, and which of the topics is the most elaborate.
We again choose to only present the 2017 dataset. Figure 3.10 presents the distri-
bution of words in the topics in 2017. Each column presents the overall number of
words included in that topic for the document, meaning that it could span multiple
segments. For each announcement, the number of included sentence-like units for
each topic is presented in Figure 3.7 (section 3.5.3). The longest column in Figure
3.10 with around 350 words, constitutes 6 topic segments as presented in Figure 3.7.

(a) Topic the position and qualifications (b) Topic the employer and benefits.

Figure 3.10: The distribution of words included in segments assosiated with topic
the position, qualifications, the employer and benefits, from the 2017 datasets.

We observed from Table 3.6 (section 3.5.2), the topic named Other is the domi-
nant topic, but it is not so enlightening to examine, and therefore were omitted in
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Figure 3.10. The average number of words per announcement for the topic The po-
sition from 2017 is 56.4 words, the average for the topic Qualifications is 92.51, the
average for the topic The employer is 49.83, and for the topic Benefits an average of
34.37 words. The maximum number of words for the topic The position from 2017
is 231 words, for the topic Qualifications the maximum is 329 words, the maximum
for the topic The employer is 229 words, and the maximum for the topic Benefits is
133 words. For all topics the minimum number of words is zero, i.e., not included in
an announcement.

For the 2002 dataset, the average number of words per announcement for the
topic The position is 23.64 words, and 48.68 words in 2015. For the topic Qualifi-
cations this corresponds to an average of 28.27 words in 2002 and 62.93 words in
2015. For the topic The employer and Benefits this corresponds to an average of
14.63 and 10.44 words in 2002, and 41.11 and 23.09 words in 2015. The maximum
number of words in the topic The position from 2002 is 142 words, for Qualifications
is the maximum of 131 words, for The employer the maximum is 187, and for Ben-
efits the maximum is 104 words. From 2015 the maximum is 166, 200, 239 and 107
words, corresponding to the four topics The Position, Qualifications, The employer,
and Benefits. For all topics the minimum number of words is zero.

From these results, we obtain that the most elaborated topic is Qualifications
and the second is The position. As discussed in section 3.5.2, the topic Qualifications
is the most common topic in our datasets, maybe less surprising since the topic
Qualifications is usually more elaborated and common in ideal announcements.

3.6 Examples from Our Gold Standard Segmentation

Example 3.6 and 3.7 are two instances of text where there exists an uncertainty which
topic to choose, the first part of both examples show two topic classes within one
sentence. As we elaborated in section 3.4.1 we chose to delimit the candidates for
segment boundaries to be at the end of sentences. In other words, one sentence only
can be labeled with one topic. When an uncertainty presents itself, is the chosen
topic the dominating one in that sentence. In the second part of both examples can
one see the chosen segmentation.

Example 3.6.
== stillingen == På grunn av økt oppdragsmengde søkes det nå etter:
== kvalifikasjoner == Sjåfører med førerkort klasse D, == stillingen ==
vikarer/ekstrahjelp for rutekjøring i Fredrikstad-området. Vi søker også etter
vikarer til sommeren 2002.

== stillingen == På grunn av økt oppdragsmengde søkes det nå etter: Sjåfører
med førerkort klasse D, vikarer/ekstrahjelp for rutekjøring i Fredrikstad-
området. Vi søker også etter vikarer til sommeren 2002.

Example 3.7.
== arbeidsgiver == Glittre barnehage == kvalifikasjoner == søker etter dyktige,
ansvarsbevisste og faglig sterke == stillingen == barnehagelærere i 100% stilling
som pedagogisk leder og barnehagelærer uten lederansvar fra 1. august 2017.
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== kvalifikasjoner == Glittre barnehage søker etter dyktige, ansvarsbevisste og
faglig sterke barnehagelærere i 100% stilling som pedagogisk leder og barne-
hagelærer uten lederansvar fra 1. august 2017.

Example 3.8 and 3.9 present one announcement missing the topic The position
and one announcement missing the topic Qualifications. Example 3.9, is considered
suitable, but it ends in probably the middle of the announcement.

Example 3.8.
== kvalifikasjoner == På vegne av kunde søker vi dyktig hjelpearbeider til jobb
i Elverum. Vi ser etter en lojal og pliktoppfyllende person som kan tiltre raskt.

Den vi søker:

• har noe erfaring fra byggebransjen
• er motivert og i god fysisk form
• er pliktoppfyllende og nøyaktig
• kommuniserer godt på norsk eller engelsk

Har du i tillegg en utpreget positiv innstilling og godt humør, er fleksibel i
forhold til arbeidsoppgaver og står på så er du den vi søker.

== du får == Vi tilbyr:

• En solid og velfungerende arbeidsplass
• Betingelsene følger tariff
• Arbeid i en solid bedrift med høy profesjonalitet

== annet == For mer informasjon kontakt # på #, eller # på tlf #.

For å søke stillingen; benytt link på siden, eller send kortfattet søknad med CV
til

Velkommen som søker!

Sted: Elverum
Lønn: Etter avtale
Ansettelsesforhold: Fast
Hjemmeside: vhr.no
For elektronisk søknadsskjema: [Klikk her]



3.6. EXAMPLES FROM OUR GOLD STANDARD SEGMENTATION 41

Example 3.9.
== stillingen == 50% Vikarer/deltidsansatte til vår Tellesentral og Verditrans-
port avdeling

== annet == Verditransportør og Telleoperatør

== stillingen == Vikariatene varer ut august måned i 2018.

Etter vikariatets slutt, kan det være aktuelt med forlengelse av avtalen og /eller
videre ansettelse som fast deltidsansatt.

== du får == # AS kan tilby:

• Lønn iht. tariffavtale, samt ordnede ansettelses- og arbeidsforhold
• Personlige utviklings - og karrieremuligheter
• God opplæring
• Forsikringsordninger
• Firmahytte og andre personalgoder
• Godt miljø og hyggelige kolleger

== stillingen == Vi søker:

Example 3.10 presents an example of an anonymized announcement. The name
of the enterprise has been removed and replaces with the anonymization symbol
#. Example 3.11 is an instance of a phrase containing incorrect syntactic structure.
Misplaced sentence-final period with a comma, a mistake in the capital letter, or
misplaced newline with a comma. It is clear that there exist two topics in this phrase,
but due to the incorrect syntactic structure where the topic The position chosen as
the domain label.

Example 3.10.
== kvalifikasjoner == Har du lyst til å jobbe med # i en av Nordens største IKT-
bedrifter?

Example 3.11.
== stillingen == Eiendomsrådgiver på næring som skal verdivurdere nærings-
bygg, utviklingstomter og prosjekter, byggelånsoppfølging og foreta tilstands-
analyser, == kvalifikasjoner == Vi ønsker at vedkommende skal ha utdanning
innen byggfaget og ha erfaring fra liknende arbeid.

== stillingen == Eiendomsrådgiver på næring som skal verdivurdere nærings-
bygg, utviklingstomter og prosjekter, byggelånsoppfølging og foreta tilstands-
analyser, Vi ønsker at vedkommende skal ha utdanning innen byggfaget og ha
erfaring fra liknende arbeid.
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Chapter 4

Topic Segmentation
Experiments

Our ultimate aim is to explore the usefulness of topic structure for document clas-
sification, and the goal in this chapter is to make an automated process that creates
the most likely segmentation of a given text, see section 2.1.3 for general background.
The automated segmentation process is elaborated in section 4.1. This process pre-
dicts boundary locations of a given text and seeks a segmentation into lexically co-
hesive continuous blocks. A boundary defines where one segment ends and another
one starts. Chapter 5 introduces our document classifier which uses this automated
process as an additional source of information.

The task of structuring text has been a major case in previous research about seg-
mentation, which is to divide a document into a number of coherent sections where
each section is expected to describe a specific topic or subject. Coherent sections
are meant to be sections that are about the same thing, like a topic. By identifying
and isolating these units (topics), we are able to extract specific and relevant parts.
This helps improve performance on language processing and information retrieval
tasks (Reynar 1999; Choi 2000; Utiyama and Isahara 2001).

As elaborated in section 2.1, we have examined mainly three segmentation algo-
rithms from the seminal research articles of Reynar (1999), Choi (2000), and Utiyama
and Isahara (2001). The text segmentation algorithm proposed by Utiyama and Isa-
hara (2001) use a statistical model to divide texts into different segments and select
the optimum segmentation in terms of the probability distributions defined by this
model. This proposed method applies unsupervised machine learning, much like
the approach of Choi (2000) but unlike the second method of Reynar (1999). The
method is also domain-independent, meaning that it could be applied to all do-
mains, because it uses the statistical model to compute probabilities from the given
text. Consequently, no labeled training data is required, but available training data
can be integrated. Utiyama and Isahara (2001) provide an empirical comparison
of their system against the state-of-the-art text segmentation system proposed by
Choi (2000), and find that their system is more accurate than Choi (2000). Accuracy

43
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is measured in terms of the error probability metric, Pk , proposed by Beeferman,
Berger, and Lafferty (1999). The evaluation process of these systems is described in
section 4.3.3. We chose to implement the system proposed by Utiyama and Isahara
(2001), due to their evaluation results, see section 4.1.

We note that there has in fact been a further development of the method of
Utiyama and Isahara (2001) by Eisenstein and Barzilay (2008), which achieve slightly
better accuracy. We decided to disregard this method based on that it is substantially
more complex but only achieves moderately better accuracy. Eisenstein and Barzi-
lay (2008) also provide an implementation1 of the maximum-probability segmen-
tation method proposed by Utiyama and Isahara (2001), and this implementation
are written in the programming language C. However, Utiyama and Isahara (2001)
explain their method in a rather convenient way and we decided to implement their
method in Python.

4.1 The Text Segmentation Algorithm by Utiyama and
Isahara (2001)

As elaborated in section 2.1.3, the definition of a topic is described as follows “the
distributing of words in that topic” (Utiyama and Isahara 2001, p. 500). This indi-
cates that the vocabulary defines topics, which is why the method requires only the
given text for segmentation. They also assume that the word distribution is different
for different topics. As previously mentioned, one of the advantageous features of
this approach is that it does not require labeled training data for segmenting texts,
only the given text. Therefore, any text in any domain can be used by the approach.
This is an important feature when applied to information retrieval tasks because it
handles domain-independent documents.

Another property in their approach is that the number of segments determined
by their algorithm need not be proportional to the variation in the text length, but
can be relatively stable. “For example, the algorithm divides a newspaper editorial
consisting of about 27 sentences into 4 to 6 segments, while on the other hand, it di-
vides a long text consisting of over 1000 sentences into 10 to 20 segments.” (Utiyama
and Isahara 2001, p. 503). This property can be circumvented by either recursively
applying the algorithm to each proposed segment or specifying the number of seg-
ments, consequently causing a finer segmentation. As we discussed in our analysis
of the gold standard segmentation in section 3.5.4, the number of segments in our
data collections is correlated with the document length. Therefore, it may be desir-
able to circumvent this property. We address this dilemma in section 4.4.3.

The text segmentation algorithm presented by Utiyama and Isahara (2001) is
based on their statistical model. This model defines the probability of a segmenta-
tion of a given text, and the algorithm selects the most likely (optimum) segmenta-
tion in terms of these probabilities. Their algorithm finds the maximum-probability
segmentation and contains mainly two parts: a cost function and a graph based
algorithm. The cost function is based on the probabilities defined by the statisti-

1ttps://github.com/jacobeisenstein/bayes-seg/tree/master/baselines/textseg-1.211
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cal model, and the algorithm uses this function to find the optimum segmentation.
Each possible segmentation achieves a cost, and the segmentation with the lowest
cost is defined as the optimum segmentation. The formula for the cost function C
is presented in Equation 4.1. They further express W = w1w2 . . . wn as a word se-
quence of n words, and S = S1S2 . . .Sm as a segmentation of W consisting of m seg-
ments. Consequently, S is the full segmentation of W consisting of all the different
segments, see section 2.1.3 for general background.

C (S) ≡− logPr (W |S)Pr (S) (4.1)

C(S) in Equation 4.1 can be decomposed into Equation 4.2 (for further background
on this derivation see the article):
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As elaborated above, W present a sequence of n words and S is the full segmenta-
tion of W. Each segment Si in S consists of ni words from W (Si = w i

1w i
2 . . . w i

ni
). The

decomposed cost function in Equation 4.3 defines the cost of segmenting a word
sequence, Si , given n = ∑m

i=1 ni (the number of words in W ) and k (the number of

different words in W ). Utiyama and Isahara (2001) state that #(w i
1w i

2 . . . w i
ni

) is the
number of words in segment Si (equally to ni ). The function h defines the indicator
function

∑ni
k=1δ(w i

k , w i
j ), which evaluates to one if the two words are equal, and zero

otherwise. In other words, the function h counts the number of occurrences of word
w i

j in Si , where j goes from the index of the first word to the last word in the seg-

ment. The parentheses in Equation 4.3 are not present in the original presentation
by Utiyama and Isahara (2001), thus rendering their definition between logn being
inside of the summation term or rather a top-level term in its own right. We consider
the disambiguation as shown in Equation 4.3 the most plausible interpretation.

Utiyama and Isahara (2001) further describe their algorithm for finding the most
likely (optimum) segmentation, as a graph based algorithm. They define a set of
nodes as the positions between words and a set of ordered edges as the positions
between the nodes, where by ordered they mean that an edge only can go from left
to right, i.e., from its initial vertex to its terminal vertex. The nodes hence define the
available candidate boundaries, and each edge represents a segment of ni words
(incorporates n nodes). There is an associated cost to each edge, and the cost is
calculated using the cost function in Equation 4.3. The algorithm allows one to place
hypothesize candidates for segment boundaries anywhere between words, i.e., each
node is a candidate for a boundary. However, we can restrict the set of available
candidate boundaries to only consider those whose initial and terminal vertices are
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at the end of sentences, or other units of a subdivision. We discuss our chosen set
of available candidate boundaries in section 4.3.1. The task is then to estimate the
cost of each edge and find the path with the minimum cost. The obtained path
represents the segmentation with the lowest cost, i.e., the optimum segmentation.

Utiyama and Isahara (2001) state that “Algorithms for finding the minimum-cost
path in a graph are well known” and that a solution for this task could be to apply
a dynamic programming algorithm, like Dijkstra’s algorithm (Dijkstra 1959) as we
decided to use. They further state that the number of segments can be automatically
determined by the algorithm, but can also be determined manually by constraining
the number of edges in the minimum-cost path.

4.2 Pre-processing

In chapter 3, section 3.3 and 3.5, we obtained insight into the structure of the job
announcements included in our gold standard. From our analysis we concluded
that some of the announcements suffered from shortcomings. Due to this fact there
is a risk that such noise will cause an unwanted disturbance for our segmentation
algorithm. The unwanted disturbance called noisy text, appear in our datasets and
includes imperfect original writing as well as job announcements that are incor-
rectly transitioned. This kind of noise will lower the data quality and make it less
usable and operational to automated language processing. We elaborated our pre-
processing on the gold standard data in section 3.3.1: the process of converting doc-
uments containing HTML syntax into a plain and uniform format was applied to all
job announcements, not only the selected announcements in our gold standard. In
this section, we discuss our refined HTML removal process in the spirit of our docu-
ment layout and analysis findings, as well as the language identification process. We
desire to alleviate to some extent the issues regarding the unwanted disturbance,
thus we elaborate on our process of omitting the announcements with shortcom-
ings in section 4.2.1.

The layout of the job announcement introduces some assumptions regarding
the design choices: we define a paragraph boundary by two (or more) newlines and
decided to separate the documents at the paragraph position to obtain blocks of
text. We introduced an additional feature, which considers consecutive sequences
of list elements (sentences included in a list) as one sentence-like unit, regardless if
some of the list elements include a final punctuation mark. Thus, list elements are
compiled as a, in principle, long sentence. The HTML tag which defines a list in-
corporates these elements, therefore, this tag was replaced with the paragraph syn-
tax (two newlines). The reason was due to that many of these list elements were
considered incomplete sentences, and it was more sensible to consider them as a
whole. These blocks of text are thus broken down into sentence-like units, to be-
come our chosen set of available candidate boundaries (see section 4.3.1). Note that
only documents containing HTML syntax were given these pre-processing features
(additional syntax information). The tag information, described in section 3.3.1, was
not included in the documents involved in this segmentation algorithm.
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4.2.1 Language Identification and Sanctioned Announcements

We discussed our automated segmentation algorithm in section 4.1, discuss our
document classifier in the next chapter, and both are highly sensitive to lexical statis-
tics in a particular language. The datasets from the chosen years are multilingual
datasets, and that leads to another type of unwanted disturbance. The disturbance
is due to that we want the classifier, described in chapter 5, to learn only representa-
tions for the Norwegian language. In section 4.3.1, we discuss the chosen candidates
for boundary locations which use a tokenization process. This process converts se-
quences of characters into sentences of tokens (words) and splits the text according
to Norwegian lexical, typographic, and formatting conventions. Therefore, we will
only consider Norwegian announcements. There are two official forms of written
Norwegian, namely Bokmål and Nynorsk, and we consider announcements written
in both forms. We chose to use the utility langid.py2 (Lui and Baldwin 2012) – an
open-source standalone Language Identification (LangID) tool – to detect the lan-
guage of each job announcement. This utility is written in Python and is trained by
supervised machine learning. Jauhiainen, Lui, Zampieri, Baldwin, & Lindén (2018)
provide a survey of different language identification methods, including the langid.
They inform that Lui and Baldwin (2012) provide an comparison of langid.py to
other language identification tools and “find that it compares favorably both in terms
of accuracy and classification speed”.

We obtained using langid.py that the set from 2002 included 3016 (of 123360)
job announcements which were not in Norwegian (Bokmål or Nynorsk). The set
from 2015 contained 4817 (of 118096) announcements, and 2017 contained 6530
(of 148144). We can see that the number of non-Norwegian announcements has
increased in recent years. We desired to measure how accurate this utility performed
on our multilingual datasets. This led to a simple binary classification task, where
the results were either true or false, corresponding to whether the document was
classified to the correct language or not. The evaluation of langid.py resulted in
examinations of two small sets of announcement samples, discussed below.

For the first sample set, we randomly chose five announcement samples from
the five most frequent languages (English, Danish, Swedish, Deutsch (German) and
Norwegian), as predicted by langid.py, for each of the three sets. langid.py was
trained on multiple languages, for the Norwegian language it uses three annotations
constituting Norwegian, Bokmål, and Nynorsk. Hence we sampled five samples
from each of the three annotations, resulting in a total of 15 samples in Norwegian.
This set consists therefore of 35 samples for each year, a total of 105 samples.

Table 4.1 presents the results from the first evaluation of langid.py, where the
second column presents the proportion of the non-Norwegian announcements la-
beled with the correct (actual) individual language, and the third column presents
how many of the Norwegian announcements (Norwegian, Bokmål, or Nynorsk la-
beled) were labeled with the correct (actual) annotation. The total performance can
be calculated from Table 4.1, the dataset from year 2002 achieved an accuracy of
21/35 = 60%, 2015 achieved 28/35 = 80% and 2017 achieved 23/35 = 65.7%. By our
manual review and examination of this sample set, we conclude that it looks like

2https://github.com/saffsd/langid.py
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Languages
Dataset Non-Norwegian Norwegian

2002 10/20 11/15
2015 14/20 14/15
2017 10/20 13/15

Table 4.1: The first evaluation of langid.py, where the results present the amount
of correctly labeled announcements.

the utility langid.py is able to detect most of the languages correctly, as long as the
descriptions consist of some sentences. It fails, i.e., classifies to the wrong language
class, a lot on short descriptions, descriptions that only contain some words or just
one sentence. For example, an announcement only containing “.” is classified as En-
glish (maybe due to its training data). The announcement which only contains this
sentence: “vi søker veterinærer til vår nye klinikk i Sarpsborg” is classified to Danish,
but it is clearly Norwegian Bokmål.

Due to the somewhat disappointing and unexpected results from the first evalu-
ation, we added a constraint to our evaluation of langid.py, since we realized that
it struggles to classify correctly on short documents. As discussed as part of our anal-
ysis in section 3.5.1, the shortest descriptions in our data collection usually denote
incomplete job announcements, which causes an unwanted disturbance. To avoid
some of the noise, we concluded that an announcement should contain at least 25
words, which is the shortest announcement in our sample of 300 that was sensible
and appropriate. The constraint, therefore, involves only considering documents
which include 25 or more words. For the examination of the second sample set we
incorporated this constraint, and follow the same description of the experimental
design as elaborated above. This sample set, therefore, consists of the same number
of samples as the first set, a total of 105 samples.

Languages
Dataset Non-Norwegian Norwegian

2002 16/20 15/15
2015 16/19 15/15
2017 19/20 15/15

Table 4.2: The second evaluation of langid.py, where the results present the
amount of correctly labeled announcements.

The total performance for the second evaluation can be calculated from Table
4.2, the dataset from the year 2002 achieved an accuracy of 31/35 = 88.57%, 2015
achieved 31/34 = 91.17% and 2017 achieved 34/35 = 97.14%. This performance is
a considerable increase in accuracy compared to the first evaluation (without the
constraint). All announcements labeled as English, Swedish, Deutsch and Norwe-
gian were correctly labeled, except for a total of 8 misclassifications of Danish, all
of these announcements were actually written in Norwegian (Bokmål). Due to the
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constraint 18626 announcements was disregarded from 2002, 5712 from 2015, and
4308 from 2017. From this we observe that the number of short and incomplete
announcements has reduced considerably in recent years.

Consequently, a total of 19391 (15.72%) announcements were disregarded from
2002, 10024 (8.49%) from 2015, and 10331 (6.97%) from 2017. This includes omitting
both non-Norwegian announcements and announcements containing less than 25
words. The reason why we disregarded more announcements from 2017 than in
2015 is that 2017 includes more non-Norwegian announcements. From our gold
standard set a total of 11 announcements were disregarded from 2002, 8 from 2015
and 7 from 2017. Thus, the total number of sanctioned announcements from 2002
is 103969, from 2015 is 108082, and from 2017 137826 announcements.

4.3 Experimental Setup

In this section, we describe the setup and design choices used in the experiments
in the next section. We describe the extraction and defining of sentences, and the
selection of candidate boundaries which meet particular conditions. In addition to
our linguistic pre-processing of the reminding announcements. We end this section
by discussing the error probability metric used for evaluation.

4.3.1 The Candidates for Boundary Locations

We conducted an iterative design process in chapter 3, which among other things
took into consideration data exploration, analyzing and refinement. In section 3.4.1
we discussed where the candidates for boundary locations could lie. We started by
segmenting at word-level but concluded that it was not an ideal approach. It was
too strict and had too many possible candidates. Since the topics in our data collec-
tion are closely related, it could result in several correct segmentations. Therefore,
we decided to delimit the candidates for segment boundaries to be at the end of
sentences. We only consider the edges in the graph-algorithm whose initial and ter-
minal vertices are at the start or the end of a sentence. A candidate boundary is
located between one or multiple sentences, and the interpretation of a sentence is
described below.

To be able to segment text into sentences, we used The Natural Language Toolkit
(NLTK) (Bird, Klein, and Loper 2009). NLTK is written in Python and provides a set
of text processing libraries for, among other things, tokenization. Tokenization (also
known as lexical analysis) is the process of breaking a sequence of characters into a
sentence of tokens. It uses different delimiters such as space and punctuation de-
limiters and is, therefore, language dependent. This is one of the reasons why we
only consider Norwegian announcements, as discussed in section 4.2.1. The NLTK
tokenize package includes a function3 for segmenting text into sentences. This func-
tion has pre-trained models for each included language and one can specify the lan-
guage to Norwegian. This causes, for example, the sentence: “Søknadsfristen er 26.

3https://www.nltk.org/api/nltk.tokenize.html
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desember.” not being separated at the first punctuation, but at the final punctua-
tion mark. This function does not interpret newlines as sentence breaks, e.g., an
itemized or bulleted list without periods will be considered as one, in principle, long
sentence. Before adopting this function we decided to always interpret double new-
lines, which define paragraphs in the document structure, as sentence breaks. As an
additional method, elaborated in section 4.2, we incorporate itemized or bulleted
list as one sentence, regardless if some of the list elements include a final punc-
tuation mark. Example 4.1 provide an example of delimiting a fragment of an an-
nouncement, where the curly brackets ({}) define the generated sentences.

Example 4.1.

{# er en kreativ og kvalitetsbevisst produsent og leverandør av majones-
baserte salater, sauser, dressinger og tilbehørsprodukter, - til Storhushold-
ning, Dagligvare og fersksvarediskmarkedet i Norge.} (. . . )
{Ønskede kvalifikasjoner og egenskaper:}

• {Utdannelse innen økonomi/regnskap/administrasjon.
• Erfaring med regnskap A-Å, Ordre-utfakturering og lønn-HR arbeid}

4.3.2 Linguistic Pre-processing

As discussed in section 4.2, we only consider announcements written in Norwe-
gian (Bokmål or Nynorsk) and containing 25 or more words as the input data to the
topic segmentation algorithm. Before we applied the topic segmentation process on
the remaining announcements in our data collection, the documents were linguis-
tic pre-processed. Which consists of removal of punctuation, lemmatization of the
words and removal of stop words. The pre-processing applied by Utiyama and Isa-
hara (2001) uses the same process except the words were stemmed, not lemmatized.

To remove the punctuation from the announcements the built-in punctuation
list from Python’s string library was used: if a word exists in this list we remove
it from the text. We used NLTK’s corpus stop words list in Norwegian for removal
of stop words, and the same procedure as for removal of punctuation was applied.
Following the language identification, described in section 4.2.1, we use the UDPipe
toolkit4 (Straka and Straková 2017) – an open-source tool for tokenization, tagging,
lemmatization and dependency parsing – to perform lemmatization, the process of
converting words to their lemmatized form. This toolkit has pre-trained models for
each included language, and we used the UD 2.3 language model for Norwegian.
The sentences were striped of punctuation marks before convert into CoNLL-U for-
mat and parsed into their lemmatized form. Straka and Straková (2017) reported
that the lemmatization process for different tasks achieved an F1-score performance
of 96.66 and 96.48, for Norwegian Bokmål and Norwegian Nynorsk, respectively.

4http://ufal.mff.cuni.cz/udpipe
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4.3.3 The Evaluation Procedure and Metric

The task of evaluating segmentation algorithms has been a discussed case in pre-
vious research about segmentation. Beeferman, Berger, and Lafferty (1999) and
Pevzner and Hearst (2002) elaborate on some of the difficulties associated with this
evaluation. Pevzner and Hearst (2002) state that the first difficulty associated with
evaluating segmentation algorithms is the task of choosing a reference segmenta-
tion for comparison. We try to circumvent this difficulty by comparing the proposed
boundaries produced by our segmentation algorithm against our gold standard (our
reference segmentation), where the boundary locations in this standard are based
on our human judgments.

Beeferman, Berger, and Lafferty (1999) and Pevzner and Hearst (2002) also dis-
cuss shortcomings of the common evaluation measures precision and recall, as well
as the weighted combination of the two known as the F-measure, or F1-score. Preci-
sion measures how many of the proposed boundaries were actual (true) boundaries,
and recall measure how many of the actual (true) boundaries were found by the seg-
mentation algorithm. The precision/ recall metrics can, therefore, be an unsuitable
measurement for an automatic segmentation algorithm, because they do not con-
sider a condition called a near miss. A near miss corresponds to a boundary close
to the actual boundary, off by one or a few sentences. The precision/ recall metrics
treat near misses as full misses, which drastically overestimates the error (Pevzner
and Hearst 2002), thus can be a too strict measurement.

Beeferman, Berger, and Lafferty (1999) argue that “It is natural to expect that in
a segmenter, close should count for something”. This supports the usefulness of this
condition, which could be a more suitable evaluation strategy when handling text
segmentation algorithms. The probabilistically motivated error metric proposed by
Beeferman, Berger, and Lafferty (1999) attempts to resolve these problems by con-
sidering near misses. The main reason why we introduce this metric is due to that
both Choi (2000) and Utiyama and Isahara (2001) measure segmentation accuracy
by this error metric. Thus, to be able to compare both the experimental material
used by Utiyama and Isahara (2001) and our dataset against the results by Utiyama
and Isahara (2001), we have to evaluate with this metric. Beeferman, Berger, and
Lafferty (1999) describe their error metric, Pk , as follows:

The number Pk (ref,hyp) is the probability that a randomly chosen pair
of words a distance of k words apart is inconsistently classified; that is,
for one of the segmentations the pair lies in the same segment, while for
the other the pair spans a segment boundary. (Beeferman, Berger, and
Lafferty 1999, pp. 199-200)

This is a window-based error metric, where a window of size k is slid across the
document and computes penalties along the way. They define the correct segmen-
tation, in our case the gold standard, as the reference segmentation (ref ) and the
segmentation proposed by the system as the hypothesis segmentation (hyp). If ref
and hyp are different in a window with k words, Pk starts registering penalties. A
false alarm (also known as false positive) is defined as the event when a boundary is
not included in ref but proposed in hyp, and a miss (also known as false negative) is
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defined as the event when a boundary is missing from hyp but placed in ref. Penal-
ties are computed according to if there exists a false alarm or a miss in the window,
both achieve a penalty of 1. The sum of the penalties is normalized by the number
of measurements taken (number of windows) (Pevzner and Hearst 2002).

We are aware of the drawbacks in the error metric by Beeferman, Berger, and Laf-
ferty (1999), as discussed by Pevzner and Hearst (2002). The reason why we chose to
include this evaluation, and not the refined version proposed by Pevzner and Hearst
(2002), is due to that Utiyama and Isahara (2001) measure the proposed segmenta-
tion accuracy using this error metric. We summarize the nature of these drawbacks
in section 4.4.4.

The selection of k in the error metric, Pk

We measured the segmentation accuracy using the probabilistic error metric Pk , as
described above, where low Pk indicates high accuracy (Utiyama and Isahara 2001).
This error metric is a window-based metric, and the k-sized window is estimated
“to be half the average reference segment length (in words)” (Beeferman, Berger, and
Lafferty 1999, p. 199).

The task of selecting k is an ambiguous task: our collection consists of three sam-
ple sets (one for each of the selected years), therefore, we can obtain a k for each of
the sets, a k for the whole collection and a k for the individual samples. We experi-
mented with these values of k and obtained that it was quite insignificant in terms
of the global k versus the datasets k, for the 2015 and 2017 dataset. For those two
sets, the difference between the global k and the datasets k was 1 and 2 words, re-
spectively, resulting in a difference in Pk of 0.9% and 1.9%. As we obtained from our
manual review of the gold standard data in section 3.3 and the analysis conducted
in section 3.5, the dataset from 2015 and 2017 contains overall more suitable job
announcements (i.e., several complementary sentences, better structured, longer
documents which entail, for our dataset, more segments, and consequently more
preferred and supplementary announcements). The set from 2002, on the other
hand, contains a lot of short, incomplete and maybe too aggressively anonymized
announcements. Due to that 2002 is a diverse dataset, the global k and the datasets
k has a difference of 6 words, which has a lot to say for the Pk value, resulting in a
difference of 7.7% in Pk . The Pk value is strongly affected by the value of k, where
a low k often gives better results, due to that k represents the size of the window. If
there exists a disagreement in the position of a boundary, the total obtained penalty
for that disagreement is of the same size as the window, elaborated in more detail
below.

In the declaration of k by Beeferman, Berger, and Lafferty (1999), they discuss the
reference segment, which we interpret to be the reference segment of the individual
document (the gold standard for the sample). Consequently, the selected k is the
sample’s individual estimated k, both for our dataset as well as for the dataset used
by Utiyama and Isahara (2001). This selection of k, compared to the other choices of
k, also gave the overall best result for our evaluation.



4.4. EXPERIMENTS AND RESULTS 53

4.4 Experiments and Results

In this section, we report and discuss our experiments and the results of those ex-
periments, following the experimental setup described in section 4.3. Our gold stan-
dard set was made based on our human judgments, and its purpose is to be evalu-
ated against the predicted segment boundaries to ultimately obtain how accurate
the predicted boundaries were. Hence, our main objectives of these experiments
are to evaluate how accurate the predicted segmentation from our automated seg-
mentation process was. We measured the segmentation accuracy using the proba-
bilistic error metric Pk proposed by Beeferman, Berger, and Lafferty (1999), where
low Pk indicates high accuracy as elaborated in section 4.3.3. We only consider the
announcements which include 25 or more words and are written in Norwegian, as
elaborated in section 4.2.

In section 4.4.1, we start by evaluating our system – which is again an implemen-
tation of the proposed system by Utiyama and Isahara (2001) – against the artificial
test data proposed by Choi (2000), which is also used as test data by Utiyama and Isa-
hara (2001). Since the test data proposed by Choi (2000) is an artificial test corpus,
and our dataset consists of realistic data (continuous data), we decided to create a
baseline system for a more fair and informative comparison, as described in sec-
tion 4.4.2. In section 4.4.3, we present the results of evaluating the algorithm on our
dataset, and we end this chapter with an error analysis of our results.

4.4.1 Experiments on The Material Used by Utiyama and Isahara
(2001)

The material used for evaluating the experiments conducted by Utiyama and Isa-
hara (2001) is an artificial test corpus presented by Choi (2000), and is described as
follows:

An artificial test corpus of 700 samples is used to assess the accuracy
and speed performance of segmentation algorithms. A sample is a con-
catenation of ten text segments. A segment is the first sentences of a
randomly selected document from the Brown corpus. A sample is char-
acterised by the range n. (Choi 2000, p. 29).

The Brown corpus is a text collection consisting of 15 different text categories,
e.g., reportages (political, sports, etc.), press (editorial and reviews), religion, etc.
Their corpus statistics are given in Table 4.3. The first row presents the range of
n, i.e., the first n sentences used in the experiment, and the second presents how
many samples were involved in the experiment. For example, the second column in
Table 4.3, presents an experiment with 400 samples, where each of the samples is a

Range of n 3 – 11 3 – 5 6 – 8 9 – 11
# samples 400 100 100 100

Table 4.3: Test corpus statistics (Choi 2000)
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concatenation of the first n (from 3 to 11) sentences of randomly chosen documents
from the Brown corpus. For clarification, the range of n is also determined randomly
for each document.

The result of the experiments on the artificial test data presented by Utiyama
and Isahara (2001) – those summarized in Table 4.3 – are reproduced in Table 4.4.
U00 is the result of their system and C99 corresponds to the system by Choi (2000).
Recall that this artificial test corpus randomly concatenates ten different text seg-
ments containing n sentences. Maybe less surprising, it is easier to find the correct
boundaries since these topics are very statistically independent of each other and
have often very different word distributions. In contrast to our dataset, which is a
more difficult problem, because we are testing on realistic data and our topic cate-
gories are closely related.

3 – 11 3 – 5 6 – 8 9 – 11 Total
U00 11% 13% 6% 6% 10%
C99 13% 18% 10% 10% 13%

Table 4.4: Comparison of Pk : the numbers of segments were determined by the sys-
tems (Utiyama and Isahara 2001)

To assure us that our implementation of the algorithm proposed by Utiyama and
Isahara (2001) was correct, we conducted the experiment in the second column in
Table 4.3. We evaluated our result against the second column in Table 4.4 and indeed
achieved an accuracy of 10%. In our linguistic pre-processing, described in section
4.3.2, we convert the words into their lemmatized form while Utiyama and Isahara
(2001) used stemming. This might be the reason for the 1% difference in the results.

4.4.2 Baseline

A baseline is the simplest possible prediction and contains often the result of a de-
generate model, such as the hypothetical strategies discussed by Beeferman, Berger,
and Lafferty (1999) of proposing all or no boundary predictions. The baseline sys-
tems discussed in this section is the simplest way of predicting segment boundaries
and provides the first results of the segmentation algorithm on our data.

We decided to establish three simple baseline systems for comparison with our
dataset since the test corpus proposed by Utiyama and Isahara (2001) is artificial
test data, and we are testing on realistic data. The first baseline places boundaries at
all candidate locations, the second places boundaries randomly with respect to the
available locations, and third places no boundaries. The random baseline system
first randomly select a number of boundaries, n, consequently randomly selects n
boundaries from the candidate boundaries. These baselines serve as a starting point
for further experimentation on realistic data.

Table 4.5 presents the results of these systems where the result was measured by
the error metric Pk . We obtained from Table 4.5 that of the three baselines the none-
prediction (placing no boundaries) achieved the best performance, especially in the
2002 dataset. The none-prediction achieves, of course, F1-scores of 0% because it
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Model 2002 2015 2017 Total
All boundaries 32.67% 40.71% 41.42% 38.34%

Random boundaries 29.13% 37.64% 37.91% 35.27%
No boundaries 27.10% 30.72% 33.23% 30.39%

Table 4.5: Pk rate for the three baseline experiments, where low error rate indicates
high accuracy.

measures the proportion of correct outcomes, which is zero in this case. The rea-
son for the low Pk values for the none-predictions might be due to the process of
compiling Pk . A window of size k is slid across the text, and if the manual segmen-
tation (ref) and the automatic segmentation (hyp) are different in this window, Pk

starts registering penalties. If a predicted boundary is placed k words apart from the
actual boundary and the start (or stop) boundary, it receives a penalty of one in k
windows (false alarm), in total a penalty of size k. The same penalty is obtained if
the system disregards a boundary (miss) which is k words apart from the next (or
last) actual boundary and the start (or stop) boundary. In this case, predicting a
boundary a wrong place (not a near-miss) is just as inadequate as not predicting a
boundary. This incident happened quite often, as elaborated in section 4.4.4.

For example, the gold standard includes four boundaries and the algorithm pre-
dicts four boundaries where only two of them are correct. We then obtain four
wrongly placed boundaries: two misses and two false alarms. If the two misplaced
boundaries where placed over the size of k words apart from the correct bound-
aries, both receive a penalty of k. If the two false alarm boundaries are placed k
words apart from the next (or last) correct boundary, both also receive a penalty of
k. Which results in a total penalty of 4× k, i.e., one k times in four windows. In
this case, if we do not predict any boundaries, we have four false alarms. If all four
correct boundaries are placed k words apart, we also receive a penalty of 4*k (see
Table 4.10 in section 4.4.4). This is a possible explanation of the high results from
the none-predictions.

When the manual segmentation (ref) has the same number of boundaries as the
number of available boundaries, the all-prediction will achieve a low Pk value. If we
allow a gap of size 2, this corresponds to 35.5% (32/90) of the announcements from
2002, 5.4% (5/92) of the announcements from 2015 and 1% (1/94) from 2017. This
correlates with the results for the all-predictions and is a plausible explanation for
the performances.

4.4.3 Experiment on Our Dataset

Our main objectives in this section are to examine how accurately the text segmen-
tation algorithm performed using our dataset. As elaborated in section 4.1, Utiyama
and Isahara (2001) state that the number of segments can be automatically deter-
mined by the algorithm, but can also be determined manually by constraining the
number of edges in the minimum-cost path. A property in the approach by Utiyama
and Isahara (2001) is that the number of segments determined by their algorithm
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need not be proportional to the variation in the text length, but can be relatively sta-
ble. As we discussed in our analysis of the gold standard segmentation in section
3.5.4 and presented in Figure 3.9, the number of segments in our data collection is
correlated with the document length, and consequently it may be desirable to cir-
cumvent this property. Therefore, we conducted two experiments on our dataset, in
the first experiment the number of segments is automatically determined by the al-
gorithm, and in the second experiment, we specified the target number of segments.

Metric 2002 2015 2017 Total
Pk 25.90% 27.28% 27.98% 27.07%

F1-score 39.65% 35.48% 33.89% 36.29%

Table 4.6: Pk and F1-score for the first experiments on our dataset

Table 4.6 presents the first evaluation result of our experiments, where the re-
sults are measured by the error metric Pk and the F1-score. We enlighten again that
Pk measures the probability for error (miss), while F1-score measures the propor-
tion of correct outcomes. The more correct evaluation strategy, discussed in 4.3.3,
is the error metric Pk (Beeferman, Berger, and Lafferty 1999), in the time where this
research was presented. One of the beneficial features of using Pk is that “it is not
possible to obtain a high score by “cheating” with a degenerate model, such as the all
or none algorithms” (Beeferman, Berger, and Lafferty 1999, p. 199). Table 4.6 show
statistically that our system is more accurate than all three baselines presented in
Table 4.5. The Pk rate obtained from 2002 are 1.2% better than the non-prediction, a
reduction of 3.44% for the 2015 dataset and a reduction of 5.25% for the 2017 dataset.
This confirms the beneficial features statement of the error metric.

Still, after the pre-processing the sanctioned announcements from 2002 con-
tains many short and incomplete announcements with fewer sentences, in con-
trast to the 2015 and 2017 dataset, as discussed above and presented in Figure 3.5
in section 3.5.1. Concequently, causing fewer candidates to choose between when
predicting boundaries. The dataset from 2002 has an average of 8.83 candidates to
choose between, i.e., predicting boundaries on. Since predicting no boundaries ver-
sus prediction wrong boundaries both sometimes achieves a penalty of size k, as
elaborated above, it is less surprising that the predicted boundaries from the 2002
dataset is quite similar to the none-prediction. The 2015 and 2017 dataset has an
average of 21.29 and 24.62 candidates to choose between, respectively. The 2017
dataset has the highest quality among these datasets, validated by our manual re-
view. We obtained from Table 4.6, the results from the 2015 and 2017 dataset are
incomparable compared to the all, none and random baseline predictions (Table
4.5). Both the 2015 and 2017 datasets include several choices among the boundary
candidates and still produce solid results, which entails that the algorithm is actually
more compatible to predict good boundaries in these sets.

Table 4.7 presents the second evaluation results of our experiments, where the
number of segments was determined beforehand. We used the individual datasets
average number of segments as the segment size. For the 2002 dataset correspond
this to an average of 4 segments, the 2015 dataset corresponds to an average of 6
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Metric 2002 2015 2017
Pk 24.64% 30.62% 31.43%

F1-score 52.13% 38.64% 38.56%

Table 4.7: Pk values and F1-scores for experiments on our dataset, where the num-
ber of segments was individually determined beforehand. We used the datasets av-
erage number of segments, which resulted in a value of 4 for 2002, 6 for 2015, and 7
for 2017.

segments, and an average of 7 segments for the 2017 dataset. When an announce-
ment in one of the datasets contains fewer candidate boundaries than the deter-
mined segment size, we find the minimum-cost path with the number of candidate
boundaries for this announcement. The results are, again, measured by the error
metric Pk and the F1-score. From this table, we observe that the value of the error
metric, Pk , for the 2002 dataset decreased, and the F1-score increased greatly. For
the 2015 and 2017 dataset, both the Pk value and the F1-score increased slightly. We
conclude this part by observing that the first experiment results in an lower error
score, which indicates higher accuracy, than the second experiment. Therefore, we
obtain a higher accuracy by allowing the algorithm to find the most suitable number
of segments.

Additional experiment

Our dataset of job announcements contains a lot of wordy sentences, which in-
cludes a lot of stop words. Thus, for our additional experiment, we decided to in-
clude the stop words. As presented in Table 4.8, this experiment resulted in an in-
crease in the F1-score and a decrease in the error rate, Pk , comprated to our first
experiment. A decrease of 0.64% for the 2002 dataset, 0.54% for 2015 and 0.42% for
2017. This suggest that including stop words when performing segmentation on job
announcements, actually is an appropriate approach.

Metric 2002 2015 2017 Total
Pk 25.26% 26.74% 27.56% 26.54%

F1-score 43.41% 37.99% 36.60% 39.28%

Table 4.8: Pk and F1-score for the additional experiments, including the stop words
in our dataset.

4.4.4 Error Analysis

This section includes a discussion of some of the drawbacks of the error metric,
Pk , proposed by Beeferman, Berger, and Lafferty (1999). We present two exam-
ples of compiling the Pk value of segmentations from our system, and discuss the
challenges related to using human judgments when segmenting the gold standard.
As elaborated above, the reason why we chose to include this evaluation metric,
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and not the refined version proposed by Pevzner and Hearst (2002), is due to that
Utiyama and Isahara (2001) measure the proposed segmentation accuracy using this
error metric.

Pevzner and Hearst (2002) outline four problems related to the error metric, Pk :
For the first problem, they state that false negatives (misses) are penalized more than
false positives (false alarms), when assuming average size segments. This is because,
missing a boundary is penalized with k, and proposing a boundary j < k units from
the start or the end of a boundary, yields a penalty of j. In the second problem, they
state that the number of boundaries in a window is not taken into consideration,
thus allowing some errors. In Figure 4.1 we present a reference segmentation and
one hypothesis segmentation, where the blocks represent text units and the vertical
lines represent the boundaries. When sliding through the text, if there is detected a
boundary for both ref and hyp in the window, no penalty is registered. However, this
approach fails to acknowledge the number of boundaries in that particular window.
In the segmentation example in the figure, the error metric does not detect the false
alarm error, since each window detects a boundary for both ref and hyp.

Figure 4.1: An illustration inspired Pevzner and Hearst (2002), the error metric allows
some errors by ignoring the number of boundaries in a window.

As the third problem, they state that the metric is sensitive to variations in seg-
ment size. “The size of the segment plays a role in the amount that a false positive
within the segment or a false negative at its boundary is penalized” (Pevzner and
Hearst 2002, p. 24). Assume two segments A and B, and the algorithm misses the
boundary between them. If both the size of A and B (counted in words) are greater
than k, this miss event is penalied with k. However, if either A or B is smaller than
k, the obtained penalty is equal to the size of the smaller segment. In Table 4.11 be-
low, we present an example of this: when the window includes the boundary located
at the word-level position 28 in ref, it starts recording miss penalties. The segment
before the first boundary, A, has a size of more than k words (Si ze(A) > k), while
the segment after the first boundary, B, has a size of less than k words (Si ze(B) < k).
Therefore, the penalty of the first miss is Si ze(B) = 8, i.e., 8 windows includes the
boundary at word location 28. The same applies to false positives, as elaborated in
the first problem. If a boundary is proposed j < k units from the start or the end of
a boundary it achieves a penalty of j. However, if the segment is smaller than k, false
positives are penalized with an even smaller penalty than for a miss error.

In the fourth problem, they state that some near-miss errors are penalized too
much. In the case when we have a correct segmentation with two boundaries, one
predicted segmentation with two correct and one false alarm error, H y p1, and an-
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Segmentation Boundary locations Miss penalty False alarm penalty
Ref [18, 92] None None

H y p1 [18, 21, 92] - 3
H y p2 [21, 92] 3 3

Table 4.9: Example of two segmentations, where both H y p1 and H y p2 correspond
to the predicted segmentation boundaries. The boundary locations present where
the boundaries are positioned (at word-level).

other with one correct and one near-miss false alarm error, H y p2, as presented in
Table 4.9. For H y p2 the boundary located at 21 is a near-miss to the correct bound-
ary located at 18, while for H y p1 the boundary located at 21 is a pure false positive.
Intuitively, H y p2 should be penalized with a lower Pk value than H y p1, or at least
the same penalty, “since a near-miss error is better than a pure false positive” (Pevzner
and Hearst 2002, p. 25). Due to the third problem discussed above, H y p1 is penal-
ized with a penalty of 3 and H y p2 is penalized with a penalty of 3+3 = 6 (assuming
that k is greater than 3 and less than 18).

The segmentation of our gold standard data, discussed in section 3.4.1, was con-
ducted by our human judgments. As elaborated in section 4.3.1, we used a function
in the NLTK tokenize package for segmenting text into sentences for the purpose
of automated topic segmentation. The sentences (blocks of text) generated by the
NLTK and the sentences defined by our human judgment (our gold standard) did
not always agree. The gold standard can propose boundaries for which the auto-
mated sentence splitter does not propose a candidate boundary, since they define
some sentences in different ways. Thus the automated sentence splitter does not
even consider the correct boundary as a candidate boundary. In the 2002 dataset,
there are a total of 3 sentence errors (disagreements), in the 2015 dataset there are
22 errors (distributed over 15 announcements), and in the 2017 dataset there are
31 errors (distributed over 14 announcements). The 15 announcements containing
sentence disagreements in 2015, achieved a average Pk value of 28.43%, where three
of the announcements still were able to predict a sensible segmentation (thresh-
old of 25%). The 14 announcements containing sentences disagreements in 2017,
achieved a average Pk value of 32.75%, and four of these announcements still were
able to predict a reasonable segmentation (threshold of 25%).

Example 4.1 (Equal penalty). In the example in Table 4.10, there are 21 candidate
boundaries, the window size k is 18, the number of measurements is 200, and the
document contains 218 words. The boundary locations present where the bound-
aries are positioned (at word-level). The Pk value, in this case, is computed to be
31% both for the predicted segmentation, H y p1, as well as for the none-prediction,
H y p2. The predicted segmentation finds two correct boundaries, two misses and
two false alarms. When the window is slid across the document, it computes penal-
ties along the way. The first miss happens when the window incorporated the first
correct boundary, located at position 8, because the system does not predict this
boundary. This miss event receives a penalty of size 8 because a total of 8 win-
dows includes the location 8, see the third problem presented by Pevzner and Hearst
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(2002). Then we achieve a penalty of size k for the next miss event (positioned at
197), and a penalty of size 2×k for the two false alarm events (positioned at 122 and
178), which correspondes to a total penalty of 8+3×k = 62. The none-prediction
finds four misses, which results in a penalty of 8+3×k = 62. To obtain the Pk value
this count is normalized by the number of windows, which is 200 is this case, result-
ing in a Pk value of (62/200)× 100 = 31%. The F1-score for this example is 50.0%,
due to a precision of 2/4 = 0.5 and a recall of 2/4 = 0.5, and of course 0% for the
none-prediction.

Segmentation Boundary locations Miss penalty False alarm penalty
Ref [8, 41, 89, 197] None None

H y p1 [41, 89, 122, 178] 26 36
H y p2 [] 62 -

Table 4.10: Example of two segmentation. H y p1 correspond to our predicted seg-
ments boundaries, and H y p2 to the none-prediction.

Example 4.2 (Different penalty). In the example in Table 4.11, there are 16 candidate
boundaries, the window size is 12, the number of measurements is 151, and the doc-
ument contains 163 words. The Pk value, in this case, is computed to be 25.83% for
the predicted segmentation and 33.77% for the none-prediction. The predicted seg-
mentation find two correct, three miss and one false alarm. The first miss, located at
position 28 incur a penalty of 8 – due to the third problem discussed above – and the
second miss, located at position 36 incure a penaly of size k (12). For the last miss,
located at 156, it receives a penalty of size 7, since the document consists of 163
words. For the false alarm located at position 48, the window included that location
k times. This results in a total penalty of 8+2×k+7 = 39. The none-prediction finds
5 misses, resulting in a total penalty of 8+3×k +7 = 51. To obtain the Pk value, the
sum of penalties are dedived on the number of windows, which is 151 in this case.
Resulting in a Pk value of (39/151)×100 = 25.83% for the predicted segmentation,
and (51/151)×100 = 33.77% for the none-prediction. The F1-score for the predicted
segmentation is 50.0%, due to a precision of 2/3 = 0.67 and a recall of 2/5 = 0.4, and
of course a F1-score of 0% for the none-prediction.

Segmentation Boundary locations Miss penalty False alarm penalty
Ref [28, 36, 84, 116, 156] None None

H y p1 [48, 84, 116] 27 12
H y p2 [] 51 -

Table 4.11: Example of two segmentation. H y p1 correspond to our predicted seg-
ments boundaries, and H y p2 to the none-prediction.



Chapter 5

Document Classification
Experiments

Classifying documents into a set of predefined classes is a common task in the field
of natural language processing. In this chapter, we introduce our specific classifi-
cation problem, which involves predicting occupation codes based on the text and
patterns within our collection of job announcements. We established our set of oc-
cupation codes in section 3.2.1, and this set includes a total of 406 codes. These
codes are structured with a hierarchical partitioning and discussed in more detail in
section 5.1.2. Furthermore, we present our experiments using convolutional neural
networks and report the results of those experiments. Our focus is on the perfor-
mance of using different pooling operations, specifically dynamic pooling regions
that reflect topic segmentation, for the task of document classification.

In section 2.2 we described the neural network structure, the common input rep-
resentations and the basics of the convolutional neural network architecture. In our
experiments, we chose the common input representation in which the words in a
document are represented as embedding vectors as further discussed in section 5.3.
To benefit from the word order, i.e., inspecting n-grams, the chosen network archi-
tecture is CNN. CNNs capture the internal structure of the data and were originally
developed for image analysis. In image analysis, CNNs investigate small parts of
the image and at the high-level abstraction capture and combine the most relevant
shapes and edges. This reflects over to NLP tasks where CNNs instead investigate
small parts of the word sequence, i.e., n-grams. CNNs include two basic operations,
convolution and pooling, which provide the ability to learn intermediate represen-
tations and extract higher-level features. The aim of CNNs is to extract and learn
the most useful sub-sequences of words for the prediction task regardless of where
in the document these n-grams appear. The CNNs also learns which combinations
are important for the classification task. Another often used architecture for text
classification is the Recurrent neural networks (RNNs) (Hopefield 1982), which cap-
tures both local and global order. The global order capture patterns that are far
apart in the text sequence. We will focus on CNNs as they have proved useful on
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many NLP tasks, especially document classification (Johnson and T. Zhang 2015)
and sentence-level sentiment classification (Kalchbrenner, Grefenstette, and Blun-
som 2014; Kim 2014).

Kim (2014) proposed a simple one-layer CNN architecture for sentence clas-
sification with 1-max global pooling and reported that it achieved state-of-the-art
performance on different tasks. Although the experimental materials used by Kim
(2014) are classified into a much smaller set of classes, we consider this architecture
as a starting point for experimenting with convolutional architectures. The one-
layer CNNs are acknowledged for their simplicity and strong empirical performance,
and therefore often substitute other baseline methods such as Support Vector Ma-
chines (SVM) and logistic regression (Y. Zhang and Wallace 2017). The architec-
ture proposed by Johnson and T. Zhang (2015) is a follow up to Kim (2014). John-
son and T. Zhang (2015) experiments with replacing dense and low-dimensional
word vector inputs with high-dimensional one-hot vectors. The network thus learns
embedding-like vectors of regions as part of the training process. Johnson and T.
Zhang (2015) experiment with using dynamic pooling instead of global pooling and
report that this was useful for topic classification, which is confirmed by Y. Zhang
and Wallace (2017). This is one of our sources of inspiration for experimenting with
the dynamic pooling approach, together with the approach proposed by Bergem
(2018), further described in section 5.6.3.

In this chapter, we elaborate on our baseline implementation details, including
the network architecture and hyperparameter tuning. Before we introduce our dy-
namic pooling approach which takes advantage of the topic segmentation algorithm
(chapter 4), we discuss in section 5.5 the different parts of our architecture com-
pared to Johnson and T. Zhang (2015). In section 5.5, we additionally discuss the
pooling approaches proposed by Y. Zhang and Wallace (2017) and Bergem (2018).
We further experiment with tuning different hyperparameters, where this search for
top-performing configurations inspired by the work of Y. Zhang and Wallace (2017)
and Bergem (2018). First, however, we will describe our pre-processing and data
preparation, creating the training and test data, and our selected experimentation
framework and computational environment.

5.1 Pre-processing on The Datasets

As elaborated in section 3.1, NAV annually posts a considerable large dataset of job
announcements. We established a gold standard for topic segmentation in section
3.3, by conducting a systematic sampling, i.e., selecting every k-th element. This
resulted in a manual review of 100 announcements from each of the three selected
datasets. As part of the findings from the analysis conducted in section 3.5.1, and
our discussion of experimental results in section 4.2, this collection of announce-
ments includes both quite ’ideal‘ announcements and ones which suffer from differ-
ent types of ’shortcomings‘. Those with shortcomings (including fewer words than
the minimum length threshold we established in section 3.5.1) or not written in Nor-
wegian will not contribute with any informative features for our Norwegian classi-
fier and thus are ignored in the training and test set. Furthermore, the analysis and
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the manual review gave more general impressions of the inspected datasets quality.
Of the three selected datasets the two most current datasets contained more sup-
plementary text than the not so current dataset. For our training and test data for
occupation code classification, we only experiment with the 2017 and 2015 datasets,
due to the shortcomings and diversity in 2002.

To be able to experiment with both the tokenized version of the documents as
well as the lemmatized version, we used UDPipe (Straka and Straková 2017) v.1.2
to pre-process all documents. In section 5.3 we introduce several pre-trained word
embedding models, of which some models are provided with a tokenized vocabu-
lary and other with a lemmatized vocabulary. We obtained from our experiments
that using lemmas instead of full forms (tokens) tends to improve performance and
are further detailed in section 5.3.1. The results of our earlier experiments, presented
in section 4.4.3, suggested that including the stop-words would give beneficial out-
comes for our topic segmentation algorithm. That experiment achieved a slightly
higher performance in comparison to the experiment without stop-words. There-
fore, we created two data collections for both years, one including the stop-words
and another without these. In both collections, punctuation marks were included.
Of the available pre-trained word embedding models some include the stop-words
in their vocabulary, and these models were used in the experiments which include
the stop-words. From the experiments of including or excluding the stop-word, we
obtained that including the stop-words tends to slightly improve performance, but
this design choice did not make so much difference.

5.1.1 Training and Test Data Splits

Due to the removal of noisy texts, as part of the pre-processing in section 4.2.1, the
total number of sanctioned announcements is 108082 from the 2015 dataset, and
137826 announcements from the 2017 dataset. Since both datasets contain a rea-
sonably large collection of documents, we decided to keep the two sets separated.
Our focus is on experimenting with the 2017 dataset since the dataset was found to
possess better structures and more representative announcements. The systematic
sampling process, detailed above, achieved a quite representative selection of the
occupation codes for the gold standard set, due to the primarily temporal ordering
within the dataset. Therefore, we decided to use this process to select the test and
training samples. As test data, we select 20% of the entire data in both datasets. To
achieve this distribution, every 5th sample were selected. We chose to incorporate
the announcements from our gold standard, though of course unannotated, in our
test data. To include these samples, every 1100th sample for the 2015 dataset and
every 1400th sample for the 2017 dataset were selected, see Table 3.4. Just for clarifi-
cation: this sampling process was performed after the removal of the unsanctioned
announcements. The two test datasets consist of 21688 announcements from the
2015 dataset, and 27643 announcements from the 2017 dataset. The remaining
86394 announcements from 2015, and 110183 announcements from 2017 consti-
tute to the two training datasets.
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5.1.2 Hierarchy of Classes

The collection of job announcements are classified into a predefined set of occupa-
tion classes. These classes are divided into a four-level class hierarchy, as elaborated
in section 3.2.1. We mainly evaluate our performance on the most fine-grained four-
level classes, which includes 406 classes, but in section 5.6.8 we experiment with
using the much more coarse one-level major classes and report on the results.

5.2 Framework and Computational Environment

When implementing neural network models we desire to use a framework that pro-
vides abstractions over the underlying linear algebra operations, and many of such
frameworks are available. One common framework is TensorFlow1. There are sev-
eral high-level machine learning frameworks, but for this task, we decided to imple-
ment our models using Keras2 with TensorFlow as a backend. The high-level neural
network API, Keras, is written in Python and is able to run on top of different frame-
works, including TensorFlow, thus taking the abstraction to a higher level. Keras
simplifies the process of building and training neural network models even more,
but it also somewhat restricts design flexibility in building a network architecture,
as detailed in section 5.6.2.

As our computational environment, we use the Norwegian national Abel3 com-
puter cluster. Abel’s queue management system uses Slurm4 to queue jobs, and
these jobs run on the cluster when the requested resources become available. A
job, also known as a Slurm file, takes the form of a shell script, where one can specify
the requested computing resources. These resources include setting the number of
CPU-cores, amount of memory and expected maximum running time of the job.

5.3 Word Embedding Models

In the process of determining the input representation, it was necessary to inspect
the different representations, introduced in section 2.2.2. Representing documents
by the bag-of-words model is a traditional baseline approach for many classifica-
tions tasks, and is based on raw word frequency counts. As elaborated in section
2.2.2, this is not an ideal representation approach, in part because it cannot take into
account similarity among words, in part because word order is ignored. Another
downside of this approach is that each component in the vector represents a dis-
crete feature, which entails that there is no way of sharing statistical strength among
related words. Documents are represented as sparse vectors of the size equal to the
size of the vocabulary. However, when training a neural network one can in prin-
ciple represent the documents by sparse, one-hot word vectors, and then directly
learn word embeddings (based on the training data) as part of the first layer of the

1https://www.tensorflow.org
2https://keras.io
3https://www.uio.no/english/services/it/research/hpc/abel/
4https://slurm.schedmd.com
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network (Johnson and T. Zhang 2015; Goldberg 2017). In other words, this implies
assigning the first layer the task of learning dense embedding vectors. Johnson and
T. Zhang (2015) represent the texts using high-dimensional word vectors, thus dedi-
cating the first CNN layer to directly learning word embeddings. This representation
also preserve the predictive structure.

In our input representation, we desire to alleviate the problems related to dis-
creteness and sparseness. We can achieve this, to some extent, by applying pre-
processing such as lemmatization or stemming, performed in section 5.1. Another
approach is to take the distributional information into account by embedding the
word representations. Word embeddings make use of unlabeled data by capturing
information about the similarities between the discrete features. They are both dis-
tributed (dense and low-dimensional) and distributional (based on context), thus
able to extract semantic relationships from usage patterns in the texts. Representing
the input data as a d-dimensional dense embedding vector is therefore beneficial in
comparison to discrete one-hot vectors representing a BOW or CBOW perspective.

An additional benefit of using word embeddings instead of the bag-of-words
model is that we can use pre-trained word embedding models. These models of-
ten contain large vocabularies, trained on different domains, and hopefully include
well-learned representations for the words, which should be good enough for the
classification task at hand. Using pre-trained embedding models often increases
the model’s capacity for generalization, as words not found in the training data of
the classifier will be represented by the pre-trained model’s embeddings (given that
they exist in the model’s vocabulary) which hopefully includes semantically-aware
word embeddings. However, with highly specific and large domain data one can
train one’s own word embedding model, which might be able to provide even more
useful generalizations for a particular type of documents or domain. It is not imme-
diately clear whether the size of the available NAV document collections would en-
able pre-training of task specific embeddings, and we leave this possibility for future
research. Another common approach is to fine-tune (i.e. ’adjust‘) the pre-trained
word embeddings as part of the training process, which is commonly referred to as
non-static embeddings. For our dynamic pooling approach, discussed in section
5.6, we experiment with this approach.

Kim (2014) experimented with four different variants of their model regarding
the usage of word embeddings, including their baseline model: randomly initial-
ized embeddings then fine-tuned during training, static and non-static pre-trained
embeddings, and a multi-channel approach with one channel containing a static
pre-trained embedding and another containing a non-static pre-trained embed-
ding. Kim (2014) reported that their approach with static pre-trained embeddings
performed well (in comparison to the more sophisticated deep learning models),
and that their non-static pre-trained embeddings approach achieved the highest
performance. They also reported that their single channel approaches performed
better than their multi-channel approach in five of the six experiments with dif-
ferent datasets. Due to this result, we will only use a single channel with static or
non-static embeddings.
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5.3.1 NLPL Repository

The Language Technology Group (LTG) Oslo group5 provides and maintains, in col-
laboration with the Nordic Language Processing Laboratory (NLPL), a large repos-
itory6 of word embedding models. These models are available for download and
already integrated into the Abel cluster. It contains many different models trained
on different domains and languages, of which 63 models are trained on Norwegian
(including Bokmål and Nynorsk). For Norwegian, the provided models are trained
on three corpora Norsk Aviskorpus, NoWaC, and NBDigital, as well as the combina-
tions of these. The models which are trained on the combination of these corpora,
the Norsk Aviskorpus + NoWaC + NBDigital corpus, has a vocabulary size of around
3.998.140 and 4.428.648, depending on the model contains a lemmatized vocabu-
lary or not. Among these corpora, the NBDigital corpus has the largest vocabulary, a
size of around 2.187.703 and 2.390.584. The Norsk Aviskorpus has a vocabulary size
of 1.487.995 and 1.728.101, and the NoWaC has a vocabulary size of 1.199.275 and
1.356.633.

We experimented with some of the available NLPL Norwegian word embedding
models containing all the mentioned corpora. These models were trained with dif-
ferent learning algorithms (GloVe, Gensim and fastText), as well as with a lemma-
tized or full form vocabulary. From our experiments with using the tokenized and
the lemmatizated version of the documents, we found that using lemmas resulted
in an increase in performance in comparison to using tokens. In an initial round of
calibration experiments with our default CNN baseline and ’vanilla‘ hyperparame-
ters, the lemmatized model trained using the fastText algorithm (identifier 80 in the
NLPL repository) generally was among the top performers. Thus, this model will
be our model for further experiments. Our chosen set of ’vanilla‘ hyperparameters
were inspired by the baseline configurations by Y. Zhang and Wallace (2017), with a
single window size.

5.4 Baseline

In this section we elaborate on the implementation details of our baseline CNN ar-
chitecture. This architecture is based on section 2.2.3, where we described the ba-
sics of a CNN with embedded word representations, and it is abstractly quite simi-
lar to Kim (2014). We experiment with tuning various hyperparameters inspired by
the work of Y. Zhang and Wallace (2017) and Bergem (2018). We consider the one-
layer convolutional neural network architecture with global max-pooling described
by Kim (2014) as our starting point – our baseline – for experimenting with con-
volutional architectures. For this baseline we only use one channel with pre-trained
word embeddings, due to the result presented in section 5.3. We decided to keep the
embeddings static through training, due to the result presented by Bergem (2018),
only optimizes the other hyperparameters. In section 5.6, where we introduce our
document classifier with topic segmentation as an additional source of information,

5https://www.mn.uio.no/ifi/english/research/groups/ltg/
6http://vectors.nlpl.eu/repository/
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we further experiment with fine-tuning the embeddings.

5.4.1 Neural Network Architecture

Our baseline architecture consists of an embedding layer, followed by a convolution
and global 1-max pooling layer, which is then fed to a fully connected layer with
softmax for prediction. We repeat Figure 2.4 from chapter 2 here for convenience. In
Figure 5.1 we present an illustration of the CNN architecture with one filter.

Figure 5.1: Illustration of a CNN architecture with convolution and pooling opera-
tions, inspired by the illustration presented in Y. Zhang and Wallace (2017).

Let w1:n be a sequence of n words corresponding to one document. Given a
pre-trained word embedding model, each word is first represented by the associ-
ated vocabulary index in the pre-trained model. When a word is not present in the
pre-trained model, causing an out-of-vocabulary (OOV) word, we simply use the
otherwise useless index of the symbol representing the end of a sentence, < \S >.
The Keras framework requires a constant input shape to the CNN architecture. All
documents in our collection, which are naturally of variable length, must therefore
be pre-processed into include the same number of words. To produce this fixed
size input representation to our network, the documents were padded with a special
identifier. We introduced the padding consept in section 2.2.3, and we include the
padding data at the end of the documents so that all documents obtain the same
length. The longest document set the maximum length, and the other documents
were padded to obtain the same length. We have now one unique identifier for the
padding and one for the OOV words (these are of course different).

The embedding layer transforms the words (identified by an index) into their
embedding vectors assigned by the pre-trained model. The embedding layer there-
fore works like a lookup table, where it is given the word’s index in the pre-trained
model’s vocabulary, and thus collects the word’s associated demb-dimensional word
embedding wi . Concatenation of the word embeddings results in an n × demb-
dimensional embedding matrix, where E [wi ] = wi , also known as the sentence ma-
trix. For example, in Figure 5.1 each row in the sentence matrix corresponds to the
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5-dimensional embedding vector of the word next to it. Following the embedding
layer are the convolution and pooling layers, described in detail in section 2.2.3. In
the convolution layer, the convolution operation takes the dot-product of each k-
sized window in the sentence matrix, ⊕(wi :i+k−1), with a filter u ∈ Rk·demb , which
produces a feature map:

Featur eM ap = p = [p1, p2, . . . , pn−k+1] (5.1)

where pi is the scalar value resulting from each convolution (with the same filter).
In Figure 5.1 we outline the first step in the convolution-and-pooling architecture,
where these pi values are represented as blocks in the feature map illustration.

A non-linear activation function is applied to the output of the convolution layer
– we use ReLu – and it is common to experiment with multitudes of filters, thus re-
sulting in multiple feature maps, see section 5.4.2. Furthermore, the feature maps
are fed as input to the pooling layer, where we can apply different pooling opera-
tions, and for our baseline we experimented with global max and average pooling.
The pooling layer reduces the size of the n-gram representations into a single fixed-
size vector, which represents the document. The vector is then fed to a fully con-
nected softmax layer for prediction, which behaves like the classifier. The output of
the softmax layer is the probability distribution over the classes, which in our case
constitute a total of 406 distinct occupation codes. As our loss function we use the
same as Bergem (2018), namely the cross entropy loss with L2-regularization, which
is minimized using the Adam optimizer (Kingma and Ba 2014).

5.4.2 Hyperparameter Search

Even for simple networks, like our one-layer baseline CNN, there are multiple hy-
perparameter to tune, and even more when experimenting with different combina-
tions of these. To restrict the search of hyperparameters to a set of, potentially, the
most important ones, we experiment with a subset of the hyperparameter ranges
suggested by Y. Zhang and Wallace (2017) and Bergem (2018). In this search for the
optimal hyperparameter ranges we conducted approximately 150 experiments.

Hyperparameters Range or method
Embeddings type Static
Window size 1 to 25
Feature maps 10 to 1000
Pooling Global Max and Average
Dropout rate 0 to 1
L2 norm 0 to 0.1

Table 5.1: The hyperparameter search space for our baseline experiments, inspired
by Bergem (2018) and Y. Zhang and Wallace (2017)

Bergem (2018) experimented with six hyperparameters related to our approach:
regularizations (dropout and L2 norm), feature maps, window size, pooling opera-
tion, and embeddings type. We present our hyperparameter search space in Table
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5.1, where range indicates the interval of hyperparameter values, and the method
specifies the strategy.

Regularization When experimenting with regularization, Bergem (2018) reported
that both low dropout level and L2 regularization were optimal. This is both con-
firmed by Y. Zhang and Wallace (2017) and from our preliminary baseline experi-
ments performed on the NAV dataset.

Feature maps In the search for the optimal number of feature maps, Bergem (2018)
reported that “more is generally better”, and a total of 1000 was optimal. They also
reported that due to memory constraints they were unable to experiment with a
higher number of feature maps. We experimented with the same range of feature
maps and confirm that the usage of 1000 feature maps is optimal. It achieves a
higher performance in terms of the two common evaluation metrics, macro F1-
score and accuracy, introduced in section 5.4.3.

Window size Bergem (2018) experimented with window sizes in the range of 1 to
50, and reported that the best performance was with a size around 15 to 20. They
outlined that in their dataset the average sentence length is around 16 tokens, and
stated that: “this might be an indication that the convolutional model works best
when looking at words in the context of the whole sentence” (Bergem 2018, p. 62). In
our case it is quite the opposite, we obtain the best performance with a window size
around 2 or 3. Our document-level classification task differs in the way that Bergem
(2018) looks for the sentiment of the document (with few distinct outcomes) while
we are performing many-valued classification based on the occupation.

Pooling operation In this discussion, we only take the global pooling operation
into consideration and will discuss the dynamic pooling operations in section 5.5
and 5.6. Y. Zhang and Wallace (2017) reported that global max pooling performed
best on their experiment, and average pooling performed worse. Bergem (2018), on
the other hand, reported that global average pooling performed better than global
max pooling. Johnson and T. Zhang (2015) only experiments with dynamic pooling,
which we discuss in section 5.5 and 5.6.

In the experiments on the NAV dataset, the global max pooling outperformed
the average pooling by a quite large margin. As we discussed in section 5.4.1, all doc-
uments including fewer words than the longest document were padded with zero-
initialized padding vectors. Since we were unable to mask these out, as elaborated in
section 5.6.2, these vectors are a part of the training process. Due to that fact, these
zero-initialized padding vectors might interfere and drag the average score down.

Embeddings type Bergem (2018) also experimented with static and non-static pre-
trained word embedding models. In non-static pre-trained models the embeddings
are further trained as part of the network, while with static pre-trained models the
embeddings are kept static through the training process. They reported that in their
experiments using static word embedding models achieved a slightly higher perfor-
mance than using non-static embeddings. For our baseline we will not experiment
with non-static embeddings, but in our document classification with segmentation,
we also experiment with fine-tuning the embeddings, see section 5.6.
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5.4.3 Baseline Evaluation

This section presents the result of the final evaluation of our baseline model. Ta-
ble 5.2 presents the hyperparameters which produced the highest performance on
the development set. These hyperparameters were established by our rewieve of ap-
proximately 150 experiments. These hyperparameters are applied in the model used
for the final evaluation on the held-out test set. We evaluated the performance with
both F1 macro average and accuracy, both of which are computed by sklearn7. F1

macro-average gives equal weight to each class, i.e., compute the score indepen-
dently for each class (in contrast to an F1 micro-average which averages the F1-
scores for each individual document), and accuracy measure the fraction of pre-
dictions the model predicted correctly.

Hyperparameter Baseline model
Embeddings type Static
Window size 2
Feature maps 1000
Pooling 1-Max
Dropout rate 0.1
Batch size 32

Table 5.2: The optimal hyperparameter used for the baseline evaluation.

In Table 5.3 we present the evaluation of our baseline model on the two datasets.
Conducting an even deeper analysis of the optimal hyperparameters might result
in higher performance, of course, but from experimental patters observed during
our hyperparameter search we see no immediately obvious candidate directions
for substantial further gains. As part of the findings from our manual review and
the analysis conducted in section 3.5.1, both datasets include announcements of
high quality, despite the accompanying shortages and problems associated with too
much anonymization, discussed in section 3.1. Compared among themselves, the
announcements in 2017 collectively contain more text and more supplementary text
than the announcements in 2015. We have a hierarchy of classes, as elaborated in
section 5.1.2, and in our evaluation, we use the four-level unit codes as our classes.
Using the unit codes resulted in a total of 381 classes for the 2017 dataset and 375
classes for the 2015 dataset. The unit codes contain a total of 406 classes, but as we
observed from the number of included classes for each dataset, some classes are not
presented.

The support of each class in the 2017 dataset varies from 1 to 964, and the av-
erage support is 289.19. For 2015, the support of each class varies from 1 to 674,
and the average support is 230.57. From Table 5.3 we observe that the 2015 dataset
in comparison to the 2017 dataset, overall achieves higher performance, except for
a small reduction in the F1-score for the test set. The development set consist of
10% of the training set, while the held-out test set consist of 21.688 and 27.643 an-
nouncements from the 2015 and 2017 dataset, respectively. For the 2015 dataset,

7https://scikit-learn.org/stable/



5.5. CONTRASTIVE REFLECTION ON PRIOR WORK 71

Accuracy F1

Model Dev Test Dev Test
2015 dataset 0.63 0.63 0.42 0.40
2017 dataset 0.60 0.62 0.35 0.42

Table 5.3: Classification results for the baseline models. The performance is evalu-
ated with both F1 macro average and accuracy.

the F1-score of the development set is rather equal to the F1-score of the test set,
where the development set achieved the highest performance, and the accuracy is
equal. For the 2017 dataset, the F1-score of the test set is significantly better than
the development set, where the accuracy also increased for the test set.

The classification report computed by sklearn, which we do not present here
due to the 381 and 375 long list, presents the individual classes precision, recall,
F1-score, and the number of support. From that table, we report that those with a
support size similar to the average length achieved reasonable performance.

5.5 Contrastive Reflection on Prior Work

Johnson and T. Zhang (2015) conducted a document classification task, abstractly
somewhat similar to ours. When using CNNs for NLP tasks, pooling is often 1-max
pooling over the entire data. The pooling approach for the classification task pre-
sented by Johnson and T. Zhang (2015) is an extension to the pooling approach for
images, and thereby includes multiple pooling regions. The documents are sepa-
rated into a number of regions, and a pooling operation is applied to each region,
not just over the entire data. Johnson and T. Zhang (2015) applied average pooling
at each region, and report that this was useful for topic classification. Their deter-
mination of pooling regions, however, was fixed, in the sense of making constant
assumptions about the relative size of each region, irrespective of actual document
structure.

Johnson and T. Zhang (2015) present two model architectures. Neither of them
has a ’classic‘ embedding layer, but instead they directly fed high-dimensional one-
hot vectors into their convolution and pooling layers. With this approach, the net-
work directly learns embedding-like (structure-preserving) representations as part
of their CNN architecture. They present two models: the bow-CNN model represent
the input as a BOW-representation, while their seq-CNN model represents words
as one-hot vectors. This is a computationally challenging approach, but they re-
ported that they solved this issue by “efficient handling of high-dimensional sparse
data on GPU” (Johnson and T. Zhang 2015, p. 2). They reported that the bow-CNN
model achieved the highest performance on the topic classification experiments,
thus outperforming their seq-CNN model, with the following configurations (to our
understanding of their reported results): 1000 filters with window size of 20, and
with variable stride, thus separating the feature maps into 10 pooling units each,
and applying average-pooling at each pooling unit. The usage of high-dimensional
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one-hot vectors as input representation to a one-layer CNN is also confirmed by Y.
Zhang and Wallace (2017) to achieve good results on document classification. Due
to memory constraints on the GPUs in our computational environment, addressed
in section 5.2, we will however not pursue these experiments here.

Y. Zhang and Wallace (2017) conduct a sensitivity analysis of one-layer CNNs for
the sentence classification task and explore the model sensitivity in terms of differ-
ent hyperparamter settings. They use word embeddings instead of the bag-of-words
model and experimented with 1-max pooling, average pooling, k-max pooling, and
dynamic pooling with region sizes of 3, 10, 20, and 30. For clarification, the fea-
ture maps (vectors resulting from the convolution layer) were separated into local
regions of different fixed sizes. For the experimentation with different pooling ap-
proaches they used their baseline configurations, which correspond to three filters
of size 3, 4, and 5, with 100 feature maps for each. Their determination of pooling re-
gions were therefore constant, similar to the approach conduced by Johnson and T.
Zhang (2015). However, Johnson and T. Zhang (2015) experimented with higher win-
dow sizes in contrast to Y. Zhang and Wallace (2017). Y. Zhang and Wallace (2017) re-
ported that 1-max pooling outperformed their dynamic pooling approach, and that
their dynamic average pooling performed much worse that dynamic max pooling.

The master thesis conducted by Bergem (2018) addresses sentiment analysis
on document-level for Norwegian, experiments with different hyperparameter set-
tings and reports how the hyperparameters affect the model’s performance on their
dataset. In terms of the hyperparameter search, they experimented with window
sizes in the range of 1 to 50, and reported that the best performance was with a size
around 15 to 20. They outlined that in their dataset the average sentence length
is around 16 tokens, and stated that: “this might be an indication that the convolu-
tional model works best when looking at words in the context of the whole sentence”
(Bergem 2018, p. 62). They introduced a new pooling strategy named max-average,
this is a dynamic approach with two pooling layers. First, the feature maps were sep-
arated into a fixed number of regions, thus max pooling was applied within each re-
gion. The region size in this approach was treated as an additional hyperparameter
and tuned alongside the other hyperparameters. Second, the resulting vector was
fed as input to another pooling layer with average pooling. Bergem (2018) report
that a constant pooling region of a size around 20, achieved the best performance.
They further outline that this size is close to their dataset’s average sentence length,
and state that this: “indicates that the sentiment of a document is located at the sen-
tence level” (Bergem 2018, p. 65). They report that the max-average pooling strategy
with 1000 filters and a window size of 15 achieved the best performance (F1-macro
score: 42.883, and accuracy: 51.706), thus outperforming the 1-max pooling.

In our approach, we experiment with finding the variable pooling region size,
including when taking into account the topic segmentation structure, and use word
embeddings instead of the bag-of-words model. We perform a document-level clas-
sification task and predict vastly more classes than all the three mentioned classifi-
cation tasks.
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5.6 Using Segment Structure: Dynamic Pooling

We introduced the different pooling operations in section 2.2.3. The most common
pooling operation in the CNN architecture for NLP tasks is the global pooling. When
using the global max or average operation in the pooling layer, the resulting value is
extracted from the entire document. In other words, only one pooling region asso-
ciated with the entire text. The k-max pooling extracts several values by collecting
and concatenating the k-max values, but again from the entire text. For some NLP
tasks, the global pooling operation is enough to achieve appropriate results, as we
obtain from our strong empirical baseline.

In contrast to the global operation, Johnson and T. Zhang (2015), Y. Zhang and
Wallace (2017), and Bergem (2018) reported that separating the documents into re-
gions, and thus apply the pooling separately on each region, increased the perfor-
mance on their experimental material. This approach is known as the regional based
pooling operation, or dynamic pooling. Dynamic pooling is an extension to the
pooling approach for images, and could be used to retain some locational informa-
tion. An image could be separated into different regions of interest, then a pooling
operation is applied to each region and extracts the values independently of other
regions. This reflects over to NLP tasks, for example, if a document is separated into
four regions, the features from each region are distinguished and hopefully, con-
tribute with an important trait for the classifier (Johnson and T. Zhang 2015; Gold-
berg 2017). Due to these results, we decided to experiment with this approach in
our pooling layer. Our approach, however, differs from the architectures proposed
by Johnson and T. Zhang (2015) and Bergem (2018), in the way of separating the
document into a variable number of regions, where the regions are based on the
structure and cohesion of the document. There are several ways of taking the doc-
ument structure into consideration. In chapter 4, we introduced the topic segmen-
tation algorithm, which separated the documents into segments of different length
based on the lexically coherent structure in the text. Each of these segments is ex-
pected to discuss a specific topic or subject, and often provide an important source
of information. Thus, applying pooling separately at each such segment hopefully
contribute with an informative feature for the classifier. Our hypothesis is that some
segments are more directly tied to the occupation code than others. Instead of using
global max pooling and only select the overall max value, we apply dynamic pooling
which selects the max or average value from each segment.

In this section, we first introduce our architecture and the encountered chal-
lenges associated with the design choices related to our variable dynamic pooling
approach. The details of the pooling strategy are discussed in section 5.6.3, and our
document representation which takes the document structure into account is in-
troduced in section 5.6.4. The hyperparameter search space is quite similar to the
one for our baseline, and we further experiment with tuning the hyperparameters
in section 5.6.6.
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5.6.1 Neural Network Architecture

The architecture of our neural network consists of an embedding layer, followed by
a convolution and a pooling layer, thus fed to a fully connected layer with softmax
for prediction. The structure of the architecture is the same as the one we presented
for the baseline, see section 5.4, except for the input representation and pooling op-
eration. The job announcements in the NAV dataset are naturally of variable length
and include a variable number of segments, as the announcements from our gold
standard presented in Figure 3.5 (section 3.5.1) and Figure 3.6 (section 3.5.2). The
segmentation algorithm presented in 4.1, separates the documents into a set of co-
herent segments and these segments are therefore of variable length, which entails
that our pooling regions are of variable length. We further refer to these coherent
segments as the regions. The experimental input representations preserves the doc-
uments coherent structure provided by the segmentation algorithm, and are further
addressed in section 5.6.4. The output of the convolution layer is fed as input to the
variable dynamic pooling layer, as detailed in section 5.6.3.

5.6.2 Design Choices and Challenges

Before we were able to conduct any experiments, we encountered some challenges
related to our desirable convolutional neural network architecture. The convolu-
tion layer apply convolution with ` filters and the k-sized window slidning over the
text. This results in ` feature maps which is concatenated into p1:`. Each vector
pi ∈ R`, meaning that each vector is a collection of ` values that represent the i-th
window (Goldberg 2017). Goldberg (2017) present the dynamic pooling as an ap-
proach which first separates the output of the convolution layer, pi , into r regions.
A pooling operation is applied separately at each region, and the resulting feature
vector from each region is then concatenated before fed to the prediction layer. The
determination of the regions is based on the understanding of the structure of the
document. Our first aim was to conduct this approach where the length of each re-
gion could differ. To our knowledge, dividing the feature maps, pi , is not possible to
achieve within the Keras framework. Therefore we had to take another perspective.
Keras provides two other pooling operations besides the global max and average
pooling, and these are region-based pooling layers. In these layers, one can specify
the size and the stride of the pooling regions (pool size). The stride is the number
of words the window moves over the input, as elaborated in section 2.2.3, and the
pooling region is the size of the region. Our ultimate gold is to obtain variable-size
regions, and this approach should achieve this by using variable-sized stride and
pooling region. Unfortunately – to our knowledge – there currently is no direct way
of implementing this in Keras.

Due to these challenges, we had to be creative and take a third new perspective
on the variable dynamic pooling architecture as detailed in section 5.6.3 below. This
new approach takes into account that each segment contributes an important fea-
ture, but as a downside then introduces multiple padding vectors. This increased
the number of parameters substantially from around half a million to over two mil-
lion (with the same pre-trained embeddings and hyperparameters). This somewhat
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limited our optimal hyperparameter search since the extended architecture led to
a substantial increase in the training time. A common way of minimizing the pa-
rameters is to mask out the padding vectors so that they are largely ignored in the
forward and back-propagation computations. However, masking is not available for
the CNN architecture in Keras. As a consequence of not being able to mask out the
padding vectors these vectors are included in the training process and trained along-
side the other parameters. This may in principle contribute to the training process
not reaching the optimum state. The chosen design for the padded document rep-
resentation is elaborated in section 5.6.4.

5.6.3 Pooling Strategy

The chosen architecture for performing variable dynamic pooling requires an input
representation of a fixed length, as well as a fixed region and stride size. In this new
approach, we still desire to preserve the structure of the variable-sized regions in
which we, later on, apply the pooling. In the previous section we explained that we
were unable to separate the feature maps into regions and to perform variable-stride
pooling, which was our two primary architectures. Our third and final architecture
for the task of performing dynamic pooling works as follows: Since the Keras frame-
work only allows us to use a constant pooling region and stride size, we had to follow
this constraint. To still preserve the structure of the naturally variable-sized regions,
we decided to manipulate the variable-stride’s underlying behavior by padding the
regions to be of equal length, as sketched in section 5.6.4 below. We use a constant
region and stride size of the size equal to the threshold established in section 5.6.4
below, and collect the maximum or average value of each region. The results are
thus concatenated and sent through a dropout regularization, before being fed as
input to the downstream network for prediction. The elaboration and examples of
this fixed representation are presented in the next section.

Our hypothesis is that we could benefit from identifying and considering these
coherent segments individually. Instead of using global pooling and only selecting
the overall max value, we apply dynamic pooling which selects the max or average
value from each segment. In other words, extracting the apparently most important
features from each of these regions could potentially increase the model’s accuracy.

5.6.4 Document Representation

In this section, we elaborate on our fixed input representation. To obtain the fixed
document and region length – as the Keras framework require – and still preserve the
segmentation structure, both the documents and the regions were padded. Regions
containing fewer words than a threshold were padded with a special identifier so
that each region is of equal length. To produce a fixed input representation length,
the documents were padded with the same padding identifier, just like in our base-
line architecture (see section 5.4.1). Given a pre-trained word embedding model,
before the documents were fed to the embedding layer, the words were transformed
to their associated identifier obtained from the model’s vocabulary. In this process
the words were lower-cased, and numbers, webpages, dates, and timestamps were
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ignored. As introduced in our baseline architecture, if a word is not presented in the
vocabulary causing an OOV word, this word is identified with the OOV symbol. Our
chosen OOV symbol and padding symbol are different.

Figure 5.2 presents two examples of how the documents were padded. The white
blocks represent a sentence-like unit, and each row represents a region. The dark
gray blocks represent the padding included to obtain the fixed length.

Figure 5.2: Example of two padded documents. The white blocks represent a unit of
text, and each row represents a region. The dark gray blocks represent the padding
included to obtain the fixed length.

Since we are constrained to present a fixed region length, the regions are padded
to be of equal size. The Keras framework does not allow these padding vectors to be
masked out. Thus these zero-initialized vectors are a part of our training process.
Due to the variation in the documents, the maximum number of regions is 11 for
both sets. The maximum region length is 442 words for the 2017 dataset, and 437
words for the 2015 dataset. Representing all documents from the 2017 dataset as an
11× 442 = 4862 long document, and as an 11× 437 = 4807 long document for the
2015 dataset, introduces multiple padding vectors. This might in principle nega-
tively affect the search for the optimal results, as discussed in section 5.6.2. For that
reason, we would like to minimize the usage of paddings. One way of achieving this
is to alter the maximum number of regions and the region length to be as small as
feasible, but still large enough to preserve the structure. We established a thresh-
old for the region length and another for the number of regions. If the number of
regions exceeds the threshold (which is 6 for 2017 and 5 for 2015), the two small-
est regions next to each other are merged. If the number of regions is below the
threshold, the largest region is separated into two new regions. Another approach
we introduced to remove some padding vectors, were to duplicate parts of the doc-
ument. If a document still contained fewer regions than the maximum number of
regions threshold, we duplicated as many regions as there was capacity for, starting
with the largest segment. The document representation in this revised, more com-
pact encoding for the 2017 dataset, contains 6 segments and each segment has a
length of 212, resulting in 6×212 = 1272 long documents. For the 2015 dataset this
resulted in a 5×230 = 1150 long document representation.
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5.6.5 Hyperparameter Search Space

As elaborated in section 5.4.2, in a network there are multiple hyperparameters to
tune, and even more when experimenting with different combinations of these. The
number of hyperparameters to explore and tune are in practice boundless. Y. Zhang
and Wallace (2017) argue that there is a lack of information in regards to which hy-
perparameters to explore for different CNN classification tasks and which range they
should include. They address this gap for a sentence classification task and report
how sensitive the CNN models are with different hyperparameters configurations,
by tuning one hyperparameter at a time. Bergem (2018) takes inspiration from the
hyperparameter search space proposed by Y. Zhang and Wallace (2017), but argues
that the approach of tuning one hyperparameter at a time not is an optimal search
method. Bergem (2018) justify this by stating that this approach does not take into
account the different combinations and possible interactions of the hyperparam-
eters. Bergem (2018) includes both random hyperparameter search (Bergstra and
Bengio 2012) and Bayesian hyperparameter optimization (Bergstra, Yamins, and Cox
2013) in their search for the optimal hyperparameter values.

To restrict our search of hyperparameters to a set of, potentially, the most impor-
tant ones, we experiment with many of the same hyperparameter suggested by Y.
Zhang and Wallace (2017) and Bergem (2018). Table 5.4 presents our defined search
space of 7 plausible hyperparameters including the distribution over the plausible
parameter values. The range indicates the interval of real-values, and the method
specifies the strategy.

Hyperparameters Range or method
Embeddings type Static, non-Static
Window size 1 to 20
Feature maps 10 to 1600
Pooling Variable Dynamic Max and Average Pooling
Batch size 8 to 256
Epochs 1 to 50, and using early-stopping
Dropout rate 0 to 1

Table 5.4: The hyperparameter search space for our variable dynamic pooling ap-
proach, inspired by Johnson and T. Zhang (2015), Y. Zhang and Wallace (2017), and
Bergem (2018).

The traditional way of searching for optimal hyperparameters is to perform an
exhaustive grid search. In this search method, all the different hyperparameter com-
binations are evaluated. Experimenting with one specific hyperparameter configu-
ration requires a training time up to 80 hours due to the challenges of our approach
as detailed in section 5.6.2. Thus, performing exhaustive grid search over the hy-
perparameter search space is impracticable and would turn an exceedingly time-
consuming process. Another common optimization method is the random hyperpa-
rameter search, which experiments with randomly selecting hyperparameter values
from the defined search space. This can be an effective and simple method of ex-
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ploring the hyperparameter space. This method together with other well-motivated
hyperparameter choices inspired by Johnson and T. Zhang (2015), Y. Zhang and Wal-
lace (2017), and Bergem (2018), are our chosen set of experiments.

5.6.6 Hyperparameter Tuning and Analysis

In this section, we present the results of experimenting with the hyperparameter
from our search space defined in Table 5.4. Since the tuning of hyperparameters
and their combinations are in principle boundless, we were not able to inspect all
experiments. However, due to the well-motivated experiment and discussions pre-
sented by Johnson and T. Zhang (2015), Y. Zhang and Wallace (2017), and Bergem
(2018), our tuning experiments should be able to inspect the most important and
obvious hyperparameter values. We conducted hundreds of experiments using ran-
dom search and obvious hyperparameter configurations. Using the non-static em-
beddings resulted in training time of around 80 hours, thus the discussions below
(expect the discussing of the embedding types) are taken from our experiments with
static embeddings. In the spirit of Y. Zhang and Wallace (2017) we run the best model
10 times, due to random parameter initialization and obtained the best results. The
chosen metrics for evaluation, again, are accuracy and macro-average F1.

Regularization

When experimenting with regularization, Bergem (2018) and Y. Zhang and Wallace
(2017), and the results of our baseline experiments reported that low dropout level
was optimal. From our random search experiments and our systematic exploration
of one hyperparameter at a time, we confirm this statement. The optimal dropout
rate was between 0.1 and 0.3, with a peak of around 0.3.

Batch size and Epochs

We conducted a preliminary search for the optimal batch size, even though Bergem
(2018) sets this hyperparameter to a constant value of 32, and Y. Zhang and Wallace
(2017) does not mention this hyperparameter. From our experiments, the optimal
batch size was around the lower bound of the range, where a batch size of 32 appears
optimal.

In Keras, one can specify the number of epochs in the training process. One
can also use Keras’ early stopping function, which stops the training process after a
spesified number of epochs when the monitored quantity – we used the validation
accuracy – stops improving. Our experiments suggest that using the early stopping
function is optimal, and helps in avoiding overfitting.

Feature maps

In regards to finding the optimal number of feature maps, we conclude with the
same result from our baseline hyperparameter search. The optimal number of fea-
ture maps was around 1000. We were, in contrast to Bergem (2018), able to experi-
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ment with a higher number of feature maps. The training time of these experiments
increased, but the performance on the NAV dataset did not increase.

Window size

Johnson and T. Zhang (2015) reported that a window size of 20 achieved the best re-
sult, and Bergem (2018) reported that the best performance was with a size around
15 to 20. Y. Zhang and Wallace (2017) reported that a single window size of 7 achieved
good performance while using four window sizes of (2,3,4,5) achieved the best per-
formance. We restricted our search for the optimal window size to only include one
single size. We experimented with the window size in the range of 1 to 20, and from
our experiments using a size around the lower bound of the range achieved the best
performance, with a peak around 2.

Variable dynamic pooling

In terms of dynamic pooling, Johnson and T. Zhang (2015) reported that using dy-
namic average pooling achieved the best performance. Bergem (2018) reported that
their dynamic max-average pooling approach achieved the best performance, and
the second best was the dynamic average pooling. In the experiments on the NAV
dataset, the dynamic max pooling outperformed the average pooling by a large mar-
gin. This large difference might be due to the huge amount of padding vectors.
These vectors are initialized by a zero vector and might drag the average values
down.

Embedding types

The embedding types we experimented with were static and non-static. Bergem
(2018) reported that their experiments with non-static embeddings did not increase
the performance in comparison to the experiments with static embeddings. How-
ever, both Kim (2014) and Y. Zhang and Wallace (2017) reported that using non-static
embeddings increased the model’s performance. From our experiments on the NAV
dataset, the non-static embeddings outperformed the static embeddings with an in-
crease of approximately 5% in the F1-score and 1% in the accuracy.

5.6.7 Final Evaluation

In this section, we present the final evaluation of our variable dynamic pooling mod-
els. The hyperparameters which produced the highest performance on the devel-
opment set are listed in Table 5.5. These hyperparameters were determined after
performing hundreds of optimization experiments. From the table, we observe that
these hyperparameters are quite similar to those that worked well for the baseline
approach. From our experiments, using non-static embeddings instead of static
embeddings achieved the highest performance, resulting in an increase of 5% in
F1-score and 1% in accuracy. The difference between the baseline hyperparameter
and these hyperparameters is a stronger dropout rate, an increase from 0.1 to 0.3,
and the usage of non-static embeddings.
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Hyperparameter Model 1
Embeddings type Non-static
Window size 2
Feature maps 1000
Pooling Variable dynamic pooling
Dropout rate 0.3
Batch size 32

Table 5.5: The hyperparameter search space.

The experiments we have conducted so far were evaluated on the development
set. For this final evaluation we use the held-out test set, which contains completely
unseen data, as elaborated in section 5.1.1. Table 5.6 presents the performance on
the development and test sets for the 2015 and 2017 datasets. The chosen metrics
for evaluation, again, are accuracy and F1 macro-average, as elaborated in section
5.4.3. We observe from this table that these models slightly outperform the baseline
models on the test set and that the results are robust with no large discrepancies
between the two years. In comparison to the baseline performance, the F1-score of
the test set for both datasets remained the same and the accuracy increased by 0.01
for both datasets. For the 2015 dataset, the performance on the test set is similar to
the performance of the development set. For the 2017 dataset, the test set achieves
higher performance in comparison to the development set. The F1-score of the de-
velopment set for 2017 increased by 0.02 and decreased by 0.01 for 2015, while the
accuracy for 2017 remained the same and increased by 0.01 for 2015.

Accuracy F1

Model Dev Test Dev Test
2015 dataset 0.64 0.64 0.41 0.40
2017 dataset 0.60 0.63 0.37 0.42

Table 5.6: Classification results for the document classifier model.

5.6.8 Major-code Evaluation

Our selected set of classes contains four-level structured occupation codes, as dis-
cussed in section 3.2.1 and 5.1.2. In the previous experiments, we classified accord-
ing to the unit groups which is at the most detailed level of the classification hierar-
chy. In this section we evaluate our variable dynamic pooling model on the major
classes. The major classes are at the highest level of the hierarchy and consists of
10 groups. From the results in Table 5.7, we obtain much higher accuracy and F1-
score compared to the other results, as should be expected. Due to these results, our
network could be used as a tool for classifying major-coded job announcements.

Table 5.8 presents the true versus the predicted major classes in a confusion ma-
trix. The values in the confusion matrix are normalized by the size of the class sup-
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Accuracy F1

Model Dev Test Dev Test
2015 dataset 0.80 0.79 0.63 0.65
2017 dataset 0.76 0.78 0.64 0.65

Table 5.7: Classification results for the models, where they are classified into the
major groups.

port to obtain the accuracy. We observe from the table that when the support is
of more than approximately 2000 samples, the classifier is more successful at pre-
dicting the true classes. We included this matrix to obtain a visualization of where
the misclassifications occur and to show individual accuracies for each class. The
model achieves especially high accuracy when classifying code numbers 2, 5 and
7. The result from code number 1 and 8 are also reasonably solid. These codes are
those that have the highest number of supports, except for code number 8. Since the
fine-grained unit codes include a total of 406 classes, a similar matrix would hardly
be suitable for visualization.

Predicted
0 1 2 3 4 5 6 7 8 9 Supp

Tr
u

e

0 0.34 0.01 0.04 0.15 0.07 0.14 0.04 0.07 0 0.14 73
1 0.05 0.7 0.11 0.08 0.01 0.03 0 0.01 0 0 2389
2 0.03 0.03 0.84 0.06 0.01 0.04 0 0 0 0 11712
3 0.07 0.05 0.14 0.64 0.02 0.05 0 0.03 0 0 3322
4 0.11 0.02 0.07 0.12 0.59 0.05 0 0.01 0.02 0.01 1050
5 0.04 0.01 0.05 0.03 0.01 0.83 0 0 0 0.01 5508
6 0.21 0.01 0.05 0.09 0.01 0.04 0.48 0.04 0.04 0.03 135
7 0.04 0.01 0.01 0.04 0 0.01 0 0.87 0.01 0.01 2128
8 0.08 0.01 0.01 0.05 0.03 0.02 0 0.08 0.71 0.02 706
9 0.11 0.01 0.02 0.02 0.02 0.20 0.01 0.06 0.04 0.51 620

Table 5.8: Major-code accuracy distribution for the test set of 2017. The Supp
present the number of support documents for each class.

5.6.9 Control Experiment

When experimenting with variable dynamic pooling, we obtained an increase in
performance when using non-static embeddings as presented in section 5.6.7. In
this section, we present a control experiment which includes the non-static embed-
dings in our baseline model. These models’ hyperparameter configurations are the
same as the baseline models’ configurations, with the exception of the embedding
type. Included in this section is another experiment which to some extent explore
how the paddings in our architecture affect the performance.

Table 5.9 presents the performance of the evaluation from both the 2015 and
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Accuracy F1

Model Dev Test Dev Test
2015 dataset 0.64 0.65 0.42 0.41
2017 dataset 0.60 0.64 0.39 0.45

Table 5.9: Control experiment: Classification results for the baseline models, where
the embeddings are non-static, i.e., updated during training.

2017 dataset. We observe from the table that the performance increased on almost
all evaluation points in comparison to the baseline model in Table 5.3. Thus, con-
trary to the observations by e.g. Bergem (2018), fine-tuning appears generally ben-
eficial on our classification task. This is also gave beneficial outcomes in the experi-
ments by Kim (2014) and Y. Zhang and Wallace (2017). The performance on the test
set from 2015 increased by 0.01 for the F1-score and 0.02 for the accuracy. The per-
formance on the test set from 2017 increased by 0.04 for the F1-score and remained
the same for the accuracy. This is almost the same increase in performance as with
the use of non-static embeddings for our variable dynamic pooling models.

In comparison to the variable dynamic pooling approach, the performance in
Table 5.9 is similar but slightly better. The performance on the test set from 2015
increased by 0.01 for the F1-score and 0.01 for the accuracy. The performance on
the test set from 2017 increased by 0.03 for the F1-score and 0.01 for the accuracy.
Our document classification model with variable dynamic pooling does not perform
better than our baseline model with global max pooling. The results are quite simi-
lar, but the baseline achieved slightly better performance.

We were interested in finding out how the paddings affected the performance.
The purpose of this experiment is to explore if the paddings could have something
to do with the results of our variable dynamic pooling approach not performing bet-
ter than the baseline. Therefore, we experimented with using the global max pooling
architecture of our baseline with the padded input representations, and the results
are presented in Table 5.10. We observe from the table that the F1-scores for both the
development and test set for 2017 slightly decreased in contrast to Table 5.9 (with-
out the padded representations). This suggests that the padding slightly negatively
affects the performance in terms of F1 macro-average, although the differences are
small.

Accuracy F1

Model Dev Test Dev Test
2015 dataset 0.64 0.65 0.42 0.41
2017 dataset 0.60 0.64 0.38 0.44

Table 5.10: Control experiment: Classification results for the model using the global
max pooling with the padded input representations.
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5.7 Summary and Pooling Conclusion

In this section, we provide a short summary and conclusion of the presented re-
sults. Table 5.11 summarizes the results on the development set and test set form
all the models used in this chapter. The best restult are highligted, the VDP in the
table stands for the variable dynamic pooling model, and the static and the non-
static represent the models’ embedding type. As we can see from the results, our

Accuracy F1

Model Dev Test Dev Test
2015 VDP non-static 0.64 0.64 0.41 0.40
2017 VDP non-static 0.60 0.63 0.37 0.42
2015 baseline static 0.63 0.63 0.42 0.40
2017 baseline static 0.60 0.62 0.35 0.42
2015 baseline non-static 0.64 0.65 0.42 0.41
2017 baseline non-static 0.60 0.64 0.39 0.45

Table 5.11: Summary of the models’ evaluation, the baseline models from Table 5.3
and 5.9 and the VDP models from Table 5.6. VDP stands for the variable dynamic
pooling model.

convolutional architecture with variable dynamic pooling does not perform better
than our baseline model with global max pooling. We observe that all the results are
rather similar, but the baseline with non-static embeddings achieved slightly better
performance.

Our baseline model treats the documents as being a sequence of words, while
our convolutional architecture with variable dynamic pooling takes the coherent
structure in the documents into account. The coherent structure is taken into ac-
count to leverage each segment of the document since individual segments hope-
fully contribute important features to the classifier. The results from Table 5.11
present that our baseline model achieves slightly better performance than the mod-
els with variable dynamic pooling. This suggests that the global operation is able to
extract the most important features, thus extracting features from each segment has
not been found beneficial.

However, due to technical constraints in our high-level neural framework, we
were unable to perform dynamic pooling as explained by Goldberg (2017), or with
variable-stride as mentioned by Johnson and T. Zhang (2015). We decided to ma-
nipulate the variable-stride behavior by padding the segments to be of equal length,
and then use a constant stride and pooling region size. We were unable to mask
these paddings out from the training process, and this may in principle contribute to
the training process not reaching the optimum state. Our variable dynamic pooling
architecture extracts a feature from each segment, and if a document includes fewer
words than the threshold, we apply paddings at the end of the document. Thus, cer-
tain documents contain several padding vectors, and sometimes one or two whole
padded segments. Extracting features from these segments does not contribute to
any informative features for the classifier. Segments containing the topic other are
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also not very informative to extract features from, and thus should be ignored in the
pooling layer. Another approach could be to use machine learning to find the most
informative segments, and from these only extract the features, or merge the seg-
ments into topics and extract features from the most important topics (probably the
topic qualifications or position). These approaches leverage the more salient parts
of the documents. We further address these reflections and hypothesis in the next
chapter (chapter 6).



Chapter 6

Conclusion and Future Work

In this thesis we have explored the task of classifying Norwegian job announcements
into one of the predefined occupation codes, using natural language processing and
convolutional neural networks. This thesis addressed two different topics which we
later on combined in the hope of strengthening the classifier in terms of accuracy. In
other words, the objective was to increase the classifiers accuracy when predicting
the class of new documents. The first topic explored the task of topic segmentation
and the second explored the document classification task using a CNN architecture
with variable dynamic pooling. The pooling regions are based on the variable-sized
segments produced by the topic segmentation algorithm. We will go into a more
detailed discussion of results from each chapter below.

The datasets used for experimentation are the multilingual and public datasets
provided by NAV. Three of these datasets were described in chapter 3 and further in-
spected in terms of quality in chapter 4. They include both quite ’ideal‘ announce-
ments and ones which suffer from different types of ’shortcomings‘. In chapter 3
we further described the extraction of the announcements, the pre-processing, and
STYRK occupation codes which defines the chosen set of classes for our document
classifier. NAV manually classifies the announcements according to STYRK which
is the Norwegian version of the ISCO-08 standard for occupation classification. The
structure of STYRK is divided into a four-level hierarchy and is in principle intended
to allow every job to be classified into one of the unit groups. The unit groups are
at the most detailed level of the classification hierarchy and constitute a total of 406
classes. We established our gold standard of 300 announcements manually anno-
tated for topic structure in chapter 3. They were used to inspect the content and
quality of the datasets and to evaluate the topic segmentation algorithm introduced
in chapter 4. We obtained from our manual review of the gold standard that the
documents could naturally be separated into mainly five different topics. One topic
pertains to the employer, another to the required qualifications, etc. Furthermore,
we manually segmented the announcements in our gold standard and annotated
each segment into one of the established topic classes. From our quantitative data
exploration and analysis of the gold standard, we obtained the distribution of the
segments and the topic classes, as well as the distribution of the length of the docu-
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ments. We concluded the analysis by observing that, in general, longer documents
tend to contain more sentence-like units than a short document, but exceptions oc-
cur. Also, not all documents contain all of the five topic classes. This analysis was
part of the experimental setup for the topic segmentation algorithm.

We introduced in chapter 4 the topic segmentation algorithm, which separated
the announcements into segments (regardless of the topic) based on simple statisti-
cal notions of lexical coherence. The task of structuring text in this way has received
much interest previous research about segmentation. This research culminated a
little more than a decade ago, and not so much research was conducted on this
problem more recently. The topic segmentation algorithm we implemented was the
algorithm presented by Utiyama and Isahara (2001). We succeeded in replicating
their algorithm, confirmed by our validation on the same dataset used by Utiyama
and Isahara (2001). Chapter 4 further described the linguistic pre-processing, in-
cluding extraction of only Norwegian and sanctioned announcements. These sanc-
tioned announcements included more words than the word-threshold, resulting in
a collection of more ’ideal‘ announcements. Announcements including fewer words
were labeled as noisy text and would lower the data quality and make it less usable
and operational to automated language processing. They would also not contribute
with any informative features for the document classifier introduced in chapter 5.
Our two salient datasets used for evaluation consist of 108082 and 137826 sanc-
tioned documents, respectively, from the 2015 and 2017 datasets. Furthermore, we
inspected a specialized evaluation metric, Pk , which contrary to the F1 metric for
segmentation considers a condition called a near miss. Pk is an error probability
metric where a low Pk score is desirable. We concluded that the F1 metric was a too
strict evaluation metric when evaluating segmentation algorithms. The topic seg-
mentation algorithm performed reasonably well based on our gold-standard evalu-
ation data. We obtain a Pk score of 27.56% for the 2017 dataset and 26.74% for the
2015 dataset. Compared to the results of the artificial test corpus used by Utiyama
and Isahara (2001), however our results on ’real‘, running data are worse. However,
since there is a lack of segmentation results using the Pk error metric on realistic
data, we were not able to directly compare these evaluation results against other
results. We concluded that performing topic segmentation is much harder when
using real text. We introduced this segmentation algorithm to be able to take the
coherent structure of the announcements into account. Chapter 4 introduces the
preparation for the variable dynamic pooling architecture introduced in chapter 5
by creating the segments which are the chosen regions in the new approach.

In chapter 5 we established our strong baseline models, which included a one-
layer CNN architecture with global pooling. We further introduced in chapter 5 our
variable dynamic pooling architecture with pooling regions based on the segmenta-
tion presented in chapter 4. In the preparation of the experiments, we described the
separation of the training and test data, and the selected framework and the compu-
tational environment. Furthermore, we elaborate on the chosen word embedding
model provided by the LTG Oslo group and NLPL, of which 63 models were trained
on Norwegian. We conducted experiments with the models containing the largest
vocabulary and chose the one with the highest performance for further experiments.
Our baseline model treats the documents as being a sequence of words, while our
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convolutional architecture with variable dynamic pooling takes the segment struc-
ture in the documents into account. This structure was taken into account to lever-
age each segment of the document since each segment hopefully contributed an
important feature to the classifier. Our hypothesis was that allowing the document
classifier to take the structure in the announcement into account, could potentially
increase classification accuracy. In our approach for this experimental hypothesis,
we used the segments proposed by the topic segmentation as our pooling regions.
With the four-level unit codes as our classes, we obtained quite decent classification
results, even though these classes included a total of 406 classes (the total count of-
ten differs from dataset to dataset). Only using the major-classes achieved rather
high performance. This suggests that our model could be sufficient for assisting
human processing at NAV, but probably not good enough for full automation. We
also concluded that fine-tuning of embeddings was a key contributor to the high-
est performance, which is in correlation with Kim (2014) and Y. Zhang and Wallace
(2017), but in contrast to Bergem (2018). Unfortunately, from the results presented
in chapter 5, we can see that our convolutional architecture with variable dynamic
pooling does not perform better than our baseline model with global max pooling.
We observe that all the results are rather similar, but the baseline with non-static
embeddings achieved slightly better performance. We concluded that there is no
observable benefit of using variable dynamic pooling in our experiments.

However, our hypothesis is still not disproved. There are several ways of taking
the structure in the documents into consideration. We inspected the way of using a
simple topic segmentation algorithm and used the proposed segments as our pool-
ing regions in our region-based architecture. There are several possible explanations
for why this approach did not perform better than the non-static baseline:

• One possible explanation could be that the segmentation algorithm provides
an insufficient segmentation quality. It does not propose the best segment
boundaries.

• The mentioned architecture limitations in the Keras framework could be an-
other explanation. This resulted in our experimental approach using padding
vectors to obtain the variable-sized structure. It would be interesting to redo
this architecture in PyTorch or the like.

• Lastly, the hypothesis may of course turn out invalid: segmentation structure
is irrelevant (all parts of the text matter equally). The global max operation is
able to extract the most important features, thus extracting features from each
segment is not beneficial.

6.1 Future Work

In this section, we summarize and present several parts of this thesis that could be
explored further in future work. This relates to issues mentioned through the thesis
and parts we were not able to experiment with due to the time constraints of this
thesis.
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6.1.1 The Real NAV Datasets

We used the publicly available dataset provided by NAV as our dataset. We stated be-
fore that this collection includes both quite ’ideal‘ announcements and ones which
suffer from different types of ’shortcomings‘. This public dataset has undergone a
perhaps too strict data cleansing process, and some of the announcements might
have been altered through the collection and merging process, or through a number
of different content management systems. Therefore, using the real data – meaning
the data before it was publicly posted, hence without anonymization and including
metadata – could be interesting to experiment with.

6.1.2 Finding The most Relevant Regions

Our variable dynamic pooling architecture extracts a feature from each segment,
and if a document includes fewer words than the threshold, we apply paddings at
the end of the document. Thus, certain documents contain several padding vec-
tors, and sometimes one or two whole padded segments. Extracting features from
these segments does not contribute to any informative features for the classifier.
Segments containing the topic other are also not very informative to extract features
from, and thus should be ignored in the pooling layer. This approach could be ex-
plored further by using machine learning to find the most informative segments and
from these only extract the features. Another further experimental approach could
be to merge the segments into topics and extract features from the most important
topics (probably the qualifications or the position topic). These approaches leverage
the more salient parts of the documents.

6.1.3 Word Embeddings Trained on The Dataset

With highly specific and large domain data one can train one’s own word embedding
model, which might be able to provide even more useful generalizations for a par-
ticular type of documents or domain. It is not immediately clear whether the size of
the available NAV document collections would enable pre-training of task-specific
embeddings, and we leave this possibility for future research.

6.1.4 Archiecture Design Choices

First, however, would be to either fix the padding problem (or masking them out), or
be able to create the dynamic pooling as Goldberg (2017) explains it, or use variable-
sized stride. Accomplishing this would be very interesting to find out if it outper-
forms the baseline with global max or average pooling.

Our dataset contains announcements in the two forms of written Norwegian,
Bokmål and Nynorsk. Therefore, one approach in regard to the architecture could
be to use two channels, one with the Bokmål word embedding and another with the
Nynorsk word embeddings. One could also distinguish them and use two different
classifiers for each form.
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Another approach is to train a classifier for each sub-class. First, classify the
documents into the major class, thus apply all the predicted documents into the
associated sub-major classifier. This might increase the accuracy of the sub-major
classes.

6.1.5 Unsupervised Learning - Clustering of Occupations

The occupation codes are created by the ISCO-08, which is a global static standard.
Although NAV uses the Norwegian version STYRK of the ISCO-08 standard, it might
not be completely adapted to the Norwegian labor market. Therefore, one might
want to improve the model of the labor market using other dynamic methods. One
of such methods could be to apply various document similarity measures. Docu-
ment similarity is to match the similarity between the different job descriptions, to
make a better ontology for each occupation.
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