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Chapter 1

Introduction

Learner language is the linguistic output produced by people in the process
of learning a second language. It can be a challenge for Natural language
processing (NLP) pipelines, since it is likely to contain ungrammatical con-
structions and spelling mistakes. Widely used methods such as standard
word embeddings are not necessarily suited to deal with the data.

Automated essay scoring (AES) is the task of automatically assigning
a grade to a written text, such as pass/fail, a proficiency score, or a
numerical grade. AES systems are useful for organizations which deliver
tests, because they can simplify the otherwise manual work of grading
student essays. Furthermore, they can also be useful for individuals, since
they can get valuable feedback on their writing quickly and reliably.

AES can be formulated for many kinds of textual data, both learner
language and non-learner language. An example of the former might be
a language proficiency test, which is a requirement for foreign students
to gain admission to higher education in many places. An example of the
latter is grading tests in a national education system, where a majority of
students may be writing in their first language.

AES is a well studied task, and applications are in use in the real world
via models based on hand-engineered features and traditional classification
methods. However, novel neural methods enables researchers to explore
new systems to perform the task, as well as gain new insight into features
of learner language.

While most AES research to date has been focused on English language,
a number of corpora suited for the task have been made available in other
languages as well. The Norwegian ASK corpus has been the basis for a
number of studies on Norwegian learner language. For instance, it has been
used for the Native language identification (NLI) task, where the objective
is to predict the First language (L1) of the author of a text. The ASK corpus
contains a rich selection of metadata, including CEFR levels for a subset
of the corpus, and the L1 of participants. This makes it well suited for
experiments with multi-task learning, where we utilize more than one label
in the training training in order to improve a model’s representations of the
data.

In this thesis we present the first results for the AES task on Norwegian
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learner language, using the ASK corpus. Furthermore, we present the first
results for multi-task training of a AES system using NLI as the auxiliary
task. We answer a number of open research questions:

• What is the best formulation of the task, regression or classification?

• Which combination of Machine learning (ML) architecture and input
representation performs best on the task?

• Can performance on the task be improved by applying multi-task
learning, with joint prediction of essay scores and NLI?

In this thesis, we will experiment with various linear and neural
machine learning models. We investigate the effect of using different
input features and combinations of these, and explore a subset of the
hyperparameter space of our models. Finally, we will explore using multi-
task learning to train our models, using NLI as an auxiliary task. This is,
as far as we know, the first time NLI has been used as an auxiliary task for
AES.

1.1 Overview

Chapter 2 introduces basic machine learning theory and the two tasks
attempted in the thesis. This includes several neural network architectures,
such as Convolutional neural networks (CNNs) and Recurrent neural
networks (RNNs), and an explanation of multi-task learning. We introduce
some key terms related to learner language. Previous research on AES and
NLI, our main and auxiliary tasks, is presented and discussed.

Chapter 3 describes the dataset we use in our experiments, the Norwegian
ASK corpus. It briefly discusses its role in previous research on Norwegian
Second language acquisition (SLA). We analyse a number of properties of
the data and create a training/test/development split of the data.

Chapter 4 contains the first experiments, and we discuss a number of dif-
ferent evaluation metrics that can be used for the tasks. We present results
for linear classifiers and regressors, as well as simple neural networks, on
different input representations. We evaluate different formulations of the
AES task, namely as nominal classification, regression, and ordinal regres-
sion.

Chapter 5 contains further experiments using more advanced neural
architectures, namely CNNs and RNNs. We use attention heat maps to
visualize the inner workings of a RNN.

Chapter 6 introduces NLI as an auxiliary task. We perform additional
experiments in multi-task setup and examine the effect on the prediction
results. Furthermore, we analyse the variance of results as a result of
random initialization. We also revisit the question of evaluation metrics by
evaluating the correlation between a subset of evaluation metrics.
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Chapter 7 contains evaluation of selected models on the held-out test set
from chapter 3.

Chapter 8 contains a brief summary of the thesis’ results, as well as a
limited discussion of ethical considerations related to the AES task. It also
provides key questions for future work on the same data.
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Chapter 2

Background

This chapter covers some of the background concerning the Native
Language Identification and Automated assessment tasks, which are well
studied in the field of Natural language processing (NLP). In this thesis,
I will examine how these tasks may be addressed simultaneously using
multi-task learning and some approaches to the separate tasks that have
been found useful in previous work. The topic of multi-task learning will
also be introduced in this chapter.

The first section covers background related to machine learning and
different neural methods. Then, we will look at the properties of learner
language, and the specific tasks of automated scoring and native language
identification. We will also look at a selection of datasets of learner
language that have been used for these tasks previously.

Unless otherwise noted, the plots in the thesis, including heat maps
and box plots, are generated using the Python libraries Matplotlib (Hunter
2007) and Seaborn (Waskom et al. 2018).

2.1 Tasks and machine learning

Machine learning (ML) is a field that covers a wide range of different
techniques and algorithms for “teaching” computers to perform well at
a range of tasks. Examples of tasks may be categorizing a document or
detecting an object in an image. Techniques in machine learning are often
categorized under labels such as supervised learning, unsupervised learning,
and reinforcement learning.

The first two are applicable when we have training data available.
Supervised learning utilizes a set of training examples with target labels in
order to train a model that predict true labels for new, unseen data. In the
essay scoring task discussed below, for instance, training data consists of
essays that already have assigned a grade, and the resulting, trained model
should be able to assign a “correct” grade to any essay, including those it
has never seen during training.

Unsupervised learning is a range of techniques which do not use target
labels in training, but are still able to “learn” useful representations and
groupings of the training data. Unsupervised learning can be part of a
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more complex model, for instance when using embeddings as feature
representations in a neural network. Embeddings map sparse features
(e.g. words/tokens) to a dense, low-dimensional space, using contexts to
discover what tokens are similar and should exist close to each other in this
embedding space.

Many machine learning algorithms are based on statistical modelling
and concepts from linear algebra, with low-level routines such as matrix
multiplication being central to the algorithms.

In the field of natural language processing, algorithms in the neural
network family are gaining ground on the more traditional models in the
field, which have generally been linear models such as support vector
machines and logistic regression (Goldberg 2017, p. xvii). Compared
to the traditional models, neural networks often require less focus on
feature design and hand-crafting features. On the other hand, feature
representations such as word embeddings are important.

2.2 Neural networks

Neural networks is a family of machine learning models. These models
are based upon units often referred to as “neurons”, which are capable of
computing a weighted sum of inputs and applying a non-linear activation
function to the result. The networks are usually trained with supervised
learning, where the performance on training samples is measured using an
objective function or loss function, which is minimized by backpropagation.
In order for backpropagation to work, it is crucial that the activation
function is differentiable.

A common loss function for multi-class classification is categorical cross-
entropy (Eq. 2.1). The value of this function is a measure of how different
two probability distributions are. In order to use this loss function, the
predictions (ŷ) must be a probability distribution, i.e. all elements are
positive, and the sum of elements must be equal to 1. This is ensured by
using a softmax activation on the output layer.

L(y, ŷ) = −∑
c∈C

yc log ŷc (2.1)

Of note concerning categorical cross-entropy is that in the case where
there is only a single true label for each example, the true vector y is
one-hot, i.e. zero in all elements but one. In this case, the loss calculation
simplifies to − log ŷt, where t is the index of the true label.

One of the simplest models in the neural networks family is the
perceptron. It is only capable of calculating a weighted sum across a
feature vector and applying a threshold function. This threshold function
is not differentiable, and the perceptron is therefore not trained with
backpropagation. Historically, one of the most used activation functions
is the sigmoid function (Eq. 2.2). Nowadays, one of the most common
activations is the Rectified linear unit (ReLU): f (x) = max(x, 0). ReLU
is, strictly speaking, not differentiable, because of its hinge at x = 0.
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input layer

hidden layer 1 hidden layer 2

output layer

Figure 2.1: A fully connected feed-forward neural network with four
input nodes, two hidden layers, and three output nodes. This network
would consist of three weight matrices, represented by the lines connecting
adjacent layers.

Regardless it works well in practice, since almost all pre-activation values
will be different from zero. The zero case can be treated as a special case, to
avoid undefined values.

σ(x) =
1

1 + e−x (2.2)

2.2.1 Multi-layer perceptron

The ‘vanilla’ neural network is the feed-forward network, also known as
the Multi-layer perceptron (MLP). This model incorporates one or more
hidden layers in-between the input layer (the feature vector) and the output
layer. A diagram of an example MLP with two hidden layers can be seen
in figure 2.1. For multi-class prediction, the output layer typically uses a
softmax activation. This has the property of restricting each output value
to be in the interval (0, 1), and additionally makes sure all output values
sum to 1. These properties allow the outputted values to be interpreted as
a probability distribution.

softmax(x)i =
exp xi

∑m
j=1 exp xj

(2.3)

2.2.2 Convolutional neural networks

Convolutional neural networks (CNNs) are widely employed in image
processing models, using two-dimensional convolutional layers. These
models can often get very deep, using a number of convolutional layers
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at different levels in the network, interspersed with pooling, also known as
downsampling, layers.

CNNs can exploit local patterns in the input, unlike the MLP, which
has no notion of distance between different elements of the input. For
data where there exists a meaningful notion of distance, the CNN can
be employed in order to take advantage of local patterns. CNNs use
convolutional layers to make these local relationships explicit.

There are also NLP applications where CNNs can be employed. Unlike
images, data in NLP is usually sequential or one-dimensional, but it may
be converted into two dimensions, for example by replacing each word by
an embedding vector.

2.2.3 Recurrent neural networks

Recurrent neural networks (RNNs) are suited to sequential data. They
make have an internal state that is passed between time steps. A benefit
of RNNs is that they can accept input of any length and also produce
sequential output of any length. This in contrast to feed-forward neural
networks, which take a fixed-length vector as their input.

A long standing problem in training RNNs was that when applying
backpropagation through time, the gradient values can tend toward zero
or diverge because of multiplication across many time steps. This is known
as the vanishing and exploding gradients problem, respectively. Mitigation
techniques include replacing the units of the network with what’s known
as gated units, that are especially designed to address these problems. Gated
recurrent units (GRUs) and Long short-term memorys (LSTMs) are widely
used gated units in RNNs. The ‘gates’ in these network are what enables
the cell to keep information in working memory over longer spans of time
without succumbing to the problem of vanishing or exploding gradients.

The equations in 2.5 define the LSTM cell. It computes three gates
named i, f and o, which are vectors with values between 0 and 1. The GRU
cell, defined by the equations in 2.6, is slightly simpler. It computes only
two gates, named z and r. The σ activation function can be a number of
functions σ : R → [0, 1], and is commonly the sigmoid (Eq. 2.2) or hard
sigmoid (Eq. 2.4) function.

σ(x) =


0 : x < −2.5
0.2 · x + 0.5 : −2.5 ≤ x ≤ 2.5
1 : x > 2.5

(2.4)
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sj = RLSTM(sj−1, xj) = [cj; hj]

cj = f � cj−1 + i� z

hj = o� tanh(cj)

i = σ(xjWxi + hj−1Whi + bi)

f = σ(xjWx f + hj−1Wh f + b f )

o = σ(xjWxo + hj−1Who + bo)

z = tanh(xjWxz + hj−1Whz + bz)

OLSTM(sj) = hj

(2.5)

sj ∈ R2dh , xi ∈ Rdx ,
{

cj, hj, i, f , o, z, b◦
}
⊆ Rdh , Wx◦ ∈ Rdx×dh , Wh◦ ∈ Rdh×dh

sj = RGRU(sj−1, xj) = (1− z)� sj−1 + z� s̃j

z = σ(xjWxz + hj−1Wsz + bz)

r = σ(xjWxr + hj−1Wsr + br)

s̃j = tanh(xjWxs + (r� sj−1)Wsg + bz)

OGRU(sj) = sj

(2.6)

xi ∈ Rdx ,
{

sj, s̃j, z, r, b◦
}
⊆ Rds , Wx◦ ∈ Rdx×ds , Ws◦ ∈ Rds×ds

2.2.4 Natural language features

For applications of machine learning in NLP, we often want to use the
words in a document as features. However, the vast number of different
words in a language can lead to inefficient use of memory and computing
power if the words are represented naively, for instance with a one-hot
vector encoding with the vector having the number of dimensions equal
to the size of the lexicon. It is therefore useful to map words to a lower-
dimensional representation, known as an embedding.

Training embeddings rely on the distributional hypothesis, namely that
words with similar meanings are likely to appear in similar contexts.
Therefore, without prior knowledge of any words in a language, the
resulting embeddings are likely to put words with similar meanings
close to each other in the embedding space. It has also been observed
that semantic relations between words, for instance regarding gender
or inflection, corresponds to defined directions in the embedding space
(Mikolov, Yih and Zweig 2013). These relations can be found by subtracting
word vectors. A famous example of an emergent analogy learned by the
embeddings is: “Man is to king as woman is to ...”. In terms of arithmetic
on embedding vectors, the embeddings modelled the analogy as ~king −
~man + ~woman ≈ ~queen.

There exists a number of embedding models, including Word2Vec
(Mikolov, Chen et al. 2013) and GloVe (Pennington, Socher and Manning
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2014). These models can be used to compute embeddings based on new
training data, or one may use pre-trained embeddings.

Different approaches to embeddings may be necessary for different
languages. A word-based approach can work well for a relatively analytic
language such as English, but might be less suited for agglutinative
or synthetic languages, because of the differing amount of semantic
information present in a single token. A converse problem occurs where
a sequence of words is best analysed as a single unit.

Another issue is ambiguity, as the process of training embeddings only
considers the form of a word. Homographs like well, which can be both an
adverb and a noun, are each mapped to a single embedding vector, with no
way to distinguish the different meanings of the word.

It is also possible to embed n-grams of characters instead of words.
A disadvantage of this approach is that it becomes more difficult to
distinguish words with similar spelling, but different meaning, and it
does not solve the problem of homographs. However, it seems that the
embeddings may still be more robust when encountering spelling mistakes.
The embeddings based on word forms will see “beautiful” and “beutiful”
as completely separate words, while there still exists similarities between
them on the level of characters: they share a good portion of their n-grams.
Another advantage might be the possibility of accessing semantic meaning
at a sub-word level, including prefixes and suffixes.

For representing a document non-sequentially, a common approach is
to use Continuous bag of words (CBOW). This is the sum or average of
embedding vectors for all active features (Goldberg 2017, p. 93). CBOW
thus disregards some information, including order and whether features
occur close to each other in the document.

2.2.5 Multi-task learning

Multi-task learning refers to optimizing a target function for two or more
different tasks simultaneously (Ruder 2017a). One benefit of this approach
is increased generalization. Intuitively, this is feasible because the neural
network needs to find a representation which is useful for all the tasks it
is optimizing on, and thus is less likely to pick up noise in the data than
it might be when only considering a single task. A representation that is
useful to different tasks is more likely to be able to generalize, not only to
data beyond the training data, but to new tasks which were not part of the
training process as well.

In practice, for neural networks, the tasks in question share some of
the inner layers of the network, but have separate output layers. This is
called parameter sharing. Another approach is to keep different parameters
for each of the tasks, but add a regularization loss that prevents the
parameters from diverging too much from each other. The output layers
are not necessarily at the same depth. A low-level auxiliary task can have
its output layer rather early while the main task uses more hidden layers.
In the backwards pass, losses at all the output layers should be minimized.

Ruder (2017b) lists several tasks in natural language processing that
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have been subject of experiments with multi-task learning, including
machine translation, speech recognition, semantic parsing and chunking.
These tasks have been jointly trained with auxiliary tasks such as predicting
the next word, recognizing phonemes, part-of-speech tagging, and more.
Among others, the author cites Pappas and Popescu-Belis (2017), who
used multi-task learning to train a document classifier using 8 different
languages, sharing parameters between the models for different languages.
The model they used for this was a hierarchical attention network.

Alonso and Plank (2017) investigated the effect of different auxiliary
tasks and combinations of these on an LSTM recurrent network for
sequence labelling tasks. The main tasks they considered in the study were
labelling semantic frames, semantic supersenses, named entity recognition,
ontological types for senses and Multi-Perspective Question Answering.

They used an auxiliary task called FREQBIN, whose objective is to
predict the frequency of a word, where frequency value is made discrete
by assigning it to one of a finite a number of bins. This study tried a new
binning strategy which improved the utility of FREQBIN as an auxiliary
task compared with previously examined strategies. While the previous
variants took the logarithm of the token’s frequency in a chosen base and
rounded down to the nearest integer, the new strategy ranked all tokens by
frequency grouped them into labels by a given quantile. In the study, they
used k = 5, yielding 5 FREQBIN labels with the same number of examples
each.

2.3 Learner language

In the linguistic field of Second language acquisition (SLA), linguists have
described characteristics of the language of people who are learning a
second language. It is common to refer to a person’s first language(s), that
is the language(s) they learned when they first started to speak, as L1, and
any languages acquired later in life as L2. Since language acquisition is a
gradual process, we can speak of an interlanguage, which is an idiolect with
systematic rules belonging to the learner in question, but which is different
from their target language. Interlanguage is not stable, but changes as part
of a learner’s acquisition process (Myers-Scotton 2006, p. 358).

Interlanguage can show influences from the learner’s L1 in several
respects, for instance intonation and produced phonemes in pronunciation,
syntactic mistakes like inflection and word order, or even the literal
translation of idioms that do not exist in the same form in the target
language. The study of linguistic transfer is an attempt to understand these
influences.

2.4 NLP tasks using learner language

In this section, we will introduce two NLP tasks that concern learner
language data, namely automated essay scoring and native language
identification. We will present a selection of previous work for both tasks.
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2.4.1 Automated essay scoring

Automated essay scoring (AES), in the literature also referred to as
Assessment of proficiency or automated text scoring (ATS), considers
the task of assigning a grade to a free form text, often responding to a
specific prompt. The task can apply to texts written in either a first or a
second language. In some cases, we can expect both native and learner
texts to occur in the same setting. This is the case for instance in tests
given in schools, where some pupils may come from a minority language
background. AES can be framed as a supervised learning task, using a
corpus of texts that have each been labelled with a score or a proficiency
rating.

Automating the assessment task can benefit applications in language
education. People learning a new second language will benefit from
feedback as to which proficiency level they might be on, for instance in
relation to the Common European Framework of Reference for Languages
(CEFR). This may help people who want to take language examination
to find the appropriate timing and level of testing, since an examination
can be both an economical and logistical inconvenience. Automation also
allows students to receive feedback quicker and more frequently.

Previous work by Vajjala (2017) uses the TOEFL11 corpus of non-native
English (Blanchard et al. 2013) and the First Certificate of English (FCE)
corpus (Yannakoudakis, Briscoe and Medlock 2011). This study examines
which features may be most informative in relation to the task, and whether
these are the same features for different datasets. Vajjala uses a number of
linguistic features for the task, including several different measures for the
lexical diversity, distribution of Part of speech (POS) tags, and syntactic
complexity. The models in the study utilize up to 116 different features.
Applied pre-processing includes syntactic parsing of sentences in order
to extract features from the parse trees. These syntactic features include
measures of average sentence length, clauses per sentence, the height of
the parse tree etc. Several of these features were based on previous work
on measuring syntactic complexity in L2 writing by Lu (2010).

Other features are designed to capture discourse properties of the text,
based on reference chains. The English language has different ways of
referring to previous information in a discourse, which is a core element
of fluent language use. For instance, the definite/indefinite distinction is a
way to reference previous information in English. This is not the case cross-
linguistically, so features like this are language-specific. Vajjala’s features
are measures of the proportions of different pronoun types, determiners
and definite noun phrases, and more, in a reference chain, along with the
average length of a reference chain.

Notably, the author did not use word or POS n-grams as features in
the study. The reasons given for this is that the sparse nature of n-gram
features make them hard to interpret, and they can introduce topic bias
to the model. The essays are written on different topics, making it likely
that certain words indicate the topic of an essay. n-grams can model errors
relative to the learner’s target language, but she already uses features
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designed to model this. Nor are character n-grams used as features here,
though they are generally widely used in a various NLP applications.
Vajjala also experimented with using the writing prompt and the native
language (L1) of the text’s author as features.

The author trained a number of different models using different subsets
of the features. All models are linear classifiers trained with the Sequential
Minimal Optimization algorithm, a variant of support vector machines.
The model that achieved highest accuracy in the study was one that
incorporated all the features, yielding an accuracy of 73.2% on TOEFL11.
Removing the prompt and L1 as features resulted in a tiny drop in accuracy
down to 73.0%.

The length of the text turned out to be one of the most informative
features in both the datasets used. However, text length correlated
positively with proficiency on TOEFL11, but negatively on the FCE corpus.

While most research on AES has been carried out on English datasets,
there have been several studies using datasets from other languages.
Hancke (2013) predicts CEFR labels for German learner texts from the
MERLIN corpus. Vajjala and Lõo (2014) predict CEFR labels for Estonian
learner texts from the Estonian Interlanguage Corpus (EIC). Pilán, Alfter
and Volodina (2016) predict CEFR labels for Swedish learner texts from the
SweLL corpus. Vajjala and Rama (2018) carry out a multilingual study that
predicts CEFR scores for German, Czech and Italian learner texts from the
MERLIN corpus.

A study by Taghipour and Ng (2016) investigated neural prediction
methods for evaluating essays in the ASAP dataset. This dataset was
introduced as part of a competition on Kaggle. It consists of essays from
eight different prompts. Both the range of scores and the number of
possible scores differs across these prompts. The number of possible scores
is as low as 4 or as high as 61 depending on the prompt. The essays are
not necessarily written in a second language. The documents are collected
from standard assessment tests used in states in the USA.

The systems investigated in the study include CNNs, RNNs, and a
combination of the two. Their networks used regression output, which
is suitable for the variety of different score ranges in the dataset. They
presented their results in terms of the Quadratic weighted Kappa (QWK)
evaluation metric, both for each of the eight prompts separately, and as an
average over all prompts.

Alikaniotis, Yannakoudakis and Rei (2016) is another study using the
same ASAP dataset. Their system is also based on a recurrent neural
network. Their best system uses a bidirectional LSTM with two layers.
In addition to reporting results on the AES task, they present a method
of visualizing the performance of the network on the inputs, as a way to
possibly explain which words in the input have the most influence on the
predictions of the system.
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2.4.2 Native Language Identification

Native language identification (NLI) is the task of predicting the native
language of an author based on a text written in one of the author’s Second
languages (L2s). The task is dependent on systematic differences between
interlanguages for learners with the same target language, but different
L1s. The feasibility of this task proves intrinsically that these systematic
differences exist, as linguists studying transfer try to explain.

Shared tasks in NLI

NLI has been the subject of three shared tasks, in 2013 (Tetreault, Blanchard
and Cahill 2013), 2016 (Schuller et al. 2016) and 2017 (Malmasi, Evanini
et al. 2017). The 2013 shared task used only written documents, whereas
the 2016 shared task was audio data only. Lastly, the latest shared task in
2017 contained both written and spoken documents. Teams participating
in 2017 could choose between three tracks corresponding to written data
only, spoken data only, or both. Only teams participating in the first track,
using written data only, are considered below.

The written documents in the task was English L2 essays, written
by learners with 11 different L1s. The best-performing system in the
track using only written essays had a macro-averaged F1 score of 0.8818,
using stacked classifiers combining logistic regression on sentences with
a Support vector machine (SVM) meta-classifier (Cimino and Dell’Orletta
2017).

The best performing team which used neural networks was Li and
Zou (2017), who used a multi-layer perceptron meta-classifier to combine
outputs from SVM base classifiers, and reported a F1 score of 0.8654.
Another team experimented with different neural network architectures,
including RNNs and an CNN variant known as a deep residual network
(Bjerva et al. 2017). Their best result was with a stacked model, combining
their different models with an SVM meta-classifier. Their best ensemble
model achieved a F1 score of 0.8323, and used no external resources, i.e.
no pre-trained embeddings.

NLI for Norwegian

While the shared tasks have been English learner language only, there
exists studies using different corpora with other target languages, among
them Norwegian. Norwegian NLI has been attempted by Malmasi, Dras
and Temnikova (2015), using the ASK corpus (Tenfjord, Meurer and
Hofland 2006). In their methodology, they create artificial documents to
train on by segmenting the learner texts into sentences, then putting all
the sentences from learners with the same L1 into a bag and sampling
sentences from the bag to create the new documents. Their rationale for the
methodology is that all the resulting documents are of similar length, and
that they eliminate the variation between individual writers that otherwise
might present a stronger signal than the writer’s L1 alone. Their data set
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includes all ten different First languages (L1s) in the ASK corpus.
In a later study (Malmasi and Dras 2017), they perform an NLI

experiment on several corpora, namely TOEFL11, the Norwegian ASK
corpus and the Jinan Chinese Learner corpus. However, they were
not able to utilize the same features for all the different corpora. For
Norwegian, they only use the features function word unigrams, function
word bigrams and part-of-speech n-grams. For the English corpus, they
were able to use other features such as dependencies and context free
grammar-rules. By combining a selection of base classifiers using a
Linear discriminant analysis (LDA) meta-classifier trained with bootstrap
aggregation (bagging), they achieve an accuracy of 0.818 on the Norwegian
corpus.

In this later study, they reapply the above methodology of generating
artificial essays for the Norwegian and Chinese corpora. In particular, they
mention that this removes bias stemming from different topics. In the case
of the TOEFL11 corpus, however, the authors of the corpus have made an
effort to make the documents balanced in terms of both L1 and the writing
prompt which the learner has answered.

Adopting this methodology, however, does mean letting go of the
discourse properties of a text, which could offer valuable cues both toward
the L1, and in relation to the automated assessment task. Moreover, it does
not reflect realistic real-world documents, which in many cases are written
by individuals, and contain bias toward specific topics.

In an updated study (Malmasi and Dras 2018), the same authors also
evaluated their models on the raw texts in addition to the generated
artificial essays. The accuracy on raw texts was much lower, with the best
model for Norwegian having an accuracy of 0.542. It was the same model,
a LDA meta-classifier, which had the best accuracy on both the generated
and raw texts.

A study by Pepper (2012) examined transfer effects from various L1s
to Norwegian using predictive models, following a similar methodology
as Jarvis, Castaneda-Jiménez and Nielsen (2012). In each experiment, the
author used a subset of five L1s, of which four are the same in all
experiments, and the fifth varied between experiments.

Another study that performed NLI on the ASK corpus is Ionescu,
Popescu and Cahill (2016). They used a subset of the ASK corpus
containing seven different native languages. They excluded Vietnamese,
Somali and Albanian from their subset because the corpus contains fewer
documents for these L1s (see table 3.1). Like Pepper (2012), they used
different subset of five L1s.

2.4.3 Datasets

Several available datasets for different languages have been or can be
used in the tasks discussed above. Desirable properties for these tasks
include representing a broad selection of different language backgrounds
and proficiencies, a balanced selection with respect to variables such as L1
and topic, and rich metadata. Below we will briefly introduce two corpora
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with English learner texts. There exists learner corpora for several other
target languages as well, including Chinese and Czech. In the next chapter
we will closely examine the Norwegian dataset used in this thesis.

TOEFL11

The TOEFL11 corpus was presented in 2013 and was specifically designed
to be suitable for the NLI task (Blanchard et al. 2013). The documents
are essays from the English proficiency test TOEFL, which many take
as preparation for admission to higher education in English-speaking
countries. The corpus contains metadata for the writers’ L1s and the
proficiency level their essay was assessed to. The proficiency levels
are specific for the corpus and correspond to low, medium and high
proficiency, without reference to external frameworks such as CEFR.
The represented language backgrounds are Arabic, Chinese, French,
German, Hindi, Italian, Japanese, Korean, Spanish, Telugu, and Turkish.
The datasets for the NLI shared tasks in 2013 and 2017 (the written essays)
were extracted from TOEFL11.

The corpus contains 1100 essays per L1, in total 12,100 essays. The
average word count for the essays is 348, so in total the corpus contains
more than 4,210,000 words.

FCE

This corpus was first introduced by Yannakoudakis, Briscoe and Medlock
(2011). It is a subset of the Cambridge Learner Corpus, containing the
documents that were collected from the First Certificate of English test.
It contains 1238 documents, each containing a written response to two
different tasks. The documents are marked on a proficiency scale from 1
to 40.

2.5 Conclusion

We have given a brief introduction to machine learning in general, and
neural architectures in particular. We have discussed unique properties of
learner language data, and introduced AES and NLI as specific NLP tasks
relating to this kind of data. We have given an overview over previous
work in the field, and different datasets that are available for the tasks.
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Chapter 3

The ASK corpus

In this chapter we will describe the data set used throughout the thesis.
The process used to select the split between training, testing and validation
data is also described.

3.1 The ASK corpus

The ASK corpus (andrespråkskorpus) was introduced in 2006 (Tenfjord,
Meurer and Hofland 2006). The corpus contains Norwegian learner essays
from two different language tests: Språkprøven i norsk for voksne innvandrere
and Test i norsk – høyere nivå. The two test levels are not offically tied to
CEFR levels, but Carlsen (2012) estimated them to measure proficiency at
approximately B1 and B2/C1 level, respectively. Following the naming in
Carlsen (2012), we will refer to these tests as the IL test (Intermediate Level,
“Språkprøven”) and the AL test (Advanced Level, “Høyere nivå”).

The corpus contains 1736 texts1. Each document includes metadata
such as the writer’s L1: one of German, Dutch, English, Spanish, Russian,
Polish, Bosnian-Croatian-Serbian, Albanian, Vietnamese and Somali. All
texts from seven of these language backgrounds, 12122 in total, have been
assigned a CEFR score, and these texts comprise the subcorpus we will be
working with. In particular, all texts except those written by people with
Dutch, Bosnian-Croatian-Serbian or Albanian as L1 have a CEFR score.
The CEFR labels are available since work by Carlsen (2012), and were not
included at the corpus’ initial release. Table 3.1 shows the number of texts
in the corpus for each native language and at each test level.

Among the languages we include, there are five languages from
the Indo-European language family. Breaking them further down into
subfamilies, there are two Germanic (English and German), two Slavic
(Polish and Russian), and one Italic language (Spanish). Finally, there is
one Afro-Asiatic language, Somali, and one Austroasiatic, Vietnamese.

The corpus also includes 200 texts written by native Norwegian
speakers as a control corpus, bringing the total number of documents up

1In Carlsen (2012), Malmasi and Dras (2017) and Malmasi, Dras and Temnikova (2015),
it’s reported that it contains 1700 texts.

2Reported to be 1222 in Carlsen (2012).
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First language IL test AL test Total

English 100 100 200
Polish 100 100 200
Russian 100 100 200
Somali 100 7 107
Spanish 100 100 200
German 100 100 200
Vietnamese 100 5 105

Subtotal (included languages) 700 512 1212

(Albanian) 100 24 124
(Bosnian-Croatian-Serbian) 100 100 200
(Dutch) 100 100 200
(Norwegian nynorsk) 11 21 32
(Norwegian bokmål) 89 79 168

Subtotal (excluded languages) 400 324 724

Total (all languages) 1100 836 1936

Table 3.1: Texts in each test level for all L1s. Languages which are left out
of our AES dataset are listed in round brackets.

to 1936. The total number of word and punctuation tokens in the full
corpus, including the control corpus, is approximately 770,000. Restricting
the corpus to the 1212 documents with CEFR score, the number of tokens
is approximately 487,000 in total. Other metadata, apart from L1 and CEFR
score, includes, but are not limited to: the test level the essay was written
for, what topic the essay is about, and the learner’s country of origin, age,
and gender.

The CEFR scores in the ASK corpus range between A2 and C1, and
also includes intermediate labels between the canonical proficiency scores,
such as A2/B1 and B1/B2. Thus, the total number of distinct CEFR scores
is seven. Other learner language corpora which utilize CEFR scoring do
not generally include these intermediate levels. For instance, the MERLIN
corpus, which is used for AES in (Hancke 2013; Vajjala and Rama 2018)
has CEFR scores ranging between A1 and C1, but does not use any
intermediate levels. Other corpora used for AES that do not use CEFR
scores include the TOEFL11 corpus (Blanchard et al. 2013). This corpus uses
three distinct proficiency categories, not necessarily corresponding to CEFR
scores. The number of distinct proficiency labels in ASK is therefore quite
high, compared to other corpora using similar labelling schemes.

As mentioned, the two test levels making up the ASK corpus are
estimated to measure proficiency at the B1 and B2/C1 levels in the CEFR
framework. However, many essays are rated with CEFR scores both above
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and below the estimated level of their associated test. Essays scoring
higher are easily accounted for, considering that a learner at a high level
is expected to pass a test at a lower level. The essays scoring below the
test level can also be accounted for, even though we know that all the
documents in ASK are taken from learners who passed their test. First,
while ASK only contains essays, the original test consisted of multiple
parts, and a low score on the essay part could be outweighed by good
performance by the learner on other parts of the test. Second, the CEFR
labels in ASK were assigned after the test, by different raters, who cannot
be expected to be in complete agreement with the raters who originally
passed the tests.

The fine-grained labels makes it challenging to train and evaluate
models, and also to compare the results against work on other corpora,
because the gravity of a misclassification may not the same on the more
fine-grained labels.

3.1.1 Examples

As an example of texts in the ASK corpus, we give an excerpt from a text
from the corpus. This is a paragraph from a text written by a native English
speaker from Australia. The author was taking the IL test, and was given
the prompt “Skriv en tekst om nyheter” (Write a text about the news). The
text was assessed to be on level B2/C1 in the CEFR.

Når jeg tenker på ordet “nyheter” så tenker jeg automatisk
på (de) massemediene og hvordan vi alminnelige mennesker
få vite (om) de store hendelsene i verden vår. Jeg pleier å se
nyheter på TV og å lese aviser, og jeg synes at nyheter kan
gjøre et veldig sterkt inntrykk på oss. Et eksempel på dette er
de forstillingsbildene av andre land og kulturer som nyheter i
mediene påvirker oss til å skape.

This text is on a high level of proficiency, but features of learner
language is still apparent. The definite article ‘de’ in the first sentence
should be omitted. It seems the writer may have been unsure of whether
this article should be there, since it is enclosed in round brackets. The
author has done something similar to a later word, ‘om’. The last sentence
in the paragraph is awkwardly phrased, and includes a typo in the word
‘forstillingsbildene’ (should be ‘forestillingsbildene’), a typo that is in fact
repeated multiple times in the full essay.

3.1.2 Features of learner language

The ASK corpus has been used in several studies on features Norwegian
learner language and transfer effects from different L1s, notably as part
of a research project called ASKeladden (Golden and Tenfjord 2015). These
studies are to a large degree situated within Jarvis’ framework for research
on L1 transfer (Jarvis 2000), emphasizing statistical analysis and comparing
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different language groups with each other. Golden and Tenfjord (2015)
notes that the nature of the ASK corpus facilitates research on obligatory
grammatical categories, but that the wide range of topics makes it harder
to investigate lexical transfer.

Pepper (2012) uses predictive analysis to find lexical features that are
indicative of different L1s. The study was designed to closely replicate an
earlier study on L1 influence in English learner texts (Jarvis, Castaneda-
Jiménez and Nielsen 2012), and this influenced many of the methodological
design decisions. In the Pepper study, experiments were limited to various
subsets of five languages. All features were based on word counts. The
predictive model used was LDAs.

Concrete findings from the Pepper study include that learners with a
Slavic language background (Russian and Polish) used indefinite articles
(‘en’, ‘et’ and ‘ei’ in Norwegian bokmål) less frequently. This was inter-
preted as cross-linguistic transfer, since the Russian and Polish lack indefi-
nite articles. The study found multiple distinguishing patterns in the use of
prepositions, but providing possible explanations for the differences was
out of its scope. These two patterns serve here as indicative of the results
of the study regarding transfer effects, but they are far from an exhaustive
account of the findings.

In Golden (2015), the author examines the different uses of a specific
verb in the ASK corpus. Specifically, the verb ‘gjøre’, which corresponds
to the English ‘do’ or ‘make’. The study uses a subset of the corpus, only
looking at texts from learners with English, German, Polish or Spanish L1.
The occurrences of the verb are categorized into different cases based on
the different semantic functions of the verb.

A couple of examples of different functions filled by the verb ‘gjøre’ is
as pro-verb (‘gjorde’ is the past tense of ‘gjøre’):

(3.1) Hva
what

gjorde
did

de?
they

‘What did they do?’

And in causative constructions with an adjectival argument:

(3.2) Det
There

er
are

mange
many

ting
things

som
that

gjør
make

oss
us

lykkelige.
happy.

A finding from the study is that the overall relative frequency of the
verb differs between the different language groups, with English and
Spanish speakers using it more frequently. There were also patterns at the
level of each semantic function of the verb. However, the study found that
in many of the cases, the data was too sparse to do statistical analysis on the
different functions of the verb. Even the most common function of ‘gjøre’,
pro-verb, was found in less than half of the 800 texts in the corpus.

Another study (Vigrestad 2016) which also is based on the ASK
corpus looks at orthographical mistakes in Norwegian learner language.
The author considered two language groups from the ASK corpus:
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Figure 3.1: The distribution of proficiency scores for each L1

learners with Bosnian-Serbian-Croatian or Vietnamese L1. Several different
categories of mistakes were considered in the study, including the general
proportion of mistakes per word of running text, mistakes in groups
of consonant graphemes, and mistakes involving single and double
consonants.

Several of the differences discovered in the study were statistically
significant. The author also interpreted the differences in terms of transfer
effect from L1 on L2. For instance, mistakes in substituting the vowel
graphemes ‘i’ and ‘y’ can often be seen in texts where the author’s L1 has
no phonological distinction between the vowel sounds [i] and [y], as is the
case in, for instance, Bosnian-Serbian-Croatian.

3.1.3 Analysing non-linguistic variables

We analyse the data set in order to find correlations between different
metadata. Knowing that the documents stem from two different language
tests that measure different levels of proficiency, the data set was split
in two using the Test level label, and then broken down by language
and proficiency again. Figure 3.2 shows that the test levels have different
distributions of proficiency. Note also that two language groups are
underrepresented at the B2 test level (AL test), namely Somali and
Vietnamese, which have seven and five essays in the B2 test level,
respectively. All other combinations of L1 and test level contain exactly
100 essays. This partly explains the low average proficiency of Somali and
Vietnamese speakers apparent in figure 3.1. The difference compared to the
other language groups is less salient when looking only at the B1 test level
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Figure 3.2: The distribution of CEFR proficiency scores for each L1, broken
down by the two test levels.

(IL test) data (figure 3.2, left).
In fact, the distribution of CEFR scores corresponds to the similarity

of the various L1s to Norwegian. The Germanic languages, German and
English, have the fewest number of essays below B1 level in the IL test.
The non-Indo-European languages, Vietnamese and Somali, rarely score
above B1 level in the IL test, and the mode in their proficiency distribution
is A2/B1, compared to B1 for all the Indo-European languages.

Another interesting variable is the essay topic.3 We can generally expect
a high correlation between topic and vocabulary, and not accounting
for this may lead to a model picking up the wrong signal. Since the
data is collected from two different language tests, we might expect the
distribution of topics to differ between the test levels, and this is indeed the
case. Looking at the ten most common topics in the data (table 3.2), several
are only present on one test level.

There is also a difference in granularity. There are 52 different topics
in the AL test, and only 38 topics in IL test, even though there are more
documents in the latter test level (512 vs. 700). This also means that the
topics within each test level have different support. The median number
of documents for a topic in AL test is 5 (mean 9.8), while it is 11 in IL
test (mean 18.4). This also explains the overrepresentation of the IL test in
the table of top ten topics. The individual topics in the AL test have fewer
occurrences, and thus are less likely to appear on the top ten list when we
combine the test levels.

3When we refer to the topic, we refer to the ‘tema’ (theme, topic) variable in the
documents’ metadata section, as opposed to the essay title, for instance. The various
prompts do not correspond strictly to topic.
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Topic IL test AL test Total

telefon 64 37 101
bolig 83 0 83
familie helse vekt 0 59 59
tid 51 2 53
natur norge 48 0 48
folk relasjoner vennskap 45 0 45
tradisjoner flytting 38 0 38
barn 32 3 35
kultur norge 34 0 34
media 31 0 31

Table 3.2: The number of texts in each test level for the top 10 topics across
test level.

It has been observed that some topics in the diagram consist of several
sub-topics (for instance, “natur norge” consists of “natur” and “norge”).
However, the number of individual sub-topics is 62, still quite large.
However, they seem to be more evenly distributed across essays. The
median number of documents for a sub-topic, for both test levels, is 25
(mean 34.8). 13 sub-topics are only represented in 5 or fewer documents.

Document lengths have been seen to correlate with essay score in
other studies such as Vajjala (2017). To see the relationship between these
variables in ASK, we again break down the data into the two test levels.
One group, B2/C1 CEFR score within IL test, was excluded due to having
fewer than ten documents. Looking at figure 3.3, two relations are apparent.
Essays in the AL test test level are generally longer than in IL test, and within
each test level the higher scoring essays are generally longer. Also, outliers
are generally on the long side.

Note that even for the same CEFR score, the essays from the higher
test level are considerably longer. As an example, consider the B1/B2 score,
which is the most evenly distributed between the two test levels (101 essays
in IL test, 131 in AL test). More than 75% of these texts on the lower test
level have fewer than 400 tokens, and more than 75% on the higher level
are longer than 400 tokens. In fact, for all four CEFR scores that are present
on both test levels, there is no overlap of the interquartile ranges4 between
IL and AL test level.

3.2 Data split

At the start of the project, the dataset was split into a training, development
and test set in a 8:1:1 proportion. Ideally, the train and test sets would

4The range of values when the top 25% and bottom 25% are excluded
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Figure 3.3: Distributions of essay lengths for CEFR scores on each test level.
Within each CEFR score, IL test is on the left, and AL test on the right.

have the same distribution of classes, but the limited amount of data made
this more difficult. As can be seen from figure 3.1, 15 of the combinations
language vs. proficiency label consist of only three or fewer documents.

Moreover, we wanted each split to consist of text topics not present in
the other splits. The reason for this to prevent a model from learning a bias
for topic. Finding a split that satisfies our constraints is an optimization
problem for which it can be intractable to find an optimal solution. We
therefore turned to heuristics, hoping that it would help us find a good
local optimum.

The split was chosen in order to have the right proportion of documents
in each part of the split, and so the distribution of proficiency and native
language is as similar as possible across the separate parts of the data split.
Specifically, the split was found by running an evolutionary algorithm with
a fitness function favouring splits that were as close as possible to 8:1:1 in
proportion, while ensuring that each split contained a disjoint set of topics.

We designed a fitness function incurred several penalties. A candidate
split was given a size penalty proportional to the absolute difference
between the sizes of test and dev splits and the wanted size, namely
10% of the corpus. Further, we added a label distribution penalty by
calculating the Kullback-Leibler divergences between the distributions of
CEFR and L1 labels in the candidate splits and the distribution in the entire
corpus. Kullback-Leibler divergence was computed using the SciPy (Jones,
Oliphant and Peterson 2001–) library. The divergence values were squared
and added to the penalty.
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Topics in development set Topics in test set

idrett/sport kultur geografi norge folk
organisasjon innvandring
opplevelse innvandring politikk valg
økonomi idrett/sport
holdning bolig geografi
barn idrett/sport arbeid yrke
familie flytting økonomi holdning
eldre familie humor kultur
helse røyking politikk norge holdning
litteratur dikt språk litteratur bok
helse arbeid innvandring familie befolkning norge
barn familie litteratur dikt idrett
helse folk utdannelse
utdannelse språk politikk holdning
arbeid innvandring media tv
litteratur dikt venner religion

helse organ
folk følelser

Table 3.3: The topics chosen to be in each of the development and test sets.
All other topics are assigned to the training set.

The split in terms of the topics can be seen in table 3.3 5. The dev
and test sets contain 123 texts each, close to the ideal 10% of the corpus,
which is 121. The topic variable has values which are sets of keywords,
and therefore there is still topical overlap between splits. For example,
‘økonomi’ (economy) and ‘økonomi holdning’ (economy attitude) are
considered separate values and assigned to different splits, even though
both topics include the ‘economy’ keyword.

Figure 3.4 shows how CEFR labels are distributed in the resulting
training, development and test splits, and figure 3.5 shows the same for
language labels. It can be seen that all splits contain texts on all CEFR
levels and for all different L1s. While there are considerable differences
in the distributions, we decided that the result was reasonable given the
constraints and the small size of the dataset.

Each split does not contain every combination of CEFR score and L1.
This follows from the distribution plotted in figure 3.1, where we find five
combinations of CEFR score and L1 that occur only once or twice. Since
each document is assigned to exactly one of three different splits, these
combinations must necessarily be absent from one or two of the splits.

5In the XML files, the topic values contain a trailing space character, not visible in print.
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Figure 3.4: Proportional distribution of CEFR labels in the three splits. From
left to right, the columns represent te training set, the development set, and
the test set.
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Figure 3.5: Proportional distribution of L1 labels in the three splits. From
left to right, the columns represent the training set, the development set,
and the test set.
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3.3 Conclusion

We have introduced the ASK corpus, which will be used for the experi-
ments in this thesis. We have seen a short overview of previous studies
that have used the corpus to investigate features of Norwegian learner lan-
guage.

We have examined the distributions of metadata in the ASK corpus, and
created a training/development/test data split.
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Chapter 4

Preliminary experiments

We will first perform some experiments using some simple models. These
will both serve as demonstrations that learning is feasible, and as baselines
to which we will compare results using more complex models. In addition,
we are comparing the performance of different kinds of input. We use both
tokens, character n-grams, mixed POS and function word n-grams, and
POS n-grams as inputs.

We will compare nominal classification, ordinal regression and numeric
regression as different formulations of the AES task, and see which
performs best. We will also investigate different evaluation metrics for the
task.

4.1 Preprocessing

The data files in the ASK corpus are in Extensible markup language (XML)
format, and contain information about tags, mistakes and corrections,
paragraphs, sentences and more. These files were transformed into several
other formats during preprocessing. First, they were converted to plain text
files, stripped of all tags or correction labels. The text files have one sentence
per line, consisting of space-separated tokens, and an empty line separating
paragraphs.

These raw text files were then sent through the text processing pipeline
UDPipe (Straka and Straková 2017) for tagging and dependency parsing.
The UDPipe project maintains an online REST Application programming
interface (API) containing a selection of pre-trained models. All documents
were transformed by the REST API using the most recent Norwegian
bokmål (nb) model available1 at the time of writing.

The pipeline accepts different input formats, including raw text files
on the format described above. We used the tokenization from the ASK
corpus and not the tokenization algorithm built into UDPipe. The output
from UDPipe is on the CoNLL file format, with a single token per line.
UDPipe tags the documents using the Universal Dependencies (UD) tagset,
referred to as UPOS. The original tags in the ASK corpus are from the Oslo-

1norwegian-bokmaal-ud-2.3-181115
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Bergen tagger’s own tagset (Johannessen et al. 2012), and these were not
used in any of our experiments—when we refer to POS tag features, they
are always based on UPOS.

4.2 Evaluation metrics

For each class, we can compute the precision and recall (Eq. 4.1). The
precision for a class is the ratio of examples that were predicted to belong
to the class which actually belong to the class. The recall for a class is the
ratio of examples that actually belong to the class which were predicted
to belong to the class. The F1 score for a class is the harmonic mean of
the precision and recall . It can also be expressed directly as a function of
the number of true positives (TP), false negatives (FN), and false positives
(FP), as in equation 4.2.

precision =
TP

TP + FP
recall =

TP
TP + FN

(4.1)

F1 = 2 · precision · recall
precision + recall

=
2 · TP

2 · TP + FN + FP
(4.2)

In a multi-class prediction setup, there are several ways to combine
the classes’ individual F1 scores into a single metric. There is the micro
average F1, which is equal to accuracy in the case where all samples have
exactly one true label. Since this is the case for our data, we will sometimes
refer to micro F1 or accuracy interchangeably. Accuracy is the proportion of
samples where the target labels and predicted labels are the same.

Then there is the macro average, which is the unweighted average
of F1 scores for all classes. When the distribution of classes is uneven, a
macro average will give proportionally more weight on samples from small
classes, and less weight to all samples in classes with large support. A
model with a high micro F1 and a low macro F1 indicates that it is good
at classifying examples from the most frequent classes, but performs worse
on classes with low support.

In addition to macro and micro average, the weighted F1 is somethimes
used. It is a weighted average, where each class is weighted proportionally
to its proportion of the complete dataset.

F1 scores previously reported in AES literature include micro F1 score
in Vajjala (2017), and weighted F1 in Vajjala and Rama (2018). For the NLI
task, micro F1 is reported in Malmasi and Dras (2017) and Malmasi, Dras
and Temnikova (2015). F1 score is also reported in Hancke (2013) and Pilán,
Alfter and Volodina (2016). We find it safe to assume that the F1 in these
two studies refer to the macro average F1, even though they are not explicit
about whether it is the case. In Vajjala and Lõo (2014), F1 scores are reported
separately for each class.

Other, non-F1 metrics that have been reported in AES literature include
Quadratic weighted Kappa (QWK) (Alikaniotis, Yannakoudakis and Rei
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2016; Taghipour and Ng 2016), Pearson’s correlation coefficient (Alikanio-
tis, Yannakoudakis and Rei 2016; Vajjala 2017), Spearman’s rank correlation
coefficient, Root mean squared error (RMSE) (Alikaniotis, Yannakoudakis
and Rei 2016), and Mean absolute error (MAE) (Vajjala 2017). These are
metrics that may depend on the ordinal nature of proficiency scores, and
potentially the relative differences between different scores. For instance, a
prediction of ‘C1’ for an essay with gold label ‘B1’ is a more serious mis-
classification than a prediction of ‘A2/B1’ for the same sample, and this can
be taken into account by some metrics.

According to Yannakoudakis and Cummins (2015), there are several
problems with using QWK as a metric for the AES task. The metric depends
on trait prevalence, the scoring scale and the marginal distributions of
labels and predictions, among other issues. Therefore it is problematic to
compare QWK scores between different systems and datasets. However,
since two of the cited studies are based on a dataset from a Kaggle
competition where QWK was the official metric, the authors of the studies
have chosen to report this metric, either alone or in conjunction with other
metrics.

4.2.1 Reported metrics

Two different sets of output labels are used in our experiments: The original
seven CEFR labels, and a collapsed set where the intermediate classes, such
as ‘A2/B1’, are rounded up to the nearest canonical class, i.e. the CEFR label
after the slash. This results in only four different labels: ‘A2’, ‘B1’, ‘B2’ and
‘C1’. We will focus on comparing the models based on their performance
on the full set of labels, but include the performance on collapsed labels
because the setup is more similar to other AES studies using different
datasets using CEFR labels without intermediate classes.

We run two parallel experiments for each model. One where we train
and evaluate on the full set of classes, and one where we train and evaluate
on the collapsed classes. We report both the macro and micro F1 for both
modes.

A third option, namely to train on the full set of classes and reduce the
predictions to the collapsed set of classes, was also attempted, based on the
assumption that the more fine grained labels in the full set of classes can
provide useful supervision signals even though we evaluate on a smaller
set. However, in practice we observed that the best performing models on
the collapsed labels were the models that were also trained on the collapsed
tags. Therefore, we do not report any results from this evaluation mode.

4.3 Model descriptions

Initial experiments were run using linear models, logistic regression, and
linear regression, and neural models following the MLPs architecture.
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4.3.1 Classification versus regression

AES can be modelled both as a classification task and as a regression task,
and both are seen in previous work. Sometimes both are used in the same
study. For instance, in Vajjala (2017), two different datasets with different
properties were used, and the author utilized both multi-class prediction
and regression at different points.

A problem with using regression for the AES task is, in theory, that
while we know the ordering of proficiency classes, we do not know the
distance between adjacent classes. For instance, we cannot know if the
jump from CEFR score ‘A2/B1’ to ’B1’ is just as big as ‘B1’ to ‘B1/B2’.
However, we need to implicitly decide this when we transform the labels
into numeric values for regression. In practice we place the classes with
equal distance over a numeric interval.

The problem of having to make assumptions about the distance
between classes does not apply when taking the nominal classification
approach, but this comes with another problem. Multi-class classification
does not take any ordering of classes into account, even though it is an
intrinsic property of the classes for AES.

A third class of analysis called ordinal regression or ranking learning is
intended for predicting an ordinal variable, where classes are distinct, but
have a natural ordering. In theory, it is the most fitting formulation for
the AES task with nominal classes, since we know the ordering of the
classes, but not the distance between them. However, unlike regression
and nominal classification, algorithms for ordinal regression are not
implemented in common machine learning frameworks like scikit-learn.
We will however explore a formulation of ordinal regression for a neural
model, as described in section 4.3.4.

4.3.2 Input representations

Input representations are shared between the linear and neural models,
except for the total number of features. The neural models may restrict the
number of features by cutting off less frequently occurring features, and
this is noted below.

The n-gram features add a certain sensitivity to local order of features.
Many character n-grams will represent entities smaller than a word, but
may indicate common spelling mistakes. POS and Mixed POS n-grams,
on the other hand, might be able to represent syntactic features. Spelling
and syntax should be correlated with L2 proficiency, and traditional ML
methods that rely on manual feature engineering have included domain
specific features designed to capture spelling and syntax, as for instance in
Vajjala (2017).

Word counts

This representation is a vector with a entry for each unique word form in
the training data, 20,766 in total. The value of each entry is the number of
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times the word form occurs in the document. The neural models limits the
count vectors to the 20,000 most common tokens.

Character n-grams

Documents are represented by count vectors where each entry represents a
n-gram of characters. Some examples of character n-grams are 〈eg 〉, 〈 i 〉
or 〈si〉. For the linear model, all n-grams with n ∈ {1, 2, 3} were used, and
for the neural models the 20,000 most commonly occurring n-grams with
n ∈ {2, 3, 4} were used.

POS n-grams

Documents are represented by count vectors where each entry represents a
n-gram of POS tags. Some examples of POS n-grams are 〈NOUN NOUN〉,
〈PRON AUX PRON〉 or 〈SCONJ ADJ〉. For the linear model, all n-grams
with n ∈ {1, 2, 3} were used, and for the neural models the 20,000 most
commonly occurring n-grams with n ∈ {2, 3, 4} were used.

Mixed POS n-grams

The Mixed POS mode was taken from an NLI study by Malmasi, Dras and
Temnikova (2015). Their best performing single feature was a mix of word
forms and POS tags, such that common function words appeared in their
written form, while content words were substituted with their POS tag. We
used the same set of function words as Malmasi, Dras and Temnikova.

(4.3) generasjoner
NOUN

kan
kan

også
også

få
VERB

anledning
NOUN

til
til

å
å

utnytte
VERB

dem
dem

‘generations can also have the opportunity to exploit them’

Example 4.3 shows a sentence fragment with the original series
of tokens, the sequence of mixed function words and UPOS tags it
is transformed into, as well as a translation into English. From these
transformed sequences, we extracted n-grams in the interval [1, 3]. The
20,000 most commonly occurring of these were used for the neural models.

4.3.3 Linear models

The purpose of linear models in the context of this thesis is to establish
baseline results, and investigate the performance of regression versus
nominal classification for the task. Since the main goal of the thesis
is to investigate neural models, we have not spent any effort tuning
hyperparameters for the linear models, and instead kept the default
parameters from the library implementation.

The logistic regression model was implemented using the Python
library scikit-learn (Pedregosa et al. 2011). The model was instantiated with
the ‘lgbfs’ solver to minimize multinomial loss. This solver was chosen
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because it is set to become the default solver in a future version of scikit-
learn. No regularization was used, and the optimizer was set to run for a
maximum of 100 iterations.

The linear regression model was a support vector regressor also chosen
from scikit-learn. The default parameters were used, which are epsilon-
insensitive loss with ε = 0, a penalty parameter of 1, and a tolerance of
10−4 for the stopping criteria.

In order to report classification based metrics for a regression model, we
had to transform the predicted scores, which are continuous, into discrete
scores representing the CEFR classes. This was by rounding the raw
regression scores to the nearest integer. The output from the support vector
regression model is not constrained to any interval, so it was necessary to
additionally clip the output values to the range of scores: [0, 6] in our full
set of labels and [0, 3] in the collapsed set.

4.3.4 Multi-layer perceptron

The MLP models were implementing in Keras (Chollet 2015) and run on
the TensorFlow backend (Abadi et al. 2015). All the models the have an
input layer with 20,000 dimensions, followed by two fully connected layers
with 100 and 300 nodes, respectively. The fully connected layers use ReLU
activation and dropout regularization with a dropout rate of 50%.

The output layer varies depending on the method used. For multi-class
prediction, we use an output layer with softmax activation and 7 or 4
dimensions, depending on whether we run with collapsed labels or not.
The multi-class model was trained by minimizing the categorical cross-
entropy loss (Eq. 2.1).

For regression, our output layer contains a single node with sigmoid
activation. The regression model is trained by minimizing the mean
squared error loss against gold labels normalized to the interval [0, 1].
Normalization is a scaling operation such that the lowest class maps to
0, the highest class to 1, and all classes are evenly spaced. This is in line
with the method for neural network regression used by Taghipour and Ng
(2016). For evaluating the predictions, the output is scaled back using the
value of the highest label and transformed into categorical values using the
method described in subsection 4.3.3. This means that with C classes, we
actually scale by C− 1, such that 0 maps directly to the lowest class and 1
directly to the highest.

Because the sigmoid function is non-linear, values that are evenly
spaced in its output domain are not evenly spaced in the input. The sigmoid
function is steepest in the region around zero, where its value is close to 0.5.
A consequence of this is that when we map the classes to the range of the
sigmoid function, the central classes correspond to a smaller set of input
values than the peripheral classes. In fact, the lowest and highest classes
correspond to an unbounded set of input values. Regardless, we will see
that the classes which the model struggles the most to predict correctly are
the peripheral classes.
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Ordinal regression

For ordinal regression, we implemented a neural model for ordinal
regression following a modified version of the method in Cheng, Wang and
Pollastri (2008). Gold labels are represented as a vectors of size C− 1 where
the elements are filled with ones from left to right such that: The lowest
class is all zeros. The next class is a single one in the leftmost position and
zeros in the remaining positions. The next class has two ones in the two
leftmost positions, continuing to the highest class which is represented by
a vector of only ones.

In the original paper, Cheng, Wang and Pollastri used vectors of size
C, and mapped the lowest class to a where the first element was one. The
authors did not use an all-zero vector as a gold label at all, but at test time
would assign an all-zero vector to the lowest class.

Our formulation only uses C − 1 elements to represent the thresholds
between classes. This approach for ordinal regression with neural models
is one of several that are described in a survey paper for ordinal regression
(Gutierrez et al. 2016). The authors of the survey describe several binary
decomposition methods for ordinal regression problems, and our approach
is the same as they call Ordered Partitions.

The output layer of our neural network has size C− 1 and uses element-
wise sigmoid activation to constrain the values of elements to the interval
(0, 1). At training time, we minimize the mean square error between the
gold labels and output.

At predict time, we convert the sigmoid activated values to either ones
or zeros by comparing them to a threshold, in our case 0.5. The resulting
vector may be any sequence of ones and zeros, even those not conforming
to our rule for representing classes, i.e. there might be a one to the right of
a zero. We then select the predicted class by taking the index of the first
zero element of this vector, or the highest class if all elements are one. In
this way, assuming a total of four different classes, [0, 0, 0] and [0, 0, 1] are
both assigned to the lowest class, since the first element is zero. [1, 1, 0] is
the only vector that is assigned to the second-highest class, and [1, 1, 1] is
the only vector assigned to the highest class.

The multi-class and ordinal regression neural networks were trained
using the Adam optimization algorithm (Kingma and Ba 2014) with
a learning rate of 2 · 10−4. The neural regressor was trained with the
RMSProp optimization algorithm using the default learning rate of 10−3.

4.3.5 Controlling randomness

We took several measures to ensure reproducible results from our exper-
iments. One was to fix the seeds to the random number generations in
Python and associated libraries used for the experiments. Since the random
number generators are pseudo-random, the same seed will always yield
the same sequence of numbers when a program is run again. In addition
to the random number generators, Python can use a configured seed value
to compute hashes of strings and other values. Without a way to control
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the Python hash seed, the mapping of e.g. word tokens to indices would be
different on each run.

Second, we disabled parallel execution in the computation graphs
underlying the neural models. Parallel execution is a source of non-
determinism, because there is no guarantee that sub-computations will
always finish in the same order, and because floating point numbers have
limited precision, adding the same numbers in a different order can give
small rounding errors which can compound over time.

4.4 Results

All macro and micro F1 scores for the classifiers described in this chapter,
for both the full and collapsed sets of classes, are found in table 4.1.

As a simple baseline, we consider the majority class classifier. The
majority class in the training set is ‘B1’, both with the full class set of labels
and with the collapsed set. The macro F1 scores for the majority classifier
are very low, as the majority class classifier predicts no samples for any
classes except the majority, and thus the F1 score for all other classes is
zero2.

4.4.1 Linear models

Moving to a linear model, a logistic regression classifier (LogReg) using
bag-of-words features achieves a macro F1 score of 19.9% on the dev set
without collapsed labels and 38.4% with collapsed labels, and thus beats
the majority classifier by a large margin. However, the classifier performs
better using another input representation than bag-of-words. Character
n-grams yields the highest macro F1 scores using a logistic regression
classifier, 22.1% and 39.9% for all classes and collapsed classes, respectively.

The SVM classifier, referred to as SVC in the table, performs around
the same level as the LogReg classifier. Its highest macro F1 scores, 21.5%
and 39.9%, are lower than for LogReg. The SVM regressor, referred to as
SVR, improves on all macro F1 scores from the linear classifiers, and also
has the highest micro F1 scores of all the linear models. Using bag-of-words
input, the model yields a macro F1 of 44.4% on the full set of labels. For
the collapsed set of labels, the highest macro F1, 47.6%, comes from POS
n-gram features.

4.4.2 Neural networks

The MLP classifier is referred to in table 4.1 as MLP. The network with a
single node regression output is called MLP Reg, and the ordinal regression
model is called MLP Rank.

For all the different input representations, the MLP classifier is outper-
formed in terms of macro F1 by one or both of the other two neural models.

2Technically, the precision is undefined when there are no predictions for the class, but
it is commonly set to 0 in this case.
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All labels Collapsed labels

Model Macro F1 Micro F1 Macro F1 Micro F1

Majority 0.040 0.163 0.127 0.341

LogReg BOW 0.199 0.317 0.384 0.626
LogReg Char 0.221 0.317 0.399 0.602
LogReg POS 0.190 0.301 0.312 0.569
LogReg Mix 0.213 0.341 0.337 0.577

SVC BOW 0.210 0.317 0.391 0.610
SVC Char 0.189 0.293 0.347 0.537
SVC POS 0.157 0.244 0.336 0.618
SVC Mix 0.215 0.350 0.319 0.585

SVR BOW 0.444 0.415 0.429 0.659
SVR Char 0.252 0.317 0.440 0.602
SVR POS 0.334 0.358 0.476 0.593
SVR Mix 0.312 0.350 0.441 0.659

MLP BOW 0.252 0.398 0.382 0.659
MLP Char 0.264 0.415 0.417 0.675
MLP POS 0.237 0.407 0.393 0.642
MLP Mix 0.232 0.398 0.353 0.659

MLP Reg BOW 0.246 0.341 0.458 0.715
MLP Reg Char 0.286 0.341 0.468 0.707
MLP Reg POS 0.273 0.390 0.418 0.699
MLP Reg Mix 0.252 0.423 0.440 0.650

MLP Rank BOW 0.276 0.398 0.408 0.707
MLP Rank Char 0.330 0.480 0.395 0.634
MLP Rank POS 0.251 0.382 0.420 0.667
MLP Rank Mix 0.235 0.366 0.403 0.634

Table 4.1: F1 scores of various classifiers. LogReg is logistic regression, SVC
is support vector classification, SVR is support vector regression, MLP is
multi-layer perceptron. BOW is bag-of-words input, Char is character n-
grams, POS is UPOS n-grams, Mix is mixed UPOS n-grams.
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Figure 4.1: The confusion matrix for a multi-layer perceptron with ordinal
regression output, using character n-grams as input.

In order to examine the classification behaviour closer, we present the
confusion matrices from one of the neural networks trained and evaluated
on the complete set of classes. We chose the MLP model using ordinal
regression and character n-grams as input (MLP Rank Char), as it had
higher accuracy than any other linear or neural model, as well as the
highest macro F1 of the neural models. Refer to figures 4.1 and 4.2.

We want predictions to lie on the diagonal of the matrix. This is true
for all classification tasks. However, due to the ordinal nature of the CEFR
scores, we also want eventual mis-classifications to lie close to the diagonal,
which would indicate a small magnitude of misclassification. Conversely,
we do not want any predictions in the upper right and lower left corners,
as they represent mis-classifications of the greatest magnitude.

What we see is that while the predictions are not perfectly on the
diagonal, they tend to it. For four out of seven rows, and five out of
seven columns (all columns with predictions), the highest value is on
the diagonal. However, despite the tendency toward the diagonal, there
are several severe mis-classifications, such as three ‘B2/C1’ texts being
classified as ‘B1’ and ‘A2/B1’.

4.5 Conclusion

We have looked at a number of different evaluation metrics that have
previously been used in the AES literature, and decided on macro and
micro F1 scores as the metrics to focus on in this project.

We have explored a selection of different classifier models, both lin-
ear and neural architectures. We have compared three different prediction
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Figure 4.2: The confusion matrix for a multi-layer perceptron with ordinal
regression output, using character n-grams as input. Trained and evaluated
using collapsed CEFR labels.

modes, and seen that regression and ordinal regression had better perfor-
mance on the task than nominal classification.

We have tried out a selection of different input representations for our
systems. We saw that the best input representation is dependent on the
model in question.
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Chapter 5

Convolutional and recurrent
neural networks

In the previous chapter we established baseline results for the AES task,
and found that for the systems we implemented, regression gave better
results than nominal classification.

We now go on to investigate distributed representations of inputs
and more advanced neural architectures, namely CNNs and RNNs. Both
architectures are widely used in various NLP tasks. Their advantage is the
ability to automatically extract features that are more domain-specific than
the simple representations we used in chapter 4. For instance CNNs can
be considered as n-gram detectors. Instead of having to find and count n-
grams to feed as inputs to the system, the CNN can take a sequence of
tokens and find the most informative n-grams for the task at hand by end-
to-end training (Goldberg 2017, p. 155).

Coupled with distributed representations of words, i.e. word embed-
dings, similar n-grams can also share representation. For instance, assum-
ing a setting where the embeddings for the words ‘nice’ and ‘good’ are
similar, the 3-grams ‘nice to hear’ and ‘good to hear’ may be efficiently en-
coded in a CNN. The features produced by the network are not binary or
integer counts, but real-valued vectors.

The strength of RNNs, on the other hand, is their theoretical ability to
detect long range features. This should intuitively be useful for the tasks
at hand. For instance, discourse features of a text, such as how different
sections of a text are connected and whether a part of a text refers back to
something that have been mentioned before, can be considered a part of
language proficiency. Learning to build complex sentences and producing
longer discourse is a part of acquiring a second language.

In this chapter, we will first describe the aspects of our experimental
setup which is common for CNN and RNN experiments. We will also
describe the pre-trained word embeddings used in some experiments.
CNN and RNN experiments and results for the AES task will be discussed
separately. We will also briefly see how the models perform on the NLI task
on its own, and visualize some of the system internals to see if it can help
us interpret how the system makes predictions.
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5.1 Experimental setup

As in the last chapter, models are trained on the training set, and we
use the development set as validation data to help us stop training at a
favourable time. We keep the weights that gave the highest macro F1 score
over the validation set in the course of training. The reported metrics are
also evaluated on the development set.

Certain aspects of the experimental setup for the new models are
different from the models in the previous chapter, but shared between CNN
and RNN models. These aspects are described in this section. Like the MLP
models in chapter 4, the neural networks are implemented in Keras (Chollet
2015) and trained on the TensorFlow (Abadi et al. 2015) backend.

5.1.1 Input length

The models in this chapter take as input a document of a predetermined
length. We therefore need to set a fixed number of tokens that will
be the length of each document. Documents shorter than this length
were padded to this length by appending special padding tokens, and
longer documents were truncated. In order to decide this fixed length, we
examined the distribution of document lengths in the training set. All the
subsequent values are rounded to the nearest integer. First, we found the
95th percentile of document lengths, which turned out to be 701 tokens.
Then, we computed a common threshold for high outliers, namely the
upper quartile plus 1.5 times the interquartile range:

Q3 + 1.5 · (Q3 −Q1)

This gives 825 tokens. Finally, we computed the mean value plus two
standard deviations, giving 707 tokens. We decided to settle on 700 tokens
as our document length, since it is a round number close to two of three
values we examined. Thus, documents longer than 700 tokens will be
considered outliers and truncated to a length of 700.

As a consequence of the unequal distributions of length between the
two test levels, the documents that are truncated are mainly from the
advanced level test. Thus, the presence of padding tokens at the end is
a strong indicator of a text coming from the AL test. It is potentially
problematic that this truncation only happens to documents from one test
level, since the two test levels are observed to have different distributions
of both CEFR scores and L1s.

5.1.2 Pre-trained embeddings

We experimented with randomly initialized word embedding vectors
trained from scratch, as well as initializing the vectors with pre-trained
embeddings. We know that our corpus contains tokens with spelling
mistakes, which are likely to be absent in any pre-trained vector model. We
therefore sought out pre-trained models using the FastText algorithm. This
lets us compute vectors even for words that do not have separate entries in
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the model. In those cases, the model creates a vector based on the word’s
constituent character n-grams.

For our experiments, we used a model trained using the FastText
algorithm on a combination of two Norwegian corpora, namely Norsk
aviskorpus (The Norwegian Newspaper Corpus) and NoWaC (Norwegian
Web As Corpus) (Stadsnes 2018). This model contains vectors for more than
2,500,000 words. The model is stored in a repository that is available online
and on the Abel supercomputer cluster (Fares et al. 2017)1. The model we
are using has embedding dimension 100, and is trained using skipgram
and window size 5, on an unlemmatized version of the corpus.

We can superficially confirm the usefulness of FastText embeddings by
looking at vector similarities. We use the Python library Gensim (Řehůřek
and Sojka 2010) to load vector models and look up word similarities. As
an example, picked the token ‘kjokoladet’, which is a misspelt version
of ‘sjokolade’ (chocolate). We find that its closest neighbour in the
embedding space is ‘sjokolade’. Other close neighbours include ‘potetgul’
and ‘potetgull’ (potato crisps), where the former is also a misspelling.

Pre-trained embeddings are only used when we have word tokens as
inputs. Experiments using mixed UPOS tags as input will not use pre-
trained embeddings. This is because of two reasons. First, we do not
have any pre-trained embeddings for UPOS tags. Second, the pre-trained
word embeddings for function words that occur in the mixed UPOS tag
representation are trained in the context of content words, and we therefore
do not expect them to have much utility in the context of UPOS tags.

Reducing model size

Our training data only contains 20,766 unique tokens, which is less than
1% of the full vocabulary of the pre-trained FastText model. Because of
its size, loading the full model takes a long time, and uses huge amounts
of memory, most of which is word vectors we will never use. For that
reason, we created a model of smaller size by loading the full model once
and iterating through all of the word forms in our corpus, storing the
resulting vectors in a new vector model containing only the words we
need. In this way, we were still able to benefit from the FastText model’s
ability to compute vectors for unknown words, since the character n-gram
algorithm is being used for unknown words when computing the reduced
models. However, after the embedding layers of our neural models have
been initialized with vectors from the FastText model, the model treats
them just like other initialization, and fine-tunes the embeddings during
training. The FastText network is not incorporated into our models.

Dynamic or static embeddings

Two common variations on training a neural model with pre-trained
word embeddings are to dynamic or static embeddings. With dynamic

1Model ID 120
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embeddings, the embedding vectors are updated by gradient descent as
part of training the entire network. With static embeddings, the embedding
vectors are kept constant while other weights in the network are updated.
Additional variations are also found in literature, for example the multi-
channel approach seen in Kim (2014) where two embedding layers, one
static and one dynamic, are run in parallel. In this study we will not use
static embeddings, but always fine-tune our embeddings, whether they are
pre-trained or randomly initialized.

5.1.3 Multi-channel input

In some of our experiments we use both word tokens and their POS tags
as input at the same time. To do this we include two separate embedding
matrices in our network, one for words and one for POS tags. These
embedding matrices do not have to be of the same dimension, and since
the number of different POS tags is very low compared to the number of
different words, we use smaller vectors for POS tags.

To create the input to the core part of our network, we concatenate the
word and POS embeddings into a single vector. For instance, if we use
word embeddings of size 100 and POS embeddings of size 10, the next
layer will receive vectors of size 110. To implement this, we create two
separate embedding layers in Keras: One for words, which has embedding
dimension 100, and one for UPOS tags, which has embedding dimension
10. Then, we use a concatenation layer to combine these two layers, and get
a layer with vector size 110.

5.1.4 Vocabulary size

We use all tokens in the training set as our lexicon, giving a vocabulary
size of 20,768 (20,766 unique tokens occurring in the training set, plus two
tokens for padding and unknown words).

The inclusion of all tokens in the training set in the vocabulary entails
that the unknown token will receive no training signal, and its embedding
will remain whatever it was initialized as. Depending on whether the
experiment uses pre-trained embeddings, this representation will either
be a random vector, or the embedding computed by the FastText model
for the token ‘__UNK__’. Though this might appear to be problematic, we
will experimentally confirm later that this has no measurable effect on the
evaluation results (section 6.5).

5.2 Convolutional neural networks

We create a system with a convolutional architecture based on the model
described in Kim (2014). Documents are represented as sequences of token
IDs, and fed into an embedding lookup layer. A separate token ID is used
for padding if the document is shorter than 700 tokens. Another unique
token ID is used for unknown tokens, i.e. tokens that either are not present
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in training data, or are not among the n most frequent tokens, if we select a
frequency cut-off.

The central part of the architecture is a set of convolutional filter
banks that are applied to sequences of embeddings. We may use several
different window sizes for the filters. The default architecture from Kim
(2014) uses 300 convolutional filters: 100 each of window size 3, 4 and
5. After applying the convolutions, the output is max pooled along the
time axis. This selects the highest output of each filter computed across
all windows in the document. In practice, three pooling operations are
included in the computational graph, one for each filter bank. This is a
technical consideration, necessary because of the different window sizes.

The pooled vectors for each of the filter banks are concatenated into
a single vector, representing the document as a whole. The dimension of
this vector is the number of filters in all the filter banks combined. This
representation vector is fed to a final output layer. The output layer is
either a softmax layer producing classification output, an ordinal regression
layer as described in section 4.3.4, or a single node with sigmoid output to
produce regression. During training, we apply dropout to this final weight
layer as a regularization method. The last dense layer uses dropout with
p = 0.5 and a constraint on maximum L2 norm of 3. The only differences
between our system and the architecture described in Kim (2014) regard
the different output layers and input representations.

5.2.1 Results

Table 5.1 presents the F1 scores on the AES task from our CNN experiments.
The best macro F1 score on the full set of labels comes from a regressor using
mixed UPOS input (0.258). The second best results comes from a regressor
initialized with pre-trained embeddings (0.242). This is also the model with
the highest macro F1 on the collapsed labels (0.463). However, these scores
are lower than the results we got from SVR and MLP experiments in the
previous chapter.

Comparing classification, regression and ordinal regression

Comparing the different prediction methods, namely categorical classifica-
tion, numeric regression and ordinal regression, we see that numeric re-
gression overall has the highest macro F1 scores. This is similar to the ob-
servations we made in the previous chapter. Based on this, we decided to
drop nominal classification and ordinal regression from subsequent exper-
iments, and we stick to neural regression models only in the next section,
where we train RNN models.

5.2.2 Training behaviour

Figure 5.1 shows how the training and validation metrics evolve in the
course of training, as well as the confusion matrix of the final model’s
predictions. While the training loss quickly converges to a very low
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All labels Collapsed labels

Model Macro F1 Micro F1 Macro F1 Micro F1

Randomly initialized embeddings

CNN 0.168 0.398 0.388 0.732
CNN+POS 0.146 0.374 0.398 0.748
CNN Mix 0.201 0.398 0.383 0.724
CNN Reg 0.230 0.382 0.439 0.724
CNN Reg+POS 0.236 0.341 0.383 0.724
CNN Reg Mix 0.258 0.398 0.412 0.642
CNN Rank 0.177 0.374 0.392 0.740
CNN Rank+POS 0.187 0.382 0.397 0.748
CNN Rank Mix 0.231 0.382 0.379 0.715

Pre-trained, fine tuned embeddings

CNN 0.208 0.382 0.384 0.724
CNN+POS 0.161 0.366 0.402 0.756
CNN Reg 0.242 0.341 0.463 0.724
CNN Reg+POS 0.232 0.366 0.411 0.715
CNN Rank 0.198 0.350 0.384 0.724
CNN Rank+POS 0.181 0.325 0.401 0.756

Table 5.1: F1 scores of CNN classifiers on AES. +POS: Multi-channel input
with both words and UPOS tags. Reg: Regression model. Rank: Ordinal
regression.
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(b) Confusion matrix on the validation set, raw counts and normalized.

Figure 5.1: CNN regressor with mixed UPOS tags as input.
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value, the validation loss fluctuates around a much higher loss, indicating
overfitting. The plot of validation macro F1 also shows large fluctuations.

The confusion matrix reveals that the final model did not assign any
samples to the classes ‘A2’, and ‘C1’, the peripheral classes which are also
the smallest in the validation set. As noted in the discussion about metrics
in the previous chapter (4.2), classes with no predictions contribute to a low
macro F1 score.

Overall, the convolutional models were not able to improve on the
macro or micro F1 scores the MLP models in the previous chapter achieved.
However, while the MLP confusion matrix (fig. 4.1) had several erroneous
predictions scattered away from the diagonal, the confusion matrix for the
CNN looks like a fuzzy diagonal line, with gradual dropoff as the distance
from the diagonal increases. It also looks like it has a steeper slope than the
ideal diagonal running between the top-left and bottom-right corner. This
is not ideal, but even if the slope is wrong, a diagonal indicates that relative
ranks between essays are reasonable.

5.2.3 Non-F1 metrics

We wondered whether the difference we saw in the confusion matrices,
which we intuitively described as scattered errors and a fuzzy diagonal, could
be explained using other metrics than macro or micro F1, on which we have
previously decided to base our model evaluations. We therefore collected
additional metrics for the predictions of the best linear regressor and the
best MLP model from the previous chapter, as well as the best CNN model
in this chapter. The metrics we chose have all been reported in previous
AES literature, as discussed in section 4.2 The results are listed in table 5.2.

We observe that even though the CNN scores last on the F1 metrics, it
is competitive or better than the other models when we compare them by
ranking and error metrics. We think this quantifies the intuition we had
looking at the confusion matrices. The fuzziness stems from many mis-
classifications of a small magnitude, which is captured by the error metric.

It is worth noting that CNN Reg Mix has 149,101 trainable parameters,
compared to the 2,032,206 of MLP Rank char, which is more than 13 times
as many. In some situations, the size of the model may be important, and
CNNs may be favourable in that case. Another factor that could favour
CNNs is the choice of metric. As seen here, they give comparatively better
results on error metrics than F1 scores.

5.3 Recurrent neural networks

For the next architecture, RNN, we decided to base our system on the
model used by Taghipour and Ng (2016). Their basic architecture consists
of a layer mapping a sequence of tokens into their embeddings, which
then is connected to a RNN layer. Then, the sequence of hidden states is
pooled into a representation vector by a mean-over-time operation. A final
layer combines the representation vector into a scalar value by a linear
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Metric SVR POS MLP Rank Char CNN Reg Mix

Macro F1 0.444 0.330 0.258
Micro F1 0.415 0.480 0.398
Spearman’s r 0.650 0.580 0.647
MAE 0.789 0.805 0.756
RMSE 1.123 1.24 1.03

Table 5.2: Metrics for a linear regressor, an ordinal regression MLP and
a convolutional regressor. For error metrics, lower values are better.
Spearman’s r is the Spearman ranked correlation coefficient. MAE is the
mean absolute error. RMSE is the root mean squared error.

combination, which is then clamped to the interval (0, 1) by the sigmoid
function.

We create several variations on the architecture. Some of our variations
are also found in the reference article, and others are our own variations.
The reference study also includes variations we do not attempt to use in
our system, such as a combined RNN and CNN model. We explore some
variations in hyperparameters, namely LSTM vs. GRU cells, unidirectional
networks vs. BiRNN, different input representations, different pooling
methods, and compare random initialization of the embedding layer with
using pre-trained vectors.

A couple of key parameters that differ between our system and
the one in Taghipour and Ng (2016) are the embedding dimension
and vocabulary size. The reference study used randomly initialized
embeddings of dimension 50. We increased the embedding dimension to
100, and experimented both with randomly initialized embeddings and
with pre-trained ones. The vocabulary size in the reference study was set
to 4000. We increased it to the total number of unique tokens in the training
set, which is a little over 20,000 (see section 5.1.4).

All of our models have a hidden state vector of size 300 in unidirectional
RNNs, and 600 in BiRNNs (300 in each direction). BiRNNs are referred to in
the following tables and discussion as either BiLSTM or BiGRU, depending
on the RNN cell used.

Based on our experience with nominal classification, ordinal regression
and regression from experiments in the previous chapter and with CNNs,
we decide to only use regression in the subsequent experiments. This is
also the only prediction mode used in the reference paper.

5.3.1 Variations

We create RNNs with two different types of gated RNN cell, the LSTM
and the GRU. The concept of gated cells is explained in section 2.2.3, along
with the equations defining the gated cells. In Keras, the default activation
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function for the gates in gated RNNs is the Hard sigmoid activation function
(ref. eq. 2.4), chosen because it is computationally more efficient than the
sigmoid function.

We attempted three different pooling methods, that is, ways of combin-
ing a sequence of hidden states from the RNN into a feature vector. The
first approach is mean over time, where we apply element-wise, unweighted
averaging to the RNN output across the time dimension. This means that
the first element of the representation vector is the average of the first ele-
ment of the RNN output across time, and similarly for the second element,
etc., as in the following equation:

meanovertime(xi) =
1
T

T

∑
t=0

ot,i

where T is the total number of time steps, and ot,i is the output of the
RNN at time step t and index i.

The second method is similar to the first, except that the averaging
operation is replaced by a max operation. Each dimension of the vector
is the highest value the hidden state had at that dimension across the entire
sequence. We refer to this as the max over time, and it is defined by the
following equation:

maxovertime(xi) =
T

max
t=0

ot,i

The final method we used is an attention layer, which differs from
the mean over time layer in that time steps are weighted by an attention
mechanism: a single-layer neural network computes a value between -1
and 1 for each time step. These values are normalized across all time steps
by a softmax layer, and then used to compute the weighted average.

Since each time step contributes to the final representation in differing
amounts, the mechanism should be able in theory to focus on crucial
information by choosing weights such as to disregard uninformative time
steps, improving performance. The attention mechanism is trained along
with the rest of the network.

The bidirectional models (BiRNN) are constructed by running two
RNNs over the same input, but in opposite directions. The output from the
BiRNN layer is a sequence of vectors where, for each time step j, the vector
is the concatenation of two vectors [s f ; sb] where s f at time step j is the
output from the forwards RNN after processing the inputs (x1, x2, . . . , xj)
and sb the output from the backwards RNN after processing the inputs
(xm, xm−1, . . . , xj), where m is the total number of time steps. The BiRNN
should therefore be able to extract context on both sides of a input time
step.

5.4 Results

The RNN results are split into two tables. Table 5.3 contains the results for
models with LSTM cells, while table 5.4 contains the results for models
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with GRU cells. The mixed input format is only listed in the sections with
randomly initialized embeddings, as it is not applicable when using pre-
trained embeddings.

5.4.1 The effect of hyperparameters

We choose five different hyperparameters and examine the effect each of
them has on the predictions of the networks. When it is relevant, we will
compare the effect we got with the effect found by Taghipour and Ng
(2016). However, our experiments are not comparable for many reasons,
including: We use a different dataset from a different domain, which has
different labels. Our evaluation metric is not the same, and our evaluation
method, testing on a separate held-out subset, is different from 5-fold cross
validation used by the reference study. Comparisons are therefore only
meant to highlight that the effect of hyperparameters can vary between
different experimental setups.

LSTM versus GRU

GRU comes out on top with somewhat higher macro F1 scores. When
ranking all models by macro F1 score on the full set of labels, the top three
places are taken by GRU models (0.460, 0.459, 0.454), and the fourth and
fifth places by LSTM models (0.448, 0.445). A GRU model also has the
highest macro F1 on the collapsed labels (0.805). The best LSTM macro F1
on collapsed labels is 0.704, ranking seventh among all GRU and LSTM
experiments.

We conclude that GRU performs best on the task on our dataset. In
contrast, Taghipour and Ng (2016) compared both RNN cells and got better
predictions from the LSTM. In our case, another benefit of GRU is that it has
fewer parameters and is a little faster in training.

Bidirectional RNN

Our top performing models are BiRNNs, and the unidirectional model with
the highest macro F1 on the full set of labels only ranks fifth among all
RNN experiments (macro F1 0.445). When comparing models that differ
only in whether they are bidirectional or not, we do not always see that
the macro F1 is higher in the bidirectional model. However, if we only look
at the models which use an attention mechanism, the bidirectional models
win in all but one case. The GRU attention model with mixed UPOS input
drops from 0.320 to 0.275. It seems that BiRNNs may be most effective
in conjunction with an attention mechanism, at least on this dataset. The
combination of BiRNN and attention was not used in Taghipour and Ng
(2016).

Initialization of embeddings

The effects of randomly initialized vs. pre-trained embeddings is not very
clear, and results seem to go in both directions. The best LSTM models
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All labels Collapsed labels

Model Macro F1 Micro F1 Macro F1 Micro F1

Random init, unidirectional LSTM

Mean 0.268 0.398 0.458 0.675
Max 0.235 0.350 0.475 0.740
Attn. 0.445 0.431 0.624 0.780
+POS Mean 0.251 0.358 0.454 0.699
+POS Max 0.187 0.325 0.435 0.715
+POS Attn 0.417 0.390 0.619 0.772
Mix Mean 0.230 0.350 0.396 0.626
Mix Max 0.210 0.415 0.398 0.748
Mix Attn 0.297 0.431 0.576 0.772

Random init, BiLSTM

Mean 0.262 0.366 0.457 0.699
Max 0.182 0.358 0.485 0.724
Attn 0.448 0.447 0.699 0.805
+POS Mean 0.337 0.333 0.441 0.691
+POS Max 0.176 0.350 0.460 0.715
+POS Attn 0.420 0.407 0.670 0.789
Mix Mean 0.220 0.309 0.402 0.659
Mix Max 0.190 0.374 0.400 0.756
Mix Attn 0.305 0.447 0.550 0.724

Pre-trained, unidirectional LSTM

Mean 0.266 0.374 0.443 0.675
Max 0.181 0.358 0.433 0.756
Attn 0.410 0.423 0.626 0.789
+POS Mean 0.280 0.390 0.465 0.691
+POS Max 0.206 0.415 0.414 0.780
+POS Attn 0.370 0.382 0.680 0.813

Pre-trained, BiLSTM

Mean 0.263 0.374 0.470 0.683
Max 0.190 0.325 0.396 0.748
Attn 0.429 0.463 0.638 0.805
+POS Mean 0.257 0.350 0.465 0.691
+POS Max 0.181 0.358 0.412 0.715
+POS Attn 0.427 0.423 0.704 0.780

Table 5.3: F1 scores of LSTM classifiers on AES
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All labels Collapsed labels

Model Macro F1 Micro F1 Macro F1 Micro F1

Random init, unidirectional GRU

Mean 0.264 0.374 0.455 0.675
Max 0.219 0.325 0.487 0.683
Attn 0.434 0.431 0.806 0.805
+POS Mean 0.348 0.398 0.450 0.642
+POS Max 0.230 0.374 0.500 0.748
+POS Attn 0.434 0.423 0.718 0.813
Mix Mean 0.225 0.333 0.388 0.634
Mix Max 0.200 0.398 0.398 0.756
Mix Attn 0.302 0.455 0.509 0.780

Random init, BiGRU

Mean 0.314 0.333 0.444 0.667
Max 0.160 0.325 0.460 0.691
Attn 0.459 0.447 0.805 0.805
+POS Mean 0.373 0.333 0.425 0.683
+POS Max 0.175 0.309 0.503 0.748
+POS Attn 0.460 0.447 0.687 0.821
Mix Mean 0.231 0.350 0.395 0.642
Mix Max 0.200 0.382 0.405 0.764
Mix Attn 0.275 0.455 0.617 0.707

Pre-trained, unidirectional GRU

Mean 0.274 0.366 0.463 0.715
Max 0.185 0.350 0.401 0.756
Attn 0.414 0.431 0.678 0.797
+POS Mean 0.282 0.382 0.477 0.699
+POS Max 0.193 0.382 0.405 0.764
+POS Attn 0.409 0.423 0.746 0.789

Pre-trained, BiGRU

Mean 0.266 0.390 0.435 0.707
Max 0.187 0.398 0.393 0.740
Attn 0.454 0.447 0.773 0.797
+POS Mean 0.281 0.382 0.480 0.724
+POS Max 0.183 0.341 0.397 0.748
+POS Attn 0.433 0.439 0.758 0.805

Table 5.4: F1 scores of GRU classifiers on AES
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used pre-trained embeddings, and the best GRU models used randomly
initialized embeddings. However, the best GRU model with pre-trained
embeddings has a higher macro F1 score than the overall best LSTM model,
0.454 and 0.448 respectively. We think the effect of initialization, if it exists,
may be overshadowed by noise from other factors.

Pooling method

There are clear differences in the performance of the three pooling method
we have used, namely: mean-over-time, max-over-time and attention. The
one that gives the worst results is max-over-time, which is the only method
that ever gives a macro F1 score less than 0.2 on the full set of labels.
The best run using max pooling has a macro F1 of 0.235, lower than
several of the CNN and MLP models we trained previously. Intuitively, it
seems reasonable that max pooling performs poorly on the task. A human
evaluating L2 proficiency would likely not let a single mistake count more
towards the result than an otherwise consistent level.

Attention comes out as the clear winner of the three pooling methods.
It is the only pooling method that gives macro F1 scores above 0.4 in the
full set of classes. The mean-over-time pooling method is somewhere in
between, usually giving macro F1 scores higher than max-over-time and
lower than attention. Interestingly, this is the opposite of what Taghipour
and Ng (2016) found, even though we are using a very similar network
architecture for the same kind of task. In their case, mean-over-time gave
slightly better results than attention when they compared them (according
to the QWK metric).

It can seem promising that the attention mechanism performs well,
since it by design might be able to give more interpretable results than
other neural methods. However, as we will see below (section 5.6.1), it is
not apparent that the attention mechanism aids model interpretation in our
case.

UPOS tags

The addition of UPOS tags as a side input seems to have variable effect on
the performance. In the LSTM experiments, all the models with an attention
mechanism had a drop in performance when adding the UPOS side input.
However, in the GRU experiments, some models increased their macro F1
when they used the UPOS side input, including the overall best model,
which had a macro F1 of 0.459 without UPOS tags and 0.460 with them. We
also see inconsistent effects when looking at the results on the collapsed
labels.

The mixed UPOS input does not measure up in the RNN context, even
though it had the best results in the CNN experiments. The highest macro
F1 from an RNN with mixed UPOS input is 0.305 on the full set of labels,
and 0.617 on the collapsed set of labels. This is higher than the best results in
the CNN experiments (0.258 and 0.463). It is possible that RNNs are better
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Figure 5.2: BiRNN with GRU cells, attention mechanism, and pre-trained
embeddings of dimension 100, fine-tuned.

able to make use of the greater amount of information present in full lexical
features.

We conclude that mixed UPOS is not a suitable input to the RNN
systems, at least not on its own. The effect of UPOS tags as a side input
is inconclusive, and may be hidden by noise stemming from other factors.

5.4.2 Training behaviour

We see the training and classification of one of the best RNN model in
figure 5.2, a BiGRU model with randomly initialized embeddings using
and an attention mechanism. The plot of the loss shows that the training
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Model Macro F1 Micro F1

Tokens 0.367 0.366
+POS 0.467 0.463
Mixed POS 0.336 0.333

Table 5.5: F1 scores of CNN classifiers on NLI

loss drops quickly at the beginning and then asymptotically approaches
zero. At the same time, the validation loss quickly converges around a
stable value, but fluctuates somewhat. The plot of macro F1 is more noisy,
with values fluctuating between approximately 0.2 and 0.4 for the entire
training duration.

We see in the confusion matrix that we can identify a diagonal running
from the top-left to the bottom-right, with zeros in the top-right and
bottom-left corners. We see that mis-classifications are mostly close to the
true value, with only a single prediction being more than two classes away
from the gold label (an instance of ‘C1’ classified as ‘B1/B2’).

When we compare the training plots of the CNN (fig 5.1) and RNN
models, we see that the training loss initially drops much quicker in the
RNN model than in the CNN model. We think some of the reason for this
is the much larger number of parameters in the RNN compared to the
CNN (2,817,992 vs. 149,101). However, the most notable difference is the
magnitude of fluctuations in the validation macro F1 score. The fluctuations
in the CNN span only an interval of approximately 0.05 in size, and the
RNN fluctuates over an interval approximately 0.2 in size. This indicates
that monitoring F1 and stopping at the right epoch may be more important
for the results of the RNN.

5.5 Native language identification

NLI is the task of taking a text and predicting the native language of the
person who has written it. The task is described in more detail in section
2.4.2. In comparison to proficiency labels in ASK, where the peripheral
classes are very small, L1s are much more evenly distributed. There is
also no natural ordering of different L1s, making regression or ordinal
regression pointless. For experiments in NLI we will therefore only use
networks with a softmax classification layer.

The CNN models were trained using randomly initialized embeddings.
We observe that the performance of an CNN model improved drastically
when including POS tags as input, as evident in table 5.5. The model
with POS as side input gives a macro F1 of 0.467 and a micro F1 0.463,
both approximately 0.1 better than the model using only word tokens. The
mixed POS input has the lowest scores.

The NLI results from RNNs models are listed in table 5.6. The majority
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Model Macro F1 Micro F1

Random init, unidirectional GRU

Mean 0.466 0.480
Max 0.376 0.374
Attn 0.450 0.472
+POS Mean 0.395 0.398
+POS Max 0.346 0.350
+POS Attn 0.412 0.439

Random init, BiGRU

Mean 0.471 0.496
Max 0.359 0.382
Attn 0.487 0.463
+POS Mean 0.410 0.423
+POS Max 0.396 0.415
+POS Attn 0.480 0.504

Pre-trained, unidirectional GRU

Mean 0.460 0.463
Max 0.397 0.398
Attn 0.469 0.504
+POS Mean 0.526 0.528
+POS Max 0.440 0.480
+POS Attn 0.444 0.480

Pre-trained, BiGRU

Mean 0.520 0.537
Max 0.401 0.390
Attn 0.447 0.480
+POS Mean 0.467 0.480
+POS Max 0.406 0.431
+POS Attn 0.454 0.463

Table 5.6: F1 scores of RNN classifiers on NLI
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of the RNN models score higher on the F1 metrics than the CNNs. The
highest macro F1, 0.526, comes from a unidirectional model initialized with
pre-trained embeddings and using POS as side input. The highest micro F1,
0.537, comes from a bidirectional model using only word tokens as input.
Both these models use mean-over-time as their pooling method.

We can not compare our best results to previously reported NLI results
on the dataset, because of differences in experimental setup. For instance,
Malmasi and Dras (2018) train and evaluate with ten different target L1s,
whereas we use a set of seven. Pepper (2012) uses various subsets of five
L1s. Additionally, we are using the training/test split we created in section
3.2, while Malmasi and Dras (2018) uses stratified cross-validation.

5.6 Visualization

We attempt to use different visualization methods in order to extract
insights about the workings of our models. First, we show excerpts from
texts in the dataset, colourized according to the attention values. Then, we
plot data points using a dimensionality reduction algorithm, and examine
the plot for informative features.

5.6.1 Attention

The attention model allows us to visualize the weights the network gives to
each token in a document. In figures 5.3–5.6 we see up to 300 tokens of texts
from four different documents in the development set for which the L1 was
correctly predicted by an attention model. Red colour indicate time steps
that were given higher weight by the attention model, and blue time steps
that were given low weights. Out of vocabulary tokens are replaced by the
special token ‘UNK’. We will supplement the analysis of attention values
with some qualitative remarks related to properties of learner language,
and the findings from transfer research on the ASK corpus discussed in the
dataset chapter (chapter 3).

In general, our attention values do not seem easily interpretable. There
is no obvious pattern to what kind of segments get high and low attention,
and the general patterns of high and low attention are also different
between different documents. We see that lexical and grammatical errors
that are typical of learner language occur both in the high-attention and
the low-attention regions. Even individual words that provide very strong
hints to L1 seem to be ignored by the model, as we will see in the
Vietnamese example below.

The interpretability and explanation power of attention mechanisms
has been questioned in literature, for instance in Jain and Wallace (2019).
The authors suggest that the attention weights ought to correlate with
other measures of feature importance, such as those computed with
gradient-based methods, but find only low levels of correlation. Second,
they demonstrate that they can construct ‘adversarial’ attention weights
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Oppgave A | Din helsetilstand har mye å si om hvordan du opplever dit livskvalitet . Det er mange

moter å ta være på sin egen helse og UNK viser at mange mennesker lever lenger enn tidligere på

grunn av ny kunnskap og utvikling innenfor medisin og teknologi . Spørsmålet er : hvordan kan vi ta

være på vår helse og er det greit å oppnå en høy alder ? Det er flere moter at du kan ta være på din

egen helse . Først kan du passe på det du spiser . Alle vet nå at fett er usunt , men hvor mange

leser UNK for å vite om UNK av maten de spiser ? Å bli kjent med kunstige UNK er også viktig .

Noen av disse midler er ikke farlig men , på den andre siden , er andre UNK . Annen kan du lærer

om de tingene du trenger for å bli sterk og sunt i kroppen . Mye er skrevet i det siste om , f.eks.

vitaminer og god og skadelig kolesterol . Les ! Hvis du tar være på kroppen din , skal du kanskje

oppnå en høy alder . Men , er dette nødvendigvis en god ting ? Jeg synes det har mye å si for

samfunnet . For det første , å ha eldre mennesker som en del av samfunnet er bra for samfunnet når

det gjelder livserfaring . Vi har , eller kan , lære mye fra de eldre . På den andre siden , er det en stor

belastning for samfunnet ( på grunn av bekostningen til helsevesen ) å ha så mange eldre

mennesker . Ofte trenger eldre mennesker mye omsorg senere i livet og mange opplever langvarig

opphold i sykehus eller i UNK For de eldre selv er

Figure 5.3: Attention values of NLI classifier on excerpt from ASK text
h0189. L1 is English, CEFR score B2.

which produce the same predictions, even with all other parameters kept
constant.

The Russian speaker’s text (fig. 5.4) is almost entirely high-attention in
this excerpt. There is a section of low-attention, around three sentences
long, in the middle of the excerpt. We can therefore not pick out specific
features that the model seems to focus on.

One of the findings in Pepper (2012) was that speakers of Slavic
languages tend to use fewer indefinite articles. In this excerpt we see
an example of the opposite, for instance in the twice occurring ‘*en god
helse’ (*a good health). ‘Helse’ (health) is an uncountable noun, and should
therefore not have an indefinite article, neither in Norwegian nor English.
While this runs counter to the general trend for learners with Slavic L1s, it
could perhaps be interpreted as a case of hypercorrection, i.e. a conscious
effort to use articles that results in false positives.

In the Somali speaker’s text (fig. 5.5), most of the text has low attention,
except for shorter segments with high attention. However, the attention is
not highest on the most obvious mistakes.

In Pepper (2012), Somali speakers were found to use the auxiliary ‘skal’
(shall/will) and the pronoun ‘jeg’ (I) more frequently than native Norwegian
speakers and several other L1 groups. Pepper suggested that the frequency
of ‘skal’ partly might be explained by topic bias, since some essay prompts
were about the future, and ‘skal’ is often involved with the future tense.
This excerpt is not one of these texts, and concerns a past experience. Thus,
it is not surprising that it contains no occurrences of ‘skal’. On the other
hand, ‘jeg’ is indeed a frequent word, occurring five times in the course of
a rather short text.

In the Vietnamese speaker’s text (fig. 5.6), the word Vietnam appears
three times. This should be a very informative word, as it is likely that when
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Oppgave A | I dag bor vi i en fantastisk tid . Man får masse muligheter . Vi har mye av det som

besteforeldrene våre kunne bare drømme om . Det er helt utrolig å tenke på hva vi har oppnådd .

Men samtidig har vi fått mange problemer . En av de problemene er vår egen helse . I dag har vi et

godt utviklet UNK og mange forskjellige UNK . Men alt dette hjelper neppe så mye hvis hvert

enkeltmenneske ikke tenker på sin egen helse . Vi må huske at livet er en gave og en god helse

hjeper veldig mye for å nytte livet . Derfor er det viktig å tenke på den måten vi lever på . Først og

fremst bør man tenke på hva man spiser . Undersøkelser viser at folk har færre UNK i de landene

hvor man spiser mye grønnsaker og frukt . Å ha UNK UNK til middag UNK for brus er også veldig

sunt . Ikke minst viktig er det å ha litt mosjon og trim . I dag bruker man mye transport . Vi kjører

veldig mye selv om vi ikke trenger det . Jeg var veldig overasket da jeg kom første gang til Norge og

oppdaget at mennesker bruker bil for å komme Mange har sånn jobb som at de trenger å sitte hele

arbeidsdag . Da må man begynne å bli bekymret for sin kropp . Det er best å gå på tur eller sykle .

Noen trener på sportklub eller svømmer i UNK . Godt UNK er også en av de viktigste momentene .

Vi forlenger livet når vi smiler eller tenker positivt . Det virker veldig UNK å ha en god helse og leve

lengre . Livet er spent . Man kommer i verden ,

Figure 5.4: Attention values of NLI classifier on excerpt from ASK text
h0186. L1 is Russian, CEFR score B1/B2.

En tekst om å flytte . | Jeg har flyttet mange ganger da jeg bodde i @sted . Jeg har også UNK par

ganger på grunn av krig som er en del av flytting . Jeg har flytet fra @sted til Norge UNK jeg har ikke

flytet , jeg har UNK til Norge men ja å UNK er nesten same som å flytte . I UNK å flytte fra et sted til

annet sted er ikke lett det koster mye tid , kraft og kanskje mye penger . Det UNK om å flytte er at

det jobben ikke blir bare dagen som du flytter men - fortsetter dager , uker eller måneder etter at du

flytet . Du må sette alt på plass eller ordne mange ting som må UNK . Og når du kommer et land

eller et sted som bor folk som har en UNK kultur enn du har er det mest vanskeligst av UNK . Det

forstår bare de som har opplevd . Jeg har selv opplevd men nå går det bra .

Figure 5.5: Attention values of NLI classifier on full ASK text s0621. L1 is
Somali, CEFR score A2.

UNK UNK . | Jeg skal fortelle deg om en hyggelig opplevelse jeg har hatt – et lykkelig minne . Jeg

tror at alle mennesker har hatt sine hyggelige opplevelser . Men for meg er det ikke så mange . Jeg

vokste opp i en liten UNK i en liten landsby i Vietnam . Familien min var far , mor , jeg og de andre

fire søsken . Vi var fattige mennesker . Foreldrene mine måtte jobbe hele tiden i vår gård for å gi oss

mat , klær , osv. . Selv om vi hadde et hardt live t , ville foreldrene mine at barna kunne gå på skolen

. Derfor måtte jeg og fire søsken ga både gå på skolen og jobbe . Men i Vietnam må man UNK selv

hvis man går på skolen : Det er alt : UNK , bøker , UNK . Det var alt for mye for oss . Vi hadde liten

inntekt for masse ting . Så måtte to av de eldste søsken slutte skolen . Det var bare jeg og de andre

som gikk videre . Da jeg var bare ti år gammel men jeg forstod at foreldrene mine ønsket at barna

sine kunne gå på universitet og det førte til at de kunne finne bedre bra jobb og bedre live etterpå .

Jeg prøvde å studere , prøvde å gjøre være flink på skolen for å kunne se foreldrene skulle være

glad . Jeg prøvde , prøvde ... Da jeg fikk et brev fra et universitet i hjemmelandet mitt , UNK mitt

hjerte så fort . Dette brevet viste at jeg har bestått UNK på universitetet ( I Vietnam må du ta en

veldig vanskelig prøve for å søke universitet ) . Det var så glad jeg kan være .

Figure 5.6: Attention values of NLI classifier on excerpt from ASK text
s0180. L1 is Vietnamese, CEFR score B1/B2
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someone mentions a country in this context, it is their country of origin.
Two of the occurrences have low attention, and one (on the second-to-last
line) has high attention.

Within the high-attention segments, we find a couple of places were the
V2 word order in Norwegian shows up. V2 word order is a typological
feature of Norwegian and several other Germanic languages which is
challenging to acquire for many L2 learners.

We focus on two cases in this excerpt where the attention values are
high and V2 word order is involved. One example is ‘Da jeg var bare ti år‘
(Then I was only ten), where the learner gets the word order wrong. In this
case, ‘jeg’ and ‘var’ should switch places in order to have the verb ‘var’ in
the second position. In another case, ‘I Vietnam må du ta en [...] prøve’ (In
Vietnam you have to take a test), they correctly apply V2 word order.

There are also a couple of places in the excerpt that have V2 word
order, but low attention values. For instance ‘Så måtte to [...] søsken slutte’
(Then two [...] siblings had to quit). Based on these observations, we do not
think that the model has learnt to identify mistakes and correct applications
related to V2 word order.

5.6.2 Latent space

We can use dimensionality reduction methods such as t-SNE or Principal
component analysis (PCA) in order to see if the intermediate representation
of documents prior to the final classification layer positions documents
that should be similar close to each other. In figure 5.7 we have taken the
documents in the development set and computed these representations
using a BiGRU2, then run the representations through the PCA algorithm3

in order to project them down to two dimensions. The resulting dimensions
are the two axes that account for most of the variance in the data.
Additionally, the components are uncorrelated with each other.

We see that the first component, which corresponds to the horizontal
axis in the plot, maps closely to the length of the document. The long essays,
indicated by the size of the markers, are on the left hand side of the plot.
These are overwhelmingly from the AL test. The right hand side of the plot
is dominated by texts from the IL test, plotted with crosses, and the size of
the markers indicate that these texts are small. The second component of
the plot, on the other hand, does not seem to be interpretable in terms of
CEFR score, essay length or test level.

As previously discussed, there is a correlation between the length of
essays and the proficiency score, as well as the test level (IL level or AL
level). The system learns to see the length of the essay, likely by the presence
of padding tokens in short essays. Therefore, it learns a feature which is
strongly correlated with the proficiency scores.

2The model which is referred to as RNN2 in chapter 6.
3We used the implementation in Scikit-learn (Pedregosa et al. 2011).
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Figure 5.7: Each document in the dev set is plotted according to its two
principal components after PCA dimensionality reduction. Marker size and
shape corresponds to document length and test level, respectively.

5.7 Conclusion

Our experiments with CNN models confirmed what we saw in the previ-
ous chapter regarding nominal classification versus regression, namely that
regression gives the best results for the AES task on this dataset.

Our RNN experiments gave results on the task which clearly improved
on our baseline systems. We tested our systems on the NLI task, and
examined the attention values. We did not seem to find clear connections
between the parts of texts that our model focused on, and traits of learner
language that are known from SLA literature.

We plotted the representation vectors of documents in a 2-D projection,
and saw that the length of a document seemed to be considered important
in our system.
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Chapter 6

Multi-task learning

So far we have considered AES and NLI as independent tasks and
performed experiments on both tasks separately. In this chapter, we will
explore the effect of training models in a multi-task setup, as described
in section 2.2.5. Multi-task learning has been observed to improve model
performance on certain tasks previously. The effectiveness of the technique
depends on the tasks involved.

In this chapter, we will also train each model several times with
different random seeds, to examine the effect of initialization, and the
degree to which results may vary between runs. We will also take another
look at different evaluation metrics, and see to what degree they correlate.

6.1 Models

We selected four models for the multi-task experiments, two convolutional
and two recurrent neural networks. They were chosen based on the macro
F1 results on the development set. The two CNNs chosen were the two
CNNs that had the highest macro F1 scores on the full set of labels in the
development set (0.258 and 0.242). For the RNNs, we chose the models with
the highest and third highest macro F1 scores on the development set (0.460
and 0.454). The reason for choosing the third-best model instead of the
second-best (0.459) is that the best and second-best models differed only in
a single parameter—whether or not UPOS tags were used as a side input—
and we deemed them too similar to make an interesting comparison. The
hyperparameters for the four models are summarized in tables 6.1 and 6.2.

The multi-task models have two outputs with different loss functions.
The CEFR output is a single regression node with sigmoid output and mean
squared error loss. The NLI output is a softmax layer with seven nodes,
and uses categorical cross-entropy loss. To train the models jointly, they
are optimized to minimize the sum of losses for both output layers. We
multiply each loss by a weight before summing to see how performance
is influenced by which loss has most weight. We ensure that the sum of
weights is equal to 1. An auxiliary loss weight of 0.5 thus means that both
losses have equal weight. An auxiliary loss weight of 0.2 means that the
loss on the main task has weight 0.8.
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Hyperparameter CNN1 CNN2

Word embeddings Dynamic
Embedding size 100
L2 constraint 3
Windows 3,4,5
Embedding init Random Pre-trained
Input representation Mixed UPOS Tokens

Table 6.1: Hyperparameters for the two CNN models used in multi-task
experiments.

Hyperparameter RNN1 RNN2

Word embeddings Dynamic
Embedding size 100
RNN cell GRU
RNN hidden dimension 300 + 300
Bidirectional Yes
Pooling method Attention
Embedding init Random Pre-trained
Input representation Tokens+UPOS Tokens

Table 6.2: Hyperparameters for the two RNN models used in multi-
task experiments. The RNN hidden dimension has two parts because the
models are bidirectional.
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We chose ten different auxiliary loss weights, and for each loss
weight we trained and evaluated each model five times with different
random seeds. By training more than one model with a given set of
hyperparameters, we can get an idea of the variance of results.

We know that the sigmoid output used for regression on the main task
yields values between 0 and 1, and that the target value is also between
0 and 1. Therefore, the prediction error is also bounded between 0 and 1.
We are using squared error loss, and squaring a number between 0 and 1
gives a smaller number. However, the cross-entropy loss on the auxiliary
output is always a number bigger than 0, but unbounded from above. This
suggests that a small auxiliary loss weight may be preferable, so the loss
from our main task is not drowned in the loss from the auxiliary task.

6.2 Results

In this section, we will evaluate the performance of our experiments on the
AES task. Because the number of experiments is very high, we are not able
to present them all in a table. Instead, we have plotted the macro F1 score
of the experiments in figure 6.1. Each of the four models has a separate
subplot in the figure. The horizontal axis is the auxiliary loss weight used
in training. Each combination of model and loss weight has ten data points.
Five for the full set of labels, with different random seeds, and five for the
collapsed set of labels.

By presenting the results in this way, we can see the influence of a
higher auxiliary loss weight on the results. Some of the models have an
auxiliary loss weight of zero, which is the same as training in single-task
mode. The 95% confidence intervals indicated by shaded areas in the plots
are computed in the plotting software Seaborn (Waskom et al. 2018), using
a bootstrap sampling method.

In addition to the plot, we will present some of the actual numeric
scores in the remainder of the section. The highest macro F1 scores on the
full label set all come from RNN models. Three of them was achieved by
RNN2 and two by RNN1. The five highest scores range between 0.468 and
0.483 and were achieved using auxiliary loss weights in the range from
0 to 0.5. The highest score was achieved in single-task mode, but with
a different random seed than before. The highest macro F1 score in the
previous chapter was 0.460.

On the set of collapsed labels, the five highest macro F1 scores range
between 0.798 and 0.824. Four of the top five results are from RNN1, and
one from RNN2. Here, the auxiliary loss weights range from 0 to 0.2. The
two highest scores were also achieved in single-task mode with a different
random seed than before. Additionally, the model that had the highest
macro F1 score (0.806) on the collapsed set of labels in the previous chapter
was not included in the multi-task experiments. RNN1 and RNN2 had
respective macro F1 scores of 0.687 and 0.773 on the collapsed set of labels
in the previous chapter.
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Figure 6.1: Lines follow the mean of macro F1 scores. Shaded areas show
95% confidence interval for the mean. Results for the collapsed set of classes
are plotted with cross symbols and dashed lines.
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6.2.1 The effect of loss weight

The effect of auxiliary task weight is most visible for the RNN2 model,
where we see a degradation of results as the auxiliary loss weight gets
closer to 1. In RNN1, a different effect seems apparent, namely an increase
in variance with increased auxiliary loss weight. The RNN1 experiment
that entered the top five with an auxiliary loss weight of 0.5 appears from
the to be an outlier. Most of the best results are a result of single-task
training or a low auxiliary loss weight, confirming our suspicions above
regarding the magnitude of loss functions. In model RNN2, it looks like
a small auxiliary loss weight of 0.1 has reduced the variance in results
compared to the experiments in single-task mode.

For the experiments using collapsed CEFR labels, we see in three of the
four models that the mean macro F1 score (the dashed line in the plot) is
highest using a small auxiliary loss weight of 0.1. However, the variance
is large, especially in the RNN models. However, even though we are now
running the same experiment multiple times using different random seeds,
we still have only five samples for each auxiliary loss weight, which is a
small number to try to draw any conclusions from with statistical certainty.

In the plots of training behaviour, we see that both the CNN and RNN
models are able to overfit the training data on the NLI task. On the AES
task, training stops before the training MAE converges, but for both models
the validation metrics seem to have stopped improving long before 50
epochs.

As before, the validation loss for the RNN model has much bigger
fluctuations than the CNN model. The RNN validation loss (figure 6.3(a),
left) seems to have a baseline at around 0.2, with fluctuations that
occasionally exceed 0.4 and approach 0.6. The CNN validation loss (figure
6.2(a), left) is quite stable, but around a higher value, somewhere between
0.5 and 0.6.

From the confusion matrices (figures 6.2(b) and 6.3(b)), we see that the
CNN produces few predictions in the peripheral classes, and none at all in
‘A2’ and ‘C1’, contributing to a low macro F1 score.

6.3 Correlation of metrics

Even though we decided previously to use macro F1 score as our main eval-
uation metric, it is still interesting to compare it to alternative evaluation
methods, especially since there is so much variation in evaluation metrics
used for AES in the literature. In particular, we want to see if there are sig-
nificant differences in how models would be ranked according to different
metrics. Since we now have trained and evaluated a number of different
models, we can compare and contrast their scores on different metrics by
using the prediction they made.

We chose micro F1 score and MAE as the metrics to compare with
macro F1 score. The micro F1 lets us compare the effect of macro vs. micro
averaging scores for different classes. On the other hand, MAE is a metric
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(a) Training and validation loss and accuracy over 50 epochs of training.
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(b) Confusion matrix on validation set, raw counts and normalized.

Figure 6.2: Training behaviour of a CNN1 with an auxiliary loss weight of
0.3. Macro F1 = 0.293.
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Figure 6.3: Training behaviour of an RNN1 with an auxiliary loss weight of
0.1. Macro F1 = 0.471.
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Figure 6.4: Macro F1 versus micro F1 and MAE for experiments on the full
set of CEFR labels. Line of regression included in plot. The shaded area
covers a 95% confidence interval for the line of regression. CNN models
are plotted with dots, RNN models with crosses. Lines of regression for the
sub-populations are plotted in different colours and with dashed lines.

that has an intuitive interpretation on ordinal labels, such as in our case. It
is also a metric that has been reported in previous literature (Vajjala 2017).

We plotted two pairs of metrics for all experiments in this chapter
against each other. The first pair is macro F1 score against the micro F1 score,
and the second pair is the macro F1 score against the mean average error.
The experiments on the full set of classes and the collapsed set of classes
are separated into two plots, figures 6.4 and 6.5. From examining the plots,
it appears that the correlation is not all that strong, at least not for macro F1
vs. micro F1. Four of the experiments on the full set of classes are tied for
the highest micro F1, but they range between 0.302 and 0.480 in macro F1.

An interesting effect is that when we use fewer target labels, the mean
absolute error is almost perfectly correlated with the micro F1. This is
apparent from the plot, since the right-hand plot in figure 6.5 is almost a
perfect mirror image of the left-hand plot, flipped top to bottom. We can
also quantify this using a correlation coefficient. For the full set of labels,
Pearson’s r between micro F1 and MAE is −0.913 (p < 10−78). For the
collapsed set of labels, it is −0.994 (p < 10−193).

We notice that the CNN and RNN experiments appear to form two
separate populations in the plots, with different correlation properties.
In fact, we see that in almost all cases, the lines of regression for the
separate populations have different slopes from the line of regression
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Figure 6.5: Macro F1 versus micro F1 and MAE for all experiments using
collapsed CEFR labels. Line of regression included in plot. The shaded area
covers a 95% confidence interval for the line of regression. CNN models
are plotted with dots, RNN models with crosses. Lines of regression for the
sub-populations are plotted in different colours and with dashed lines.

for the combined populations. On the other hand, if there were a linear
relationship between the metrics that was consistent across all populations,
we would expect the regression lines for the sub-populations to be more or
less collinear with the regression line for the combined populations. 1

The actual values of Pearson’s correlation coefficient for the different
populations and pairs of metrics are tabulated in table 6.3. We see that
in several cases, the correlation value is much lower when examining
CNN experiments and RNN experiments as separate populations than
when we combine them. The correlation values can be misleading when
we combine two distinct populations into one dataset, since Pearson’s
correlation coefficient implicitly assumes that the relationship is linear. This
does not seem to be the case for our data, as indicated by the different
slopes of the regression lines we saw above.

The most extreme case of the strength of correlation increasing when
the populations are merged happens with the correlation between macro
F1 and micro F1 for collapsed CEFR labels. The CNN experiments are
completely uncorrelated, and the RNN experiments have a very low
correlation coefficient of 0.362. Still, when combined, the correlation
coefficient becomes 0.721, with an extremely low p-value.

1Two populations can have equal correlation coefficients, but this does not mean that the
lines of regression have equal slope.
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Macro F1 vs. micro F1 Macro F1 vs. MAE

Experiments Correlation p-value Correlation p-value

All CEFR labels

CNN 0.856 7.02 · 10−30 −0.670 2.36 · 10−14

RNN 0.196 5.02 · 10−2 −0.311 1.65 · 10−3

CNN+RNN 0.775 2.39 · 10−41 −0.842 4.39 · 10−55

Collapsed CEFR labels

CNN 0.055 5.88 · 10−1 −0.077 4.47 · 10−1

RNN 0.362 2.15 · 10−4 −0.383 8.53 · 10−5

CNN+RNN 0.721 2.15 · 10−33 −0.720 3.39 · 10−33

Table 6.3: Pearson’s correlation coefficient between two pairs of evaluation
metrics and different subsets of experiments. Two-tailed p-values are
included.

In the other cases, while not as extreme, the Pearson coefficient is
significantly higher for CNN and RNN experiments together than for CNN
and RNN separately. The one exception is the correlation between macro
F1 and micro F1 for the full set of labels, where the CNN group has a
higher correlation coefficient on its own than when combined with the
RNN experiments. Notice also that in this case, the RNN experiments show
no correlation within their group.

A possible interpretation of the high correlation we see in the combined
experiments is that it is not so much an indication of a linear relationship
between the metrics, but merely tells us that one of the two populations
tends to have improved values for both metrics compared to the other
population.

None of the correlations in table 6.3 are as high as the correlation
we observed between micro F1 and MAE. This is probably because the
averaging method in macro F1 means that the metric changes in a different
way depending on input, an effect that probably gets even more noticeable
because of the small size of the dataset and the uneven distribution of target
labels.

The p-values reported for the correlation are to be taken with a grain
of salt. They were computed with the SciPy library (Jones, Oliphant and
Peterson 2001–), which states in its documentation that the p-values should
be reasonable for datasets with at least 500 samples. The values in table 6.3
were computed on samples with either 100 or 200 samples, well below 500.
Even so, we believe that the dramatic differences between the computed
p-values should give an indication of which correlations are most and least
significant, even though the exact value may be inaccurate.

72



Target Precision Recall F1 score Support

English 0.55 0.67 0.60 18
Polish 0.57 0.43 0.49 30
Russian 0.50 0.18 0.26 17
Somali 0.50 0.38 0.43 8
Spanish 0.38 0.74 0.50 23
German 0.43 0.30 0.35 10
Vietnamese 0.71 0.59 0.65 17

Macro F1 0.451
Micro F1 0.472

Table 6.4: Results from predicting NLI on the dev set using the multi-task
RNN2. The table lists precision, recall, F1 score and support for each target
L1.

6.4 NLI results with multi-task models

In this section, we will examine how the models trained with NLI as an
auxiliary task perform on this task in isolation. We predict this task using
the same models by using only the output from the auxiliary output layer.

When we trained single-task models for NLI in section 5.5, the best
model had a macro F1 score of 0.526 and a micro F1 score of 0.528. This
was a unidirectional GRU with UPOS as side input, and mean-over-time
pooling. In the same set of experiments, the RNN2 architecture had a macro
F1 of 0.447 and an accuracy of 0.480.

When we look at the NLI results from an RNN2 trained with multi-
tasking, we see a macro F1 of 0.451 and a micro F1 of 0.472. This is almost
the same level of performance. The macro F1 is slightly higher than it
was in single-task mode, and the micro F1 is slightly lower. However, the
performance is still lower than the best single-task NLI model that had a
different architecture.

The multi-task model gives results comparable with training in single-
task mode, but a benefit is the economy of parameters. The weights in
the final prediction layer comprise a small fraction of the total number
of weights in the model, but the multi-task model performs two different
tasks at once.

6.5 The effect of vocabulary size

Previously we made the decision to limit the vocabulary in the models to
only the word forms that appear in the essays in the training set (see section
5.1.4). This made sense because we are using dynamic word embeddings
that are updated during training, and only the word forms in the training
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Model Macro F1 Micro F1

Training tokens only

RNN2 0.454 0.447
Multi-RNN2 0.451 0.472

All tokens

RNN2 0.457 0.455
Multi-RNN2 0.455 0.452

Table 6.5: Sanity check F1 scores

set receive weight updates during the backward pass.
This does however also mean that we lose one of the advantages

of pre-trained vectors, and FastText in particular, namely the ability to
get vector representations for words not seen in training. Instead, during
evaluation, words that do not appear in the training set are represented
by an ‘__UNK__’ token that is essentially random, since it has received no
weight updates in training.

In order to alleviate concerns about whether this hurts evaluation
performance, we performed a couple of experiments where we used all
vocabulary in all the splits. We performed these experiments on the RNN2
model, which is the only one of our selected models which uses pre-trained
embeddings.

The results of these runs are presented in table 6.5. We only see small
changes in F1 scores when we use all tokens, and not all changes are in the
same direction. The biggest change is an accuracy reduction of 0.02 for the
Multi-RNN2 when using all tokens. All other changes are smaller, and they
favour the runs using all tokens. We judge the differences to be within the
natural variance caused by different initialization.

6.6 Conclusion

We added NLI as an auxiliary task to our best models. We found that multi-
task with NLI does not hurt performance with small loss weights, but we
could not find any consistent improvement. We examined the correlation
between different evaluation metrics, and discovered that some of them
have a non-linear relationship with each other.
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Chapter 7

Evaluation on the held-out test
set

Up to now, we have performed all evaluation on our development set.
In this chapter, we will evaluate our best models on the held-out test
set we created in section 3.2 in order to get our final estimate on our
models’ performance on unseen data. Since we have used results on the
development set to inform decisions about model selection and tuning
of hyperparameters, we have arguably trained these properties on the
development set. Moreover, even if the development set has not been used
by the gradient descent methods to tune the weights of a neural network,
we have monitored our metrics on the development set and used them to
stop training at a point where the performance on validation data is most
favourable.

While the results on the development set are informative, the final
evaluation on the test set is even more so, since the test data has not been
used at all for training models, and thus is our best proxy for real-world
data outside of our dataset.

In the development set, the size of peripheral classes is very small. Only
one document has label ‘A2’, and only three have the label ‘C1’. This has
influenced our macro F1 scores quite a bit, since the F1 score for the ‘A2’
class has always been either 0 or 1. The distribution of classes in the test set
is such that the smallest class, ‘A2’, is supported by three documents. We
therefore expect the macro F1 scores in this evaluation to be different. It is
however not as hard to compare micro F1 scores, as they are not influenced
by the support of the classes.

In the linear models, we have not previously used the development set
as validation data. Therefore, when we evaluate on the test set, we have
merged the training and development set to use as training data. This also
means that the input features are not exactly the same, since the features
are decided by the training data.

For the neural models, however, we train exactly like before. The
training set is used for gradient descent, while we monitor the macro F1
score on the development set and remember the epoch that had the highest
F1 score, so that we can restore the network weights from this epoch at the
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All labels Collapsed labels

Model Macro F1 Micro F1 Macro F1 Micro F1

Majority 0.045 0.187 0.127 0.341

SVR BOW 0.231 0.285 0.420 0.602
SVR POS 0.271 0.350 0.422 0.602

RNN1 0.291 0.439 0.478 0.724
RNN2 0.388 0.480 0.511 0.724
RNN1 Multi 0.266 0.398 0.509 0.707
RNN2 Multi 0.356 0.447 0.443 0.724

Table 7.1: Results from evaluating on the held-out test set. SVR is support
vector regression. Hyperparameters for RNN1 and RNN2 are found in
table 6.2. Multi-task models use an auxiliary task weight of 0.1.

end of training.
The linear models have lower scores on the evaluation metrics when

evaluated on the test set than they did previously. SVR BOW and SVR POS
had macro F1 scores of 0.444 and 0.334, respectively, on the development
set. On the test set, the respective scores are 0.231 and 0.271. We still see
that RNN models produce higher scores.

The best macro F1 score on the test set is 0.388, noticeably less than the
highest macro F1 score we saw when we evaluated on the development
set, which was 0.460 using the RNN1 system. However, the micro F1 scores
are comparable. The highest micro F1 score among all the RNN models we
trained in single-task mode in chapter 5 was 0.463. The RNN2 model has
the highest micro F1 score on the test set, as seen in table 7.1. This model
had a micro F1 of 0.447 when evaluated on the development set, which
increased to 0.480 when evaluating on the test set.

We assume that the differences in macro F1 we observe when evaluating
on different splits are mostly caused by the different distribution of
labels in the development and test sets, and are not indicative of poor
generalization. The micro F1 scores are similar on both splits, which
supports our assumption. If the models turned out to not generalize
beyond the development set, we would expect performance to drop on
both metrics, not only on the macro F1 score.

7.1 Multi-task predictions

We examine the confusion matrices for our best multi-task model, ‘RNN2
Multi’, on the test set. The plot is given in figure 7.1. The confusion matrix
on CEFR scores is similar to previous confusion matrices for the task.
Predictions follow a fuzzy diagonal, and no predictions deviate from the

76



A2A2/B1B1B1/B2B2B2/C1C1

A2
A2/B1

B1
B1/B2

B2
B2/C1

C1

1 2 0 0 0 0 0
1 9 9 0 0 0 0
0 6 10 5 2 0 0
0 2 3 7 8 2 0
0 0 2 9 25 4 0
0 0 0 1 5 3 0
0 0 0 0 3 4 0

eng pol rus somspa deu vie

eng
pol
rus

som
spa
deu
vie

4 1 0 0 3 0 0
6 4 1 0 11 0 0
0 0 4 0 9 0 3
0 1 0 4 6 0 2
4 1 1 1 10 0 0
11 2 0 0 3 6 0
1 1 2 3 8 0 10

Figure 7.1: Confusion matrices for RNN2 Multi on the held-out test set. AES
task on the left, NLI task on the right. The numbers are counts.

target label by more than two classes. There are no system predictions for
the class ‘C1’, which has as support of 7.

In the confusion matrix for L1s, we see that all languages are predicted
to be Spanish at some point. German is predicted with 100% precision,
however a lot of German texts are wrongly classified as English. This
seems reasonable since English and German are similar languages in the
same language family. However, the Slavic languages are not confused for
each other, as one might expect, but rather Russian and Polish are both
commonly mistaken for Spanish.

7.2 Predictions on the control corpus

As a sanity check, we also use our model to automatically assign CEFR
labels to the texts in ASK’s control corpus, which consists of texts written
by native Norwegian speakers. These texts are written under similar
conditions as the essays in the main corpus, at least with respect to essay
prompts and time limits. However, the authors in the control corpus have
not actually taken the test in order to prove their proficiency in their native
language, unlike the authors in the main corpus, who have had a stake in
their test results. There is no canonical CEFR score associated with these
texts in the corpus, but we assume that native Norwegian speakers would
generally be rated at a high level of proficiency in the CEFR framework.

We chose the single-task RNN2 model to perform the predictions and
plotted the distribution of predictions in figure 7.2. The model predicts very
few texts from the control corpus to have a proficiency of more than B2,
which seems unlikely. This is a surprising result which we put down to
the native texts being out of domain. The model has only been exposed to
learner language.
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Figure 7.2: Counts of predicted labels for texts in the ASK control corpus,
written by native speakers of Norwegian. ‘Nynorsk’ and ‘bokmål’ are the
two official written variants of Norwegian.
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Chapter 8

Conclusion

We have presented the first results for the AES task on the ASK corpus of
Norwegian learner language. We have explored a wide variety of classifier
architectures, including linear models, simple neural networks (MLPs) and
more specialized neural architectures: CNNs and RNNs. For this dataset,
we found that regression gave better results than nominal classification.
We further showed that different evaluation metrics commonly used have
a complex relationship with each other, and that the most suitable metric
to use may depend on the setting.

In chapter 2 we gave a brief introduction to machine learning in general,
and neural architectures in particular. We discussed unique properties of
learner language data, and introduced AES and NLI as specific NLP tasks
relating to this kind of data. We gave an overview of previous work in the
field, and different datasets that are available for the tasks.

In chapter 3 we introduced the ASK corpus, which we used for
the experiments in this thesis. We gave a short overview of previous
studies that have used the corpus to investigate features of Norwegian
learner language. We examined the distributions of metadata in the ASK
corpus, and created a training/development/test data split. We make
the assignment to different splits public so that others can replicate our
experiments. See table 3.3 for split assignments.

In chapter 4 we examined a number of different evaluation metrics that
have previously been used in the AES literature, and decided on macro and
micro F1 scores as the metrics we would use to evaluate our models on the
task. We explored a selection of different classifier models, both linear and
neural architectures. We compared three different prediction modes, and
saw that regression and ordinal regression had better performance on the
task than nominal classification. We established a strong baseline using a
SVM regressor.

In chapter 5 we performed experiments with more advanced neural
models, namely CNNs and RNNs. Our CNN experiments confirmed what
we observed in the previous chapter regarding nominal classification
versus regression, namely that regression gives the best results for the
AES task on this dataset. Our RNN experiments resulted in the strongest
results on the task using a bidirectional model with GRU cells and an
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attention mechanism. The effects of random vs. pre-trained initialization
of embeddings, and whether POS tags were used as side input, were not
observed to be significant.

We also tested our systems on the NLI task in isolation. We examined
the workings of the attention mechanism using heat map visualization. We
did not observe a correspondence between the parts of texts that our model
focused on and traits of learner language that is known from SLA literature.
We plotted the representation vectors of documents in a 2-D projection, and
saw that the length of a document seemed to be considered important in
our system.

In chapter 6 we added NLI as an auxiliary task to our best models. We
found that multi-task learning with NLI does not hurt performance with
small loss weights, but we could not find any consistent improvement.
We examined the correlation between different evaluation metrics, and
discovered that some of them have a non-linear relationship with each
other.

In chapter 7 we evaluated our models on a held-out test set we created
in chapter 3, and found that the micro F1 results were close to what we had
seen on the development set, indicating that the model generalized well to
unseen data.

8.1 Ethical considerations

Language testing is a high-stakes setting. Often, an official language
proficiency certificate is needed in order to be admitted to a study
programme or gain employment, for instance. The high stakes involved
means that the grading of a language test should ideally be transparent
and explainable, something many modern machine learning based models
struggle to achieve. In the worst case, a person may fail an official language
test that is graded automatically, and have no way to know what aspects of
the test caused them to fail.

Even if a computer essay grading system is not used for grading an
official test, it may indirectly influence a language learner’s decision to take
a test at a certain time. As established, language testing can be inconvenient
for those taking it, since they have to get to the testing location, pay a fee,
etc. For instance, if a language learner uses an automatic grading system to
find out what CEFR level they are at, and it concludes that they are at a B2
level, while in fact the learner is still at a lower level, they may choose to
take a B2 level language test they are likely to fail. On the other hand, if the
grading system undershoots, the learner may waste time by not taking the
test at a point in time where they would already be ready for it.

Language testing is in some places a requirement for gaining citizen-
ship, a practice that has faced scholarly criticism, for instance by Weber
and Horner (2012, p. 162), who argue that language testing policies are
a means of social exclusion, rather than an opportunity that encourages
transnationals and migrants to learn the dominant language in the region
they have moved to. The practice has also been criticized for its application
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of the CEFR. For instance, Avermaet (2009) finds it curious that the required
CEFR level varies between countries that use it for language testing for cit-
izenship, arguing that the variation reveals the practice as arbitrary.

8.2 Future work

There are more architectures to explore for the AES task on the ASK corpus.
For instance, the system in Alikaniotis, Yannakoudakis and Rei (2016) gave
strong results on the ASAP dataset, and could be adapted to work with
documents from ASK.

Because documents can be long, it could prove beneficial to use a
hierarchical classifier. Each sentence in a document could be encoded by
an RNN, and a second RNN would then perform classification over a
sequence of sentence representations rather than a sequence of tokens.

The formulation of AES as ordinal classification should be explored
further. It is a natural formulation of the task, at least with labels such as
CEFR levels, where the number of different scores is reasonably low, they
have a clear order, but we do not know the distance between them. For
alternative scoring systems, such as numeric scores over a large interval,
regression may still be more appropriate.

The ASK corpus contains detailed annotations of mistakes with respect
to the target language. These could be compared to features discovered by
an ML system, in order to see to what degree it corresponds to linguistically
informed error features.
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Acronyms

AES Automated essay scoring

API Application programming interface

CEFR Common European Framework of Reference for Languages

CBOW Continuous bag of words

CNN Convolutional neural network

GRU Gated recurrent unit

L1 First language

L2 Second language

LADO Language analysis for the determination of origin

LDA Linear discriminant analysis

LSTM Long short-term memory

MAE Mean absolute error

ML Machine learning

MLP Multi-layer perceptron

NLI Native language identification

NLP Natural language processing

POS Part of speech

PCA Principal component analysis

REST Representational state transfer

RMSE Root mean squared error

QWK Quadratic weighted Kappa

ReLU Rectified linear unit

RNN Recurrent neural network
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SLA Second language acquisition

SVM Support vector machine

XML Extensible markup language
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