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Abstract

The adaptive immune system is a natural defense mechanism that is able to detect and neutralize
pathogens. The key molecules involved in this are the immune receptors expressed by B and T cells,
collectively named immune repertoires. High-throughput sequencing has enabled unprecedented
insight into the diversity of immune repertoires. However, there is a lack of clear guidelines for
the quantitative characterization of the frequency distributions of immune repertoires. This
thesis aims to provide such guidelines.

Immune repertoires have been suggested to follow a power-law distribution. To investigate this
claim, power-law distributions were fitted to experimental immune repertoire data. A generative
model was implemented to further explore how immune repertoire frequency distributions may
be distorted through subsampling and sequencing. Finally, this model was used to benchmark
diversity and overlap measures that are often used to characterize immune repertoire data.

Power-law distributions could not be fitted robustly to most of the experimental immune
repertoire datasets. Through data simulation it was confirmed that heavy distortions of the clonal
frequency distributions can be expected, particularly when the original repertoire contained many
low-frequency clonotypes. These distortions also complicated the accurate estimation of diversity
and overlap of immune repertoires based on subsampled sequence data. For most measures,
the sequencing depth did not substantially impact the results. Furthermore, an increased
sample size yielded more accurate results, but only if the underlying repertoire contained enough
high-frequency clonotypes.
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1 Introduction

1.1 Adaptive immunity

The immune system is a natural defense mechanism that protects the body from foreign substances.
In vertebrates, the immune system can be divided into two main components: the innate immune
system and the adaptive immune system. The innate immune system provides a rapid but
non-specific response to any foreign invader. In contrast, the adaptive immune system produces a
highly specific response to pathogens, and is able to form an ‘immunological memory’ [1], which
ensures specific protection against previously encountered invaders. Unlike innate immunity,
adaptive immunity is continually shaped throughout a person’s lifetime.

The adaptive immune system is comprised of two main cell types: B cells and T cells. Both B
and T cells are lymphocytes that can recognize antigens. Antigens are molecules that can induce
an immune response, which are usually viral or bacterial molecules [2]. In some cases, antigens
come from the body itself; such as tumor antigens, or auto-antigens.

B cells are responsible for the humoral immune response, meaning they respond to foreign
substances in the body fluids (‘humor’). T cells mediate the cell-mediated immune response, by
recognizing antigens that are presented by other cells on their major histocompatibility complex
(MHC) surface proteins. This happens when a cell is disrupted; for example when it is infected
by a virus, or in some cases when it is cancerous [3]. A specific sub-group of T cells, called
cytotoxic T cells, are able to signal to these disrupted cells to go into ‘apoptosis’, which is a form
of pre-programmed cell death.

In order to recognize free-floating antigens, or antigens displayed on cell surfaces, T and B
cells carry receptor proteins on their surface, called immune receptors. The immune receptors
displayed by T and B cells are named ‘T cell receptor’ (TCR) and ‘B cell receptor’ (BCR)
respectively. Plasma B cells are a subgroup of activated B cells which secrete BCRs. These
secreted immune receptors are usually referred to as antibodies or immunoglobulins (Ig). Secreted
antibodies play an important role in neutralizing free-floating pathogens, as well as accumulation
of foreign particles and stimulation of the innate immune response [4]. Each immune cell can
only display (and secrete) one type of immune receptor, and can therefore only recognize a small
fraction of all potential antigens [5]. Thus, in order to protect the body against a large amount of
pathogens, a great variety of immune cells with unique receptors are constantly generated. The
genetic mechanisms that ensure this variability in immune receptors are described in Section 1.2.

Both B and T cells go through a multi-step maturation process. During this process, the
stochastically generated immune receptors are tested to ensure that they function properly
and do not have a strong affinity for self-antigens. Once this development is complete, the
cell is considered to be a ‘naive’ immune cell. Upon recognition of an antigen, the immune
cell is activated. It then begins to proliferate in order to create more immune cells with the
identical immune receptors. Or, in the case of B cells, almost identical, as B cells undergo
somatic hypermutation (SHM), to stimulate the creation of an even more specific antibody [6]
(see Section 1.2). All cells that originate from the same precursor cell are considered to be of the
same ‘clonotype’ [7], and the process of proliferation is also called ‘clonal expansion’. During the
immune response, some of the B and T cells will become memory B cells and memory T cells.
These memory cells, and some plasma cells, are long-lived and can stay in the body for up to
several decades, even without re-exposure to the antigen [8]. Memory immune cells ensure a fast
secondary immune response when the same antigen is encountered at a later stage in life.

Adaptive immunity is crucial, as it provides us with a specific yet flexible defense mechanism
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1 Introduction

against ever-evolving pathogens. However, the adaptive immune system can also cause health
problems when it reacts to the body’s own healthy cells or harmless substances. When the body
creates self-reactive immune cells, this is called autoimmunity, and can result in autoimmune
diseases. Allergies occur when the immune system reacts to typically harmless substances, such
as food or pollen [9, 10].

1.2 Immune receptor structure and variability

As is the case with all proteins, the immune receptors are encoded within genes. However,
immune receptors are unique in that genetic recombination is necessary to form the gene. Since
immune receptors must be able to recognize any potential threat, encoding every possible immune
receptor in the germline DNA would be very inefficient. Instead, the immune receptor genes are
encoded on four different types of segments, which are called variable (V), joining (J) diversity
(D) and constant (C) segments. The germline DNA contains multiple different versions of these
segments. During a process called V(D)J recombination, randomly chosen V, J and optional D
segments are combined to form the final gene. Figure 1.1 shows a simplified example of V(D)J
recombination. The first step in V(D)J recombination is the joining of D and J regions. After
that, the resulting DJ segment is joined with the V segment. Together with a final C gene
segment, this makes up the DNA sequence that is transcribed into mRNA. Subsequently, this
mRNA molecule is translated to the protein sequence that becomes an immune receptor chain.
The final immune receptor protein consists of two (TCR) or four (BCR) immune receptor chains
bound together by disulfide bonds. Figure 1.2 shows examples of the TCR and BCR proteins.

Through genetic recombination alone, it is theoretically possible to create approximately
3.5× 106 unique immune receptors [11]. But the true immune receptor variability is even greater,
because the gene segments are not joined perfectly. Instead, small numbers of random nucleotides
may be inserted or deleted in between the gene segments. The total number of potential TCR
sequences has therefore been estimated to be between 1015 and 1020 [12], and the total BCR
diversity is predicted to be in the same range [13].

The two chains in TCRs are most commonly a set of α and β chains, each encoded by their
own (recombined) gene. Their genes are slightly different, as the TCRα gene does not contain a D
segment. This makes the TCRβ chain slightly more variable. In some cases, the TCR is instead
encoded by γ and δ chains, which are structurally similar to the α and β chains respectively [14].

In BCRs the chains are called ‘heavy’ and ‘light’ chains. The heavy chain is larger than the
light chain, and connects the immunoglobulin to the cell membrane [15]. The BCR heavy chain
contains V, D and J segments, whereas the light chain only contains V and J segments. To create
a complete B cell receptor, two pairs of heavy and light chains are bound together, creating
the characteristic Y-shaped protein [16]. There exist multiple types of heavy chain C regions to
create BCRs. This allows activated B cells to express different Ig isotypes (classes), which each
have different functions in the immune response [17]. During a process called Ig class switching,
the DNA of the B cell is recombined once again to bring a different C segment close to the VDJ
segment. As a result, the B cell expresses receptors of a different isotype, containing the same
variable immune receptor region as before. Additionally, activated B cells undergo SHM. During
this process, small mutations are added to the variable regions of both the heavy and light chain
genes, with a mutation rate that is 106 times higher than the normal mutation rate [18]. As a
result, a multitude of B cells with slightly different BCRs are produced, of which some will have
a better binding affinity with the antigen.

The complementary-determining regions (CDRs) of an immune receptor protein are the three
hypervariable regions that are crucial for recognizing an antigen. Each CDR is a protruding loop
located on the variable domain of the immune receptor chain. The six CDRs (three per chain)
make up the regions that come into contact with the antigen. The specific part of the antigen
that is recognized by the immune receptor is called the epitope. The most important CDR is
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Germline DNA
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*
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*

mRNA transcript
for one immune receptor chain

V D J C

Figure 1.1: V(D)J recombination in the TCRβ chains and BCR heavy chains. First,
a randomly selected D and J segment are joined (D-J rearrangement). Subsequently, a V segment
is joined to the DJ segment (V-DJ rearrangement). Together with a C segment, this makes up
the DNA sequence necessary to form the mRNA transcript, which will be translated to a protein
sequence. In TCRα and BCR light chains, D segments do not exist and the V and J segments
are joined together directly. The asterisk (*) marks the position in the genome where alternative
C segments may be located in BCR heavy chain genes [16], or additional D, J and C segments in
TCRβ genes [20]. The immune receptor proteins encoded by the mRNA transcript are shown in
Figure 1.2. (Figure modified from: Backhaus [16])

CDR3. This region includes some of the V and J segments, and if present, all of the D segment
[7, 19, 20]. The CDR3 region is the most variable region of the immune receptor, due to the
random nucleotides inserted in between the V, J and optional D segments. The CDR3 in BCR
heavy and TCRβ chains is most variable of all, as it contains a D segment. Furthermore, this is
the most important region for antigen binding [21, 22]. Therefore, many studies choose to focus
specifically on the BCR heavy and TCRβ genes, and do not consider other immune receptor
genes [15, 23–25].

1.3 Immune receptor repertoire analysis

The immune repertoire consists of the collection of BCRs and TCRs that is expressed by an
organism. The immune repertoire is a natural diagnostic, which can recognize threats even
before the symptoms of a disease are showing, and create the antibodies necessary to fight these
threats [27]. Therefore, increased understanding of immune repertoire data can help create new
diagnostic and therapeutic technologies. One of the main challenges is to understand what antigen
an individual immune receptor responds to. This is of interest, because the presence of disease-
associated immune receptors serves as a marker for past or ongoing infections. Additionally,
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Figure 1.2: The protein structure of T and B cell receptors. Immune receptors consist
of two chains that together mediate antigen recognition. They consist of a constant region,
and a variable region which is determined by a genetic recombination process called V(D)J
recombination. T and B cell receptors are displayed on the cell surface. Antibodies are immune
receptors secreted by B cells. The genetic recombination process resulting in the immune receptor
chains is shown in Figure 1.1. (Figure modified from: Backhaus [16] and Calis and Rosenberg
[26])
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autoimmune disorders could be identified by the presence of self-reactive immune receptors.
Recent studies have shown it is possible to distinguish cytomegalovirus (CMV) positive and

negative individuals from each other, based on memory T cell receptor sequence data [25, 28].
Potentially, these methods could be extended to identify markers for many more infectious
diseases, autoimmune disorders or cancer [29, 30]. Several studies have identified specific disease-
associated immune receptors, by sorting immune cells or secreted antibodies based on their
affinity for a particular substance, and sequencing these receptors [31, 32]. However, this type of
research is labour intensive and expensive. As a consequence, there does not yet exist a reliable
and scalable method for determining what antigen an immune receptor will bind to [33, 34].
Computational methods, particularly machine learning techniques, have shown promising results
in predicting antibody-antigen binding affinity [35]. But there does not yet exist a general method
for determining or calculating the epitope of any arbitrary immune receptor sequence.

Because we cannot observe the epitopes of immune receptors directly, there is a need for other
methods to quantitatively characterize immune repertoires [30, 36, 37]. One meaningful way
of analyzing immune repertoires without taking the immune receptor epitopes into account is
to examine the clonal frequency distribution. The clonal frequency distribution describes the
number of cells that belong to each clonotype. It has been shown that the clonal frequency
distributions of B and T cell repertoires may change due to immunological status and age [38–41].
Therefore, understanding the clonal frequency distribution alone might already be useful for the
development of new diagnostic measures or for understanding immunological health.

A common way of representing the clonal frequency distribution of an immune repertoire is as
an ordered or named collection of integers, where each integer represents the frequency value of
a clonotype. However, in order to represent a real immune repertoire this way one would need to
individually assess every B or T cell in an organism’s body to determine its clonotype. Instead,
a practical approach is to take a sample (for example; from the blood, spleen, or bone marrow)
and then perform high-throughput sequencing (HTS) of the immune receptor genes that are
present in the sample [42, 43].

The immune receptor sequences are considered to belong to the same clonotype when they use
the same combination of V and J gene segments, and have a nearly identical CDR3 region. In B
cells, SHM may have introduced variabilities in the CDR3 sequences. Furthermore, the sequencing
process itself may have introduced errors. Therefore, the sequencing reads are typically clustered
together based on their homology, allowing a small amount of variation per clonotype [43, 44]. It
is assumed that the probability of a clonotype being observed (sequenced) is proportional to its
abundance in the body. However, the process of sequencing introduces additional noise, as the
exact number of sequencing reads produced for each immune cell varies [45].

The BCR and TCR proteins are made up of two unique chains encoded on separate genes (see
Section 1.2). This means there are not one, but two CDR3 regions present in the antigen-binding
site. Theoretically there could be two different clonotypes using one chain with identical CDR3
regions, and a second chain with different CDR3’s. This kind of information is lost when cells
are not sequenced individually through single-cell sequencing [46]. In many cases, including
the datasets used in this thesis [15, 24, 25], only the TCRβ chains and BCR heavy chains are
sequenced due to their higher diversity compared to TCRα and BCR light chains. In conclusion,
the frequency values of sequenced immune repertoire data are not the exact frequencies of
clonotypes in an organism, but rather an approximation of them; they are the amounts of
DNA/RNA sequences from a sample of cells that were observed to have a similar CDR3 region.

Throughout this thesis, an ‘immune repertoire’ is defined as the immune receptors of a collection
of immune cells. Each immune cell belongs to a clonotype, and multiple immune cells can belong
to the same clonotype. Each clonotype has a unique ‘clonal identifier’, which is analogous to a
clonotype’s immune receptor. The number of cells belonging to a clonotype is called the ‘clonal
frequency’.
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1.4 Power-law distributions

Immune repertoires follow a heavy-tailed distribution, meaning they are largely composed of
low-frequency clonotypes, and few abundant clonotypes. Understanding the true distribution of a
dataset is valuable, because it allows us to describe the dataset in terms of the parameters of the
distribution. This in turn enables us to make meaningful comparisons between the distribution
parameters of different datasets. In addition, knowing the underlying distribution allows us to
create accurate models of the data, which can be used to generate datasets for benchmarking
algorithms and statistical tests [36].

It has been hypothesized that the clonal frequencies in an immune cell repertoire follow a
power-law distribution, and various studies have concluded the read frequencies in HTS data
obey a power law as well [30, 37, 42, 47]. However, many datasets that were previously assumed
to follow a power law have been proven not to be power-law distributed [48, 49]. Inappropriate
techniques have been used to fit power-law distributions to datasets. It is difficult to prove
that a phenomenon is actually power-law distributed, although it is possible to show that a
power-law distribution cannot be ruled out. The challenges with fitting power-law distributions
are thoroughly described by Clauset et al. [50]. They propose a robust set of techniques that can
be used for this purpose, as well as methods for testing the reliability of the estimated parameters.
The R package poweRlaw provides an implementation of these techniques [51].

A power-law distribution is a relationship where one variable can be explained by the power of
another variable. A collection of values (x) obeys a power law with exponent α if it is drawn
from a power-law probability distribution:

p(x) ∝ x−α (1.1)

The first step in determining whether a dataset follows a power-law distribution is by plotting
it on a double-logarithmic plot. The data is typically plotted against the Probability Distribution
Function (PDF) or Cumulative Distribution Function (CDF) [49]. If the data follows a power-law
distribution, then it will produce a straight line on this double-logarithmic plot, where the slope
of the line corresponds to the exponent of the power law. Provided that α > 1, the PDF for
continuous data follows [49]:

p(x) =
α− 1

xmin

(
x

xmin

)−α
, (1.2)

where xmin is the lower bound of the values that the power-law distribution is fitted to. The
xmin-bound must be greater than 0, as the power-law distribution diverges at 0. The CDF for
continuous data is defined as [49]:

P (X ≤ x) = 1−
(

x

xmin

)−α+1

. (1.3)

Formulae 1.2 and 1.3 can however not be directly applied to discrete datasets. Since the PDF
is only defined for continuous values, the Probability Mass Function (PMF) replaces the PDF
when working with discrete data, and is defined as [49]:

P (X = x) =
x−α

ζ(α, xmin)
, (1.4)

while the discrete CDF is [49]:

P (X ≤ x) =
ζ(α, x)

ζ(α, xmin)
, (1.5)

where

ζ(α, xmin) =
∞∑
n=0

(n+ xmin)−α, (1.6)
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is the Hurwitz Zeta Function [52]. For continuous as well as discrete data, the CDF representation
is preferred as it is more robust to biases [50, 53]. It should be noted that even when the data
appears roughly straight on the double-logarithmic plot, this is not sufficient evidence to conclude
that it follows a power-law distribution. Other distibutions, such as log-normal or exponential
distributions, may also exhibit this behavior [50], and true power-law distributions in empical
data are rare [48].

When fitting a power-law distribution, it is important to choose an appropriate xmin. All
values below this lower bound are not considered to be power-law distributed, and are not taken
into account when fitting the distribution. Choosing an xmin that is too low will increase the
error in the estimated power-law exponent α, since non-power-law data may be included in the
calculation. But choosing an xmin that is too high will result in unnecessarily discarding data.
After the xmin has been chosen, the optimal α̂ (estimate of α) for that particular xmin can be
found by calculating the maximum likelihood estimators (MLE) [48–50].

An important note is that it is always possible to fit a power-law distribution to a dataset,
regardless of the true distribution of the data. Therefore, alternative distributions, such as
log-normal or exponential distributions, should be considered [50].

1.5 Diversity and overlap of clonal frequency distributions

Methods for quantitative characterization of clonal frequency distributions include diversity and
overlap measures. Diversity measures describe the amount of clonotypes that are present in
a dataset, while taking into account how evenly the clonal frequencies are distributed among
those clonotypes. This means the diversity is high for uniformly distributed repertoires, and
the diversity is low when few clonotypes dominate the repertoire. A high immune repertoire
diversity is necessary for a successful immune response [54], and has been correlated with various
immunological statuses [36, 38, 55, 56].

Whereas diversity measures are used to calculate a statistic about a single clonal frequency
distribution, overlap between two or more clonal frequency distributions is calculated using
similarity measures. Similarity measures exist in many different forms, using different features of
the data to determine the amount of overlap between two frequency distributions. Typically, these
measures produce a similarity score between 0 and 1, where 0 means complete dissimilarity, and
1 means the datasets are identical. Inverse similarity measures, so-called ‘dissimilarity measures’,
can be used for clustering purposes [57]. Hierarchical clustering of clonal frequency distributions
can be a meaningful way of comparing more than 2 immune repertoires [57, 58]. Correlating
immunological characteristics with the clusters created by such hierarchical clusterings can give
us new insights into what gave rise to those characteristics.

Many of the diversity and similarity measures that are being used for clonal frequency
distributions have been borrowed from ecological biodiversity studies. This can be problematic,
as the level of undersampling in clonal frequency data is far greater than in biodiversity data.
Therefore, some of the previously used measures might not perform well on clonal frequency
data. Rempa la and Seweryn pointed out that under-sampled data might yield biased results,
yet this fact has been ignored by many TCR studies [59]. Choosing appropriate diversity and
similarity measures is necessary as biased results may lead to incorrect conclusions. Although
multiple studies have extensively examined the performance of diversity measures on immune
repertoire data [36, 60, 61], this is not the case for similarity measures.

As described in Section 1.3, the read frequency distribution of sequenced immune repertoire
data is distorted compared to the original clonal frequency distributions. This distortion is
caused both by subsampling and sequencing. We can use statistical measures to calculate the
diversity and similarity of sequence read frequency data, but it remains a challenge to find
out how well these results represent the true diversity and similarity of the underlying clonal
frequency distributions.
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2 Objectives

The adaptive immune system is a natural defense mechanism that can recognize pathogens before
clinical symptoms are showing, and produce substances to fight these threats. This effectively
makes the adaptive immune system a natural diagnostic and therapeutic [27]. For this reason,
immune repertoire analysis can aid the development of diagnostic and therapeutic technologies,
relevant for infectious and autoimmune diseases, and cancer [3, 29, 30].

High-throughput sequencing of immune receptor genes has enabled unprecedented insight into
the diversity of immune receptor repertoires expressed by an individual [62]. However, there does
not yet exist a reliable and scalable method for discovering the epitope of an immune receptor
from it’s DNA sequence. Instead of examining individual immune receptors, many scientists are
investigating the clonal frequency distributions of immune repertoires, which have also shown to
be of clinical relevance [36, 38, 39, 54]. Yet we are still lacking clear guidelines for the quantitative
characterization of clonal frequency distributions [30].

It has been suggested that the clonal frequency distributions of immune repertoires follow
a power-law distribution [30, 37, 42, 47]. If power-law distributions can be fitted robustly to
sequenced immune repertoire datasets, we can compare power-law parameters in a meaningful
way. Furthermore, understanding the distribution of immune repertoires allows us to create an
accurate model of the data. However, the read frequencies of a subsampled immune repertoire
may be distorted compared to the original distribution.

To analyze and compare clonal frequency distributions, several diversity and similarity measures
have been used. Many of these were originally developed for biodiversity studies. This has raised
concerns, as the level of undersampling in clonal frequency data is far greater, which may lead to
biased results. There currently exists a lack of understanding of how well these measures perform
on clonal frequency data.

The primary objective of this thesis is to provide guidelines for the quantification
of diversity and similarity of experimental immune receptor repertoire data. The
specific aims and key questions are as follows:

Aim 1 To fit power-law distributions to experimental immune repertoire data. Can
power-law distributions be used to describe the read frequencies of experimental immune
repertoire data? Are the power-law parameter estimates consistent across cell types and
donors?

Aim 2 To simulate immune repertoire high throughput sequencing read data. A gen-
erative model for simulated sequence read frequency data will be implemented to answer
the following questions: Using a master repertoire that follows a power-law distribution, are
the read frequencies also power-law distributed? How are the read frequency distributions
affected by the master repertoire power-law, sampling size and sequencing depth? And
how do the simulated read frequencies compare to experimental read frequency data?

Aim 3 Benchmarking of diversity and similarity measures on simulated clonal fre-
quency data. Do the diversity and similarity of simulated sets of read frequencies
correspond to the diversity and similarity of the master repertoires? How do the sampling
and sequencing parameters influence the similarity score? Which similarity measures
accurately reflect the divergence of sister repertoires when the underlying parameters are
changed? And how do the results of different similarity measures compare?
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3.1 Fitting power-law distributions to experimental clonal frequency
data

As described in Section 1.4, immune repertoires have been hypothesized to follow a power-law
distribution, and multiple studies have concluded their HTS immune repertoire data follows
a power-law as well [30, 37, 42, 47]. If a power-law distribution can be fitted robustly to
HTS immune repertoire data, then the power law α̂ estimates can be compared meaningfully.
Furthermore, α̂ estimates could serve as a measure of clonal expansion, where a low power law α̂
resembles a great amount of expansion (see Section 3.2.1 for more details).

3.1.1 Experimental immune repertoire data

Immune repertoire clonal frequency data can be represented as a collection of named frequencies
(see Section 1.3). The preprocessed immune repertoire sequence data of three previously published
studies [15, 24, 25] were analyzed to find out whether they follow a power-law distribution. There
were large differences in the dataset sizes; the ranges of the number of clonotypes per repertoire
are given in Table 3.1.

The first dataset consists of the BCR heavy chain repertoires from 19 mice [24]. It contains 112
repertoires of Ig-seq data. Each sample is from one of four different types of B cells: pre-B cells
(bone marrow), naive B cells (spleen), and plasma cells (bone marrow and spleen). IgM reads
were obtained for each cell type. Additionally, for plasma cells IgG reads were obtained. The
second dataset contains 7 BCR heavy chain repertoire samples of humans [15]. Although there
are not many samples in this dataset, the samples themselves are very large (see Table 3.1). They
originated from three donors, and the B cells were sorted into naive and memory B cells. There
are two biological replicates of one of the naive B cell samples. And last, a dataset containing
666 human TCR repertoires [25] was used. In this study the TCRβ sequence repertoires for
people with known cytomegalovirus (CMV) seropositivity were collected. Additional metadata,
such as gender and ethnicity was available for most of the donors.

The preprocessed sequence read frequency data of all three studies were obtained in the form
of RData objects. Three of the human TCR samples appeared to be corrupted, as they contained
negative observation frequencies. These samples (with the identifiers HIP04958, HIP14092 and
HIP14106) were excluded from all analyses.

3.1.2 Fitting power-law distributions using R

The above-described datasets were analyzed using the R statistical programming environment
[63]. Using the R package poweRlaw [49], the following distributions were fitted to the repertoires;
power-law, log-normal, exponential and Poisson distributions. Optimal xmin values were estimated
for each of these distributions, and subsequently the other parameters were estimated. The clonal
frequencies of each of the repertoires were plotted against the CDF of the clonal frequencies on a
double-logarithmic plot, and the four fitted distributions were also plotted here to compare their
fit.

When an xmin above 1 is chosen, a part of the data is discarded. The amount of data discarded
due to the chosen xmin threshold were explored by comparing the percentages of discarded of
RNA reads, clonotypes and unique clonal frequencies.

11
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Dataset Cell Population Min Max Median

Mouse BCR Pre-B cell (IgM) 1.19 · 105 2.72 · 105 1.58 · 105

Mouse BCR Naive B cell (IgM) 2.63 · 105 5.35 · 105 3.97 · 105

Mouse BCR Spleen Plasma Cell (IgM) 108 4,272 980
Mouse BCR Spleen Plasma Cell (IgG) 71 646 229
Mouse BCR Bone Marrow Plasma Cell (IgM) 5,070 2.32 · 105 16,545
Mouse BCR Bone Marrow Plasma Cell (IgG) 19 270 148
Human BCR Naive B cell 5.02 · 106 6.98 · 106 6.46 · 106

Human BCR Memory B cell 7.18 · 106 8.25 · 106 7.23 · 106

Human TCR T cells (mixed cell types) 1,110 4.72 · 105 1.99 · 105

Table 3.1: The ranges of the number of clonotypes per repertoire dataset. The mouse
BCR data is from Greiff et al. [24], the human BCR data from DeWitt et al. [15], and the human
TCR data from Emerson et al. [25].

3.2 Simulation of immune repertoire HTS read data

A limitation of using experimental data is that we can not directly observe the true clonal
frequencies in an organism’s body. Instead, we observe the sequenced read frequencies of a
subsample of cells. Figure 3.1 shows how the clonal frequency distributions may be distorted
through subsampling and sequencing. The figure explains how, even if the clones in the original
repertoire are power-law distributed, the read frequencies of a subsample may follow a different
distribution.

In order to explore how the frequency distributions change through subsampling and sequencing,
a generative model was implemented in R. An advantage of using a generative model over
experimental data is that the true clonal frequencies of the full repertoire are known. The model
allows us to explore the relationship between the repertoire clonal frequencies and the sample
read frequencies, which can teach us how well read samples represent their master repertoire.
A characteristic of an ‘observation’ (read frequencies in sample) can thus be compared to an
‘expectation’ (clonal frequencies in repertoire). In addition, we can test how the read frequency
distribution changes when different sample sizes or sequencing parameters are used.

3.2.1 Step 1: Simulating immune repertoires

In the following experiments, a simulated immune repertoire is represented as an ordered list of
clonotypes. Each clonotype has a unique clonal identifier, and a clonal frequency. Thus, when
simulating an immune repertoire, we draw a number of clonal frequencies, and assign them
to clonal identifiers. By default, the clonotypes in a repertoire are ordered from high clonal
frequencies to low clonal frequencies. Table 3.2 contains the definitions and explanations of each
of the parameters used in the generative model, as well as the settings that were used to generate
the results. If not mentioned otherwise, it can be assumed that the bolded settings in Table 3.2
are used for every experiment.

Drawing clonal frequencies from a power-law distribution

To simulate the clonal frequency distribution of an immune repertoire, random clonal frequency
values are drawn from a discrete power-law distribution with the exponent αrep. This was done
using the R package poweRlaw [51]. New clonal frequencies are drawn until the total number of
cells (i.e. the summed frequencies) equates approximately the desired repertoire size nrep. The
real repertoire size is allowed to diverge at most 10% from nrep. Smaller or larger repertoires are
discarded and re-sampled.
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Figure 3.1: An overview of how the relative clonal frequency distributions are dis-
torted through subsampling and sequencing. The circles in this figure represent cells, and
the sinuous lines represent sequencing reads. The frequency distributions at each stage are shown
at the bottom of the figure. The relative clonal frequencies in a subsample can never be exactly
proportional to the relative clonal frequencies in the full repertoire. And during sequencing, some
cells may produce more reads than others. Therefore, the observed read frequency distribution
may differ from the original clonal frequency distribution. (Figure modified from: Greiff et al.
[64])

Figure 3.2 gives a visual representation of how the choice of αrep influences the clonal frequency
distribution. Figure 3.2a shows the probabilities of drawing the frequency values 1 to 10 from
power-law distributions with α = {1.5, 2, 3}. The figure shows that when α = 3, the probability
of drawing the frequency value 1 is over 80%, whereas for α = 1.5, it is less than 40%. This
means that in a repertoire with αrep = 3, the vast majority of the clonotypes only contain 1 cell,
which creates a very uniform repertoire. The opposite is true for a repertoire with αrep = 1.5.
Figures 3.2b and 3.2c display examples of the resulting clonal frequency distributions.

Multiple repertoires: clonal identifier randomization

When simulating multiple repertoires, one should not only draw random clonal frequencies, but
also clonal identifiers. This is because two real repertoires will be extremely unlikely to have
the exact same clonotypes (i.e. ‘clonal identifiers’). A realistic repertoire contains both ‘private’
clonotypes, which are unique to the individual it came from, and ‘public’ or ‘shared’ clonotypes,
which may be shared among many individuals in the population [65]. Therefore, in order to
simulate several different immune repertoires, different sets of clonal identifiers should be used.

There are many possible ways of generating a randomized set of clonal identifiers. The most
straightforward way of doing this, is to simply take the default set of clonal identifiers, and
completely randomize its ordering. That way, each clonotype is reassigned a different clonal
frequency. However, the problem with this method is that it is not possible to control the amount
of randomization, or the amount of public/private clonotypes. In fact, all of the clonotypes would
be public, but their frequencies would vastly differ in each repertoire. A more realistic method
should meet at least the following two properties:

1. It controls the randomness of the clonal identifiers (position of the identifier).
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(a) This figure shows the relative probabilities of sampling each frequency value from a power-law distribution with
a given α. To simulate the clonal frequency distributions of an immune repertoire, clonal frequencies are drawn
from power-law probability distributions. When αrep = 3, the probability to draw frequency value 1 is largest,
resulting in a repertoire that contains mostly low frequencies.
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(b) When clonal frequencies are drawn from a power-law probability distribution, the repertoire αrep strongly
determines the resulting frequency distributions. The repertoire with αrep = 1.5 contains many low-frequency
clonotypes. The opposite is true for the repertoire with αrep = 3.
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(c) In the repertoire with αrep = 1.5, more than half the cells belong to one clonotype, whereas in the repertoire
with αrep = 3, the vast majority of the cells are unique.

Figure 3.2: A large αrep results in a more uniform distribution, whereas a smaller
αrep results in a distribution with a larger variety of values.
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Parameter Explanation Simulation settings

αrep Power law α parameter for the 1.5, 1.75,2, 2.25, 2.5, 2.75,3
clonal frequency distribution of a repertoire.

αran Power law α parameter for the 1.1, 1.5, NA (no randomization)
randomization of clonal identifiers.

nrep (Approximate) number of cells in a repertoire 106

nsam Number of cells in a subsample. 103, 104, 105

λ Expected number of reads per cell 0.5, 5, 50

Table 3.2: The parameters of the generative model for clonal frequency distributions,
and their used settings. Bolded settings are used in all of the experiments, whereas other
settings are only used in specific experiments. Unless stated otherwise, only bolded settings are
used.

2. It controls the amount of public/private clonotypes between repertoires (presence/absence
of the identifier).

Therefore, the following method is used: the clonal identifiers are drawn without replacement
from a discrete power-law distribution, with a power-law parameter named αran. This distribution
is separate from the power-law distribution that the clonal frequencies where drawn from (thus,
αrep and αran can take on different values). Note that in reality, the presence/absence of
clonotypes between repertoires may not necessarily follow a power-law distribution. The power-
law distribution is chosen here because it meets the two properties mentioned above, with the
advantage of requiring only a single parameter. Two repertoires with the same clonal frequency
distribution can be made more similar or less similar through choosing a different value for αran.

When drawing randomized sets of clonal identifiers, a high αran will result in repertoires that
have a fairly similar relative ordering, and many shared clonotypes. When αran close to 1 is
chosen, there is a greater variance in the clonal identifiers, and therefore there will be less overlap
in the identifiers of two repertoires. Figure 3.3 shows how the fraction of shared clonotypes
increases for higher values of αran.

Due to the nature of the power-law distribution, ‘common’ clonal identifiers are more likely
to be drawn first. Since the repertoires are ordered by their clonal frequencies, this means that
higher-frequency clonotypes are more likely to be assigned ‘common’ clonal identifiers than
low-frequency clonotypes. Figure 3.4 shows the change in relative ordering of 20 clonal identifiers
when they are randomized with various values for αran. High-frequency clonotypes occur in the
same or similar positions more often than low-frequency clonotypes. Therefore, high-frequency
clonotypes are also more likely to be shared among repertoires. A similar bias towards shared
clonotypes having higher frequencies has been found in experimental immune repertoire data,
both in humans and mice [66].

3.2.2 Step 2: Subsampling cell samples

To create a cell sample, the cells from the simulated repertoire are subsampled. The probability
of sampling each clonotype is proportional to the relative frequencies of the clonotypes. For
computational efficiency, the cells are sampled with replacement. This means that it is theoreti-
cally possible to sample a cell more often than it was present in the original repertoire. However,
because the sample sizes are substantially smaller than the repertoire sizes, and the frequency
values are distorted even further during read amplification, the difference between sampling with
and without replacement is not likely to have any measurable effect on the results.
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Figure 3.3: The amount of shared clonotypes increases as power-law parameter αran

increases. Clonal identifiers are drawn from a power-law probability distribution, as described
in Equation 1.1. These are the results of comparing the 100 most frequent clonotypes of 2
repertoires, with 100 replicates.

3.2.3 Step 3: Read amplification using a Poisson distribution

Poisson models have been used to approximate read counts for gene expression data [67]. This
distribution represents the ideal case of read amplification, with a minimal amount of bias.
Because of this, the negative binomial distribution has been proposed as a more sophisticated
alternative to the Poisson distribution, as the Poisson distribution may predict smaller variations
than what is seen in experimental data [68, 69]. However, for the purpose of this model, the
Poisson distribution provides a sufficient approximation. Using the Poisson distribution, we can
test whether the frequency distribution of reads follows a power-law distribution, given that we
know the amount of distortion that was introduced is minimal. Another reason to prefer the
Poisson model is its simplicity; it has only one parameter as opposed to the negative binomial
distribution, which has two.

The Poisson distribution is a discrete distribution that is used to describe how often a stochastic
event occurs in a fixed amount of time or space. It has one parameter, λ, which serves both as
the mean (‘expected value’) and variance of the distribution. The Poisson distribution is defined
as:

P (k events per interval) =
λk

k!
e−λ, (3.1)

where e is the base of the natural logarithm, λ is the expected number of events per interval,
and k can take the value of any non-negative integer.

The read frequency values of a simulated subsample of cells are calculated by drawing a number
from a Poisson distribution for every cell in the sample. Transforming the cell counts to read
counts increases the noise in the dataset, and it disproportionally increases the noise in small
clonotypes. Figure 3.5 shows a histogram of the probabilities of drawing each read count value
between 0 and 15 using a Poisson distribution with λ = 5. With λ = 5 the average number of
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Figure 3.4: A higher power-law αran for clonal identifier randomization results in
a more similar collection of clonal identifiers. This means there will be more shared
clonotypes, and those shared clonotypes are more likely to have a similar relative clonal frequency.
This randomization method results in more randomization among the low-frequency clonotypes
than the high-frequency clonotypes. Therefore, high-frequency clonotypes are more likely to be
shared, whereas low-frequency clonotypes are more often private to a repertoire.
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Figure 3.5: Histogram of the probabilities of drawing each number from 0 to 15
from a Poisson distribution with λ = 5. There is a probability of approximately 26% that
the drawn number will differ more than 2 from the expected value.

reads per cell is 5. For a clonotype that contains many cells, the total cell count will ‘average
out’, as the number of cells that has a read count below λ will be approximately the same as the
number of cells that has a read count above λ. But since the original immune cell counts are
drawn from a power-law distribution, a large proportion of the clonotypes consist of 1 cell. The
read counts for some of these single-cell clonotypes will be reduced to 0, causing the clonotype to
disappear from the dataset. For others it will increase far above 5, resulting in those clonotypes
being over-represented in the read data.

3.2.4 Comparing the α̂ estimate of reads to the α of repertoires

Using the generative model, it is possible to investigate the relationship between the clonal
frequency distribution of a repertoire and the read frequency distribution of a sample, and how
this relationship is affected by changing the parameters of the model. To investigate how the
read frequency distributions differ from the underlying power-law distribution of the repertoire,
read samples were simulated with a range of different settings. For this experiment, repertoire
clonal frequency distributions were simulated with three different αrep parameters; 1.5, 2, and 3.
As was shown in Figure 3.2, these power-law exponents result in repertoires ranging from being
very uneven (dominated by few clonotypes) to very uniform (most clonotypes are unexpanded).
All sample sizes and read amplification parameters described in Table 3.2 were used. In a Monte
Carlo simulation with 100 repetitions, samples were drawn from the repertoires and subsequently
read amplification was simulated.

The R package poweRlaw was subsequently used to fit power-law distributions to each of the
resulting read samples. To investigate how closely the resulting read frequency distributions
resemble the power-law distribution underlying the repertoires, the resulting α̂ estimates were
compared to the αrep parameters. Additionally, the percentages of reads, clonotypes and unique
clonal frequencies that were discarded by the choice of xmin were explored.
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3.3 Testing of diversity and similarity measures on simulated clonal
frequency data

Several measures have been proposed to quantify the diversity and overlap of immune repertoire
clonal frequency data. Many statistical measures for comparing clonal frequency diversity and
overlap have been borrowed from ecology studies [42, 57]. However, the level of undersampling
in clonal frequency data tends to be far greater than in ecological frequency data [57].

The generative model introduced in Section 3.2 was used to benchmark diversity and similarity
measures. The advantage of using simulated data for this purpose is that it allows us to compare
the ground truth repertoire diversity and similarity to the diversity and similarity of samples.
This can give us better insights in how diversity and similarity scores might be distorted in read
sequence data, as opposed to the true repertoires. Furthermore, the true level of similarity between
repertoires (defined by the clonal frequency distribution and clonal identifier randomization) can
be controlled, as well as sampling and sequencing parameters. This allows us to explore how well
similarity measures reflect the divergence of sister repertoires, and the effects of each individual
parameter on the diversity and similarity scores.

In the following sections, the diversity and similarity measures explored in this thesis will be
defined mathematically. Many of these measures have been previously described by Rempa la and
Seweryn [59]. The clonal frequency distribution will be described by a vector x = (x1, . . . , xm),
containing m unique clones. The corresponding normalized frequency distribution is p =
(x1/

∑m
i=1 xi, . . . , xm/

∑m
i=1 xi), which is simply the clonal frequency distribution divided by its

sum. Similarity measures are used to compare multiple frequency distributions. For readability,
the second clonal frequency distribution will be named y, and the second normalized frequency
distribution q.

3.3.1 Diversity measures

Diversity measures describe the amount of distinct clonotypes present in a dataset, while taking
into account the relative frequencies of the clonotypes. Immune repertoire diversity has been
shown to be clinically relevant; low repertoire diversity is associated with old age and poor health
status [38, 55].

In this thesis, we will consider diversity profiles as defined by the Rényi entropy. Diversity
profiles encompass a range of related diversity measures, each using a slightly different scaling
parameter α. Such profiles have previously been shown to capture to a large degree the
immunological status information and level of clonal expansion contained in the clonal frequency
distribution, while transforming the data to a lower-dimensional representation. The same range
of α’s can be used to calculate diversity profiles of different repertoires, making the diversity
profile representation suitable as input data for machine learning algorithms [36].

Rényi entropy

The Rényi entropy was proposed as a generalization of entropy measures, including the Shannon
entropy [70]. The Rényi entropy has been used for decades as a measure of diversity in ecology
studies [71], and, more recently, for clonal frequency distributions [36, 72]. This diversity measure
is defined as [70]:

Hα(p) =
1

1− α
log

(
m∑
i=1

pαi

)
. (3.2)

A limiting case for the Rényi entropy is when α→ 1. In this case, the Shannon entropy is used
instead [73]:

H1(p) ≡ lim
α→1

Hα(p) = −
n∑
i=1

pi log pi. (3.3)
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The parameter α can be used to up-scale or down-scale the weight of abundant or rare
clonotypes. When α < 1, more weight is put on the low-frequency clonotypes, whereas when
α > 1 more weight is put on the high-frequency clonotypes. Thus, when α is low, the Rényi
entropy is mostly determined by the presence or absence of clonotypes, whereas when α is high,
only the most frequent clonotypes matter.

In order to correct for undersampling, Rempa la and Seweryn proposed a Horvitz-Thompson
corrected version of the Rényi entropy, which is defined as [59]:

H(s)
α (p) =

1

1− α
log

(
m∑
i=1

pαi
1− (1− pi)s

)
, (3.4)

where s is the sample size (sum of clonal frequencies).

3.3.2 Similarity measures

Similarity or ‘overlap’ measures are used to directly compare frequency distributions. Whereas
diversity measures have been tested extensively for clonal frequency data [36, 60, 61], this is not
the case for similarity measures. Therefore, this thesis has a stronger focus on benchmarking
similarity measures, as opposed to diversity measures.

Similarly to the diversity profiles, generalized similarity measures can also be used to create
a ‘similarity profile’ by calculating the measures using a range of α values. The advantage of
using similarity profiles over single similarity measures is that it is more informative, because it
gives a complete overview of the similarity using differently weighted frequencies. Additional
information might be found in the shape of the similarity profile, that would be invisible when
only using a small number of α values. However, similarity profiles are more computationally
intensive to calculate than single similarity measures. It is also less straightforward to compare
ranges of similarity scores than to compare single values, and the data may be more difficult to
visualize.

Correlation

Correlation is not commonly used as a similarity measure for clonal frequency data. However, it
can still serve as a baseline to compare the results of other similarity measures to, and has been
included for this reason. The most commonly used type of correlation is the Pearson correlation,
defined as [74]:

C(x, y) =

∑m
i=1(xi − x̄)(yi − ȳ)√∑m

i=1(xi − x̄)2
√∑m

i=1(yi − ȳ)2
, (3.5)

where x̄ and ȳ are the mean values of the samples.

Mutual Information

The mutual information is an information theoretic measure, which measures the mutual depen-
dence between two variables. It has previously been used for the comparison of clonal frequency
data [57]. The mutual information measure is defined as [75]:

MI(x, y) =
m∑
i=1

m∑
j=1

Pxy(xi, yj) log

(
Pxy(xi, yj)

Px(xi)Py(yj)

)
, (3.6)

where Pxy is the joint probability distribution function between x and y, and Px and Py are the
respective marginal probability distribution functions. Note that in this context, the values in
Px and Py simply equate to p and q.
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The standard mutual information is not bound by an upper limit of 1. To obtain this quality,
the mutual information is typically normalized by the mean Shannon entropy of x and y. The
normalized mutual information is given by:

NMI(x, y) = 2× MI(x, y)

H1(x) +H1(y)
. (3.7)

Instead of calculating the mutual information directly on the original frequency values, it is not
uncommon to first divide the frequency values into ‘bins’ [75]. Binning of discrete data is done
to make the mutual information less instable due to small fluctuations in samples. Throughout
this thesis, two versions of the mutual information will be used. The first version calculates the
mutual information on the clonal frequency data, without binning. The second version, binned
mutual information, first collapses the data into a number of equally sized bins. The number of
bins is defined by m

1
3 , where m is the original frequency vector length.

Rényi divergence

The Rényi divergence is a similarity measure based on the previously mentioned Rényi entropy
(Formula 3.2). The Rényi divergence is defined as:

Dα(p, q) =
1

α− 1
log

(
m∑
i=1

pαi
qα−1i

)
. (3.8)

Similarly to the Rényi entropy, the parameter α can be scaled to up-weight rare or abundant
clonotypes (α < 1 and α > 1 respectively).

One property of the Rényi divergence is that it is not symmetric, meaning that Dα(p, q) =
Dα(q, p) does not hold for all p and q. Therefore, it can sometimes be more convenient to consider
the symmetrized version of Equation 3.8, which is:

DSα(p, q) = 0.5× 1

α− 1

(
log

( m∑
i=1

pαi
qα−1i

)
× log

( m∑
i=1

qαi
pα−1i

))
. (3.9)

Throughout this thesis, only the symmetrized Rényi divergence will be used.

Power geometric index

The power geometric index (PG-index) was proposed by Rempa la and Seweryn as a generalization
of the Morisita-Horn index. The Morisita-Horn index has been widely used in ecology studies
[76]. The PG-index extends the Morisita-Horn index, and allows for the up- and down-weighting
of frequencies, in a similar way as the Rényi divergence. The PG-index is defined as [59]:

PGα,β(p, q) =

∑m
i=1 p

α
i q

β
i∑m

i=1 p
2α
i +

∑m
i=1 q

2β
i

(3.10)

where α and β are used to up- or down-weight the frequencies in p and q respectively. The
Morisita-Horn index is equal to PG1,1.

A Horvitz-Thompson corrected version of the PG-index is defined as [59]:

PG
HT (s)
α,β (p, q) =

∑m
i=1

pαi q
β
i

(1−(1−pi)s)(1−(1−qi)s)∑m
i=1

p2αi
1−(1−pi)s +

∑m
i=1

q2βi
1−(1−qi)s

(3.11)

Where s is the sample size. Within this thesis, the same value will always be used for α and β.
Hence, if only α is specified, it can be assumed that β = α.
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Information index

The last generalized similarity measure proposed by Rempala et al. is the information index
(I-index). Unlike the previously described similarity measures, this measure can be used to
calculate the similarity between more than two frequency distributions simultaneously. In order
to describe the I-index, we first need to redefine how our clonal frequency distributions are
arranged.

Instead of two clonal frequency distributions x and y, we now have an m × n table Z =
[zij ], which represents n clonal frequency distributions, each describing m unique clones. The
corresponding normalized frequency table is defined as R = [rij ] = [

zij∑
kl
zkl

]. Note that in the

previous sections, the normalized frequency distributions p and q each summed to 1. Here, all
values in the table R add up to 1. This table has column marginal R◦ = (r1◦, . . . , rm◦), and
row marginal R◦ = (r◦1, . . . , r◦n). The column marginal describes the relative frequencies of
each clonotype, across all compared samples (clonal frequency distributions). The row marginal
describes the relative sizes of the samples. By calculating the outer product of these marginals,
we find matrix Q = R◦

⊗
R◦. Matrix Q describes the relative frequency values that we would

expect in matrix R, based on the information contained in R◦ and R◦. The I-index is based on
the Rényi divergence between matrices Q and R. It is defined as [57]:

Iα(Z) = 1−Dα(R,Q)/H2−α(R◦). (3.12)

In contrast to the previously described measures, the I-index α is not used to up- or down-
weight rare or abundant species. Rather, it is used to scale the importance of positive or negative
dependence in R. The impact of positive dependence is increased when α > 1, and decreased
when α < 1.

3.3.3 Experiment set-up

Figure 3.6 explains how the generative model was used to simulate the data for these experiments,
and how the comparisons were done. Throughout the experiments it can be assumed the bold
marked settings described in Table 3.2 were used, unless otherwise stated. The R package divo

[77] was used to calculate the Rényi entropy, symmetrized Rényi divergence and I-index. The
mutual information was calculated using the R package infotheo [78]. For all other measures,
our own implementations were used. For easier and more clear visualization and comparison of
the generalized similarity measures, a limited number of α values were chosen for each measure,
which are shown in Table 3.3.

Similarity measure Used α values

PG-index (with and without Horvitz-Thompson correction) 0.1, 0.5, 1.0
I-index 0.1, 0.5, 1.0
Symmetrized Rényi divergence 0.1, 0.5, 0.9

Table 3.3: The similarity profile α values that were used in the experiments. The
flow diagrams for this experiment can be found in Figure 3.6.

Diversity profiles of repertoires and samples

In order to find out how well the diversity of a repertoire is represented by the diversity of a
read sample, diversity profiles were calculated for simulated clonal frequency distributions and
their read samples. Figure 3.6a shows the flow chart of the experiment set-up. The experiment
was repeated for every repertoire αrep shown in Table 3.2. To calculate the diversity profiles, the
α parameters over the range [0.2, 10] were used, with 50 intervals.
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(a) Experiment 1: Testing the per-
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(b) Experiment 2: Testing the per-
formance of similarity measures on
simulated read samples from the
same repertoire.
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(c) Experiment 3: Testing the per-
formance of similarity measures on
simulated read samples from dif-
ferent repertoires.

Figure 3.6: Flow diagram for calculating the diversity (a) or similarity of simulated
read frequencies from the same (b) or different (c) repertoires. The default ranges of
parameter settings are given in Table 3.2. The similarity profile α’s for generalized similarity
measures are listed in Table 3.3.

1. Draw clonal frequencies from a power-law distribution with a given αrep, until the total
number of cells is approximately nrep. When using multiple repertoires (c), repertoires are
optionally randomized using clonal identifier randomization parameter αran.

2. Take subsamples of nsam cells.

3. Draw read frequencies for each cell from a Poisson distribution, where the expected number
of reads per cell is λ.

4. a) Calculate the diversity of the read sample and the master repertoire, using a given
diversity measure.

b) Calculate the similarity between read samples, using a given similarity measure.

c) Calculate the similarity between read samples, and their master repertoires, using a
given similarity measure.
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Similarity between reads from the same repertoire

In this experiment, the similarity scores were calculated between read frequency distributions
originating from the same master repertoire. Through this, we can establish a baseline for the
similarity scores of each measure. Since we know that the reads came from the same repertoire,
the expected similarity score is maximal. Thus, we can compare how well the observed similarity
scores reflect this, and how they are influenced by underlying parameters such as the αrep, sample
size, and read amplification λ. The flow chart for this experiment is shown in Figure 3.6b.
Repertoires were simulated using power-law distributions with every αrep shown in Table 3.2.
From these repertoires, pairs of samples were taken with each sample size shown in the table,
and amplified with each of the read amplification λ’s.

Similarity between reads from different repertoires

In reality we are often more interested in comparing different immune repertoires, e.g. repertoires
of different cell types, or different individuals. With experimental data it is not possible to
know what the ‘true’ similarity between repertoires is, since we do not have access to the full
repertoire, but only a subsample. In this experiment, similarity scores are calculated between read
samples from different repertoires. The aim is to measure how well the similarity measures reflect
the divergence of sister repertoires, and their samples, both in terms of their clonal frequency
distribution (αrep) and the randomization of their clonal identifiers (αran). Figure 3.6c shows
the experiment set-up. For each value of αrep noted in Table 3.2, two repertoires were simulated.
The similarity scores of repertoire and read sample frequency distributions were calculated across
every combination of repertoire αrep exponents. The experiment was repeated using every clonal
identifier randomization αran described in the table.

Similarity as a function of the sample size

Although the generative model gives a simplified reflection of reality, subsampling is a straightfor-
ward procedure. Because of this, the patterns of changes in similarity scores due to the subsample
size of simulated data are likely to accurately reflect the real effect of changing the subsample
size in experimental data. Furthermore, the choice of the subsample size is something that can
be controlled in an experimental setting. For experimental immunologists it is important to know
how large sample sizes need to be in order to measure substantial overlap, and what biases may
occur when the samples are too small. For these reasons, the experiment described in Figure
3.6c was repeated with a larger range of sample sizes. To investigate the effect of the sample size
on the similarity score, samples were taken from different repertoires using sample sizes ranging
from 10 to 100000, using 16 logarithmic intervals.

Similarity profiles

The generalized similarity measures (PG-index, I-index and symmetrized Rényi divergence)
can be used to calculate similarity profiles. To find out how the choice of α influences the
similarity scores of each of the generalized similarity measures, and examine what additional
information can be found in similarity profiles, the experiment in Figure 3.6c was repeated with
a more detailed range of α values. This experiment was done for each of the clonal identifier
randomization parameters in Table 3.2. For the PG-index, 50 α’s were chosen in the range [0.1,
3]. For the I-index and symmetrized Rényi divergence, 25 α’s were chosen in the ranges [0.1, 1]
and [0.1, 0.99] respectively.
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4.1 Fitting power-law distributions to experimental data

To test whether the frequency distributions of HTS immune repertoire data follow a power-law
distribution, the data of three previously published studies [15, 24, 25] were analyzed. As
described in Section 1.4, it is important to consider alternative distributions when fitting a
power-law distribution, because other distributions may exhibit similar behavior. Therefore,
log-normal, exponential and Poisson distributions were fitted to the datasets, in addition to
power-law distributions. Optimal xmin thresholds were estimated for each of these distributions,
meaning that the distributions are only fitted to all frequency values above xmin. Subsequently,
the other distribution parameters were estimated.

4.1.1 Pre- and naive mouse BCRs may obey a power law, but not plasma BCRs

The mouse BCR dataset contained a total of 112 repertoires, each belonging to one of four cell
types. For each cell type, an example of a characteristic repertoire was selected to display in this
thesis. The double-logarithmic CDF - clonal frequency plots of these characteristic repertoires
are shown in Figure 4.1. These are only examples of IgM repertoires, as the IgG repertoires
contained too few data points to discover notable patterns (see Table 3.1 for dataset sizes).

As explained in Section 1.4, a necessary (but not sufficient) quality of power-law distributed
data is that it produces a straight line on a double-logarithmic plot of the CDF against clonal
frequencies. The collection of mouse BCR repertoires contains both examples of repertoires that
seem to follow this rule fairly well (apart from a ‘curve’ in the plot below xmin, Figure 4.1b),
and repertoires that do not follow this property at all (Figures 4.1c and 4.1d). Many repertoires
belonging to pre-B cells (9/19), and most belonging to naive B cells (15/19) produced a straight
line on the double-logarithmic plots. But for spleen and bone marrow plasma cells, this was
never the case. The only plasma cell repertoires that may be considered ‘straight’ on this plot
contained too few data points to be reliable (< 30 collapsed clonal frequency points on the
double-logarithmic plot).

When fitting a power-law distribution, two parameters are estimated; the xmin parameter
and the power-law exponent α̂. The raw xmin values are not directly comparable, as they are
highly dependent on the repertoire size. The details of this are described in Section 4.1.4.
Boxplots with the estimated values for α̂ are shown in Figure 4.2. The figure shows that there
are slight differences between the estimated α̂ values for each cell type. The pre-B cells have
the most narrow boxplot. This means that the degree of non-uniformity of the clonal frequency
distributions are most similar to each other. Among the naive B cells, the estimated α̂ values
form two separate groups around 3 and 3.5. Among the plasma cells there is slightly more
variation in the estimated α̂. For the plasma cell datasets both IgG and IgM were sequenced, and
there is a clear difference between the estimated α̂ for each isotype. The IgG repertoires of bone
marrow and spleen plasma cells both have a very low α̂, pointing at a more skewed repertoire.
The IgM α̂ for bone marrow plasma cells is relatively high, while for spleen plasma cells it is
very low. Regardless of whether the underlying distribution is truly a power-law distribution,
these boxplots are still informative, as they yield insight into how stable the predictions of α̂ are
per cell type. A low variation in α̂ indicates the cells are probably similarly distributed, even if
the true distribution does not follow a power-law.
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The clonal frequency distributions for plasma cells do not follow a straight line on the double-
logarithmic plot, meaning a power-law distribution can be ruled out for these cell types. The
other distributions did not yield a satisfying fit either. Though pre-B cells produced a more
straight line than the plasma cells, the plots often showed an ‘upward bend’, which could not be
explained by any of the fitted distributions. Therefore it is unlikely the pre-B cell datasets are
truly power-law distributed, but power-law distributions may fit the data well enough for the
meaningful comparison of α̂ parameters. Most of the naive B cell repertoires showed a straight
line on the double-logarithmic plot. Therefore, a power-law distribution can not be ruled out,
although additional tests are needed to truly prove this statement. Nevertheless, as with pre-B
cells, the power-law distribution describes the naive B cell repertoires well enough for the α̂
estimate to be meaningful. The predicted α̂ exponents differ across cell types and isotypes, but
are mostly consistent within groups.

4.1.2 Naive and memory human BCR repertoires do not obey a power law

Although there were only seven samples of human BCR repertoire data, the samples themselves
were very large (see Table 3.1). Power-law, log-normal, exponential and Poisson distributions
were fitted to these repertoires and the results are displayed in double-logarithmic plots in Figures
4.3 (naive B cell repertoires) and 4.4 (memory B cell repertoires). The α̂ estimates are given in
Table 4.1. None of these repertoires produce a perfectly straight line on the double-logarithmic
plots. Instead, all of the repertoires show a typical ‘curve’ among the lower values of the data,
that was also seen in the BCR repertoire data for mice (Section 4.1.1). The repertoires in Figures
4.3a and 4.3b are biological replicates. Although they look visually very similar, the power-law
distribution is fitted to entirely different parts of the repertoire. This shows that the power-law
distribution cannot be fitted robustly to these datasets; different biological replicates can yield
vastly different α̂ estimates (as shown in Table 4.1).

None of the samples present a perfectly straight line on the double-logarithmic plots, which
rules out the possibility that the data is truly power-law distributed. The naive B cell samples
show a ‘bumpier’ line than the memory B cells. As a result, the power-law distribution can not
be fitted robustly, even across biological replicates (Figures 4.3a and 4.3b). This makes the α̂
estimate an unreliable descriptor for these datasets.

Cell type Donor and sample estimated α̂

Naive B cells Donor 1 (sample a) 3
Donor 1 (sample b) 6.1
Donor 2 5.8
Donor 3 7

Memory B cells Donor 1 4.8
Donor 2 3.6
Donor 3 4.6

Table 4.1: The estimated α̂ values for human BCR vary between samples. Generally
the naive B cells have a slightly higher α̂ estimate than memory B cells, but naive B cell
sample a from donor 1 is an exception to this. Figures 4.3 and 4.4 show the corresponding
double-logarithmic plots of the frequency distributions.
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Dataset: ova_8.prebc_igm, Greiff et al. (2017)

Pre-B cell repertoire (mouse)

(a) Most pre-B cell repertoires follow a fairly straight
line on the double-logarithmic plot, although some
repertoires show an ‘upward bend’ on this plot. Both
power-law and log-normal distributions seem to cap-
ture a part of the data well, but do not explain this
‘upward bend’. The fitted power-law distribution cap-
tures the high-frequency clonotypes better, whereas
the log-normal distribution has a lower xmin.
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Dataset: healthy_2.nfbc_igm, Greiff et al. (2017)

Naive B cell repertoire (mouse)

(b) Of the four different cell types, the naive B cell
repertoires showed the most straight lines on the
double-logarithmic plots. The power-law distribution
fits the data better than any of the other distributions.

0.001

0.010

0.100

1.000

101 102 103 104

Read frequency

C
D

F

Distribution

Exponential

Poisson

Log-normal

Power-law

Dataset: hbsag_4.sppc_igm, Greiff et al. (2017)

Spleen plasma cell repertoire (mouse)

(c) Spleen plasma cell repertoires tend to follow a
‘wavy’ line with one or two shallow bumps on the
double-logarithmic plot. None of the fitted distribu-
tions explain the data well.
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Dataset: healthy_8.bmpc_igm, Greiff et al. (2017)

Bone marrow plasma cell repertoire (mouse)

(d) Bone marrow plasma cell repertoires show a big
‘bump’ on the double-logarithmic plots, that steeply
descents and is then followed by a smaller ‘bump’.
The log-normal distribution partly captures the first
‘bump’, but ignores this second bump. The other
distributions are not able to explain the data.

Figure 4.1: Each cell type has its own characteristic shape when plotting the reper-
toires on a double-logarithmic plot. The pre- and naive B cells show a more straight line,
whereas the plasma cells show a bumpy line on this type of plot.
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Figure 4.2: The estimated power-law exponents vary across cell types and isotypes.
For bone marrow plasma cells there is a clear separation between the estimated exponents for
IgG and IgM. For spleen plasma cells the groups overlap mostly.

4.1.3 Power-law distributions are fitted to low or high frequencies of human TCR
repertoires

The analyzed human TCR repertoires typically show a straight line on the double-logarithmic
plots, with a slight ‘upward bend’. The dataset contains both examples of repertoires that follow a
very straight line, and some examples that follow a more bumpy line (Figure 4.5). An interesting
difference between these TCR repertoires and the previously discussed BCR repertoires (Sections
4.1.1 and 4.1.2), is that the BCR repertoires often show a ‘curve’ on the double-logarithmic plot
among the low-frequency values. This curve is less pronounced in the TCR repertoires, and in
almost all cases (594/663 repertoires) completely absent. Most of the TCR repertoires (609/663
repertoires) show an ‘upward bend’ on the double-logarithmic plot. In these cases, the power-law
distribution is either fitted to the low-frequency values or the high-frequency values of the clonal
frequency distribution. Figure 4.6 shows two examples of this. For the 609 repertoires with this
‘upward bend’, in 440 cases the power-law distribution is fitted to the low-frequency values of the
data, and in the remaining 169 cases it is fitted to the high-frequency values.

The boxplots in Figure 4.7 show the α̂ for the TCR repertoires. Most α̂ estimates are close to
3, although there are outliers far above that. The boxplots in Figure 4.7a and 4.7b show that
there is no substantial difference in the α̂ between the genders or CMV seropositivity status.
When it comes to ethnicity, Figure 4.7c shows that the medians for the different ethnic groups
are very similar. There are minor variations between the average α̂ estimates in some ethnic
groups, but this is likely due to the sample sizes being too small.

These human TCR repertoires follow a more straight line on the double-logarithmic plot than
the BCR repertoires discussed in Sections 4.1.1 and 4.1.2. A power-law distribution can not
be ruled out, but the log-normal distribution yields a comparable fit. Because of the ‘upward
bend’ on the double-logarithmic plot, the power-law distributions are not consistently fitted to
the same frequency values. This makes it difficult to reliably compare α̂ values, as similarly
distributed datasets may have different α̂ estimates.

28



4 Results

1e-06

1e-04

1e-02

1e+00

100 101 102 103

Read frequency

C
D

F

Distribution

Exponential

Poisson

Log-normal

Power-law

Dataset: D1-Na, DeWitt et al. (2016)

Naive B cell repertoire (donor 1, sample a)

(a) This repertoire does not show a straight line on the
double-logarithmic plot. None of the distributions fit
the complete repertoire well; although the log-normal
distribution fits a small part of the largest values in
the repertoire.
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Dataset: D1-Nb, DeWitt et al. (2016)

Naive B cell repertoire (donor 1, sample b)

(b) This biological replicate seems to show the same
‘bumps’ as the repertoire in (a), but the estimated
power-law parameter and xmin are very different. The
fitted log-normal distribution is more stable.
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Dataset: D2-N, DeWitt et al. (2016)

Naive B cell repertoire (donor 2)

(c) Due to the bump in the double-logarithmic plot of
this repertoire, none of the fitted distributions seem
to explain the data well.
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Dataset: D3-N, DeWitt et al. (2016)

Naive B cell repertoire (donor 3)

(d) Of all human BCR repertoires, this repertoire
seems most ‘straight’ on the double-logarithmic plot.
The highest values in this repertoire may be explained
through a power-law distribution.

Figure 4.3: The human naive B cell repertoires do not follow a straight line on the
double logarithmic plot. Log-normal distributions seem like the best candidates to explain
certain parts of the frequency distributions, although some of the ‘bumps’ in the repertoires can
not be explained by any of the fitted distributions. The α̂ estimates are given in Table 4.1.
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Dataset: D1-M, DeWitt et al. (2016)

Memory B cell repertoire (donor 1)

(a) This frequency distribution follows a wavy line
on the double-logarithmic plot. As a result, none
of the fitted distributions explain the read frequency
distribution of this repertoire.
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Dataset: D2-M, DeWitt et al. (2016)

Memory B cell repertoire (donor 2)

(b) As with the repertoire described in (a), the four
distributions are not explain the frequency distribution
of this repertoire. The ‘upward bend’ in this repertoire
seems similar to the shape described for pre-B cells in
the mouse BCR dataset.
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Dataset: D3-M, DeWitt et al. (2016)

Memory B cell repertoire (donor 3)

(c) Of the three human memory B cell receptor reper-
toires, this repertoire appears most straight on the
double-logarithmic plot. Therefore, the power-law dis-
tribution fits this repertoire best. However, some of
the highest-frequency reads do diverge from the fitted
power-law distribution.

Figure 4.4: The memory B cell repertoires are slightly less ‘bumpy’ on the double
logarithmic plots than the naive B cell repertoires. Naive B cell repertoires are shown
in Figure 4.3. Still, none of the fitted distributions accurately describe the memory B cell receptor
repertoires. Both log-normal and power-law distributions describe small parts of the clonal
frequency distributions, but neither yield a satisfying fit. The α̂ estimates are given in Table 4.1.
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Dataset: HIP09041, Emerson et al. (2017)

T cell repertoire: good power-law fit (human)

(a) The power-law distribution seems to fit the data
in this repertoire. The log-normal distribution may
also be a good candidate, but the estimated xmin is
far lower for power-law.
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Dataset: HIP11711, Emerson et al. (2017)

T cell repertoire: poor power-law fit (human)

(b) In this case, the power-law distribution fits the
data poorly. Both low and high values are not cap-
tured by the fitted power-law function. The log-
normal distribution may describe some of the lower
values in the data, but does not fit the higher values.

Figure 4.5: Some of the T cell repertoire frequency distributions show a straight
line on the double-logarithmic plot, but not all. This figures shows two of repertoires
where the power-law distribution fits well (a) and poorly (b).
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Dataset: HIP01393, Emerson et al. (2017)

T cell repertoire: low-value power-law fit
(human)

(a) The fitted power-law distribution captures the low
values in this dataset, but fails to describe the values
above 10.
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(b) In this case only the higher values of the dataset
are explained by the fitted power-law function, but
not the lower values.

Figure 4.6: When TCR repertoires have an ‘upward bend’ on the double-logarithmic
plot, the power-law distribution is either fitted to the low or the high frequencies
in the clonal frequency distribution. In 440 of the cases, the power-law function is fitted to
the lower values in the repertoire. In the remaining 169 cases it is fitted to the higher values.
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(a) There is no substantial difference between the α̂
for males and females.
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(b) Also the CMV status of the individuals does not
have an effect on α̂.
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(c) There are slight differences between the α̂ estimates in ethnic groups, but these are most likely due to small
sample sizes. In the groups with a larger representation (white, unknown and hispanic or latino), there are some
high outliers.

Figure 4.7: There is little difference in the α̂ estimate of TCR repertoires between
gender, CMV seropositivity status and ethnicity. The median α̂ estimate is slightly
below 3 for most groups, although there are outliers with far higher α̂ estimates.
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4.1.4 Percentage of discarded reads, clonotypes and collapsed frequencies

When fitting a power law to a frequency distribution, a part of the data is discarded. These are
the clonotypes with a clonal frequency below xmin. And although it is evident that a ‘higher
xmin’ results in less data being used, it is not clear what this implies about the ability to fit a
power law. Furthermore, comparing xmin values directly is not meaningful, as they are highly
dependent on the size of a dataset. A better way to compare how much of the data was discarded,
is to express it as a percentage of discarded data. This can be described in three different ways:

• The percentage of observed RNA reads.

• The percentage of unique clonotypes.

• The percentage of collapsed clonal frequencies (i.e. the data points that the power-law
distribution is fitted to).

The mouse BCR repertoire sample hbsag 8.sppc igm will be used to explain the effects of
choosing a certain xmin. Figure 4.8a shows a plot of the sorted values of the read frequency
distribution of this sample. Each point on this plot corresponds to the amount of RNA reads that
were observed for each clonotype. There are few clonotypes with high read counts, and many (49
to be exact) clonotypes with a read count of 2. Figure 4.8b is a different representation of the
same data. The unique clonal frequencies are now collapsed into single points. The leftmost point
in Figure 4.8a corresponds to all points with value 2 in Figure 4.8b. The power-law function is
fitted to the collapsed clonal frequencies, as displayed in Figure 4.8b.

The xmin in this dataset is estimated to be 8. This means 6 of the data points in 4.8b are
excluded, and 18 are included. You could therefore conclude that 25% of the data was discarded.
But this is not the full picture, since multiple clonotypes were ‘collapsed’ based on their clonal
frequencies, which is inherent to the CDF. Each data point represents a collapsed clonal frequency,
and multiple clonotypes can have the same frequency. If we count the clonotypes with an xmin

below 8, we find that 75 of the 112 clonotypes were discarded, approximately 67%.
Then again, two different clonotypes do not necessarily correspond to the ‘same amount of

data’. In Figure 4.8a can be seen that one of the clonotypes has a read count of 83, whereas
many clonotypes have a read count of 2. So the most accurate way of describing ‘how much data
was used’ might be to look at the amount of RNA read data that was used. In this example, 234
of 879 reads were discarded, which is about 27%.

A large percentage of clonotypes and reads may be discarded when fitting a power law

Figure 4.9 shows what percentage of the reads, clonotypes and collapsed clonal frequencies were
discarded from the three experimental datasets, due to the choice of xmin. Figure 4.9a shows
the results for the mouse BCR dataset. When just looking at the clonal frequencies, for many
repertoires approximately 25% is discarded, although this percentage is substantially higher for
the bone marrow plasma cells. When looking at the percentage of clonotypes that are discarded,
for pre- and naive B cells almost all (>90%) of the clonotypes are discarded. It is tempting to
conclude that the power-law distribution must therefore fit the pre- and naive B cell data more
poorly, but by looking at the double-logarithmic plots we can tell the opposite is true (Figure
4.1).

In the pre- and naive B cell repertoires there are relatively many clonotypes with very low read
frequencies. For the plasma cells this is the other way around; they have relatively many clones
with high read frequencies. This explains why so many clonotypes are discarded for the pre- and
naive B cells; the majority of the clonotypes have clonal frequency 2, which are all discarded.
Despite these clonal frequencies being so low, they still make up a substantial percentage of the
RNA read data; between 60% and 90% of the RNA read observations is discarded for pre- and
naive B cells. For plasma cells, especially bone marrow plasma cells, the percentage of discarded
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Figure 4.8: This is an example of a small BCR repertoire dataset, to show how much data is
discarded when a specific xmin is chosen.

collapsed clonal frequencies varies. This may be due to the power-law distribution not properly
fitting the plasma cell repertoires (as can be seen in Figure 4.1). This could result in multiple
local optima for estimating xmin. For spleen plasma cells the percentages of discarded clonotypes
and reads are low compared to the other cell types. This can be explained by the fact that there
are relatively many high-frequency clonotypes in these repertoires, combined with low optimal
xmin values.

Figure 4.9b shows how much data was discarded in the human BCR dataset. A larger
percentage of collapsed clonal frequencies is discarded for the naive B cells than for the memory
B cells. This shows that the chosen xmin is higher for naive B cells (as was also seen in Figures
4.3 and 4.4). For both cell types, this results in the vast majority of clonotypes and reads being
discarded.

In Figure 4.9c, the percentages of discarded data for the human TCR dataset are shown. The
number of collapsed clonal frequencies that is discarded is low compared to the BCR datasets.
This is likely due to the TCR frequency distributions not having the initial ‘bump’ or ‘curve’ on
the double-logarithmic plot that was seen in the BCR data. Yet the percentage of clonotypes
and reads that is discarded varies vastly for this dataset.

4.1.5 Key findings

• In the mouse BCR dataset, naive B cells, and to a lesser degree pre-B cells follow a straight
line on the double-logarithmic plot, meaning a power-law distribution could be fitted
robustly. Plasma cells did not show a straight line on the double-logarithmic plot (Figure
4.1).

• The memory B cells in the human BCR dataset followed a more straight line on the
double-logarithmic plot than naive B cells (Figures 4.3 and 4.4). In the two biological
replicates of the naive B cells, the fitted power-law distributions were not consistent (Figures
4.4a and 4.4b).

• The human TCR repertoires showed straight lines on the double-logarithmic plot, but with
a slight ‘upward bend’. This caused the power-law distribution to sometimes only be fitted
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(a) The percentages of discarded data differ vastly between cell types. This indicates that the clonal frequency
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comparable between the two cell types. Even although
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cies may be excluded, in total this can still mean a
large number of clonotypes or reads is discarded.
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(c) The percentage of collapsed clonal frequencies that
is discarded is the lowest in the human TCR data,
meaning xmin is chosen relatively low. The amount of
clonotypes or reads that are discarded varies a lot.

Figure 4.9: The amount of data that is discarded when fitting a power-law distribu-
tion varies between different distributions. The three categories along the x-axes of these
figures each represent one method of measuring what percentage of the data was discarded. The
RNA reads are the raw sequence data. All RNA reads that represent the same receptor sequence
belong to the same clonotype. The collapsed clonal frequencies are the values presented in the
double-logarithmic plots. Although in most cases, the number of collapsed clonal frequencies
that is discarded lies around 25%, this says very little about the amount of clonotypes or reads
that is left out.
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to the low-frequency values in the dataset, and other times to the high-frequency values
(Figure 4.6).

• The power law α̂ estimates differed across cell types and isotypes (Figure 4.2), but was
consistent across ethnicity, gender and CMV seropositivity status (Figure 4.7).

• The choice of xmin relative to the number of data points in each repertoire differed across cell
types and studies. For many repertoires, the majority of the original reads were discarded
in order to fit a power-law distribution (Figure 4.9).

4.2 Generative model for read frequency distributions

4.2.1 Power-law distributions fitted to simulated read data

To show how the clonal frequency distributions of read samples differ from the original repertoire,
read samples were simulated with various settings. Repertoires were generated with the bold
marked settings noted in Table 3.2, and all subsample sizes and read amplification parameters
mentioned in this table were used. The subsampling was repeated 100 times. The package
poweRlaw was used to predict the optimal xmin and power-law α̂ estimate on the read sets.

Simulated immune repertoire data shows patterns comparable to experimental data

In order to visually illustrate how the shape of the read frequency distribution changes when the
underlying parameters are changed, Figures 4.10 and 4.11 were made. Each panel in these figures
show one example of a simulated read dataset, using varying αrep and λ parameters respectively.

Figure 4.10 shows the change in read frequency distributions when changing the αrep parameter.
The datasets based on repertoires with αrep values 2 and 3 show a clear ‘bump’ or ‘curve’ among
the low-frequency values in the plots, which was also seen in the experimental mouse BCR data
(Figure 4.1) and the human BCR data (Figures 4.3 and 4.4). The ‘curve’ is more pronounced
in samples from repertoires with a high αrep value, and in small subsamples. In some of the
examples, the initial ‘curve’ is followed by an ‘upward bend’, which was also present in the most
human TCR repertoires (Figure 4.6), some of the mouse pre-B cell repertoires (Figure 4.1a),
and one of the human memory B cell repertoires (Figure 4.4b). The read samples from the
repertoires with αrep = 1.5 diverge the least from the original power-law distribution. In the
samples from repertoires with a higher αrep, only the highest-frequency values match the slope
of the original distribution.

In Figure 4.11, the repertoire αrep has been set to 2, and and varying λ parameters were
used. The Figure shows that a higher λ value creates a stronger, sharp ‘bump’, or ‘zigzag’ shape,
among the low-frequency values of the plot. This is only present in the datasets with λ ≥ 5.
After the initial ‘bump’, the data points follow a straight line, nearly parallel to the initial
distribution. The read amplification λ does not seem to affect the slope of the frequency values
on the double-logarithmic plot.

Estimated α̂ and optimal xmin values are most stable in skewed repertoires

Figure 4.12 was made to show how the estimated α̂ values of 100 replicates of read frequency
distributions compare to the original power-law αrep. It is clear that when the underlying
repertoire αrep is high, the estimated α̂ is consistently estimated too high. This problem becomes
less prevalent when the subsamples are large enough. The α̂ is rarely under-estimated.

To show what percentage of reads, clonotypes and unique clonal frequencies were discarded
due to the choice of xmin, Figures 4.13, 4.14 and 4.15 were made respectively. The higher the
underlying αrep, the higher the amount of reads that is discarded. Furthermore, especially for
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Figure 4.10: When the underlying αrep is low, the read frequency distributions are
most similar to their master repertoires. The higher the underlying αrep, the stronger
the ‘curve’ among the low-frequency values. The highest-frequency values follow a slope close
to the original αrep, but only if the sample size is large enough. When the datasets contain
enough collapsed frequency values, it is possible to pick an xmin high enough to exclude this
initial ‘curve’, resulting in an α̂ estimate closer to the original αrep.
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Figure 4.11: Increasing the λ parameter creates a more ‘sharp’ curve among the
low-frequency values in the double-logarithmic plots. However, the cell sample size seems
to have a bigger effect on the accuracy of the estimated α̂ (repertoire αrep = 2) than the λ
parameter.
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Figure 4.12: The estimated α̂ of read samples is close to the original repertoire αrep

when αrep is low, but for repertoires with a high αrep, α̂ is estimated too high. The
smaller the subsamples, the larger the amount of over-estimation. The estimated α̂ of read
samples is very rarely substantially lower than the real repertoire αrep. It is not clear how the
read amplification λ affects the α̂ estimate. In some cases, the estimate is more accurate with a
higher λ, but in other cases it is less accurate.

the percentages of discarded clonotypes and unique clonal frequencies, the variance across the
100 replicates was very high.

The fact that with a higher αrep, more reads are discarded may be due to two reasons. First,
as could be seen in Figure 4.10, the data is not as ‘straight’ on the logarithmic plot as the data
originating from the repertoire with a low αrep. This causes the chosen xmin value to be slightly
higher, excluding a slightly higher percentage of unique clonal frequencies, as seen in Figure
4.15. But simultaneously, a high αrep results in a more uniform repertoire, with a larger share of
low-frequency clonotypes. Recall Figure 3.2, it shows that when αrep = 3, we expect over 80%
of the clonotypes to have frequency 1. Depending on which read amplification λ is used, these
clonotypes may have differing values in the read sample. Nevertheless, the number of clonotypes
collapsed into the ‘low frequency’ points will be relatively large. This can also be seen in Figure
4.14; relatively many clonotypes are discarded when αrep is high, unless λ is large.

4.2.2 Key findings

• The simulated read frequency distributions have a similar ‘bump’ and ‘upward bend’ to
some of the experimental datasets, when plotted on a double-logarithmic plot (Figures 4.10
and 4.11). The ‘bump’ was also present in the human and mouse BCR repertoires (Figures
4.1, 4.3 and 4.4), and the ‘upward bend’ was present in the TCR repertoires (Figure 4.6),
and to a lesser degree the mouse pre-B cell repertoires (Figure 4.1a) and one of the human
memory BCR repertoires (Figure 4.4b).

• The more uniform the repertoire, the larger the degree to which α̂ is over-estimated (Figure
4.12).

• Increasing the sample size yields a more accurate α̂ estimate, but not if the repertoire is
too uniform (Figures 4.10 and 4.12).
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Figure 4.13: The larger the repertoire αrep, the larger the amount of reads that
are discarded by the choice of xmin. For the repertoire with αrep = 1.5, the percentage of
discarded reads is close to 0. For the repertoires with αrep = 2 or 3, more reads are discarded.
Furthermore, the variance of the percentage of discarded reads is smaller when the subsample
size is large (100000 cells). This indicates that the chosen xmin is more stable for large samples.
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Figure 4.14: The variance in the percentage of clonotypes discarded is very large.
This variance becomes smaller when αrep is high (3). Generally, the larger the repertoire αrep,
the larger the percentage of clonotypes that is discarded. However, this is not true for λ = 50.
When λ is very high, even some of the lowest-frequency clonotypes may get amplified enough to
have a high frequency in the sample, causing relatively less clonotypes to disappear.
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Figure 4.15: A larger percentage of unique clonal frequencies tends to be discarded
when the read amplification λ is high (50 reads). This means a higher λ results in a
higher choice of xmin, possibly due to an increased initial ‘bump’ on the double-logarithmic plot
(as was shown in Figure 4.11). However, this effect is not present when αrep = 3.

• Increasing the read amplification λ introduces more noise among the low-frequency clono-
types. It is not clear whether this makes the α̂ estimate more accurate or less accurate
(Figures 4.11 and 4.12).

4.3 Diversity and similarity measure performance

The generative model was used to simulate immune repertoire frequency distributions, in order
to benchmark the performance of diversity and similarity measures. This allows us to compare
the diversity and similarity of read samples to the diversity and similarity of the underlying
repertoires, and gain insight into how the results may be influenced by each individual parameter
of the model.

4.3.1 Diversity profiles

In order to find out whether the diversity of reads corresponds to the diversity of the repertoires
they originate from, the following experiment was done (see experiment set-up in Figure 3.6a).
Using the generative model, repertoires were simulated with αrep values ranging from 1.5 to 3.
Subsequently, subsamples were taken and amplified using a Poisson distribution. The Rényi
entropy of the repertoires and subsamples was calculated, and the results are shown in Figure
4.16. The results for the Horvitz-Thompson corrected Rényi entropy are shown in Figure 4.17.

The figures show that although for a low Rényi entropy α, the similarity between reads and
repertoires can differ a lot, when α is increased, the read and repertoire similarities become more
similar. But a higher α also results in more variation in the Rényi entropy across read replicates.
Although the Horvitz-Thompson correction makes a small change to the diversity scores, the
general diversity profile patterns do not change drastically due to this correction.

Since the diversity profiles do not cross each other at any point, single-α diversity measures
(such as the Rao quadratic entropy and Shannon’s entropy shown in Figures 4.16 and 4.17) could
be used to compare the diversity of different repertoires. However, there may exist repertoires
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for which the diversity profiles do cross. Furthermore, a higher Rényi entropy α is necessary to
properly distinguish the samples from the most uniform repertoires (α ≥ 2.5).

4.3.2 Similarity measures

Performance on read sets from the same repertoire

When two samples are taken from the same repertoire, we know their true underlying repertoire
similarity is maximal, because the repertoires are exactly identical. In order to find out the
range of similarity scores that can be expected for the samples from the same repertoire, the
following experiment was done (see experiment set-up in Figure 3.6b). Using the generative
model, repertoires with αrep ranging from 1.5 to 3 were simulated. Pairs of subsamples were
taken and amplified, and the resulting read frequencies were compared using similarity measures.
The results are shown in Figures 4.18 to 4.23.

For all similarity measures, it holds that the more uniform the repertoire is (high αrep), the
more dissimilar the samples are. This is what we would expect, since a more uniform repertoire
contains more unique clonotypes and lower clonal frequencies. Therefore, the probability that
the same clonotype is drawn in both samples is lower, and when the same clonotype is drawn in
both samples, it is more likely to have a low frequency, causing it to have less effect on the total
similarity score.

In most cases, a larger subsample size also results in a higher similarity. For the correlation,
I-index and the PG-index with and without Horvitz-Thompson correction (Figures 4.18, 4.20,
4.21 and 4.22), the sample size is most determining for the similarity score when the repertoire
αrep is around 2.25. This is different for the symmetrized Rényi divergence, which has no upper
limit, so it is most affected by the sample size when the repertoire is most uniform (αrep ≥ 2.5).

The normalized mutual information measures (non-binned and binned) stand out the most
from all similarity measures (Figure 4.19). The non-binned variety of the similarity measure
is the only measure that is largely affected by the read amplification λ. The binned mutual
information has the most irregular results, particularly when the sample size is small and the
read amplification λ low.

The I-index is the generalized similarity measure that has the most constant results across
different values for I-index α; the results for each α are comparable (Figure 4.20). The PG-index
is stronger affected by the choice of α (Figure 4.21). A higher α results in a more dramatic
change in the similarity score due to different sample sizes. The symmetrized Rényi divergence is
strongly affected by the choice of α too, when α = 0.9, the dissimilarity score is nearly 10-fold
higher than when α = 0.1 (Figure 4.23).

Performance on read sets from different repertoires

To show how the similarity measures respond to the divergence of sister repertoires and their
read samples, Figures 4.24 to 4.35 were made. These figures show heatmaps of the similarity
scores between repertoires and their read samples. The repertoires were simulated with different
clonal frequency distributions (αrep) and different levels of clonal identifier randomization (αran),
creating a range of more ‘similar’ and ‘dissimilar’ repertoires (see experiment set-up in Figure
3.6c).

Generally, repertoires were seen as more similar when the underlying αrep values were similar,
especially when no clonal identifier randomization was used. This effect was very strong for the
PG-index and Horvitz-Thompson corrected PG-index (Figures 4.30 and 4.32), slightly less so for
the I-index, symmetrized Rényi divergence and mutual information (Figures 4.28, 4.34 and 4.26),
and absent for the correlation (Figure 4.24).

However, the heatmaps representing the similarity scores between samples show a different pat-
tern. For the I-index, PG-index with and without Horvitz-Thompson correction and symmetrized
Rényi divergence, the samples have the highest similarity scores when both repertoires have a
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Figure 4.16: The higher the Rényi entropy α, the more similar the Rényi entropy
of reads and repertoires is. Repertoires with a higher αrep have a larger Rényi entropy, and
the diversity profiles do not cross each other within this range of α. When the repertoire αrep is
low, the Rényi divergence of the read samples is more stable than when αrep is high.
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Figure 4.17: There are only slight differences between the Rényi entropy with and
without Horvitz-Thompson correction. The results for the uncorrected Rényi entropy are
shown in Figure 4.16. Note that, for α = 1, the Rényi entropy with Horvitz-Thompson correction
is not defined, and the standard Rényi entropy is used. This causes a small peak at α = 1 for
the repertoires with αrep ≥ 2.5.
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Figure 4.18: The correlation is highest when the underlying repertoire is skewed.
As the repertoires become more uniform, the correlation decreases. A larger sample size results
in a higher correlation. The read amplification λ has no large effect, except when the repertoires
are very uniform (αrep ≥ 2.75), having a read amplification λ of 0.5 results in a slightly lower
correlation.
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Figure 4.19: Binning has a large effect on the mutual information. The samples from
the most skewed repertoires have the highest mutual information, and this decreases as the
repertoires become more uniform. The sample size has no big effect on the similarity score when
λ is high, but with low λ values a smaller sample size creates a higher similarity score. For the
normalized mutual information, the read amplification λ has a large effect on the results; a higher
λ creates a higher similarity score. The binned normalized mutual information is more robust to
changes in λ, although the smallest λ (0.5) still results in a similarity score substantially higher
than the samples with a larger λ.
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Figure 4.20: A higher underlying repertoire αrep results in a lower I-index. This
means the samples are seen as ‘more similar’ when they originate from a non-uniform repertoire.
A larger sample size also leads to a substantially higher I-index. The read amplification λ does
not have a large effect on the measured similarity. Changing the I-index α only results in small
differences.

low αrep (Figures 4.29, 4.31, 4.33 and 4.35). Since clonal frequency distributions of repertoires
with a high αrep are more uniform, it can be expected that the sample size needs to be larger in
order to see significant overlap between the samples.

The correlation shows an opposite effect when comparing repertoires and samples (Figures
4.25). The measure gives relatively high similarity scores to uniform repertoires, but gives the
lowest similarity scores to the samples that came from those repertoires.

The mutual information exhibits a different effect (Figure 4.27). For the mutual information
without binning, most read samples got the same similarity score despite originating from
repertoires with different αrep values. Only the samples that came from repertoire Y with
αrep = 1.5 had substantially different similarity scores when comparing to samples from different
X repertoires. The binned mutual information is the only measure for which the similarity scores
between samples are very close to the similarity scores between repertoires. In fact, the similarity
scores are relatively high even when both samples came from a uniform repertoire (αrep ≥ 2.5).
However, there are also some unexpected outliers: the similarity score is 0 when both reads came
from repertoires with αrep = 2.5, as well as the reads from repertoires with repertoires with
αrep = 1.5 when randomization is used.

In order to gain a better understanding of how well the repertoire similarity is represented by
the sample similarity, the similarity scores between samples were plotted against the similarity
scores between of the underlying repertoires (Figures 4.36 to 4.41).

When comparing the correlation between sample frequency distributions and repertoire fre-
quency distributions, it turns out the results are in fact anti-correlated (Figure 4.36). Thus, the
correlation between samples is a bad predictor for the correlation between repertoires.
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Figure 4.21: The PG-index with the largest α is most affected by the sample size.
The most extreme example of this can be seen for the repertoire with αrep = 2.25, where the
sample size strongly affects the similarity score when PG-index α = 1, but not when α = 0.1.
Like with the I-index (Figure 4.20), non-uniform repertoires (low αrep) have higher similarity
scores than uniform repertoires, and the read amplification λ has a very small effect on the
measured similarity.
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Figure 4.22: The Horvitz-Thompson correction has a small impact on the PG-index.
The similarity scores are approximately the same as the similarity scores of the PG-index without
correction (Figure 4.21). The most notable difference is that with the Horvitz-Thompson
correction, the similarity score is slightly higher for samples with a small read amplification λ
(0.5) and large sample size (100000 cells).
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Figure 4.23: The more uniform the repertoire, the larger the impact of the subsam-
ple size on the Réniy divergence. In addition, the Rényi divergence is less stable across
replicates when the repertoire is more uniform (large αrep). The read amplification λ does not
have a large effect on the results.
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Figure 4.24: The correlation between two repertoires is highest when both reper-
toires have a high αrep value. Increasing randomization parameter αran causes nearly all
similarity scores to become close to 0.
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Figure 4.25: Contrary to the repertoires, the correlation between samples is highest
when at both of the repertoires has a low αrep. The correlation between repertoires is
shown in Figure 4.24. When the level of randomization is increased, the correlation decreases,
but only for the samples that had a high correlation when no randomization is used.
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Figure 4.26: The mutual information is highest when two repertoires have a similar
αrep value. The binned mutual information results in lower similarity scores than the mutual
information without binning. For the non-binned mutual information measure, the similarity
score between two repertoires increases when αran is decreased from 1.5 to 1.1 (meaning the
similarity is higher despite the repertoires being randomized more). Those repertoires are
repertoire X with αrep = 3 and repertoire Y with αrep = 2.5 and 2.75.
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Figure 4.27: The mutual information between samples is closer to the repertoire
similarity score when binning is used. The normalized mutual information assigns very
similar similarity scores to the samples from all repertoires, except for the samples from the
repertoire with αrep = 1.5. This is very different from the binned normalized mutual information,
which only assigns high similarity scores to samples from repertoires with a similar αrep. But
the samples from the randomized repertoires with αrep = 1.5 always have similarity score 0,
despite the non-randomized versions of these repertoires having a similarity score of 0.7. Both
versions of the similarity measure are not strongly affected by by the amount of clonal identifier
randomization. In fact, the non-binned version produces higher similarity scores when the amount
of randomization between the underlying repertoires is increased.
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Figure 4.28: Repertoires with similar αrep values tend to have a higher I-index. This
is especially true when there is no randomization. Increasing randomization decreases the I-index.
Similarity scores become lower when the I-index α is increased.
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Figure 4.29: Samples originating from repertoires with low αrep parameters show
the highest amount of similarity. When the underlying repertoire αrep values are high, the
similarity scores are close to 0. Choosing a lower I-index α results in higher similarity values,
but only for the samples that came from repertoires with a low αrep parameter.
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Figure 4.30: The PG-index is highest when both repertoires have a similar αrep.
This is similar to the I-index (Figure 4.28, but the PG-index has more abrupt differences in the
scores between repertoires, causing the most similar repertoires to have a PG-index of 1, and the
least similar repertoires a PG-index of 0. Increasing the PG-index α causes more repertoires to
have low similarity scores, except for the more uniform repertoires.)
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Figure 4.31: Most samples have a low PG-index, except for the samples from reper-
toires with a low αrep. The divide between high similarity and low similarity is stronger for
the PG-index than for the I-index (Figure 4.28).
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Figure 4.32: The Horvitz-Thompson corrected PG-index can exceed 1, causing the
most uniform repertoires to have a very high similarity score when compared to
each other. The Horvitz-Thompson corrected PG-index was always the same or higher than
the uncorrected PG-index (Figure 4.30).
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Figure 4.33: There are only minor differences between the sample similarity of the
Horvitz-Thompson corrected PG-index and the uncorrected PG-index. Uncorrected
PG-index results are shown in Figure 4.31.
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Figure 4.34: The dissimilarity scores are higher when two repertoires with very
different αrep values are compared. However, since the Rényi divergence has no upper limit,
it is difficult to define where the threshold between ‘similar’ and ‘dissimilar’ lies. When two
repertoires both have a high αrep value, they are seen as more ‘similar’ than if they both have
low αrep values. Higher Rényi divergence α parameters result in higher dissimilarity scores.
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Figure 4.35: The dissimilarity scores tends to be lowest when the samples come
from repertoires that both have a low αrep. Increasing the symmetrized Rényi divergence
α parameter results in higher dissimilarity scores.
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Figure 4.36: The similarity results between repertoires and between samples are
anti-correlated with each other. The difference in αrep values does not have a great impact
on the correlation between repertoires or samples. Increasing the clonal identifier randomization
parameter αran causes most repertoires and samples to have a Pearson correlation close to 0.

The strongest correlation between sample similarities and repertoire similarities can be seen in
the normalized mutual information, with and without binning (Figure 4.37). The normalized
mutual information without binning especially shows a high correlation between the sample-
similarities and repertoire-similarities when clonal identifier randomization is used. However,
Figures 4.26 and 4.27 also showed us that this measure gave nearly identical similarity scores
to samples from most repertoires. The binned normalized mutual information distinguishes
more clearly between reads from different repertoires, and also shows a correlation between the
sample- and repertoire similarities (Figure 4.37). However, this measure also has the least stable
similarity scores across the 100 replicates.

For the I-index, PG-index (uncorrected and corrected), and symmetrized Rényi divergence
(Figures 4.38, 4.39, 4.40 and 4.41), the sample similarity is most often the same or lower than the
repertoire similarity, but not higher. Here, the sample similarity scores can range from minimum
similarity to the repertoire similarity, and the sample similarity scores are stable across replicates.
These similarity measures also assigned the highest repertoire similarity scores to the repertoires
with very similar αrep values (i.e. repertoires with a similar frequency distribution).

The effect of the sample size

To explore the relationship between the sample size and the measured similarity in more detail, the
similarity experiment was repeated with sample sizes ranging from 10 to 100000 (see experiment
set-up in Figure 3.6c). The results are presented in Figures 4.42 to 4.47.

For all similarity measures except for the mutual information, the average sample similarity is
low when the sample size is small, and converges towards the repertoire similarity as the sample
size increases (Figures 4.42 and 4.44 to 4.47). When the repertoires are more uniform, a larger
sample size is needed for the sample similarity to converge to the repertoire similarity. Within
the previously mentioned range of sample sizes, this point is never reached for the most uniform
repertoires (αrep = 3). The mutual information measure is different in this regard, as it is the
only measure that over-estimates the sample similarity compared to the repertoire similarity
(Figure 4.43). The binned normalized mutual information sample similarity scores come closest
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Figure 4.37: Of all similarity measures, the mutual information has the strongest
Pearson correlation between the sample-similarity and repertoire-similarity. How-
ever, with the binned normalized mutual information, the variation across replicates is also
relatively high. Repertoires and samples with similar αrep values have higher similarity scores
than those with large differences in αrep. The amount of identifier randomization does impact the
mutual information; more randomization leads to a smaller mutual information. Furthermore,
the variance across replicates is higher in samples that have a higher mutual information.
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Figure 4.38: The I-index between read subsamples is usually the same as, or smaller
than the I-index between repertoires. This is especially true when the amount of repertoire
randomization is low. The I-index between repertoires tends to be highest when the difference
between αrep’s is small. The I-index is more stable across replicates when the I-index α is high.
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Figure 4.39: When the PG-index α = 1, a large portion of the sample similarity
scores are correlated with the repertoire similarity scores. This is not true for all
samples. A lower choice of PG-index α results in more scattered sample similarity scores.
Similarly to the I-index (Figure 4.38), the repertoire similarity is higher when the repertoire
αrep’s are similar to each other.
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Figure 4.40: The PG-index with Horvitz-Thompson correction has similar results
to the uncorrected PG-index. The most notable difference is that the corrected PG-index
can exceed 1, causing the similarity scores between some repertoires to be up to 1.5.
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Figure 4.41: Samples from similar repertoires can have a large variety of sym-
metrized Rényi divergence scores. The repertoires with similar αrep parameters have
a low symmetrized Rényi divergence, but the symmetrized Rényi divergence between their
samples can range from very low to very high. When the repertoires have a very different αrep,
the sample dissimilarties become more stable. Increased clonal identifier randomization causes
the results to be less stable across replicates. The choice of Rényi divergence α parameter has a
very large impact on the results, a high α increases the Rényi divergence.
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Figure 4.42: The correlation between samples becomes closer to the correlation
between repertoires when the sample size increases. For the repertoire with αrep the
repertoire similarity is never reached, not even with the largest sample size. The range of different
similarity scores across replicates becomes smaller when the samples are larger.

to the repertoire similarity, even with small sample sizes.
A notable difference between the I-index and PG-index (Figures 4.44 and 4.45) is that when the

PG-index α is increased, the repertoire similarity score is lower, resulting in faster convergence.
This is not the case for the I-index, because it has more stable repertoire similarities across the
range of I-index α values.

Similarity profiles

Similarity profiles are measures that posses one or more additional parameters, often called
α, that are used to up-weight or down-weight specific frequencies. As such, similarity profiles
encompass a range of related similarity measures, each focusing on a different component of
the data. To visualize how the similarity profiles behave over a range of different α values,
an experiment was done. The similarity profiles between reads from different repertoires were
measured using a range of α values (Figures 4.48 to 4.51).

The results for the PG-index with and without Horvitz-Thompson correction are almost
indistinguishable from each other (Figures 4.49 and 4.50). However, the I-index, PG-index and
symmetrized Rényi divergence each have their own unique profile shape (Figures 4.48, 4.49 and
4.51). Where the I-index profile gradually decreases with varying amounts of curvature, the
PG-index profile has distinct ‘bumps’. For both measures this causes the similarity profiles
to cross occasionally, resulting in a different relative ordering of repertoire similarity scores.
Furthermore, in case of the I-index, the curvature of the profile seems to reflect the difference
in underlying repertoire αrep. And the ‘bumps’ in the PG-index profiles do not all peak at the
same profile α. This shows that a single similarity measure α is not always able to explain the
full picture.

This effect is less present with the symmetrized Rényi divergence, for which the dissimilarity
profiles do not cross as frequently. However, when the profile α becomes very small or large, the
dissimilarity profiles do sometimes overlap.
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Mutual information as a function of the subsample size

Figure 4.43: Mutual information is the only similarity measure that over-estimates
the similarity when the sample size is too small. This is true for both the binned and
non-binned measures. The normalized mutual information has a high variance in similarity scores
across replicates when the sample size is small and the αrep = 1.5, this variance becomes smaller
when αrep increases. This is opposite for the binned normalized mutual information. The binned
normalized mutual information is most similar between repertoires and their samples.
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I-index as a function of the subsample size

Figure 4.44: The larger the sample size, the closer the sample similarity comes to
the repertoire similarity. However, when the underlying repertoires are very uniform (αrep
= 3), the sample similarity never comes close to the ground truth repertoire similarity. When
the sample sizes are small, the similarity values vary more across replicates. This is especially
true for the most non-uniform repertoire. Furthermore, when the I-index α is high, a smaller
sample size is needed for the sample similarity to converge to the repertoire similarity.
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PG-index as a function of the subsample size

Figure 4.45: The sample similarity is closest to the repertoire similarity when the
PG-index α is 1. The repertoire similarity can change a lot for different values of α. In most
cases, increasing the sample size causes the sample similarity to converge towards the repertoire
similarity. However, when comparing repertoires with αrep = 1.5 and PG-index α = 0.1, the
sample similarity converges towards a lower value.
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PG-index (Horvitz-Thompson corrected) as a function of the subsample size

Figure 4.46: The results for the PG-index with Horvitz-Thompson correction are
nearly identical to the results for the PG-index. The uncorrected PG-index results are
shown in Figure 4.45. After correcting the PG-index, the repertoire similarities are slightly
higher, especially for the repertoires with αrep = 3.
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Symmetrized Rényi divergence as a function of the subsample size

Figure 4.47: Enlarging the subsample size causes the sample similarity to slowly
converge towards the repertoire similarity. The only case where the repertoire similarity
is reached is when comparing repertoires with αrep = 1.5 and symmetrized Rényi divergence α =
0.5. Note that the Symmetrized Rényi divergence could not be calculated for many subsamples
smaller than 100 cells. The small range of similarity scores is a result of missing data.
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Figure 4.48: The difference in the repertoire αrep of two read samples is not directly
reflected by any individual I-index, but rather by the curvature of the I-index profile.
The I-index is high when at least one of the repertoires has a low αrep, and highest when both
do. This is especially true when the chosen profile α is close to 0. However, when the underlying
repertoire αrep’s are similar, the I-index profile decreases less than when the αrep’s are dissimilar.
Choosing a different profile α can thus result in a different relative ordering of similarity scores.
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Figure 4.49: The PG-index is not exclusively increasing or decreasing. Instead, the
PG-index profiles have a ‘bump’. The peak of this bump occurs at different profile α’s for each
combination of repertoires. Therefore, the relative similarity scores between repertoires can be
vastly different for each individual profile α.
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Figure 4.50: The Horvitz-Thompson corrected PG-index profiles are very similar
to the uncorrected profiles. There are some slight differences in the ranges of similarity
scores between the corrected and uncorrected PG-index (see Figure 4.49). However, the average
similarity scores are not substantially different.
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Figure 4.51: The higher the αrep, the harder it is to distinguish reads from different
repertoires based on the symmetrized Rényi divergence. Although the similarity profiles
are exclusively increasing, the profiles may overlap or cross each other when the profile α is close
to 0, or close to 1.
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Comparing similarity measure results

In order to gain a better understanding of how the similarity measures compare to each other,
Figures 4.52 and 4.53 were made. The measures were compared based on the similarity scores
that were given to the simulated read data presented in section 4.3.2.

In Figure 4.52, the similarity scores for each measure are plotted against each other, and the
Pearson correlation values between datasets are shown. In Figure 4.53, a network is shown based
on the absolute Pearson correlations between the similarity measure results.

Both figures show that the two versions of the normalized mutual information are the most
distinct similarity measures. The I-index, PG-index (with and without Horvitz-Thompson
correction) and symmetrized Rényi divergence are all closely related to each other. As expected,
the different varieties of the same similarity profiles also cluster closely together in Figure 4.53.
The PG-index and I-index show a very strong linear relationship when comparing individual α
values, despite showing very different patterns over a range of different α values (see Figures 4.48
and 4.49).

4.3.3 Key findings

• The Rényi entropy of samples correlates most strongly with the Rényi entropy of their
repertoires when the profile α is high, but a high profile α also results in more variation in
diversity scores across sample replicates (Figures 4.16 and 4.17).

• For all similarity measures holds that samples taken from uniform repertoires got lower
similarity scores than samples taken from skewed repertoires (Figures 4.18 to 4.23).

• Most similarity measures were not affected by the read amplification λ, except for the
normalized mutual information (both binned and non-binned) (Figures 4.18 to 4.23).

• A higher sample size resulted in a better estimate of the underlying repertoire similarity.
However, when the repertoire is very uniform (αrep = 3), sample sizes as large as 10% of
the repertoire still resulted in an under-estimation of the similarity, for most measures
(Figures 4.42 and 4.44 to 4.47). An exception is the normalized mutual information, which
over-estimates the similarity (Figure 4.43).

• The divergence of master repertoires (defined by αrep and αran) is best described by the
PG-index (Figures 4.30 and 4.32). Other well-performing measures are the I-index (Figure
4.28), symmetrized Rényi divergence (Figure 4.34) and to a lesser degree the normalized
mutual information (Figure 4.26).

• The strongest correlation between sample-similarities and repertoire-similarities was seen
among the binned and non-binned mutual information (Figure 4.37). The worst performance
was seen in the correlation (Figure 4.36).

• Additional information about the similarity of two read samples might be encoded in the
shape of a similarity profile, rather than the values. For the I-index, the curvature of the
similarity profile seems to be correlated with the difference in αrep values of the underlying
repertoires.
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Figure 4.52: Although some of the similarity measure results are correlated, many
are not, meaning they use different features of the data to calculate the similarity.
A perfect correlation can be seen between the PG-index with and without Horvitz-Thompson
correction. These measures are also strongly correlated with the I-index, (Pearson correlation
= 0.997). The I-index is a transformation of the Rényi divergence. When plotted against each
other, the points form a curved line with no clear outliers. The other measures show a more
scattered pattern when compared to each other.
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Figure 4.53: Mutual information is the most distinct similarity measure. The nor-
malized mutual information measures (binned and non-binned) are most distinct from all other
similarity measures, including being distinct from each other. The different versions of the
similarity profiles (PG-index, I-index and symmetrized Rényi divergence) all cluster together.
Symmetrized Rényi divergence is most related to the correlation. The relatedness between
similarity measures is defined as the absolute Pearson correlation between the similarity scores
(most of the raw Pearson similarity scores are shown in Figure 4.52). The abbreviations of
the similarity measure names match the formulas presented in Section 3.3.2. Edges are shown
between the similarity measures with a correlation greater than 0.75. The edge weights represent
the correlations between similarity measures.
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4.3.4 Web-based interface in the Genomic HyperBrowser

In order to make the functionality for the experiments in Figure 3.6 publicly available, an
interface was implemented as a tool in the Genomic HyperBrowser. The Genomic HyperBrowser
is a web-based interface, which provides tools for the statistical analysis of genomic data. The
interface can be found at the Genomic HyperBrowser instance ‘recpatt’: https://hyperbrowser.
uio.no/recpatt/. Figure 4.54 shows a screenshot of the web interface. The interface can be
used to perform five main types of experiments, calculating:

• Diversity profiles

• Similarity measures, using reads from the same repertoire

• Similarity measures, using reads from different repertoires

• Similarity profiles, using reads from the same repertoire

• Similarity profiles, using reads from different repertoires

Once the experiments are done, the results are presented in figures similar to the fig-
ures found in this thesis. This allows anyone to recreate the results presented in Section
4.3, or to repeat any of the experiments using different parameters. A more detailed ex-
planation of how to use this tool, and the results for several example experiments have
been published on this web page: https://hyperbrowser.uio.no/recpatt/u/lonnekes/p/

simulated-repertoire-experiments-ms-thesis

Figure 4.54: A tool for measuring diversity and similarity of simulated immune
receptor repertoires is available in the Genomic HyperBrowser. The left panel shows
the menu with available Genomic HyperBrowser tools. The black arrow indicates where the
tool can be found in this menu. The middle panel displays the fields where the settings for the
experiments should be filled in. The right panel shows the history elements of previously run
experiments.
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5.1 Power law distortion in experimental immune repertoire data

Immune repertoire frequency data follows a heavy-tailed distribution, which has been suggested
to be a power-law distribution. The first objective of this thesis was to fit power-law distributions
to previously published immune repertoire data. This was done to (i) examine how well the
frequency distributions can be described by a power law, and (ii) to investigate whether the
power law α̂ estimates differ between groups of repertoires.

As Clauset et al. pointed out, it is difficult to prove a dataset is truly power-law distributed,
but for many applications it is sufficient to prove the data follows a heavy tailed distribution [50].
If the research goal were to uncover the underlying processes that gave rise to the clonal frequency
distribution, it would be important to know whether the data is strictly power-law distributed,
or follows some other distribution. In the case of HTS immune repertoire data, we have to keep
in mind that the sequence read frequencies do not perfectly reflect the true clonal frequencies in
the body. The frequencies are distorted due to multiple processes. These include subsampling,
read amplification bias, sequencing errors, and the fact that immune receptor chains (TCRα
and β, or BCR heavy and light chains) are often not paired after sequencing [19]. Therefore,
examining experimental immune receptor frequency data cannot prove whether the underlying
repertoire in the body truly follows a power law. Rather, the goal was to examine whether the
power law describes the data robustly enough for the meaningful comparison of α̂ estimates.

5.1.1 Visual assessment of distributions on double-logarithmic plots

While a power-law distribution cannot be ruled out for some of the repertoires, most repertoires
do not meet the necessary requirement of producing a straight line on the double-logarithmic plot.
This made it difficult to fit power-law distributions robustly to some of the immune repertoire
datasets, because they were not always fitted to the same ‘curve’ or ‘bump’ in the data. Both
the human BCR and TCR datasets contained examples of comparable repertoires where the
estimated power-law distributions were dissimilar (see Figures 4.3 and 4.5).

The repertoires that came closest to obeying a power law were the human TCR repertoires
(Figures 4.5 and 4.6), and in the mouse BCR dataset the naive B cells (Figure 4.1b), and to a
lesser degree the pre-B cells (Figure 4.1a). The plasma cells in the mouse BCR dataset, and
memory B cells in the human BCR dataset showed very ‘bumpy’ lines on the double-logarithmic
plot, making a power-law distribution a bad descriptor of those datasets.

Interestingly, in the mouse BCR data the pre- and naive B cells showed relatively straight
lines on the double-logarithmic plots (Figure 4.1). Yet for the human BCR data, the opposite
was true: naive B cells showed a very ‘bumpy’ line compared to the memory B cells on the
double-logarithmic plot (Figures 4.3 and 4.4). It is not certain whether this effect occurred
due to differences in the true clonal frequency distributions, or other factors such as a differing
experimental set-up.

5.1.2 Power law α̂ consistency within and between groups

In the mouse BCR dataset, the read frequency distributions of each cell type showed a distinct
shape on the double-logarithmic plot. To some degree, this grouping was reflected by the α̂
estimates and relative choices of xmin. The α̂ estimates were different between cell types and
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isotypes, and α̂ as well as xmin were particularly consistent for the pre- and naive B cells (Figures
4.2 and 4.9). This indicates that there is a difference in the true clonal frequency distributions of
different cell types. The α̂ estimate for pre-B cells ranged around 4, and for naive B cells slightly
lower, around 3.5, indicating that the immune repertoires become more skewed as pre-B cells
mature into naive B cells. Plasma B cells did not follow a straight line on the double-logarithmic
plot, making the α̂ estimates less meaningful. However, there were notable differences between
the α̂ estimates of IgM and IgG repertoires, particularly in bone marrow plasma cells. The α̂
estimate for IgG repertoires was around 1.5, whereas for IgM estimates it was closer to 2 in
spleen plasma cells, and as high as 4 in bone marrow plasma cells.

The human TCR dataset showed that there was no substantial difference between the repertoire
α̂ estimates across gender, ethnicity or CMV seropositivity status. A previous study by Oakes
et al. [37] also fitted power-law distributions to TCR repertoire data. They show α̂ estimates
> 4 for naive T cells, and close to 2 for memory T cells. The TCR repertoires examined in
this thesis were not sorted per cell type, meaning each repertoire contains a mixture of different
cell types [25]. Our α̂ estimates for TCR repertoires were close to 3, which is right in between
the α̂ estimates for naive and memory T cells found by Oakes et al. [37]. Although the TCR α̂
estimates have to be taken with a grain of salt, as the power-law distribution was not consistently
fitted to the same region of the data (Figure 4.6). A later experiment with simulated data has
revealed that the majority of the power-law distributions, which were fitted to low-frequency
clonotypes, should have rather been fitted to high-frequency clonotypes (see Section 5.2.1). This
means the true α for these TCR repertoires may be closer to 2.

5.1.3 Impact of experimental procedures on the read frequency distributions

When comparing the immune repertoire frequency data from the three different studies, there
are notable differences between the shapes of the frequency distributions. Whereas the BCR
repertoires followed a curved line on the double-logarithmic plots, this was entirely absent in
most (594/663) TCR datasets. And in the mouse BCR dataset, the α̂ estimates differed vastly
between the IgM and IgG repertoires of plasma cells (Figure 4.2). This indicates that the shapes
of clonal frequency distributions may be influenced by the experimental techniques that were
used to gather the data.

A difference between the data from Oakes et al. and the data used in this thesis, is that
they used Unique Molecular Identifiers (UMIs). UMIs are unique tags that are added to each
read before amplification [79]. Collapsing the final sequence reads per UMI results in sequence
read frequencies that are closer to the true frequencies that were present in the sample, and
thus reduces the error introduced by read amplification [79]. The study shows that the read
frequencies before UMI-based error correction follow a similar ‘curve’ on the double-logarithmic
plot as presented in the BCR data in this thesis (Figures 4.1, 4.3 and 4.4). However, after this
correction, the curved shape disappeared. The authors state that UMI-based error correction
was necessary in order to observe power law behavior in the data.

A gold-standard method for immune repertoire sequencing does not yet exist, which complicates
the the direct comparison of power-law estimates across different studies [19, 80].

5.2 Generative model for immune repertoire frequency data

As explained in Section 1.3, immune repertoire frequency data is distorted through subsampling
and sequencing. To gain a better understanding of this distortion, the second objective of this
thesis was to implement a generative model for simulating immune repertoire HTS read data.
The model was subsequently used to (i) discover whether the read frequency distributions follow
a power-law distribution, given that the master repertoires do, (ii) to explore how the master
repertoire power law, sampling size and sequencing depth affect the read frequency distributions,
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and (iii) to compare the frequency distributions of experimental and simulated read data.
The model uses a Poisson distribution to model read amplification. A Poisson distribution

describes the minimum amount of error expected during read amplification. Therefore, the results
of the model should be interpreted as the ‘optimal scenario’. In reality, the level of distortion
may be greater than what is presented here, but is unlikely to be smaller, unless additional
error-correction techniques are used (such as UMIs, described in Section 5.1.3).

5.2.1 Power law in simulated immune repertoire data

The simulated read frequency distributions show clear distortions compared to the original
power-law distributed master repertoire. The distortion was largest among the low-frequency
clonotypes in the repertoires. As a result, the read frequency distributions showed a characteristic
‘curve’ in the low-frequency values on the double-logarithmic plots (Figure 4.10). This ‘curve’
was most pronounced in the repertoires with a high αrep. This is understood, as the repertoires
with a high αrep consist mostly of low-frequency clonotypes. Some of the samples also exhibited
an ‘upward bend’ among the high-frequency reads on the double-logarithmic plots. The slope of
these frequency values corresponded to the slope of the original distribution.

Increasing the read amplification parameter λ creates a sharper ‘curve’ among the low-frequency
values on the double-logarithmic plot (Figure 4.11). It did not, however, change the slope of
the plotted data among the high-frequency values. Based on the simulated clonal frequency
data, it can not be concluded that higher read amplification creates a bias in the α̂ estimate, as
long as the samples are large enough. Large sample sizes are needed to be able to exclude the
low-frequency clonotypes that follow a ‘curve’ on the double-logarithmic plot.

For very skewed repertoires (with a high αrep), the α̂ estimate came closest to the ground
truth αrep. The more uniform the master repertoire, the larger the degree to which α̂ was over-
estimated (Figure 4.12). Moreover, α̂ was almost never under-estimated. In skewed repertoires, a
relatively low xmin is chosen. Together with the fact that skewed repertoires contain relatively few
low-frequency clonotypes, this resulted in more of the available data being used for predicting α̂
(Figures 4.13 to 4.15). Increasing the sample size did create more accurate α̂ estimates. However,
in the repertoire with αrep = 3, even a sample size as large as 10% of the original repertoire
still produced α̂ estimates substantially higher than the true αrep. As described in Section 5.1.2,
many of the α̂ estimates of experimental datasets were found to be around 3 or higher. It could
be possible that these estimates are too high compared to the true clonal distributions in the
body. However, additional experiments would be needed to verify this, as the repertoire size used
in this thesis (106) is small compared to real repertoires. In comparison, the estimated number
of naive T cells in a mouse repertoire is 6× 107, and for humans this is 3× 1011 [81]. Perhaps
the degree of over-estimation of α̂ differs for larger repertoires.

5.2.2 Understanding patterns in experimental data through comparison with
simulated data

The ‘upward bend’ seen in simulated read samples could also be found in the experimental human
TCR data, causing the power-law distribution to be fitted to either the low-frequency or high-
frequency clonotypes in the dataset (Figure 4.6). In the simulated read frequency distributions,
the high-frequency clonotypes reflected the underlying power-law αrep most accurately. It can
therefore be concluded that the ‘high frequency’-fit for the power-law distribution in TCR
repertoires describes the true clonal frequency distribution best. Disconcertingly, of the 609
repertoires that displayed this ‘upward bend’, the power-law was fitted to the high-frequency
clonotypes in only 169 of the cases. Therefore, the true α values of the TCR repertoires might
be lower than the values displayed in Figure 4.7, as the slope of the high-frequency values is less
steep on the double-logarithmic plots. This also explains the extreme outliers among α̂ estimates
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of TCR repertoires; they are all cases where the power-law distribution was fitted to only a small
number of low-frequency clonotypes.

Although there are general patterns that are present in both the experimental and simulated
read frequency data, there are also differences between the datasets. The plasma cell repertoires in
the mouse BCR dataset showed irregular bumps that could not be recreated using the generative
model (Figure 4.1). This also holds for the bumps present among the high-frequency clonotypes
in the human naive B cell BCR repertoires of donors 1 and 2 (Figure 4.3). Perhaps the true
processes that give rise to clonal frequency distributions can not be explained accurately enough
by a power-law distribution.

5.2.3 Strengths and weaknesses of the generative model

The generative model was implemented with the intent of being straightforward and uncompli-
cated. The goal was not to recreate immune repertoire frequency distributions as accurately as
possible, but rather to show how a series of simple modifications can give rise to patterns that
were also found in experimental data.

Simulation of read frequency distributions

The model is based on the assumption that immune repertoires follow a power-law distribution.
The experimental read frequency distributions have been distorted through subsampling and
sequencing. Subsampling is a rather straightforward procedure, and is therefore likely to be
accurately captured by the model. Sequencing, however, is a more complicated process.

The choice of the Poisson distribution to represent sequencing was intentional, as it strengthens
the argument that experimental read frequency distributions are heavily distorted compared to
their underlying repertoires, even in the best case scenario. However, in applications where the
total range of expected read frequencies is investigated, a wider or more skewed distribution
may be preferred. The negative binomial distribution has been proposed as a more realistic
alternative to the Poisson distribution [68, 69], as it allows for a higher variance. Depending
on the methodologies being used, the read amplification process might be biased. As a result,
the final number of reads per starting molecule might even follow a log-normal distribution [45].
Which distribution is preferred depends on the research question. The current implementation of
the model and the web-based interface are only based on Poisson distributions, but this could
easily be extended to allow for the usage of alternative distributions.

Clonal identifier randomization

For the comparison of multiple repertoires (as discussed in Section 5.3), not only are the clonal
frequencies of importance, but also the clonal identifiers to which the frequency values are
assigned.

Several studies have identified clonotypes that are not only found in one individual, but are
shared among many individuals in the population [25, 82]. Greiff et al. showed that, with the
use of machine learning, publicity of BCR and TCR clonotypes could be predicted from the
CDR3 sequence with 80% accuracy [65]. Although the precise mechanisms that determine clonal
publicity are not known [83], we do know that public clonotypes are biased towards having higher
clonal frequencies [66]. This feature is captured by the generative model. Because a power-law
distribution is used to draw clonal identifiers without replacement, ‘common’ clonal identifiers
are more likely to be assigned to high clonal frequencies, whereas low clonal frequencies have a
higher chance of receiving an ‘uncommon’ identifier.

An advantage of this randomization method is that, given the size of a simulated repertoire,
we know approximately where we would expect each clonal identifier to occur. This is the
‘baseline’ ordering of clonotypes: the standard ordering without randomization. As a result, each
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clonal identifier implicitly contains information about how likely it is to occur in a randomized
repertoire. In other words, the clonal identifiers themselves are meaningful for the prediction of
publicity in simulated repertoires. This is comparable to how the CDR3 sequence is meaningful
for the prediction of publicity in real immune repertoires [65].

The current implementation of clonal identifier randomization does however also come with a
challenge. Even if a power-law distribution approximates the relationship between the clonal
ordering of multiple individuals, that does not answer the question of what range of αran values
would realistically be expected. The settings for this parameter are difficult to interpret, as they
reflect an abstract feature about the data. Therefore, the αran values used in this thesis might
not be optimal. Additional experiments could help to verify what range of αran values describe
the experimental data best. For example; one could identify the percentage of shared clonotypes
among high-, medium- and low-frequency clonotypes in experimental immune repertoires, and
compare this to simulated datasets.

5.3 Benchmarking diversity and similarity measures for clonal
frequency distributions

There currently exists a lack of clear guidelines for the quantitative characterization and compar-
ison of clonal frequency distributions. Therefore, the third objective of this thesis was to use the
generative model in order to benchmark diversity and similarity measures for clonal frequency
data. The model was used to (i) explore the relationship between the diversity and similarity
scores of read samples and the repertoires they originate from, (ii) analyze how the sampling and
sequencing parameters may influence the similarity scores, and (iii) compare similarity measures
to each other.

Several measures of diversity and similarity have been benchmarked in this thesis, using
simulated clonal frequency data. The advantage of using simulated data for this purpose is that
the true underlying repertoires are known. Additionally, the degree of true similarity between
repertoires can be controlled. Since simulated data is used, instead of experimental data, this
has implications for the way the results should be interpreted. The main focus should be on
patterns in the diversity and similarity scores, as a result of changing the underlying parameters.
In contrast, it is not useful to focus on specific diversity or similarity scores, or parameter values,
because experimental data is unlikely to directly resemble the simulated data. Even if it were to,
the underlying parameter values in experimental data (such as the true αrep and αran) are often
unknown.

5.3.1 Diversity profiles

The Rényi entropy profiles showed a clear separation between repertoires based on their underlying
power law αrep (Figures 4.16 and 4.17). The most uniform profiles had the highest entropy,
whereas the skewed repertoires had a steeply descending Rényi entropy profile. The Rényi entropy
profiles of the reads derived from those repertoires followed a comparable separation based on
αrep. The Rényi entropy of repertoires and reads converged when a high enough Rényi α was
used, although this also resulted in a higher variance in entropy across read sample replicates. For
the most uniform repertoires, a higher Rényi entropy α was necessary to observe this convergence,
showing yet again the difficulty of characterizing the underlying repertoire from sample data
when the repertoire is very uniform.

Similar Rényi entropy curves were found by Rempa la and Seweryn, who tested the Rényi
entropy on subsampled experimental immune repertoire datasets. Their results too show that
the Rényi entropy for the subsample is far lower than the Rényi entropy of the full dataset,
particularly when α < 1, but converges as α becomes larger.
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5.3.2 Similarity measures

It holds for all similarity measures that samples from skewed repertoires have higher similarity
scores than samples from the most uniform repertoires. Furthermore, a higher sample size results
in sample-similarity scores closer to the ground truth repertoire similarity. The read amplification
λ generally did not have an effect on the similarity scores, except for the scores produced by the
normalized mutual information.

In practice, correlation is not commonly used for calculating the similarity of read frequency
data. This measure was included to provide a baseline to compare the other similarity measures
to. Without clonal identifier randomization, the correlation was able to discriminate between
repertoires with similar and dissimilar αrep parameters. But this ability disappeared as soon as
clonal identifier randomization was used (Figure 4.24). Most importantly, the sample-similarity
scores and corresponding repertoire-similarity scores were anti-correlated (Figure 4.36). This
makes the correlation a poor-performing measure for the overlap between clonal frequency
distributions.

The normalized mutual information (without binning) is sensitive to changes in the number of
clonal frequencies that is being compared. As a result of this, this is the only similarity measure
that was substantially affected by the read amplification λ (Figure 4.19). Furthermore, the
sample-similarity and repertoire-similarity scores for the normalized mutual information are highly
correlated (Figure 4.37). However, this comes at a cost, as the normalized mutual information is
not very good at discriminating between repertoires with similar and different underlying αrep
values, particularly when clonal identifier randomization is used (Figure 4.26). Therefore it can
be questioned how meaningful the high correlation between sample- and repertoire-similarity is.

Binning is a common practice when using the mutual information measure [84]. The binned
normalized mutual information shows vastly different results from the non-binned variety of the
measure. The binned normalized mutual information shows a better discrimination between
randomized repertoires, although the maximum observed similarity score is relatively low (Figure
4.26). After the non-binned mutual information, the binned mutual information shows the highest
correlation between sample- and repertoire similarities, although the variation in similarity scores
across replicates is high (Figure 4.26). Perhaps the ideal mutual information measure lies in
between the two versions of the measure that were explored in this thesis. Using a smaller
bin-size, or a different binning method could result in a mutual information measure which is
able to discriminate between differently distributed repertoires, yet retains a high correlation
between sample- and repertoire similarities, with more stability across replicates.

The PG-index, I-index and symmetrized Rényi divergence are three related similarity measures.
All three measures gave the highest similarity scores to the repertoires with similar αrep values,
even up to the highest level of clonal identifier randomization (Figures 4.28, 4.30 and 4.34).
This means the measures provide an accurate estimate of the expected similarity scores between
repertoires, and thus reflect the divergence of sister repertoires very well. The sample-similarity
scores for all three measures were at most as high as the underlying repertoire similarity scores,
and were more stable across sample replicates than the binned normalized mutual information
(Figures 4.38, 4.39 and 4.41). The sample-similarity scores were under-estimated in the most
uniform repertoires, with αrep ≥ 2.5 (Figures 4.29, 4.31 and 4.35). A disadvantage of the Rényi
divergence is that it has no upper limit, making it more difficult to interpret the similarity scores.
At scaling α = 0.5, the I-index and PG-index yield nearly identical results (Figures 4.28 and
4.30). The I-index discriminates stronger between differently distributed repertoires when the
scaling α = 1, whereas the opposite is true when scaling α = 0.1. The PG-index discriminates
more strongly between repertoires both when the scaling α = 1 and 0.1.

Two variants of the PG-index were explored in this thesis; one with and one without Horvitz-
Thompson correction. The Horvitz-Thompson correction only resulted in a small adjustment
of the similarity scores of samples, which did not substantially impact the performance of the
PG-index (Figures 4.39 and 4.40, 4.49 and 4.50). It should be noted that, due to the Horvitz-
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Thompson correction, the PG-index may exceed the upper similarity score limit of 1, which can
be problematic when highly similar and large samples are compared.

There exists no perfect similarity measure, but some of the measures described here have
more advantages than others. The I-index and PG-index proved to be particularly good at
describing the divergence of sister repertoires, while producing a similarity score between 0 and
1. These indices were however not able to measure substantial overlap between samples from
the same repertoire when the underlying repertoire was very uniform (αrep ≥ 2.5). The binned
normalized mutual information showed a better performance in this regard, but was not able to
discriminate as well between repertoires when clonal identifier randomization was used. Rempa la
and Seweryn tested the performance of several similarity measures by subsampling experimental
TCR repertoire datasets. They too conclude in favor of the I-index and PG-index, which
outperformed the Sørensen and Chao-Jaccard indices. Additionally, the authors suggest using a
Good–Turing estimator of the sample coverage. This estimator can be used to adjust the scaling
α for similarity measures. Because the Good-Turing estimator is between 0 and 1, this naturally
up-weigths the importance of low-frequency clonotypes (PG-index) or negative dependence
(I-index) when under-sampling is likely. Additional experiments should be performed to verify
whether this results in a better correlation between repertoire-similarity and sample-similarity.

5.3.3 Similarity profiles

The I-index, PG-index and symmetrized Rényi divergence encompass a range of different simi-
larity measures, which can be used to calculate similarity profiles. Similarity profiles are more
informative than individual measurements, as additional information can be encoded in the
shape of the similarity profile. Despite the I-index and PG-index showing a high correlation for
their similarity scores when using α = 0.5 (Figure 4.52), their similarity profiles differ in shape
(Figures 4.48 and 4.49). The PG-index profiles displayed a ‘bump’ around α = 0.5, whereas
the I-index profiles showed a smooth decreasing curve. In the case of the I-index, the curvature
of the similarity profile reflected the distance between the underlying repertoire αrep values.
Similarity profiles may intersect, meaning that using different scaling α’s can result in a different
relative ordering of similarity scores between repertoires or samples. Therefore, a single similarity
measure cannot reflect the total repertoire similarity as well as a similarity profile. The similarity
profiles for the symmetrized Rényi divergence ran nearly parallel to each other, making these
similarity profiles less informative than the I-index and PG-index profiles.
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6 Conclusion

This thesis shows how experimental immune repertoires represent a distorted version of the
underlying clonal frequency distribution. This in turn complicates the characterization of the
underlying distribution based on the read frequency dataset.

Although the assumption that clonal frequency distributions in the body obey a power law
may still hold, this is not true for all read frequency distributions of experimental and simulated
datasets. Power-law distributions could be fitted robustly to some of the experimental datasets.
Yet we also found examples of comparable distributions with vastly differing α̂ estimates, due to
the power-law distribution being fitted to different sections of the data. Furthermore, the datasets
from different studies showed notable differences, indicating that experimental procedures could
influence the read frequency distributions. Consequently, the direct comparison of power law α̂
estimates should be done with caution.

Through the analysis of simulated datasets we showed that the distortion is strongest among
the low-frequency clonotypes. As a result of this, α̂ was consistently over-estimated in the
most uniform repertoires (αrep = 3). The highest-frequency clonotypes often remained true to
the original power law, given that the sample size was large enough. Thus, when estimating
the true repertoire αrep from an experimental read sample, it is important to choose an xmin

threshold high enough, in order to exclude the low-frequency values that follow a ‘curve’ on the
double-logarithmic plot of the read frequency distribution against the CDF.

Predicting the diversity and similarity of simulated repertoires given a subsampled read
frequency distribution also proved to be challenging for the most uniform repertoires (αrep ≥ 2.5).
This resulted in under-estimation of the diversity and similarity scores (except the normalized
mutual information, which was over-estimated in small samples). Diversity profiles of simulated
read samples and their underlying repertoires converged when using a high Rényi entropy α, but
variation across sample replicates increased when the underlying repertoires were most uniform.
The I-index and PG-index similarity measures proved to be particularly effective at reflecting
the divergence of sister repertoires due to changing frequency distributions and clonal ordering.
A word of caution, however: these measures are prone to severely under-estimating similarity of
samples from the most uniform repertoires (αrep = 3), even with sample sizes as large as 10% of
the original repertoire. The Horvitz-Thompson under-sampling correction for the PG-index did
not substantially improve this bias.

Disconcertingly, the α̂ estimates found in experimental data often exceeded 2.5. This is
especially true for naive immune cell repertoires, which have undergone little clonal expansion.
Therefore, the similarity measures described in this thesis may only be useful for comparing
repertoires which have undergone significant clonal expansion.

6.1 Future work

6.1.1 Extending the web-based interface

Currently, the web interface described in Section 4.3.4 can be used to recreate many of the
experiments presented in this thesis, using different parameters. The tool can easily be extended
to include more options for generating simulated read frequency distributions. By doing so, this
web interface could serve as a versatile tool for generating null models to guide experimental
study design regarding necessary sequencing and sampling depth. The user could estimate a
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range of settings for each parameter, and compare the results to those found in experimental
data. Valuable additions to the tool include:

• Alternative distributions to simulate read amplification, such as negative binomial or
log-normal distributions.

• Additional similarity measures, such as the Jaccard and Sørensen indices.

• Additional single-sample statistic (‘diversity’) measures, such as species evenness, species
richness or estimating the power law α̂ parameter.

• Functionality to allow the user to save and re-use repertoires, and upload their own frequency
distributions to be used as master repertoires. This way, one could also investigate how
stable the similarity or diversity scores are across subsamples of an experimental clonal
frequency dataset.

• Parallelization of experiments, to speed up the generation of results. This program is
particularly suitable for parallelization, because each combination of parameter settings
can be executed separately, without a need for communication between the processes.

6.1.2 Future of immune receptor repertoire comparison

Recently, machine learning techniques have been applied to correlate immunological statuses
with diversity profiles [36]. The results in this thesis have indicated that the shapes of similarity
profiles contain additional information, such as the relative levels of clonal expansion between
repertoires, at least for the I-index. The machine learning techniques previously applied to
diversity profiles could potentially uncover additional information that is stored in the shapes of
similarity profiles created by both the I-index and PG-index.

This thesis has described and analyzed the difficulties of comparing immune receptor repertoire
data when the underlying repertoires are too uniform. This issue arises in uniform repertoires
because there is relatively little clonal overlap between subsamples. The methods explored in this
thesis only characterize and compare clonal frequency distributions, but do not utilize sequence
information. Similar immune receptors often recognize the same epitope [85, 86], indicating
that similar (but not identical) clonotypes in different immune repertoires are also a sign of
repertoire similarity. The future direction of immune repertoire comparison depends therefore
upon merging receptor sequence similarity and clonal frequency information [27].

A sequence motif-dependent representation of immune repertoires is a k-mer based representa-
tion. Instead of considering the number of identical immune receptor sequences, the occurrence
of sub-sequences of length k are considered [87]. The same (or similar) sub-sequences in different
immune receptors are expected to have similar antigen binding capabilities, making the frequent
occurrence of the same k-mer in multiple individuals biologically meaningful. Perhaps more
overlap can be detected between immune repertoires when a k-mer based representation is used.
Ostmeyer et al. recently used a logistic regression model to identify cancer-specific k-mer motifs.
The authors state that the complete receptor sequences bearing these motifs were not shared
across patients [87]. However, when computational (machine learning) methods are used to
analyze sequence information, for example to define sequence motifs, the importance of accurate
representation of clonal frequency distributions should be emphasized. Were the frequency
distribution to be biased, then the sequence information it contains would also be also corrupted.

An entirely alternate method for describing the sequences present in an immune repertoire
consists of drawing a sequence similarity network. In such networks, immune receptor sequences
are represented as nodes, and connected with edges that represent the sequence similarity [83].
Such networks have shown to be highly reproducible across individuals. Sequence similarity
networks can be used to compare immune repertoires in an entirely different way, by focusing on
the graph structures drawn between related sequences [83, 88].
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