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Abstract

In this project I have investigated Dense Visual Inertial SLAM and how the fusion
of an IMU signal with pose estimates from Dense Visual SLAM and Dense Visual
Odometry can improve map quality. The system aims to both retrieve metric
scale and improve the relative accuracy of the estimated maps. Two approaches
are proposed. An offline approach where global pose estimates from Dense Visual
SLAM will be fused with an IMU, and an online approach where relative pose
estimates from Dense Visual Odometry is fused with an IMU. The fusion is
performed in the framework of Factor Graphs and for both approaches batch
smoothing will be performed incrementally as the map is built. The two approaches
are tested on the European Robotics Challenge (EuRoC) dataset and the resulting
maps are presented and discussed.
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Abbreviations

Dof degrees of freedom

IMU inertial measurement unit

LHS left hand side

LSD SLAM large scale direct SLAM

RHS right hand side

RMSE root mean square error

SE3 3-dimensional special euclidean group, aka rigid body transform

Sim3 3-dimensional similarity transform.

SLAM simultaneous localisation and mapping

SO3 3-dimensional special orthogonal group, aka rotation

SSE sum of squared errors

VO visual odometry

wrt with respect to
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Chapter 1

Introduction

Not long ago autonomous lawn mowers and self driving cars was considered a far
fetched fantasy, but today we are already seeing these technologies being imple-
mented in our every day life. A key component in these autonomous systems is the
ability to map its surroundings and figure out where in the map the unit in ques-
tion is located. The combination of pose estimation and map creation is known as
Simultaneous Localisation and Mapping, but is more commonly referred to by its
acronym SLAM.

For my master project I will endeavour to examine and expand on a well known
camera based SLAM systems, LSD SLAM [9], suggested by Engel et al. My con-
tribution will be to fuse input from an inertial measurement unit (IMU) to the
state estimation done for updating and refining the map. The way I will introduce
data from the additional sensor is in e.g. [12] called loosely coupled fusion. My
system will perform joint optimisation over the pose estimates produced by LSD
SLAM and the IMU signal to improve the map that the algorithm creates.

1.1 Aim of the project
By fusing additional information with the visual odometry pose estimates from the
LSD SLAM front-end, I hope to achieve a couple of objectives. Firstly I expect
that by including additional information into the optimisation, the pose estimates
constituting the map will be closer to the ground truth movements, compared
to the visual only navigation from LSD SLAM. A more precise pose graph will
in addition to the direct benefit of having a better map also help the system re-
localise when tracking is lost and perform good loop closures in the pose graph,
thus making LSD SLAM more robust. Secondly, any monocular SLAM system
will by itself not be able to retrieve metric scale of the scene, but by integrating up
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the accelerometer measurements of the IMU, metric scale should be retrievable.
If successful the algorithm will now no longer qualify as a pure visual SLAM al-
gorithm, but the fusing of visual and inertial signals in this context are termed
visual inertial SLAM.

1.2 Structure of the thesis
The structure of this thesis will be as follows: Chapter 2 will be covering the
necessary background for the project. We will start by look at the mathematical
tools commonly used when working with poses. After this there will be a short
overview of Visual SLAM. Then I will cover how an agent’s movement can be
deduced from pairs of monocular images, this will commonly be referred to as
Visual Odometry, tracking, or pose estimation in the literature. Following this
section there will be a section on map optimisation and factor graphs. Then we
combine these two sections in a short discussion of LSD SLAM, before we end the
chapter with an introduction of the IMU and the framework necessary for this
sensors inclusion in SLAM. In chapter 3 I will give a short introduction to sensor
fusion in SLAM. Then the two suggested approaches to visual inertial SLAM will
be presented. Chapter 4 will cover the implementation of the the system. And
in chapter 5 I will present the dataset and the evaluation framework I have used.
Chapter 6 will contain my results and a discussion of these. Finally chapter 7 will
conclude the thesis.
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Chapter 2

Background

2.1 Lie groups
The foundation of many SLAM algorithm rests upon its ability to deduce the
movement of the agent by estimating the relative pose transformation between
two frames. These transformations are often described by a matrix. To solve for
the transformation matrix in 3D space while maintaining the geometry of the scene
it is conducive to work within a framework that allows for consistent composition
and differentiation of these transformation matrices. Such a framework is offered
to us by Lie groups, and their associated Lie algebras.

The Lie groups that will be employed in the scope of this thesis can all be consid-
ered spacial transformations. These transformations preserves the orientation and
relative distance between points of the same object in Euclidean 3D space. The
elements form a group under the operation of composition, multiplying two ele-
ments of the group should be a smooth map, and also under inversion, the inverse
of a group element should be a smooth map. The group will have to contain the
identity element, and the group itself must be a smooth differentiable manifold.
In the case of Visual SLAM, both the rigid body transform SE3 and the Simi-
larity transform Sim3 are used. For each element of these groups there exist a
corresponding tangent space representations se3 and sim3. This representation is
unique for each element of the group, but the structure of the tangent space is
equal everywhere. Every Lie group also have a Lie algebra. This algebra is the
tangent space around the identity element of each of the groups and this is where
we need to go to perform differentiation and propagation of uncertainty

A member of the group will be referred to as a transform or a pose and I will
denote this T , and in the context of optimisation as Exp(ξ). The transform’s
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tangent space representation, I will denote ξ. When I refer to a specific transform
from a camera pose i to a camera pose j, the subscript jTi and jξi will be used. A
transform to the world coordinate system from a given pose j is denoted WTj or
sometimes 0Tj and will thus give us the pose of the agent in world coordinates. If
0Tj is used we implicitly state that the first pose of the trajectory will coincide with
the world coordinate system. This notation will be the same for both elements
of SE3 and Sim3, but it will be clear from context what Lie group I am referring to.

An element in se3 can be represented by a vector as :

ξ = (u,ω) ∈ R6; u ∈ R3 and ω ∈ R3 (2.1)

Here the vector ω will represent the rotational elements, and u the translational
elements of the transform. ξ can also be represented by a matrix. One can find this
representation as the sum of each vector element multiplied by the Lie algebras
corresponding generator. These generators Gn are the derivatives of the identity
element of the group, with respect to each of the group’s degrees of freedom. This
relationship is shown in equation 2.2. I will refer to the matrix form of the tangent
space representation by ξ∧. See [7] for further details.

[u1G1 + u2G2 + u3G3 + ω1G4 + ω2G5 + ω3G6] =


0 −ω3 ω2 u1

ω3 0 −ω1 u2

−ω2 ω1 0 u3

0 0 0 0

 ∈ se(3)

(2.2)

From this matrix form of the tangent space, we can find the corresponding
transformation T , by the matrix exponential denoted exp(). This yields an exact
mapping from the tangent space to the group manifold, the space where all group
elements exist. Likewise a convenient mapping, directly from the tangent space
representation on vector form to the group element is denoted by Exp()

Exp(ξ) = exp(ξ∧) = T =

[
R t
0 1

]
;R ∈ R3×3, t ∈ R3 (2.3)

Here R represents the 3 × 3 rotation matrix. These 3D rotations actually form
another Lie group, called SO3. t is the 3× 1 vector describing the translation the
transform imposes.
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The inverse of the Exp() operator is the logarithmic map. This takes an element
of SE3 and returns it to the elements tangent space by the operator Log().

Log(T ) = ξ (2.4)

As for elements of sim3, scale given by s is added as an additional variable. This
can be represented on vector form as :

ξ = (u,ω, s) ∈ R7; u ∈ R3 , ω ∈ R3 , s ∈ R (2.5)

On matrix form this will be given by applying the 7 generators:

[u1G1+u2G2+u3G3+ω1G4+ω2G5+ω3G6+sG7] =


0 −ω3 ω2 u1

ω3 0 −ω1 u2

−ω2 ω1 0 u3

0 0 0 −s

 ∈ sim(3)

(2.6)

The corresponding element of Sim(3) is as above found by the matrix exponential:

Exp(ξ) = exp(ξ∧) = T =

[
R t
0 s−1

]
;R ∈ R3×3, t ∈ R3, s ∈ R (2.7)

By applying the transforms I have just covered, we are able to transform points
and poses from one reference frame to another.

As an example of their use, lets say we observed a point in the scene when the
cameras position and orientation can be described by a pose 0Ti, where 0 will refer
to the first pose the camera has had in the image sequence. To see where the point
would be in another reference frame 0Tj we can simply multiply the point by the
relative transform between the two poses jTi. This is illustrated in figure 2.1.

We will also need to concatenate two poses. This is done by simply calculating the
matrix product between previous and current pose. This is sometimes referred to
as the composition of two poses and can be written as:
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Figure 2.1: Here we calculate where the point in the 0Ti coordinate system, will be
in the 0Tj coordinate system by multiplying it with the relative transform between
the two poses jTi.

0Tj = 0Ti ×i Tj = exp (0ξ∧i )× exp (iξ∧j ) , 0ξi ◦i ξj (2.8)

The rightmost part of the above expression is the definition of a shorthand of-
ten used when working directly with the tangent space representation of group
elements. We will need to work with this representation whenever we are taking
the derivative of a function whose variables are a transform or when propagating
uncertainty. This will be the case both when we track poses and when we are
optimising the map.

For performing pose estimation we will need to calculate the partial derivatives
of a transformed point both for SE3 and Sim3. This we will look at more in-
depth in section 2.3 but an important building block of this is the Jacobian of
the transformTwith respect to its 6 or 7 degrees of freedom. I will only cover this
in the case when the transform is an element of SE3.Extending this to the 7 Dof
Similarity transform will expand somewhat on this explanation. I refer the reader
to [7] for further details.

To find the best estimates of the transformation parameters, we will in the coming
sections be faced with an over-determined system of equations. These equations
will be expressions of the difference between observed values and the predicted
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value that depends on the transform. Typically these values are related to some
point in Euclidean space. To change the reference frame of a point by multiplica-
tion with a transform T , the point must be represented in homogeneous coordinates.
Lets say we have a 3D point x, which in homogeneous coordinates will be given
by (xx, yx, zx, 1)T . If we say that x transformed by the transformTgives us
y = (xy, yy, zy, 1)T this can be represented by the equation:


xy
yy
zy
1

 =

[
R t
0 1

]
xx
yx
zx
1

 (2.9)

To find how much the point y changes with respect to changes in T, we need to
find the partial derivative of T, with respect to the 6 Dof in the vector ξ. This
will be the derivative of the x,y and z coordinates of y, for all 6 Dof, hence we will
end up with a 3 x 6 Jacobian matrix. The Jacobian can be found by multiplying
the transformed point y, with each of the 6 generators referred to in equation 2.2,
and stacking these products as the columns of a matrix in the following manner:

JT =
∂f(T )

∂ξ
= (G1y | G2y | G3y | G4y | G5y | G6y) =

1 0 0 0 y3 −y2

0 1 0 −y3 0 y1

0 0 1 y2 −y1 0


(2.10)

We will also need to take the derivative of a function of two transforms and the
inverse of a transform. For this we will need the adjoint of a group element. The
adjoint is a linear transform that takes the tangent space representation of an
element of a Lie group, ξ, and moves is to the tangent space at identity. The
adjoint of T ∈ SE3 is given by;

Adj(T ) =

[
R [t]×R
0 R

]
(2.11)

where [t]× is the skew-symmetric matrix representation of t. To sum up this part
we can look at figure 2.2 which might provide some intuition to the above. As
it is hard to illustrate 6 degrees of freedom graphically the illustration is of a
pure rotation, en element in another Lie group called SO3. But the intuition is
analogous to the case of SE3 and Sim3.
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Figure 2.2: An illustration of the relationship between the manifold of the rotation
group SO3 and its tangent space in so3. Illustration borrowed from [10]

What the figure illustrates is how a linear perturbation in the tangent space of a
rotational matrix, quantified by δφ, will equate to a perturbation on the manifold
of the group element. If we performed a linear perturbation on the manifold
directly, which would be equal to perturbing the coefficients of the rotation matrix
directly, we would in a sense move off the manifold. The consequence of moving
off the manifold would for an element of SO3 be that the transform would no
longer preserve the scale of the points it rotates and thus no longer be a member
of the group. When calculating the derivative of a transform, or working with
uncertainty in connection with transforms, we therefore need to operate on the
tangent space as this ensures that also our solutions will be elements of the group
of transforms we are working in. This might be a point worth keeping in mind for
the following section when we are to perform optimisation with respect to these
Lie group transforms.

2.2 A general introduction to visual SLAM
I will in the following give a short introduction to visual SLAM and the main
approaches to the problem. I will describe the distinction between direct and fea-
tured based, as well as sparse and dense SLAM.

A SLAM system is a system that can enable a mobile robot to be placed in an
unknown environment and incrementally build a map of the area while at the same
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time determining its own location in this map. Being able to do this is central
in autonomous navigation, both in face of dynamic scenes or GPS restricted envi-
ronments. Many different types of sensors can used together in a SLAM systems,
e.g. monocular cameras, stereo cameras, RGB-D cameras, IMUs, laser range find-
ers, ultrasonic sensors, wheel odometry etc. The focus of this section will be on
SLAM systems that are purely based on a monocular camera, as is the case for
LSD SLAM. For a monocular SLAM system, localisation and mapping is usually
dependent on three components:

-Visual Odometry describes the process of comparing some information from
the current frame in the agent’s video stream with information from an earlier
frame and from this calculate the relative motion the agent has had between the
two.

-Point estimation / Depth estimation will normally follow VO. As the cur-
rent position of the agent relative to where it was when recording a previous frame
is known, depth of image points present in both frames can be found though tri-
angulation. The points for which depth are calculated can then be added to the
point cloud that amounts to the scene structure of the agent’s environment.

-Mapping is how a SLAM system stores and refines the estimated poses of the
agent. As the agent moves through an environment, it is likely that it accumu-
lates small errors when estimating its own relative poses. These errors will both
affect any new point estimates added to the map as well as the agent’s estimates
of its own position relative to where it started. The map building is of central
importance in any SLAM system. The first and maybe more obvious argument
for building a map is that we want a representation of the scene the agent moves
through. This representation can help facilitate autonomous path planning and
effectively communicate to a human observer the structure of the scene. But even
more importantly the creation of a map allows for the system to reorient its po-
sition in case tracking fails, as well as to correct its pose estimate in the face of
accumulated errors (drift) when visiting an area the system have seen before. This
referred to as loop closure. In this way the map serves as a way to make the agent’s
navigation both more consistent and robust.

2.2.1 Feature based vs Direct and Sparse vs Dense

As Engel et al. aptly describe in [8], a visual SLAM algorithm will usually consist
of either a direct or feature based approach and both these approaches can then

9



Figure 2.3: An example of the workflow in a feature based and a direct SLAM
system.Figure taken from [9]

either use a sparse or dense method for navigation and map formulation .

A feature based visual SLAM algorithm will select a number of keypoints,
e.g. corner points (invariant to both horizontal and vertical movement) from each
frame in the video stream. For each of these keypoints a descriptor will be ex-
tracted (SIFT, SURF, ORB etc.). By matching these descriptors to descriptors
from earlier frames one can minimise the re-projection error and thus find the
movement of the agent between frames. The typical work flow of such a system
can be seen on the left hand side in figure 2.3. As there is a computational cost to
extracting and matching descriptors, the feature based methods will have a limita-
tion to how many points it can consider, which again results in a more sparse initial
mapping. In the case of obstacle avoidance such a lack in mapping might pose
a threat to the agent’s ability to navigate the environment and additional stereo
comparisons will have to be applied to make the scene structure dense. Another
more general drawback with feature based approaches mentioned by Engel in [9]
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is that for all aspects of the SLAM process only the information that conforms
to the feature extractor will be used. This means that any structure in the scene
where the algorithm is not able to extract these features will not be heeded by
the algorithm. On the plus side, feature based systems e.g. ORB SLAM [19] are
shown to be more robust to fast camera movements, and variation in lighting, and
more consistent in tracking movement.

On the other hand by applying a direct approach, the process of extracting fea-
tured is skipped and one will estimate the agent’s movement by minimising the
difference in pixel intensities directly. An example of the workflow in such a system
can be seen in the right hand side of figure 2.3. This difference in pixel intensities
is called the photometric error. When minimising the photometric error, all, or
a subset of pixels present in the overlap between two frames will be used and in
principle all these can be employed to populate the 3d representation of the scene.
For autonomous navigation a more detailed mapping should help the agent avoid
obstacles, and successfully navigate in an environment. In addition, parts of the
image not conform to the aperture problem can still be used for tracking. Due to
the direct pixel comparison, a weakness of the direct approach is its sensitivity to
changes in the brightness between frames. There are also some stricter require-
ments on the type of camera that is used when running a direct visual SLAM
system. Typically a rolling shutter camera will produce some geometric noise in
an image as rows of the image sensor will be exposed to light sequentially. Hence
cameras with global shutters are usually required for good performance.

When looking at the map reconstruction, a dense method will often use and re-
project all, or in the case of semi-dense SLAM, a large group of connected pixels,
in the overlap between two images into a point cloud. These dense reprojections
rests on an assumption that the reprojected points are all part of the same smooth
surface, i.e. they are not independent of each others position. Because of this
assumption, in the transition between objects that are close to the camera and ob-
jects that are further away, there can be reprojected points that are not present in
the actual scene, apparently hanging in thin air. This is to be considered as noise,
and is due to the inconsistency between the smoothness priors of the algorithm
and reality.

On the other hand we have the sparse formula where all reprojected points are
independent of each other, effectively sidestepping the smoothness prior we face
in dense methods.
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2.3 Dense visual odometry
When directly tracking the movement of a camera between two frames, the error
metric that is used is the photometric error. This is the pixel for pixel intensity
error between two images. To minimise the photometric error, the motion tracking
builds on direct optical flow estimation, developed by Lucas and Kanade [17] some
35 years ago.

For the unfamiliar reader I will in the following give an introduction to the basics
of the Lucas-Kanade algorithm for estimating a warp in the plane, using the addi-
tive approach suggested by Lucas et al.. This section is based on [1] as well as the
original article [17]. Following that I will try to give a more specific description of
how this algorithm has been implemented for 3D transformations by C. Kerl et al.
in [13], and is later also implemented to solve dense VO in LSD SLAM.

The basic idea of Lucas-Kanade is to calculate the parameters of a warp func-
tion that align a template to an image. This is done by minimising the sum of
squared errors of pixel intensities at the overlap between the image and the tem-
plate. The technique is widely used for image alignment, tracking and motion
estimation.

In the context of SLAM we want to find the global transform that works best
for all pixels in the two images. Through this transform we have a description
of the movement of the camera between frames. As the mapping between image
coordinates, ui = (ui, vi) and pixel intensities I(ui, vi) is a discreet function, we
will need to find an approximation to this that allows us to calculate a gradient.
We then solve the optimisation problem iterativly by applying a non-linear solver.

2.3.1 Estimating a transform using the original Lucas
Kanade

In the following I will cover the Lucas-Kanade algorithm for a general warp func-
tion. this will be followed by a small example of the method.

The parameters of the warp we call p and the image coordinates of a pixel, ui.
The warping of ui can be described by the matrix equation :

W (ui;p) =

[
Wu(ui;p)
Wv(ui;p)

]
(2.12)
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The aim is to iterativly minimise the squared sum of difference in pixel intensities
between a set of pixels in an image I and a template IT with respect to the
parameters of the warp function. This requires that we have an initial value for
p which is usually set to the identity element of the warp parameters, that is the
parameters that will yield a warp that does not change the image coordinates.
The error function we want to minimise is then:

E =
∑
i

[I(W (ui; p)− IT (ui)]
2 (2.13)

We here look at a black and white digital image as a function, I(ui) that takes
the image coordinates ui and returns a pixel intensity. For most images this
function will be non linear in the image coordinates ui, and thus also in the warped
image coordinates W (ui; p). Hence we will need to apply a non linear solver
to minimize 2.13 wrt the parameters of the warp. In Lucas-Kanade the Gauss
Newton algorithm is used to iteratively minimise the error function. With Gauss
Newton we will first linearise this coordinate-to-pixel function by 1. order Taylor
approximation. The approximation converts the image from a discreet function
to a piecewise linear function around each pixel, allowing for differentiation and
sub-pixel resolution. After 1. order Taylor approximation of the above function a
linear approximation to the error is given by

Ẽ =
∑
i

[
I(W (ui; p)) + ∇I ∂W (ui; p)

∂p
∆p− IT (ui)

]2

(2.14)

Here∇I is the two-vector of the image gradient in horizontal and vertical direction.
After taking the derivative of (2.14) wrt the warp parameter update vector ∆p
and setting equal to 0 we can reorganise the expression to solve for ∆p.

∆p = −
[∑

i

[
∇I ∂W (ui; p)

∂p

]T[
∇I ∂W (ui; p)

∂p

]]−1

∑
i

[
∇I ∂W (ui; p)

∂p

]T[
I(W (ui; p))− IT (ui)

] (2.15)

This is a closed form solution to the least square problem that one iteration of the
Lucas-Kanade algorithm amounts to. We will now update the warp parameters
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by addition;

pnew = p+ ∆p (2.16)

and reiterate until convergence. A requirement on the warp function is that it is
differentiable with respect to the warp parameters p. This is a necessary condition
to be able to compute the partial derivatives of the Taylor approximation.

We can alternatively write expression 2.15 on matrix form as;

∆p = −
(
JTJ

)−1

JTr (2.17)

where J will be the stacked Jacobian, with dimensions n × k. Here n equals the
number of pixels in the image and k is the number of parameters in the warp
function, and r will be the stacked residual:

r = I(W (ui; p))− IT (ui) (2.18)

with dimensions n× 1.

This minimisation problem is non-convex, and thus there is a chance that we
end up in a local minima. This is more likely the more repetitive structures we
have in the scene. To reduce the chance of the minimisation settling on a local
minima and to decrease convergence time, it is common to start applying Lucas
Kanade to a down-sampled version of the image. When convergence is reached for
this down sampled image, we use the estimated transform as initialisation for the
algorithm at a higher resolution.

As an example of the procedure, I have used two images taken by a helicopter
circling Holmenkollen in Oslo. The images are presented in figure 2.4. I will here
estimate an affine warp to align the two images. The warp function I will work
with is given by:

W (ui; p) =

[
Wx(ui;p)
Wy(ui;p)

]
=

[
(1 + p1) p3 p5

p2 (1 + p4) p6

]uivi
1

 (2.19)
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Figure 2.4: We see the camera has moved to the right and rotated to the left
between taking the first and second image. The images are from the teaching
material of the ITS course in machine vision.[24]

For finding the warp between the new image and the reference in figure 2.4 I
have applied a 3 layer Gaussian pyramid, and given the algorithm 9 iterations per
layer. I have sampled the process at every 3rd iteration, the progress of the error
minimisation can be seen in figure 2.5. After running this optimisation for a total
of 27 iterations we can see in figure 2.6 that the post warped image now is quite
similar to the reference frame.
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Figure 2.5: Lucas Kanade sampled throughout the error minimisation, first
iteration top left corner, final warp bottom right corner.

Figure 2.6: We can see that the result-image is more or less in line with the
reference image. Note the black edges of the input image where no overlap between
the two images where available.
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2.3.2 Dense motion tracking in 3D

The basic principle described above is also employed in direct visual odoemtry
methods, but there are a few additions we need to consider.

We now track the cameras movement in a non planar scene, so instead of ap-
plying the warp directly on the image coordinates we can now look upon the warp
as a 3 step operation, where we project each pixel from the reference frame, into
the 3D scene, transform the projected pixels by a matrixTand then reproject the
pixel value onto the new image.

The projective function π(x) that takes a point in the world x = (x, y, z)T and
projects it into an image is given by:

π(x) =

x fu
z

+ Cu
y fv
z

+ Cv

 =

[
u
v

]
(2.20)

This projection function is actually a mathematical model of a camera, which
is known as the perspective camera model. The vector u = [u, v] is the pixel
coordinates. The intrinsic parameters fu, fv, Cu and Cv are typically found by
camera calibration. fu and fv give how many pixel widths and heights the focal
length of the camera equates to. Cu and Cv describe where the line perpendicular
to the image plane, passing thought the focal point of the camera will intersect
the image plane. This will approximately be the coordinates of the centre pixel on
the imaging sensor in the camera. The inverse of (2.20) will project a pixel with
an estimated depth ẑ into a 3D scene by the equation :

π−1(u, ẑ) =


u−Cx

fx
ẑ

v−Cy

fy
ẑ

ẑ

 =


x

y

z

 (2.21)

Furthermore we will need a function that describes the camera’s pose in the world
coordinates to be able to warp the coordinates of one pose into the coordinates of
another pose so to minimise the photometric error. The transformation we apply
to the reprojected 3D points will be an element of SE3.

The warp will thus take the image coordinates and estimated depths from the
reference frame and reproject these into 3D space, transform the points and fi-
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Figure 2.7: An example of a warp from a keyframe to an input image. Here u is a
points coordinates in the image plane and X will be the reprojected image point
in 3D.

nally project them into the frame of the new image. The full warp function will
be given by:

W (u, ẑ; ξ) = π(Exp(ξ)π−1(u, ẑ)) = u′ (2.22)

In the field of dense VO the reference image that we track new frames on are com-
monly referred to as a keyframe. Generally it refers to a subset of all images in an
images sequence that will be used as reference frames when performing navigation.
When performing dense VO we always warp the keyframe coordinates, see figure
2.7. We must work in this direction as depth estimates are only available for the
keyframe pixels.

A residual function for the i-th pixel in the keyframe can now be formulated
as the difference in the intensity of a warped pixel in the input image and a pixel
in the keyframe.

ri(ξ) = Ikf (ui)− I(W (ui, zi, ξ)) (2.23)
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The error function is expressed as the sum of the squared residuals over all pixels
in the overlap between the keyframe and the input image.

E(ξ) =
∑
i

r2
i (ξ) =

∑
i

[
Ikf (ui)− I(W (ui, zi, ξ))

]2 (2.24)

We will now apply the Gauss Newton algorithm to solve for the ξ that will minimise
this expression. First step will be to find a the 1. order Taylor approximation of
the residual.

ri(ξ) ≈ I(W (ui, zi, ξ)) + ∇I(W )
∂W

∂ξ
∆ξ − Ikf (ui) (2.25)

This give us a linear approximation to the residual function around the current
value of ξ. When looking at the first order term, the first part ∇I ∈ R2 is the
image gradient in u and v direction of the input image. The term ∂W

∂ξ
is by the chain

rule equal to ∂W
∂Tx

∂Tx
∂ξ

. This is the product of the partial derivative of the image
coordinates of the reprojected pixels with respect to the transformed coordinates,
times the partial derivative of the transformed 3D coordinates with respect to the
6 Dof parameters of the transforms Lie algebra. The Jacobian of the projective
function Jπ can be written as:

Jπ =

[
fu
z

0 −xfu
z2

0 fv
z
−yfv

z2

]
(2.26)

And the Jacobian of the transform with respect to ξ, Jξ we have already expressed
in equation 2.10. The product of the two Jacobians is thus:

JπJξ =

[
1 0 −x

z
−xyfu

z2
fu + x2fu

z2
−fuy

z

0 1 −y
z

fv + y2fv
z2

xyfv
z2

−fvx
z

]
(2.27)

We get the final expression for the derivative of the residual with respect to the
warp parameters ξ as :

∂ri(ξ)

∂ξ
= ∇IJπJξ =

1

z
[∇Ixfx , ∇Iyfy]

[
1 0 −x

z
−xy

z
(z + x2

z
) −y

0 1 −y
z
−(z + y2

z
) xy

z
x

]
(2.28)
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which gives us the line of the Jacobian corresponding to the i-th pixel of the input
image. If we now express the n × 1 vector of all relevant pixel residuals at the
current point of linearisation as γim and the Jacobian for all pixels as a n × 6
matrix we denote this by J , the 1.order Taylor approximation to the error will be
given by:

E(ξ) = [γim + J∆ξ]2 (2.29)

= (γim + J∆ξ)T (γim + J∆ξ) (2.30)

= γTimγim + 2∆ξTJ Tγim + ∆ξTJ TJ∆ξ (2.31)

To minimise this quadratic expression we simply take the derivative wrt ∆ξ set it
equal to 0, and solve.

∆ξ = −[J TJ ]−1J TγIm (2.32)

The above expression give us the update in the transforms parameters that
minimises the current linearisation of the error function. One can then update
the transform parameters by composition.

ξnew = ∆ξ ◦ ξold (2.33)

Note that in contrast to the approach in the original implementation of Lucas
Kanade, we here introduce the delta update ∆ξ by composition and not addition.
This follows naturally from the fact that when adding a small increment to an
element of SE3 this is done through composition and not addition. As with the
original approach we recalculate the photometric residual γim with the warp pa-
rameters ξnew and reiterate until the error is sufficiently small.

The terms in equation (2.32) might be useful to explain. J Tγim is an expres-
sion of the gradient of the error function, i.e. it is pointing in the direction where
the error function increases the most. If we followed a gradient descent procedure,
the negative of this would dictate in which direction we would move to minimise
the error wrt ξ. The matrix [J TJ ] is the Gauss Newton approximation of the
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Figure 2.8: Left hand side, the full map including all poses and landmarks. Middle
shows the Filtering approach where only the current pose as well as all landmarks
are involved. Rightmost the smoothing approach where a subset of all poses as
well as all landmarks are involved. Figured is take from [22]

Hessian matrix of the error term. The Hessian matrix at the last iteration of the
tracker can be shown to be an approximation to the inverse covariance matrix of
the estimated parameters ξ. The uncertainty of the estimated warp parameters
will come in handy when we later will perform map optimisation.

This now ends the coverage of direct VO. The estimates of the agent’s relative
movement and the uncertainty of these measurement will be central when we are
building a map of in the following section.

2.4 Mapping
The task of the tracker, often referred to as the front end of a Visual SLAM system
is to estimate the relative transformation between poses as explained in the pre-
vious section. In the following the back end of a SLAM system will be examined.
I will start with a high level summary of map creation in SLAM, followed by a
more detailed examination of the pose graph optimisation used in [9]. Finally we
will transition this model to the factor graph structure of GTSAM.

There are two main approaches to building and refining a map in SLAM, namely
filtering and smoothing. With filtering the state estimation problem is concerned
with only the latest measurement to update the state of the map. Typically all
other poses than the current pose will be unaffected at each iteration, but all land-
mark points will be re-estimated. In the case of a map consisting of landmarks
and poses, an illustration of what variables would be involved when filtering the
map can be seen in figure 2.8

Filtering was for a long time the main approach when refining the map in SLAM.
As all former poses are marginalised out, it is relatively cheap if the number of
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landmarks that is being tracked is small. But as the number of landmarks grow
one will end up with a large dense problem where the estimated position of each
tracked landmark is directly dependent on many other. This soon becomes too
computationally expensive to maintain and thus limits the approach to be used
for short trajectories. Common filtering techniques are Kalman filters and Particle
filters.

Smoothing on the other hand will typically be the approach where not only the
current pose, but a subset of all estimated poses of the agent’s trajectory, often re-
ferred to as keyframes will be re estimated at each iteration. See rightmost part of
figure 2.8. The optimisation problem will thus involve both poses and landmarks,
but as landmarks will be linked only to the keyframes where they were observed
we are faced with a problem that will be a lot sparser then what is the case when
filtering. By being smart about what keyframes to keep in the map as well as em-
ploying techniques from linear algebra for solving large sparse systems, smoothing
will allow for the maintenance and refinement of maps over large trajectories.

One of the takeaways from the paper by Strasdat et al. [22] is that the accu-
racy of the map is to a large extent dependent on the number of tracked points.
And while the cost of smoothing grows linearly with the number of tracked points
the cost of filtering will grow cubicly. If considering the accuracy per computation
time, the shift towards smoothing in SLAM in the latter years can be considered
well funded. As efficient and accessible libraries such as g2o [16] and GTSAM [5]
have made it possible to perform smoothing on longer trajectories in real time,
smoothing is now the norm for most SLAM systems.

In the case of direct visual SLAM, the map will be samples of the agent’s trajectory
and a point cloud representation of the structure in the scene. Each sample of the
trajectory will be referred to as a keyframe. The keyframe will hold information of
the agent’s pose in the world coordinates, the image the system took at this point
and the depth estimates of a subset of the pixels in the image. With this informa-
tion we can recreate the 3D structure of the scene as observed by the agent. This
is done by re-projecting all pixels with a depth estimate into a point cloud. An
important distinction between this map and a map from a featured based system
will be that in direct visual SLAM, each point in the point cloud is only directly
relying on the pose and depth estimate of the single keyframe that the pixel is
reprojected from. In a way we reproject a surface of pixels from each keyframe.
In contrast to a feature base system where every reprojected point would be asso-
ciated to several keyframes, and the position of the point in the map will be the
consensus position based on information from all these keyframes.
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Figure 2.9: As an example of direct visual SLAM, the map produced by LSD
SLAM. Here the gray-tone structure is the point cloud reprojection. The blue
frustums are previous keyframe poses, the green lines the edges between keyframes
and the red frustum is the current pose of the agent

The map representation I mention above is in [9] modelled as a pose graph. The
nodes of the graph are the keyframe poses. These nodes can be considered the
variables of our state estimate problem. The edges are a representation of the
relative transformation between two nodes and will also contain the covariance
matrices of these relative transform. The edges will in the context of state estima-
tion be referred to as the constraints of our problem, and are the most important
connection between the observed world and our map.

In the pursuit of the best possible state estimate a least square expression of
all keyframe poses given all relative transformations between said keyframes is
constructed.
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2.4.1 Constructing and optimising a pose graph

When the front end of the SLAM system has produced a new keyframe we are
left with an estimate of the relative transformation the agent has performed since
the last keyframe. A by-product of the Gauss-Newton optimisation performed in
direct VO is as mentioned the approximation to the Hessian matrix from the last
iteration of the optimisation. This matrix is often referred to as the information
matrix, a matrix who’s inverse is (a lower bound to ) the covariance matrix of the
estimated pose parameters.

The current global pose of the agent is found by the matrix product between
previous pose in the pose graph and the relative pose provided by the tracker.
This is the composition of two poses and can be written as:

0Tj = 0Ti ×i Tj = Exp( 0ξi)× Exp( iξj) ,
0ξi ◦ iξj (2.34)

Noted that 0Ti will signify a pose between the start position and the i-th keyframe
and 0ξi will signify the corresponding tangent space representation. The right
most expression is a reminder of the shorthand for composing two poses. The pose
0Tj can then be added as a node in the pose graph, and will be the initial value of
the variable in the large non linear optimisation problem we are building.

The constraints we are optimising against, are the relative pose estimates from
the VO part of the system. In addition to constraints between previous and cur-
rent keyframe several other constraints can be suggested by the algorithm. Any
sufficiently good constraint is desirable as they will help improve accuracy when
we optimise the graph. These additional constraints are typically generated by
the loop closure part of the SLAM system. This is done by attempting to track
the current keyframes pose relative to a subset of previously tracked keyframes.
A selection criterion for these loop closure candidates could e.g. be a closeness
measure to the current keyframe.

We have thus far looked at how the map, or the pose graph is constructed from
composing in-between pose estimates provided by the tracker into keyframe poses,
which are linked together by the relative poses and their covariances. The next
step will be to find the most likely poses the agent has had throughout its trajec-
tory, given the information we have gathered.

In the pose graph we are discussing, the optimisation will be the search for the set
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of global poses T = {0T1,
0 T2, ...,

0 Tn} that minimise the error function defined by
the squared difference between the predicted relative pose, as deduced from the
global pose estimates, and the actual measurement of said relative poses given by
the local constraints we have received from the VO. I.e. the relative poses and
their covariance are the observation in the error function, and the global poses are
the variables:

E(0ξi,
0 ξj) = [Log(iξ̃j ◦ iξ−1

j )]TΣ−1
ij [Log(iξ̃j ◦ iξ−1

j )] (2.35)

where :

iξ̃j = 0ξ−1
i ◦ 0ξj (2.36)

Here Σij is the covariance matrix of the observed relative pose between keyframe
i and j, denoted iξj. We want to find the pose estimates that minimise the sum of
all such errors. The full error function to be minimised is given by the square sum
of all global poses subject to their relative pose constraints. Note that the first
term in the right hand side of equation 2.37 is the prior term of the pose graph,
which will tie the generated map to the reference coordinate system.

Eglobal =
(
ξT0 Σ−1

0 ξ
−1
0 +

∑
iξj ,∈Ξ

[Log(iξ̃j ◦ iξ−1
j )]TΣ−1

ji [Log(iξ̃j ◦ iξ−1
j )]

)
(2.37)

As the rotational elements of the poses force us to propagate uncertainty on tan-
gent space of the transform, I have in the above used the shorthand notation for
composing the tangent space representations of two transforms.

To find the minimum of the above expression we are faced with a non linear
problem with high dimensionality. Remember all keyframe poses will have at least
6 Dof and we might easily have a pose graph consisting of 100s of poses. To solve
this efficiently exploiting the sparsity of the system is key. Several developments
over the years have contributed to library’s that can now solve this in real time.
An example of such a library is g2o [16]. The g2o framework offers a handful of
nonlinear solvers. An often used solver is the Levenberg-Marquardt algorithm. In
short this is a more robust version of Gauss Newton, where the update step is a
weighted average between the Gauss Newton update step and a gradient descent
step. This weighting scheme will in short trade convergence speed for an expanded
area of convergence. A comprehensive review of this method can be found in [6].
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Figure 2.10: Lhs: An example of part of a pose graph, here frustums are
representing global poses, the red arrows are representing the constraints, and the
yellow block is some structure in the scene. Rhs: An illustration of the results the
optimisation could have on the global poses when introducing an extra constraint
iTl in the pose graph and then optimising the map.

When map optimisation over the whole pose graph is performed the map will
be updated by the resulting global pose estimates. An illustration of the map
update can be seen in figure 2.10. The basic structure in this optimisation is to
minimise the error of all the agent’s poses relative to the world coordinate system,
given all relative poses between keyframes, and their covariances.

2.4.2 Factor graphs

Dellaert et al.[4] have in the development of their library for smoothing and map-
ping, GTSAM , modelled the pose graph as a multinomial probability distribution.
All global poses are here considered random variables, which will be conditioned
on a set of observations. As each global pose is only conditioned on a subset of
these observations we can factorise this probability density into a set of "local"
probability distributions. This is then represented graphically as a factor graph.

The general idea behind a factor graphs is in [15] defined as a the breaking down
of a large global function of many variables into a set of local functions, or factors,
all dependent on a subset of these variables. On a general form we could express
the factorisation as follows:
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Figure 2.11: Example factor graph, where big nodes are variables, and small nodes
represent the function of the connected variables. All factors, or local functions
will have an edge to the variables it is a function of.

F (X0, X1, X2, ..., Xn) =
m∏
i=0

fi(Si) ; Si ⊆ {X0, X1, X2...Xn} (2.38)

I will try to make the link between this factorisation and the graphical represen-
tation clear with a small example. Imaging we have the factorisation of a function
given as follows :

F (X0, X1, X2, X3) = f0(X0)f1(X0, X1)f2(X1, X2)f3(X0, X3)f4(X2, X3) (2.39)

We could visualise this expression as a bipartite graph, meaning a graph that
contains two types of nodes, variable nodes and factor nodes. Every edge connects
one type of node to the other type, and will thus only contain cycles that have an
even amount of edges. A factor graph representation of our above example function
can be seen in figure 2.11. In the context of a pose graph we are interested in finding
the most likely pose estimates from the modelled probability distribution, given
that we already have a set of observations. In Bayesian statistics this distribution
can be described as a posterior density on the random variable T. This density

27



which we denote P (T |Z) is conditioned on the observations of relative motion Z.
What we need is to estimate the state variables that maximises this density. In
statistical inference these estimates are called the maximum a posterior or MAP
estimates. As we are only looking for the maximum of such a density function,
any function that is proportional to P (T |Z) for all values of T, is sufficient for our
needs. From Bayes rule we have that :

P (T |Z) =
P (Z|T )P (T )

P (Z)
(2.40)

∝ P (Z|T )P (T ) (2.41)

∝ l(T ;Z)p(T0) (2.42)

We can assume that all observations are equally likely, and all states of the system
are also equally likely and thus that both P(Z) and P(T) ∀T 6= T0 will be uniform.
The last expression describes the likelihood function ofTgiven the observations Z,
multiplied by the prior probability of T0, the uncertainty connected with the first
pose of the pose graph.
The likelihood of a single measurement is given by:

l(0Ti,
0 Tj;

i Zj) = Exp(−1

2
‖Log(iξ̃j ◦ iξ−1

j )‖2
Σ) (2.43)

Here iZj will denote an observed relative transform from keyframe i to j, and its
tangent space representation iξj is used to calculate the error, iξ̃j will be defined
as in 2.36 and Σ denotes the covariance of iξj . For all poses and measurements
we can express the likelihood as :

l(T ;Z) =
∏
i,j∈S

Exp(−1

2
‖Log(iξ̃j ◦ iξ−1

j ‖2
Σ) (2.44)

Where S is the set of all variable pairs we have a measurement zij between.

28



Multiplying the above function with the prior and then taking the negative log
likelihood of this joint expression will yield us :

Eglobal =
(
ξT0 Σ−1

0 ξ
−1
0 +

∑
i,j∈S

[Log(iξ̃j ◦ iξ−1
j )]TΣ−1

ij [Log(iξ̃j ◦ iξ−1
j )]

)
(2.45)

Which is the same error function as the one we operated with in the previous
section.

But as mentioned earlier, the reason for structuring the back-end of our system
as a factor graph is that when we are fusing high frequency measurements into
the system, GTSAM offers tools that will maintain the optimisation problem at
a manageable size. A key component is what is referred to as the smart factor.
The smart factor is a concept that Carlone et al. introduced in [3], with an aim
to develop a general framework for variable elimination in factor graphs. The idea
requires that we further divide the factor graph into variables that are of explicit
interest, which are referred to as target variables and variables that are only neces-
sary for inference which they name support variables. Further to this the support
variables are partitioned into conditionally independent subsets which are separa-
tion by the target variables.

A simple example of how we can incorporate smart factors in a factor graph could
be illustrated by the example factor graph we saw in figure 2.11. If we change
the odd numbered variables in this graph to support variables, the resulting factor
graph would be illustrated as fig 2.12. Here we see that the factors f1 and f2 to-
gether with the variable X1 is combined into one smart factor sf1, similarly X3 and
its surrounding factors are also combined. The support variables are now made
independent of each other and can be solved for outside of the main optimisation
of the factor graph. After finding the optimum of the support variables, we can
treat the smart factors as functions only of the connected target variables, thus
reducing the number of variables and factors in the factor graph. This technique
could for example be used to compress a factor graph into a factor graph with
fewer factors, or in the case of visual inertial odometry allow us to align the high
frequency measurements from an IMU with the lower frequency measurements of
the visual odometry front end, while maintaining a tractable optimisation problem.

To finish off this section I will align the notation so far with the notation Del-
laert et al. uses in [5]. I will adopt this notation when I later propose a solution
to direct visual inertial SLAM, in chapter 3.
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Figure 2.12: The variables X1 and X3 are now made support variables, and
combined with their neighbouring factors they are turned into smart factors.
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In GTSAM a factor is defined as the squared difference between a measurement
prediction function h(x) and the observation z. If we are to compare this notation
to equation 2.43 we will have the :

h(0Ti,
0 Tj) = iξ̃j = 0ξ−1

i ◦ 0ξj (2.46)

The general error function is thus given by;

Ei = |hi(x)− zi|2Σ (2.47)

where Σ still is the covariance of the observation zi. To minimise this often
nonlinear error function we need to first linearise h(x) by a 1. order Taylor
approximation. For this we need the Jacobian of h(x), which in this notation
is denoted H.

H =
∂h(x)

∂x
(2.48)

The 1. order Taylor approximation to the measurement prediction function can
now be given as:

h(x) ≈ h(x0) +H∆x (2.49)

where x0 will be the value of the variables of our prediction in the previous iteration
of optimisation. We can finally state the linearized error as:

Ei = ||h(x) +H∆x− zi||2Σ (2.50)
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Figure 2.13: Schematic overview of LSD SLAM.Figure is taken from [9]

2.5 LSD SLAM
Large scale direct SLAM was a solution to the visual slam problem suggested by
Engle et.al in [9]. As this system will be the part of the basis the Visual Inertial
SLAM system I am proposing I will in the following explain LSD SLAM and link
this to Dense Visual Odometry and pose graph optimisation.

A natural structure of this section will be to follow figure 2.13 which give an
overview of the system. Reading the figure from left to right, we start with track-
ing, which refer to the Direct Visual Odometry LSD SLAM performs. The general
idea of Dense Visual Odometry was covered in section 2.3.2 of this thesis. But as
LSD SLAM is a semi-dense Visual SLAM algorithm only certain parts of the im-
age, not the image as a whole is used for tracking. The assumption made by
the creators of the algorithm is that the most important information is contained
in parts of the image that has sufficiently high gradients. Hence we only consider
these high gradient areas when aligning two frames and when estimating the depth
map. This assumption will make tracking a less computationally intensive task
and less memory will be required when re-projecting these pixels into a point cloud
that will represent the structure of the scene. After the minimisation of the pho-
tometric error, we will end with a transform that aligns edges and other structures
with a sufficiently high gradient in the two images, but flat homogeneous surfaces
will be to a large extent ignored. Expanding on section 2.3.2 it must be mentioned
that in LSD SLAM the photometric error of each pixel is weighted before minimi-
sation. This weighting scheme is introduced to down-weight areas of the images
with large errors, hence making the system robust to outliers stemming from e.g.
occlusion or objects dynamic to the scene. The estimated relative pose will in this
part all be SE3 transforms.
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We can now move on to the middle section of figure 2.13. When the tracker
has estimated the relative pose between the new frame and the previous keyframe
the system will check if the tracked frame is sufficiently different to the previous
keyframe.

If it is not, which will be the most of the time depth estimation is performed.
When an estimate of the relative transform between two frames has been found
we effectively have a stereo image of the scene. This will allow for the estimation
of epipolar lines and thus the estimation of pixel depths. But not only per pixel
depths estimated are stored, also the uncertainty of each of these estimates are
maintained. When a new frame is tracked new depth estimates will be introduced
to the keyframe depth map. In addition depth estimation for pixels that already
have a depth hypothesis is performed. These re-estimated depth values will be
used to refine the the depth map through a step similar to the correction step of
Extended Kalman Filtering. Finally the depth map is normalised

If on the other hand the new frame qualifies as a keyframe, the pixels with depth es-
timates in the previous keyframe will be set as initial values of the new keyframes
depth map. After this the system will performer another relative pose estima-
tion this time to estimate a Sim3 transform between this image and the previous
keyframe. The scale variable in the Sim3 is key to achieve consistency between the
estimated depth map of each keyframe. This transforms is estimated whenever
we are adding a new keyframe or an additional edge between existing keyframes
are added in the pose graph. As the minimisation of photometric error alone is
not sufficient to constrain scale, an additional residual term is introduced to the
optimisation. This added residual calculates the difference in the depth estimate
of a pixel between two keyframes. I will denote the depth residuals for pixel i as
rdi :

rdi = [Dkf (ui)−D(W (ui, zi, ξ))], (2.51)

Combining this with the residual from equation 2.23 the full error term for the
Sim(3) transform will be given by:

E(ξ) =
N∑
i

[r2
d(p, ξ) + r2

p(p, ξ)] (2.52)
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We can proceed with the minimisation of this error in a similar manner as we did
for the SE3 tracking. The additional computational cost of extending the minimi-
sation is small as only little additional computations will be needed. Note that in
the implementation both residual terms will be variance normalised and the Huber
norm of the square sum will be taken. See [9] for details on this.
By including a scale parameter in the relative transform between keyframes, the
system will be able to adjust the depth maps of all keyframes when we later per-
form map optimisation. At run-time one can observe the effects of these scale
adjustments by the reprojected points clouds from each keyframe aligning with
each other.The keyframe will then be added to the pose graph, with constitutes
the map the system is building.

The top right in the figure illustrates the map optimisation, where we opti-
mise all keyframe poses subject to all relative poses in between these keyframes.
The more good relative pose constraints we introduce in the pose graph the better
the map will be.
This brings us on to the loop closure system of LSD SLAM. Parallel to tracking the
current image to the previous keyframe, the VO will also try to align the previous
keyframe with keyframes recorded earlier in the trajectory. This will link parts of
the map that was seen at different times, and changes the map from what could be
seen as a long corridor to a more sophisticated topological structure. As the edges
in our pose graph are the link between the map we are building and the observed
world the integrity of these links is vital to the quality of the map. Any error
introduced by the tracker could have large disruptive effect on the map. To make
the system robust to such errors LSD SLAM will in addition to forward tracking
also perform a reverse tracking, from current to previous frame before introducing
a loop closure. A normalised squared error of the two relative pose estimates will
be calculated and only if the error is below a given threshold the constraint will
be added. This procedure is in [9] referred to as a reciprocal tracking check.

This concludes our investigation of LSD SLAM. In the following section we will
look at the IMU. How this sensor can be used for navigation on its own, and how
we can work with this when performing map optimisation.
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2.6 The inertial measurement unit
The one camera visual approach that LSD SLAM has taken is prone to a few
shortcomings. As the point cloud representation of the scene will be heavily de-
pendent on the refined pose estimates, any error in either position, orientation or
scale will result in overlapping segments of the reprojected point cloud not aligning
well. In addition any monocular visual SLAM method will in general be faced with
the challenge of not being able to observe metric scale. As all pose estimates are
only describing how the agent’s pose is relative to all the other poses, we will not
know if the agent’s has moved 10 cm or 1 m between two poses, or whether the
point cloud representation of a wall is very close or meters away. To remedy this
I will add the inputs from an IMU, a sensor that will give high frequency data on
the agent’s acceleration in 3D, i.e. m

s2
in the directions x,y,z, as well as change in

orientation in 3D, i.e. Rad
s

around the axis x,y,z. This can both give the algorithm
information about metric scale, and also add more constraints to the optimisation
problem, thus potentially improving the accuracy of the map the system produces.

2.6.1 Basic navigation by IMU

The IMU is usually a combination of an accelerometer, a gyroscope and sometimes
a magnetometer. But for the purpose of this thesis I will assume only the first
two sensors to be included. In the context of inertial navigation it is common to
at least work with two frames, the body frame describing the coordinate system
related to the IMU sensors and the world frame where the position of the agent
carrying the sensor will be given.

The accelerometer will measure the acceleration or change of velocity along three
axis of the body frame and the gyroscope will measure the angular velocity of the
body frame around three axis.

To be able to estimate the position of an agent in the world coordinate system,
from this information, we will need to have some initial knowledge concerning the
position, orientation and velocity at the start of the measurement. The process of
combining the information from the two sensors can be summed up in figure 2.14,
and is referred to as dead reckoning. Here one would first integrate up the angular
velocity to find the new orientation of the agent, then rotate the acceleration of the
body frame measured by the sensor so that it is aligned with the world coordinate
system After this one can deduct the effects of gravity on this signal. One will
then integrate this refined signal once and add to the prior velocity to get the new
velocity. We can then integrate this new velocity and add to the prior position to
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Figure 2.14: figure is taken from [14]

get the new position.

When integrating up these noisy measurements and translating the signal from
one coordinate frame to another errors accumulate, when we then perform the
next iteration of pose estimation based on a now erroneous initial state the error
will grow. This error is commonly referred to as drift and makes a navigational
system based only on an inertial measurements quite unreliable. But for shorter
intervals an IMU can produce good estimates of movement and if combined prop-
erly with other sensors the drift in position and velocity can be stabilised.

2.6.2 On manifold pre-integration

In the context of fusing an IMU with a system that navigates by visual odometry
the two should complement each other in a nice way. The IMU will allow us to
retrieve metric scale as well as be corrective when solving for the agent’s move-
ment over smaller distances, while the Visual odometry will be able to constrain
the drift both by directly estimating the relative poses of the agent and when in-
troducing loop closures into the map. However, a challenge with the IMU is that
the frequency of the signal is easily an order of magnitude larger then the frame
rate of the camera and thus much larger then the keyframes added to the pose
graph. For fusing the two signals into the same optimisation a first thought could
be to simply increase the number of nodes in the pose graph to accommodate for
this higher frequency, but we would then be faced with a pose graph that could
grow with several hundred nodes a second. When applying full smoothing to such
a graph, the optimisation problem would quickly become to big to work with.
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Building of the idea of smart factors as well as the work of Lupton et al in [18]
a solution to the difference in signal frequency was proposed by Forester et al. [10].

The idea is to integrate each data point received from the IMU over the "ex-
posure time" of said data point. This is basically a Riemann sum, or a discreet
integral where the estimated position of the agent given a measurement of the
agent’s acceleration over an interval of time can by found by:

v(t+ ∆t) = v(t) + a(t,∆t)∆t (2.53)

p(t+ ∆t) = p(t) + v(t)∆t+
1

2
a(t,∆t)∆t2 (2.54)

Here a(t,∆t) is the constant acceleration measurement over the time interval
(t, t + ∆t) and v(t) is the velocity at time t. This is a discreet representation
of a continuous function and thus we are bound to accumulate some error in the
integral. This integration error will be inverse proportional to the frequency of the
measurements and should be accounted for in the model.

When we are to integrate the angular velocity up to an element in SO3 we will
need to perform this on the groups manifold and then return this to Euclidean
space via the matrix exponential. The change in orientation can be expressed as:

R(t+ ∆t) = R(t)Exp(ω(t,∆t)∆t) (2.55)

From this we have found the relative position and orientation between two IMU
measurements. Since these measurements are much more frequent then the poses
we are calculating from the front end, we will aggregate these measurements into
blocks that describe the relative movement as described by the IMU between two
keyframes, see figure 2.15. This can then be treated as an additional constraint in
the pose graph without adding any new pose variables to the graph. We will on
the other hand have to introduce velocity and bias variables in the graph, at the
same frequency as the pose variables.

Unfortunately the signal from both the gyroscope and the accelerometer will be
polluted by zero mean Gaussian noise, this together with the integration noise I
will denote by ηa(t) and ηω(t) respectively. In addition an offset or bias to both
signals that will drift slowly in time will need to be accounted for. These I will
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Figure 2.15: The leftmost figure we can see all camera frames, (gray triangles)
and all IMU measurements (red dots), while in the right most figure we can see
how only the keyframes (green triangles) and the preintegrated IMU factors are
represented as single factors in between these keyframes. Figure is borrowed from
[10].

denote ba(t) and bω(t). We will also need to account for the effect of gravity on
the accelerometer, a steady 9.81 m

s2
downwards in the earths coordinate system,

denoted g. The noise has zero mean and the bias will be a process we describe
by an integrated white noise process, a Brownian motion. The standard deviation
of the noise and bias terms will be derived from calibration of the IMU, or will
accompany most visual inertial data sets.

The approach in [10] is to aggregate up the terms as a delta to the previous
keyframe and making these deltas independent of the previous pose. Accounting
for the sources of noise and adding up the results for all measurements between
two keyframes the aggregated relative changes in orientation and position is given
by:

iRj = 0RT
i

0Rj

=

j−1∏
k=i

Exp
((
ω̂k(t,∆t)− bωk (t,∆t)− ηωk (t,∆t)

)
∆tk

) (2.56)

∆vij = 0RT
i

(
vj − vi − g∆tij

)
=

j−1∑
k=i

iRk

(
âk(t,∆t)− ηak(t,∆t)− bak(t,∆t)

)
∆tk

(2.57)
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∆pij = 0RT
i

(
pj − pi − vi∆tij −

1

2

j−1∑
k=i

g∆t2
)

=

j−1∑
i=k

(
∆vik∆tk +

1

2
(iRk(âk − bak − ηak)

)
∆t2

(2.58)

Where the hat operator indicates that we are dealing with a noisy measurement.
As Lupton et al. mention in [18], IMU measurements are commonly transferred
into a globally referenced navigation frame before being integrated and used to
estimate a change in orientation and position. If the system is not aware of the
position, orientation and velocity of the agent in a frame that is align with the
earths, the estimated pose changes from the IMU will lead to wrongful motion
estimates. This is referred to as the initial condition requirement.

As we are interested in creating relative pose estimates who’s initial condition
might very well change the pose graph is optimised the IMU factors need to sidestep
this problem. So integrated IMU measurements must be unaffected by any later
changes in the keyframe’s global pose estimate they describe the relative motion
from. If not, we would have to recalculate the these whenever this pose changes,
which is likely to happen when new loop closures are found and we optimise the
pose graph. For the two deltas which are affected by previous velocity and gravity,
namely velocity and position, this means that the deltas are not actually describ-
ing the relative change in a real world sense. Instead first when these deltas are
combined with pose estimates from the VO in the factor graph, will the IMU con-
strains be able to constrain the actual poses of the agent. To try to illustrate how
these preintegtated deltas work in comparison to traditional IMU based navigation
see figure 2.16.

The authors now make an expression of the residual that links the noisy measure-
ments to the variables we are interested in estimating. The above expressions are
augmented to incorporate a consistent propagation of error and to model drifting
bias terms. For the details of these augmentations and the reasoning behind them
I refer the reader to [10].

riRj
= Log

((
iR̂j(b

ω
i )Exp(

∂iRj

∂bω
δbω)

)T
0RT

i
0Rj

)
(2.59)
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Figure 2.16: Here figure (a) describe how IMU navigation would be performed if
we were to align each measurement with the global coordinate system, and (b)
shows how one instead can integrate up several measurements in a larger delta,
and then when needed produce a pose delta. This will then be aligned with the
navigation frame before removing gravity and bias. Figure taken from [18]
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r∆vij = 0RT
i

(
vj − vi − g∆tij

)
−
(

∆v̂ij(b
ω
i , b

a
i ) +

∂∆vij
∂bω

δbω +
∂δvij
∂ba

δba
)

(2.60)

r∆pij = 0RT
i

(
pj − pi − vi∆tij −

1

2
g∆t2ij

)
−
(

∆p̂ij(b
ω
i , b

a
i ) +

∂∆pij
∂bω

+
∂∆pij
∂ba

δba
)

(2.61)

Here a hat over a variable expresses that this is a noisy measurement. With the
above residual terms we can formulate a likelihood function and solve for the max-
imum of this via the negative log likelihood as we did in when performing map
optimisation.

After optimising these local pose graphs that the IMU factors are made from,
they can be integrated into the factor graph representation of the map as we
would incorporate any other factor. In the GTSAM framework the IMU factors
are already implemented. How I propose to combine the information from LSD
SLAM with these IMU factors will be the main focus in the following chapter.
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Chapter 3

Sensor fusion

3.1 Aligning the frames
Before we start describing the two suggestions for data fusion, I would like to make
a short mention of the frames of reference we will work with and how they relate.

Firstly we have the Navigation frame which I also refer to as the World frame.
This is typically a stationary frame of reference which all the agent’s global poses
will refer to. If we are going to use the map we are building for anything linked
to the real world, it is reasonable to have this frame of reference in metric scale.
As we are working with an IMU it can also be conducive to have e.g. the z-axis of
the Navigation frame perpendicular to the earths surface.

Then we have the body frame, which in our case describes the coordinate sys-
tem which is centred in the middle of the IMU. This is thus not stationary but the
integrated IMU measurements will describe the pose of the agent given by iTj at
time j, in the body frame coordinate system at time i. Likewise any global pose
of the agent wTi, will describe the body frame coordinated system at time i given
in the Navigation frame. Finally we have the camera frame describing the coordi-
nate system of the camera. As the camera in our case is fixed to the body it will
also move with MAV. An important part of combining information from different
sensors when navigation is to transform the information from these sensors to the
right reference frame. As mentioned the IMU’s position on the MAV is set to
coincide with the body frame. The camera position relative to the body frame is
then described by the transform bTc that is given in the calibration file. Our goal
is to find the pose of the MAV in the world frame coordinate system, based on
input from both the camera and the IMU. For simplicity we set the world frame
to be the same as the initial position of the body of the MAV (i.e. at the start
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Figure 3.1: Assuming scale is metric in both the camera and the IMU frame of
reference, we can link estimated poses from one sensor to the other by applying
the relative transform between the sensors, in our case given by bTc

of the trajectory). All global pose estimates we later find will now be given as a
transform relative to this frame. In a situation where both IMU and the VO rela-
tive motion measurements were in metric scale, the figure 3.1 could help illustrate
the relationship between the pose estimates from the two sensors. By applying the
transform between the camera and the body to the VO measurements, all trans-
forms describing the MAV’s movement can now be found in the world coordinate
frame. With all measurements given in the same reference system, pose graph
optimisation could be applied with all measurements directly constraining global
pose estimates.
Thus a transform of the cameras pose between time i and time j, iξcj could be trans-
formed to a body frame coordinates by applying the cameras position relative to
the body bξc :

iξbj = bξc ◦ iξcj ◦ cξb (3.1)

Unfortunately pose estimates from monocular VO will not have metric scale and
thus aligning the measurements by the above approach will not be sufficient.
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Instead we need to estimate the scale of the VO relative pose measurements and
then combine them with the IMU transforms. This is what I will cover in the
following sections.

3.2 IMU and GPS fusion
To get acquainted with GTSAM and the IMU Factor I first tried out fusing
the IMU signal with a simulated GPS measurements. The simulated GPS
measurements consists of the ground truth x,y,z position from the data set sampled
at some interval. As both the IMU’s scale and the GPS measurement’s scale
would be metric, fusing these two inputs should be possible by simply aligning the
two frames of reference. I do this by setting the prior on the first pose equal to
the first ground truth measurement. The relative transforms computed from the
IMU measurements will now build on this initial pose, and all GPS measurements
will of course describe position relative to this as well. Now we have two metric
measurements both referring to the same world frame.

Figure 3.2: By setting the initial pose of the body as the initial ground truth
measurement I have that both the IMU global poses and GPS measurements refer
to the same reference frame. Here P refers to a 3 Dof position.

3.3 Visual SLAM and IMU fusion
After this test I propose the first solution to direct visual inertial SLAM. This
first solution consists of combining the x,y,z positions from LSD SLAM global
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pose estimates, after pose graph optimisation, and the IMU measurements from
the data set. This time we can again align the reference VO frame with the initial
frame of the IMU, but scale will be an issue and will need to be estimated to link
the two types of measurement. Hence for this setup I will build a factor graph
as illustrated in figure 3.3. For the 6 way factors connecting two sets of pose,
velocity and bias variables, the Combined IMU Factor in GTSAM was used. But
for introducing pose estimates from LSD SLAM, and allowing for a re-scaling of
these I created my own factor which i named the Scaled Pose Factor. The residual
function is given by:

ri = h(WTi, S)− z̃i =

xiyi
zi

× S −
x̃iỹi
z̃i

 (3.2)

Where the measurement prediction function is:

h(WTi, S) = WTi.translation× S (3.3)

Here (xi, yi, zi)
T refers to the translation of the pose variable WTi of the agent at

time i in our map. z̃i = (x̃i, ỹi, z̃i)
T , is the position of the agent as estimated by

LSD SLAM, rotated to be aligned in orientation to the body coordinate frame of
the MAV at the start of the trajectory. And S is the scale variable.
The Jacobians of this residual function wrt the position is:

HT =
[
03x3, S ×R

]
=

0 0 0 S × r00 S × r01 S × r02

0 0 0 S × r10 S × r11 S × r12

0 0 0 S × r20 S × r21 S × r22

 (3.4)

And the Jacobian wrt the scale is simply the translation part of the pose X:

HS =

xiyi
zi

 (3.5)

In this setup we are effectively working with two pose graphs. One which optimises
the VO pose estimates from LSD SLAM, and then another that takes these pose
estimates and builds a new map by combining these with the information from the
IMU. It is not an efficient setup as practically two separate optimisation’s would
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Figure 3.3: Variables labeled T signify poses, S scale, v velocity and b is for IMU
bias. In the factors fST I introduce the global position estimates to constraint T
and S. There are thus only one VO constraint per pose T.
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Figure 3.4: Here the variables are as in figure 3.3, but the factors fST are now
three way factors introducing scaled by S relative constraints from the LSD SLAM
front end between poses.

need to be maintained, and as we are introducing global pose estimates from LSD
SLAM after the full trajectory has been optimised over, this is to be considered an
offline solution. In the rest of the thesis I will address this approach as approach
1.

3.4 VO and IMU fusion
The second solution to fusing the VO poses and IMU measurements is a setup
where we instead of including the global pose estimates that LSD SLAM produce,
after optimisation, we include only the relative pose estimates from the VO of LSD
SLAM. In this way only one optimisation will be maintained, and in addition this
setup will incrementally introduce information to the pose graph hence simulating
a real-time scenario. The factor graph illustrating this more integrated optimisa-
tion is illustrated by figure 3.4 As in the previous setup, we are also here using
the Combined IMU factor from GTSAM, but the 3-way factor that introduces a
scaled relative pose estimate between two poses, denoted by fST in the figure,
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would need to be developed. This factor I will call the Scaled Between Factor.

As in the offline approach I also here use the translation part of the relative pose es-
timates from LSD SLAM to constrain the pose variables T . The residual function
is thus here given by:

rj = h(WTi,
W Tj, S)− z̄j =

x̂jŷj
ẑj

× S −
x̄jȳj
z̄j

 (3.6)

Where the function h(WTi,
W Tj, S) is given by :

h(WTi,
W Tj, S) = (WT−1

i ×W Tj).translation× S (3.7)
= (Wξ−1

i ◦ Wξj).translation× S (3.8)

Here (x̂j, ŷj, ẑj)
T is the change in position of the agent from time i to time j as

deduced from the two global pose estimates WTi and WTj, and (x̄j, ȳj, z̄j)
T is the

relative change in position from the dense VO of LSD SLAM. Due to loop closures
and the reciprocal tracking check there will be many more relative position con-
straints then there are pose variables in the factor graph.

As our measurement prediction function h(WTi,
W Tj, S) now involve the composi-

tion of the inverse of a pose with a another, deriving the Jacobians of the residual
function with respect to the variables requires a bit more involvement.

From the excellent introduction to Lie theory by Sola et al. [21] we have that
the derivative of the inverse of an element in SE3 wrt its 6 Dof is given by:

∂T−1

∂ξ
= −Adj(T ) (3.9)

Where Adj(t) is the adjoint map of the transform T. We also have that for the
composition of two transforms Ta and Tb;

f(Ta, Tb) = Ta × Tb (3.10)
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the derivative of f(Ta, Tb) is given by:

∂f(Ta, Tb)

∂ξa
= Adj(Tb)

−1 (3.11)

and,

∂f(Ta, Tb)

∂ξb
= I6×6 (3.12)

With this we can by the chain rule calculate the partial derivatives of h(Ti, Tj, S)
as:

Hi =
∂h(WTi,

W Tj, S)

∂ξi
=
∂WT−1

i ×W Tj

∂ξinvi
× ∂WT−1

i

∂ξi
(3.13)

= −Adj(WTj)−1 × Adj(WTi) (3.14)

where ξinv is the tangent space representation of the transform WT−1
i , and

Hj =
∂h(WTi,

W Tj, S)

∂ξj
= I6×6 (3.15)

As h(WTi,
W Tj, S) only estimate the translational elements of the transform, the

two Jacobians we end up with will consist of only the three bottom rows of the 6
x 6 matrices we derived above.

Finally the partial derivative of h(WTi,
W Tj, S) wrt S;

HS =
∂h(WTi,

W Tj, S)

∂ξj
= (WT−1

i ×W Tj).translation (3.16)

We now have all the residual expressions and Jacobians necessary to optimise the
map.

I will in the rest of the thesis refer to this approach as approach 2. In the next
chapter we will see the implementation of these approaches.
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Chapter 4

Implementation

In this section I will describe the system I have made to fuse IMU data with the
pose estimates created by the LSD SLAM. This is followed by a brief presentation
of the implementation of the factors from the two approaches in GTSAM.

4.1 System setup
The basic work flow of LSD SLAM was illustrated in figure 2.13. I have made
some augmentation to the code base of LSD SLAM so that all keyframe poses
before any map optimisation is done, is exported to a log file. All relative poses,
and their corresponding information matrices are also logged. And lastly all global
poses after optimising the map with g2o is added at the end of the file.
I have then created a framework in C++ to read this data and reconstruct the
pose graph. There are a couple of reason for exporting the pose graph and pro-
ducing this framework instead of changing the back end of LSD SLAM directly.
Firstly LSD SLAM is not deterministic, that is if we show the same data set to
the system it is likely to produce a different map every time. This is due to the
parallelism of the system, as the sequence of how the different processes are run
are determined by the scheduler of the cpu it is run on, the system will generate
keyframes at different intervals each time we run it. With different keyframes we
get different pose estimates and different maps. This will make it hard to compare
performance of the system with and without the IMU data. So instead I create
pose graphs with LSD SLAM, then fuse IMU information into these and compare
the results. Secondly a benefit of working with the pose graph in a less complex
framework will be that detecting bugs, and errors will be vastly simpler then doing
this when the whole system is running.

For all pose graph optimisation I have used the library GTSAM [4]. For Visuali-
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sation and image handling i use OpenCV [20] an open source library for computer
vision. An illustration of the setup can be found in figure 4.1.

Figure 4.1: Illustration of my loosely coupled visual inertial SLAM system. Images
from camera 0 in the EuroC MAV data set is feed into LSD SLAM. Initial pose
estimates, optimised poses and pose constraints are then exported from LSD
SLAM. This data as well as the IMU data from the EuroC MAV data set is
imported to my framework synchronised and fused using GTSAM.

4.2 Factor implementation
For implementing the two custom factors I proposed in chapter 3, I based myself
on the virtual base class NoiseModelFactor in GTSAM. As described in the
documentation this class models a nonlinear sum-of-squares factor with a zero-
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mean noise model implementing the density:

P (z|x) ∝ exp(−1

2
‖h(x)− z‖2

Σ) (4.1)

This is the general form of the likelihood function that we had in equation 2.43.
The important part of deriving from this class is that we override the purely virtual
function evaluateError(). In evaluateError() we must both specify the residual
function:

r = h(x)− z (4.2)

and the derivative of h(x), H wrt all variables, which GTSAM will need when
linearising h(x) during optimisation.

4.2.1 Approach 1

The implementation of the error function in the ScaledPoseFactor() is given by:

Vector evaluateError(const S &scale, const T &T_pose,
boost::optional<Matrix &> H_scale = boost::none,
boost::optional<Matrix &> H_pose = boost::none) const

{
Matrix H_trans;
Point3 hx = T_pose.translation(H_trans)*scale;
Point3 error = hx - measured_;

if (H_pose) *H_pose = H_trans * scale;
if (H_scale) *H_scale = T_pose.translation();

return error;
}

Here measured_ will be the 3-vector measurement z, which is the translation part
of the global pose estimate, as estimated by LSD SLAM. H_pose and H_scale will
be the Jacobians of h(x) wrt the two variables.

4.2.2 Approach 2

The implementation of the error function in the ScaledBetweenFactor() is given
by:
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Vector evaluateError(const T &T_From, const S &scale, const T &T_To,
boost::optional<Matrix &> H_From = boost::none,
boost::optional<Matrix &> H_scale = boost::none,
boost::optional<Matrix &> H_To = boost::none) const

{
Matrix H_pose, H_From_b, H_To_b, H_t;

Pose3 p = cam2body_ * measurement_ * cam2body_.inverse();
Point3 z = p.translation();
Point3 T_trans = T_From.between(T_To, H_From_b, H_To_b).translation(H_t);
Point3 hx = T_trans * scale;
Point3 error = hx - z ;

if(H_From) *H_From = H_t * H_From_b * scale ;
if(H_To) *H_To = H_t * H_To_b * scale ;
if(H_scale) *H_scale = T_trans ;

return error;
}

Again measured_ is the 3-vector representing z, the translation part of the relative
pose constraint from the VO of LSD SLAM. cam2body is the relative transform
describing the cameras position relative to the body of the M V. H_From, H_To and
H_scale will be the Jacobians of h(x) wrt the three variables T_From, T_To and
scale.
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Chapter 5

Dataset and evaluation framework

I will in this chapter introduce the visual inertial dataset I have chosen to work
with and how I have proceeded with this to create pose graphs that can be intro-
duced to my system.

After this I will cover the testing framework I will use to compare my results
to the ground truth and the results achieved by LSD SLAM directly.

5.1 Datasets

5.1.1 Visual inertial dataset

For testing the system I have choose to work with the EuRoC MAV data set [2].
This data set contains 5 sequences of varying difficulty recorded in a machine hall
as well as 6 sequences recorded in a small room with a floor covered in textured
materials. The degree of difficulty is linked to the speed of movement and varying
lighting condition of the scene. The data is collected by a visual inertial stereo
camera mounted on a micro areal vehicle (MAV). The camera has a global shutter.
The sensor setup is illustrated by figure (5.1) The video is captured with a global
shutter camera at 20Hz a second in addition IMU measurements are captured at
200Hz a second. The progression in each sequence is similar. First the MAV is
moved up and down quickly by hand to help initiate the SLAM system. After this
the MAV is put down on the ground before taking off to fly around. The MAV
will at the end of the trajectory lands at the same area that it started. When in
flight the movement is often loopy giving ample opportunity for loop closures.

The data set contain ground truth on the MAV’s movement, orientation and ve-
locities. These are based on a laser positioning system and IMU measurements.
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Figure 5.1: The cameras are mounted forward facing, and IMU is mounted x up,
z forwards, and coincides with the body reference frame. The image is taken from
[2]

The 20 fps frame rate of the data set is unfortunately somewhat lower then the
recommended frame-rate for LSD SLAM, which is between 30 - 60 fps. A direct
method like LSD SLAM can be sensitive to the combination low frame rate and
fast movement as this might increase the chance that we end up in a local minima
when tracking, or that the initial value in the minimisation will not converge at
all, and thus tracking will fail. A feature based system might be more robust to
the fast movement and low frame-rate combination as there is a big chance that
even facing a big movement we might find a sufficient number of matched features
to perform tracking.

5.1.2 Pose graph data set

Optimally I would like to have one well formulated pose graph for each sequence
in the EuRoC MAV data set. But as mentioned in the above section, the frame
rate of the EuRoC MAV data set is somewhat below the suggested frame rate for
the SLAM system. When running the system on the data set tracking is often
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lost and the run will need to be restarted. As mentioned each sequence is started
with the MAV being moved by hand to help initiate the SLAM system. Unfortu-
nately this movement is in combination with the low frame rate enough for LSD
SLAM to loose tracking in many of the sequences. So what I have done, is to crop
the sequences so they start from the MAV laying still, just before it starts its flight.

In an attempt to improve tracking performance I have, as suggested by the En-
gel et al. tweaked the gradient threshold for a pixel to qualify as a pixel worth
tracking in the settings file of the system. Due to this there might have been a
small improvement in tracking. In addition point clouds are denser as more pixels
will have an estimated depth. I have also tweaked the keyframe distance weight
to increase the production of keyframes. This should increase the chance of the
relocaliser being able to find back to the map in case tracking is lost, and to a
small extent I think this has helped.

I have run the system a total of 10 times per data set, and selected the best
pose graph after these 10 runs as the pose graph to continue working with. A
better pose graph would be one where the trajectory is relatively clear, scale drift
is not too big and there are many loop closure constraints.

The data sets where I successfully managed to produce a pose graph is listed
in table (5.1). For the 5 sequences recorded in the machine hall, it is worth noting
that many of the tracking failures are connected with fast rotations or translations
of the camera. There is also a degenerate effect on scale when the MAV performs
movements that are rotation dominant. Regarding illumination, which in addition
to fast camera movement is described as the source of difficulty in the data sets,
LSD SLAM seems to work well as long as the transition from light to dark is grad-
ual. This could be observed in the middle of sequence 5 where the MAV moves
into a very dark area of the machine hall, see figure 5.2. Whenever the system
made it to this part of the video stream it did not fail here. But it often fails in
much more lit conditions earlier in the sequence.

I have included the 4 maps created from the best run of each of the data sets
in the machine hall in figure 5.3 For the 6 sequences recorded in the room, LSD
SLAM has more difficulties. The first sequence that should be easy is already a
challenge for the algorithm. As the area of the MAV’s movement is restricted by
the much smaller space then in the sequences recorded in the machine hall more
rotations are performed. This seems to be a challenge for LSD SLAM as tracking
often fails during these camera movements. As an example, a movement that is
close to rotation only in the beginning of the Room 2 easy sequence, makes a big
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Sequence Pose Graph Relocation Comment
Machine hall 1
(easy)

Yes No Unstable in first frames.
Quality: good, Keyframes:
112

Machine hall 2
(easy)

Yes Yes Lost tracking but relocate
early in sequence. Quality:
good, Keyframes: 92

Machine hall 3
(medium)

Yes Yes Lost tracking but relocated
mid trajectory. Quality:
poor, Keyframes: 85

Machine hall 4 (dif-
ficult)

No - Failed

Machine hall 5 (dif-
ficult)

Yes Yes Lost tracking twice, a lot of
scale drift. Quality: poor,
Keyframes: 90

Room 1 (easy) Yes Yes Scale drift, and lost tracking
for long periods. Quality:
very poor, Keyframes: 97

Room 2 (medium) No - Failed
Room 3 (difficult) No - Failed
Room 4 (easy) Yes Yes Scale drift, and lost track-

ing. Quality: very poor,
Keyframes: 105

Room 5 (medium) No - Failed
Room 6 (difficult) No - Failed

Table 5.1: After 10 runs of each data set the above table represent the best pose
graphs LSD SLAM managed to produce. We have 4 pose graphs from the machine
hall and 2 pose graphs from the room sequences.
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Figure 5.2: Even in low lighting parts of the difficult machine hall sequence LSD
SLAM performs well finding sufficient pixels for tracking.

Figure 5.3: From top left we have sequence 1, 2,3 and 5. These are the best maps
produced from 10 runs on the Machine hall part of the EuRoC MAV data set.
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Figure 5.4: These are the best maps produced by the LSD SLAM on the two easy
Room sequences of the EuRoC MAV dataset. The map to the right is from the
Room 1 easy sequence, and to the left from the Room 2 easy sequence. From the
map on the rigth hand side we can observe a severe scale drift as the MAV moves
from bottom right upward then leftwards.

impact on the scale estimate making the map unreadable from early on. See figure
5.4. Similar problems lead to failure in many of the other sequences. In addition
more direct lighting in these sequences leads to more variable exposure times be-
tween frames and thus more fast variation in the illumination of the images. This
makes it harder to achieve a sufficiently low photometric error in the tracking part
of LSD SLAM. Due to the very low quality on the room sequences, I will in the rest
of the project focus on the 4 pose graphs that was created from the machine hall
sequences. The shorthand MH1, MH2, MH3 and MH5 will be used to distinguish
these.

5.2 Testing framework and error metrics
For comparing the pose graph of the visual only and the visual inertial system to
the ground truth provided by the data set I will use a SLAM evaluation framework
called EVO, developed by Michael Grupp [11]. This is a Python framework that
reads files describing a trajectory, and compares this to other trajectories. This
allows for comparing raw pose graphs directly. Another useful property of this
framework is that we can also align pose graphs with other pose graphs, using
Umeyamas [23] method. In brief this method will find the least square rotation R,
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translation t and scale c that will align one set of points a to another set b by :

bi = cRai + t (5.1)

The framework also allows for the alignment of scale between two maps, thus giv-
ing the opportunity to compare pose graphs to ground truths even in the case
when scale is not the same.

EVO also allows for easy calculation of error metrics. I will use the absolute
pose error (APE), between a map and the ground truth. This will provide the
absolute difference in position, between two poses, given a relation between poses.
To relate poses from estimated maps and the ground truth, the timestamps of
the poses are used. We can now compare the global consistency of the estimated
trajectories relative to ground truth. By allowing for realignment and scaling of
maps before comparing, I can both find the absolute and the the relative error
between the estimated maps and the ground truth.
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Chapter 6

Results

In this chapter the results from the proposed systems will be presented. I have
tested the two approaches on the dataset I presented in the previous chapter.
When estimating the maps, I found that both approaches struggle in the initial
phase of navigation. To see how much the system would benefit from a better
initialisation, I have therefore added a third setup where I apply approach 2, but
also allow for GPS measurements on the first 15 frames of the trajectory. For
brevity I will refer to this as approach 2b.

6.1 GPS and IMU fusion
As a test of my setup I built a map jointly optimising over the IMU and GPS
signal from the MH5 trajectory of the EuRoC MAV dataset, as proposed in section
3.2. I do this by using the Combined IMU factor as well as the GPS factor that
is implemented in GTSAM. In this experiment I found that the simulated GPS
measurements are a good compliment to the IMU measurements. Even when
adding only 9 GPS measurements evenly distributed on a 90 second trajectory the
resulting map is very close to the ground truth. See figure 6.1 for the estimated
trajectory overlaid the ground truth. This illustrate the ability of the IMU to "fill
in" between GPS measurements which in this example is provided at 10 second
intervals.
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Figure 6.1: Estimated trajectory of MAV (colours) vs ground truth (gray) using
sampled GPS measurements and IMU. The colour of the MAV’s trajectory indicate
the absolute pose error to the ground truth, see colorbar to the right for error in
meters. The trajectory is taken from the Machine hall 5 sequence from the EuRoC
MAV dataset [2].

6.2 Scale
I will now start with examining the capacity of the two proposed approaches to
retrieve metric scale for the maps that are produced.

After map optimisation I have calculated the relative scale between each esti-
mated pose and the ground truth. The results of this can be found in table 6.2.

If we compare the the results from the sensory fusion to what we have from LSD
SLAM directly we can see that all approaches move towards retrieving metric
scale. It looks like approach 1 has performed slightly better in achieving metric
scale compared to approach 2. But that approach 2b is clearly the best solution
in this respect.

For the two first sequences, MH1 and MH2, where LSD SLAM produced good
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Figure 6.2: The average relative scale between estimated poses and the ground
truth. A scale factor of 1 will mean that the map is up to metric scale.

pose graphs and VO, we can see that the three approaches arrive at a scale that
is close to the ground truth and thus metric scale. Approach 2b is outperforming
the two others as is to be expected with GPS measurements in metric scale added
to the 15 first keyframes. As for sequence MH3, approach 1 and approach 2b
again give good scaling, while approach 2 overshoots. On sequence MH5 we see
both approach 1 and 2 a bit on the high side, while approach 2b produced a good
estimate of the scale.

To an extent I would explain the dubious precision of the trajectory lengths for
the two latter sequences to be partly due to the loss of tracking that LSD SLAM
experienced when producing pose graphs for these data sets. When re-localising
LSD SLAM will estimate a direct path between the last tracked pose and the pose
at time of re-localisation. Hence any non linear movement between these two poses
will be ignored. If tracking is lost for an extended period this can have an adverse
effect on the quality of the map.

When running the 4 dataset on my proposed approaches I wanted to check for
how the optimisation converge as new constraints are added to the map. I have
therefore recorded the value of the scale variable each time the system added an
additional pose variables in the factor graph. This scale variable is not to be
confused with the scale from figure 6.2, but is the value of the variable from the
measurement prediction functions of chapter 3. How approach 1, 2 and 2b con-
verge can be seen in figure 6.3, figure 6.4 and figure 6.5 respectively.

In all instances we have convergence in the scale variable, but there are some
difference worth noting. Approach 1, where we fuse already optimised poses from
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Figure 6.3: Convergence looks smooth for all sequences. It converges slowly for
the datasets MH1 and MH5 but very fast for the datasets MH2 and MH3.

Figure 6.4: When applying approach 2, the scale variables fluctuates quite strongly
during the initial 15 - 20 keyframes. In the case of sequence 3, we can see that
scale converges to a negative value, which is unfortunate.
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Figure 6.5: For approach 2b we can see that there is still some fluctuations in the
estimated scale variable in the initial stages of building the map. But after the
initial 15 keyframes the system has converged for all 4 trajectories.

LSD SLAM with IMU measurements appear more stable then approach 2 where
VO measurements are fused with the IMU. This might be because these poses
are already a product of an optimisation, and thus will already be a consensus
estimate based on all VO relative poses. The raw VO poses we optimise over in
approach 2 and approach 2b on the other hand, are independent of each-other and
could therefore pull in different direction, which could explain the fluctuations at
the initial stages of building the map. Further investigations would be necessary
to determine if this is a general property of the two approaches or not.

Note also that when running approach 2 on the MH3 dataset, the scale variable
converge to a negative value. This is to be considered a failure of the system. Here
we can see the value of the initialisation phase which we introduced in approach
2b, as the scale variables in this approach all converge to reasonable numbers.
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6.3 Maps
We will now look at the maps that the visual inertial systems produced. In this
section I will first compare the three approaches with the ground truth that ac-
company the EuRoC MAV dataset.

The resulting maps are presented in 4 figures. Machine Hall 1 in figure 6.6 ,
Machine Hall 2 in figure 6.7 , Machine Hall 3 in figure 6.8 and Machine Hall 5 in
figure 6.9. The gray line illustrates the ground truth. The coloured line represent
the estimated trajectory of the MAV. Here the hue highlights the absolute pose
error relative to ground truth. The sidebar relates hue to error in meters. Note
that each sidebar is scaled differently.

The figures are structured so that the top figure is the result from approach 1,
the middle is the result of approach 2, and the bottom is the result from approach
2b.

As could be expected the two first datasets, MH1 and MH2 yield the best re-
sults. At the initial stages of navigation, both approach 1 and approach 2 are
overestimating the movement of the MAV. But as the navigation continues both
approaches reflect the movement of the MAV with reasonable precision. Again
we can see the benefit of initialising the system with GPS measurements as the
results of approach 2b is much better aligned with the ground truth for both these
datasets.

The results of the MH3 dataset is less encouraging. All three approaches miss-
estimate the map, with the VO and IMU fusion of approach 2 estimating a map
that is "flipped". This can be tied to the negative scale variable that we saw the
system converged to in figure 6.4. The bad results from this sequence might in
part be prescribed to the poor performance of LSD SLAM on this sequence.

For the sequence MH5 we can see that both approach 1 and approach 2 underes-
timates the trajectory length. A point worth noting is that approach 2 seems to
be able to rectify some of the scale drift we observed when running the sequence
on LSD SLAM. This can be observed in the left part of the trajectory. Again
approach 2b seem to be the better approach. Here the trajectory is in scale and
shape similar to the ground truth.

As the last part of the results I will compare the root mean square error be-
tween the ground truth and the results from LSD SLAM and the three suggested
SLAM approaches. The rmse give an average of the absolute value of the errors in
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position only, for all estimated maps. It would make no sense in calculating this
directly for the unscaled maps produced by LSD SLAM, as the scale and alignment
of these are not relatable to the ground truth, see figure 6.10. So to get an idea
of the relative accuracy of the three approaches compared to LSD SLAM i have
scaled and realigned all trajectories to the ground truth before calculating the rmse.

Figure 6.10: The estimated trajectory
of the MH1 sequence by LSD SLAM
alone, (colours) overlaid the ground truth
(gray).

The results is presented in figure 6.11.
When comparing the results from ap-
proach 1 to those of LSD SLAM we can
see an improvement for both MH1 and
MH2, while for MH3 and MH5 the er-
ror is close to that of LSD SLAM. For
approach 2 the rmse is smaller for the
MH1 and MH5, bigger for MH2 and
MH3. And when looking at approach
2b we can see that it consequently out-
performs approach 2, which is to be ex-
pected, but that there is no clear evi-
dence that it is better then LSD SLAM
or for that matter approach 2.

6.4 Discussion
Looking at the results from the pro-
posed systems we can see that when it
comes to retrieving metric scale there is some evidence that both approach 1 and
approach 2 is able to do this, but that the estimated scale is somewhat on the
upside compared to ground truth. Approach 2b, where we help the system by pro-
viding GPS measurements for the first 15 keyframes outperforms the stand alone
approaches in this respect for all but one sequence.

When it comes to convergence all three approaches converges nicely, except for
approach 2 on the MH3 sequence. The results also show that with the help of
GPS measurements at the initial stages of the map building process convergence
is faster. As the GPS measurements are providing additional constraints in metric
scale to the optimisation this was to be expected, but it was interesting to see how
the scale values settled at these levels throughout the trajectory.

When it comes to the maps that were produced, it is obvious that with better
VO and global pose estimates from LSD SLAM we get better maps. Across the
board we saw that the results of the maps created from all three approaches were
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close to the ground truth for both of the sequences where LSD SLAM performed
well on the datasets. When looking at the results from MH3 we see that if the
VO is not sufficiently precise the on-line approaches struggle the most. While the
opposite seems to be the case for the MH5 sequence. Here the on-line approaches
are performing best, and it is particularly interesting to see how approach 2b man-
ages to rectify a somewhat degenerate VO from LSD SLAM.

Comparing the relative precision of the the systems there is no clear conclusion.
Again we see that for the the sequences MH1 and MH2, results are good for all
systems and the fusion of an IMU with the already optimised global pose esti-
mates from LSD SLAM have a positive effect. On the sequences MH3 and MH5
the relative errors are big for all approaches.

If more time and resources were available it could be interesting to test the system
on more data. It would be particularly interesting to study how the system would
performer over longer trajectories and in outdoor environments. It could also be
interesting to introduce other VO frontends to the system to compare with the
performance of LSD SLAM.
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Figure 6.6: Machine Hall 1. Gray trajectory is ground truth, coloured trajectory
from SLAM system.From top: Approach 1, Approach 2, Approach 2 w/ GPS on
initial 15 keyframes.
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Figure 6.7: Machine Hall 2. Gray trajectory is ground truth, coloured trajectory
from SLAM system.From top: Approach 1, Approach 2, Approach 2 w/ GPS on
initial 15 keyframes.
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Figure 6.8: Machine Hall 3. Gray trajectory is ground truth, coloured trajectory
from SLAM system.From top: Approach 1, Approach 2, Approach 2 w/ GPS on
initial 15 keyframes.
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Figure 6.9: Machine Hall 3. Gray trajectory is ground truth, coloured trajectory
from SLAM system.From top: Approach 1, Approach 2, Approach 2 w/ GPS on
initial 15 keyframes.
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Figure 6.11: The root mean squared error in meters, for scaled and aligned
trajectories.
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Chapter 7

Conclusion

In this thesis we have looked at the possible benefits of fusing IMU signals to
the map optimisation in a well known direct visual SLAM method. In the back-
ground part of the thesis I examined the building blocks in direct visual SLAM,
and the framework of factor graphs. After this navigation by IMU, and the IMU
factor was introduced. This was followed by two suggested approaches for sensory
fusion. First an off-line approach, where the map from LSD SLAM was jointly
re-optimised with the IMU signal. And second, an on-line approach where the
output of the Visual Odometry of LSD SLAM and the IMU signal was jointly
optimised over to create a map.

When it comes to the first stated aim of this project, the fusion of an IMU with
LSD SLAM shows promise in creating better maps as alignment and scale is much
improved compared to LSD SLAM on its own. But if we adjust for alignment and
scale the results are not clear cut, and further testing of the approaches will be
necessary. As for the second aim of this project, the introduction of an IMU to a
monocular SLAM system has succeeded in introducing metric scale to the maps.
Further to this we have investigated the effects of initialising a direct visual inertial
SLAM system with GPS measurements. This has been show to have a positive
effect on scale, alignment and the relative precision of the maps.

74



Bibliography

[1] Simon Baker and Iain Matthews. “Lucas-Kanade 20 Years On: A Unifying
Framework.” In: International Journal of Computer Vision 56 (2004),
pp. 221–255.

[2] Michael Burri et al. “The EuRoC micro aerial vehicle datasets.” In: The
International Journal of Robotics Research 35 (2016), pp. 1157–1163.

[3] Luca Carlone et al. “Eliminating conditionally independent sets in factor
graphs: A unifying perspective based on smart factors.” In: 2014 IEEE
International Conference on Robotics and Automation (ICRA). 2014,
pp. 4290–4297.

[4] Frank Dellaert. gtborg / gtsam. url: https://bitbucket.org/gtborg/gtsam/
src/develop/.

[5] Frank Dellaert and Michael Kaess. “Factor Graphs for Robot Perception.”
In: Foundations and Trends in Robotics 6.1-2 (2017), pp. 1–139.

[6] Ethan Eade. “Gauss-Newton / Levenberg-Marquardt Optimization.” In:
(2013), p. 9. url: http://ethaneade.com/optimization.pdf.

[7] Ethan Eade. “Lie Groups for 2D and 3D Transformations.” In: (2017), p. 25.
url: http://ethaneade.com/lie.pdf.

[8] Jakob Engel, Vladlen Koltun, and Daniel Cremers. “Direct Sparse Odome-
try.” In: IEEE Transactions on Pattern Analysis and Machine Intelligence
40 (2018), pp. 611–625.

[9] Jakob Engel, Thomas Schops, and Daniel Cremers. “LSD-SLAM: Large-
Scale Direct Monocular SLAM.” In: Computer Vision – ECCV 2014. Lecture
Notes in Computer Science. Springer, Cham, 2014, pp. 834–849.

[10] Christian Forster et al. “On-Manifold Preintegration for Real-Time Visual–
Inertial Odometry.” In: IEEE Transactions on Robotics 33 (2017), pp. 1–
21.

[11] Michael Grupp. EVO - Python package for the evaluation of odometry and
SLAM. 2017. url: https://github.com/MichaelGrupp/evo.

75

https://bitbucket.org/gtborg/gtsam/src/develop/
https://bitbucket.org/gtborg/gtsam/src/develop/
http://ethaneade.com/optimization.pdf
http://ethaneade.com/lie.pdf
https://github.com/MichaelGrupp/evo


[12] Ming Hsiao, Eric Westman, and Michael Kaess. “Dense Planar-Inertial
SLAM with Structural Constraints.” In: 2018 IEEE International Conference
on Robotics and Automation (ICRA). IEEE, 2018, pp. 6521–6528.

[13] Christian Kerl, Jurgen Sturm, and Daniel Cremers. “Dense visual SLAM for
RGB-D cameras.” In: IEEE, 2013, pp. 2100–2106.

[14] Manon Kok, Jeroen D. Hol, and Thomas B. Schon. “Using Inertial Sensors
for Position and Orientation Estimation.” In: Foundations and Trends in
Signal Processing 11.1-2 (2017), pp. 1–153.

[15] Frank R Kschischang and Hans-Andrea Loeliger. “Factor Graphs and the
Sum-Product Algorithm.” In: IEEE Transactions on Information Theory
47.2 (2001), p. 22.

[16] Rainer Kummerle et al. “g2o: A general framework for graph optimization.”
In: 2011 IEEE International Conference on Robotics and Automation. IEEE,
2011, pp. 3607–3613.

[17] Bruce D Lucas and Takeo Kanade. “An Iterative Image Registration
Technique with an Application to Stereo Vision.” In: (1981), pp. 674–679.

[18] T. Lupton and S. Sukkarieh. “Visual-Inertial-Aided Navigation for High-
Dynamic Motion in Built Environments Without Initial Conditions.” In:
IEEE Transactions on Robotics 28 (2012), pp. 61–76.

[19] Raul Mur-Artal, J. M. M. Montiel, and Juan D. Tardos. “ORB-SLAM: a
Versatile and Accurate Monocular SLAM System.” In: IEEE Transactions
on Robotics 31 (2015), pp. 1147–1163.

[20] OpenCV. url: https://opencv.org/.

[21] Joan Sola, Jeremie Deray, and Dinesh Atchuthan. “A micro Lie theory for
state estimation in robotics.” In: arXiv:1812.01537 [cs] (2018).

[22] Hauke Strasdat, J.M.M. Montiel, and Andrew J. Davison. “Visual SLAM:
Why filter?” In: Image and Vision Computing 30 (2012), pp. 65–77.

[23] S. Umeyama. “Least-squares estimation of transformation parameters
between two point patterns.” In: IEEE Transactions on Pattern Analysis
and Machine Intelligence 13 (1991), pp. 376–380.

[24] UNIK4690 Maskinsyn Universitetet i Oslo. url: https://www.uio.no/studier/
emner/matnat/its/UNIK4690/index.html.

76

https://opencv.org/
https://www.uio.no/studier/emner/matnat/its/UNIK4690/index.html
https://www.uio.no/studier/emner/matnat/its/UNIK4690/index.html

	Introduction
	Aim of the project
	Structure of the thesis

	Background
	Lie groups
	A general introduction to visual SLAM
	Feature based vs Direct and Sparse vs Dense

	Dense visual odometry
	Estimating a transform using the original Lucas Kanade
	Dense motion tracking in 3D 

	Mapping
	Constructing and optimising a pose graph
	Factor graphs

	LSD SLAM
	The inertial measurement unit
	Basic navigation by IMU
	On manifold pre-integration


	Sensor fusion
	Aligning the frames
	IMU and GPS fusion
	Visual SLAM and IMU fusion
	VO and IMU fusion

	Implementation
	System setup
	Factor implementation
	Approach 1
	Approach 2


	Dataset and evaluation framework
	Datasets
	Visual inertial dataset
	Pose graph data set

	Testing framework and error metrics

	Results
	GPS and IMU fusion
	Scale
	Maps
	Discussion

	Conclusion

