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Abstract

A blockchain is a distributed ledger comprised of practically unchange-
able, digital recorded data in packages called blocks. Each block in the
chain contains data and is cryptographically hashed. The blocks of hashed
data draw upon the previous block in the chain, ensuring all data in the
overall blockchain is untampered. Blockchain and Distributed Ledger ad-
vantages are related to enhanced transparency in business applications
and between the involved parties compared to using ordinary databases.
Since the blockchain is cryptographically protected, it can be shared, al-
lowing anyone to check the correctness of a transaction.

Previously, this technology was mostly used for enabling public, decent-
ralized digital currencies, known as cryptocurrencies, such as BitCoin and
LiteCoin. In the latest years, however, additional use-cases have been de-
signed, including non-money asset tokenization, digital identity and sup-
ply chain management. Together with the rise of new use-cases, distrib-
uted ledger technology frameworks emerged to assist and simplify the
development process of such use-cases. These frameworks accelerate the
development process at the cost of resource overhead.

In this thesis, we use Hyperledger Fabric, a distributed ledger technology
framework maintained by the Linux Foundation, to design, develop and
analyze the performance of a use-case granted by DNV-GL. We explore
the network resource cost of a transaction and model the network traffic
flow. In addition, we measure and present the performance of this system
and demonstrate why such a performance display alone is misleading.
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Chapter 1

Introduction

1.1 Background and Motivation

Blockchain and Distributed Ledger Technology (DLT) has since the cre-
ation of BitCoin in 2009 by Nakamoto, (2008) steadily increased in popular-
ity. In 2014, the Ethererum (Ethererum, 2018) blockchain was released with
its Turing complete (Turing, 1938) programming support known as Smart
Contracts, allowing any programmer to develop applications on top of the
Ethereum blockchain. Since then, Blockchain and Distributed Ledger tech-
nology has had a massive adaption and has gained attraction from both
developers and companies all over the world (Hileman and Rauchs, 2017).

In essence, a blockchain is a distributed database with append as the only
allowed write-operation. An append-request is known as a transaction.
Nodes in the blockchain network store a copy of the distributed database,
verify new transactions and update the database state. Pre-defined veri-
fication rules ensure a global database state between all nodes. Because
of this global, verified, state, blockchains are known as being secure by
design. No single hazardous node in the network can alter the database
state by itself (Pilkington, 2016).

In recent years, Distributed Ledger Technology frameworks have been de-
veloped, with the intent of making Distributed Ledger Technology and
Blockchain development faster and cheaper. A framework speeds up the
process from use-case to application by providing the distributed ledger,
defined consensus rules and commands for managing communication
with the network nodes, effectively allowing the developers to focus on
use-case design and development only.

This modularity comes with a cost. Since a framework must conform to
many use-cases, some resource overhead is unavoidable. The most signi-
ficant disadvantage to distributed ledger technology is its high resource
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expense, and by using a framework, this expense gets even higher. For a
company to even consider developing and handling an enterprise Distrib-
uted Ledger Technology solution, they must know the resource expense
of such a solution. One such company is DNV-GL, an international, ac-
credited registrar (DNV-GL, 2019). In this thesis, we have been provided
a use-case by DNV-GL, which we implement by using one of the frame-
works in the Hyperledger project.

The Hyperledger project (G. Hyperledger, n.d.) is an open source set of
five Distributed Ledger Technology frameworks started in 2015 by the
Linux Foundation, created to advance cross-industry blockchain techno-
logies. Besides this, the project provides additional Distributed Ledger
Technology tools for distributed ledger exploration and performance ana-
lysis. Out of the five Distributed Ledger Technology frameworks in the
Hyperledgert project, Hyperledger Fabric (F. Hyperledger, 2019) is the
most well-maintained one, with 166 contributors to this date.

Even though Hyperledger Fabric is one of the most used distributed
ledger technology frameworks, most papers analyzing Hyperledger Fab-
ric performance, like Thakkar, Nathan and Viswanathan, 2018 and Nasir
et al., 2018, focus on Distributed Ledger Technology related measurements
like transactions throughput and transaction latency. We have found no
studies presenting the network resource usage in terms of bytes.

Studies focusing solely on TPS improve the understanding of Hyperledger
Fabric and show methods to scale the network. However, when a com-
pany wants to develop an enterprise Distributed Ledger Technology solu-
tion, information about the network impact of transactions is valuable and
should be of consideration.

1.2 DNV-GL

DNV-GL (DNV-GL, 2019) is an international accredited certification body
and classification society, and provides services in many industries
including maritime, renewable energy and the oil & gas sector. As a
classification society, they create and maintain technical standards for
ships and offshore structures. They also provide technical assurance,
software and independent expert advisory services to the these sectors.

1.3 Outline

In this thesis, we use the Hyperledger Fabric framework to implement
and analyze the network performance a Distributed Ledger Technology
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application. A use-case is provided by DNV-GL, which we present, design
and implement to suit a Distributed Ledger Technology application. Then,
we deploy and test it on a distributed Hyperledger Fabric (G. Hyperledger,
n.d.) network environment. We use this environment to perform network
analysis of the Distributed Ledger Technology network.

This thesis focus on the network performance of Hyperledger Fabric and
how transactions impact this performance. The research activities per-
formed in this thesis were selected with this in mind, with the goal to
present easy-to-read information about the network performance in Hy-
perledger Fabric. We hope that companies, corporations, and so on, can
use this information when deciding if they should implement a Distrib-
uted Ledger Technology system and, if so, whether Hyperledger Fabric is
the right framework for their use or not.

We explore ways of measuring the distributed ledger technology network
performance and reflect on these measurements. Once a performance met-
ric is found, we analyze the network traffic. When analyzing, we look at
the network performance of transactions, investigate the resource costs of
such a transaction, and present the network consumption in models.

In total, we defined four research activities:

1. Estimate the transaction throughput of the network.

2. Measure the Gossip network traffic in Hyperledger Fabric.

3. Measure the Transaction traffic in Hyperledger Fabric.

4. Analyze and model the network Transaction Flow.

We discuss the selection and further elaborate each research activity in
chapter 4 of this thesis. By doing so, we are able to examine the potential
difficulties that we introduce in chapter 3 - The Hyperledger Project.

1.4 Thesis Structure

The rest of this thesis consists of three parts, where the first, Background,
contains next two chapters. In chapter 2 - Distributed Ledger Technologies,
we provide background information about Distributed Ledger Techno-
logy, blockchain technology, and the difference between these two. Chapter
3 provides information about The Hyperledger Project and the three Hy-
perledger frameworks: Fabric, Composer and Caliper.

The second part of this thesis starts at chapter 4. Here, we elaborate on
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the research activities mentioned in this introduction, and then we present
the use-case provided by DNV-GL. The next and last chapter of this part,
chapter 5 - implementation, we briefly describe the implementation process
from a use-case to a distributed Hyperledger Fabric application, before we
end the chapter with a presentation of our research environment.

The last part of this thesis contains the performed research activities and
concludes this thesis. In chapter 6, we perform, analyze and discuss the re-
search previously defined, and present the results. In the final chapter of
this thesis, chapter 7, we summarize this thesis and present research activ-
ities we found worthwhile future work.
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Chapter 2

Distributed Ledger Technologies

2.1 Distributed Ledger Technology

Distributed Ledger Technology (DLT) is a way of sharing and replicating
digital data across multiple nodes in a network without having a central
administrator (Maull et al., 2017). Network nodes store a distributed
database, known as a Distributed Ledger (DL), and are responsible for
maintenance and update of this ledger. In this section, we briefly explain
each component in a Distributed Ledger Technology system and look at
how a framework simplifies the development process. In the next section,
we describe the Blockchain distributed ledger type.

2.1.1 Distributed Ledger Technology Components

The Distributed Ledger Technology field is young and has, as a result,
not matured to a point where there is a common agreement on terms and
descriptions (Deshpande et al., 2017). This causes confusion and incon-
sistency both within and between papers. In this section, we present the
taxonomy described by Ballandies, Dapp and Pournaras, 2018.

The taxonomy groups a Distributed Ledger Technology into four key com-
ponents; an Action component, a Consensus component, a Distrubted ledger
component and a Token component. The components are grouped into two
categories, a Distributed Ledger Technology category and a Cryptoeconomical
Design category. We present this structure in figure 2.1.

The Distributed Ledger Technology Category
The Distributed Ledger Technology category describes the technical as-
pects of a Distributed Ledger Technology system. This category does not
care about the content of the system, much like a computer operating sys-
tem is independent of its software. When using a Distributed Ledger Tech-
nology framework, the Distributed Ledger Technology category is man-
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Figure 2.1: The four categories in a Distributed Ledger Technology system,
Consensus Mechanism, Distributed Ledger, Action Design and Token
Design. Frameworks like Hyperledger Fabric are responsible for the
categories marked in red, while the yellow section must be developed.

aged by the framework and not the developer. The Distributed Ledger
Technology category consists of two components:

• Distributed Ledger component
The Distributed Ledger is the global, shared database in the
network, stored and maintained by nodes in the network. The
Distributed Ledger stores transactions, which is cryptographical
signed messages describing some network action. A popular
Distributed Ledger type is the blockchain.

• Consensus component
The consensus, or consensus mechanism, is a set of network
rules that must be followed by the network nodes. With the
consensus mechanism, a global database state, as mentioned in the
introduction, is achieved. The BitCoin system, for example, uses the
consensus mechanism known as Proof-of-Work (Nakamoto, 2008).

Cryptoeconomical Design Category
The Cryptoeconomical Design category is the second of the two categories
and describes the behavior of the distributed ledger technology system. It
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utilizes the Distributed Ledger Technology category to achieve this beha-
vior in the same way as any software utilize it’s host OS. The Cryptoeco-
nomical Design category consists of two components:

• Token component
The network token is some form of digitalized asset. The most
known Distributed Ledger Technology token is the BTC-token used
in the BitCoin system, which represents a digital currency asset. In
the Ethereum network, the native token is ETH, a digital currency,
but other developers can integrate new tokens with the Ethereum
network. In other words, the Ethereum Network stores many types
of assets. In this thesis, we use a completely different type of asset;
documents, as our token.

• Action component
A Distributed Ledger Technology action is a digitally representable
action in the network, represented as a transaction. The BitCoin
Network uses a simple type of action message: "Send amount BTC
from A to B". Other systems use more complex actions, and in our
system we use messages like: "Create a document named filename,
containing content, uploaded by A.".

All of the four components described must be implemented in a Distrib-
uted Ledger Technology-system for the system to function properly (Bal-
landies, Dapp and Pournaras, 2018). Some of these components must be
specified and implemented before the rest of the system can be developed.
This is much similar to a regular computer program, where a developer or
project leader must decide on an operating system before the application
can be developed. In this thesis, the Hyperledger Fabric maintains the Dis-
tributed Ledger Technology category, and we design and implement the
Cryptoeconomical Design category.

2.2 Blockchain Systems

A Blockchain System is a Distributed Ledger Technology system with a
specific type of Distributed Ledger, known as a blockchain (Ballandies,
Dapp and Pournaras, 2018). A blockchain is an assembly of blocks, where
each block contains a cryptographical hash of the previous block. We
say that the blocks are chained, since each current block contains a hash-
pointer to the previous block all the way back to the first block, forming a
block-chain.
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The term blockchain itself is often used to describe any kind of Distrib-
uted Ledger Technology system. This is not, however, considered accur-
ate. A blockchain is a linear chain of blocks, leading back to the first block
in the blockchain, and the term fails to describe other forms for Distrib-
uted Ledger Technology, like distributed directed acyclic graphs (Xu et
al., 2017) or Distributed Ledger Technology systems managing multiple
blockchains, like Hyperledger Fabric (Sukhwani, Wang and Rindos, n.d.).
In this thesis, we have consistently used the broader term Distributed
Ledger Technology. In those few cases where we use the blockchain term,
we refer to a Distributed Ledger of the blockchain type.

It’s important to mention that most Distributed Ledger Technology sys-
tems to this date utilize blockchains, including the most well-known
systems like BitCoin, Ethereum and LiteCoin (LiteCoin, 2019). IOTA
(Popov, 2018) utilize a distributed directed acyclic graph to achieve similar
achievements as a blockchain and is therefore not counted as a blockchain.
The Hyperledger Fabric system, on the other hand, utilizes blockchains
but is not counted as a blockchain system since it supports multiple block-
chains within the same system. Blockchains are, however, a central (and
decentralized) part of Hyperledger Fabric.

2.2.1 Key Components

Transaction

A transaction consists of an action known as a transaction message, and a
digital signature ensuring the sender entity’s authenticity, as seen in figure
2.2. A signature is a combination of a transaction message and an entity’s
private key, sent through an algorithm so that when the transaction
message at a later point is subtracted from the signature, the entity’s public
key remains. Hence, its origin can quickly be verified by network nodes
(Pilkington, 2016).

Block

A blockchain block is divided into two components. A body component
with transactions, and a header with block metadata. What’s inside the
header is up to the blockchain system’s designers, but a block header must
at least store a pointer to the previous block, a Merkle tree (LIU and ÖZSU,
2009) with its transactions, some form of timestamp (height, UNIX-time,
etc), and a hash of all the other elements inside the header. This last hash
becomes the block’s hash. Figure 2.3 illustrates a very simple block.
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Figure 2.2: A simple figure explaining the creation of blockchain transac-
tions. A transaction message defines the blockchain action; send 1 BTC
to address. For the message to be valid, the BTC sender must verify its
authenticity by generating a digital signature. The combination of a signa-
ture and message form a Transaction.

Blockchain Nodes

Nodes in the network receive transactions from action performers, known
as network entities, and generate, store, and distribute new blocks. They
follow a global consensus while doing so, effectively ensuring a single
global network state. In a public blockchain, where anyone can join as
a node, these nodes are rewarded for doing this job. This is the process
called mining. In a private or permissioned blockchain network, where
nodes must be authorized, such rewards are usually excluded.

2.2.2 Summary

In a blockchain, entities, recognized through the use of public-key cryp-
tography, perform actions on the blockchain network by sending transac-
tions to blockchain nodes. These transactions modify the blockchain sys-
tem’s assets and are batched into blockchain blocks by network nodes.
Each block stores the hash of the previous block, forming a chain. To
prevent malicious blocks, all of the nodes follow a block validation-and-
generation consensus.

2.3 Smart Contracts

Some Distributed Ledger Technology systems support what is known as
Smart Contracts, programs that lay on the nodes in the Distributed Ledger
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Figure 2.3: A simple representation of a blockchain block. The block
consists of two components, a header, and a body. The body stores
transactions, while the header stores block-metadata like hash, previous
hash, block height (number) and the Merkle tree, a hash of all of the
transactions in the body.

Technology, and are triggered and executed by specific actions on the sys-
tem.

To explain this concept, we are compare two Distributed Ledger Technolo-
gies. One without Smart Contract support and one with support, respect-
ively BitCoin and Ethereum.

The BitCoin system supports only one type of asset - known as a Bitcoin
(BTC). Distributed Ledger Technology enitities perform actions by send-
ing transactions to store and transfer these Bitcoins. Nodes in the network
store information about each Transaction in the Distributed Ledger, and
track how many BTC each entity owns. No other assets can be stored on
such a Distributed Ledger.

Ethereum, on the other hand, has support for Smart Contracts in addi-
tion to its native asset, Ether (ETH). ETHs are transferred in the same way
as BTC in the Bitcoin system, but other assets can be stored on the Distrib-
uted Ledger as well. A programmer can write code that defines an asset
and rules related to this asset and upload the program to the Distributed
Ledger Technology system. Network entities can execute this program to
transact with the new asset. The program with the asset definition and
rules is known as a Smart Contract.

With Smart Contracts, new application designs utilizing a Distributed
Ledger do not require a new Distributed Ledger Technology system to
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be developed (Daniel and Guida, 2019). The Distributed Ledger Techno-
logy category described in section 2.1.1 is taken care of by the network,
and only the Cryptoeconomical Design category must be implemented.

2.4 Consensus Mechanisms

In a Distributed Ledger Technology system, consensus referrers to the
process that confirms and validates new blocks on the Distributed Ledger
Technology system. Due to it’s importance, a good consensus algorithm
is important for a Distributed Ledger Technology system to run as stable
and fast as possible. There are two important factors affected by the choice
of consensus algorithm: the speed of the Distributed Ledger Technology
system and the security of the Distributed Ledger Technology system. The
consensus determines how fast all the nodes on the network can reach an
agreement on a new block, which directly affects the speed of the network.
From a security perspective, the consensus must also make it difficult for
an attacker to control a majority of all the nodes, giving the attacker control
of the Distributed Ledger Technology system.

2.4.1 Proof-of-Work (PoW)

In a Proof-of-Work network, each node is required to do some computa-
tion as a part of the consensus mechanism. Bitcoin is an example of such
a network, where each node must do some GPU-heavy computation. Due
to this, each nodes validation power is determined by the hash-rate of its
GPUs. To do an attack on the network, the attacker would need to control
51% of all the hash-rate used to reach a consensus in the blockchain Na-
kamoto, 2008. This becomes increasingly more difficult for each new node
that joins the network.

Proof-of-Work works by including a number field in the block header,
known as a nounce. An change in the nonce result in a totally different
block hash. This hash must then be checked, with the goal of the hash
starting with N zero bits Nakamoto, 2008. Once this number is found,
the block cannot be changed without requiring the computation work to
be redone. For each new block generated, the security of previous blocks
increases since all the computational work has to be redone.

Proof of work is an old consensus mechanism, but it has proven itself
to be very secure. However, due to its resource demand, the alorithm
is greedy and consumes a lot of electricity. According to Digiconomist,
(2018), the electricity for only one transaction in the bitcoin network is
enough to power 19 U.S households for one day. As a reward for keeping
the blockchain secure, nodes are rewarded for generating blocks. Due to
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this reward, many nodes join the network, reducing the possibility of a
51% attack.

2.4.2 Proof-of-Stake (PoS)

Proof-of-Stake tries to solve the problem that comes with a electricity-
greedy Proof-of-Work consensus (Zheng et al., 2017). As with Proof-of-
Work, the network is still secured by resources, but using assets instead of
computing power as a control mechanism. To be a node in the network,
the node put some of its assets, usually the network token, to stake. A
node’s impact on the network is determined by its value of the assets put
to stake. To control the network, an attacker would, in the same way as in
Proof-of-Work networks, require a majority of the validating power. If an
attack is discovered, the value at stake is taken from the attacking node.

2.4.3 Byzantine Fault Tolerance (BFT)

Unlike the permissionless consensus mechanisms Proof-of-Work and Proof-
of-Stake, where anyone can become a node, a node in a permissioned
Distributed Ledger Technology network must be granted network access
to join it. Byzantine Fault Tolerance is a consensus mechanismed used
in permissioned networks. In a Byzantine Fault Tolerant network, the
network is secured against node failures as long as a majority of the
nodes are active (Driscoll et al., 2003). Unlike the permisionless consensus
mechanisms, nodes receive no reward for participating in the network.
Instead, other incentives are used to have enough nodes, for example,
cooperation between organizations. Hyperledger Fabric utilize a form
of Byzantine Fault Tolerance known as Kafka-based Fault Tolerance (F.
Hyperledger, 2019).

2.5 Summary

In this chapter, we introduced Distributed Ledger Technology, a techno-
logy used for replicating data across multiple nodes in a network without
a central administrator. We then discussed Blockchain technology and ex-
plained that it is a subset of Distributed Ledger Technologies. Important
terms like Distributed Ledger, transactions and blocks are introduced, and
we have looked at the four key components in Distributed Ledger Techno-
logy, The Distributed Ledger, Consensus, Token, and Action component.
We have also explained Smart Contracts and discussed some common Dis-
tributed Ledger Technology consensuses.

In the next chapter, we take a look at the Hyperledger Project, a set of
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Distributed Ledger Technology frameworks, including the Hyperledger
Fabric framework implemented as a part of this thesis.
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Chapter 3

The Hyperledger Project

The Hyperledger Project (G. Hyperledger, n.d.), often refered to as The
Hyperledger Greenhouse, is a set of open-source Distributed Ledger Techno-
logy tools created by the Linux Foundation (Dhillon, Metcalf and Hooper,
2017). The project aims to simplify the developement and maintenance
process of Distributed Ledger Technology systems, and it’s prime target
are companies that require or could utilize blockchain applications as a
part of their business.

The Hyperledger Project is divided into two groups. The first group con-
sists of five different blockchain frameworks, and the second group is a
set of tools for creating, maintaining and exploring these frameworks. All
of the frameworks "follow a design philosophy that includes a modular
extensible approach, interoperability, an emphasis on highly secure solu-
tions, a token-agnostic approach with no native cryptocurrency, and the
development of a rich and easy-to-use Application Programming Inter-
face." ((WG), 2017).

Figure 3.1: A visual representation of the different techonologies available
as a part of the Hyperledger Greenhouse. Topics discussed in this thesis
are highlighted .

In this chapter we look at some of the projects in The Greenhouse. In
section 3.1 we introduce one of the greenhouse frameworks, Hyperledger
Fabric. In section 3.5 and 3.6 we look at two of the Greenhouse’s tools,
Hyperledger Composer and Hyperledger Caliper.
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3.1 Hyperledger Fabric

Hyperledger Fabric (F. Hyperledger, 2019) is one of the five Distributed
Ledger Technology frameworks in The Hyperledger Project. It has the
most active community of all of the tools and has more than 150 contrib-
utors on GitHub (GitHub, 2019). Hyperledger Fabric has many features
that make it attractive, including some unique features compared to other
frameworks. It is private and permissioned, meaning that network nodes
and clients must have permission to join the network, and it supports mul-
tiple Distributed Ledgers within the network (Androulaki, Barger, Bort-
nikov, Cachin, Christidis, Caro et al., 2018).

It’s an excellent framework for communication between organization
where communication Channels must stay confidential since it supports
confidential Distributed Ledgers where only a subsection of the organiza-
tions can communicate.

3.1.1 Hyperledger Fabric Overview

Hyperledger Fabric has a different structure than most Distributed Ledger
Technology systems and seem a little overwhelming and complicated at
first glance. There are multiple kinds of nodes in the network, and many
concepts are different from regular public blockchains.

In public blockchains, it is common that each node performs all the roles
required by the network. For example, a node in the Bitcoin network does
any task in the network (Nakamoto, 2008). These tasks include transac-
tion broadcasting, block generation and transaction validation, as well as
tweaking of the mining-difficulty when required.

Hyperledger Fabric, on the other hand, divides the network tasks into
three types of nodes: Peer nodes, Orderer Service Nodes (ONS, Orderers),
and Certificate Authority (CA) nodes, where each node performs a selection
of the network functions. There is a concept of Channels, where each Chan-
nel is a separate blockchain. Channels are created by Organizations (Orgs)
(Androulaki, Barger, Bortnikov, Cachin, Christidis, De Caro et al., 2018).

Channel creators become Channel administrators and may invite other Or-
ganizations to join the Channel with their Peers. To be able to add a Peer
to the Channel, an Organization must use a Certificate Authority Service to
manage Certificates and public/private key-pairs by using a Membership
Service Provider (MSP).
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Figure 3.2: An example Fabric Network with 4 Organizations, 2 Channels
and 2 Orderers. The figure shows how communication can be divided
between Organizations, and where the Ledgers are stored. Peers from Org
1 stores two Ledgers since Org 1 has access to both channels.

Once a Peer has joined a Channel, it’s responsible for storing the Chan-
nel’s Ledger and verifying network Transactions (TX). Transactions are gen-
erated through the use of smart contracts called Chaincode (CC). Multiple
Chaincodes can be installed and instantiated on one Channel. Peers verify
transactions by using the Chaincode to simulate the new Transaction loc-
ally. If the Transaction follows Chaincode defined rules, the Peer Endorses
it.

Applications and APIs may connect to Peers to gain access to the Fabric
Network, e.g., to invoke new Transactions. The connected Peer sends the
invoked Transactions to the Ordering Service, which then checks for En-
dorsement. If Kafka mode is on, the Transaction is then further transmitted
to a Kafka cluster.

The Kafka cluster stores batches of Transaction Records when Kafka mode
is on. Batching happens either after a timeout, or when the cluster reaches
a predefined batch size. Orderers check the Kafka cluster for new transac-
tion batches regularly. A new batch indicates that a new Block is ready for
creation. Orderers generate new Blocks from the batches and distribute
them to every Leader Peer that is listening to the Channel. A Leader Peer
is responsible for receiving Blocks from The Ordering Service, and each
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Organization must have precisely one. From there on, a Gossip Protocol is
used to distribute the Blocks to other Peers.

Figure 3.2 gives a visual representation of the Fabric Network Structure
in an example network with four different parties; Org 1, 2, 3 and 4. Org 1
and Org 2 shares Channel 1, and Org 3 and Org 4 cannot comprehend the
communication within this Channel. Peers from Org 1 stores two Ledgers,
since Org 1 listens to two Channels.

3.2 Hyperledger Fabric Concepts

Hyperledger Fabric introduces many concepts, some of them easier to
grasp than others, and some of the names can be confused with their
regular meaning. In this thesis, to prevent confusion, we refer to these
Hyperledger Fabric concepts with a capital letter.

3.2.1 Organizations

In Hyperledger Fabric, an Organization (Org) refers to a group of nodes
where each node trusts each other, much like in a real-world organiza-
tion. As with real-world organizations, there is little to no trust between
separate Organizations. Every network node except for the Ordering Ser-
vice must be a part of an Organization. Since Fabric assumes trust within
Organizations, the Fabric Network’s primary function is to maintain trust
between them. As a direct consequence of this, a Fabric Network with
only one Organization is unnecessary.

The network in figure 3.3 contains only two Organizations, Org 1 and Org
2, but a Fabric Network can have as many Organizations as required. This
grouping into Orgs simplifies administration and access control in the net-
work. Each Organization is responsible for its nodes and clients, and it’s
always possible to trace a transaction to an Org.

Without Organizations, the Fabric Network would be an ocean of inde-
pendent nodes. A permissioned Distributed Ledger Technology network
like Fabric with standalone nodes would be extremely time-consuming
to administer since each node’s access rights must be updated manually.
With Organizations, the administrator can provide access rights to an Or-
ganization, which then can manage its own nodes.

3.2.2 Consortium

In Fabric, a consortium is a group of Organizations with a need to transact
with each other. In figure 3.2, there are two consortiums. The first,
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Consortium 1, is between Org 1 and 2. The second is between Org 1, 3 and
4. Each consortium can create a new Channel for private communication.
As seen the figure, Consortium 1 communicates through Channel 1 and
Consortium 2 through Channel 2.

3.2.3 Channels

Figure 3.3: A representation of a Channel in Hyperledger Fabric with two
connected Peers.

A Channel is the primary communication tool between members in a Con-
sortium. The Channel communication is confidential, and Organizations
not a part of this Consortium do not have access to the Channel. Peers
from the Consortium’s Organizations are responsible for storing the Chan-
nel’s Ledger.

A Channel is created by Consortium administrators, and, once set up,
acts as a separate blockchain network on its own. Few other Distributed
Ledger Technology frameworks support this kind of separation of com-
munication. It’s one of Fabric’s unique features.

3.2.4 Peers

Peers are Organization-owned nodes in the Network. They are respons-
ible for Ledger storage, Transaction Endorsement, and communication
between Peers. Every Organization must have at least one Peer Node to
connect to a Channel. Therefore, Peers are referred to as one of the most
fundamental building blocks in a Fabric Network (F. Hyperledger, 2019).

A Peer Node connected to a Channel is known as a Committing Peer. If a
committing Peer has a smart contract installed, it can act as an Endorsing
Peer. An Endorsing Peer validates new network transactions, and a trans-
action does usually require Endorsing Peers from several Organizations.

As well as being a committing or Endorsing Peer, it might be a Leader
Peer and an Anchor Peer.
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Figure 3.4: A visual representation of Peers from two Organizations. Peer
1 from Organization 1 takes the role as both Anchor and Leader peer. In
Org 2 the roles are divided between Peer 1 and 2.

Leader Peers are used when an Organization has multiple Peers. One Peer
takes the role as a Leader Peer and is responsible for transaction distribu-
tion from the Ordering Service to the rest of the Peers within the Organiz-
ation. Leader Peers are responsible for Intra-Organization communication.
In this thesis, we use a little person standing behind a desk to demonstrate
Leader Peers, as seen in figure 3.4. Every Organization is required to have
one Leader Peer.

Anchor Peers, on the other hand, are used when communication between
Peers from different Organizations are necessary. Other Peers can connect
to an Anchor Peer to receive Inter-Organization knowledge about other
Peers. In this thesis, we use an anchor to present Anchor Peers. Unlike
Leader Peers, Anchor Peers are not required.

3.2.5 Chaincode

Chaincode is Hyperledger Fabric’s name for Smart Contracts, and can be
written in either Go, NodeJS or Java. Chaincode executes within a con-
tainer environment to prevent malicious code from affecting the host. The
Chaincode structure itself is a part of the Distributed Ledger Technology
category defined by (Ballandies, Dapp and Pournaras, 2018) described in
chapter 2.1.1, but the implemented code is a part of the Cryptoeconomical
Design category. As a part of this thesis, we have developed a Chaincode
in Go.

In a single-chain Distributed Ledger Technology system, we say that a
smart contract is deployed on the Distributed Ledger Technology system
as soon as it’s uploaded and ready for use (Fröwis and Böhme, 2017). In
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Hyperledger Fabric, due to multiple Channel support, a smart contract
does not need to be deployed on the whole system to be functional (F. Hy-
perledger, 2019). Thus, the two terms installed and instantiated are used to
explain the deployment of a Chaincode.

Chaincode is installed on Peers in a network. These Peers stores a copy
of the Chaincode program and may execute it when it’s triggered. Before
an action can trigger it, the Chaincode must be instantiated on one or more
Channel. Only authorized users within the Channel’s Consortia can trig-
ger a Chaincode execution.

3.2.6 Certificate Authority

The Certificate Authority is a node in the Fabric Network, and has three
roles; it registrates identities, issues Enrollment Certificates, and renews
and revocate certificates.

3.2.7 Cryptogen & Configtxgen

Cryptogen and Configtxgen are two Hyperledger Fabric tools for genera-
tion of required network files ((WG), 2017). In this thesis, we used both of
these tools during our network setup. Fabric’s Cryptogen-tool generates
cryptographical material for network entities by consuming a file named
crypto-config.yaml. The cryptogen tool stores certificates, private and pub-
lic keys inside a folder named crypto-config.

The Configtxgen tool is used to create the Orderer genesis block and Chan-
nel configuration transactions. The Orderer genesis block initializes the
Ordering service and is the first block on a chain. The Channel config-
uration transactions contain information about a Channel, including en-
dorsement policy, usually named Channel.tx. Channel administrators can
append new configurations to this file.

3.2.8 The Ordering Service

The Ordering Service acts as a connection point both within and to the net-
work. It consists of several nodes, called Ordering Service Nodes (OSN)
or simply Orderers. The Ordering Service handles network invokes and
is responsible for keeping the global ledger state consistent. It is the unit
in the Fabric Network that generates blocks and distributes them to Peers
(Androulaki, Barger, Bortnikov, Cachin, Christidis, De Caro et al., 2018).
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There are two modes available when implementing an Orderer:

• Solo
This mode is used for development and should never be used
in production (Dhillon, Metcalf and Hooper, 2017). It’s simpler
to set up but allows for only one Ordering Service Node in the
whole network. Only one Orderer equals a single point of failure,
which leads to a fault-intolerant Fabric Network. It is not used in
production because of the importance of the Ordering Service. If
the instance hosting the solo Ordering Service Node goes down, the
entire network is unreachable.

• Kafka
In this mode, the Ordering Service utilizes a Kafka service when
generating blocks (Jain, 2018). Kafka is a fault-tolerant commit
log that has a partition for every blockchain in the network. A
combination of the Kafka service and a Zookeeper service makes the
Ordering Service achieve crash fault-tolerant ordering.

Figure 3.5: Communication in two Fabric Networks: One running in Solo
mode at the left, the right in Kafka mode. When running in Solo mode,
the Fabric Network as a whole becomes unreachable when one Orderer is
unreachable, and it should, therefore, be used during developement only.

In this thesis, we use the Kafka mode in our Ordering Service. By doing
so, we were able to test in an environment closer to a production ready
application. This thesis does, as a result, not cover the Solo mode in any
further detail.
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3.2.9 Transaction Endorsement

A Transaction must be endorsed for it to be valid. A client sends its Trans-
action to a group of Endorsing Peers. These Peers simulates and validates
the Transaction and returns the simulated output and the Peers signature.
We say that the Peer has endorsed the Transaction. For a Transaction to be
valid, it must have received endorsement from a set of Peers and follow
the Channel’s endorsement policy.

The endorsement policy contains a set of endorsement rules that all Trans-
actions must follow. Usually, the endorsement policy requires that a Trans-
action must be endorsed by Peers from multiple different Organizations,
preventing one malicious Organization to endorse all of its own Transac-
tions.

3.3 Kafka-based Fault Tolerance

Hyperledger Fabric uses Kafka-based Fault Tolerance in combination with
transaction endorsement to achieve network consensus. In this section, we
explain the core concept of Hyperledger Fabric’s consensus mechanism.

3.3.1 The Kafka Service

Kafka is a distributed commit log created by Apache and is used as a part
of the Orderer Service in Hyperledger Fabric (Apache, 2019a). It supports
multiple communication Channels at once, is fault-tolerant, and, in Hyper-
ledger Fabric, responsible for the consensus category described in chapter
2.

Kafka Brokers run on one or multiple instances in the Fabric Network,
and stores the network transactions in streams of records, where each re-
cord consists of a key, a value, and a timestamp. Records are stored into
categories called topic, which act as communication Channels in the Fabric
Network. Topics are divided into partitions and distributed to the Brokers.
A Kafka Brokers may either be a partition leader or a partition follower.
Partition leaders own their partition, and followers maintain a copy of this
partition.

An Apache Zookeeper (Apache, 2019b) service keeps track of partition
leaders and followers. The Zookeeper connects network nodes, e.g. the
Ordering Service, to a correct partition leader. When a partition leader
disconnects, the Zookeeper promotes one of the partition followers to the
new leader, as long as the node majority are active.
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3.3.2 The Zookeeper Service

The Zookeeper service is a distributed key-value store, used to store
metadata about Kafka Brokers, developed by Apache (Apache, 2019b).
These Kafka Brokers acts as subscribers, and receive changes once they
happen at the Zookeeper service. The service is highly fault-tolerant,
using a leader-and-follower structure for its subscribing Kafka Brokers.

3.3.3 Transactions in Kafka Mode

The Ordering Service handles transactions and block generation. The Or-
dering Service receives transactions from nodes in the network known as
Peers and distributes them to Kafka Brokers.

Figure 3.6: The transaction flow in Kafka Mode. Orderer Service Nodes
(ONS) receive Transactions (TX) from Peers. Transactions are then sent to
the Kafka Cluster and stored as orgainzed batches of records.

When a Peer distributes a new transaction, the Peer sends a request to the
Ordering Service with the transaction. The Ordering Service confirms or
denies the request. A transaction is approved based on the Peer’s Channel
privileges and if the endorsement of the transaction. Once a transaction re-
quest is accepted, a record with the transaction is sent to the Kafka Brokers
and stored in the right topic.

The Kafka stores a batchSize and a batchTimeout constant. These con-
stants are used to generate batches of records. Counters track the size of
the current batch, and time since last batch. A new batch is created when
either of the batchSize or batchTimeout constants are reached. All new
transactions are then added to the new batch.
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There are many reasons why Hyperledger Fabric uses Kafka. It ensures
storage of records in order, even between Ordering Service Nodes. It keeps
transaction records and stores them in topics separated into correct Net-
work Channels. Orderers use the Kafka Service to generate and distribute
blocks.

3.3.4 Block generation in Kafka Mode

The Ordering Service generates and distributes blocks to Peers. It’s a re-
latively easy task since the Kafka service with the help of the Zookeeper
service administrates the transaction records. The difficult part, keeping
transactions in order, is already done.

Each of the Ordering Service Nodes keeps one table for each Channel in
the Network. The Channel contains the block number and an index to that
block’s first record in the Kafka Service. The Ordering Service does keep
track of a consume timer. When the timer runs out, the Ordering Service
consumes the Kafka partition and retrieves a list of records.

The Kafka Service batches records, and the Orderer can look at the batches
and see if there are any new batches since the previous timeout. If so,
the Orderer updates it’s corresponding Channel table and distributes the
batch as a block to connected Peers.

3.4 Data Flow in a Hyperledger Fabric Network

3.4.1 Transaction Flow

Figure 3.7 shows the high-level transaction flow in a fabric network (Dhil-
lon, Metcalf and Hooper, 2017). Below is an explanation of each of the
seven steps in the figure, from Invocation to Commit.

Step 0 - Invocation
An action triggers a client application to initiate a new transaction, as men-
tioned in Section 2.1, Distributed Ledger Technology. The client applica-
tion sends a signature proposal to Endorsing Peers, based on the Channels
transaction endorsement policy.

Step 1 - Chaincode Execution and Endorsement
Each Endorsing Peer verifies individually:

• That the transaction proposal is correct.

• That the transaction not already submitted.
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Figure 3.7: High level transaction flow in a Fabric Network. It consists of
seven steps, where five are enumerated. ((WG), 2017)

• That the submitter’s (client application) signature is correct.

• That the submitter sufficiently authorized to perform write opera-
tions on the Channel.

If none of the verifications are invalid, the Endorsing Peer executes the
chaincode locally and receives a response value, read set and write set in
reply. The Endorsing Peer then sends its signature and the response to the
client application.

Step 2 - Endorsement collection
The Client Application gathers Endorsements from the Endorsing Peers
and checks if the endorsement policy is fulfilled and inspects the proposal
responses. If not, the transaction is dropped.

It’s fair to assume that a malicious client could skip the endorsement col-
lection phase to send a malicious transaction to the Network. This attempt
would, however, be of no use, since the validation step (5) would tag the
transaction as invalid.

Step 3 - Ordering Broadcast
The client assembles endorsements into a transaction and broadcasts it to
the Ordering Service. This transaction contains the read and write sets,
the Endorsing Peers signatures, and the Channel ID of the transaction.
The Ordering Service does not check the transaction’s content in any way.

Step 4 - Ordering Delivery
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The Ordering Service stores the transactions in chronological order, based
on the transaction’s Channel ID. It creates a new block when the precon-
ditions discussed in 3.3.4 is met and delivers the block to Leader Peers in
the Network.

Step 5 - Validation
Leader Peers distributes the blocks to Committing Peers, validate the new
block’s transactions and tags them as valid or invalid. After this step, all
Peers on the Channel should have received the block.

Step 6 - Commit
Each Peer updates its Ledger by appending the Block to their Ledger.
Their current global database state, which stores the current state of the
Ledger, is updated for each valid transaction.

Finally, the Peers emit an event to the Client Application. This event in-
forms the Client about whether the transaction was valid or not, and that
the transaction was appended to the ledger.

3.4.2 The Gossip Protocol Data Flow

The Gossip Protocol, or the Gossip Data Dissemination Protocol, is a data
exchange protocol used between committing Peers on a Channel ((WG),
2017).

The Protocol has three primary functions; to manage Peer discovery and
Channel membership, to disseminate ledger data across a Channel’s com-
mitting Peers, and to bring new Peers to the latest Ledger state through
Peer-to-Peer state transfer.

The protocol runs individually on each Peer and follows a three-step al-
gorithm:

1. Receive messages from other Peers on the Channel.

2. Forward these messages to a randomly selected group of Peers. The
size of this group is a predefined constant.

3. Repeat this cycle continuously to keep the ledger state.

Peer Discovery
Any Peer can connect to an Anchor Peer to gain Inter-Organization know-
ledge. The Anchor Peer distributes information about all its known Peers
to the connected Peer, and the connected Peer distributes this information
to other Intra-Organization Peers through the Gossip Protocol.
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Ledger Data Dissemination
Each Organization’s Leader Peer receives new blocks from the Ordering
Service. These blocks are then later distributed as a part of the gossip ser-
vice to assure that no Peer’s Ledger state is behind. If a Leader Peer is
behind, it asks the Ordering Service to receive older blocks until the state
is on track.

Peer-to-Peer state transfer
Peers regularly broadcast "alive" messages to other Peers. By doing so,
dead Peers can be discovered and removed from the Channel. Each Peer
keeps a list of living Peers. When a new Peer connects to the network, it
can ask the Ordering Service for its Leader Peer. The new Peer connects
to the Leader Peer, and obtain the list of living Peers. From there on it up-
dates its ledger state as described.

Gossip summary
The gossip protocol ensures Peer-to-Peer communication in the Fabric
Network. Without the protocol, a central state manager would have to be
used. This state manager could be the Ordering Service, but that would
strain the Ordering Service Nodes’ resources. Instead, the Gossip Protocol
ensures that resource usage is distributed. This does, however, come with
a small but not insignificant cost - a constant flow of network traffic.

3.4.3 Hyperledger Fabric’s Concurrency Challenge

A key feature of any Distributed Ledger Technology system is its ability
to prevent so-called double-spending, that one asset simultaneously is
transferred to two destinations (Dhillon, Metcalf and Hooper, 2017). To
understand how double-spending is prevented in Hyperledger Fabric, we
have to look at three steps from the transaction flow explained in section
3.4. In this example, we use a Transaction TX1 sending an asset A1. We
also use Gn to describe the global state at a given time n.

• Step 1 - Chaincode Execution and Endorsement
During this step, the transaction TX1 is evaluated against the global
state G0, and endorsed by every Endorsing Peer. The transaction is
only endorsed as long as A1 can be spent, i.e., that TX1’s signature’s
owner is A1’s owner.

• Step 3/4 - Ordering Broadcast & Delivery
The endorsed transaction T1 is sent to the Ordering Service, stored
until either the batch times out or the batch size is reached, and then
delivered to every committing Peer.

• Step 5 - Validation
At this point, every Peer should have a copy of TX1. The transaction
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Figure 3.8: The structure of a Block in Hyperledger Fabric. In addition
to the Block header and body, the Block contains a metadata field with
information about the Ordering Service Node and Kafka node responsible
for generating the block. This image is taken from the Hyperledger
Architecture paper ((WG), 2017).

is checked for endorsement and validity. During this validation, the
Peer checks whether an asset modified by the transaction is double-
spent or not, by evaluating it against the current global state G0. If
endorsements are valid and A1 still is unspent, then T1 is accepted
and the global state updated to G1.

As seen, any double-spending is discovered with certainty and preven-
ted in step 5. Step 1, endorsement, does not ensure against any double-
spending at all. This is problematic because there is no way to ensure that
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Figure 3.9: The concurrency challenge in Hyperledger Fabric, occurring
because transaction endorsement and its global state update happen at
two distinct times. In this example, two transactions modifying the same
asset is endorsed at the same time. However, since the asset is modified
once TX1 arrives, the transaction is discarded.

the global state G0 remains during the timeframe between step 1 and step
5.

Figure 3.9 shows a situation similar to the one described, but in this case,
two clients want to modify the same asset A1. Both send a transaction,
TX1 and TX2 for endorsement. Since A1 is unmodified in the global state,
both transactions are endorsed. During the ordering broadcast, transac-
tion TX2 arrives at the ordering service before TX1. This can be due to
pure luck, but it can also be because of bandwidth or latency differences.
For this example, the reason does not matter, but in a real-world scenario,
it can completely paralyze the client with fewer resources.

Since TX2 arrived first, it is first in order during the transaction delivery,
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and the first transaction to be validated. During the first validation, the
global state with A1 unmodified remains, and TX2 is accepted, and the
global state is updated to G1. When TX1 arrives at the Peer, the global
state has changed, and with it A1’s status. Since A1 was modified (spent)
at state G0, it can only be re-modified by transactions endorsed at state G1
or higher. The transaction is invalid, TX1 is discarded.

Only after TX1 is discarded, is the sender, Client 1, notified about the
invalid transaction. This lack of concurrency is problematic (Gaur et al.,
2018). The time from Step 1 to Step 5 can be several seconds, a very high
fee in today’s computer systems.

3.4.4 Hyperledger Fabric Summary

In this section, we gave a detailed explanation of Hyperledger Fabric. We
have looked at different terms, and how each concept operates. The data
flow between nodes in the Fabric Network was explained. At the same
time, we have introduced models for defining the Network structure.
Finally, we explained the concurrency challenge in Hyperledger Fabric.
Such a comprehensive introduction was necessary due to the combination
of Hyperledger Fabric’s deep structure, and its importance in this thesis.

3.5 Hyperledger Composer

Hyperledger Composer (Composer, 2019b) is a toolset and framework to
make blockchain application development easier. Composer’s initial goal
was to simplify the creation and maintainability of Smart Contracts by us-
ing an easy-to-understand modeling language that could be deployed to
multiple blockchains including Hyperledger Fabric.

Hyperledger Composer was used during the early stages of this thesis.
However, on August 30, 2018, Hyperledger announced that the Composer
project was put on hold for an indefinite time. An increasingly growing
architecture and continuous updates to the underlying Distributed Ledger
Technology frameworks made the toolset too difficult to maintain (Com-
poser, 2019a).

At that point, we had to make a choice. Did we want to continue de-
veloping a Smart Contract in a discontinued toolset, or should we switch
to native Fabric Chaincode development? In the end, we ended up with
the latter and re-wrote our Smart Contract from the Composer Modelling
Language to Go. To this date, Composer has not been continued, and there
are no future plans about continuation.
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3.6 Hyperledger Caliper

Hyperledger Caliper (Caliper, 2019) is a Distributed Ledger Technology
toolset for performance testing in the Hyperledger Project and is used to
write load generators and monitor multiple of Hyperledger’s Distributed
Ledger Technology frameworks.

Caliper currently supports the following frameworks:

• Hyperledger Fabric

• Hyperledger Sawtooth

• Hyperledger Iroha

• Hyperledger Burrow

• Hyperledger Composer

Caliper monitors and gathers the following performance indicators:

• Success rate

• Transaction/Read Throughput

• Transaction/Read Latency

• Resource consumption

Figure 3.10 contains Caliper’s architecture, consistsing of three layers. The
lowest layer is the Adaption layer. Its job is to connect to a Distributed
Ledger Technology network, create Channels and to create, endorse, send
and receive transactions. It communicates with the Interface and Core
Layer.

The Interface and Core Layer monitors resources, analyze performance
and generate reports. It also provides a North Bound Interface (NBI),
an Interface for the Adaption layer to communicate with the Benchmark
Layer.

The Benchmark layer runs use cases and tests, and handles these with
a Benchmark engine. The Network researchers write benchmarks.

The source code of all the three layers is provided in the Caliper project’s
src folder and is written in Node.JS. Modification and adaption of these
layers is therefore not only possible but also simple. We did, however, not
find the need to modify either of the layers and focused solely on writing
benchmarks.
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Figure 3.10: The three layer architecture used in Hyperledger Caliper.

3.7 Summary

This chapter contained a description of the Hyperledger project and three
of its framework. An extensive explanation of Hyperledger Fabric is
presented. Here, we have explained the important terms and how they
work together. In addition, we present the gossip and transaction data
flow in Hyperledger Fabric and explained the concurrency challenge that
arises when two clients modify the same asset at the same time.

We briefly introduced Hyperledger Caliper, a framework developed to
ease the Chaincode implementation process, but that was discontinued
by the Hyperledger Foundation during the course of this thesis. Finally,
we introduce Hyperledger Caliper, an extensive test framework that we
use in our research.
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Part III

Research Goal & Design
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Chapter 4

Research Goal

In this chapter, we look at Distributed Ledger Technology in relation
to DNV-GL. Then, we present the provided use-case, before we briefly
discuss the term resource performance. Finally, we elaborate on the research
goals introduced in chapter 1.

4.1 Distributed Ledger Technology and DNV-
GL

Compared to similar companies, DNV-GL is on the forefront when it
comes to Distributed Ledger Technology. They were the first Norwegian
company in their industry to use the technology, and in 2018, the company
bought a stake of VeChain (VeChain, 2018), one of the larger blockchain
ecosystems (V. DNV-GL, 2019). In this section, we discuss why Distrib-
uted Ledger Technology is of importance to DNV-GL.

We noticed that DNV-GL as a quality assurance and risk management
company benefits from the shared, yet immutable and secure design of
distributed ledger systems. The digital trust and ordered safety that Dis-
tributed Ledger Technology systems achieve are close to the features a
quality assurance company provides. But it does not come without chal-
lenges, and we found three major concerns regarding a Distributed Ledger
Technology system:

• Complexity and low usability
The high complexity of a Distributed Ledger Technology application
makes it hard to adopt the application (Woodside, Augustine Jr
and Giberson, 2017). DNV-GL’s existing solutions mitigate this by
implementing already adopted concepts, like scannable QR codes to
find a certificate stored on-chain (V. DNV-GL, 2019).
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• Security
Even though Distributed Ledger Technology systems are known
for providing high security, the technology is new and unknown
security issues may exist (Lin and Liao, 2017). New technologies
are also more prone to human errors. A security breach would affect
the integrity of DNV-GL and possibly lead to financial harms.

• Resource Performance
A Distributed Ledger Technology system has, without question,
a higher resource usage compared with more traditional storage
methods, like databases. A distributed system must maintain
a global state, and, in a Distributed Ledger Technology system,
verify transactions (Ballandies, Dapp and Pournaras, 2018). As we
previously have discussed, these traits are important features of a
Distributed Ledger Technology system, but the question is whether
the resource cost is sustainable or too high.

In this thesis, we have researched the last of these concerns, the resource
performance of a Distributed Ledger Technology system on a application
implemented from a use-case provided by DNV-GL.

4.2 Application Use-Case

There are many reasons for fraudulent modification of documents. A com-
pany might want to elevate their access rights, hide debt, or decorate other
information to fit their evil intentions. The use-case provided by DNV-GL
intends to prevent document fraud, by maintaining the integrity of shared
documents between cooperating companies, creating a Proof-of-Existence
(Foroglou and Tsilidou, 2015). Companies upload documents to a Dis-
tributed Ledger Technology application. When a cooperating company
receives a document that claims to be created by another of the cooperat-
ing companies, they can check the integrity of the document by querying
the Distributed Ledger Technology application. If the document is non-
existent on the application, then it is a fraudulent copy.

A sequence diagram explaining the concept is given in Figure 4.1. As seen
in step 4 in the figure, the untrusted party has two options. Either (a) keep
the document unchanged, or (b) modify the document, and then send the
document to Organization 1 in step 5. Organization 1, however, discover
any document changes in step 8. If the Distributed Ledger Technology ap-
plication does not have a copy of the document (8b), Organization 1 can
assume that the document is fraudulent, and discards the document in
step 9.

In this thesis, we design and implement this use-case. Hyperledger Fabric
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is very fit for such a use-case, with its Organizations and multiple Channel
support. Organizations who want to share documents can do so by cre-
ating a Consortium and a respective Channel, effectively excluding other
entities from accessing their Distributed Ledger. This can be thought of as
Organizations gaining access to sections of the application, instead of the
application as a whole.

4.2.1 Considerations

There are several approaches to implementing this application. A docu-
ment itself could be stored on the Distributed Ledger, but such a solution
requires much disk space since each Peer must store a copy of every doc-
ument. A less disk intensive solution is to store the document hash, either
by uploading the hash itself or by uploading the document and let the ap-
plication create and store the hash.

In the end, we ended up with the latter, to upload the document itself,
and let the application do the hashing. This solution would open up to
the possibility of varying transaction sizes, a factor that could affect the
network.

Another, more essential feature of the application is it’s ability to divide
documents into different sections. Most of today’s Distributed Ledger
Technology frameworks would struggle with this requirement since each
company would have to store a copy of the Distributed Ledger. A copy
of the whole ledger would give access to all the documents including the
unauthorized ones.

The solution to this problem was to divide the application into multiple
Distributed Ledgers. We found two approaches to the solution. The first
approach would be to generate a new Distributed Ledger Technology
application for each document section. An approach like this would of
course not scale very well and would be hard to maintain for companies
with authorization to multiple sections.

The second approach was to use a Distributed Ledger Technology frame-
work with support for multiple Distributed Ledgers. Hyperledger Fabric
is very fitting for this case, with its multiple Channel support. We found
this approach to be the better of the two. As a bonus for using Hyperledger
Fabric as our framework, client management is an easy task. Each com-
pany is assigned a Fabric Organization. Fabric Network Administrators
create and administer the sections (Consortiums), and the Organization
itself is responsible for its Nodes.
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4.3 Resource Performance

Resource performance is a broad term and describes multiple types of re-
sources that can be divided into several categories, for example, network,
hardware, and investment performance. Money, like USD or NOK, is usu-
ally used for measuring the investment of a system, computational power
is used when measureing hardware performance, and usually bytes for
network performance. In this thesis, we have focused on the network per-
formance in a Distributed Ledger Technology system.

In a regular internet client-server structure, the network performance can
be measured as the throughput from the server to the first external end-
point. Think of it as a data measurement between two points. It’s easy to
observe thre traffic on that single line. In such a client-server structure, it’s
simple to divide and measure these categories.

For a distributed system, like a Distributed Ledger Technology system,
this measuring is more difficult. Every network node requires hardware
measurement, and there is no clear point-to-point line for network per-
formance measurement. In a network like presented in figure 4.2, meas-
urements must be done at multiple points, since there is no clear line from
the person on the left to the person to the right.

The simplest way to avoid this confusion is to simplify the measure-
ment process. In a Distributed Ledger Technology system, Transaction
Throughput is used as a simple network performance measurement (A.
Hyperledger, n.d.). In figure 4.2, this is the transactions that when sent
from the person at left, arrives at the person to the right, measured in
transactions per second (TPS). By using such a measurement, the meas-
urement complexity is abstracted away.

Transaction throughput and TPS, however, misses out on much informa-
tion about the network performance. The focus of this thesis is, therefore,
not to find and measure the transaction throughput, but to find and un-
derstand the network performance of the system. We do so by monitoring
the Hyperledger Fabric network’s incoming and outgoing network pack-
ets and analyze these packets.

4.4 Research goals

Considering the discussion in the previous sections, we defined the fol-
lowing four research goals:

1. Estimate the transaction throughput of the network.
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Most research papers so far use transaction throughput as their main
measurement (Nasir et al., 2018). We, however, want to compare our
Fabric solution’s transaction throughput with network performance.

2. Measure the Gossip network traffic in Hyperledger Fabric.
As discussed in chapter 3.4.2, Hyperledger Fabric uses a consistent
background traffic, known as gossip, to maintain its global state. We
want to find and present this traffic in byte/s.

3. Measure the Transaction traffic in Hyperledger Fabric.
How many bytes are sent on the network during a transaction? In
the first section on this chapter, we briefly mentioned that a Distrib-
uted Ledger Technology system is quite expensive considering re-
source usage. We want to figure out the network cost of transactions.

4. Analyze and model the network Transaction Flow.
To measure the transaction traffic alone gives an overview of the
bytes transmitted during a transaction. We want to further explore
this by studying each step in the data flow described in chapter 3,
and to present our findings as a model. By doing so, we also gain
knowledge about the Hyperledger Fabric concurrency challenge.

To be able to achieve these goals, we designed an application from the
use-case described previously in this chapter. Only after that could the
actual chaincode implementation and deployment process start. Finally,
we performed our research activities described above and analyzed the
results.

4.4.1 Summary

This chapter began with a discussion about three challenges in Distrib-
uted Ledger Technology: complexity, security, and resource performance.
In this thesis, we focus on a subsection of the last: network performance.
After this, we introduced and discussed a use-case for preventing fraud-
ulent modification on documents. Then, we discussed resource perform-
ance in a Distributed Ledger Technology.

Finally, we presented the four research activities done as a part of this
thesis: (1) estimate the transaction throughput of the network, (2) measure
the Gossip traffic, (3) measure the Transaction traffic, and (4) analyze and
model the Transaction flow.
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Figure 4.1: The application use-case implemented in this thesis. Green
alternatives indicate that the document is unmodified, while red indicates
otherwise.

46



Figure 4.2: A Distributed Ledger Technology network consisting of several
nodes. The stippled lines indicate network communication. Compared to
a regular client-server system, a resource performance measurement of a
distributed system is challenging.
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Chapter 5

Implementation

In this chapter, we explain the interface of the application implemented
and the development process from a local development environment to a
distributed Fabric Network. We look at the different tools used during our
research and demonstrate their usage. We encountered many obstacles
along the way, especially when deploying the Hyperledger Tools. As
an example, we experienced error messages that, when searched on at
Google, returned only four search results and none of them provided any
help.

It is important to mention that this part of the thesis was the most time-
consuming. Hyperledger Fabric is very complex, and this slows down the
implementation process. This gets even more complicated since the frame-
work is young, and there is very little information about the distribution
process on the internet. As a result, we used most of our time implement-
ing and distributing fabric, at the expense of our research. Even though
this part cost us most of our time, we have not granted it much space in
this thesis. We could have used much of this thesis on discussing all of
the errors encountered but found it of higher importance to discuss the
research. As a result, this chapter is somewhat short.

5.1 Application Interface

As mentioned in the previous chapter, chapter 4, we implemented a solu-
tion where the document was hashed externally on the application. By
doing so, we could increase the bytes sent to the application by uploading
larger files.

Uploaded documents were stored as JSON documents with the following
data fields:

• docType
A string that describes the object type stored. In the implementation,
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this field is always set to "document".

• id
The unique ID assigned to the document, stored as "d_<filename>".
This solution limits each Channel to documents with different
filenames and was done on purpose to keep the implementation
simple.

• Hash
The hash of the uploaded document, stored as SHA256. SHA256 is
a secure and widely known hashing algorithm, with 2256 possible
hashes, which is more than enough for this application.

• Uploader
The name of the user who last "updated" the document.

• Creator
The name of the user who "created" the document. Once the object is
created, this field does not change after creation.

The chaincode interface consists of five callable functions, where two of
them perform write-operations and two perform read-operations. The last
function is used solely for testing purposes.

Write functions:

• init_doc <filename, content, username>
Hashes the content, creates a new JSON-object, and performs a
Channel write. The JSON uploader and creator fields are set to
username.

• update_doc <filename, content, username>
Queries the Channel for the file, and returns an error if it doesn’t
exist. Else, it updates the hash and uploader field of the returned
JSON-object and performs a Channel write.

Read functions:

• read_doc <filename>
When given a filename, queries the Channel for it’s document, and
returns the correlating JSON-object or an error if the file does not
exists.

• read_all_docs
Returns all the documents stored on the Channel.
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Test function:

• empty_invoke
This function has one purpose, to return success. It contains no
Chaincode logic at all, and are used to do Transaction invokes
without performing any resource consuming tasks.

5.2 The Fabric Development Environment

To set up the dev-env seemed quite tricky at first, but once understood,
was quite simple:

• Install the Prerequisites. This includes docker, docker-compose, the
go programming language, Node.js, and NPM. We strongly advise
Node Version Management (NVM) for managing Node and NPM
versions. Windows requires additional prerequisites are found on
fabric prereqs documentation.

• Download the Hyperledger Fabric Samples

g i t c lone ht tps :// github . com/hyperledger/ f a b r i c−samples . g i t

• Download Platform-specific Binaries

c u r l −sSL ht tps ://goo . g l/kFFqh5 | bash −s 1 . 0 . 6

• Set the PATH environment

export PATH=<path to platform−s p e c i f i c b i n a r i e s l o c a t i o n >/bin :$PATH

These platform-specific binaries include cryptogen and configtxgen as
described in chapter 3.

• Run start.sh inside fabric-sample/basic-network. This script down-
loads the necessary docker images, and starts a local version of Hy-
perledger Fabric. It then creates a new Channel named "myChan-
nel", and connects a Peer to that Channel.

From this point, custom chaincode can be installed and instantiated or
upgraded on the Peer, and then invoked. We found this process to be a
simple way to test our chaincode during development.

51



5.3 Chaincode Development

We used IBM’s Marble demo (GitHub, 2018) as a development founda-
tion for our Chaincode. The demo aids a developer in learning the basics
of Chaincode development in Fabric and is an excellent starting ground
when building an application. We implemented our chaincode functions
together with the marbles chaincode. This strategy simplified the debug
process during development. If our Chaincode invoke failed, we did a
marbles-invoke and see whether the Chaincode was correctly instantiated
or not by looking at its output.

5.4 UH-IaaS

UH-IaaS is an Infrastructure-as-a-Service framework consisting of com-
puting, networking and storage resources based on the OpenStack cloud
operating system (UH-IaaS, 2019a). Figure 5.1 shows the OpenStack
framework structure and its components.

Figure 5.1: The OpenStack framework used by UH-IaaS (UH-IaaS, 2019a).

UH-Iaas do not run the common networking model (Lee, Lim and Ong,
2005) where network layer 2 domains are virtualized (UH-IaaS, 2019b).
Instead, they use a simpler model based on the calico openstack neutron
core plugin (Calico, 2019). It provides a pure Layer 3 model for the in-
stance IP traffic. Their hypervisors are connected with a layer 2 network
with 10gbit interconnects. The full networking model is shown in figure
5.2.
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Figure 5.2: The Network Model used in UH-Iaas. Unlike common
networking models, UH-IaaS uses a simple model based on the calico
openstack neutron core plugin.

Project Size Instances Cores RAM

Small 5 10 16GB

Medium 20 40 64GB

Large 50 100 94GB

Table 5.1: The three different project sizes available in UH-IaaS.

Users from the University of Oslo and the University of Bergen have access
to the UH-IaaS service. An application must be accepted to get access to
projects with more than two instances. There are three project sizes, and
their quotas are plotted in table 5.1. We used the Small instance size in this
thesis.
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5.5 Fabric Distribution

The research implementation was a time-consuming task. This was not be-
cause of chaincode implementation and design, nor problems with the de-
velopment environment, but due to the distribution of Hyperledger Fab-
ric. The Hyperledger Fabric documentation contains no documentation
about this process, and the few online examples are all using conflicting
methods. Some of them suggested using docker swarm, while others used
IP-addressing.

We settled on an example using IP-addressing, but this example deployed
a network with only one Fabric Organization (eranga, 2019). To be able to
fully test the traffic between Organizations, at least two Organizations are
necessary. Thus,we modified our network to support two Organizations.

Node name Location

Certificate Authorithies Instance 1

Kafka Service Instance 1

Ordering service Instance 1

Zookeeper Service Instance 1

Peer 0 - Org 1 Instance 2

Peer 1 - Org 1 Instance 3

Peer 0 - Org 2 Instance 4

Peer 1 - Org 2 Instance 5

Table 5.2: The Hyperledger Fabric nodes used in this thesis, and their
instance location.

The table 5.2 presents the location of each service in the Fabric Network.
The Peers are distributed on multiple instances, while the Ordering
Service is located at Instance 1. Since we only had five available instances
in this thesis, we had to make a decision to either distribute the Peers or
the Ordering Service. We prioritized distribution of Peers for two reasons:
(1) a client will always only transfer data to one Ordering Service node,
but can transfer to several Peers, and (2) we wanted to measure the Peer
gossip traffic between instances.
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5.6 Research Tools

5.6.1 Hyperledger Caliper

Hyperledger Caliper, as discussed in section 3.6, is a test framework for
Distributed Ledger Technology solutions and collects four metrics: success
rate, throughput, latency, and resource consumption. Benchmarks and
blockchain configuration files are used to generate and perform network
transactions. We found Hyperledger Caliper, once set up, to be quite
modular and easy to use, but the Caliper setup process itself was time-
consuming.

Caliper Benchmark Configuration

Figure 5.3: A detailed model of Caliper’s benchmark engine.

The framework comes with pre-defined benchmark tests for multiple
Chaincode examples on all of the different supported frameworks, but
they are all written for local testing. To use Caliper with new Chaincodes
and existing networks, one must define the networks configurations, test
configurations, and test files.

The network configuration file is a JSON file that defines the Distrib-
uted Ledger Technology version and type, Network Topology, Node loc-
ation, endorsement policy, chaincode information, and Channel informa-
tion. Since the network is pre-defined, the network Channel configuration
file and crypto-config folder are required as well. Caliper uses all this in-
formation to connect to the existing network and to create new Channels.

The test configurations is a YAML file (Yaml, 2018) that defines the test-
rounds, transaction speed, the rate control of the tests and which test files
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to call. The file format is very modular and, as a result, opens up for the
possibility of exhaustive and sophisticated research activities. The num-
ber of transactions is specified for each test round, and the same is Trans-
actions Per Second (TPS).

The YAML file does also define the number of test clients and the test cli-
ent type used during tests. The client type can be either local or zookeeper.
Zookeeper clients can be spawned on multiple machines to distribute the
workload. Local clients are on the other hand generated locally on Cal-
iper’s host machine, and each client receives a fair distribution of the test
round’s total transaction number.

Caliper Blockchain Configuration

Blockchain configuration files contain transaction generating Node.JS
code. Files must include an init, a run and an end function. When a new
Caliper test round starts, the init function is called. Then the run function
is called N times, where N is the number of transactions defined in the
Benchmark Configuration. The end function runs when the test round is
over.

’ use s t r i c t ’ ;

module . exports . i n f o = ’ Creat ing hashcode . ’ ;

l e t txIndex = 0 ;

l e t bc , contx ;
module . exports . i n i t = funct ion ( blockchain , context , args ) {

bc = blockchain ;
contx = contex t ;
re turn Promise . r e s o l v e ( ) ;

} ;

module . exports . run = funct ion ( ) {
txIndex ++;
re turn bc . invokeSmartContract ( contx , ’ hashcode ’ , ’ v1 ’ ,

{
verb : ’ in i t_doc ’ ,
f i lename : ’ f i l e _ ’ + txIndex . t o S t r i n g ( ) + ’ _ ’ +

process . pid . t o S t r i n g ( ) ,
content : "Empty " ,
uploader : " Cal iper "

} , 1 0 0 ) ;
} ;
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module . exports . end = funct ion ( ) {
re turn Promise . r e s o l v e ( ) ;

} ;

The code above shows one of the blockchain configuration files written
as a part of our research. It calls the init_doc Chaincode function with
a filename, content, and uploader as arguments. This test in particular
generates small transactions that, when executed, hash the content field
and, if validated, write to a Fabric Channel Ledger.

5.6.2 Docker stats & Docker daemon

The docker stats command displays a live stream of Docker container re-
source usage statistics (Docker, 2019). It reports CPU and memory per-
centage usage, total memory used, network interface input/output and
block input/output. Specific docker containers are monitored by provid-
ing the container name as an argument.

The Docker daemon, dockerd, is a persistent container management pro-
cess and supports remote container access. The docker daemon in com-
bination with the docker stats makes it possible for external instances, like
Hyperledger Caliper, to utilize the Docker resource statistics provided by
Docker stats.

5.6.3 Tcpdump & Wireshark

Tcpdump is an extensive CLI tool for capturing network interface pack-
ets. It supports many types of filters, including network protocol, port,
IP-address, and interface. It writes packet information to the terminal
window, or store information in a pcap-file. A pcap-file contains stored
network packets and can be analyzed by Wireshark.

Wireshark is an open-source, cross-platform packet analyzer. Unlike tcp-
dump, Wireshark provides a GUI for viewing and examining network
packets. We found Wireshark very helpful when investigating Hyper-
ledger Fabric’s transaction flow.

5.6.4 Python & Bash

In addition to Tcpdump and Wireshark, we wrote several python scripts
for analysis and display of the pcap file data. We used the packet manip-
ulation tool Scapy, which provides a python interface, for writing these
scripts. The python figure plotting library Matplotlib was later used for
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presenting results.

For consecutive, repeatable tasks, we wrote simple bash scripts. These
scripts include running a test several times, starting and stopping the dis-
tributed fabric network, and for managing execution of multiple tools
at once, like using Wireshark to merge packets and filter based on a
timestamp and then start a python-script for analysis of the merged
packet.

5.6.5 Research Tools Summary

Caliper is a test framework, and we have used it to monitor Distributed
Ledger Technology specific metrics. We have also used a modified version
of it as a Client for transaction load generation. The tool supports docker
stats monitoring through the docker daemon. Tcpdump and Wireshark
have been used both in combination with Caliper and alone for gathering
and analyzing network packets. In addition to these tools, python and
simple bash scripts are written to analyze and present data, and to
automate repetitive tasks.

5.7 System Under Test

This section defines the system under test used in this thesis. In total, we
used six instances, five located on the UH-IaaS service and one instance
positioned at the UiO network. The UH-IaaS instances hosted the Hyper-
ledger Fabric network, while the last instance ran Caliper.

5.7.1 Network Topology

In figure 5.4, we present this thesis’ network topology, IP-addresses and
Organization setup. As seen, Instance 1 runs the Ordering Service using
Kafka mode. There are two Organizations with two Peers each. Docker
container names were given on the form peerX.orgY.example.com, as
done in the Hyperledgers tutorials. All of the nodes in the network run
Hyperledger Fabric 1.2.

5.7.2 Available Resources

The table 5.3 presents each instance’s available resources and their IP
address.
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Figure 5.4: The instance locations, Hyperledger Fabric node roles and
network topology used in the system under test.
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Instance CPU RAM Disk Host Name

Caliper 4 x 2,6 GHz 16 GB 10GB / 201GB 1x-193-157-x-x.uio.no

Instance 1 1 x 2,4 GHz 2 GB 4,4GB / 10GB 158.39.75.116

Instance 2 1 x 2,4 GHz 2 GB 3,4GB / 10GB 158.37.63.164

Instance 3 1 x 2,4 GHz 2 GB 3,5GB / 10GB 158.37.63.165

Instance 4 1 x 2,4 GHz 2 GB 3,5GB / 10GB 158.37.63.175

Instance 5 1 x 2,4 GHz 2 GB 3,6GB / 10GB 158.37.63.184

Table 5.3: Instance resources in the system under test.

5.7.3 Standard deviation ping

A measurement of the standard deviation ping between all nodes in the
network was done. The results are presented in table 5.4.

From\To Instance 1 Instance 2 Instance 3 Instance 4 Instance 5

Caliper 6,589 ms 4,572 ms 5,938 ms 11,979 ms 2,596 ms

Instance 1 - 0,077 ms 0,058 ms 0,068 ms 0,068 ms

Instance 2 - - 0,048 ms 0,057 ms 0,060 ms

Instance 3 - - - 0,051 ms 0,048 ms

Instance 4 - - - - 0,066 ms

Table 5.4: Standard deviation ping in the system under test.

5.7.4 Bandwidth

The bandwidth throughput was measured with the iPerf command
line tool. There was, as seen in table 5.5, a very high throughput
between instances on UH-IaaS. The bandwidth between Caliper and other
instances, however, was at around 160 Mb/s.

5.7.5 Transaction Invoke Sizes

In this thesis, we differentiate between four transaction sizes: empty,
small, medium and large invoke. We refer to these as invoke sizes. Inform-
ation about Chaincode call and file size is presented in table 5.6. The most
noticeable difference is that the empty invoke performs an empty_invoke
Chaincode call, while the others call init_doc. This is intentional and was
done to measure the performance difference of invokes with and without
chaincode logic.
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From\To Instance 1 Instance 2 Instance 3 Instance 4 Instance 5

Caliper 157 Mb/s 172 Mb/s 168 Mb/s 163 Mb/s 161 Mb/s

Instance 1 - 24 Gb/s 25 Gb/s 23 Gb/s 24 Gb/s

Instance 2 - - 25 Gb/s 26 Gb/s 24 Gb/s

Instance 3 - - - 25 Gb/s 25 Gb/s

Instance 4 - - - - 25 Gb/s

Table 5.5: Bandwidth throughput in the system under test.

There are large gaps between each of the invoke size’s file size. We had
to limit our factors, and our only other option was to use smaller gaps, but
then we would have to measureme with shorter file size ranges. Note that
10000 characters, as used in the large invoke, equal only roughly 3,5 pages
of text. In retrospect, we realize that to call a 10000 character size invoke
large is a little misleading. In our defense, it is the largest of the invoke
sizes used.

Invoke name Invoke function Document Size

Empty Invoke empty_invoke 0 chars

Small Invoke init_doc 5 chars

Medium Invoke init_doc 1000 chars

Large Invoke init_doc 10000 chars

Table 5.6: Invoke sizes used during research.

5.7.6 Endorsement Policy

During research, transactions required to be signed by at least two Peers,
one from each Organization. As we discussed in chapter 3, Hyperledger
Fabric ensures trust between Organizations. A transaction should,
therefore, be verified by at least two Organizations (F. Hyperledger, 2019).

5.8 Summary

In this chapter, we explained the implementation process from local de-
velopment to a fully distributed Hyperledger Fabric environment. Dur-
ing this process, we used IBM’s Marbles Chaincode demo as a base for
our implementation and distributed the Hyperledger Fabric network by

61



using IP-addressing. We have presented the research tools used in the
research activities: Hyperledger Caliper, Docker Stats & Docker daemon,
Tcpdump & Wireshark and Python & Bash programming.

In the last section of this thesis, we presented the system under test. In
total, six instances were involved during research, five of them hosting
Hyperledger Fabric nodes, and one hosting Hyperledger Caliper. We have
measured the resources, standard deviation ping, and bandwidth of this
system under test and presented the results. In the next chapter, we per-
form, analyze and present the four research activities defined in chapter 4.
All of these activities were done with the system under test defined in the
previous section.
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Part IV

Research Activities
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Chapter 6

Research Activities & Results

6.1 Measuring the Transaction Throughput

According to Thakkar, Nathan and Viswanathan, 2018, implementation,
network bandwidth, machine resources, network latency, network topo-
logy, and chaincode implementation are all factors that affect network
performance in a Hyperledger Fabric network. To evaluate a Distributed
Ledger Technology network solely on these factors is, however, difficult
for humans, due to the large amount of influencing factors. In addition,
a comparison between different Distributed Ledger Technology systems
would be close to impossible, since each framework’s unique implement-
ation and resource usage. In other words, network performance in a Dis-
tributed Ledger Technology system must be defined by more intuitive
metrics.

The Hyperledger Performance Blockchain Metrics paper (A. Hyperledger,
n.d.), defines four, more intuitive key metrics that apply to blockchains
and distributed ledger technology:

• Read Latency

• Read Throughput

• Transaction Latency

• Transaction Throughput

In this section, we measure the Hyperledger Fabric network’s transaction
throughput. This throughput is defined as:

TX Throughput = Total Committed Transactions
Total Time in Seconds @ #committed nodes

This metric is used to measure the network performance, but, since the
throughput only is a metric of successful, committed transactions, it
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misses information about transaction success rate. Two networks can have
the same throughput, but one would still be more effective if it has a higher
success rate. Thus, in this section, we measure the success rate in addition
to the transaction throughput. To get these results, we have tested the
network using the four transaction invoke sizes described in the system
under test section, section 5.7, and used Hyperledger Caliper as our test
framework.

Caliper, however, is a very young tool and was accepted by Hyperledger’s
technical steering committee as a Hyperledger project as late as in March
2018 (Hyperledger, 2018). There are papers about performance analysis
on the Fabric platform using Hyperledger Caliper(Gorenflo et al., 2019),
(Nasir et al., 2018). However, we struggled to find any papers researching
Caliper’s test performance. With very little research documentation avail-
able, we found it necessary to not only measure the Transaction Through-
put and success rate but also to do so while exploring two Xaliper key
factors; the Caliper transactions per second (TPS) send rate and number of
caliper local clients.

6.1.1 Hypotheses

Below is a list of our hypotheses about the Caliper’s test performance.

1. There exists a cap where Caliper is unable to generate transactions
at a higher rate due to resource limitations. If this cap is lower than
the transaction throughput, a transaction throughput measurement
is impossible.

2. Larger invoke sizes affect both Caliper’s and the Fabric network’s
performance on a greater extent than smaller invoke sizes. Transac-
tion Throughput might, as a result, differ based on the invoke size.

3. The Chaincode’s complexity should not affect Caliper’s transaction
generation, but affect the Transaction Throughput, because the
chaincode logic is executed by Peers on the Fabric network, not by
the Test Framework itself.

4. Local Caliper Clients run on separate machine threads, and we ex-
pect a higher number of clients to yield a higher Caliper perform-
ance.

6.1.2 Research Activity

The goal of this activity was to estimate the transaction throughput of the
network, but we extended this activity to also include the network send
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Table 6.1: The Factors used when Evaluating the Fabric network
Factor Values Tested

Invoke Sizes Empty, Small, Medium, Large
TPS Rate 10 TPS, 100 TPS, 1000 TPS, 10000 TPS

Caliper Clients 1, 5, 20, 50, 100

rate and success rate. The chaincode functions empty_init and init_doc
described in section 5 were invoked. In total, all of the four different In-
voke sizes were tested. Four different TPS rates were used; 10, 100, 1000
and 10000 TPS. We ran each test with 1, 5, 20, 50 and 100 local clients, and
sent 1000 transactions per test. All of these factors are presented in table
6.1.

6.1.3 Send Rate Introduction

In Caliper’s benchmark configuration file, there are configurations for the
transaction send rate. We call this the expected send rate, and it differs from
the actual send rate. The expected send rate can be configured to be any
rate, while the actual send rate is limited by Caliper’s resources.

The send rate is unaffected by the Fabric network topology and is, there-
fore, an isolated measurement of Caliper’s performance. The table 6.2 con-
tains send rate measurements.

6.1.4 Send Rate Observation & Discussion

As seen from table 6.2, there is a TPS cap at around 500 TPS per client, even
at higher TPS rates. 1 Client achieved the highest TPS rate per client with
an Empty invoke, and Calipers Performance per Client decreases when
both Invoke size and client size increases. Caliper generates the transac-
tions in the test files, and more time-consuming tasks, like generating files,
affects the transaction generation rate.

In general, 5 Clients perform better than any of the other number of clients
measured. When comparing one client to five, at 10000 TPS we observe a
295% send rate increase. The increase in number of clients, however, is
500%. When increasing the number of clients even more, the send rate
decreases. By looking at the source code of Caliper, we found the reason
for this decrease. Caliper spawns a new child process for each client, and
when the number of clients increase, so does the process resource over-
head. This resource overhead is not used to generate transactions, and, as
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Invoke Size Clients 10 TPS 100 TPS 1000 TPS 10000 TPS
Empty Invoke 1 Client 10 TPS 100 TPS 502 TPS 511 TPS
Empty Invoke 5 Clients 10 TPS 100 TPS 935 TPS 1 506 TPS
Empty Invoke 20 Clients 10 TPS 96 TPS 612 TPS 921 TPS
Empty Invoke 50 Clients 10 TPS 85 TPS 144 TPS 463 TPS
Empty Invoke 100 Clients 10 TPS 71 TPS 171 TPS 124 TPS

Small Invoke 1 Client 10 TPS 100 TPS 413 TPS 400 TPS
Small Invoke 5 Clients 10 TPS 100 TPS 951 TPS 1 356 TPS
Small Invoke 20 Clients 10 TPS 100 TPS 784 TPS 1 279 TPS
Small Invoke 50 Clients 10 TPS 101 TPS 636 TPS 695 TPS
Small Invoke 100 Clients 10 TPS 99 TPS 420 TPS 592 TPS

Medium Invoke 1 Client 10 TPS 100 TPS 432 TPS 400 TPS
Medium Invoke 5 Clients 10 TPS 100 TPS 943 TPS 1 437 TPS
Medium Invoke 20 Clients 10 TPS 99 TPS 807 TPS 1 056 TPS
Medium Invoke 50 Clients 10 TPS 92 TPS 647 TPS 620 TPS
Medium Invoke 100 Clients 10 TPS 13 TPS 101 TPS 209 TPS

Large Invoke 1 Client 10 TPS 100 TPS 310 TPS 324 TPS
Large Invoke 5 Clients 10 TPS 100 TPS 907 TPS 1 012 TPS
Large Invoke 20 Clients 10 TPS 91 TPS 508 TPS 708 TPS
Large Invoke 50 Clients 10 TPS 83 TPS 388 TPS 411 TPS
Large Invoke 100 Clients 10 TPS 68 TPS 205 TPS 283 TPS

Table 6.2: Actual Send Rate - The send rate achieved by Hyperledger
Caliper.

a result, affects the TPS send rate.

Another observation is that the maximum TPS is reached with an Empty
Invoke with 5 clients, at 1506 TPS. As discussed in chapter 5, the Empty
Invoke performs no chaincode logic, and, as a result, requries less compu-
tation.

6.1.5 Send Rate Conclusion

We have seen that the caliper performance is affected by both the num-
ber of clients and file size used during tests. We found 5 clients to be the
optimal number for maximizing the send rate and our highest measured
rate was 1506 TPS. A potential Transaction Throughput higher than 1506
TPS cannot be measured since Caliper’s host machine is unable to gener-
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Figure 6.1: The achieved Caliper send rate with an expected TPS rate of
1000 TPS

Figure 6.2: The achieved Caliper send rate with an expected TPS rate of
10000 TPS

ate and send transactions faster. In addition, since the invoke size affects
the send rate, the maximum Transaction Throughput must be presented
for each of the sizes.

6.1.6 Transaction Success Rate Introduction

Transactions can fail for many reasons. They can fail endorsement, be
lost by the Ordering Service, or not sent at all. The transaction success
rate measures the percentage of successful transactions. For a transaction
to be successful, it must have been endorsed by both Organizations,
successfully sent to the Ordering Service, be batched by the Kafka service,
and distributed in a block to the Peers. As seen in table 6.3, transactions
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often fail when the workload becomes too high.

6.1.7 Transaction Success Rate & Discussion

An expected send rate of 10000 TPS has, usually, a lower success rate
than the other rates, and a higher number of clients further decrease the
transaction success rate. However, this is not always true. With a 1 client,
1000 TPS Small Invoke, a success rate as low as 35,2% is observed, and
both 5 clients and 10000 TPS tests return higher rates. Similar results can
be seen at: "Empty Invoke, 1000 TPS, 50 clients", "Small Invoke, 1000 TPS,
20 clients", "Medium Invoke, 10000 TPS, 5 clients" and "Large Invoke, 100
TPS, 1 client". It is clear that a failure somewhere affects these numbers,
and we investigated the network for such a point of failure. We found
the instance hosting the Ordering Service Node and Kafka cluster to be
responsible, but we did not manage to mitigate the failure rate.

Figure 6.3: The transaction success rate with a TPS rate of 1000 TPS.

6.1.8 Transaction Success Rate Conclusion

Excluding the Large Invoke sizes, there is a success rate drop when reach-
ing 1000 or higher TPS. This rate is affected by both the send rate and
the number of transaction spawning clients, but also some factors that we
were unable to locate. The success rate affects transaction throughput, and
the results presented should, therefore, reflect in our transaction through-
put measurement. We identified the success rate failures to derive from
the Ordering Service, but found further research on the Ordering Service’s
capacity to be outside the scope of this thesis.
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Invoke Size Clients 10 TPS 100 TPS 1000 TPS 10000 TPS
Empty Invoke 1 Client 100 % 100 % 100 % 100 %
Empty Invoke 5 Clients 100 % 100 % 100 % 67,3 %
Empty Invoke 20 Clients 100 % 100 % 71,1 % 67,2 %
Empty Invoke 50 Clients 100 % 100 % 21,2 % 100 %
Empty Invoke 100 Clients 99,9 % 100 % 67,2 % 71,1 %

Small Invoke 1 Client 100 % 100 % 35,2 % 100 %
Small Invoke 5 Clients 100 % 100 % 100 % 75,2 %
Small Invoke 20 Clients 100 % 100 % 28,1 % 55,7 %
Small Invoke 50 Clients 100 % 100 % 62 % 32,1 %
Small Invoke 100 Clients 99,9 % 100 % 27,1 % 17,9 %

Medium Invoke 1 Client 100 % 100 % 80,5 % 58,1 %
Medium Invoke 5 Clients 100 % 100 % 78,6 % 51 %
Medium Invoke 20 Clients 100 % 100 % 48,6 % 62,4 %
Medium Invoke 50 Clients 100 % 100 % 35 % 60,1 %
Medium Invoke 100 Clients 100 % 100 % 34,2 % 25,4 %

Large Invoke 1 Client 89,9 % 39,6 % 58,4 % 2 %
Large Invoke 5 Clients 100 % 39,5 % 22,8 % 2,6 %
Large Invoke 20 Clients 100 % 26,9 % 33,1 % 8 %
Large Invoke 50 Clients 97,2 % 15,9 % 43,7 % 17,5 %
Large Invoke 100 Clients 97,1 % 18,0 % 0 % 0 %

Table 6.3: Transaction Success Rate: - A measurement of the transaction
success rate, the number of transactions sucessfully achieved by the
Hyperledger Fabric network.
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Invoke Size Clients 10 TPS 100 TPS 1000 TPS 10000 TPS
Empty Invoke 1 Client 10 TPS 75 TPS 62 TPS 66 TPS
Empty Invoke 5 Clients 10 TPS 90 TPS 76 TPS 63 TPS
Empty Invoke 20 Clients 10 TPS 78 TPS 68 TPS 61 TPS
Empty Invoke 50 Clients 10 TPS 57 TPS 19 TPS 66 TPS
Empty Invoke 100 Clients 10 TPS 51 TPS 53 TPS 50 TPS

Small Invoke 1 Client 10 TPS 56 TPS 24 TPS 45 TPS
Small Invoke 5 Clients 10 TPS 49 TPS 45 TPS 43 TPS
Small Invoke 20 Clients 10 TPS 47 TPS 27 TPS 37 TPS
Small Invoke 50 Clients 10 TPS 43 TPS 38 TPS 28 TPS
Small Invoke 100 Clients 10 TPS 43 TPS 26 TPS 18 TPS

Medium Invoke 1 Client 10 TPS 68 TPS 51 TPS 44 TPS
Medium Invoke 5 Clients 10 TPS 60 TPS 64 TPS 47 TPS
Medium Invoke 20 Clients 10 TPS 66 TPS 45 TPS 54 TPS
Medium Invoke 50 Clients 10 TPS 48 TPS 34 TPS 50 TPS
Medium Invoke 100 Clients 10 TPS 43 TPS 34 TPS 26 TPS

Large Invoke 1 Client 9 TPS 6 TPS 19 TPS 0 TPS
Large Invoke 5 Clients 10 TPS 7 TPS 11 TPS 3 TPS
Large Invoke 20 Clients 10 TPS 7 TPS 16 TPS 8 TPS
Large Invoke 50 Clients 10 TPS 8 TPS 18 TPS 9 TPS
Large Invoke 100 Clients 10 TPS 7 TPS 0 TPS 0 TPS

Table 6.4: Transaction Throughput - The measured transaction throughput
in the Hyperledger Fabric network.
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Figure 6.4: The transaction success rate with a TPS rate of 10000 TPS.

Figure 6.5: The network throughput with Caliper configured to 1000 tps.

6.1.9 Transaction Throughput Introduction

The goal when evaluating the Fabric network was to get an intuitive,
measurable metric for the Fabric network’s performance. One such metric
is the network’s Transaction Throughput. The metric described the net-
work’s capacity in the same matters as network throughput does, but is
measured in transactions/s instead of bytes/s. In a Distributed Ledger
Technology network with small variations in the transaction size, like the
BitCoin network with an average transaction size of 500B, the Transaction
Throughput is an excellent metric for describing the system. In Distrib-
uted Ledger Technology networks with fluctuating transaction sizes, how-
ever, we found that this metric alone falls short. The amount of bytes sent
affects the transaction throughput, and the transaction size must, there-
fore, be presented in combination with the metric.
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Figure 6.6: The network throughput with Caliper configured to 1000 tps.

10 TPS 100 TPS 1000 TPS 10000 TPS
1 Client 0 % 33 % 153 % 46 %
5 Clients 0 % 83 % 68 % 48 %
20 Clients 0 % 65 % 154 % 65 %
50 Clients 0 % 32 % -49 % 135 %

100 Clients 0 % 17 % 103 % 183 %

Table 6.5: The potential throughput increase achieveable when removing
chaincode logic.

6.1.10 Transaction Throughput Observation & Discussion

As seen in table 6.4, the Empty Invoke achieves the highest throughput,
and it reaches 90 TPS when tested with 5 caliper clients and a send rate
of 100 TPS. A measurement of the Empty Invoke throughput gives some
insight into the network, but since the invoke contains no chaincode logic,
it does not fully describe the network. To present the network’s through-
put as 90 TPS would, therefore, be misleading. In no real situation would
this rate be reached, but it can be used to gain further insight about the
network.

In table 6.5, we present the Transaction Throughput increase from Small
Invoke to Empty Invoke. The Empty Invoke performs no write operations
on the Ledger, nor does it execute any chaincode logic. It’s still a transac-

Empty Invoke Small Invoke Medium Invoke Large Invoke
90 TPS 56 TPS 68 TPS 19 TPS

Table 6.6: The Throughput Metric of The Fabric Network
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tion, however, and it’s sent to Peers for endorsement and to the Ordering
service as described in section 3, just in the same way as the Small In-
voke. In a network with unlimited resources, all of the other invoke sizes
would execute as fast as the Small Invoke. In other words, table 6.5 is the
closest esitmate of the achieviable percentage throughput increase in Hy-
perledger Fabric. E.g., with a Small Invoke with five caliper clients and
a send rate of 100 TPS, it’s possible to achieve at least an 80% increase in
throughput by upgrading the instance host’s resources. For a Large In-
voke with the same number of clients and send rate, a whopping 1185,7%
throughput increase is possible.

In the figures 6.5 and 6.6, we have displayed a plot of the transaction
throughput at 1000 TPS and 10000 TPS. These plots demonstrate the im-
portance of the transaction size when calculating the transaction through-
put. In general, the rule is "the bigger file, the lower throughput." As we
mentioned in the Transaction Throughput Introduction, the Throughput
metric must be presented as a tuple of both transaction size and achieved
throughput. In table 6.6, we have shown the throughput for each invoke
size, where the throughput is the highest achieved Transaction Through-
put for that size.

6.1.11 Transaction Throughput Conclusion

Simple approaches to Transaction Throughput measurement produces
misleading metrics that lack information about the Distributed Ledger
Technology network. Transaction throughput should, therefore, always be
looked at concerning the transaction size, as presented in table 6.6. How-
ever, this metric is still useable, which we have shown by calculating a
minimum possible throughput increase. Since the host’s resources affect
other factors as well, even higher throughput than the one derived is prob-
able.

6.1.12 Research Conclusion

This research aimed at finding a metric for measuring the network’s Per-
formance. By doing that, a comparison both between Fabric networks
and other Distributed Ledger Technology networks is possible. We have
presented this metric as the transaction throughput for four different in-
voke sizes in table 6.6.
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When looking at the transaction success rate measurements, we observe
an arbitrarily success rate drop. We found such a decline come from the
instance hosting the Ordering Service Node and Kafka cluster, hindering
transactions from succeeding. At higher send rates and with more clients,
the success rate lowers. This leads to a drop in the network’s transaction
throughput.

In this activity, we have also shown that a cap exists where Caliper is un-
able to generate transactions at a faster rate. In our environment, this send
rate was at 1506 TPS, far above our highest transaction throughput at 90
TPS. As a result, we know that Caliper did cap the throughput metric in
this research and that our reported throughput is a definition of the Fabric
network’s performance.

6.2 Measuring the Fabric Gossip Traffic

In table 6.6 from the previous section, we presented the transaction
throughput of our Fabric Network. We use this Network for in every
research activity in this thesis, and it was, therefore, important to us to find
these results before we did any other activities. In addition, it was a great
opportunity to examine the Fabric Network and gain more knowledge
about the environment.

6.2.1 Introduction

In this research activity, we perform the first investigation of data flow
in the Fabric Network. Fabric’s gossip protocol generates a stream of
background network traffic between nodes in the network. Without
any measurements of this traffic, it would be very hard to differentiate
background traffic from other types of traffic, like transactions and block
distribution. To prevent background traffic from interfering with other
traffic, we perform a network traffic analysis of all the network instances
during an idle period at the Fabric Network.

6.2.2 Research Activity

Unlike the previous activity, we did not use Caliper during this research.
We used tcpdump to gather traffic and generate pcap files, which we later
collected and analyzed with a python script. This was done by following
the four steps below.

1. Start the Fabric Network and wait for the network to settle. Fabric
generates extra network traffic during startup. To prevent this traffic
from interfering with the observations, a delay is necessary after this
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Instance 1 Instance 2 Instance 3 Instance 4 Instance 5

367 packets 13611 packets 13571 packets 120 packets 119 packets

Table 6.7: The number of packets captured for each instance during our
pre-test. As seen, Instance 4 and 5’s number of packets are lower than
Instance 2 and 3.

step while waiting for the network to settle. We set our delay to five
minutes.

2. Prepare and start tcpdump on all of the instances. Most of the
communication in the Fabric Network utilizes the TCP protocol (F.
Hyperledger, 2019), but other communication may occur. A packet
filter filtering out only SSH traffic (port 22) was used, and tcpdump
gathered packets for at least fifteen minutes.

3. Gather, merge and trim pcap-files. It’s not realistic to start tcpdump
on all the instances at the exact same time. A merged pcap file,
consisting of all the individual pcap files, must thus be trimmed
to force instances to reporting data from equal timespans. The
instances’ internal clock must be synchronized for this data to be
correct. We used Wireshark’s CLI-tool mergecap to merge and trim
files.

4. Analyze the merged pcap file and calculate gossip data. Commu-
nication between nodes differ. As discussed in chapter 3, there
is more communication Intra-Organization than Inter-Organization.
The gossip data presentation must demonstrate this and if any, com-
munication with the Ordering Service.

With the information obtained in this research, it is possible to extract
the gossip network traffic from other traffic. By getting this information, a
measurement consisting purely of transaction traffic can be performed.

6.2.3 Margins of Error

Hyperledger’s gossip protocol description indicates that the gossip data
exchange happens regularly at a configurable interval. Still, there is a
possibility that some, more extensive, gossip happens with an interval
outside of this range. In this research, we measured the gossip for at least
28 minutes to prevent such a case.

6.2.4 Pre-test

We have presented the number of packets gathered during our pre-test in
table 6.7. From this data alone, we can see that Instance 2 (Peer 0, Org 1)
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First packet timestamp 2019-03-19 10:30:13.25
Last packet timestamp 2019-03-19 10:58:20.54

Total time 1687.3 seconds
IP-packets gathered in total 52654 packets

IP-packets used during calculations 26326 packets
Non-IP packets gathered 281 packets

Table 6.8: Information about the pcap file.

From\To Instance 1 Instance 2 Instance 3 Instance 4 Instance 5
Instance 1 0 0 0 0 0
Instance 2 0 0 6476 0 0
Instance 3 0 6319 0 0 0
Instance 4 0 0 0 0 6788
Instance 5 0 0 0 6743 0

Table 6.9: The number of packets received between instances as a part of
the gossip protocol, over a time of 1687 seconds (28m 7s).

and 3 (Peer 1, Org 1) are active, while other instances are quite silent. We
did expect Instance 4 (Peer 0, Org 2) and 5 (Peer 1, Org 2) to behave much
like 2 and 3, since they do equal work for another Organization. In Organ-
ization 1 there is gossip communication, but not in Organization 2. This is
an indication that something is wrong. We looked at each Peer’s log and
found the answer, instance 4 and 5 were not communicating correctly. We
figured that old containers were running during Network startup.

We have learned that packet monitoring can be used to spot Peers with a
non-functioning gossip protocol. A packet monitor reporting a low packet
send rate for a prolonged time may indicate a Peer fault. During research,
we found the average packets/s to be 3.75 packets/s, and this number can
be used as a reference when monitoring.

6.2.5 Observation & Discussion

A second attempt at gathering packets was done after a network restart.
Pcap files were merged into one and trimmed. Information about the file
is presented in table 6.8. As seen, we captured 28 minutes and gathered
a total of 52654 packets. Approximately half of these were duplicates due
to the merging process, and only 26326 packets were used for gossip data
calculations. As seen, the pcap-files contained some (281) non-IP pack-
ets. Most of these packets were UDP packets addressed to "158.37.63.1",
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From\To Instance 1 Instance 2 Instance 3 Instance 4 Instance 5
Instance 1 0.0 0.0 0.0 0.0 0.0
Instance 2 0.0 0.0 3.84 0.0 0.0
Instance 3 0.0 3.75 0.0 0.0 0.0
Instance 4 0.0 0.0 0.0 0.0 4.02
Instance 5 0.0 0.0 0.0 4.00 0.0

Table 6.10: The average number of packets received per second.

From\To Instance 1 Instance 2 Instance 3 Instance 4 Instance 5
Instance 1 0 0 0 0 0
Instance 2 0 0 898712 0 0
Instance 3 0 864048 0 0 0
Instance 4 0 0 0 0 920350
Instance 5 0 0 0 896356 0

Table 6.11: The total amount of data reveived in bytes between instances
as a part of the gossip protocol, over a time of 1687 seconds (28m 7s).

From\To Instance 1 Instance 2 Instance 3 Instance 4 Instance 5
Instance 1 0.0 0.0 0.0 0.0 0.0
Instance 2 0.0 0.0 532.64 0.0 0.0
Instance 3 0.0 512.09 0.0 0.0 0.0
Instance 4 0.0 0.0 0.0 0.0 545.46
Instance 5 0.0 0.0 0.0 531.24 0.0

Table 6.12: The average data in bytes received per second.
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a DHCP resource in Uh-IaaS. We used a python script to filter out non-
relevant packets and calculate the data usage.

Table 6.9 and 6.11 contains the raw amount of packets and data received.
As seen, there is no Inter-Organizational communication, and there is no
communication with the Ordering Service. The Ordering Service is unre-
lated to the gossip protocol, and we did not expect to measure any gossip
at this instance. Inter-Organization communication, on the other hand,
is related to the gossip protocol. We found that Inter-Organization Peers
only exchange information when absolutely necessary, for example, to in-
form other Organizations about topology changes. Since there were no
changes in the topology during this research, no Inter-Organization gos-
sip occurred.

The two tables 6.10 and 6.12, contain the average packets and data sent per
second. Intra-Organization, there are close to 4 network packages shared
between Peers inside an Organization each second, and more than 500
bytes. We have calculated the average Intra-Organization gossip commu-
nication between Peers to be 530,4 b/s and 3,75 packets/s.

6.2.6 Conclusion

In this research, we monitored the gossip traffic between Peers in a Fabric
Network. We were successful in discovering the gossip communication,
around 530 bytes/s Intra-Organization and 0 bytes/s Inter-Organization.
On average, a Peer sends 45,8 MB of gossip per day for a network with a
topology simmilar to ours. In the next research activities, we have isolated
non-gossip communication by using the formula below.

Non-gossip data = Measured data - 530 * total measurement time in seconds

In the next section, we use this formula to calculate the network commu-
nication during a network transaction. Without this information, a cal-
culation of traffic generated by transaction would be difficult, since there
would be no way to differentiate between gossip and other traffic.

6.3 Measuring the Fabric Transaction Traffic

With one out of the two traffic types in Hyperledger Fabric, gossip
traffic, measured, it became possible to measure the second traffic type,
transaction traffic. The rest of the research in this thesis focuses on
transaction traffic, and its network flow, intending to understand a
transaction’s performance impact on a Fabric Network.
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6.3.1 Introduction

In this research, we collect information about the transaction traffic in the
Fabric Network. The goal is to observe and collect information about
transaction traffic in the Fabric Network. It is the first of two activities that
explores Fabric Network Transactions and provides information about
transaction network traffic within network instances and clients in a
Fabric Network. To do so, we have used a modified version of Caliper
sending Medium Invoke transactions. In section 6.1, we measured the
performance of our network with various file sizes, and the estimated
network throughput in this activity is thus 68 TPS.

6.3.2 Caliper Modifications

Before we this research, Caliper had to be modified. There were two
modification were performed:

1. Sleep for a preset time between transactions to let the network traffic
settle between transactions.

2. Log transaction time for each new transaction. By doing so, the pcap
file could easily be split into transaction segments and analyzed.

6.3.3 Research Activity

To differentiate between transactions, we split our pcap-files into separate
files. A python script is then used to gather data and generate information
about the network usage. Below are the steps we followed during our
reseach.

1. Prepare tools and start the Network. In this activity, an entity acting
as a client is necessary. We used the modified version of Caliper as a
client and gathered network traffic with tcpdump. As in the previous
activity, we waited five minutes after starting up the Fabric Network
before gathering network packets.

2. Write test files and run Caliper. Caliper requires test files during
execution, and these files must be written before the test can be
performed.

3. Stop tcpdump and extract transaction times from Caliper log.

4. Gather and merge files and split into transaction segments. Once the
tests are finished, network files and each transaction’s execution time
must be gathered.

5. Analyze and calculate traffic flow. The traffic flow does not equal
all data flow. The gossip communication between instances must be
subtracted,
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6.3.4 Margins of error

Mismatch in clock time between instances could affect this research. If
this happen, transaction segments could end up dividing one transaction
between multiple segments and thus influence the results. We strove
to prevent this by ensuring that all instances’ clocks were synchronized
before our tests and used a substantial sleep time between transactions.

6.3.5 Observation & Discussion

Figure 6.7: Our first measurement for the transaction traffic, including
gossip. As seen, Caliper’s communication with other instances is
suspiciously high. This is due to Caliper’s monitoring tool, which
constantly communicates with each instance’s Docker Server for Docker
Stats.

In figure 6.7, we present the number of bytes sent per transaction when
using Caliper as a transaction client. As observed, the byte transmission
between Caliper and the other instances is very high. We found that most
of this traffic is not generated by transactions. Caliper’s monitor service
queries docker stats regularly to monitor instances, and the instances reply
with their current stats. To get results from transactions alone, this traffic
had to be filtered out.

In the next figure, 6.8, we have presented the communication without
docker traffic. The figure shows four matrixes, two with gossip traffic and
two without. As seen from this figure, Caliper communicates only with
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Figure 6.8: Fabric Network Traffic per Transaction: In this figure,
Caliper’s communication with Docker Stats is excluded. Left side presents
transaction and gossip traffic, right side presents transaction traffic only.
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three instances: 1, 2 and 4. Based on the transaction flow presented in
section 3.4, we can deduce some information about the transaction flow.

• Caliper to Instance 1 - The Ordering Service
Based on Hyperledger Fabric’s reported Data Flow (F. Hyperledger,
2019), the only communication between the client and Ordering
Service happens at step 3. This is the Ordering Broadcast step, where
assembled and signed transactions are sent to the Ordering Service.

• Caliper to Instance 2 and Instance 4 - Peer 0 Org 1 and Peer 0 Org 2

As seen in firue 6.8, the amount of bytes to sent from Caliper to Instance
2 and Instance 4 differs by a small amount. According to F. Hyperledger,
2019, the only communication from a client to Peers is step 0, invocation.
Based on this, we predict the traffic measured from Caliper to Instance 2
and Instance 4 to derive from the invocation step.

So far, the observed data flow corresponds to Hyperledger’s presented
Transaction Flow. However, when we look at the communication from
Instance 2 and 4 to Caliper, we notice a difference. Since Instance 2 and
Instance 4 are both a part of the invocation step, we would expect them to
return almost the same number of bytes. This is not the case. Instance 2
sends 32 KB, while Instance 4 sends only 1,5 KB. Hyperledger’s Transac-
tion Flow documentation does not explain this behavior. A further exam-
ination is necessary, which we have performed in the next research.

Aside from that irregularity, the measured data flow follows the described
data flow. The Ordering service distributes a block to Instance 1 and 5,
and these instances then further distribute this block to Instance 2 and 4.
However, we observe that there is much Intra-Organization communica-
tion, even after the gossip data has been extracted. We found two possible
reasons for this: (1) gossip communication increases during transactions
or (2) our gossip calculations are wrong. To check this, we recalculated our
gossip calculations but ended up with the same results. We do therefore
consider the gossip traffic to increase during transaction activity.

6.3.6 Conclusion

In this section, we presented the transaction data flow and compared the
observation with Hyperledger’s Transaction Flow documentation. This
was done using the Medium Invoke size, which, in a previous research,
achieved a network throughput of 68 TPS. We have seen that even though
most of the data can be explained with the documentation, there is a large
amount of data sent from Instance 2 - Peer 1 org 1, to our client, Caliper,
which cannot be explained. A further examination of the data flow is
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necessary to understand this behavior. In table 6.8, we have presented
the transaction data exchange in bytes and packets as a matrix. In the
next section, we use the information gained in this research to examine
the transaction flow in the network further.

6.4 Investigating Fabric’s Transaction Flow

We have seen that the Data Flow documentation cannot explain all of
the data exchange during transactions in the Fabric Network. To further
understand the Transaction flow, we, in this section, analyze each network
packet and present the measured transaction flow.

6.4.1 Introduction

A representation of all data sent between instances, as presented in the
previous section, is a great way to represent the total amount of data
transferred during a transaction, but it fails to show how a transaction
moves through the network. To fully understand the data flow, the
network packets must be further examined.

6.4.2 Research Activity

In this activity, we analyze the network packets gathered from our
previous activity and examine the data flow from the beginning of a
transaction invoke, to the end when the network has settled. We do so
by using Wireshark for examining the network packets. Based on this
examination, we hope to discover the data flow in the network and present
it.

6.4.3 Implementation

The process of walking through network packets in Wireshark is a slow
process made even more tedious by constant gossip packets interfering.
By using multiple tools in Wireshark, this process became simpler. It’s
possible to follow TCP streams, which we used to identify the different
data flow steps.
. . . . . . . . . . _ . . u . b

&=LMed . . . . . . . . . . . . . . . . " . . . . * . .

. . . = ~@. Y . | .
. . . . \ { . L . . . : . . . . . y . . . . .
. . . . .
. hashcode . . . . (
# . type~name . document . d _ f i l e _ 1 _ 5 4 2 9 0 . . . . . . .
. d _ f i l e _ 1 _ 5 4 2 9 0 . . . \ {

" docType " : " document " ,
" id " : " d _ f i l e _ 1 _ 5 4 2 9 0 " ,
" hash " : "0809 e04f27e59e98619a605a3b277eeb409abd3212e34d97c501d9d5f766903a " ,
" uploader " : " Cal iper " ,
" c r e a t o r " : " Cal iper "

\ } . .
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The code above shows an endorsed transaction message from Instance
4 to Caliper. Here we can see the transaction generated by the Peer, the
Peer’s belonging Organization’s MSP certificate and signature. When
investigating the transaction flow, we had to examine all of these TCP
streams and decrypt their meaning. After understanding each stream, we
noted each message’s packet number. However, some messages spanned
several packets. We had to find the message endings to collect the message
as a whole. We did so by looking for push-flags, as shown in figure 6.9.
The push function can be used to indicate that no more data comes from
the sender immediately (Davidson, 2012). As demonstrated in the figure,
based on the push flag, we observe a message transmission of 3323 bytes
from Caliper to Instance 4.

Figure 6.9: A screenshot of five network packets in wireshark. By looking
at this information alone, we can see that a 3323 byte long message is
sent from 193.157.198.10 (Caliper) to 158.37.63.175 (Instance 4), divided
between three packets. The push-flags [PSH, ACK] implies that a message
is finished.

When this process failed, we looked at the packet sequence number,
acknowledgments, and lengths. We also used this method to ensure that
our message estimations were correct. In the end, we had a list of network
messages, their start time, and size in bytes, which we present in the next
subsection.

6.4.4 Observation & Discussion

Figure 6.10 shows the transaction flow during a network transaction, with
messages enumerated. At the left side of the figure, we have shown each
transaction step as described in the Hyperledger Documentation. In the
legend on the right side, we present the messages, their size in bytes and
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Figure 6.10: Transaction Flow in Hyperledger Fabric - The network data
size and direction during a transaction. The legion contains information
about each Transaction Flow step, and at what time that step happens
counting from Transaction Initiation.

time since the transaction was initiated.

Aside from the session initiation, message 1 and 2 in the figure are from
the the step where the client performs a Channel authentication. In addi-
tion, it sends a network configuration request to Instance 2. The network
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configuration contains Channel information including the consortium and
endorsement policy. Message 3 is at 190 bytes and is merely an authoriz-
ation ack. Message 4, however, is quite remarkable. It contains the Chan-
nel configurations requested in message 2 and has a size of 29KB. This
message alone explains the large data amount from Instance 2 to Caliper
measured in our previous research.

Message 5, 6 and 7, 8 are tuples where the client first sends a transac-
tion proposal message, followed by the transaction to be endorsed. Our
conjecture is that these tuples can be sent as one message instead of two.
We inspected the Hyperledger Fabric documentation for an explanation
for this division of the transaction proposal into two messages, but found
none.

The Fabric Network’s batch timeout was set to 2 seconds, which we can
see in the Block Generation step. Only after the timeout a block distributed
is to the Leader Peers of each Organization. Finally, the block is distributed
Intra-Organization, and instance 4 sends a Transaction OK message to Cal-
iper.

In chapter 3, we discussed Hyperledger Fabric’s concurrency challenge.
For two clients, sending two transactions modifying the same asset, it
would take approximately 2,23 seconds before the rejected client is no-
tified. As seen from the time-sequence diagram, most of this time is used
by the Orderer to generate blocks, and reducing the block generation time
lower the notification time.

6.4.5 Conclusion

The goal of this activity was to investigate and understand the transaction
flow in Hyperledger Fabric. We have presented techniques for detecting
messages within the network, collected these messages and presented the
data flow in a model. Then, we explained this model. In addition to this,
we have shown that Hyperledger Fabric’s Channel configuration is trans-
mitted to the client during transactions. This transmission is rather large,
in our case 29KB, which may impact Hyperledger Fabric’s performance.
The transaction transfer to the Ordering Service, in contrast, was measured
as only 6KB. We suggest that the client temporarily stores the Channel con-
figuration file as an improvement. By doing so, the Channel configuration
transmission can be skipped, and 29KB of data transmission is be avoided.

Finally, we reflected about the concurrency challenge introduced in
chapter 3. We found that mitigation of the concurrency challenge is achiev-
able by reducing the Ordering Service’s block generation time, the batch-
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Timeout constant. By doing so, blocks are generated faster, and the total
transaction time decreases. However, this solution does not solve the chal-
lenge completely. In addition, this solution, would generate more Blocks,
and, therefore, also generate more data overhead. A decision between data
overhead and the concurrency notification delay must be taken based on
the use-case and estimated usage.

6.5 Overall Discussion

So far in this chapter, we have performed the research activities defined
in chapter 4: (1) estimate the transaction throughput of the network, (2)
measure the Gossip network traffic in Hyperledger Fabric, (3) measure
the Transaction traffic in Hyperledger Fabric and (4) explore the network
Transaction Flow. In this section, we discuss the results and knowledge
gained during our work.

6.5.1 Network Throughput

In section 6.1, the first research activity, we discussed that the transaction
size influences the network throughput of a DLT system. We measured
the transaction throughput with four different invoke sizes:

Empty Invoke: 90 TPS
Small Invoke: 56 TPS
Medium Invoke: 68 TPS
Large Invoke: 19 TPS

We have seen that the transactions throughput metric alone is mislead-
ing. The throughput should always be accompanied by the transaction
size used when measuring. Even so, these results lack information about
the networks success rate. Two networks may achieve the same transac-
tion throughput, but one may have a much higher success rate, and thus
be considered the more efficient of the two. Transaction throughput alone
does not indicate this efficiency difference.

6.5.2 Hyperledger Fabric Gossip Traffic

Our second research activity, to measure the Hyperledger Fabric back-
ground (Gossip) traffic, was performed in section 6.2. We measured an idle
network’s gossip background traffic to average at 530 bytes per second
Intra-Organization between Peers. We measured no Inter-Organization
gossip, nor any communication with the Ordering Service on the idle net-
work. This traffic, however, seems to increase during transactions. In
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other words, the Intra-Organization Gossip communication increases
during transaction transfers.

6.5.3 Transaction Network Traffic

We presented our third research activity, to measure the transaction net-
work traffic, in section 6.3. Our biggest discoveries during this activity
were:

• Caliper communicates with Docker to get performance statistics.
This interferes with the network statistics.

• A large amount of data (31KB) sent from Org 1’s Peer 1 (Instance 3)
to the client (Caliper). We further examined this in our last activity.

• The gossip traffic, as discussed, seems to increase during transac-
tions. This may be explored in further research.

As seen in the matrix plot, figure 6.8, one transaction alone produces large
amounts of network traffic. This is a challenge that gets bigger when
upscaling the network traffic, and especially the Peers transferring large
amounts of data will be affected.

6.5.4 Data Flow

Our last research activity, analyze and model the network transaction flow,
was done in section 6.4. Here, we provided ways of analyzing and discov-
ering the data flow of Hyperledger Fabric by using the network packet
manager Wireshark. Based on our observations, we created a detailed
transaction flow time-sequence diagram, far more detailed than the one
provided by F. Hyperledger, 2019. In this diagram, we presented each
step in the data flow and the execution time of each step.

Based on our observations, we were determined that the large transfer
between Instance 2 and Caliper was because of a 29KB Channel config
transfer. As we discussed, this transaction is unnecessary as long as the
client (Caliper) temporarily stores the Channel configurations.

6.5.5 Concurrecy Challenge

At the end of section 6.4, we discussed the concurrency challenge
introduced in chapter 3. With the knowledge gained from exploring
the network transaction flow, we argued that the concurrency challenge
can be mitigated but not completely solved in Hyperledger Fabric as
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it is today. Mitigation of the concurrency challenge can be done by
reducing the batchSize or the batchTimeout constant at the cost of more
Block overhead. The system designers must choose between block (disk)
overhead and concurrency error notification latency.

6.5.6 Hyperledger Fabric

During this thesis, we have single-handedly implemented and distributed
a Hyperledger Fabric application, and we would like to discuss our ex-
perience with this process. As a Distributed Ledger Technology frame-
work, we found Hyperledger Fabric to be a useful tool for developing Dis-
tributed Ledger Technology applications. Unlike the Ethereum platform,
which has implemented a programming language, Solidity (Ethererum,
2018), Smart Contracts (Chaincode) in Hyperledger Fabric are written in
the common programming languages Go, NodeJS and Java. Because of
this, we found it easy to start developing the Smart Contract without hav-
ing to learn a new programming language.

To set up a distributed version of Hyperledger Fabric, however, is a diffi-
cult task and Hyperledger Fabric’s documentation (F. Hyperledger, 2019)
does not cover this process. The information must be obtained from
other sources, which in itself is inconvenient since there is no common
agreement on best practices. We have found examples (Topicfly, 2019) re-
commending Docker Swarm (Docker, 2019), some use third-party tools
(Altoros, 2019), and others specifying the IP-addresses within the network
configuration files (eranga, 2019). Since there is no common solution,
many answered error questions become irrelevant to a network distrib-
utor. For Hyperledger Fabric to add a common guideline would, there-
fore, unify online solutions and make error handling easier for a network
distributor.

We found Hyperledger Fabric to be simple to use as soon as the network
is distributed. It is easy to perform transaction invokes, and the node logs
are descriptive. However, when encountering errors, as we experienced in
section 6.1 when we tried to find the reason for the transaction success rate
drop, it is hard to find a solution. Some error messages are poorly written,
and there is little explanation on the internet.

In addition, we have during this research, seen that Hyperledger Fabric
generates significant unnecessary network traffic. The gossip protocol cre-
ates constant network traffic, and transactions generate a lot of overhead,
as we have seen with the 29KB Channel config transfer happening for each
transaction. Besides this, when two clients modify the same asset, there is
a delay before one client gets rejected. All of these factors affect the Hy-
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perledger Fabric network and, when scaling up the system, impact the
network performance.

Overall, we have found Hyperledger Fabric to be an interesting Distrib-
uted Ledger Technology framework that shows a lot of promise. The
framework has been around for only a few years, and it is still complic-
ated and unoptimized, which we observed both during implementation
and in our research. We do, however, think that the framework has poten-
tial and is an attractive framework to consider when implementing and
deploying a Distributed Ledger Technology application.

6.6 Summary

In this chapter, we have executed and discussed this thesis’ research. We
have reflected on our results and displayed the collected information.
Multiple figures have been produced to visualize this information. We
hope that, by doing so, our findings can be used when evaluating whether
to implement a Distributed Ledger Technology application or not.

In addition, we have discussed two discovered issues: that large transmis-
sions with Channel configuration are sent during transactions, and that
the concurrency challenge first introduced in 3 can be mitigated but not
removed completely. We find these issues to be of importance and should
be considered before implementing a Distributed Ledger Technology ap-
plication.
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Chapter 7

Conclusion and future work

In the course of this thesis, we have designed and implemented a
Distributed Ledger Technology application from a use-case provided
by DNV-GL. We have done several research activities with the goal
of understanding the network performance of such an application. In
this chapter, we summarize our thesis and present some topics we find
worthwhile future work.

7.1 Summary

In chapter 1, we introduced the scope of this thesis, and defined four re-
search activities:

1. Estimate the transaction throughput of the network.

2. Measure the Gossip network traffic in Hyperledger Fabric.

3. Measure the Transaction traffic in Hyperledger Fabric.

4. Analyze and model the network Transaction Flow.

In chapter 2, we provided essential background information about Distrib-
uted Ledger Technology, Blockchain technology, and, in chapter 3, the Hy-
perledger Project. Blockchain and Distributed Ledger Technology is im-
mature, and we found it necessary to provide some background inform-
ation about the technology before we could further elaborate on the re-
search activities, which we do in chapter 4.

In the same chapter (4), we also present the Distributed Ledger Techno-
logy use-case provided by DNV-GL for a Proof-of-Existence application,
preventing document fraud by storing document hashes on a Distributed
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Ledger. The implementation is described in chapter 5, along with the distri-
bution process and the system under test. Since Distributed Ledger Tech-
nology is immature, we found the implementation and distribution pro-
cess to be both overly complicated and time-consuming.

In chapter 6, we discuss and present the results of our research. We present
the transaction throughput of our Distributed Ledger Technology network
and argue that this metric alone is misleading. We measure the back-
ground traffic to be 530 bytes per second and use this measurement when
calculating data transmission during transactions. In our last research, we
model a time-sequence diagram of the transaction data flow. In addition,
we suggest an improvement to reduce data transmission during transac-
tions. Finally, in the last section of chapter 6, we summarize the research
results achieved throughout this thesis.

7.2 Future work

As mentioned in chapter 5, distribution of Hyperledger Fabric was time-
consuming, at the expense of our research. As a result, we did not execute
as many tests as we would like. This was unfortunate but, since Distrib-
uted Ledger Technology still is immature, expected. In this section, we
present work that we did not find time to perform.

The size of a Distributed Ledger Technology system, as new transactions
arrive and blocks are appended to the system’s Distributed Ledger, grow
and expand. This expansion might hurt the performance of the system
over time. If so, the system will, over time, degrade and become slower.
An examination of Hyperledger Fabric’s performance during expansion
may reveal this. By inspecting the Transaction data flow, it is possible to
discover the exact step where degradation happens and propose a solu-
tion to this problem.

When we measured the Transaction traffic, we observed that the Intra-
Organization gossip communication increased during network activity. It
is interesting to investigate this further, and possibly determine the reason
for this gossip communication increase.

When examining the network’s transaction throughput, we observed a
success rate drop at higher TPS rates. We found the failures to derive
from the instance hosting the Ordering Service, indicating that this was
the bottleneck in the network. In enterprise solutions, the Ordering Ser-
vice, including Kafka and Zookeeper, is distributed on multiple hosts. In
this thesis, we have neither distributed nor researched the performance of
the Ordering Service. As for future work, we found an investigation of
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a Hyperledger Fabric network with a distributed Ordering Service is of
importance. Below is a list of questions open for research.

• How is the transaction flow in the Ordering Service, and does this
flow match to Hyperledger’s reported flow?

• Why do the success rate drop at higher TPS rates, and for what
reason?

• Is the Ordering Service’s performance affected by an expanding
Distributed Ledger?

Research based on these questions is particularly interesting since we
observed that the Ordering Service was the bottleneck in our system,
and Ordering Service research may be used to develop improvements to
Hyperledger Fabric.
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Appendix A

Source Code & Results

The source code used and benchmark results can be found at GitHub at
the following address: https://github.com/Fridtjon/mthesis
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