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Abstract 

 

As CPU (Central Processing Unit) clock-rates have stagnated due to physical limitations, and 

core counts are ever-increasing we must utilize the available processing power by 

implementing parallelism into our algorithms and programs.  

The NP-hard symmetric travelling salesman problem with a complexity of  
(𝑁−1)!

2
 isn’t 

solvable within a reasonable amount of time. Therefore, we can first design sequential 

algorithms for this computationally hard problem and further improve their efficiency by 

utilizing Java’s threads functionality. 

We will demonstrate how we can start with initial approximations found by the nearest 

neighbour algorithm and improve them with improvement only based algorithms to solve 

symmetric travelling salesman problems of size 𝑁 < 300 optimally. 

Furthermore, we will improve the highest runtime algorithms with parallelism, and 

demonstrate how we can reduce the runtimes by a factor of the number of cores available. 
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 Introduction 
 

Parallel programming is a very useful and necessary tool in the search of solving complex 

problems quickly, running large computations at higher speeds and providing efficient 

multitasking. Especially when todays CPU’s are limited by clock rate, but ever increasing in 

core count and available memory, we must examine for which use cases parallel algorithms 

can empirically speed up execution and outperform sequential algorithms.  

Using Java and its threads for running parallel execution of programs we will implement and 

design several sequential algorithms for solving the NP-hard symmetric travelling salesman 

problem. We will then utilize parallelization to create alternative solutions and discuss the 

changes that must be made to preserve determinism, prevent deadlocks/livelocks and how to 

maximize efficiency. The resulting sequential and parallel algorithms will be compared in 

their performance, and they will be combined to produce the final TSP results. 
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 Background 

 History 

The history of parallel programming is extensive and the most commonly used programming 

languages today support some form of parallel programming[2], either explicitly or through 

extended libraries. It is no longer an advanced topic to be used only by specialists or let only 

to be handled by the operating system or compiler itself, but a necessary tool for all 

programmers to use in most non-trivial applications to increase performance. 

Desktop computers and more specifically CPU’s have evolved a lot over the last 40+ years, 

closely following Moore’s law which observed that the density of the number of transistors on 

a computer chip doubled about every two years. This has resulted in a major increase in 

computing power available at the fingertips of consumers, either inside their mobile phones or 

at home on their personal computer. Although Moore’s law has been quite accurate there are 

other factors and limitations which have proven difficult to overcome when increasing clock 

rate and has changed the focus of hardware manufacturers from not only cramming more 

transistors into chips but also adding more cores onto one CPU.  

 

Figure 2-1 Showing the advancements in technology with transistors following closely to Moore's law 

and single thread performance, frequency and typical power levelling off at around 2005, with the 

number of logical cores increasing after 2005 [3] 
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The first multicore processor was the IBM POWER4 in 2001 but it was not until 2005 and 

later that Intel and AMD released their multicore processors for the average consumer [4]. 

This has resulted in what now is a market of mobile phones and computers which all include a 

multicore CPU. Therefore, to fully utilize the multiple cored resources available to 

consumers, the programmers must increase their knowledge and use of parallel programming 

to design safe and efficient algorithms and programs. 

 Multicore CPU performance with shared memory 

There are many ways computing performance can and has been improved both from the 

manufacturers of the processor technology like Intel and AMD, operating system developers 

like Microsoft and consumers themselves. Here we will go through some of these existing 

solutions and technologies which affect performance on a multicore CPU with shared 

memory. 

 Clock rate 

Clock rate is one of the most important CPU performance indicators between other CPU’s 

based on the same technology model (also known as the same “family”), but it has incorrectly 

been used by salesmen and people with lesser technological knowledge as a definitive 

performance measurement. (also known as the “megahertz myth”) Since a CPU can work on 

many different types of workload and with many different technologies that affect the 

performance the only way to know what performance to expect from a CPU is to find 

empirical tests (also known as benchmarks) on those specific workloads. As an example, an 8 

core AMD 1700X 3.8GHz CPU will outperform a 4 core Intel 7700K 4.5GHz in some 

programs, such as tools for video editing, which utilize the full capability of the double 

number of available cores. However, the 7700K wins in some lower resolution gaming 

applications as they are simply not optimized for the higher number of cores. [5] 

The manufacturing process of CPU’s are quite complicated, and each batch can have widely 

different performance, so companies will take the lower performing CPU’s and sell them as 

lower end processors with lower clock rates and reserve the higher performing ones for the 

higher end processors. This is called binning and is commonly used in both CPU and GPU 

manufacturing. 
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 CPU boosting and overclocking 

Intel and AMD have both implemented their own versions of on the fly CPU overclocking. 

Intel Turbo Boost and AMD Turbo Core are technologies that work in a similar way. When 

the computer needs more performance when running applications it will change the clock rate 

and adjust voltages for stability as long as the system has not reached thermal and power 

limits. This ensures a longer lifespan, lower average stress and lower average power 

consumption by the CPU while still being ready to give higher performance when needed. 

Enthusiast users have for a long time hacked and modified their hardware to increase 

performance in different ways. The most common way for consumers of increasing 

performance of a CPU is overclocking. Usually this is done through accessing the BIOS of 

the computer and adjusting CPU voltage and increasing the CPU multiplier and/or the bus 

clock. Clock rate = CPU multiplier x bus clock. This used to be a technique that voided 

warranty, but it has lately been embraced by CPU manufacturers and even supported with 

overclocking software from motherboard manufacturers which has made it easier than ever. 

     

Limitations for increasing clock rate are mostly power and temperatures. Power delivery can 

be affected by the stability of your PSU (Power supply unit) and quality of motherboard. The 

temperatures are usually the biggest concerns for performance as a modern CPU will throttle 

(underclock) when it reaches a given temperature to protect the CPU. Thankfully this also 

makes it almost impossible for the average consumer to destroy a CPU through overclocking 

Figure 2-2 Own 3DMark performance results 

overclocking Intel 7700K. ~10% increase in 

performance from 4.5GHz to 5GHz. Physics is a 

pure CPU stress test and combined is both CPU 

and GPU intensive (GPU: Nvidia GTX 1080ti) 

Figure 2-3 Stable overclocking results of Intel 

7700K from users at overclock.net [1]. Standard 

is 4.5GHz @ 1.24Vcore 
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themselves. This has also given the rise of a huge CPU cooler market which includes huge air 

cooled heatsinks and water-cooling with radiators.  

The last few years an even more extreme solution to CPU cooling has become more popular 

due to high temperatures on high end CPU’s. There has also been claims of Intel using subpar 

TIM (Thermal Interface Material, also known as thermal paste) instead of soldering the IHS 

(Integrated Heat Spreader) directly to the die [6]. Delidding refers to the technique of 

removing the IHS and either leaving it and connecting your cooling solution directly to the 

die or simply changing the TIM between the die and the IHS to a better thermal paste or 

liquid metal. 

 Memory, cache and registers 

Accessing data and instructions from the computer’s memory can take a long time and slow 

down algorithms and programs. Therefore, each CPU core comes with both incredibly fast 

registers and multiple levels of cache which can store instructions and data increasing the 

access time by many orders of magnitude compared to accessing directly from the system 

memory or hard drive. Since cache is costly to produce it can be quite limited but there are 

several clever methods manufacturers have used to exploit the available cache. One of these 

ways is to have multiple levels of cache where the smaller caches have lower latency but 

increased miss rates, and inversely the larger caches have higher latency but increased hit 

rates. An Intel 7700K has L1 data, L1 instructions and L2 levels of cache per core as well as a 

shared 8MB L3 cache between all cores. There are some architectures that have implemented 

a L4 cache but it is not yet commonplace. 

 

Figure 2-4 Intel I7-6700 Skylake latency in clock cycles [7] 
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Cache blocks or cache lines refer to the size of data blocks which are copied from the system 

memory to available cache. In many modern processors the size of this block is a fixed 64 

byte which means it must be considered for efficiency as cache misses increase runtimes 

substantially. 

The processors registers are the fastest way to access instructions and data in a processor. 

Through compilation and optimization often used variables will be stored in the registers and 

can dramatically improve efficiency. One of the CPU’s speedup techniques is called cache 

prefetching and it is used to move data or instructions stored in slower memory to faster cache 

memory by predicting what might be used soon instead of always fetching directly from main 

memory. 

 Hyper-threading and Simultaneous multithreading 

Intel’s hyper-threading (HTT) and AMD’s own simultaneous multithreading technology 

(SMT) are technologies that virtually increase the number of available cores for multithreaded 

applications in modern operating systems. Hyper-threading specifically creates two logical 

cores per each physical core. Some of the resources available to the logical cores are shared 

and some are copied. This can create extra overhead which can negatively impact 

performance in some cases, especially single threaded processes, but it has also been shown to 

improve performance in some multithreaded workloads. Since most operating systems now 

support this technology and has improved its implementations it has been proven to work 

better over time especially when applications also are programmed to use this technology. 

 Challenges of Parallel programming 

The resources and technology available to programmers today and the future show that we 

need to use parallel programming to further increase efficiency. This does not come without a 

cost, as parallel programs can often be more difficult to code while also increasing the number 

of issues to arise especially when operating on shared variables. 

Reading and writing on local data available to a single sequential program is easier as there is 

only one thread running and there is no possibility of mixing up the order of execution due to 

different thread timings. If there is no randomness added a sequential program should always 

return the same result if it is given the same parameters. A parallel program on the other hand 
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cannot guarantee the same result for the same parameters unless it has been coded to be thread 

safe, and it cannot guarantee that it will complete. This means we must take measures to 

prevent race conditions, deadlocks and to ensure efficiency. We can refer to these new 

conditions as safety (nothing bad should ever happen) and liveness (something good should 

eventually happen). [8] 

 Race conditions and thread safety 

Race conditions are a common problem with parallel programs as it can happen whenever two 

or more threads are trying to do something to a shared variable at the same time. If two 

threads (Thread A and Thread B) want to read, add 1 and update a variable X at the same time 

different executions of the program can and will eventually lead to different results. As the 

execution can be quite random it is not always easy to see these mistakes while testing as they 

might manifest rarely. Therefore, we need to follow smart rules while programming threaded 

programs to ensure that these mistakes don’t happen. The example of the two threads A and B 

operating on variable X can execute in many ways and if both read the variable before the 

other has added 1 and updated the variable there will be an error in the expected result as only 

1 would’ve been added when 2 was expected. 

To solve this issue we can add a lock to the shared variable X to make sure the program 

executes correctly making the code thread safe and fulfilling its specification. In the case of 

these threads each call to increase X by 1 should increase X by 2, and only when it does so 

the program can be said to preserve correctness.[8] However adding locks and 

synchronization in general can both affect performance and add more possible cases for 

deadlocks. 

 Deadlocks and livelocks 

Deadlocks are the condition where threads reach a state where they cannot progress. They are 

common in both parallel and sequential programs but as with most programming adding 

parallel threads will increase the complexity of detecting such possible conditions. This could 

happen in situations where two threads are operating on a non-thread safe variable and the 

threads depend on this resources value to be correct to continue, introducing the possibility of 

a livelock where the threads are running but not progressing.  
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When adding locks to create thread safe variables we introduce new possible deadlock 

situations where one thread might wait forever on another thread which is holding (locking) a 

shared resource without ever releasing it. Having several locks can make this quite 

complicated and programmers must consider and solve these problems to ensure liveness. 

However, there is a simple solution for this specific problem. If the threads agree on a specific 

ordering of the locks (ex based on their name), and only access the locks in that specific 

order, then the potential deadlock is avoided. 

 Efficiency 

In many cases the most important consideration is efficiency when deciding whether to write 

a program or algorithm sequentially or in parallel. If the program is simple and doesn’t benefit 

from the use of threading there isn’t much point to implement it unless the programmer wants 

to ensure scaling or believes efficiency will improve in the future with technological 

advances. Since creating threads will add overhead and increase complexity this isn’t always 

a simple decision. Though in many and almost all non-trivial cases parallelism can be 

beneficial through many different ways increasing speed and efficiency. Asynchronous 

applications like graphical user interfaces (GUI) are often run in separate threads to ensure 

that end user performance is not affected while long algorithms or computations are running. 

All current operating system and most applications use threads to handle its processes to 

ensure a smooth response while multitasking. In short, we want to use parallel solutions to 

divide tasks in threads to improve speed and responsiveness of programs. 

 Amdahl’s and Gustafson’s law 

Related to efficiency is the computation of speedup, the relation between the execution time 

of a sequential program compared to a parallel solution. This is a useful tool to measure the 

efficiency of a parallel solution and researchers have found several theoretical equations 

trying to calculate the potential speedup given different assumptions. 

Amdahl’s law says that the theoretical speedup S running with 𝑘 cores (or system speedup of 

parallelized code) and P amount of parallelized code is: 

𝑆(𝑘) =
1

(1 − p) + p/𝑘
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This means that at infinitely available cores the speedup maximum achievable speedup is: 

𝑆 =
1

1 − p
 

Which is quite pessimistic and assumes the problem is of fixed length.[9] 

 

Gustafson’s law says that the theoretical speedup S running with 𝑘 cores with a sequential 

amount of code A is: 

𝑆(𝑘) = 𝑘 − A(𝑘 − 1) 

Compared to Amdahl’s law there is no longer a problem of fixed length and instead it 

assumes that with more computing power more complex computations can be made to use the 

available resources.[10] 

 

Figure 2-5 Gustafson’s law plotted, theoretical speedup S for 0-120 ‘K’ cores and 0.1-0.9 ‘A’ part 

sequential code. 
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 The PRAM model 

The Parallel Random Access Memory (PRAM) model is commonly taught in universities for 

modelling parallel algorithms performance. The problem is that it makes three wrong 

assumptions: synchronous execution, infinite available cores and uniform access time to data. 

Synchronous execution is wrong to assume as parallel algorithms are usually run 

asynchronously and must consider synchronization to provide correctness which can slow 

down an algorithm substantially. The nature of hardware being a physical and limited 

resources makes it impossible to assume that we have infinite available cores. Uniform access 

time is wrong as discussed earlier and shown in Figure 2-4 and provides possibilities to 

improve runtimes by many orders of magnitude by utilizing these real-world resources 

efficiently. 

Because of these assumptions we can get incorrect results when evaluating algorithms.[11] To 

improve on this we will instead test performance empirically on real world systems to provide 

results which are relevant to modern computer systems. 

 Parallel programming in Java 

As we have gone through the general topics and history of parallel programming and the 

technologies behind we will continue to briefly go over what the Java programming language 

offers as this will be the basis programming language used for this thesis. 

 Threads 

All Java programs begin with the 𝑚𝑎𝑖𝑛() thread to start the execution of a program. You can 

then create and start new threads of classes that implement the Thread or Runnable. The 

creation of threads creates overhead and their use must be considered for efficiency, and will 

for small datasets make a parallel algorithm run slower than a sequential algorithm. 

 Locks and synchronization 

There are several ways to achieve synchronization and there are performance gains to use 

some over others. With Java’s Synchronized there is a lot of overhead, but the benefit is 
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readability and when used infrequently doesn’t extensively impact runtimes. As an example a 

solution using 𝑅𝑒𝑒𝑛𝑡𝑟𝑎𝑛𝑡𝐿𝑜𝑐𝑘 and 𝐴𝑡𝑜𝑚𝑖𝑐𝐼𝑛𝑡𝑒𝑔𝑒𝑟 can be 5x faster than Synchronized. [12] 

Synchronizing and using too many locks can impact efficiency negatively causing threads to 

wait for a long time (or forever, as mentioned before see: Chapter 2.3.2) while doing nothing 

or simply not progressing. This is an extremely undesirable result and must be controlled if 

efficiency is a goal. 

  Just In Time compilation and optimization 

Just in time (JIT) compilation describes the compilation of code during run time instead of 

only before execution of a program. This has many possible performance gains as 

optimizations can be done on the fly gradually improving performance. When writing parallel 

algorithms in Java the JIT compiler is extremely good at eventually optimizing the code. This 

means that after about 2-3 runs the code will be close to the peak optimization and fully 

interpreted so the run times will be much lower. 

 Garbage collection 

In Java’s Memory Management there is included an automatic garbage collection to handle 

memory used by unreachable objects. Since the programmer is not in direct control of 

memory allocation and removal it can lead to some unexpected results. At times this can 

substantially impact performance, but it also makes it easier to manage the memory available. 

This usually results in fewer memory errors which other programming languages like C and 

C++ are more prone to. 
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 Motivation 
As we have seen through history and with current day technologies parallel programming is 

an essential tool to improve program efficiency. It is used in almost all types of software and 

is a critical part of computer science to understand and take advantage of. Although there are 

several pitfalls to be aware of, the potential benefits are simply too great to be ignored.  

This thesis will use the Java programming language running on multicore machines with 

shared memory to explore some sequential algorithms and create multiple alternative parallel 

solutions to empirically test their efficiency. The parallel algorithms will be evaluated to try 

and find new ways to improve efficiency on these types of systems.  

The PRAM model and other similar models have too many weaknesses to ignore when 

evaluating algorithms. Instead of using these we will be running empirical tests on real 

hardware, and use the full knowledge of the hardware and software to implement parallel 

solutions without only exploring carbon copies of existing sequential algorithms. 

Testing will be done on an Intel core I7-7700K (4 cores, 8 logical) overclocked to 5GHz with 

8MB L3 cache. Considering the JIT compilation and variable nature of Java’s garbage 

collection the tests will be run many times and results will be derived from extracting the 

median results. 
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 The Travelling Salesman Problem 
The travelling salesman problem describes the problem of finding a solution for a 

hypothetical salesman wanting to travel through (or ‘visit’) N locations and doing so in the 

shortest amount of length (or ‘distance’/’weight’/’cost’) while only visiting each location 

once and ending in the same starting position. This can naturally be translated to the problem 

of finding a path of edges through a graph while only visiting each node once and ending in 

the original node creating a closed loop. The TSP is a classical mathematical problem, and 

thanks to the possible complexity (
(𝑁−1)!

2
 for symmetric TSP), NP-hardness and algorithmic 

possibilities it is interesting for computer scientists as well. 

We will call the path from one node to another an edge from now on, and a complete TSP 

path will be called a tour.  The complete tour will have a total number of edges equal to the 

number of nodes. (𝑁 >  1) 

 TSP focus 

This problem was selected to be the focus of this thesis because of the many interesting 

mathematical and algorithmic challenges it proposes. The goals of the thesis are to create 

good algorithms to solve the travelling salesman problem, where some might be suited for 

parallelism, and improve all or some of the algorithms with parallelism. Because the topic of 

the travelling salesman problem is very well researched over many decades the existing 

solutions are already quite phenomenal. Instead of implementing parallel versions of existing 

solutions we will attempt to create our own algorithms which potentially gives us more 

interesting challenges and problems to explore. 

There are many ways to tackle the symmetric travelling salesman problem and my focus will 

be to use parallelism if possible to speed up execution and solving TSP differently than a pure 

sequential way. The improvement of tours will be made by improvement only based 

algorithms, which means ‘dead-ends’ (a state where the algorithms cannot find an 

improvement for the tour) could be reached even if the optimal solution hasn’t been found. 

We will start off with some ‘common sense’ approximations of finding tours and then try to 

improve them with sound mathematical principles and other techniques. The two phases of 

the TSP implementation are roughly defined as:  
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Phase 1: The first approximations will be some simple best effort algorithms to later 

improve upon. That means these approximations have no constraints or inherit value for how 

low their cost initially is, as there are many higher cost initial tours which could produce 

better end results when improved later. 

Phase 2: The improvement phase will be defined as only using algorithms that lowers the 

total cost of the tour (improvement only based algorithms). This means there are some 

limitations to how improvements will be made for different initial tours as negative cost 

improvements to the tour are discarded. Equal cost improvements are also discarded to 

prevent loops.  

 Real world applications 

The travelling salesman problem isn’t interesting because it would actually solve the tour for 

a real travelling salesman actually travelling through N locations, visiting them at least once, 

and returning to the same starting place with the lowest total cost. But there are some real-

world applications that still make this topic relevant to others than mathematicians and 

computer scientists.  

Logistics and package delivery are a natural place for TSP-like problems, e.g. the postman 

delivering packages to customers and returning to the distribution center. 

The drilling problem included in the ‘A280.tsp’ file where a robotic drilling head must drill 

holes in computer boards and wants to move the shortest distance while drilling all holes and 

returning to the starting node to get ready to drill the next board. 

Another example of a TSP-like problem is the operations of a new bus/taxi hybrid service in 

Sauda, Norway called “the pick me up bus” (Hent-Meg-bussen) by tech company Spare Labs 

in cooperation with transportation company Kolumbus. They say because there were so few 

people using the existing expensive public transportation buses they are running a pilot 

project with minibuses that can be called by customers with an app to pick people up at their 

location and drive them to their destination within the area. Since the bus can handle multiple 

customers at a time they say it uses “advanced” algorithms to calculate the route in real time 

based on several different factors or “costs” such as customer wait time, customer travel time 

and total travel route [13, 14].  
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 Symmetric travelling salesman and cost 

The most important factor to consider when finding tours for the travelling salesman is the 

cost of travelling from one node to another, and the tour which is considered the best is the 

one with the lowest total cost.  

The cost can be made up of several different factors including cost of tickets, distance, time 

used by travelling and requirements for travel like VISAs etc. The total cost can also be 

directional for asymmetric travelling salesman problems. As an example, a plane ticket from 

New York to Oslo can vary in price from a plane ticket from Oslo to New York. 

For this thesis we will only be looking at the symmetric travelling salesman problem which 

means the cost from one node 𝐴 to node 𝐵 is the same as from node 𝐵 to 𝐴, aka symmetric 

edge costs/non-directional cost. This means an edge can be traversed in both directions and 

still have the same total cost and considered equal paths. 

Thanks to the condition of triangular inequality we know that 

travelling 𝐴 → 𝐶 cannot be done at a lower cost by visiting any 

intermediate city 𝐵. 

𝐴 → 𝐶 ≤ 𝐴 → 𝐵 + 𝐵 → 𝐶 

This means the direct path 𝐴 → 𝐶 will always be shorter or 

equal to 𝐴 → 𝐵 → 𝐶. For them to be equal the node 𝐵 must be 

on the line segment 𝐴 → 𝐶. 

A path will be defined as any sequence of nodes connected by edges which is non-complete 

(𝑛𝑜𝑑𝑒𝑠 𝑖𝑛 𝑝𝑎𝑡ℎ <  𝑁). It then follows that every symmetric TSP path that is not a closed 

loop is only equal to itself. As with tours there could be multiple paths with same total cost, 

but they are not considered equal unless the order and number of the nodes are the exact 

same. The closed-loop TSP path follows the same rules as a TSP tour. 

 

 

 

Figure 4-1 Triangle inequality. 

AC<ABC and AC=ABC 
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 TSP time and complexity 

Assuming we have N nodes in a dataset there are 𝑁! possible ways to arrange the nodes. A 

TSP tour is considered equivalent to another if the nodes are arranged in the exact same order, 

as a different starting node doesn’t matter considering the arrangement can just be shifted to 

whatever starting node we desire and have the same total cost and route. Therefore, the 

complexity for an asymmetric travelling salesman problem is (𝑁 − 1)!. 

Because we are only considering symmetric TSP the direction doesn’t matter and the 

complexity is halved 
(𝑁−1)!

2
. As an example, with a dataset of 4 nodes there are (4!  =  24) 

possible arrangements, ((4 − 1)!  =  6) possible asymmetric TSP tours and  (
(4−1)!

2
= 3) 

symmetric TSP tours. 

           

Figure 4-2 Graphs of the 3 possible symmetric TSP tours when N = 4 

From the three graphs in Figure 4-2 we can derive all possible arrangements, all asymmetric 

TSP tours and all symmetric TSP tours: 

 

𝑇𝑜𝑢𝑟1 ∶  𝐴 ↔ 𝐵 ↔ 𝐶 ↔ 𝐷 

𝑇𝑜𝑢𝑟2 ∶  𝐴 ↔ 𝐵 ↔ 𝐷 ↔ 𝐶 

𝑇𝑜𝑢𝑟3 ∶  𝐴 ↔ 𝐶 ↔ 𝐵 ↔ 𝐷 

 

Table 4-1 All possible arrangements of graph with 4 nodes. Each column is equal to one possible 

symmetric TSP tour, which is 3 in total. Considering direction for asymmetric TSP gives 6 possible 

tours. 

 

 Tour1 Tour2 Tour3 

fo
rw

ar
d

s A-B-C-D A-B-D-C A-C-B-D 

B-C-D-A B-D-C-A C-B-D-A 

C-D-A-B D-C-A-B B-D-A-C 

D-A-B-C C-A-B-D D-A-C-B 

b
ac

k
w

ar
d

s D-C-B-A C-D-B-A D-B-C-A 

C-B-A-D D-B-A-C B-C-A-D 

B-A-D-C B-A-C-D C-A-D-B 

A-D-C-B A-C-D-B A-D-B-C 
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One might believe that because of technological advancements in computing power we might 

be able to solve many problems mathematical problems including TSP through brute force 

techniques. But since the complexity is an incredible 
(𝑁−1)!

2
  we run into runtime problems 

quickly. At 𝑁 = 10 the possible TSP tours to consider are 181 440, which is easily done in 

milliseconds by any modern CPU. Though at 𝑁 = 20 the possible TSP tours are 

6,0822502 × 1016, and for the smallest dataset chosen in this thesis 𝑁 = 48 the number is: 

6,206957795 × 1060 or:  

6 206 957 795 000 000 000 000 000 000 000 000 000 000 000 000 000 000 000 000 000 000 

000 000 000 000 000 000 000 000 000. 

At N = 60,  (
(60−1)!

2
= 4,160493556 × 1081) we have reached a complexity almost equal to 

the estimated number of atoms in the universe ~1080 . [15] 

 

Figure 4-3 Number of possible symmetric travelling salesman tours for N = 3-20 

There are several optimizations possible for the brute force solving of TSP, but they only can 

improve it so much as one could expect to solve up to 𝑁 = 20 without spending more than 24 

hours. Solving even the smallest 48 node problem would require an unfathomable amount of 

time and probably never complete. Therefore, to solve any non-trivial (𝑁 > 20) travelling 

salesman problems we need to use approximations and other algorithms with lower 

complexity. 
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 TSPLIB and datasets 

The resources we will be using for this specific problem is the TSPLIB (Library of Traveling 

Salesman Problems)[16]. They have gathered many real-world examples of TSP graph data to 

use in testing of algorithms as well as providing optimal solutions which algorithms can be 

compared to. More specifically we will be focused on using the ‘att48.tsp’ (48 capitals in the 

US), ‘att532.tsp’ (532 cities in the US), ‘bier127.tsp’ (127 beer gardens in Augsburg), 

‘a280.tsp’ (drilling problem), and ‘brd14051.tsp’ (14 051 cities in western Germany 1989) 

datasets as examples to test this thesis’ algorithms.  

Datasets att48 bier127 as280 att532 brd14051 

Dimension N 48 127 280 532 14 051 

Optimal tour 10 628 118 282 2 579 27 686 469 385 

Cost type ATT EUC_2D EUC_2D ATT EUC_2D 
Table 4-2 TSP datasets showing how many nodes N there are, the optimal tour cost and the cost type. 

The optimal solutions are provided for all TSPLIB data as they have all been solved 

throughout the years. An optimal tour is also provided for some of the problems, including 

‘att48.opt.tour’ and ‘as280.opt.tour’ which are relevant in our case. 

The choice of datasets has been decided on getting a range of different type of data to test the 

algorithms performance in multiple different situations rather than one specific type of data. 

This increases algorithm and testing complexity as there are some situations one type of 

configuration for improvements would be better than another based on the data it’s running 

on. It has also been important to work on small datasets to try to find the optimal solutions 

and look at larger datasets which increase runtimes substantially that eventually parallelism 

will be beneficial. 
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The data from att48 is historically important as it is one of the first ‘large’ problems solved 

by TSP algorithms. It contains the 48 state capitals in the United States excluding Alaska and 

Hawaii, creating the well-known outline of the mainland United States. It’s a very simple 

geographical set which visually clearly shows changes and improvements, making it very 

useful in the development of algorithms. There are naturally a higher density group of nodes 

on the north-eastern coast of the US and fewer nodes with longer edges around the rest which 

gives only one optimal tour. 

Att532 is similar to att48 but with 532 cities in the mainland 48 states of the United States 

instead of just the capitals. So, it is simply a more detailed version with the same structure 

type with more cities on the north-east coast. As with att48 there is only one optimal tour. 

 

 

 

Figure 4-5 Att48 dataset Figure 4-4 Att532 dataset 
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Bier127 is another geographical based dataset but of beer gardens in Augsburg Germany 

which has a high-density middle and with very far nodes around the edges, creating a very 

special shape of tours providing a couple of different challenges which will be explained later. 

There is only one optimal tour which creates a unique shape which resembles a butterfly. 

A280 is a drilling problem for drilling holes in computer boards and is a quite realistic real-

world situation where a TSP approximation could be useful. The drilling robot would both 

save time and increase its longevity by travelling the shortest amount of length per board. 

Most of the nodes are arranged in a grid with many equal distance edges which creates a lot of 

different possible optimal tours. But as with any non-trivial travelling salesman problems the 

amount of non-optimal solutions is unimaginably higher. 

Brd14051 is the largest dataset chosen and includes 14 051 

nodes in western Germany from 1989. The nodes are very 

dense but with a clearly defined shape creating interesting 

challenges to keep that shape to prevent high cost edges 

outside of it. There are also a few outliers including a group 

of nodes to the east in what was western controlled Berlin, as 

well a few islands in the north. There is only one optimal 

tour. 

 

 

Figure 4-6 Bier127 dataset Figure 4-7 A280 dataset 

Figure 4-8 Brd14051 dataset 
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 Cost and coordinate types 

The TSPLIB features many different weight and coordinate types. All the aforementioned 

datasets use the same coordinate type called NODE_COORD_SECTION, and represent 

each node with a unique integer ID, and with coordinates integer X and integer Y. Though 

there are other datasets with the same type which represent each coordinate as a real number. 

<int ID> <int x_coord> <int y_coord> 

The unique ID’s are a simple counter starting from 1 and naturally goes up to N. When the 

java program parses these files, the coordinates are stored in two arrays for each coordinate 

with the array position corresponding to the node ID-1. 

x[ID-1] = x_coord              y[ID-1] = y_coord 

 

Javacode 4-1 Node class. The unique id is used to find this node’s coordinates which are stored in 

arrays x[] and y[] 

Cost type (or ‘Weight’ type) defines the method of calculating the cost between two nodes.  

Euclidian 2 dimensional (EUC_2D) is the simplest form and can be calculated by using the 

standard Euclidian distance function which is the same as the Pythagoras theorem and uses 

the difference between the x and y coordinates. The result is rounded to the nearest integer. It 

is used on the bier127, as280 and brd4051 datasets as well as several others available on the 

TSPLIB website. 

EUC2D(a,b) =  round (√(x[a] − x[b])2 + (y[a] − y[b])2) 

 

Javacode 4-2 Euclidian 2d distance function implemented as calcCostEuc2d. 

 

1. class Node {  
2.     int id;  
3.     Node prev, next;  
4.     ... 
5. } 

 

1.  double calcCostEuc2d(int from, int to) { 
2.      return Math.round(Math.hypot(x[from] - x[to], y[from] - y[to])); 
3.  } 
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ATT is a “pseudo-Euclidean” distance function and is very similar to EUC_2D but it divides 

by 10 before calculating the square root and it rounds up the result to the lowest integer which 

is higher than the result (ceil function). It is exclusively used on the att48 and att532 datasets. 

ATT(a, b) = ceil (√
(x[a] − x[b])2 + (y[a] − y[b])2

10
) 

 

Javacode 4-3 ATT cost function implemented calcCostAtt method. 

 Data structure for tours 

As described previously the data structure for each coordinate is stored in two integer arrays x 

and y, with the position of a specific nodes coordinates being located at their unique integer 

ID. For the tours themselves we use two implementations: 

1. Integer array of length N, where one assumes the first and last nodes are ‘connected’ 

and create the complete closed loop tour. Since arrays are passed by reference one can call 

methods with an array and make changes to the original array without using global arrays. 

2. Double linked list of class Node. Each node has a next and prev variable pointing to 

the next and previous node in the list. 

An array can be quicker to use for simple algorithms and is a lot faster to copy with javas 

built in mechanisms. The advantages of using a list is that it’s more intuitive, easier to make 

changes to edges without moving everything and that it’s naturally a closed loop. Both data 

structures are used and are easily transferred from one to the other depending on the 

algorithm. There could also be some efficiency gains based on how we get next and previous 

nodes, as either internal get methods or the algorithms themselves, could handle direction. 

 

1.  double calcCostAtt(int from, int to) { 
2.      int xd = x[from] - x[to]; 
3.      int yd = y[from] - y[to]; 
4.      return  Math.ceil(Math.sqrt(((xd*xd) + (yd*yd))/10.0)); 
5.  } 
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 Existing TSP solutions 

As mentioned before, the travelling salesman problem is one of the most well researched 

computational problems, so there are naturally many great solutions. The work done by 

William Cook et al is freely available on the University of Waterloo website, including the 

full TSP solver program Concorde (available for both Windows and IOS) [16]. This solver 

can find the optimal solution for all of the TSPLIB datasets. This solver uses several of the 

most important algorithms created to solve the travelling salesman problem, including the 

Lin-Kernighan heuristic (k-opt heuristic, swaps k edges) which was introduced in 1973 [17], 

branch and bound algorithms and cutting-plane methods. 

In 2018 a team led by William Cook found the optimal tour of a 49 687 pubs in the United 

Kingdom (uk49687) [18]. The total runtime is estimated to be about 250 years in ‘computer-

time’, when run sequentially. This was a substantial increase from their previous uk24727 

problem in 2016 which ‘only’ required 10 months in ‘computer-time’ [19]. They reduced the 

runtime by running their search in parallel on up to 48 cores. However, for the newest and 

largest problem we could imagine they used some sort of a super computer or cluster, as they 

claim they worked on the project for about 1.5 years [18]. 

 Knowing the optimal solution 

Due to the extensive research and algorithmic progress all of the problems in the TSPLIB 

have been solved optimally [20].  This gives us several advantages while making new 

algorithms and testing them on these datasets, as we already know the best solution and can 

evaluate cost performance directly. 

None of algorithms presented in this thesis consider the optimal solution at any stage. They 

will run without the knowledge of when optimal is found or what the optimal is and therefore 

work the same for any known or unknown dataset. The optimal solutions are only used to 

evaluate the final TSP cost results found by our algorithms. If we didn’t know the optimal 

solutions, we would have to use other methods of evaluating the cost performance. As an 

example, we could compare the results to the lower bounds found, or we could compare them 

directly to other results found by alternative algorithms.   
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However, to ensure that a problem has been solved optimally the verification process must be 

extensive. Some of the methods used by the Concorde program are; geometric lower bounds 

with control zones, subtour elimination, the cutting-plane method, local cuts, branch-and-cut 

etc [21]. 
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 TSP initial approximations 
After parsing the datasets, our first phase for solving the travelling salesman problems is to 

use some common-sense algorithms and techniques to try to create an initial tour which can 

be improved upon later. The value of these initial tours isn’t always self-evident as depending 

on the algorithms, a lower cost tour could be harder to improve resulting in higher cost final 

tours. This will be explored throughout phase two and in depth in Chapter 8. 

- We will first be looking at the well-known nearest neighbour algorithm and evaluate 3 

variations of it (5.1). 

- Then we will create and explore a new algorithm we will call split, solve and merge, 

where we divide the nodes into subgroups, solve them and finally merge them (5.2). 
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 Nearest Neighbour algorithm 

The nearest neighbour (‘greedy’) algorithm is a very simple and a classic algorithm to quickly 

find a tour through a graph. It begins with a starting node which it marks as visited. Then it 

checks the distance to all unvisited nodes and finds the shortest one which it sets as the new 

current node, and marks it as visited. This repeats until there are no unvisited nodes left which 

means the tour is done, and for some data structures the next node will be set to the original 

node, and for others it is just assumed that the first and last node are connected creating a 

complete closed loop. 

 

Pseudocode 5-1 Nearest neighbour algorithm 

Usually this algorithm will produce an approximation about 22-26% (Figure 5-1) worse than 

the optimal tour. This algorithm will be used later both for comparisons and tested as a 

starting point for other algorithms. 

There are several variations and tricks possible to improve the nearest neighbour algorithm. 

One discussed with my supervisor is to set the second node as the farthest away node to 

naturally let the algorithm work its way back to the original node. This doesn’t necessarily 

make anything better for the short term but will be shown later to influence the end result. 

Time complexity is simply gauss’ formula:  

𝑂 (
𝑛(𝑛 + 1)

2
) 

 

1 set i as start_node 

2 set i as visited 

3 add i to tour 

3 for all unvisited nodes 

4  find unvisited node j with shortest distance to i 

5  set j as visited 

6  add j to tour 

7  set i as j 
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 Best nearest neighbour algorithm 

Another way of deriving a starting point is running the nearest neighbour algorithm multiple 

times (K) with different starting nodes to find a lower cost one. As the initial tour might 

improve the solution this can be quite beneficial, since running improvements on a bad initial 

tour often produces worse results. Though this is not true in all cases and due to the nature of 

what happens and in which order of the improvements, sometimes a higher cost initial tour 

could be improved to a better end result. 

 

Pseudocode 5-2 Best nearest neighbour algorithm 

Running the best nearest neighbour algorithm on all nodes can be time-consuming and not 

valuable enough on large datasets like brd14051, but for many of the smaller sets it gives 

reasonable improvements. Using the best nearest neighbour algorithm will produce 

approximately 6-10% lower cost tours when compared to the average nearest neighbour tour 

(Figure 5-1).  

 

 

 

1 for all nodes as start_node 

2   set i as start_node 

3  set i as visited 

4  add i to current_tour 

5  for all unvisited nodes 

6   find unvisited node j with shortest distance to i 

7   set j as visited 

8   add j to current_tour 

9   set i as j 

10  if current_tour cost < best_tour cost 

11   set best_tour as current_tour 

12  set all nodes as unvisited 
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 All nearest neighbours algorithm 

As with the best nearest neighbour algorithm you could run the algorithm on all possible 

starting nodes, which is feasible for the smaller datasets (every dataset chosen except 

brd14051). The average nearest neighbour tour cost for all possible starting nodes is between 

22-28% (Figure 5-1) worse than optimal. We could then run all improvements on every one 

of these nearest neighbour tours. This means we are explicitly increasing the runtime by a 

factor of N. With all improvements run on all possible nearest neighbour tours you could 

simply store the best result and calculate both average tours and how many tours reached the 

best result. As we have defined improvement as only making changes that lower the tour cost 

this method is quite useful and effective. 

This is simple to fully parallelize as each run for a specific starting node can be handled by 

one thread each, while setting max threads to the number of available cores. (see Chapter 7.1) 
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 Cost and runtime performance nearest neighbour 

Nearest neighbour, albeit a simple algorithm, is an efficient way to generate decent cost tours 

at low runtimes. We have discussed and implemented 3 different versions and tested them all. 

 

Figure 5-1 Cost performance of the nearest neighbour tour starting in node 0, the average of all 

nearest neighbour tours with all possible starting nodes and the best nearest neighbour tour, versus 

the optimal tour cost 

The difference between the cost of the best nearest neighbour tour versus the nearest 

neighbour tour starting in node 0 is between 1-8%. There is always a chance (1/𝑁) that the 

nearest neighbour tour starting in node 0 would be the best nearest neighbour tour. Though 

the only way to be sure it is the best is to test all other starting points which means runtime is 

directly proportionate with 𝑁. 

𝐴𝑙𝑙 𝑁𝑁 𝑅𝑢𝑛𝑡𝑖𝑚𝑒 = 𝑁𝑁 𝑁𝑜𝑑𝑒(0) 𝑅𝑢𝑛𝑡𝑖𝑚𝑒 ∗ 𝑁 

 Nodes Quotient Runtimes, algorithm 

Datasets N AllNN/NN(0) NN Node(0) All NN 

att48 48 ~11 0.079ms 0.849ms 

bier127 127 ~111 0.223ms 24.652ms 

a280 280 ~280 0.799ms 223.632ms 

att532 532 ~523 1.185ms 619.956ms 
Table 5-1 Runtimes of nearest neighbour algorithm in node 0 and all nearest neighbours algorithm, 

and comparing the quotient of the runtimes with the number of nodes N. Run on I7 7700K 4(8) cores 

@ 5GHz. 
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Through empirical testing (Table 5-1) we can see that the runtime as expected is proportional 

to the number of nodes in the dataset (𝑁), with the only outlier being att48 which is too small 

and quick. 

Because the combined runtime for 532 runs of the nearest neighbour algorithm on 532 nodes 

only requires 0.62 seconds we will not continue with any parallel implementation of this. As 

mentioned before though; if we wanted to further improve each tour separately and increase 

each ‘runs’ runtime we could make a trivial, high-level parallel version. (see Chapter 7.1)  
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 Group, solve and merge algorithm 

As mentioned before, the travelling salesman problem is solvable for most home computers 

within a ‘reasonable amount of time’ when N is less than 20. Using this knowledge, we can 

find another starting point for a TSP tour by dividing nodes in groups of size 20 or less. Then 

we can merge these solved complete-loop paths back together to complete the full tour.  

This is intended to be a parallel algorithm in the dividing and finding of optimal tours for each 

group, and then merge sequentially using an improvement only based algorithm. Although 

merging specifically is done sequentially it can be done simultaneously as dividing and 

solving. This will be explained further in chapter 7.2. 

 Grouping nodes 

The first problem to handle is which nodes should be grouped together into subgraphs. Either 

we can hope that the given data is somewhat sorted by location (or ‘pre-grouped’), or we can 

pre-process the data to hopefully improve the solution from the start. The implementations 

tested are: 

1. Random: Using the order of the given data structure and simply dividing into 

subgraphs of size K or less. 

2. Nearest Neighbour: Using the NN algorithm before dividing into subgraphs of size K 

or less. 

3. Best Nearest Neighbour: Using the BNN algorithm before dividing into subgraphs of 

size K or less. 

4. All Nearest Neighbour: Repeat 2. for all possible starting nodes. 

5. Nearest Neighbour Grouping: Running the nearest neighbour algorithm repeatedly 

with max size K and setting each run as a subgraph until all nodes are grouped. 
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 Solving subgraphs 

After all nodes have been divided into groups we can begin the solving. This means that we 

will find the optimal path for each subgraph. The algorithm used is a basic brute-force method 

by finding all possible paths and returning the best one. It has been further optimized by 

ignoring paths that have a current cost higher or equal to the current best cost. 

 

Pseudocode 5-3 Solving subgraphs. Recursively finding optimal path for subgroups. CalcCost(i to j) 

calculates cost form node i to j 

 

1 function solve 

1  for all groups 

2   add all nodes in group to linked list nodes_left 

3   remove first node in nodes_left and set as i 

4   add i to path 

5   call traverse (path, nodes_left, i, 0, group_id) 

6 function traverse (path, nodes_left, i, cost, id) 

7  if nodes_left is not empty 

8   for each node in nodes_left as j 

9    set cost as cost + calcCost(i to j) 

10    if cost < best_cost[id] 

11     add last j to path 

12     traverse (path, nodes_left, j, cost, id) 

13     remove last in path 

14    else 

15     add last j to nodes_left 

16   add i to nodes_left 

17  else  

18   get first node in nodes_left as j 

19   set cost as cost + calcCost(i to j) 

20   if cost < best_cost[id] 

21    best_path[id] = path 



33 

 

 Merging subgraphs 

The last and most important issue with this algorithm is how to merge after finding the 

optimal paths for each subgraph. As merging the graphs together based on which nodes were 

connected before the grouping is certainly not optimal and results in worse tours than even a 

standard nearest neighbour algorithm. 

Another way to merge two optimal paths of subgraphs A and B is to calculate the cost 

between each possible pair of nodes A (two nodes next to each other) and each possible pair 

of nodes in B. This is done because attaching two nodes next to each other in one closed loop 

to another set of neighbouring nodes in another closed loop is trivial and depending on the 

direction one of the loops will change its direction. 

This merging method implemented is described as: 

1. Take two closed loops 𝐴 and 𝐵 

2. Calculate cost between each neighbouring pair of nodes in A to each neighbouring 

pair of nodes in 𝐵. Include both directions, 𝐴1 → 𝐵2, 𝐵1 → 𝐴2 and 𝐴1 → 𝐵1, 𝐵2 → 𝐴2.  

a. Store best nodes in merge with lowest cost and its direction. 

3. Merge best nodes and change direction of loop 𝐵 if direction = false. 

4. Repeat 1. until only one closed loop left. 

Starting with the first subgraphs 𝐴 and 𝐵 which are closed loops the result will be closed loop 

𝐴𝐵. The next merge will be done with the newly formed closed loop 𝐴𝐵 and the next 

subgroup 𝐶 which then creates closed loop 𝐴𝐵𝐶. The first merging group is ever increasing 

and adds each next subgroup to its mass. Since this is done in sequence it will increase the 

amount of possible lower cost merging pairs for each step. 

Another similar alternative would be to merge two and two subgroups giving 𝐴𝐵, 𝐶𝐷, 𝐸𝐹, 𝐺𝐻. 

Next step giving 𝐴𝐵𝐶𝐷, 𝐸𝐹𝐺𝐻 and finally 𝐴𝐵𝐶𝐷𝐸𝐹𝐺𝐻. but this increases the number of 

small groups merging which has fewer nodes and therefore fewer possible merging points. 
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 Cost and runtime performance of split, solve and merge 

The idea of dividing into groups and finding the optimal path for each subtour, then finally 

merging these back together again could seem like a good idea, as some parts are ‘optimal’ 

after all. But there are several problems with this approach, some of which are: 

1. Only small groups can be solved in a reasonable time, which can result in many 

groups. 

2. Merging efficiently is difficult, and with potentially many groups the tour cost will 

suffer. 

 

Figure 5-2 Cost performance of group, solve and merge algorithm tours of group size 10 to 14 versus 

optimal tour. Grouping based on nearest neighbour (starting node 0). 

As we can see from Figure 5-2 the tours produced are fairly similar in cost for each dataset 

even though the group size is varied. This is because the method of grouping (Nearest 

Neighbour starting node 0) is more impactful than small changes to the group size. This 

doesn’t mean it’s a total waste though, as our further work with the improvement algorithms 

have shown that the lowest cost initial tour doesn’t necessarily provide the lowest cost final 

tour. More specifically this was shown while working with the bier127 dataset, where we 

found the optimal solution earlier with the group, solve and merge algorithm with 

improvements than we did with the nearest neighbour algorithm with improvements.  
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By running the group, solve and merge algorithm on all nearest neighbour tours instead of 

only the nearest neighbour tour starting in node 0 we get a better evaluation of the algorithm. 

 

Figure 5-3 Cost performance of group, solve and merge algorithms (group size 10) with different 

selections of nodes based on NN starting node 0 and All NN, including the best GSM created tour and 

the standard all nearest neighbour average tour. 

From the above figure we can see that the average group, solve and merge tour found is only 

lower cost than the average nearest neighbour tour for the Att48 dataset, and increases for 

each larger dataset. The best group, solve and merge initial tour is also only 1.19% worse than 

the optimal tour! But the average nearest neighbour tour produces much more stable results 

even when N increases, which is one of the reasons why when we attempt to solve TSP in 

Chapter 8 we will be using the nearest neighbour algorithm instead of group, solve and 

merge. 

However, the more interesting part of this algorithm is that it initially was designed to use 

parallelism to attempt to solve what essentially is a runtime problem. Though the problem is 

unimaginably large and with a time complexity of 𝑂 (
(𝑁−1)!

2
). So, in theory we will attempt to 

divide the problem into groups small enough to solve within reasonable time, and to further 

improve the runtimes we can naturally do so in parallel. We will later implement and evaluate 
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the parallel version in chapter 7.2. The selection of nodes will still be based on the nearest 

neighbour (starting node 0) algorithm. 

 Runtimes, group size 

Datasets 10 11 12 13 14 

att48 0.045s 0.120s 0.770s 1.134s 6.994s 

bier127 0.122s 0.439s 2.278s 8.358s 53.436s 

a280 0.194s 0.637s 2.334s 8.251s 38.346s 

att532 0.361s 1.325s 4.913s 45.363s 194.205s 

brd14051 21.837s 50.657s 174.405s 787.184s 4 605.023s 
Table 5-2 Runtimes of sequential group, solve and merge algorithm (selection of nodes: nearest 

neighbour starting node 0) with group size 10-14 Run on I7 7700K 4(8) cores @ 5GHz. 

From Table 5-2 we can observe that for higher group sizes there are substantial runtime 

improvements to be made, especially on the brd14051 dataset. Even running the algorithm 

with a group size of 5, which means the divide and solving is almost instant, results in a 

runtime of ~13 seconds. This confirms that the merging itself has a non-inconsequential time 

consumption which also will be improved with parallelism in chapter 7.2.  

Another interesting observation is that the runtimes are not directly proportional with neither 

group size nor 𝑁. The bier127 dataset with less than half of the number of nodes compared to 

a280 manages to overtake it when group size is over 12. This is because some groups require 

much more time to solve than others, and this will give us some interesting results when done 

in parallel. 

 Conclusions 

Nearest neighbour is a simple but effective algorithm which produces stable average 

results for varying datasets and increased 𝑁’s (Figure 5-3). Its quickness also lends itself to 

be run many times on our 4 smallest datasets, which means we can use multiple (𝑁) initial 

approximations (All nearest neighbours algorithm) for improvements later, increasing our 

chances to reach an optimal solution in Chapter 8. 

Group, solve and merge is based on a novel idea; finding smaller optimal tours which are 

solvable ad-hoc, and then merging them together. In practice this doesn’t give us very 

impressive initial results (Figure 5-2) for the runtimes it costs (Table 5-2). The poor cost 

performance comes from suboptimal merging and it only gets worse when the size of the 

dataset increases (more merging, Figure 5-3). However, throughout the development of the 
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improvement algorithms there were several cases where group, solve and merge reached 

optimal earlier and sometimes more often than nearest neighbour.  

The observation that a lower cost initial approximation doesn’t necessarily result in a lower 

cost end result means we cannot evaluate the true value of the initial approximation methods 

until they tested with the improvement algorithms. 



38 

 

 Improvement algorithms 
After the initial approximations have been made we can proceed with phase 2 of attempting to 

solve TSP, which is trying to improve these solutions through the use of multiple different 

algorithms. Some are based on mathematical rationale and some are more ad-hoc in their 

approach. Though they all have in common that they must improve the tour cost to make any 

changes to the tour. 

There are three final improvement algorithms presented: 

- Swapping edges (2-opt); comparing and swapping two and two edges. 

- Path move; removing and reattaching one or more nodes from the tour. 

- Split and merge; attempting to remove a high cost edge by splitting the tour into 

multiple groups and merging them together. 

We will explain the thought process behind creating each algorithm, and which other 

algorithms they were based on. Then we will look at how they perform and compare them to 

their earlier versions both in cost and runtime. In Chapter 8 we will examine how these 

algorithms can work together to improve a rough initial approximation into an optimal, or 

close to optimal tour. 
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 Swapping edges algorithm 

One of the first mathematical improvements me and my supervisor discussed was the rule that 

if there are two intersecting edges 𝐴 → 𝐵 and 𝐶 → 𝐷 , then there are two lower cost edges 

𝐴 → 𝐷 and 𝐶 → 𝐵 that exist. This was the initial thought for this algorithm, and it was later 

generalized to evaluate all possible edge pairs 𝑂(𝑁2) with K nodes between. 

 Clearing Intersections 

The first version was based on the mathematical fact that when there are two intersecting 

edges 𝐴 → 𝐵 and 𝐶 → 𝐷 there exists two lower cost edges 𝐴 → 𝐶 and 𝐵 → 𝐷. The algorithm 

𝑐𝑙𝑒𝑎𝑟𝐼𝑛𝑡𝑒𝑟𝑠𝑒𝑐𝑡𝑖𝑜𝑛𝑠() was created to remove and replace the existing intersections in a given 

tour.  

 

Figure 6-1 clearIntersections() algorithm. Swapping AB and CD to AC and BD while changing 

direction of nodes between B and C 

It can be described as follows:  

1. Create a stack of all nodes 

2. Take one node 𝐴 off stack and set 𝐵 as 𝐴. 𝑛𝑒𝑥𝑡 

3. Check all other edges and calculate if the edges (line segments) intersect with 𝐴 → 𝐵 

a. If edge 𝐶 → 𝐷 intersects then replace with 𝐴 → 𝐶 and 𝐵 → 𝐷. 

i. Flip direction of nodes between C and B 

b. Else continue next edge. 

4. Repeat 2 until no nodes are left. 

5. Repeat 1 until no changes have been made 



40 

 

 

Pseudocode 6-1 clearIntersections(). Finds all intersecting line segments AB and CD, and replaces 

them with AC and BD, while flipping direction of nodes between B and C 

One way to calculate if two line segments intersect are: [22]  

𝑎𝐶𝑎𝑙𝑐 =  (𝑦3 − 𝑦4) ∗ (𝑥1 − 𝑥3) + (𝑥4 − 𝑥3) ∗ (𝑦1 − 𝑦3) 

𝑏𝐶𝑎𝑙𝑐 =  (𝑦1 − 𝑦2) ∗ (𝑥1 − 𝑥3) + (𝑥2 − 𝑥1) ∗ (𝑦1 − 𝑦3) 

𝑐𝐶𝑎𝑙𝑐 =  (𝑥4 − 𝑥3) ∗ (𝑦1 − 𝑦2) − (𝑥1 − 𝑥2) ∗ (𝑦4 − 𝑦3) 

𝑖𝑛𝑡𝑒𝑟𝑠𝑒𝑐𝑡𝑖𝑛𝑔 𝑖𝑓 ((0 ≤
𝑎𝐶𝑎𝑙𝑐

𝑐𝐶𝑎𝑙𝑐
≤ 1)&&(0 ≤

𝑏𝐶𝑎𝑙𝑐

𝑐𝐶𝑎𝑙𝑐
≤ 1) ) 

1 add all nodes to stack nodes_left 

2  remove first node nodes_left as A 

3  set B as A.next 

4  for all nodes in nodes_left as C 

5   set D as C.next 

6   if AB intersects with CD 

7    set A.next as C 

8    set i as A and set j as C 

9    do 

10     set j.next as j.prev 

11     set j.prev as i 

12     set i as j 

13     set j as j.next 

14    while j is not B 

15    set j.prev as I and set j.next as D 

16    set D.prev as j 

17    repeat 1 

18 if any changes are made repeat 1 
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𝑥1 and 𝑦1 represent the 𝑥 and 𝑦 coordinates for nodes 1…4 respectively, 𝑛𝑜𝑑𝑒 1 and 𝑛𝑜𝑑𝑒 2 

being one edge and 𝑛𝑜𝑑𝑒 3 and 𝑛𝑜𝑑𝑒 4 the other. Although the calculations run fairly quick 

there are certainly better ways to do this which are explained further in the finalized version. 

 Four nodes swap 

Another improvement we discussed was how to improve nodes in a sequence. As an example, 

four nodes in a row 𝐴 → 𝐵 → 𝐶 → 𝐷 can easily be changed to 𝐴 → 𝐶 → 𝐵 → 𝐷. The 

algorithm runs through all nodes and checks if this swap can improve cost and completes it if 

it does. 

 

Figure 6-2 Four nodes swap algorithm, swapping the sequence ABCD to ACBD 

The time complexity is 𝑂(𝑁) which makes it negligible when considering efficiency. As with 

clearing intersections it can be generalized and is covered in the finalized version. 

 Finalized swapping edges (2-opt) 

The clearing intersections and four nodes swap algorithms can be generalized into the final 

algorithm which compares all pairs of edges and swaps them if they reduce cost. The 

definition of the algorithm is the same as the clearing intersections algorithm, but instead of 

calculating if the edges intersect the potential swap is calculated and completed if they 

decrease cost. This results in a ‘2-optimal’ tour. 
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Figure 6-3 Swapping edges algorithm, compares all edges and swaps them if they reduce cost, e.g. 

AB…CD to AC…BD while also changing direction of nodes between B and C. 

As an example, the algorithm can start in edge 𝐴 → 𝐵, checking if the swap saves cost in 𝐶 →

𝐷, 𝐷 → 𝐸, 𝐸 → 𝐹 etc. If the swap can be made in the first instance, 𝐶 → 𝐷 , then it is equal to 

the four nodes swap (four nodes in a sequence). If the swap is done with another edge e.g. 

𝐷 → 𝐸 which also intersects with 𝐴 → 𝐵, then it is equal to the clearing intersections swap. 

The extra value of the finalized algorithm compared to the previous algorithms is that it also 

can swap any non- ‘in sequence’ and non-intersecting edges which decrease cost.  

 

Pseudocode 6-2 Swapping edges algorithm. Compares all edges and swaps them if they reduce cost, 

and changes direction of nodes between B and C. CalcCost(i,j) function calculates cost from node i to 

node j 

1 add all nodes to stack nodes_left 

2  remove first node nodes_left as A 

3  set B as A.next 

4  for all nodes in nodes_left as C 

5   set D as C.next 

6   set curr_cost as CalcCost(A,B) + CalcCost(C,D) 

7   set new_cost as CalcCost(A,C) + CalcCost(B,D) 

8   set cost_saved as curr_cost – new_cost 

9   if cost_saved > 0 

10    A.next as C 

11    set i as A and set j as C 

12    do 

13     set j.next as j.prev 

14     set j.prev as i 

15     set i as j 

16     set j as j.next 

17    while j is not B 

18    set j.prev as I and set j.next as D 

19    set D.prev as j 

20    repeat 1 

21 if any changes are made repeat 1 
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 Cost and runtime performance of swapping edges 

Reducing the cost is the most important factor when evaluating the improvement algorithms. 

When testing the three swapping algorithms we will be running the improvements on all 

nearest neighbour initial tours (except for brd14051 which will be NN(node 0)), and 

calculating the average savings and average runtimes. All the algorithms are run until no 

further improvements can be made. 

 

Figure 6-4 Cost performance of average improvements to all nearest neighbours (only NN(node 0) on 

brd14051) by fourNodeSwap, clearIntersections and Swapping edges algorithms. 

𝐹𝑜𝑢𝑟𝑁𝑜𝑑𝑒𝑆𝑤𝑎𝑝 improved tours are only about 2% better than the nearest neighbour tours. 

However, 𝑐𝑙𝑒𝑎𝑟𝐼𝑛𝑡𝑒𝑟𝑠𝑒𝑐𝑡𝑖𝑜𝑛𝑠 gives larger improvements of about 8-10%. Since the 

finalized Swapping edges algorithm covers both previously mentioned algorithms it naturally 

does even better (~13-20%), while also improving more cases like non- ‘in sequence’ and 

non-intersecting edges. 
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 Runtimes, algorithms 

Datasets fourNodeSwap clearIntersections Swapping edges 

att48 0.01ms 0.06ms 0.23ms 

bier127 0.05ms 0.40ms 3.98ms 

a280 0.05ms 1.23ms 17.44ms 

att532 0.05ms 7.65ms 14.83ms 

brd14051 6.74ms 6 806.66ms 58 484.16ms 
Table 6-1 Runtimes of fourNodeSwap, clearIntersections and Swapping Edges algorithms. Run on I7 

7700K 4(8) cores @ 5GHz. 

 

The runtimes of 𝑓𝑜𝑢𝑟𝑁𝑜𝑑𝑒𝑆𝑤𝑎𝑝 are negligible, completing all improvements at only ~7 

milliseconds on our largest dataset. 𝐶𝑙𝑒𝑎𝑟𝐼𝑛𝑡𝑒𝑟𝑠𝑒𝑐𝑡𝑖𝑜𝑛𝑠 is negligible as well until it reaches 

brd14051, where it spends on average ~7 to seconds make all improvements. Swapping edges 

spends on average a minute before completing all of its improvements on brd14051, which 

isn’t that long when comparing to algorithms it to group, solve and merge, and split and 

merge. 

Another thing to consider is that when an algorithm makes a change it could create a new 

intersection or possibly be further improved in other ways. So, an algorithms runtime (like 

swapping edges) isn’t directly comparable to a similar algorithm (𝑐𝑙𝑒𝑎𝑟𝐼𝑛𝑡𝑒𝑟𝑠𝑒𝑐𝑡𝑖𝑜𝑛𝑠) 

because the more changes it makes the more possible loops it will have to make until its 

complete. 
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 Path move algorithm 

The next simple possible improvement which was considered is removing one node from the 

tour and checking if there exists a lower cost position for it. This was later generalized into 

removing K number of nodes in a sequence (or a ‘path’) and finding a lower cost position for 

it. Because they are so similar only the final one will be described. 

 Finalized path move 

Instead of removing one node 𝐵 from a tour and inserting it wherever it saves the most cost 

we could remove 𝐾 number of nodes and set the first and last node as 𝐵 and 𝐵2. If 𝐾 = 0 

then 𝐵 == 𝐵2, which means we are only moving one node at a time, which is equivalent to 

the first implementation of improving only one nodes position.

 

Figure 6-5 Path move algorithm, removes path of length K (B…B2) from AB and B2C and inserts 

path at DB2 and BE if it saves cost. Also changes direction of nodes between B and B2. 

To remove a path 𝐵 …𝐵2 from the tour we need to remove attaching edges 𝐴 → 𝐵 and  

𝐵2 → 𝐶, while adding 𝐴 → 𝐶 to seal the loop. Reattaching the path to another pair of nodes 𝐷 

and 𝐸 we must remove the existing edge 𝐷 → 𝐸 and add edges 𝐷 → 𝐵2 and 𝐵 → 𝐸, and 

consequently change the direction of the nodes between 𝐵2 and 𝐵. 

To calculate if a move will save cost we simply compare the new edges versus the old edges: 

𝑖𝑓 ((𝐴 → 𝐶 + 𝐷 → 𝐵2 + 𝐵 → 𝐸) < (𝐴 → 𝐵 + 𝐵2 → 𝐶 + 𝐷 → 𝐸)) 𝑡ℎ𝑒𝑛 𝑚𝑜𝑣𝑒 

 Cost and runtime performance of path move 

As done previously with the swapping algorithms we will also run the path move algorithm 

on all nearest neighbour starting points (except for brd14051). Because the path and move 
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algorithm can run with different size K’s we will be testing three variations and running them 

in sequence. 𝐾 = 1 will check each node and see if it can be moved to lower the cost. The last 

two variants which we will evaluate is 𝐾 = 1…5 and 𝐾 = 1…20. These will be run in 

sequence from 1 until all improvements have been made, then 2 until all improvements have 

been made and so on. This means it will not go backwards or loop around even if 𝐾 > 1 

implements changes. This is different to the final implementation of the improvement process 

(Chapter 8) where the whole stack of improvement algorithms will be looped whenever 

improvements are made. 

 

Figure 6-6 Cost performance of average improvements to all nearest neighbours (only NN(node 0) on 

brd14051) by path move algorithm with K = 1, K = 1…5 and K = 1…20, vs optimal. 

Cost performance while improving only one node is very good, improving from about 12-

17% compared to the average all nearest neighbour tours. By running all path moves up to 

𝐾 = 20 we further improve the tour by an extra ~2-4%. 
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 Runtimes (milliseconds) 

Datasets K = 1 K = 1…5 K = 1…20 

att48 0.38ms 0.97ms 1.63ms 

bier127 4.90ms 11.96ms 26.47ms 

a280 17.00ms 57.41ms 131.68ms 

att532 26.21ms 77.39ms 180.23ms 

brd14051 78 335.15ms 293 294.08ms 744 704.00ms 
Table 6-2 Runtimes of path move algorithm with K=1, K=1...5 and K= 1...20. Each step (each K) is 

run until completion, but it does not loop backwards even though an improvement has been made. Run 

on I7 7700K 4(8) cores @ 5GHz. 

Path move is at its most effective at lower 𝐾s but increasing the 𝐾 comes at decent 

improvements and at lower than directly proportional runtime cost (𝐾 = 1…20 quotient 

between ~4-10). This is due to fewer changes being made results in fewer loops, and for very 

high 𝐾s simply less nodes left in the tour to compare position to. It is possible to run 𝐾 up 

towards 𝑁/2 within reasonable time for the smaller datasets, but it would require extreme 

amounts of time for brd14051. 
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 Split and merge algorithm 

Removing and rearranging edges in a tour can be quite difficult while preserving a complete 

loop. With the two previous algorithms we can swap edges with ease and remove a path or a 

node and insert it elsewhere. Though they have some quite substantial limitations, especially 

in dealing with high cost edges which are far from their optimal position. Therefore, to 

address these I wanted to create a new algorithm specifically working to improve/remove 

such edges. 

Description 

First, we must remove an edge 𝐴 → 𝐵, and somehow try to fix the now open path created. 

Based on the previous work done with the group, solve and merge algorithm I figured we 

could use multiple closed loops and merge them together. However, to create closed loops 

from the path with now two open ends in 𝐴 and 𝐵 we must at least remove one more edge. 

This would then create two separate paths, each with their two open ends which can be added 

together. With two newly created separate closed loops (subgraphs) we could either keep on 

splitting them into more subgraphs or we could finalize by merging into the complete tour 

again. 

 

Figure 6-7 Split and merge first split: Searching forwards from B. Removing AB and CD, then adding 

CB and AD, creating two subgraphs 

There are 3 stages to examine in this algorithm. First; where to split, then how many splits we 

should create (depth) and finally, how to merge. Because there could be many splits, an equal 

number of merges, and new splits and merges depend on previous ones it is hard to compute 

quickly.  
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Splitting 

Assuming we begin by wanting to remove an edge 𝐴 → 𝐵, we will then need to find a first 

splitting point to create the two first subgraphs. We can start in the node 𝐵 (‘left’ side) and try 

search forward (‘𝑛𝑒𝑥𝑡’) to find another node 𝐶 which could save ‘some’ cost. There are three 

different ways used to calculate the cost of selecting a node for splitting: 

𝐒𝐞𝐚𝐫𝐜𝐡 𝟎: 𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝐵 → 𝐶) 

The simple yet effective way to find a splitting node. It finds the closest node 𝐶 from node 𝐵. 

If 𝐴 == 𝐶 then it is skipped as it means the 𝐴 → 𝐵 edge already is the lowest cost possible. 

𝐒𝐞𝐚𝐫𝐜𝐡 𝟏 ∶ 𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝐵 → 𝐶) − 𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝐶 → 𝐷) 

Same as previous but includes the cost savings in the removal of the 𝐶 → 𝐷 edge where 𝐷 =

𝐶. 𝑛𝑒𝑥𝑡. Can be highly effective in removing high cost edges without starting in them 

specifically. 

𝐒𝐞𝐚𝐫𝐜𝐡 𝟐 ∶ 𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝐵 → 𝐶) − 𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝐶 → 𝐷) + 𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝑝𝑟𝑒𝑣𝑁𝑜𝑑𝑒 → 𝐷) 

Same as previous but also includes the cost of the 𝑝𝑟𝑒𝑣𝑁𝑜𝑑𝑒 → 𝐷 edge where 𝑝𝑟𝑒𝑣𝐷𝑁𝑜𝑑𝑒 is 

the previous 𝐷 node from the previous split. It is therefore the node where the next 𝐷 node 

will be connected to and complete the new subgraph. For the first calculations there are no 

previous splitting nodes, therefore it is set as the 𝐴 node, as the first split from 𝐵 → 𝐶 will 

result in a new edge 𝐴 → 𝐷. 

If the search is done from the 𝐴 node (‘right’ side) then the search will be done backwards 

(‘𝑝𝑟𝑒𝑣’) with the same principles as before except we use the previous nodes instead of the 

next nodes. 

As the left and right side can use different search methods 

we get a total of 9 different possible search configurations. 

Each run only uses one specific search configuration 

described as (#left search, #right search). As an example, the 

run 𝑆𝑝𝑙𝑖𝑡𝑀𝑒𝑟𝑔𝑒(0,0) will use the search calculation method 

𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝐵 → 𝐶) on both sides. 

  Right search 

  0 1 2 

Le
ft

 s
ea

rc
h

 0 (0,0) (0,1) (0,2) 

1 (1,0) (1,1) (1,2) 

2 (2,0) (2,1) (2,2) 

Table 6-3 The 9 different search 

configurations for split and 

merge, and SplitMergePara. 



50 

 

Split order, alternating sides 

Splitting could always be done from the B node but alternating the splitting ‘side’ was 

implemented first and it was also found to be the most effective. As the goal was to remove 

the 𝐴 → 𝐵 edge we can expect the best approach would be to utilize both ‘sides’. If we only 

work from one side, we would potentially have to create a very high number of splits before 

the algorithm reaches a split where it improves the 𝐴 → 𝐴. 𝑛𝑒𝑥𝑡 edge substantially. 

 

Figure 6-8 Split and merge second split. Searching backwards from A. Removing AB and CD, then 

adding DB and AC, creating 2 new subgraphs, now totalling 3. 

The first split will remove the edges 𝐴 → 𝐵 and 𝐶 → 𝐷, creating the new edges 𝐵 → 𝐶 and 

𝐴 → 𝐷. Since the 𝐵 → 𝐶 edge was found and used in all the three methods mentioned earlier 

we can assume that 𝐴 → 𝐷 is probably worse. Therefore, we continue by trying to remove the 

𝐴 → 𝐷 edge by recursively calling the method again with 𝐵 = 𝐷 and 𝑝𝑟𝑒𝑣𝑁𝑜𝑑𝑒 =  𝐷. Since 

we don’t want to repeat working only from the 𝐵 side we alternate to do the search from the 𝐴 

node instead while going backwards in the subgraph (Figure 6-8). 

Depth 

We could split until we reach a state where 𝐶 == 𝐴 or 𝐶 == 𝐵, depending on which side we 

are working on, but because merging is far from perfect there are limits to how many splits in 

general would produce a lower cost result. By introducing a max depth which tells the 

algorithm (the recursive function) to stop splitting when it reaches it, we can produce better 

end results. A max depth of 2 splits would result in an equivalent version of the first idea of 

this algorithm, where we split once on the 𝐵 side then once on the 𝐴 side, creating three 

closed loops before merging together.  

For our datasets we have found that running with both max depth 2 and max depth 6 produce 

the best results. This will be expanded on further in Chapter 8. 
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Merging 

 

Figure 6-9 Split and merge sequence merging. Merging subgraph, A and B, then AB and C, creating 

complete tour ABC. 

Merging is done in the same way as described in the group, solve and merge algorithm 

(5.2.3). It compares all pairs of nodes in the merging subgraphs and finds the best merge 

point, changing direction of one subgraph if necessary. As also described it is done in 

sequence adding subgraphs 𝐴 and 𝐵, then 𝐴𝐵 and 𝐶, then finally 𝐴𝐵𝐶 and 𝐷 resulting in 

𝐴𝐵𝐶𝐷, instead of the alternative pairwise 𝐴 and 𝐵, 𝐶 and 𝐷 then 𝐴𝐵 and 𝐶𝐷 resulting in 

𝐴𝐵𝐶𝐷. The latter version would be quicker, but it would give less merge points to choose 

from and therefore worse cost on average. 
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 Split and merge example (max depth 2) 

Step 0: Create a copy list of the nodes in the TSP tour. 

Step 1: Remove a node A from the copied list and attempt to remove edge 𝐴𝐴. 𝑛𝑒𝑥𝑡 ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗   which is 

𝐴𝐵⃗⃗⃗⃗  ⃗. 

 

Step 2: Split from ‘left’ side: Find the closest nodes to B which saves the highest cost or 

simply the closest nodes (𝐷𝐵⃗⃗⃗⃗⃗⃗ ). Remove 𝐷𝐸 ⃗⃗⃗⃗⃗⃗  ⃗and 𝐴𝐵⃗⃗⃗⃗  ⃗ while adding the new edges 𝐷𝐵⃗⃗⃗⃗⃗⃗  and 𝐴𝐸⃗⃗⃗⃗  ⃗. 

We now have two separate paths. 

 

Step 3: Split from ‘right’ side: Find the closest nodes to A which saves the highest cost or 

simply the closest nodes (𝐴𝐻⃗⃗⃗⃗⃗⃗ ). Remove 𝐺𝐻 ⃗⃗⃗⃗ ⃗⃗  ⃗and 𝐴𝐸⃗⃗⃗⃗  ⃗ while adding the new edges 𝐴𝐻⃗⃗⃗⃗⃗⃗  and 𝐺𝐸⃗⃗⃗⃗  ⃗. 

We now have three separate paths and have reached our max depth 2. 
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Step 4: Find the highest cost saving merge point between path 𝐵𝐶𝐷⃗⃗⃗⃗⃗⃗ ⃗⃗  ⃗ and 𝐸𝐹𝐺⃗⃗⃗⃗ ⃗⃗ ⃗⃗   which is 𝐷𝐸⃗⃗ ⃗⃗  ⃗ 

and 𝐺𝐵⃗⃗⃗⃗  ⃗, and remove 𝐷𝐵⃗⃗⃗⃗⃗⃗  and 𝐺𝐸⃗⃗⃗⃗  ⃗. 

 

Step 5: Repeat step 3 with the new path 𝐵𝐶𝐷𝐸𝐹𝐺⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗   and the last path 𝐴𝐻𝐼⃗⃗⃗⃗⃗⃗⃗⃗ , adding edges 𝐹𝐻⃗⃗ ⃗⃗  ⃗ 

and 𝐴𝐺⃗⃗⃗⃗  ⃗ while removing 𝐴𝐻⃗⃗⃗⃗⃗⃗  and 𝐹𝐺⃗⃗⃗⃗  ⃗. 

 

Step 6: If the savings from the previous operations are higher than 0 then implement the 

changes to the original tour. 

𝑆𝑎𝑣𝑖𝑛𝑔𝑠 = 𝐴𝐵⃗⃗⃗⃗  ⃗ + 𝐷𝐸⃗⃗ ⃗⃗  ⃗ + 𝐺𝐻⃗⃗⃗⃗⃗⃗ + 𝐷𝐵⃗⃗⃗⃗⃗⃗ + 𝐺𝐸⃗⃗⃗⃗  ⃗ + 𝐴𝐻⃗⃗⃗⃗⃗⃗ + 𝐹𝐺⃗⃗⃗⃗  ⃗ − (𝐵𝐷⃗⃗⃗⃗⃗⃗ + 𝐺𝐸⃗⃗⃗⃗  ⃗ + 𝐴𝐻⃗⃗⃗⃗⃗⃗ + 𝐷𝐸⃗⃗ ⃗⃗  ⃗ + 𝐺𝐵⃗⃗⃗⃗  ⃗ + 𝐹𝐻⃗⃗ ⃗⃗  ⃗

+ 𝐴𝐺⃗⃗⃗⃗  ⃗) 

Which in this example (because of some edges are both added and removed) is equal to: 

𝑆𝑎𝑣𝑖𝑛𝑔𝑠 = 𝐴𝐵⃗⃗⃗⃗  ⃗ + 𝐺𝐻⃗⃗⃗⃗⃗⃗ + 𝐹𝐺⃗⃗⃗⃗  ⃗ − (𝐺𝐵⃗⃗⃗⃗  ⃗ + 𝐹𝐻⃗⃗ ⃗⃗  ⃗ + 𝐴𝐺⃗⃗⃗⃗  ⃗) 

 

Step 7: Go to step 1 until the copy of the TSP tour is empty. 
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 Cost and runtime performance of split and merge 

 

Figure 6-10  Cost performance of average improvements to all nearest neighbours (only NN(node 0) 

on brd14051) by one run of the split and merge algorithm with (0,0), (1,1) and (2,2) search 

configurations. 

The cost performance is the best of all of the created improvement algorithms. With only one 

run on all nearest neighbour initial tours we get average results only 2-5% away from optimal. 

If we run the same configuration until completion (no further improvements can be made) we 

could achieve even better results. However, as Chapter 8 will show it is desirable to alternate 

search configurations rather than running one specific configuration until completion. 

 Runtimes (milliseconds) 

Datasets SplitMerge(0,0) SplitMerge(1,1) SplitMerge(2,2) 

att48 1.08ms 1.89ms 0.86ms 

bier127 11.77ms 47.31ms 6.30ms 

a280 83.01ms 199.08ms 38.17ms 

att532 144.74ms 397.76ms 66.59ms 

brd14051 2 377 543.60ms 8 757 420.34ms 699 042.62ms 
Table 6-4 Runtimes of one run of split and merge algorithm with (0,0), (1,1) and (2,2) search 

configurations. Run on I7 7700K 4(8) cores @ 5GHz 

With great cost performance we also get a higher runtime cost. As we have mentioned before 

the method of merging is costly in runtime. It is also highly dependent on the sizes of each 

subgroup created before attempting a merge. 
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𝑁𝑢𝑚 𝑝𝑎𝑖𝑟𝑠 𝑐𝑜𝑚𝑝𝑎𝑟𝑒𝑑 = 𝑛𝑢𝑚 𝑝𝑎𝑖𝑟𝑠 𝑓𝑖𝑟𝑠𝑡 𝑚𝑒𝑟𝑔𝑒 + 𝑛𝑢𝑚 𝑝𝑎𝑖𝑟𝑠 𝑠𝑒𝑐𝑜𝑛𝑑 𝑚𝑒𝑟𝑔𝑒  

𝑁𝑢𝑚 𝑝𝑎𝑖𝑟𝑠 𝑐𝑜𝑚𝑝𝑎𝑟𝑒𝑑 = (𝐴 ∗ 𝐵) + 𝐶(𝐴 + 𝐵)  

Best case merge with depth 2 on brd14051, (splits create 2 small groups and 1 large group): 

𝐵𝑒𝑠𝑡 𝑐𝑎𝑠𝑒 = (2 ∗ 2) + (14051 − 4)(2 + 2) =  56 192 

Worst case merge with depth 2 on brd14051 (splits create 3 large groups): 

𝑊𝑜𝑟𝑠𝑡 𝑐𝑎𝑠𝑒 = (4684 ∗ 4684) + (14051 − 9368)(4684 + 4684) =  65 810 200 

That is a difference of factor 1171, resulting in runtimes of the same proportion. This is the 

reason we get incredibly different results from the different configurations. Some 

configurations also terminate more often than others before reaching the maximum depth 

because 𝐶 𝑜𝑟 𝐷 ==  𝐴, which results in lower runtimes as fewer merges are calculated. 

 Conclusions 

Swapping edges (2-opt) combines the improvements possible from 𝑐𝑙𝑒𝑎𝑟𝐼𝑛𝑡𝑒𝑟𝑠𝑒𝑐𝑡𝑖𝑜𝑛𝑠 and 

𝑓𝑜𝑢𝑟𝑁𝑜𝑑𝑒𝑠𝑆𝑤𝑎𝑝, and includes new improvements from non-intersecting and non-‘in-

sequence’ nodes. By traversing all edges, the algorithm checks if swapping edges 𝐴 → 𝐵 and 

𝐶 → 𝐷 with 𝐴 → 𝐷 and 𝐵 → 𝐶 saves cost. If the swap does save cost it is immediately 

implemented. The algorithm repeats until no further improvements can be made. 

The algorithm improves cost between 13-20% compared to the average nearest neighbour 

tour resulting in tours between 5-9% away from optimal. It is a very quick algorithm which 

only runs for about 60 seconds on brd14051. 

However, a problem found with swapping edges is that it is cost effective in the short-term 

but ruins possible better improvements by the other two improvement algorithms. This will be 

shown in Chapter 8. 

Path move checks 𝐾 nodes in a path (in-sequence) at a time and compares its current position 

with every other possible position in the tour. Running with 𝐾 = 1 results in only checking 

and moving one node at a time, which was how the algorithm originated. If the algorithm 

finds a lower cost position it moves the whole path. 
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Tour cost improvements are decent but more volatile depending on the dataset, reaching tours 

between 2-11% worse than optimal when 𝐾 is between 1 and 20. It also comes at a higher 

runtime cost and can take up to 13 minutes to complete on brd14051. However, it has been 

found to be very effective when  𝐾 ≤ 20, together with the split and merge algorithm, and is 

therefore essential for the final results in Chapter 8. 

Split and Merge is my attempt at creating an algorithm to remove/improve an edge 𝐴 → 𝐵  

by continuously splitting a copied tour from left and right until a max depth is reached or a 

search has ‘failed’/terminated. This creates a number of subgroups which will finally be 

merged together again to complete the tour. The new copied tour replaces the original tour if 

the splits and merges improved the total tour cost. 

As it has 9 different search configurations, and any number of possible max depths, the 

possibilities are many but also time consuming. Because of the time consumption we will 

revise the algorithm and improve it with parallelization in Chapter 7.3. The parallel version is 

the one which will be used to produce the final results of this thesis in Chapter 8. 

 



57 

 

 Parallel implementations and 

improving efficiency 
Improving algorithms can be done in two ways: Either by improving the result it provides 

(lower tour cost in the end), or by improving the efficiency of which it runs. The efficiency of 

an algorithm can be improved by: 

1. Optimizing the code 

2. Modifying the algorithm 

3. Utilizing parallelism 

We will use these three techniques to improve two of the introduced sequential algorithms 

with the highest runtimes (Figure 7-1). However, all of the algorithms could be improved in 

efficiency by using parallelization. We will also look at a trivial, top-level implementation of 

running all improvements on multiple initial tours and discuss the reasons why we don’t use it 

for this thesis. 

 

Figure 7-1 Runtimes (seconds) of all sequential algorithms on the brd14051 dataset. Group, solve and 

merge(group size 13). Path move (K=1) and Split and merge (search configuration 0,0) All 

improvement algorithms are run until no improvements could be made except split and merge which is 

only run once. Run on I7 7700k 4(8) cores @ 5GHz 
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From the initial tour phase, we will improve the group, solve and merge algorithm which will 

mostly be done by utilizing parallelism, as the algorithm itself was designed to be easily 

parallelized. However, there are several ways to implement parallelism, both in protecting the 

algorithm against typical problems like deadlocks, livelocks etc (Chapter 2.3), but also in 

improving efficiency further.  

From the improvement phase, we will improve the split and merge algorithm which needs to 

undergo multiple changes to the algorithm itself before parallelization to preserve 

determinism (same input, same output). This is crucial for our case as we only implement 

improvements to the tour which means we will eventually reach a state where no 

improvements can be made by our algorithms. If each sub-result is non-deterministic it means 

that each end result will also be, resulting in unpredictable final tours. 
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 Trivial, top-level parallelization 

An easy way to improve efficiency in our program is to introduce parallelism at the highest 

level. If we want to run all improvements on many initial tours (ex all nearest neighbour 

tours), then we could divide the workload onto threads from the start as each initial tour and 

improvement phase is completely separate from each other. 

 

 

 

At the top level we could start K threads, which all call a method (synchronized by a 

𝑅𝑒𝑒𝑛𝑡𝑟𝑎𝑛𝑡𝐿𝑜𝑐𝑘) which returns the next starting node to be worked on. The thread would 

then continue to run the initial tour algorithm on the given starting node, and then run all 

improvements on that tour until completion. The improved tour is then passed to the main 

thread (list of tours) in another synchronized method (synchronized with a 𝑅𝑒𝑒𝑛𝑡𝑟𝑎𝑛𝑡𝐿𝑜𝑐𝑘). 

It would repeat until the synchronized method has no starting nodes left to return (returns 

−1). Although we do not use this in the thesis, there are parts which are similar to the later 

parallel implementations. 

Figure 7-2 Trivial, top-level parallel implementation of running improvements on many initial tours.   
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There are three main reasons why we do not use this for our thesis: 

1. It’s too simple and not interesting. 

2. By fully parallelizing the top level we create problems in implementing parallelism for 

efficiency in the underlying algorithms. 

3. Larger datasets like brd14051 can spend up to 40 hours running. Therefore, we decide 

it is better to use the processing power on reducing the runtime for each run rather than 

completing multiple runs at the same time. 

If for our 4(8) core test system we divide the workload immediately onto 8 threads then we 

will already be using 100% of the CPU. This means any extra threads or parallelization 

created by lower-level algorithms run by these threads will not have any unused processing 

power available and, will therefore now show any improvement over a sequential algorithm. 

However, it is interesting, and it shows how simple a parallel implementation can be in some 

cases, and still achieve speedups on our system 4(8) core system of about 4. 

 

 

 

 

 

 

 

 

 

 

 



61 

 

 Parallel group, solve and merge. 

As we have previously explained in chapter 5.2, there are three parts of this algorithm: 

1. Divide nodes into groups of size K based on different types of selection of nodes. 

2. Solve the optimal tour for each subgroup. 

3. Merge each optimal subgroup. 

The implementation of a parallel version does parts of step 1, and all of step 2 in parallel. We 

could also use the alternative merging in step 3 where one would merge pairwise 𝐴𝐵, 𝐶𝐷, 𝐸𝐹, 

𝐺𝐻 instead of in sequence 𝐴𝐵 then 𝐴𝐵𝐶, 𝐴𝐵𝐶𝐷, 𝐴𝐵𝐶𝐷𝐸, 𝐴𝐵𝐶𝐷𝐸𝐹, 𝐴𝐵𝐶𝐷𝐸𝐹𝐺 and finally 

𝐴𝐵𝐷𝐸𝐹𝐺𝐻. This would improve efficiency but at the severe detriment of the tour cost. Even 

if we want to merge in sequence we can start the merging process while step 1 and 2 is still 

running, either in the main thread or in an additional thread.  

 

Figure 7-3 Figure of parallel group, solve and merge algorithm. Main thread starts K threads which 

solves groups while the main thread merges simultaneously 
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Description 

The algorithm first uses one of the selection methods outlined in paragraph 5.2.1. This initial 

tour/grouping is put into an array and used as the starting point (𝑡𝑜𝑢𝑟𝑆𝑡𝑎𝑟𝑡[]). Then, new 

threads are created up to a maximum of the number of available CPU cores or the number of 

calculated subgroups. As an example: if the group size is 12 and 𝑁 =  48 , then the number 

of threads will be 4 unless the CPU has 3 or less cores available. 

𝑛𝑢𝑚𝑇ℎ𝑟𝑒𝑎𝑑𝑠 =  𝑀𝑎𝑡ℎ.min(𝑛𝑢𝑚𝑆𝑢𝑏𝑔𝑟𝑜𝑢𝑝𝑠, 𝑛𝑢𝑚𝐶𝑜𝑟𝑒𝑠) 

Thread solving 

Each thread calls the method 𝑔𝑒𝑡𝑁𝑒𝑥𝑡𝑆𝑢𝑏𝑔𝑟𝑜𝑢𝑝(), which is synchronized by a 

𝑅𝑒𝑒𝑛𝑡𝑟𝑎𝑛𝑡𝐿𝑜𝑐𝑘, which when open returns the next subgroup number the requesting thread 

should solve. The thread then converts the given subgroup portion of the integer array into a 

double linked list of nodes. It proceeds to solve the optimal path for the subgroup and places a 

reference to one of the nodes in the solved subgroup. This reference to a node in the now 

solved closed loop linked list of nodes can be used to traverse the full solved path when 

merging. 

The thread can now call the method 𝑠𝑒𝑡𝐶𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑀𝑒𝑟𝑔𝑒𝐺𝑟𝑜𝑢𝑝(𝑠𝑢𝑏𝑔𝑟𝑜𝑢𝑝_𝑖𝑑), which also 

is synchronized by another 𝑅𝑒𝑒𝑛𝑡𝑟𝑎𝑛𝑡𝐿𝑜𝑐𝑘, which when open allows the thread to mark the 

𝑠𝑢𝑏𝑔𝑟𝑜𝑢𝑝_𝑖𝑑 as solved in a global Boolean array. This means the group is now solved and 

ready for merging. It repeats and requests new subgroups until there are none nodes left to 

solve and 𝑔𝑒𝑡𝑁𝑒𝑥𝑡𝑆𝑢𝑏𝑔𝑟𝑜𝑢𝑝() returns -1 resulting in the thread dying/completing.  

Merging simultaneously 

Considering we have decided to merge in sequence (𝐴𝐵 → 𝐴𝐵𝐶 → 𝐴𝐵𝐶𝐷 etc) because of tour 

cost performance, we shouldn’t parallelise the merging itself. We could then instead wait until 

all threads are done and then merge sequentially. However, there is a better solution: we can 

merge simultaneously with step 1 and 2. For any problem where there are more than 2 groups 

there might be 2 or more groups already solved while one or more thread is still running and 

solving. This means if group A and group B are solved, they can be merged, even if there are 

K groups which still haven’t been solved. This essentially gives an earlier start to the merging 

instead of waiting until all subgroups are complete.  
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After the main thread has started all sub-threads to work it will begin calling the method 

𝑔𝑒𝑡𝑁𝑒𝑥𝑡𝑀𝑒𝑟𝑔𝑒𝐺𝑟𝑜𝑢𝑝(𝑐𝑢𝑟𝑟𝑒𝑛𝑡𝐺𝑟𝑜𝑢𝑝_𝑖𝑑). This method will return the id of the 

(𝑐𝑢𝑟𝑟𝑒𝑛𝑡𝐺𝑟𝑜𝑢𝑝_𝑖𝑑 +  1) subgroup (the next subgroup to be merged), if it is marked as 

solved and ready to be merged in the global boolean array, and -1 if it is not ready. It 

continues to merge until the main thread has merged all previously merged subgroups (which 

is now one closed loop path) with the last subgroup which completes the full tour. 

 Runtime performance of parallel group, solve and merge 

 

Figure 7-4 Speedup of runtimes of group, solve and merge algorithm, parallel vs sequential. Group 

size 10…14. Run on I7 7700k 4(8) cores @ 5GHz. 

With partial parallelism of grouping, full parallelism of solving and simultaneous merging we 

achieve speedups up towards a factor of 5. There are several outliers in Figure 7-4, which can 

be explained by the fact that some groups require more time to solve than others. If one 

subgroup dominates the runtime it is the equivalent of having a longer sequential part of the 

algorithm and will therefore slow down the total speedup.  

Another interesting result is how low the speedup is on brd14051 with group size 10. One 

explanation for this is since merging is done in sequence for both versions the lower the group 

size the faster the solving and it inversely affects merging.  
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𝑛𝑢𝑚𝑀𝑒𝑟𝑔𝑒𝑠 =
𝑁

𝑔𝑟𝑜𝑢𝑝𝑆𝑖𝑧𝑒
 

The inverse proportion does make sense on paper, but real-world testing shows the few 

additional merges because of a lower group size doesn’t affect the runtime much. Instead it is 

the in-sequence merging which stays relatively constant throughout the lower group sizes 

which is the problem. The reason is that the grouping and solving is so fast the merging never 

has the time to start and get ahead simultaneously.  

Group, solve and merge, Brd14051 approx. runtimes(seconds) 

GroupSize Sequential runtime(s) Parallel runtime(s) Time saved Speedup 

10 21.84s 14.74s 7.1s 1.48 

11 50.66s 20.30s 30.36s 2.50 

12 174.40s 41.01s 133.39s 4.25 

13 787.18s 198.04s 589.14s 3.97 

14 4 605.02s 1 066.51s 3 538.51s 4.32 
Table 7-1 Runtimes of sequential and parallel group, solve and merge algorithms on brd14051 

dataset, including time saved of parallel versus sequential and the speedup. Run on I7 7700k 4(8) 

cores @ 5GHz. 

If the merging portion of brd14051 requires about 13 seconds, but the solving only requires 

0.1 seconds to complete, then there are still at least 12.9 seconds left to merge until 

completion. Therefore, it is only when 𝑔𝑟𝑜𝑢𝑝𝑆𝑖𝑧𝑒 > 10 that the simultaneous merging has 

time to run simultaneously as the merging and therefore reduce runtimes on brd14051 by up 

to ~13s.  

The big savings come as expected from the parallel solving. For higher group sizes 

(𝑔𝑟𝑜𝑢𝑝𝑆𝑖𝑧𝑒 > 11) and the larger dataset (brd14051) the runtimes for each solve averages out 

and reveals a speedup of about ~4 on our 4 core (8 logical) Intel I7-7700K CPU. This gives us 

a savings of about 59 minutes with group size 14 on brd14051 resulting in a total runtime of 

only ~18 minutes. 
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 Parallel split and merge (SplitMergePara) 

Determinism (same input, same output) is desirable for most algorithms, and the ones where it 

isn’t are usually based on explicitly wanting a pseudo-random/unpredictable result. This 

creates a problem in our sequential version of split and merge. The original algorithm 

implements each improvement as soon as it finds them, which isn’t parallelizable while 

keeping a deterministic result. Therefore, we must modify the algorithm to better suit 

parallelism and preserve determinism. 

Description 

The most significant change to the algorithm is implementing a queue for candidate 

improvements rather than ‘implement-as-you-go’. This means threads can find candidates 

rather than finding and implementing the improvements immediately. The candidate queue 

can then be sorted by highest savings and then implement the appropriate ones sequentially.  

As the calculation of splits and merges are what consume the most amount of time, and 

implementing them takes almost none, we can assume there might be runtime improvements 

to be made. However, because the algorithm is changed we also might affect the TSP cost 

performance of the algorithm. Through further real-world testing we will see that with these 

changes we have both improved TSP cost performance and runtimes compared to the 

sequential split and merge (see Chapter 7.3.2). 
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Figure 7-5 Figure of SplitMergePara algorithm. Main thread starts K threads which solves groups 

while the main thread waits until they are complete. It then implements the candidate improvements 

(best first). 

New data structures 

Several new classes have been implemented for the parallel split and merge algorithm.  

𝑁𝑜𝑑𝑒𝐶 is a copy of a node which includes a reference to the original node (𝑜) but with copied 

𝑛𝑒𝑥𝑡 and 𝑝𝑟𝑒𝑣𝑖𝑜𝑢𝑠 variables. This is to provide the threads with the ability to split and merge 

on copies while keeping the original reference so when a candidate improvement is found the 

original node reference can be used, making later implementation by the main thread much 

easier. 

𝐼𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 contains the variables 𝑠𝑎𝑣𝑒𝑑 (how much cost the improvement can save), 

𝑑𝑒𝑝𝑡ℎ (maximum depth of the improvement) and the 𝑓𝑖𝑟𝑠𝑡𝑁𝑜𝑑𝑒 (used to ensure 

deterministic sorting). Each improvement also has a list of added/removed edges and a list of 

merges. The class is comparable on the variable saved and 𝑓𝑖𝑟𝑠𝑡𝑁𝑜𝑑𝑒, which later can be 

used to easily sort the improvement candidate list with java’s built in sorting functions. 

𝑀𝑒𝑟𝑔𝑒 contains the four nodes involved in a merge and the direction of the merge. 𝐴 is 

merged with 𝐵, and 𝐶 is merged with 𝐷. 
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 Description 

Initially the main method is called with a specific max depth, and search configuration. The 

main thread then creates a new global list of improvement candidates for this run called 

𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡𝐿𝑖𝑠𝑡. This will be used to add the candidates found by the threads which later 

will be run through and implemented by the main thread. It starts threads equal to the number 

of available cores to start searching for improvement candidates. 

𝑛𝑢𝑚𝑇ℎ𝑟𝑒𝑎𝑑𝑠 =  𝐴𝑣𝑎𝑖𝑙𝑎𝑏𝑙𝑒𝐶𝑜𝑟𝑒𝑠 

The main thread then waits on all threads until they are complete. 

Threads split and merging 

Each thread initially calls the method 𝑔𝑒𝑡𝑁𝑒𝑥𝑡𝑁𝑜𝑑𝑒() which is synchronized with a 

𝑅𝑒𝑒𝑛𝑡𝑟𝑎𝑛𝑡𝐿𝑜𝑐𝑘, and when open will return the 𝐴 node to work on. The 𝐵 node is then set 

to 𝐴. 𝑛𝑒𝑥𝑡. If there are none nodes left it will return null and the thread will complete. The 

edge the thread is attempting to ‘remove’/improve is therefore the 𝐴 → 𝐵 edge. 

The thread will then create a copy of the tour with the new structure 𝑁𝑜𝑑𝑒𝐶, create a new 

𝐼𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 with 𝑓𝑖𝑟𝑠𝑡𝑁𝑜𝑑𝑒 = 𝐴 and begin calculating a candidate improvement by 

1.  class NodeC { 
2.      Node o; 
3.      NodeC next; 
4.      NodeC prev; 
5.      ... 
6.  } 
7.   
8.  class Improvement implements Comparable<Improvement> { 
9.      double saved; 
10.      int depth; 
11.      Node startNode; 
12.      LinkedList<Edge> splits; 
13.      LinkedList<Merge> merges; 
14.      ... 
15.  } 
16.   
17.  class Merge { 
18.      boolean direction;  
19.      Node a, b, c, d; 
20.      ... 
21.  } 

Javacode 7-1 New data structures for parallel split and merge algorithm. 
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running the algorithm on this copy. This means it can make changes to the copied tour, while 

still knowing the reference to the original tour. 

The thread continues the same way as the sequential algorithm (Chapter 6.3) by first finding 

the best split forwards (𝑛𝑒𝑥𝑡) form the 𝐵 node (‘left side’) of the edge it is working on by 

using one of the three (0,1 and 2) search calculation methods: 

𝐒𝐞𝐚𝐫𝐜𝐡 𝟎 ∶ 𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝐵 → 𝐶) 

𝐒𝐞𝐚𝐫𝐜𝐡 𝟏 ∶ 𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝐵 → 𝐶) − 𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝐶 → 𝐷) 

𝐒𝐞𝐚𝐫𝐜𝐡 𝟐 ∶ 𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝐵 → 𝐶) − 𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝐶 → 𝐷) + 𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝑝𝑟𝑒𝑣𝑁𝑜𝑑𝑒 → 𝐷) 

As the left and right side can use different search methods we get a total of 9 different 

possible search configurations. Each run only uses one specific search configuration. As an 

example, the run 𝑆𝑝𝑙𝑖𝑡𝑀𝑒𝑟𝑔𝑒𝑃𝑎𝑟𝑎(0,0) will use the search calculation method 

𝐶𝑎𝑙𝑐𝐶𝑜𝑠𝑡(𝐵 → 𝐶) on both sides. See Table 6-3 for all possible search configurations. 

The removed and added edges are stored in the 𝑠𝑝𝑙𝑖𝑡𝑠 edge list of the candidate improvement 

for the current run. The added and removed edges are calculated and added to the 

improvements total saved value. It then recursively calls itself and continues with the same 

procedure but searching backwards from the 𝐴 node and setting the 𝐷 node and the new 

𝐵 node. This continues until the algorithm reaches the max depth set, or the search for a split 

returns negative (ex search from 𝐴 gives 𝐵 or vice versa). At that point the current depth is 

added to the improvement.  

Merging is done the same way as sequentially, again with the only exception being that the 

changes are done to the node copy, and the found merges are also stored in the improvements 

𝑚𝑒𝑟𝑔𝑒𝑠 list. The saved cost from the merge is also added to the total saved value of the 

improvement. After the candidate improvement has been completed with all splits and 

merges, as well as the calculated saved value, it can be stored into the global 

𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡𝐿𝑖𝑠𝑡 by calling a method 𝑎𝑑𝑑𝐼𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡(𝐼𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑖𝑚𝑝). The 

method is synchronized by a 𝑅𝑒𝑒𝑛𝑡𝑟𝑎𝑛𝑡𝐿𝑜𝑐𝑘 as multiple threads might want to add 

improvements at the same time. 
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Sorting improvements to ensure determinism 

When all threads are done, the main thread will continue work by first sorting the list of 

improvement candidates. The sorting cannot be only based on the saved value, as multiple 

improvements could have the same saved value. This means we need to use a second, unique 

variable to differentiate improvements with an equal saved value to ensure determinism. 

We could use the 𝑠𝑡𝑎𝑟𝑡𝑁𝑜𝑑𝑒’s id and simply say if 𝑠𝑎𝑣𝑒𝑑 is equal then the node with the 

highest id is determined to be ‘larger’. This does ensure determinism but isn’t based on 

anything internally in the algorithm or data structure. Instead the algorithm makes a global 

copy of the tour called 𝑁𝑜𝑑𝑒 𝑐𝑜𝑚𝑝𝑎𝑟𝑒𝑇𝑜𝑢𝑟 before implementing any improvements. Inside 

the comparable method in the 𝐼𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 class we include the method 

𝑐𝑜𝑚𝑝𝑎𝑟𝑒𝑁𝑜𝑑𝑒𝑃𝑜𝑠𝑖𝑡𝑖𝑜𝑛𝑠(𝑁𝑜𝑑𝑒 𝑎, 𝑁𝑜𝑑𝑒 𝑏) which returns the first node of the two nodes 

𝑁𝑜𝑑𝑒 𝑎 and 𝑁𝑜𝑑𝑒 𝑏 it finds in the global copy 𝑐𝑜𝑚𝑝𝑎𝑟𝑒𝑇𝑜𝑢𝑟. Since 𝑐𝑜𝑚𝑝𝑎𝑟𝑒𝑇𝑜𝑢𝑟 doesn’t 

change during the run it will give a deterministic result when comparing two improvements 

and its 𝑠𝑡𝑎𝑟𝑡𝑁𝑜𝑑𝑒 (only maximum one improvement per 𝑠𝑡𝑎𝑟𝑡𝑁𝑜𝑑𝑒). The list is sorted in 

reverse to have the highest values first.  

 

Javacode 7-2 compareTo method inside the class Improvement, ensuring determinism when sorting by 

using the startNode of improvements being compared, and searching the global tour copy which 

returns the id of the first of the two nodes it finds. 

 

 

1.  class Improvement implements Comparable<Improvement>{ 
2.      ... 
3.      public int compareTo(Improvement e) { 
4.          double comp = saved - e.saved; 
5.          if (comp == 0) { 
6.              if(startNode.id==compareNodePositions(startNode, e.startNode)){ 
7.                  return 1; 
8.              } else { 
9.                  return -1; 
10.              } 
11.          } else if (comp > 0) { 
12.              return 1; 
13.          } else { 
14.              return -1; 
15.          } 
16.      } 
17.  } 
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Implementing improvements 

After sorting we can start implementing candidate improvements. If a node is part of an 

implemented improvement by either being; added or removed in a split, or part of a merge, 

then it is flagged in a Boolean array as ‘improved’ for this run. This means the node has 

changed its state in the tour to the point where the found candidate improvement might not be 

either possible nor beneficial anymore. We could recalculate or check if the improvement is 

still possible to implement, but it is fine to discard these candidates because we know the full 

algorithm will be run at least one more time after an improvement has been made in a 

previous run. 

Another pitfall is that the structure of the tour can be substantially changed affecting many 

candidate improvements even if the specific nodes haven’t been part of any improvement. 

This means the algorithm must check for each implementation of splits and merges to make 

sure that the target 𝐶 node doesn’t cross with the target 𝐷 node. If they do cross, then we can 

use the improvements lists to undo all splits and merges made for that specific improvement 

and discard it. If only the direction of parts of the tour has changed then the algorithm adjusts 

accordingly when implementing.  

When all improvements are either implemented or discarded then the algorithm has 

completed one run through all nodes and returns true if any improvements have been 

implemented. 
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 Runtime performance of parallel split and merge 

 

Figure 7-6 Speedup of runtimes of SplitMergePara algorithm, parallel vs sequential. Search 

configurations (0,0), (1,1) and (2,2). Run on I7 7700k 4(8) cores @ 5GHz. 

Comparing the new 𝑆𝑝𝑙𝑖𝑡𝑀𝑒𝑟𝑔𝑒𝑃𝑎𝑟𝑎 running sequentially and in parallel gives predictable 

results for any non-trivial dataset as the whole major workload (finding splits and merges) is 

fully parallelized. The speedup goes up towards 5 on our 4(8) core system, however the 

runtimes are quite interesting: 

SplitMergePara, Brd14051 approx. runtimes(seconds) 

Config Sequential runtime(s) Parallel runtime(s) Time saved Speedup 

0,0 5 082.85s 1 247.78s 3 835.08s 4.07 

1,1 71 233.30s 15 257.12s 55 976.18s 4.67 

2,2 24 379.30s 5 411.75s 18 967.55s 4.50 
Table 7-2 Runtimes of one run of sequential and parallel SplitMergePara on the brd14051 dataset, 

including time saved of parallel versus sequential, and the speedup. Run on I7 7700k 4(8) cores @ 

5GHz. 

These results compared to the first version of split and merge show that the new algorithm 

supposedly runs worse. This is because the first algorithm worked by implementing each 

improvement immediately as they were found, shortening each subsequent search. As the 

algorithms are run on a non-improved nearest neighbour tour the results are quite deceiving, 

giving us in many cases a worst-case runtime. However, as we will see in Chapter 8.5, the 
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total runtime for the full improvement stack is in fact substantially improved with the new 

𝑆𝑝𝑙𝑖𝑡𝑀𝑒𝑟𝑔𝑒𝑃𝑎𝑟𝑎. 

Also, as mentioned before in Chapter 6.3.2, the group sizes created and the number of times 

the search terminates before reaching the max depth highly affects the runtimes. The group 

sizes alone can affect runtimes up to more than 1000 times longer (worst case brd14051 with 

max depth 2, see Chapter 6.3.2) due to the increase in the number of pairs to compare when 

merging.  

 Conclusions 

A trivial, top-level parallel implementation is possible and would result in a speedup of up 

to around 4. However, it would be too simplistic, limit resources to improve lower level 

algorithms and improve only the total runtimes on multiple runs and not any specific run. 

Improving runtimes for a specific run is desirable when running on large datasets (like 

brd14051) where only one run is feasible to complete within a reasonable amount of time. 

Parallel group, solve and merge is a two-step efficiency improvement over the sequential 

version. First the main workload of grouping and solving is parallelized into threads. Then the 

main thread will simultaneously start merge as the first groups are completed in order to get a 

head start on the merging instead of waiting until all solving is completed.  

This results in speedups varies widely from 1.5 to 5 because of the possible groups created on 

certain datasets and certain group sizes gives some subgroups which use an extraordinary 

amount of time to solve. However, the algorithm itself isn’t changed and preserves the same 

cost performance as the original sequential version. 

Even though speedup is improved, the cost and structure of resulting tours from this algorithm 

aren’t any better than the nearest neighbor algorithm, which is why it will not be used to get 

the final tour results of this thesis in Chapter 8. 

Parallel split and merge (SplitMergePara) changes the original sequential algorithm from 

an ‘implement-as-you-go’ approach into creating a candidate list of possible improvements 

and implementing only after all possible improvements are found. This is done to preserve 

determinism (same input, same output) when done in parallel. The sorting of the candidate list 

is crucial, as candidates which are equal in cost savings must be differentiated by a second 
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variable to ensure no candidates are the same, and therefore preserve determinism. When 

candidate improvements are implemented the nodes participating in the improvements are 

flagged as improved and any future candidates in the same run which includes these nodes are 

removed. 

Speedup of the new algorithm run in parallel versus the new algorithm run sequentially is as 

expected fairly stable around 4-5, as the sequential implementation of candidates is extremely 

quick compared to the finding (splitting and merging) of candidate improvements.  

The cost performance is also changed and the first couple of runs will implement fewer 

changes than the original sequential algorithm. This is because of the Boolean array 

protecting nodes will result in many discarded candidate improvements (if one long edge is 

‘bad’ we can expect several candidates to include it). However, as we intend to run all 9 

possible search configurations, and two different depths, we will see that the new algorithm 

doesn’t require any more runs over the complete improvement stack compared to the original 

sequential version. This new parallel split and merge algorithm is what will be used alongside 

the other improvement algorithms in Chapter 8. 
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 Results 
As we now have described all of the algorithms created for this thesis we can explore the 

most important part; which is how they perform together. For the specific problem chosen, the 

travelling salesman problem, the cost performance is the most important factor to consider. It 

is only after the best cost performance has been made we will implement efficiency 

improvements, as we have shown through parallelization and other methods in Chapter 7. 

First, we will begin by using one of the initial approximations outlined in Chapter 5 and 7.2. 

Then we will use an arrangement of the improvement algorithms outlined in Chapter 6 and 

7.3 to improve the initial approximation until no further improvements can be found. 

 Selecting an initial approximation 

We have two different algorithms to choose from for creating initial tours. The only way to 

truly know which one produces the best initial tours is to compare the final tours after all 

improvements have been made. This is because the structure and how much it suits 

improvement for our improvement algorithms is more important than the cost of the initial 

tour. But there are several properties we can compare: 

Nearest neighbour  

- Produces on average a better tour, but can easily get locked into producing many 

similar tours which for some datasets (Att532) give long paths which are far from 

optimal and hard to improve with our algorithms. 

- Extremely quick and can therefore be run many times to get multiple initial tours. (all 

nearest neighbours) 

- Trivial and undesirable in its possible parallelization. (Chapter 7.1) 

Parallel Group, solve and merge 

- Worse average tours, and rarely best tours (att48). Gives a larger variety of tours, for 

better or worse. 
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- Much slower for higher group sizes, even after parallelization. 

- Interesting and much improved with parallel version. (Chapter 7.2) 

Although group, solve and merge did in fact reach optimal earlier in the development of the 

improvement algorithms (in the case of our two smallest datasets att48 and bier127), 

eventually the nearest neighbour algorithm, and running the improvements on all possible 

nearest neighbour tours, produced the best results on average. This is a new method which 

easily improves cost results, especially when bound by improvement only based improvement 

algorithms (more initial tours and improvement runs gives us more chances to reach optimal). 

However, the group, solve and merge was more interesting in terms of exploring efficiency 

and parallelism. 

 Selecting improvement algorithms 

For improvement we can use all three final improvement algorithms. However, swapping 

edges has problems working together with the other algorithms which means it will never be 

used. 

Swapping edges 

Although it is quick and highly effective in the short term, it will be shown through testing 

that it reduces the possible better improvements by the other two algorithms, which is why it 

will never actually be used to improve anything. The other algorithms improve so much that if 

we eventually run swapping edges after all other algorithms are completely done, it will never 

find any possible improvement. 

Path move 

Moving a node into a better position in the tour has throughout development been very 

effective while having a relatively low impact on runtimes. However, when we run the 

algorithm multiple times for multiple different 𝐾’s (𝐾 number of nodes in a path to move) we 

eventually increase the runtimes to the point where it is not a non-inconsequential factor 

anymore.  
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We have also found that it works well when running 𝐾 ≤ 20 together with the parallel split 

and merge algorithm, and will only be run with 𝐾 > 20 when the rest of the stack cannot find 

any more improvements. 

Another possibility is the direction/order of each path move. We could either start at 𝐾 = 1 

and go up towards the limit we want to reach. Or we could start at the limit and go down to 

𝐾 = 1. Through testing we do get different results, but we cannot conclusively say which 

version is best. 

Parallel Split and merge (SplitMergePara) 

It will be shown to be the most important algorithm in producing this thesis’ lowest cost tours. 

With 9 different search configurations and any number of different max depths the 

possibilities are many. However, through testing we have found it beneficial to run all 9 

search configurations, as well as using two different max depths (2 and 6). This results in 18 

different runs of split and merge for each total run of the improvement stack 

 Improvement stack 

With all 18 versions of parallel split and merge, and 2 versions of path move (ignoring 

direction) we have 20 different ‘algorithms’ to run in the full improvement stack. That gives a 

possible number of orderings of: 

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑝𝑜𝑠𝑠𝑖𝑏𝑙𝑒 𝑜𝑟𝑑𝑒𝑟𝑖𝑛𝑔𝑠 = 20! 

While testing all possible orderings isn’t feasible, we can try some and see which of those 

work best on average. 

The stack is run until no improvements can be made by any of the chosen algorithms. 
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Javacode 8-1 Simplified javacode of best average improvement stack which is run until no 

improvements can be made. 

The given code is simplified and most importantly it doesn’t include a current and previous 

run cut-off variable which remembers which number algorithm or configuration that 

implemented the last improvement. With the cut-off we can skip algorithms/configurations in 

the next run which are after the cut-off point, unless a new improvement is found in the 

current run. As an example, if algorithm C improved the algorithm last in run 2, we can skip 

all algorithms after C in run 3 if algorithms A-C in run 3 don’t implement any improvements.  

Another interesting efficiency improvement is that we do not need to change the 

𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡𝑠𝑀𝑎𝑑𝑒 boolean even if 𝑃𝑎𝑡ℎ𝑀𝑜𝑣𝑒(1…20) makes an improvement, because 

we always run 𝑃𝑎𝑡ℎ𝑀𝑜𝑣𝑒(1…𝐾) again at the end if no improvements have been made by 

the 𝑆𝑝𝑙𝑖𝑡𝑀𝑒𝑟𝑔𝑒𝑃𝑎𝑟𝑎 runs. However, if the last path move run does yield an improvement we 

must run the full stack again. 

 

 

 

1.  do {  
2.      boolean improvementsMade = false;  
3.      int maxPath = Math.min((n/2)+1, 20) 
4.      for (i = 1; i <= maxPath; i++) {  
5.          PathMove(i); 
6.      }  
7.      for(depth = 2; depth <= 6; depth += 6) {  
8.          if(SplitMergePara(2, 1, depth)) improvementsMade = true;  
9.          if(SplitMergePara(2, 0, depth)) improvementsMade = true;  
10.          if(SplitMergePara(1, 2, depth)) improvementsMade = true;  
11.          if(SplitMergePara(0, 2, depth)) improvementsMade = true;  
12.          if(SplitMergePara(2, 2, depth)) improvementsMade = true;  
13.          if(SplitMergePara(1, 1, depth)) improvementsMade = true;  
14.          if(SplitMergePara(0, 0, depth)) improvementsMade = true;  
15.          if(SplitMergePara(1, 0, depth)) improvementsMade = true;  
16.          if(SplitMergePara(0, 1, depth)) improvementsMade = true;  
17.      }  
18.      if (improvementsMade == false) {  
19.          maxPath = Math.min((n/2)+1, 300)  
20.          for(int i = 0; i < maxPath) {  
21.              if(PathMove(i)) improvementsMade = true;  
22.          }  
23.      }  
24.  } while (improvementsMade == true);  

http://www.google.com/search?hl=en&q=allinurl%3Amath+java.sun.com&btnI=I%27m%20Feeling%20Lucky
http://www.google.com/search?hl=en&q=allinurl%3Amath+java.sun.com&btnI=I%27m%20Feeling%20Lucky
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 TSP cost results 

The results are categorized based on best average results (one configuration on all datasets) 

and best results (different configurations for different datasets).  

Because we use the method of running all nearest neighbour to get 𝑁 initial tours and 

subsequently run the full improvement stack on each, we can also review how many of the 

initial tours reach the optimal cost (‘#Optimal’), and the percentage of how many of the 𝑁 

initial tours reach the optimal cost. For each dataset except a280 this means each optimal 

found is the exact same tour, as each of those datasets only have one optimal tour. As 

expected the program also finds several different optimal tours of the same optimal length for 

the a280 dataset. 

 Best average TSP results 

 Best average TSP cost results (one stack configuration) 

Datasets Approximation Optimal % Difference # Optimal 

att48 10 628 10 628 0% 21 (43.75%) 

bier127 118 282 118 282 0% 16 (12.60%) 

a280 2 579 2 579 0% 44 (15.71%) 

att532 27 871 27 686 0.67% 0 (0%) 

brd14051 476 645 469 385 1.55% - 
Table 8-1 Best average cost results found based on the same improvement stack configuration as 

shown in Javacode 8-1. Brd14051 only run on one initial nearest neighbour tour. 

By running one specific improvement stack configuration (Javacode 8-1) on our 𝑁 nearest 

neighbour initial tours we manage to reach optimal solutions for 3 out of our 5 chosen 

datasets. This shows versatility in the algorithms, as each of the smaller datasets are quite 

different in their structure. 

As well as reaching the optimal cost, we manage to reach it multiple times for different initial 

tours. Att48 reaches the optimal tour 21 times out of the 48 initial tours. Bier127 reaches the 

optimal tour 16 times out of the 127 initial tours. A280 reaches the optimal tour cost 44 times 

out of the 280 initial tours, and 22 of them are different optimal tours. 
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The optimal tours for the att48 and bier128 datasets are: 

 

As mentioned before, there are many different possible optimal tours for the a280 dataset. The 

reason is mainly because of the grid-like structure of the nodes, and the many possible equal 

length edges. Here are 5 of the different optimal tours found for a280: 

 

Figure 8-3 A280, 5 of the different optimal tours found (cost 2 579), plotted next to each other, where 

each tour represented by a different colour. See Appendix C for version with 1 tour. 

Figure 8-2 Bier127 optimal tour (cost 118 282) 

found. See Appendix B for the full-size image. 
Figure 8-1 Att48 optimal tour (cost 10 628) 

found. See Appendix A for the full-size image.   
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 Best TSP results 

There are three different methods used to further improve the results of specific datasets. 

1. Different ordering of the algorithms in the improvement stack. As previously 

mentioned we have tested up to 20 different orderings on our default datasets. However, 

the best average improvement stack we have found usually isn’t far away from the results 

of any other tested improvement stack ordering regardless of dataset. 

2. Improving the longest edges before running the improvement stack. We can run 

𝑆𝑝𝑙𝑖𝑡𝑀𝑒𝑟𝑔𝑒 (usually search configuration (2,0)) on the tour’s longest edges, where the 

minimum edge length can be adjusted to a factor K (usually 10) of the average edge cost. 

For larger datasets this method can be quite effective. 

𝑚𝑖𝑛𝐿𝑜𝑛𝑔𝑒𝑠𝑡𝐸𝑑𝑔𝑒 =  𝑎𝑣𝑒𝑟𝑎𝑔𝑒𝐸𝑑𝑔𝑒𝐶𝑜𝑠𝑡 ∗  𝐾 

3. Using Group, Solve and Merge on all nearest neighbour initial tours, (gives best result 

for att532) or using the best nearest neighbour algorithm on some of the larger datasets. 

We have also tested but discarded several poor performing variants of 𝑆𝑝𝑙𝑖𝑡𝑀𝑒𝑟𝑔𝑒𝑃𝑎𝑟𝑎: 

- Running all search configurations before implementing. 

o Implementing only one improvement before redoing the search. 

- Varying/increasing maximum depth. 

 Best TSP cost results (different configurations) 

Datasets Approximation Optimal % Difference # Optimal 

att48 10 628 10 628 0% 32 (66.67%) 

bier127 118 282 118 282 0% 18 (14.17%) 

a280 2 579 2 579 0% 52 (18.21%) 

att532 27 747 27 686 0.22% 0 (0%) 

brd14051 476 480 469 385 1.51% - 
Table 8-2 Best cost results found based on using either different ordering of the algorithms in the 

improvement stack, improving the longest edges before the rest of the improvements or using group, 

solve and merge. Brd14051 only run on one initial nearest neighbour tour. 

Using the aforementioned methods, we can increase the amount of initial tours 𝑁 that reach 

optimal for our 3 smallest datasets, as well as reducing the best tour found for att532 (0.67% 

to 0.22% from optimal) and brd14051 (1.55% to 1.51% from optimal). 
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Figure 8-4 Att532, best tour found, 0.22% from optimal (cost 27 686). See Appendix C for full-sized 

version. 

Att532’s best result was achieved by running the 

group, solve and merge algorithm with group size 

10 on all 𝑁 nearest neighbour tours and the full 

improvement stack. 

Brd14051’s best result was achieved by improving 

the longest edges of cost: 𝑎𝑣𝑒𝑟𝑎𝑔𝑒𝐸𝑑𝑔𝑒𝐶𝑜𝑠𝑡 ∗ 10 

on the nearest neighbour tour (Node 0) before 

running the full improvement stack. 

 

 

 

 

 

 

Figure 8-5 Brd14051 best tour found, 1.51% 

from optimal (cost 476 480). See Appendix D 

for full -sized version. 
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 TSP results on other relevant datasets 

Best TSP cost results 

Datasets Approximation Optimal % Difference # Optimal 

att48 10 628 10 628 0% 32 (66.67%) 

eil51 426 426 0% 3 (5.88%) 

berlin52 7 542 7 542 0% 26 (50.00%) 

st70 675 675 0% 21 (30.00%) 

eil76 538 538 0% 24 (31.58%) 

pr76 108 159 108 159 0% 51 (67.10%) 

kroA100 21 282 21 282 0% 16 (16.00%) 

kroB100 22 141 22 141 0% 45 (45.00%) 

eil101 629 629 0% 1 (0.99%) 

lin105 14 379 14 379 0% 105 (100.00%) 

pr107 44 303 44 303 0% 30 (28.04%) 

pr124 59 030 59 030 0% 68 (54.84%) 

bier127 118 282 118 282 0% 18 (14.17%) 

pr136 96 772 96 772 0% 7 (5.15%) 

pr144 58 537 58 537 0% 129 (89.58%) 

pr152 73 682 73 682 0% 9 (5.92%) 

u159 42 080 42 080 0% 17 (10.69%) 

ts225 126 643 126 643 0% 203 (90.22%) 

pr226 80 369 80 369 0% 147 (65.04%) 

pr264 49 135 49 135 0% 3 (1.14%) 

a280 2 579 2 579 0% 51 (18.21%) 

pr299 48 191 48 191 0% 40 (13.38%) 

lin318 42 091 42 029 0.15% 0 (0.00%) 

pr439 107 576 107 217 0.33% 0 (0.00%) 

att532 27 747 27 686 0.22% 0 (0.00%) 

pr1002 261 804 259 045 1.06% - 

vm1084 241 273 239 297 0.82% - 

vm1748 339 527 336 556 0.88% - 

u2319 236 323 234 256 0.88% - 

pr2392 382 650 378 032 1.22% - 

brd14051 476 480 469 385 1.51% - 
Table 8-3 Best cost results on all standard datasets (different configurations), as well as 26 other 

euc_2d, integer valued datasets. For datasets with n > 1000 we only run improvements on one initial 

tour, and for datasets with n <= 1000 we run on all N nearest neighbour initial tours. 

Most of the results in Table 8-3 have been derived from running the standard best average 

improvement stack configuration. The exceptions are for the further improved results on our 

standard datasets (att48, bier127, a280, att532 and brd14051, as described in Chapter 8.4.2), 

and some of the new tested datasets: pr136, p264, line318, pr1002, vm1084, vm1748 and 

pr2392, by using the same methods outlined in Chapter 8.4.2. 
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From the results we can see that for all tested datasets of 𝑁 < 300 our algorithms are able to 

reach the optimal solution.  

 TSP efficiency results 

We have now found the best average improvement stack and tested it on most relevant 

datasets in the TSP library to get the final TSP tour cost performance. With this standard 

ordering set we can finally review the speedup between running the improvement stack with 

𝑆𝑝𝑙𝑖𝑡𝑀𝑒𝑟𝑔𝑒𝑃𝑎𝑟𝑎 in sequential versus parallel mode. 

 

Figure 8-6 Speedup of the best average improvement stack on N nearest neighbour initial tours (only 

1 initial tour for brd14051), with Sequential SplitMergePara vs Parallel SplitMergePara.. Run on I7 

7700k 4(8) cores @ 5GHz. 

The total speedup of the improvement stack is naturally determined by the two algorithms run 

within the stack. 𝑃𝑎𝑡ℎ𝑀𝑜𝑣𝑒 which is fully sequential and 𝑆𝑝𝑙𝑖𝑡𝑀𝑒𝑟𝑔𝑒𝑃𝑎𝑟𝑎 which is almost 

fully parallel (sequential part’s runtime cost is negligible, see Figure 7-6). Therefore, as 

expected, the total speedup is lower than the number of cores available because of the runtime 

of the sequential 𝑃𝑎𝑡ℎ𝑀𝑜𝑣𝑒 algorithm (Amdahl’s Law, see Chapter 2.3.4). The algorithms 

are also affected by the datasets structure which can affect runtimes in a way which is not 

directly proportionate to the dataset’s size (see Table 6-2), which also correlates to the final 

speedup. 
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Another effect on the potential speedup on smaller datasets is that a specific call to the 

𝑆𝑝𝑙𝑖𝑡𝑀𝑒𝑟𝑔𝑒𝑃𝑎𝑟𝑎 algorithm might execute too fast to fully utilize the parallelism. We can 

also expect runtimes of subsequent runs of the algorithm to drop when the tour already has 

been substantially improved. 

Total runtimes of best average improvement stack on AllNN initial tours 

dataset SEQ SplitMergePara PAR SplitMergePara Time saved Speedup 

att48 1.19s 0.76s 0.43s 1.56 

bier127 88.18s 31.12s 56.06s 2.83 

a280 836.15s 350.03s 486.12s 2.39 

att532 3 451.33s 1 326.20s 2 125.13s 2.60 

br14051 142 529.24s 37 655.11s 104 874.13s 3.78 
Table 8-4 Total runtimes of the best average improvement stack on N nearest neighbour initial tours 

(only 1 initial tour for brd14051), with sequential SplitMergePara and parallel SplitMergePara, 

including time saved and speedup. 

By parallelizing 𝑆𝑝𝑙𝑖𝑡𝐴𝑛𝑑𝑀𝑒𝑟𝑔𝑒 we have saved about 30 hours of total runtime on the 

brd14051 dataset. So, instead of implementing a trivial, top-level parallelization (Chapter 7.1) 

we have chosen to improve the runtime of the algorithm itself and consequently reduced the 

runtime from ~40 hours down to a more manageable ~10 hours. However, if we wanted to 

implement the trivial, top-level parallelization we could get up to about 4 results in the same 

amount of time as the sequential version, potentially finding a better tour. But as mentioned 

before, we are mortal beings bound by time, and reducing the total runtime was considered far 

more important for the larger datasets.  
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 Conclusions 
The goals of this thesis have been to design algorithms to solve the symmetric travelling 

salesman problem and improve their efficiency with parallelism. Our approach has been to 

find an initial approximation and further improve it with improvement only based algorithms. 

By running real-world testing, we have compared both cost and runtime performance of our 

algorithms, improved some of them with parallel versions, and examined how they can best 

work together.  

TSP 

Our algorithms have achieved good results, with optimal solutions found for three out of our 

five standard datasets, as well as finding optimal solutions for all tested datasets tested where 

𝑛 < 300 (22 different datasets). For all problems tested that are larger than 300 we managed 

to find best tours which were less than 2% worse than optimal. In real-world applications of 

the symmetric travelling salesman problem (ex logistics) we could assume the problem size to 

be within what we would expect the presented algorithms most likely would find an optimal 

solution for (𝑛 < 300). 

We have performed rigorous testing of both cost and runtime performance on all algorithms, 

as well as tested and evaluated how they affect each other. We have observed that changing 

the ordering of the algorithms and their configurations can produce very different results. 

Another observation is that a lower cost initial tour doesn’t necessarily produce a better end 

result, as a poor tour structure can impact our improvement only based algorithms 

substantially. Based on this testing we have also found the three algorithms which perform the 

best together, and we have found a good ordering of said algorithms which produces the best-

known results on average for our datasets. First, we use the method of finding All Nearest 

Neighbour initial tours (𝑁 different tours with different starting node), then we improve all of 

the initial tours with a combination of the algorithms Path Move (K nodes moved) and 

Parallel Split and Merge (Nine different search configurations and two different depths). 
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Parallelism and efficiency 

After all performance testing was done on our sequential algorithms we proceeded to improve 

efficiency by implementing parallel versions of the two algorithms with the highest runtimes.  

The group, solve and merge algorithm was designed for parallelism and therefore could keep 

the same structure as the sequential version. The main work load of solving was divided into 

threads, and the merging was improved to be done simultaneously. However, due to its sub-

par TSP performance it was not used further to generate the best average results.  

Split and merge had to go through several changes to preserve determinism when done in 

parallel, including the addition of a candidate list of improvements rather than the original 

‘implement-as-you-go’ approach. The main work load of splitting and merging is done in full 

parallel, while the improvements were implemented sequentially afterwards. Its TSP 

performance was also slightly improved through these changes. 

Both parallel versions were successful and reached speedups about equal to the number of 

CPU cores available. 

 Last words 

We have been able to find the optimal solution of many datasets for the NP-hard travelling 

salesman problem within a reasonable amount of time, by using some relatively simple 

algorithms, and some original and somewhat more complex algorithms 

(𝐺𝑟𝑜𝑢𝑝𝑆𝑜𝑙𝑣𝑒𝑀𝑒𝑟𝑔𝑒 and 𝑆𝑝𝑙𝑖𝑡𝑀𝑒𝑟𝑔𝑒). The parallelization of two algorithms (and the 

discussion of a third, top-level parallelization) have shown significant (up towards the number 

of cores available) runtime improvements by utilizing the available CPU cores on a modern 

computer system. 
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 Further work 
The experience of writing a Master’s thesis has been both challenging and wonderful. 

Somehow the most difficult part has been to acknowledge that our time is limited, and some 

interesting ideas couldn’t/shouldn’t be explored. However, the ideas we managed to complete 

and fully test were most definitely rewarding in both results and experience. Some ideas for 

further work are: 

- Testing even more possible orderings to potentially find an even better average 

improvement stack. 

- Investigate if implementing a better and more advanced initial tour would result in 

better results for larger datasets. 

- Implement other algorithms to work with the existing algorithms to increase 

performance (and try to reach optimal) on larger datasets. As an example, we could 

also explore non-improvement only based algorithms to relieve the biggest limitation 

of the thesis which is the ‘dead-ends’ the improvement stack reaches when our 

algorithms cannot find any further improvements to be made. One could also attempt 

to combine results from different runs to produce better end results. 

- Evaluate efficiency performance on multiple different computer systems with different 

CPU’s with varying clock-rate, core count and computational power. 

- Implement a version to be run on a supercomputer/computer cluster. As an example, 

the trivial, top-level implementation described in Chapter 7.1 might be suited for a 

cluster when running on large datasets (long individual computational time and data 

can be kept separate). 

- Evaluate and/or implement parallel versions of existing algorithms and programs for 

solving TSP (Concorde etc).  

- Explore other TSP-like problems, possibly with multiple (K) salesmen and/or multiple 

(P) start/end points, which simulate other real-world examples in logistics. (As an 

example, a company like Amazon has many warehouses with many delivery drivers 

for each) 
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