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Abstract
Insider threats constitute a major problem for many organizations. Traditional security mechanisms, such as intrusion detection systems and firewalls, do not represent optimal solutions for insider threat detection and
prevention. That is because insider threats are generally performed by people that are already trusted, and who possess access to, and knowledge of,
important organizational assets.
In this thesis, we explore three possible approaches to applying machine
learning to classify insider threat behaviors; supervised-, unsupervised-,
and reinforcement learning. We describe the development of an unsupervised machine learning system that aims to detect malicious insider threat
activity by analyzing data from different technical sources. The system was
developed to be simple and easy to assemble. By utilizing existing machine
learning algorithms we tested the performance of this system. The results
showed that the system was able to detect malicious insider activity with
a weak to moderate positive relationship in the training phase, and a negligent positive relationship in the testing phase. The results suggest that
we cannot solely rely on this machine learning system for the detection of
insider threats with the system in its current state. We conclude from these
preliminary explorations that machine learning shows some promise as a
measure for insider threat detection if used in adjunct to manual forensics
work. To improve the performance of the current system, it seems necessary to include more substance to the selected features, such as the name
of files, subject and header of e-mail, what type of websites are visited. In
addition, the physical security and cybersecurity aspects, as well as psychological, and organizational factors should be addressed when considering
the insider threat. Future research should focus on acquiring real datasets,
aggregation of insider threat scenarios and use cases, and testing different machine learning approaches both from technical and non-technical
sources.
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Chapter 1

Introduction
This master thesis will look into different approaches to address the insider
threat problem. We explore the possibilities of developing a lightweight
system that is manageable and which may assist the detection of insider
threats based on existing machine learning algorithms. Furthermore, we
look at an alternative and complementary way to detect and mitigate
insider threats through physical security. Ultimately, the two solutions
may be combined in a reinforced, holistic approach to the insider threat
problem.
Organizations are spending more on security; roughly around 78%
of global organizations say that they are planning to spend more money
on security, an increase from 73% last year, according to Thales Data
Threat Report [94]. Further, 34% expect to spend "much more" on security.
However, it is reported that the amount of data breaches is increasing;
36% of the organizations in the study report that they have suffered a data
breach in the last year [94]. Further Ernst & Young’s Global Forensic Data
Analytics Survey 2018 [25], indicates that organizations second biggest
concerns this year is data breach and insider threat, only second to data
protection and data privacy compliance.
However, detecting and mitigating insider threats are difficult tasks.
That is because insider threats are generally performed by people that are
already trusted, and possess access and knowledge of critical organizational assets. Traditional security mechanisms are therefore not sufficiently
effective and adequate for insider threat detection. An insider threat detection program is necessary to help us through the enormous logs of data that
is generated from network activity and other electronically logged events,
explicitly looking for aberrant behavior from employees. Machine learning can help organizations fill these resource- and skill gaps to mitigate
emerging threats [16]. Researchers have previously tried to apply a number of methods proven effective in the detection of external threats, and
employed them for detection of insider threats with varying success. There
has also been created security systems that are proven to be too difficult to
maintain. The physical aspect of security concerning insider threats seem
to be overlooked and remains unexplored, despite the possibility to utilize
these logs to detect breaches in security policies and fix vulnerabilities.
1

1.1

Research Question

Insider threats are one of the biggest threats to an organization. Not because it is the most common threat, but because it is the most dangerous
and costly one. Besides, it is challenging to detect and prevent these threats
as the malicious actors are people we already trust.
In this thesis, we want to investigate how we can apply machine learning to technical data about users in an organization. In addition, we want
the system to be simple; it should not require domain experts to adjust the
system to the environment (organization), and it should depend only on a
few features1 . The reason for this is that we want as many organizations as
possible to be able to deploy the system.
Physical security should be integrated into the security analytics of any
security-aware organization. This master thesis will also focus on identifying whether physical security analytics can aid the detection of insider
threats.
We have formulated the following research questions for this thesis:
Q1) How can we utilize machine learning for the detection of insider
threats in a manner that will require little domain expertise?
Q2) How can physical security analytics aid the detection of insider threats?

1.2

Research Method

The methodological approach utilized in this thesis can be divided into five
stages: awareness, proposition, development, evaluation, and conclusion
[97]. In the awareness stage, we read up on current background literature and try to understand the present situation. Next, we proceed to the
proposition stage, where we envision how we could contribute to help the
situation. Further, we proceed to the development stage, where we create
our envisioned contribution. Next, we evaluate our contribution with performance measures. Finally, we present the results with an evaluation and
a conclusion. However, the stages are not strictly chronological as we, for
example, try to stay updated on related work, because of fast developments
in the field of study.
The awareness stage of our thesis are covered mainly by two fields of study,
insider threats and machine learning. The motivation was to combine the
two fields of study and use what we had learned to develop a machine
learning system that focuses on detecting malicious insider threats.
1 An

individual measurable property or characteristic of a phenomenon being observed

[65]

2

1.3

Status of Cybercrime

In this section, we seek to outline and clarify the status of cybercrime both
in Norway and internationally.

1.3.1

Norway
A tiny tussock can topple a big cart
Norwegian idiom

The Norwegian idiom is used by Nasjonal Sikkerhetsmyndighet2 (NSM)
to describe the threat landscape for Norwegian businesses. Even small
incidents and details may trigger severe security breaches. An attacker will
only need to identify a straightforward weakness to get a point of entry
and potentially cause havoc. Therefore, it is essential for organizations
to identify vulnerabilities independently if they exist in the physical or
digital space [64]. With the increased adaptation of technology the threat
landscape has become broader and more prominent. In 2017, 14,712
digital vulnerabilities with a Common Vulnerabilities and Exposures (CVE)
number were added to a shared global reference database, demonstrating
an increase from 2016 by 228% [64]. Further, NSM handled and coordinated
22,000 unwanted events in both 2016 and 2017 [63, 64]. Nonetheless, it is
expected to be a large number of the dark figure, as companies detect and
deal with the many events themselves, without reporting it to NSM or other
authorities. In a survey conducted by PricewaterhouseCoopers (PwC) in
collaboration with Finans Norge and NorSIS, 58% of 200 respondents from
the private industry say that they have been exposed to cybercrime the last
year [63]. A quarter says that this has cost them more than one million
NOK. The Dark Figure Investigation of the Norwegian Business Security
Council (NSR) shows that more than a quarter of 1500 respondents were
exposed to an "undesired event" and that 14% of them had been exposed
to a loose-money virus. The 2015 crime and security survey in Norway
[44] revealed that 28% of all organizations have at some point uncovered
a malicious insider, while the equivalent survey in 2017[45] revealed that
one out of ten organizations had uncovered malicious insiders in the
last two years. Only 37% of the cases were reported to the authorities,
and the primary reason for the low ratio of reported incidents is because
organizations think that the police will drop the case [44, 45].

2 Norwegian

National Security Authority

3

1.3.2

Internationally

2017 was an active year for cybercriminals internationally, with a huge
list of cybercriminal events. The most notable event was the infamous
ransomworm 3 WannaCry that spread across 150 countries and cost billions
of USD. As well as the ransomworms NotPetya and Bad Rabbit, which
targeted critical infrastructure in Ukraine. Cybercrime is one of the fastest
growing crimes and costed the global economy approximately 600 billion
USD in 2017 [49], and some believe that cybercrime will be a 7 trillion dollar
industry by 2021 [20]. It is not only organizations that are being targeted
by criminals; according to Symantec 978 million people in 20 countries
were victims of cybercrime in 2017 [92]. On average each victim lost 175
USD as well as 24 hours in dealing with the aftermath, totaling up to 172
billion USD lost globally. Additionally, McAfee guesstimates that twothirds of people online have had their personal information compromised,
which roughly adds up to 2 billion people [49]. According to Cisco 2018
Annual Cybersecurity Report, the cost of data breaches for organizations
is no longer hypothetical. Cisco reports that 53% of all cyber-attacks
cost organizations 500, 000 USD or more [16], as illustrated in Figure 1.1.
Further, a data breach study by Verizon reports that insiders are responsible
for 28% of the reported breaches [98].

Figure 1.1: The cost of all cyber-attacks according to Cisco 2018 Annual
Cybersecurity Report [16].

1.3.3

Malware

Malware, an abbreviation for malicious software, is one of many reasons
for the increase in cybercrime. Malware can be found off-the-shelf and
novices in computer programming are able to execute advanced attacks
potentially causing massive damage to the victims, with little risk of
detection. Malware is also one of the reasons for an increased blurred line
3 A ransomworm is malware that "kidnaps" data by encryption and will demand a
ransom

4

between malicious external actors and the insider threat. The malicious
external actors are using malware or other methods to lure legitimate
credentials. Later they use these credentials to masquerade as a legitimate
insider, thus becoming an insider threat, and slowly acquire further access
into the organization until they have all the necessary information to
execute their intended attack.
There are created vast amounts of malware every day. However, in
most cases they are not written from scratch; instead, the code is modified
in order to trick static analysis4 and make it infeasible to maintain blacklists.
To distinguish malware, we may categorize them into different types and
families. The malware type often describes the behavior and characteristics
of the malware and consists of well-known names such as Trojans and
viruses, while the malware family may have more obscure names, such
as Bad Rabbit and WannaCry. Malware from the same family are usually
similar, for instance in terms of being modified code originating from the
same source. However, advanced malware may have characteristics of
several types and families of malware.
Furthermore, it has become common for malware to check if the
infected computer runs malware analytic tools [14]. If the malware
is detects anything that is related to malware analytic tools, or any
trapped environment such as a virtual machine, it may employ a defense
mechanism such as deleting itself, or employing a decoy, which is not
similar to the real malware [34]. These defense mechanisms make it more
difficult to detect and analyze malware, thus making it difficult to figure
out how the malware works and create solutions.

4 Method for debugging that is done by examining the code without executing the
program

5
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Chapter 2

Insider Threats
Et tu, Brute?
Julius Caesar

Humans manage to cooperate in extremely flexible ways with countless
numbers of strangers. According to the historian Harari; that is why our
species rule the world, whereas ants eat our leftovers, and chimpanzees
are locked up in zoos and research laboratories [33]. However, our system
is fragile and vulnerable because it is reliant on trust. The insider threat
has been around for a long time and has shaped human history through
religion, historical events, and legends. Everyone has heard of Judas
and his betrayal, the conspiracy against Julius Caesar, and to a lesser
extent Huhai, youngest son of the first Chinese emperor who conspired
against his brothers to become the heir. In the ancient Greek, Achilles
received secret information from women in the cities he conquered.
Modern examples include Edward Snowden who worked for the National
Security Agency (NSA) and leaked classified information about several
global surveillance programs. Further examples include Bradley/Chelsea
Manning who leaked thousands of sensitive documents to WikiLeaks, and
Robert Hanssen - a Federal Bureau of Investigation (FBI) agent who spied
for the Russian government.
Indeed, history shows that insider threats can have a profound effect
on our lives. People that we trust and are authorized physical or
logical access to a working place can reduce the effect of the safety
measures that are installed to ensure the confidentiality, integrity, and
availability (CIA) of information, system, object and procedures [63].
This involves a risk that unwanted malicious actions could be performed
as a result of placed personnel or exploitation of current staff. The
people performing these actions are the so-called insider threats. Insider
threats with legitimate access do not only have access to the particular
business, system, information or procedures but might also know the
weaknesses of security measures and procedures installed to secure values.
Malicious insiders can potentially also use their legitimate access to spread
disinformation or manipulate influential people within the organization.
Malicious insiders may also sabotage or influence decision-making and
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flow of information. Because the malicious insiders role in a decisionmaking process is accepted, the activity will seem legitimate, thereby
making it challenging to separate illegitimate influence from a legitimate
decision-making process where the insider threat is a member.
According to Thales Data Threat Report from 2018 [94], privileged
insiders is the top threat by a wide margin at 51%, and second come
cybercriminals at 44%. It is also worth noting that contractors (28%),
partners (25%), service provider accounts (25%) come ahead of nation
states at 12% despite recent events involving Russia and China.
The 2018 Verizon Data Breach Investigation Report (DBIR) [98], also
provides some compelling numbers; the report consists of 53,000 incidents
and 2,216 data breaches. Internal actors are responsible for 28% of all
data breaches in this report. At 56% Healthcare is the only sector with
a higher%age of internal actors than external in this report with Public
Administration trailing at second with 36%. The majority of data breaches
that we have seen during this period involve some form of “insider”
component. Since malicious insiders have a high accessibility, and possibly
unlimited time, the average volume of data taken per breach remains
unacceptably high. It could also be possible that smaller data breaches
go either unnoticed or unreported since smaller data breaches are not as
hurtful to the organization as the loss of cash or mass data. However,
we remain with the view that businesses could do more to protect against
these types of attacks to ensure that one breach does not lead to the loss of
mass data. CyberArk’s Global Advanced Threat Landscape Report 2018
[19] reports that 51% of IT security professionals name insider threats
the second highest threat to their organization, only second to targeted
phishing attacks at 56%. Also, the same amount of survey respondents
report that they provide third-party vendors remote access to their internal
networks and, of this group, 23% do not monitor third-party vendor
activity, making them vulnerable to insider action without knowing if they
have been inflicted.
These are all examples of malicious insider threats, which is not
always the case. The claim from the Verizon DBIR is that the majority
of data breaches involve some form of "insider" component strengthened
by the IBM X-Force Threat Intelligence Index 2018 [37]. This report
advocates the danger of the unintentional insider. Phishing attacks1
are becoming ever-present, as E-mail is the most common means of
communication within organizations. Additionally, organizations are
moving away from containing their servers behind four walls and now
look into other emerging technologies in the cloud. Misconfigured cloud
servers, networked backup incidents, and other improperly configured
systems were responsible for the exposure of more than 2 billion records, or
nearly 70% of the total number of compromised records tracked by X-Force
in 2017. There was 424% more records compromised as a result of these
types of incidents in 2017 than the previous year. One of the most massive
1 The fraudulent attempt to acquire information, such as credentials and credit card
numbers by disguising as a trustworthy entity
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incidents last year was an open data repository; an Amazon Web Services
S3 bucket was open to the public without the need for authentication.
The data repository contained 1.1 terabytes of downloadable content. The
content was information about 198 million voters in the US. The firm
responsible, Deeproot Analytics, was working on behalf of the Republican
National Committee (RNC) in their efforts to elect Donald Trump [70].
Instant messaging and chatting on social media platforms have
changed how we communicate with each other. However, E-mail continues to be the most widely used communication method for organizations,
and phishing attacks continues to be the most successful method for making unsuspecting insiders open the door to malicious attackers. A simple
link or attachment inside an e-mail can lead employees to a web page or
download and run malware to steal their credentials [37]. NSM performed
a penetration test against an organization within the Norwegian state administration. They performed an e-mail phishing attack that resulted in
nine out of ten clicking on the illegitimate link, five out of ten downloaded
the simulated malware, and three out of ten gave up their credentials [64].

2.1

The Insider Threat Problem

We have now covered that cybercrime is rising and that the insider threat
bears a significant portion of the threat landscape. However, the insider
threat is difficult to detect because we trust the insiders and because
malignant activity takes place in secret. The severity of the problem is
enhanced by the fact that there is an insufficient amount of resources
allocated to the detection of malicious insider threats [36]. There may be
several reasons as to why organizations dismiss these forms of threat. The
organizations may be unaware of specific threats targeting their businesses,
and it may be easy to deny the existence of such threats. Further, fear of bad
publicity in acknowledging such threats may prevent organizations from
taking action. In research, the field of insider threats is not new. However,
research has been limited because organizations usually do not want to
disclose cases that involve insider activity, possibly resulting from concerns
regarding potential reputation damages. In this chapter, we will look at the
definitions and taxonomies of the insider threat.

2.1.1

Insiders

Despite an increasing blurring line between malicious external threats
and insider threats, we can split the insider threats into two different
categories: the malicious insider threats and unintentional insider threats. The
CERT2 Guide to Insider Threats: How to Prevent, Detect, and Respond to
Information Technology Crimes (Theft, Sabotage Fraud) [12] provides the
following definition of the two insider threats:

2 Computer
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• Malicious insider threat: “A current or former employee, contractor,
or business partner who has or had authorized access to an organization’s network, system, or data and intentionally exceeded or misused that access in a manner that negatively affected the CIA of the
organization’s information or information systems.”
• Unintentional insider threat: “An insider who accidentally affects
the CIA of an organization’s information or information systems,
possibly by being tricked by an outsider’s use of social engineering3 .”

These definitions were constructed to clarify a previously common misconception that malicious insiders must come from within the organization to
cause harm. According to these definitions, insider threats can originate
from several sources and mechanisms. For example, it has become common to give privileged access to people from outside the organization, such
as contractors and business partners, which may increase the risk of and
susceptibility to malicious insider threats. Further, as part of collaborative
work, we may share valuable data with people we do not know via the
cloud, and outsource essential services in the organization’s value chain, as
well as employ staff, which may not be part of to the organization. These
may include cleaning staff, janitor, help desk, and other services that the
organization may need for maintaining the office. People outside the organization may have different loyalties and motives than people attached
to the organization. In addition, it is increasingly difficult to determine
whether someone did something intentionally or unintentionally to affect
the CIA of organization’s information negatively. Further, human error
may be inevitable, and difficult to eliminate entirely. Several factors may
play a part, such as negligence, chance, lack of training, workload, time
pressure, stress, accidents, bad procedures, lack of communication, and
poor data flow. However, we should implement measures which mitigate
the triggers of human error, such as; stress, time pressure, and workload.
Next, insiders may vary in degree of "insiderness". People situated
higher up in the organizational hierarchy may have more influence and be
even harder to detect than less influential individuals, and therefore pose a
more serious threat if they are corrupt or pose a threat to the CIA principles
of an organization [73].
To elaborate further, people that interact with an organization may
have access both logically and physically. Employees usually need access
to both, and restricting access to systems and files based on their role is
essential for maintaining security. Besides, organizations need to evaluate
if there is anything of organizational importance that resides in the rooms
that they are giving access to, both from employees, contractors and
business partners. A bank would not give cleaning staff access to the vault.
3 The use of deception to disclose sensitive information or gain unauthorized access for
malicious purposes
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2.1.2

The Malicious Insider Threat

The CERT [12] identified and categorized three types of crime that are
related to malicious insider threats: IT sabotage, theft of intellectual
property (IP), and fraud.
Insider IT Sabotage
One particular type of crime, insider IT sabotage, is more often committed
by former employees than current employees. Insider IT sabotage is
usually executed by users with technical capabilities and privileged access,
such as administrators of systems, databases and programmers [12]. The
motivation is usually revenge, following an adverse workplace event. The
crimes are usually set up in advanced while still being employed, but
executed following termination. Examples of insider IT sabotage can be
an insider who maliciously tries to harm an organization or an individual;
by deleting critical information, disrupt or take down systems, and deface
websites.
In 2017 year two IT-consultants were sentenced to 11 months of prison
for performing a Distributed Denial of Service (DDoS) attack on their
employer [91]. The attack was a seven-layer attack, which mimics user
behavior and targets the application itself to exhaust the server. The
IT-consultants tried to cover their tracks by using the Tor web browser
and a German proxy server. The colleagues communicated over text
messages, and the same day as one of them bought the software this
was communicated: "I found an awesome recipe with seven different
ingredients. Tastes fantastic, I will show you tomorrow." This shows that
malicious insiders may develop a cipher to conceal their intent. Further,
it was reported that the motivation was to make one of the leaders in the
organization "sweat", which originated from a poor relationship.
Insider Theft of Intellectual Property
Insider theft of IP is usually committed by scientists, engineers, programmers, and salespeople. These malicious insiders usually steal information
from what they were working on, and bring it with them as they leave the
organization; either to start their own business, move on to a competitor, or
a foreign government [12]. Washington post wrote already in 2008 about
spies that allegedly stole high-tech secrets to the Chinese army [13]; the
consequences of such actions, and accusations have resulted in what seems
to be a new trade war between the two countries, USA and China [18].
Insider Fraud
Insiders use of IT for the unauthorized modification, addition, or deletion
of an organization’s data (not programs or systems) for personal gain,
or theft of information that leads to an identity crime (identity theft,
credit card fraud) [12]. Insider fraud is usually committed by lower-level
employees such as help desk, customer service, and data entry clerks.
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The crimes are motivated by financial need or greed, and they typically
continue for an extended period of time. Many of these malicious insiders
are recruited by outsiders to steal information. Collusion with other
insiders is widespread in crimes involving modification of information
for payment from the outside. An example is Harriette Walters; in 2009
she was sentenced to 17 1/2 years for embezzling millions of dollars in
fraudulent tax refunds [100]. By influencing officials, Walters was able to
exclude her unit that handled real estate tax refunds, from a new system
that was under development, and this allowed Walters to create bogus
refunds for self-profit [42].

2.1.3

The Unintentional Insider Threat

Insider threats may also result from people unintentionally, accidentally
or negligently affect the CIA of an organization’s information, system,
object or procedures, and could also be orchestrated by an external
actors use of social engineering [12]. Although this type of situations
may appear harmless at first glance, they reveal vulnerabilities and may
thus constitute threats that should not be underestimated. Currently,
bring-your-own-devices (BYODs) is seen anywhere, and organizational
IP is globally accessible due to the shift from data being stored behind
four walls to the cloud, which means that the attack vector is increased
drastically. Potential attackers have methods for detecting misconfigured,
flawed and vulnerable servers through web crawling software such as
Shodan4 [37]. Therefore detecting unintentional insider threats is more
challenging, as the employees themselves do not realize that they are
violating the security policy. However, the CERT believes that the
mitigation strategies that advocate for malicious insiders could also be
effective against unintentional incidents.

2.2

Current Insider Threat Aversion and Detection
Approaches

The lack of research and the increased attention to the need for an insider
threat detection- and mitigation system has led to a surge in platforms
that promise solutions to the problem of insider threats. However, these
solutions are expensive with no research backing their methodologies,
while being only affordable for large enterprises. Neither do we know
how ethical or moral these solutions are when considering privacy matters.
Although no standardized tool exists, we do have knowledge of various
approaches to discover internal threats such as honeypots, behavior
analysis, and psychological theories.
4 Shodan can be accessed on: https://www.shodan.io/ it is a search engine for internetconnected devices and can be used to find vulnerable devices.
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2.2.1

Security Information and Event Management

Security Information and Event Management (SIEM) software is a tool
that has been available for decades, originating from security information
management (SIM) and now combines with security event management
(SEM). It is a centralized system that essentially logs all information in a
centralized database and executes a risk analysis based on rules of what
information is dangerous, as well as what events may be malicious.

Figure 2.1: An illustration of different touchpoints of SIEM [66]

2.2.2

Data Loss Prevention

Data loss prevention (DLP) is the term for security measures aimed at
detecting and mitigating potential breaches and data exfiltration. It can
be sorted into levels of standard measured such as firewalls, intrusion
detections systems and antivirus. More advanced measures are machine
learning algorithms detecting abnormal behavior and access to databases,
as well as honeypots aimed at detecting the malicious behavior of
authorized users.

2.2.3

User and Entity Behavior Analytics

User and Entity Behavior Analytics (UEBA) analyzes data about both users
and entities to create profiles when a user or entity acts anomalous to their
standard profile behavior it raises suspicion. UEBA is evolved from user
behavior analytics (UBA) with the seemingly simple addition of entities.
The reasoning of the addition of entities is that UBA was primarily focused
on fraudulent behavior, and the increasing role of electronic devices in
attacks went undetected. To encompass the broader spectrum which
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consists of these electronic devices one had to monitor their behavior as
well. Understanding and analyzing these anomalies can help discover
threats and incidents.

2.2.4

Problems with the Current Techniques

The issue with the current techniques is that they are heavily reliant on
human configuration. Hence, the qualities of the solutions are heavily
dependent on the skill of the people that are installing the system.
Moreover, this is cost ineffective labor, as the system will need to be
updated and reconfigured as the organization and technology scales. This
is without considering all the usability trade-offs one would usually have
to consider while implementing the techniques.

2.2.5

Psychological Factors

Regarding the insider threats and how to detect and mitigate them, it
would be advantageous to understand what motivates an insider and their
profiles. However, understanding and creating profiles of human behavior
is a difficult task. Firstly, the justice systems have so far unsuccessfully
sought the profiles of criminals. Secondly, criminologists are not close to
reliably predict criminal offenses [72]. It seems clear that criminals are very
nuanced in their motivation and psyche. Therefore, the possibility of false
positives is a significant impediment to the development of these efforts.
How can we be sure that we can detect insider threats if we are unable to
detect severe criminal intent and behavior? If it hypothetically existed such
a system that could predict criminal offenses correctly 80% of the time, the
judicial power of this evidence would be close to none as the consequences
of judging someone based on a false positive rate of 20% would be too high,
and that is without taking into account that the system may have its issues.
Moreover, the system would need to present its evidence in an orderly and
logical fashion so that humans may understand its reasoning; it could not
act as a black-box.
According to Pfleeger [72], psychological identification is complicated
because the traits of a malicious insider may also be the traits of a valuable
employee. An example is that an employee is working with an outdated
or rigid system, the employee is of a problem-solving mind and finds
alternative ways of finishing his task more efficiently or better. These are
skills that employers prefer, and accusing employees based on these traits
or not hire the employee in the first place is counterproductive for the
organization.
Another challenge is that we do not know when a malicious insider
is performing their unwanted actions. Therefore an anomaly algorithm
may learn that this behavior that is unwanted is normal and expected. In
addition, we cannot separate a wanted expanded action sphere, where a
user is learning to use the system in a different way or finding more efficient
methods of harmful actions.
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A psychological screening could be utilized to refine possible candidates prior to hiring, and thus lower the risk of hiring applicants that have
traits known to be prone for malicious insider behavior. However, this
could be problematic as job interviews are normally not very extensive and
spans merely over the course of a day. Since the purpose of a job interview is to gather an impression if the person is qualified for the job, and at
the same time convince the applicant that they should work for us. Having an extensive psychological screening may be off-putting for someone
qualified for the job who would never commit such an act, making the organization lose a potential resource.
Another approach could be to foster a robust community within
the organization with team interactions, bonding events, and face-toface action, while limiting alienating factors such as home working and
outsourcing [17].

2.2.6

CERT: Best Practices

Cappelli et al. [12] presents 16 practices based on existing industryaccepted best practices and is written for a diverse audience. As insider
threats are influenced by a combination of factors, such as technical,
behavioral and organizational issues and it must, therefore, be addressed
by policies, procedures, and technologies.
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2.3

The Insider Kill Chain

The insider kill chain is inspired by the cyber kill chain, a term initially
coined by Lockheed Martin [52], and it breaks down the stage of a malware
attack. Identifying each stage helps us to form ways to protect our assets,
and prevent an attack from being successful. Much like software where
detection of bugs and flaws in the design are much less costly if discovered
early, earlier detection and prevention in the kill chain is also better as
the cost and time to revert the actions of the attacker are much less. A
visualization of the cyber kill chain is shown below in Figure 2.2.

Figure 2.2: Visualization of the original cyber kill chain [52].
We will however not go into details of all the different stages in the cyber
kill chain. Instead, we will focus on the adapted insider kill chain [24, 102]
visualized in Figure 2.3. The insider kill chain consists of five stages:
16

Recruitment
The recruitment stage, also known as the tipping point, is where the
trusted insider becomes malicious. There is no definitive answer to why
someone would become malicious, but an example could include economic
gain, tempted by external entities or increasing contempt for their own
organization. A warning sign could be that a trusted insider is starting
to hide communication with external parties.
Search and Reconnaissance
When an insider turns malicious, the malicious insider will begin the search
for valuable data and things of interest, and the more knowledgeable the
malicious insider, the less time will be spent in this stage. For an IP-theft
scenario, warning signs could be increased rate of access denials, unusual
software- and file- download patterns, and altered behaviours such as
vague searching in file repositories and asking colleagues to find data.
Exploitation
The next step of the malicious insider is to acquire the identified resources
by exploiting his trusted credentials or gain authorized access to the files.
Warning signs could be an increased amount of file creations, copies, and
deletions in sensitive areas of the organization.
Obfuscation
The malicious insider may then try to cover its tracks, either by simply
renaming files, or inserting data into videos or pictures. The malicious
insider may try to clear cookies and history regarding the acquisition of
data.
Exfiltration
The last step for the malicious insider is to ex-filtrate the information out of
the organization, either by burning CDs, transferring to USB, via networks,
or e-mail and file sharing. Once this stage is complete, and the malicious
insider has not yet been caught, the damage is done.

Figure 2.3: Visualization of the new insider threat kill chain
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Chapter 3

Related work
In this chapter, we present related work in two sections; the first section
regards general research on insider threats, while the second section is more
specifically related to including physical security.
It is unknown whether malicious insiders are attacking from home
through remote access or at the workplace. Shaw and Fischer [87] reported
that eight of nine malicious insiders had physically left the workplace
at the time of the attack, while Randazzo et al. [75], found evidence
to the contrary reporting that 83% of the insider threat cases involved
attacks that took place physically from within the insider’s organization.
In 70% of the cases, the incidents took place during regular working
hours. However, studies report that signs of disgruntlement prior to
the attacks are common, suggesting that a successful intervention could
have prevented the attacks [75, 87]. An insider threat study by Keeney
et al. [43] directed at computer system sabotage in critical infrastructure
sectors indicated that 80% of the malicious insiders came to the attention
of someone for the behavior of concern or behavior that was inappropriate
prior to the incidents. These behaviors included, among others, tardiness,
truancy, arguments with co-workers, and poor job performance. In 97% of
those cases, the malicious insider’s behavior came to the attention of others
in the workplace, including supervisors, coworkers, and subordinates.
This was also observed by Band et al. [3].
Further, on the unintentional insider threat an experiment by Tischer
et al. [95] revealed that a substantial number of people plug in USB flash
drives they find on the ground. Participants, who were unknowing of the
experiment, picked up 290 out of 297 USB drives at different locations
at different times of day at the University of Illinois. In addition, the
participants tried to open one or more files that was stored on the USB
flash drive in 135 cases. The study indicate that we are prone to phishing
attacks due to our curious nature, as malware could have been installed on
these files.
Further, Moore et al. [61] describes ways an Insider Threat Program
(ITP) may go wrong. An organization could be overly intrusive or
aggressive in its insider threat monitoring and investigation which can
lead to the ITP having more negative consequences than positive. Such
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as backlashes of lousy whistleblowing processes or that ITP interferes with
such a process, alienation and micro-management of employees may be a
catalyst for distrust and drop in morale. To prevent potential pitfalls, it is
essential to understand them and be aware of the potential consequences.

3.1
3.1.1

General Research on the Insider Threat
Challenges to Insider Threat Research

According to Greitzer et al. [31] the insider threat is a tough detection
problem and even harder prediction problem. In addition to the difficulty
of detecting and predicting insider threats, research has significant limitations and challenges because of the lack of real data to study and measure
general solutions [81]. There are two major challenges for collecting real
raw data; regulations that preserve privacy of personal data [39, 77], and
reluctance from the majority of organizations to disclose confidential information related to their business. To perform research on real data, it would
be necessary to collect consent from the data subjects1 , and access to all
necessary information the organizations understudy, at a minimum.
To address the problem that researchers often do not have access to
real data, it has been suggested that we create and use synthetic data and
models [27, 36, 60]. In this thesis, we will address the problem of not having
access to real data by utilizing a pre-existing synthetic dataset. Another
approach has been suggested by Brdiczka et al. [10], which utilizes games
where players are given dilemmas whether to perform malicious actions in
a group for self-profit or refrain from such actions to strengthen the group.

3.1.2

Surveys of Existing Research

Surveys have the ability to consolidate results and identify gaps in research.
There were few surveys in the field of insider threats by Sanzgiri and
Dasgupta, Ophoff et al. and Salem et al. [69, 81, 83]. These surveys had
their limitations by being either too narrow or too coarse in their research,
leaving out too much information. However, recent work by Homoliak
et al. [36] provides comprehensive, yet concise information about current
research and information on insider threats.

3.1.3

Research in Norway

To the best of our knowledge, there is not much research regarding the
insider threats in Norway. However, three master theses [6, 46, 93] have
addressed the problem of insider threats in different private and public
settings, and one investigative documentary [47] has explored how trust
can be abused in electronic healthcare systems.

1 Person

whose personal data is being collected, held or processed
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A master thesis in 2007 by Syvertsen attempted to compare data
between Norway and USA regarding the insider threat [93]. Syvertsen
enquired 50 organizations within both the private and public sectors to
complete a questionnaire. However, Syvertsen was unable to conclude as
only 7 of the 50 companies responded. The organizations argued that they
could not release such sensitive information.
In Larssen’s master thesis was directed at the security of Automatic Metering Infrastructure (AMI) [46] which automates and regulates processes
related to electric power. AMI is due implementation in all Norwegian
buildings connected to a power supply by 2019. Larssen expressed that
the insider threat poses the biggest threat to such systems as workers of
the power grid companies may be put under pressure, or can be economically tempted by other entities to manipulate consumer data. However, the
author did not assess countermeasures to the insider threat.
A recent master thesis by Benjaminsen [6] investigated how organizations in Norway take into consideration the insider threat when downsizing. Benjaminsen conducted a qualitative study involving domain experts from ten large organizations from different industries in Norway.
The study revealed that the organizations on average have a proactive approach. However, the general ability to detect and respond to insider threat
activity was suggested low, and malicious insider activity might be detected by chance. In addition, the results from the study indicate that on
average, insider threat does not earn any particular attention while downsizing.
Recently, the Norwegian Broadcasting Corporation’s (NRKs) Brennpunkt, investigated how some general practitioners and hospitals are
abusing Helfo’s2 financial system [47]. The financial system is mostly based
on trust, and the documentarists revealed that the general practitioners had
requested money for work that had not been done, and claimed financial
compensation for appointments that never took place. The documentary
also revealed that even though the doctors were instructed by the hospital
administration to have two doctors examining and signing cancer sample
tests, often only one doctor examined the samples. The second signature
was frequently applied by another doctor without a prior sample examination. The motive for this malpractice was apparently economic; as the
signature from two doctors would indicate that a sample had been thoroughly checked, and this would in turn trigger more money refunded from
the Helfo.

3.1.4

Suggested Solutions to Insider Threat Detection

Research by Punithavathani et al. [74] examined network traffic to detect
insider threats by finding anomalies using machine learning boasting good
performance using a dataset provided by Schonlau et al. [86]. However,
this dataset was initially from 2001, and since then a lot has happened
within the domain. In addition, the research paper did not present any
2 Norwegian

Health Economics Administration
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performance measures. Further, Zargar et al. [101] proposed a system
for insider threat detection using synthetic network traffic, claiming a low
ratio of false positives. However, they also failed to provide results and
performance measures.
Bose et al. [8] proposed an insider threat detection system that checks
for anomalies in real-time. However, they provide precision results of 0.08,
indicating that 92% of all users who are flagged are false positives. In
addition, 50% of the true malicious insiders in the dataset were detected.
However, Legg et al. [48] developed a system that created a user- and
role-based profiles and compared daily observations to find anomalies. If
observations of anomalies took place, an alarm was raised. A problem
with this approach was identified in the start phase, when the system was
initializing the user and role profiles. Alarms would frequently be raised
as the system had little data to compare with. In addition, if a malicious
action happened within the initialization phase it could have been ignored
or constrained by the security personnel since the system was flooded with
alarms. However, Legg et al. claimed to have acquired 100% recall and
42% precision in their results. This implies that their model could be used
as a filter for substantially reducing the amount of data to be manually
inspected. Similarly Tuor et al. [96] proposed a system using user-based
profiling. However, they did only provide their recall values, presumably
because they have low precision.
An approach adopted by several researchers [1, 7, 10, 41, 53, 90]
to mitigate the insider threat is by proactive personality and behavioral
analysis of employees. Kandias et al. [41] presented a prediction model
where the psychological aspect is based on what they call a Social Learning
Theory, where the profiling contains three stages: the user’s sophistication,
predisposition to malicious behavior and stress level. The data for the
psychological profiling is gathered by an interview, a questionnaire, and
a psychometric test. Further, they propose a real-time usage profiling to
indicate whether a user’s behavior has changed and to verify the skill
level (sophistication). They also propose a decision manager who will
indicate whether a user poses an insider threat or not based on a motive,
opportunity and capability score. However, the proposed model has
several flaws as they state that they need unencrypted information from an
intrusion detection system to work, and the psychological profiling tests
required are quite cumbersome and may even be manipulated by users or
managers.
To the best of our knowledge, researchers have not yet been able to find
one single superior strategy that fully addresses the complex problem of
insider threats. Current knowledge indicate that multiple strategies might
be necessary to meet the challenges, meaning that insider threats need to
be approached holistically. A holistic approach views systems and their
properties as wholes, and not just as a collection of parts [89]. In this
thesis, a holistic approach to insider threats means that we consider the
physical security- and cybersecurity aspects, as well as psychological, and
organizational factors.
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3.1.5

Frameworks for Insider Threat Detection

The CERT division at Carnegie Mellon University has researched the
longest on the subject of Insider Threats and how to mitigate them and
are one of few sources that regularly appears when searching on the topic.
The CERT division, represented by Montelibano and Moore believe that
insider threats cannot be adequately addressed by a single department
within an organization; it is an enterprise-wide problem and must be
treated accordingly [59]. They have therefore suggested an Insider Threat
Security Reference Architecture (ITSRA). Figure 3.1 below shows that by
the time an insider decides to attack to the point at which the damage is
caused, there exists multiple opportunities for prevention and mitigation.
The top portion represents non-technical data, such as Human Resource
(HR) records and physical and non-technical indicators, and the bottom
portion represents technical data, such as database logs and other electronic
trails.

Figure 3.1: Simple illustration of opportunities for prevention, detection,
and response for a malicious insider attack [59].
Further, Montelibano and Moore [59] concluded that security architectures
are crafted to enforce three fundamental principles:
• Authorized access
• Acceptable use
• Continuous monitoring
No aspect of the organization should be left out, and we may structure
it into four layers; the application, business, data and information layer,
where each layer should have controls applied.
Greitzer et al. [30] developed a psychosocial predictive model of insider
threat risk that can be developed to produce a prediction that is highly
correlated with expert HR judgments. They advocate that a combination
of systems that monitor the users digital data on computers and a system
that records behavioral indicators can be tools to empower HR/security
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teams with situation awareness, like illustrated by figure 3.1. Further
suggesting that such an approach would transform a reactive/forensics
based approach into a proactive one that will help identify employees
who are at higher risk of harming the organization, or its employees.
Recent work by Greitzer et al. [32] introduced SOFIT, a structured model
framework of individual and organizational sociotechnical factors for
insider threat risk. The structured model framework expands on insider
threat indicator ontology (ITIO) [21] developed by CERT Division of the
Carnegie Mellon University, which focuses on technical and behavioral
events linked to malicious insider activity. The authors demonstrate how
the framework may be applied with use cases, and examine quantitative
models for assessing threats.
Research by Nurse et al [67] resulted in a framework for characterizing
insider threats. The framework focuses on the human aspect, the catalyst,
and a precipitating event which has the potential to tip the insider
over the edge into becoming a threat. The precipitating event may be
boredom of the current role in the organization resulting in negligence
and tardiness or conflicts with management, which may result in malicious
revenge. The framework also focuses on historical behavior, attitude, skills,
opportunities that the attacker may have, and organizational characteristics
such as what security measures are implemented.
Research by Kammüller and Probst [40] suggests that higher-order
logic (HOL) proof assistant Isabelle prove global security properties, thus
discovering insider threats caused by from societal (macro) levels, to
individual levels (micro).

3.2

Research Regarding the Physical Aspect in Insider
Threat Detection

There is not a lot of research that involves physical security in the detection
of insider threats, and if it is mentioned, it is often only included as
a dependent clause [43, 59]. However, Janpitak et al. [38] developed
an ontology-based3 framework for data center physical security which is
based on requirements from information security standards. Moreover,
the framework does not address the insider threat directly. Mavroeidis
et al. [56] initialized the development of an ontology-based framework
that addresses the insider threat in the physical space. The idea of the
framework is to utilize logs gathered from different physical security
components such as access points and look for non-compliant behavior
according to the security policy. This is achieved by transforming the
security policy into a set of rules which may be looked up in real-time.
The framework of Mavroeidis et al. [56] will be extended in this thesis. We
propose an extension because physical security is a significant attack vector
that is often overlooked in research of the insider threat problem.
3 An

ontology is a set of concepts and categories in a subject area that shows their
properties and the relations between them, and can be used to combine data or information
from multiple heterogeneous sources [99]
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Chapter 4

Utilizing Machine Learning
The field of study that gives computers the ability to
learn without being explicitly programmed
Arthur Samuel, 1959

In this chapter, we present a short introduction to machine learning, and
how we plan to utilize it for detecting insider threats. Machine learning is
a subset from artificial intelligence (AI), and Arthur Samuel is credited for
coining machine learning in 1959 when studying how a computer can learn
how to beat an average person in checkers with 8-10 hours of training [82].
Since 1959, the field has grown in touch with the increasing presence of
computers and advances in technology. Machine learning is used today in
several consumer and professional products. Some examples are biometric
authentication such as fingerprint and facial recognition, voice recognition,
content recommendation in entertainment, e-mail spam filtering, digital
cameras, search engines, and in some cases for early diagnosis of cancer.
Arthur Samuel may have been proud today, as advances in the field have
made it possible for machines to solve checkers [85]. In addition to beating
the best players of GO [88], an ancient Chinese game with a lower bound
of 2 × 10170 legal board positions, in comparison checkers have 5 × 1020 .
We will now continue to describe different types of machine learning. It
is common to categorize machine learning approaches to the amount of
supervision provided during training of the algorithm, where there are
three major categories:
• Supervised learning
• Unsupervised learning
• Reinforcement learning
We will go through the different categories of machine learning, and we
will begin with the most common category, which is supervised learning
[54].
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4.1

Supervised Learning

In supervised learning, we hope to make reasonable generalizations by
detecting patterns between input and output from the training data. If
the algorithm is able to find a strong enough relationship between input
and output, it can generalize and produce a sensible predicted output from
input it has not seen before. Since the learning is supervised, the training
data we provide the algorithm with, will include the solutions, which we
call labels. However, if we already have the solutions, what is the point of
training the algorithm? Well, if we had examples from all possible input
data there would be no point of creating the system, since we could simply
put it in a large database and run queries. This is not true in most real
cases, which is the reason for why we want to be able to predict good
generalizations [54]. Supervised learning is typically used in analytical
problems related to classification and regression
Classification
As the name indicates, a classification algorithm will take input and decide
which class it resembles the most. The spam filter is an excellent example
of the classification problem [26]. The algorithm is trained with many input
data in the form of e-mails along with their assigned class: spam or ham.
The algorithm will then need to learn how to distinguish the two classes,
which it will attempt to do by analyzing the features of spam e-mail. An
indicator of spam could be an unusual e-mail address from the sender,
embedded images, and words in the subject and body of the email that
is frequently seen in the e-mail labelled as spam. One of the significant
advantages of a spam filter that uses machine learning is that as spam email changes over time, the rules that the algorithm uses to classify spam
will adapt.
Regression
The aim of regression analysis is to predict a target value that corresponds
to the input. Regression analysis is for instance applicable to predict the
value of a car. The algorithm will estimate the relationship between a set
of features called predictors and the price, of which predictors may include
mileage, age, brand, and model. The principle is easy, but providing the
algorithm with enough data may be difficult as the number of possible
outcomes are high [26].

4.2

Unsupervised Learning

In unsupervised learning, unlike supervised learning, we do not provide
labels or a scoring function that identifies good or bad predictions. Labels
are obviously advantageous as they enables us to provide the algorithm
correct answers to certain inputs. However, in some circumstances, they
are hard to obtain, as it sometimes requires somebody to label each input
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manually or semi-automatically [54]. In addition, labels are limited and
reflected by the domain knowledge we possess, which in turn reflects the
quality of the predictions. Unsupervised learning is left to find similarities
between different data inputs by itself. Since we do not know the outputs
from any input, we cannot do regression as we do not know what the
function of the data is. However, we may be able to classify because we
are looking for similarities between the data.

4.3

Reinforcement Learning

Reinforcement learning is different from the other learning types, and
similar to unsupervised learning, with respect to that we do not provide
solutions. However, we do have something to help the algorithm, which
is a reward function. The algorithm will try to maximize the reward by
searching and testing different approaches. Reinforcement learning is
similar to trial-and-error approach, and a corresponding example from real
life is a child trying to learn how to walk. The child will try many different
strategies to get up and stay upright, and will get feedback on what worked
and not by by falling and trying again [54].

4.4

The Machine Learning Process

We have briefly examined the major types of machine learning. Faced with
a problem that we want to solve by using machine learning, the following
process is recommended [54]:
Data collection and pre-processing: Unless we already have the data that
we need, the first step is to collect data related to the problem we want to
solve. Data collection could be merged with the next step, feature selection,
only to collect the data that is needed. However, this can be challenging,
as we do not always know what data is relevant, and by excluding data,
we might end up having to collect it all over again. The data then needs
to be pre-processed to ensure that the data is clean; which means that the
dataset should not include missing values, contain errors, and be correctly
formatted. In addition, for supervised learning, it is required to generate
labels.
Feature selection: This step consists of selecting the features that we think
are useful for solving the problem. In addition, we need to think about
the expenses of including more data. Feature selection therefore inevitably
boils down to our domain knowledge, because we need to know, or predict
what features are essential and unwanted prior to usage.
Algorithm choice: Given the dataset we should look for appropriate algorithms to solve our problem.
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Parameter and model selection: The algorithm that we choose will often
require us to provide tuning parameters. To find the best combination of
tuning parameters, it is usually required to do experiments.
Training: Given the dataset, algorithm and tuning parameters. We need
computational resources to create a model for predicting future outputs.
Evaluation: Before deploying a machine learning system, we need to test
and evaluate the quality of the model created in training. In the next section, we will briefly examine some performance measures that we can apply.

4.5

Performance Measures

Confusion matrix
An excellent way to evaluate the performance of a classifier is by utilizing
a confusion matrix. Each row in the confusion matrix represents an actual
class, in our case a malicious insider or a benign worker, while each column
represents what our classifier predicted [26].

Figure 4.1: Confusion matrix
The confusion matrix provides a lot of information, and to understand how
a classifier is performing it is sometimes more interesting to look at more
concise metrics.
Accuracy
One way to measure the quality of an evaluator is by accuracy. Accuracy
is defined as the sum of the number of true positive (TP) and true negative
(TN) divided by TP, TN, false positive (FP), and false negative (FN):
Accuracy =

TP + TN
TP + TN + FP + FN

(4.1)

(Equation 4.1, accuracy: worst value = 0, best value = 1)
However, accuracy is usually not a good performance measure for classifiers, especially when dealing with skewed datasets. For example, if we
have an organization with 1000 workers of which one is a malicious insider,
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and if we fail to identify this person as a malicious insider by guessing and
we never guess, we would be right 99.9% of the time. This demonstrates
why accuracy is not preferred when some classes are much more frequent
than others [26]. Since accuracy clearly does not tell us everything, we have
two complementary pairs of measurements that can help us interpret the
quality of our classifier: sensitivity and specificty, and precision and recall [54].
We will now proceed to their definitions.
Sensitivity
Sensitivity, also known as the true positive rate, is the ratio of the number
of correct positive examples to the number classified as positive, and is
computed:
Sensitivity =

TP
TP + FN

(4.2)

(Equation 4.2, sensitivity: worst value = 0, best value = 1)
Specificity
Specificity, is the same as sensitivity for negative examples. Hence, the true
negative rate, and is computed:
Speci f icity =

TN
TN + FP

(4.3)

(Equation 4.3, specificity: worst value = 0, best value = 1)
Precision
Precision is the ratio of correct positive examples to the number of actual
positive examples, and is computed:
Precision =

TP
TP + FP

(4.4)

(Equation 4.4, precision: worst value = 0, best value = 1)
Recall
Recall measures the same as sensitivity, which is the ratio of number of
correct positive examples, and is computed:
Recall =

TP
TP + FN

(Equation 4.5, recall: worst value = 0, best value = 1)
29

(4.5)

F1 score
When we have both the precision and recall, it is common to combine them
to what we call a F1 score, and it is computed:
F1 = 2

precision × recall
TP
=
precision + recall
TP + ( FN + FP)/2

(4.6)

(Equation 4.6, F1 score: worst value = 0, best value = 1)
Matthew’s Correlation Coefficient
As we mentioned earlier, for accuracy to be meaningful we assume that all
classes are equally represented in the dataset. Although, that is often not
the case, and if we look at the equations, we will see that sensitivity and
specificity sum the denominators, while precision and recall does not take
into consideration the true negatives. Either way, both these pairs provide
more information than the accuracy measure. However, a more correct,
and balanced measure is Matthew’s correlation coefficient (MCC), which
takes into consideration the balance ratio and is computed:
MCC = p

TP × TN − FP × FN

( TP + FP)( TP + FN )( TN + FP)( TN + FN )

(4.7)

(Equation 4.7, MCC: worst value = -1, best value = 1)
If any of the brackets in the denominator are 0, then the denominator is
set to 1, which results in MCC giving a score of 0. This provides a balanced
accuracy computation [15, 54].

4.6

Our Approach

In this thesis, we decided to use the approach of unsupervised learning,
despite the known disadvantages compared to supervised- and reinforcement learning. The reason for choosing unsupervised learning was that we
wanted our system to be as simple as possible; it should not require extensive domain knowledge to be assembled, due to the scarceness in the field
of insider threats. In a real-world setting we may not be so fortunate to
have, or be able to label information about known malicious insiders and
their actions, which is required for supervised learning. In addition, domain knowledge is required to create a scoring function, which is used in
reinforcement learning. Hence, the criterion we set for simplicity is not met
with the options of supervised- and reinforcement learning, taking into account the challenges of defining malicious actions in real-world settings.
With unsupervised learning, we wanted to create a system that was independent of this information.
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Chapter 5

Machine Learning
Implementation
5.1

Introduction

In this chapter, we present the machine learning system that we have
developed. The system is constructed to pre-process and further analyze
data. The pre-processing steps consist of aggregating, parsing and
extracting relevant features from the data, while the machine learning
algorithms perform the data analysis. The desired outcome of the system
is to classify whether an action is related to an insider threat or not.

5.2

Overview

The system consists of several components to process the raw input data:
1. Log aggregation
2. Log parsing
3. Feature extraction
4. Training
5. Testing
Together the components create the product of the system we have
developed for this thesis.
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5.3
5.3.1

Data Description
Overview of Dataset

We used the synthetic r4.2 insider threat test dataset developed by the
Carnegie Mellon University CERT Division [27, 50]. The dataset is a
collection of benign synthetic data and synthetic data from malicious
insider threats. The dataset consists of 1000 synthetic users of which 70
are malicious insiders. The dataset is split up in several files as listed below
in Table 5.1.
File
logon.csv
device.csv
http.csv
email.csv
file.csv
psychometric.csv
LDAP

Description
Log of user activity in regard to logging in and
logging out on a computer
Log of user activity in regard to connection and
disconnection of external devices (USB hard drive)
Log of user web browsing history
Log of user e-mail history
Log of user activity in regard to file copies to an
external device
Contains personality traits of the users
A folder containing a set of files that describe all
users that are related to the organization and their
roles
Table 5.1: CERT r4.2 file description

We will continue to present detailed information about the different files.
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5.3.2

Logs and Features

The following data is available for us to use from the different log files.
File

logon.csv

device.csv

http.csv

email.csv

file.csv

psychometric.csv

Features

Value format

id
date
user
pc
activity
id
date
user
pc
activity
id
date
user
pc
url
content
id
date
user
pc
to
cc
bcc
from
size
attachment_count
content
id
date
user
pc
filename
content
employee_name
user_id
O
C
E
A
N

string
string
string
string
string
string
string
string
string
string
string
string
string
string
string
string
string
string
string
string
string
string
string
string
numeric
numeric
string
string
string
string
string
string
string
string
string
numeric
numeric
numeric
numeric
numeric

Table 5.2: Detailed data description from the files of the r4.2 dataset
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The LDAP folder consists of 16 files containing all the synthetic users and
their roles in the organization over the time span from December 2009 to
May 2011.
Feature

Value format

employee_name
user_id
e-mail
role
projects
business unit
functional_unit
department
team
supervisor

string
string
string
string
string
numeric
string
string
string
string
Table 5.3: LDAP files data description

5.3.3

Scenarios

In this dataset, the synthetic malicious actors are designed at some point in
time to execute one out of the following two scenarios.
Scenario

One

Two

Description
A user who did not previously use removable drives or work
after hours begins to login after hours, use a removable drive,
and uploading data to wikileaks.org. The user leaves the
organization shortly thereafter.
A User begins to surf on job recruitment websites and
soliciting employment from a competitor. Before leaving the
company, the user beings to use a thumb drive at a markedly
higher rate to steal data.
Table 5.4: Description of insider threat scenarios
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5.4

System details

5.4.1

Design

We present an overview of the system in Figure 5.1 below, and the
Sections 5.4.3 to 5.4.6 will be used to explain the different components of
the system.

Figure 5.1: An overview of the system

5.4.2

Programming Language and Libraries

Python
The programming language used for developing the machine learning
software in this thesis is Python 3.5.2. Python is an open source high-level
programming language that is increasing in popularity by developers and
scientists. Python supports a large variety of practical tools for machine
learning and plotting results [58].
35

Pandas
Pandas is an open source BSD-licensed library providing high-performance,
easy-to-use data structures, and data analysis tools [57].
Numpy
NumPy is a Python library, which adds support for large, multidimensional arrays and matrices, along with an extensive collection of
high-level mathematical functions to operate on these arrays [68].
Scikit-learn
Scikit-learn is a popular free software machine learning library, primarily
written in Python [71]. Scikit-learn features various machine learning
algorithms and is designed to interoperate with other python libraries.

5.4.3

Log Aggregation

The log aggregation and collection process consist of gathering all the data
from the different sources into intermediary storage for processing. Once
the log parser has refined the data, it may be stored as a standalone dataset
or forwarded for feature extraction. The feature extractor is responsible
for selecting the features that we deem is important for the machine to find
anomalies within. However, to increase performance, and reduce memoryand disk load the log aggregation and feature extraction processes are run
concurrently. We only read the features that we intend to apply to the
machine learning algorithm. A downside with this approach is that it
reduces the flexibility of the system because it takes more time to include
new features; Every time we intend to add a new feature we must generate
a new dataset.

5.4.4

Log Parsing

The log parsing component, also known as parsing engine, is responsible
for making the data readable for the machine learning algorithms. As the
data that we have aggregated is mostly in the form of text strings, which is
not compatible with the machine learning algorithms that we have chosen,
we need to transform the data that we want to apply into to the correct
formats for each feature we plan to use. We transformed the data in our
system by applying both integer encoding and one-hot encoding which are
both further explained in section 6.2.3.

5.4.5

Feature Extraction

The feature extraction is an important feature as it is responsible for
selecting the data that the machine learning algorithm will use for making
its assumptions. For example, if we miss an essential feature it will lead
to poor performance, as it is necessary for detection. However, including
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a feature that is not necessary may create irrelevant noise, which the
algorithm erroneously may put too much emphasis on, resulting in poor
predictions. We suspect that the different activities and the day and time of
those activities are the most important features to include from our dataset,
and these are therefore present in all iterations of our algorithms.

5.4.6

The Training Phase and Testing Phase

The training phase is when the machine builds its knowledge base, which is
the platform that will be used in the future to decide if a sample displays a
normal or an abnormal instance. We ran the algorithm several times to see
if the classifier was performing as expected by evaluating the output while
tuning the parameters. Since our data was not labelled, it was difficult
to utilize traditional measures for quality, such as accuracy and precision.
Therefore, we created a simple scoring function to evaluate the quality of
the classifier. In addition, we presumed that if the classifier would not
perform as expected we would either have to: 1) tune the constructor
parameters to see if it affected performance, 2) refine the dataset by either
dropping, or transforming existing features, or extract new features, 3) find
another algorithm which may perform better according to the model, or 4)
re-evaluate the model. Once we had a classifier that produced satisfying
training results, we could test the algorithm on unexposed data to see if it
worked as predicted.

5.5

Machine Learning Algorithms

We finished Chapter 4 by deciding on utilizing unsupervised learning. In
this section, we will present the learning algorithms that we used in this
thesis. A characteristic of unsupervised learning is that we do not provide
labels, or any other information to the system on how it is performing.
Despite of this, unsupervised learning is able to identify patterns in data
points without knowing the meaning behind it. Since we wanted to
identify data points that deviated from normal observations we decided
to use anomaly detection algorithms. The goal of an anomaly detection
algorithm is to separate a core of regular observations from deviations.
Once we decided that we wanted this type of algorithm, we explored
algorithms that suited our data and provided good performance [29].
Initially we wanted to utilize a histogram based outlier score (HBOS) [28]
provided by RapidMiner [35]. However, the usage and dependencies of
the software were unclear and we decided not to proceed and instead use
Scikit-learns dedicated anomaly detection algorithms: isolation forest, local
outlier factor (LOF), and elliptic envelope. We will describe the different
algorithms in the next sections.
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5.5.1

Isolation Forest

Isolation forest is considered to be a new algorithm for detecting anomalies
and differentiates from other outlier detection algorithms by taking
advantage of the properties of anomalies, being few and different [51].
The term isolation in this context means separating an instance from the
rest of the instances, and since outliers are few and different, it should
imply that they are more prone to isolation. The isolation forest algorithm
works by recursively partitioning the data until all instances are isolated;
generally more partitions are required to isolate normal instances while
the opposite is true for anomalies. The partitions are created by randomly
selecting a feature and next selecting a split value between the minimum
and maximum value of that selected feature. Considering that a tree
structure can represent recursive partitioning, the number of partitions
required to isolate an instance is the path length from the root node to the
terminating node. An example is illustrated by figure 5.2 below. Isolation
forest is considered to be a fast algorithm used to detect outliers with a
complexity of O(tψ log ψ) in the training phase and O(nt log ψ) in the
evaluation phase, where t is the number of trees, ψ is the sub-sample size,
and n is the total sample size.

Figure 5.2: Comparing the number of steps to isolate normal instance (a)
and outlier (b) [51]

5.5.2

Elliptic Envelope

The Elliptic envelope models the data as a multivariate Gaussian. The
model tries to detect correlations between the data before distorting the
Gaussian, often forming an ellipsoid shape. Outliers may have a significant
impact on the curve, and by modifying the contamination parameter; the
model is free to discard samples to create an ellipsoid with the smallest
volume [84].
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5.5.3

Local Outlier Factor

Local outlier factor is an unsupervised machine learning algorithm developed by Breunig et al. [11] and is frequently used in anomaly detection. The
algorithm defines the probability of a sample being an outlier based on the
density of its local neighborhood. Each sample in the dataset is assigned
an anomaly score, which is called a local outlier factor (LOF). By giving
each sample a score based on the density and distance of its neighbors, we
may compare samples and identify samples that have substantially lower
density, thus, having a higher probability of being an outlier. A considerable weakness with the algorithm is that it becomes substantially slower in
higher dimensions given a complexity of O(n2 ) where n is the total sample
size [2, 11].

5.5.4

Machine Learning Challenges

Bias
Like humans, computers will make assumptions and have prejudice based
on experiences and lack of experiences. Bias is a problem when deploying
systems that may have known how and why the system is making their
predictions. An example is a machine learning system that shall accept or
reject loan applications. The machine learning system may see a correlation
between postal code and wealth, actualizing redlining by rejecting people
with postal codes from more impoverished areas and unfairly favoring
people residing in postal areas that are considered wealthy. Likewise, with
our dataset, we must be careful when selecting our features, as patterns
may be falsely correlated. For instance, we know that in all our scenarios
with malicious insiders, they quit their job shortly after causing damage.
Giving this information to the computer it may automatically suspect
everyone that is quitting or being fired from the organization, while in
real life, malicious insiders may never quit, thus, avoiding detection by
the system, and benign ex-employees will be categorized as suspicious.

Dimensions
As we want as much data as possible to make the most precise predictions,
our system is prone to the so-called curse of dimensionality coined by
Richard Bellman [5], which refers to the various phenomena that occur
when analyzing data from high-dimensional spaces. Such phenomena
include increased computational complexity, difficulties in comparing
samples in relation to density, distance, and visualization. Therefore,
while it may be intuitive at first to include as much data as possible,
we need to be aware of the side effects, especially since we need to
transform the data appropriately with encoding. The encoding may
increase the dimension substantially, making something that initially
seemed computational feasible, completely unfeasible.
39

Encoding
The system that we have developed is dependent on being provided data
in formats and values that it understands. However, the features that we
have collected from the different data sources contain several categorical
and ordinal values provided as text strings, and will not work on these
algorithms. Therefore, the values will have to be appropriately encoded
so the algorithm can make the correct assumptions. Provided the wrong
encoding of these values, the algorithm may misinterpret their meaning,
and for that reason, we applied both integer and one-hot encoding in our
system. The encoding applied to the specific feature depended if it was of
ordinal or categorical nature.
Missing data
In the dataset that we used, there was some noise caused by missing
data. Since our dataset is synthetic, it may seem peculiar that the data
is incomplete, and the reasoning behind the missing data is that it is
fabricated, with the intention to replicate the messiness of real-world data,
where sensors that collect data is not always working as expected. Since
the algorithms that we applied do not automatically deal with missing
data, we needed to consider how to deal with it correctly. There are
several possibilities to consider in terms of coping with missing data, and
the simplest solution would be just to remove the instances where data is
missing. A potential consequence could be that we would miss out on a
lot of valuable information, and malicious insiders could get away scotfree as a result of the incomplete data, which we did not want. Another
possibility was to replace the missing values with a default value such as
0 or -1 to, although this may be convenient for us to perceive as a sign
of missing data, machines may perceive this differently and use it as an
actual data point; therefore, using replacement values is risky as it sticks
out. We decided instead to go for another common approach, by replacing
the missing values with the estimated mean value of that feature, which
the machines theoretically should not interpret as significant. However, in
hindsight, we discovered that using the median value would have been
less sensitive to outliers, and thus more appropriate.
Unsupervised learning
With reinforcement and supervised-learning we may train the algorithm to
understand what sort of behavior that we want to detect by either showing
examples rewarding correct decisions. However, since we were applying
unsupervised learning we were not able to give hints to the algorithm; the
only way we could improve the algorithm is by tuning the parameters that
we gave the constructor, or by changing the model and features that we
provided.
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Chapter 6

Results
6.1
6.1.1

Challenges and Experiences
Finding a Dataset

One of the largest challenges was finding a good dataset. As far as we
know, there are no publicly available real-world datasets for insider threat
detection. We tried to gather our own, and since continuous monitoring is
known to be a prerequisite for tracking down the accountables of an attack,
we enquired the University Center for Information Technology (USIT) for
the possibilities of acquiring logs of relevant data for research on the topic
of security and insider threats. However, the newly launched general data
protection regulation [39, 77] (GDPR) proved to offer som obstacles. There
are three major reasons for why it was not possible to gather real data.
1. It was not included in the terms of conduct for using the computers at
the University of Oslo that data may be logged for research purposes
2. Staff was busy preparing for the GDPR
3. It was difficult to guarantee complete anonymization of personal data
Due to these restrictions our efforts in acquiring a real dataset failed.
Instead we have used a synthetic dataset as a necessary last resort.

6.1.2

Working on a Synthetic Dataset

The synthetic dataset that we utilized is free from privacy constraints, as it
is not based on any real data. Instead, it has several other limitations. The
synthetic dataset is limited to the knowledge and the ability of the creator
regarding replication of human behavior and insider threats. In addition,
it is necessary to emulate the information environment of an organization
realistically. Since it is at best plausible to manage to replicate any of those
elements artificially, we cannot generalize our results in any other way than
that we may detect insider threats in regard to how the designers of the
dataset intended.
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6.1.3

Creating a Model and Selecting Features

Another challenge was to decide which model to choose since a lot of
the future work is dependent on this decision. We also discovered that
selecting features and refining the dataset is an iterative process, that
needs to be repeated regularly to improve the results. Envisioning how
the machine would interpret the data that we provided has proved to
be challenging. This became particularly apparent when working on
synthetic datasets with very detailed scenarios, as described in section
5.3.3. An example is the list of employees, starting at 1000 employees
and slowly declining without replacements. It seems unlikely that an
organization with 1000 employees is slowly becoming smaller, without any
replacements. It was challenging to design a system on the premise of real
data when it was in fact synthetic. Emphasizing some features, for instance
keywords such as "WikiLeaks" and job searching websites, may improve
the effectiveness of the system in this particular environment, although it
would still be inapplicable in a real-world scenario.

6.1.4

Working on a Large Dataset

In the beginning, we were sampling the data from the different log files,
only working on a small portion of the total data size. The sampling
allowed us to try and fail when implementing the foundation of the system
and parse the information correctly. However, our lack of experience in
working with large datasets became more apparent when we needed to
gather results from the whole dataset. We were not sufficiently aware
of the resource demands of the process and ended up having to change
our working server five times during the development of our thesis. The
hardware challenges were: processing power, memory, and hard disk
space. We eventually got a server with superior hardware, but lacked
some software dependencies, which we were dependent on, and due
to administrative restrictions we could not install this software. In the
beginning, we sampled only small pieces from the dataset, because loading
the whole dataset and processing would take too much time. Besides,
making small adjustments took hours, as we would have to wait for the
results. A lesson that we learned is to save progress. The system might use
more time as it will have to save progress, but will make up for it in time
saved, when making small adjustments at certain stages, requiring only to
load at a certain point instead of running the whole process anew.
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6.2

Preprocessing

In this section we will present the result of the preprocessing, how the
data is represented after aggregating, as well as processing and extracting
relevant features.

6.2.1

Dataset
Sample size
32,770,222 rows

Time
8.12 min

Table 6.1: The total sample size and the time required to aggregate and
parse the data.

6.2.2

Features

For both iterations, none of the features included in the psychometric file
was included. In addition, the id for all samples was removed as it proved
to be redundant.
First Iteration - Selected Features
From the remaining files, we included the integer encoded day, time,
pc, user_id, user_role, user_functional_unit, user_department and activity
features. The features and possible values are presented in Table 6.2.
Feature
activity
day
time
pc
user_id
user_role
user_functional_unit
user_department

Possible values
1, 2, (...), 7
0, 1, (...), 6
1, 2, (...), 24
unique number
1, 2, (...), 1000
1, 2, (...), 42
1, 2, (...), 6
1, 2, (...), 7

Table 6.2: Selected features with integer encoding
Second Iteration - Selected Features
We kept the encoded day and time features as they were, while we recoded
the activity features using one-hot encoding. However, we dropped
the pc, user_id, user_role, user_functional_unit, user_department features
entirely. The reason for this was that transforming these features by
applying one-hot encoding would generate too many features, and render
it computational infeasible. The remaining features and their possible
values are presented in Table 6.3 below.
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Feature
logon
logoff
connect
disconnect
e-mail
file
http
day
time

Possible values
0, 1
0, 1
0, 1
0, 1
0, 1
0, 1
0, 1
0, 1, (...), 6
1, 2, (...), 24

Table 6.3: Selected features after applying one-hot encoding

6.2.3

Encoding

During the implementation of the system, we became aware that the
algorithms might misinterpret the way we transformed our categorical
attributes. We started out with integer encoding for all our attributes. An
example is shown below in Table 6.4.
Label
Logon
Logoff
Connect
Disconnect
E-mail
File
Http

Label
1
2
3
−→
4
5
6
7

Table 6.4: Integer encoding: Transforming labels into numerical labels
The integer encoding makes the features readable for the algorithm.
However, since the nature of the features was categorical, the algorithm
may make some wrong assumptions. Since logoff is represented by ’2’,
which is greater than logon (’1’), disconnect (’4’) is close to e-mail (’5’),
connect (’3’) is the average of logon and file (’6’). It becomes clear that
this type of encoding is better suited for ordinal values that indicate a
clear ordering of the variables. However, integer encoding does not make
much sense for our categorical values, as they were not intended to be
interpreted in this way. One way to deal with this problem is to use one-hot
encoding, also known as dummy coding. The one-hot encoding method
creates a dummy column for each feature where 1 represents the presence
of that feature and absence is represented by 0. An example is presented in
Table 6.5.
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Logon
1
0
0
0
0

Logoff
0
1
0
0
0

Connect
0
0
1
0
0

(...)
(...)
(...)
(...)
(...)
(...)

Http
0
0
0
0
1

Table 6.5: Result after one-hot encoding
By applying one-hot encoding we made sure that the algorithm may
not misinterpret the meaning of the numbers by simply highlighting the
presence of an activity. We continued to make use of integer encoding
when dealing with days of the week and time, as they have an ordinal
relationship.

6.3

Performance

In this section, we will present and compare the results from the training
phase and testing phase of our different algorithms. It is important to note
that for the first and second run in the isolation forest, as well as the one
run with the local outlier factor, there was an error in the dataset that led to
one malicious insider being labelled as a benign worker. This implies that
the results are slightly inaccurate, but we do not expect the error to bear
significant weight.

6.3.1

Isolation Forest - Training

The isolation forest algorithm takes several tuning parameters, which affect
the quality of the classifier. The parameters include how many decision
trees that should be created, the number of samples that each decision
tree will work with, the predicted contamination, and the number of
features it should draw from the dataset. Increasing the number of trees
generally improves the quality of the decisions at the cost of time and
computational power. However, the benefits converge at approximately
100 trees [51] which ended up as our baseline. We started to have a subsample size equal to the size of the training dataset, divided by the number
of decision trees. The reason for the low amount relative to the total size
of data is because of how the algorithm works by focusing on the outliers
[51]. The contamination parameter is what we predict to be the ratio of
anomalies in the dataset, and is regarded as the most important tuning
parameter. Therefore, it is essential to adjust the contamination parameter
to be approximately how many or few anomalies we expect; the default
value for this feature is 0.1, which implies that ten% of the samples are
anomalies. Since we expect that malicious insider actions are substantially
lower than ten% we tested that threshold with several values below. We
used 90% of the total dataset in training, and the tuning variables used in
the first iteration of runs are shown in the Table 6.6 below.
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Run

Trees

1
2
3
4
5
6

100
80
60
50
100
100

Sub-sample
size
294932
368665
491553
589864
294932
368665

Features

Contamination

1
1
1
1
1
1

0.00125
0.0001
0.00125
0.01
0.0006
0.001

Table 6.6: Parameters that are given to the isolation forest constructor in the
first iteration
We will now present the results of the first training runs of the isolation
forest algorithm in Table 6.7. The true positives (TP) include how
many outliers that were correctly identified as malicious insiders by the
algorithm. The true negatives (TN) are how many benign workers that
were not identified as a malicious insider threat. The false positives (FP)
are how many outliers that were benign workers and were incorrectly
identified as malicious insiders threats. The false negatives (FN) are the
number of malicious insiders that remained undetected. The score is the
resulted output from a self-invented function for evaluating the classifier.
Moreover, the score function takes the number of FN and multiplies it
with the number of FP, and hence a lower score is better. The time is the
execution time of the classifier.
Run
1
2
3
4
5
6

TP
31
13
28
51
29
41

TN
744
852
766
465
770
747

FP
192
84
170
471
166
189

FN
33
51
36
13
35
23

Score
6528
4368
6290
6594
5976
4536

Acc.
77.50%
86.50%
79.40%
51.60%
79.90%
78.80%

Time
109 min
76 min
65 min
55 min
110 min
97 min

Table 6.7: Output from the first iterations of training
It is conspicuous from Table 6.7 that the performance of the classifier was
below expectations. Therefore, we decided to go over the features we
selected earlier, and we suspected that the machine might misinterpret the
integer encoding when we were not dealing with ordinal values. For the
next iterations we implemented one-hot-encoding for the activities and,
as well as removing the features: pc, user_id, user_role, user_department,
user_functional_unit. The reasoning for the removal of those features was
that the algorithm might misunderstand their meaning as they were not
ordinal, and transforming them with one-hot-encoding would drastically
increase the dimensions of the data. In the next iterations we decided to
stick with 100 trees, and a sub-sample size equal to 1.33% of the training
dataset, as well experiment with the number of features as seen in Table 6.8.
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Run
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

Trees
100
100
100
100
100
100
100
100
100
100
100
100
100
100
100
100
100

Sample size
393242
393242
393242
393242
393242
393242
393242
393242
393242
393242
393242
393242
393242
393242
393242
393242
393242

Features
1
1
1
1
1
1
2
2
2
2
2
3
3
3
3
3
3

Contamination
0.001
0.0007
0.0004
0.0003
0.00009
0.01
0.001
0.0007
0.0004
0.0003
0.00009
0.001
0.0007
0.0005
0.0004
0.0003
0.00009

Table 6.8: Parameters that are given to the isolation forest constructor in the
second (1-6), third (7-11) and fourth (12-17) iteration
Next, we will present the results of the iterations in Table 6.9, before
presenting more informative performance measures in Figure 6.1. It is
worth noting that in between run 1-6 and 7-17 there was a hardware update
on the server used, positively affecting the performance.
Run
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

TP
44
43
41
35
21
64
41
44
42
41
37
44
41
41
41
39
33

TN
734
739
743
804
867
401
803
806
814
815
825
775
795
803
813
821
857

FP
202
197
193
132
69
535
132
129
121
120
111
160
137
132
122
114
78

FN
20
21
23
29
43
0
24
21
23
24
28
21
24
24
24
26
32

Score
4040
4137
4439
3828
2967
5300
3168
2709
2783
2880
3108
3360
3288
3168
2928
2964
2496

Acc.
77.8%
78.2%
78.4%
83.9%
88.8%
46.5%
84.4%
85%
85.6%
85.6%
86.2%
81.9%
83.6%
84.4%
85.4%
86%
89%

Time
90 min
88 min
87 min
88 min
91 min
90 min
63 min
64 min
64 min
65 min
64 min
71 min
73 min
74 min
75 min
73 min
72 min

Table 6.9: Output from the second, third and fourth iteration of training
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Figure 6.1: Performance measure results from the isolation forest algorithm
in training
The results in 6.9 show improvement from the results presented in Table 6.7
with accuracy as high as 89%. However, as we discovered in Section 4.5,
having good accuracy is not necessarily adequate when measuring the
quality of a classifier, especially when dealing with a skewed dataset such
as ours. For this reason, we have included MCC, which is considered
a balanced measure as it regards the class imbalance. We have also
included the two complementary pairs of measurements, precision and
recall, sensitivity and specificity, and the f1 score, which is the harmonic
average of recall and precision. The performance measures are visualized
in 6.1, with scores ranging from 0.00 − 1.00, a higher score represents better
performance.
The best performance was measured in run 8 with an MCC value
and F1 score of 0.35, and 0.37 respectively. These values indicate a weak
to a moderate positive relationship when predicting insider threats in
training. The reason for the lower score when using MCC and F1 as
compared to accuracy is because of the relatively poor scores in precision
and sensitivity. The precision indicates that we detect few true malicious
insiders compared to the ratio of falsely alleged malicious insiders, while
sensitivity indicates that we detect few malicious insiders compared to the
total number of malicious insiders.

6.3.2

Isolation Forest - Testing

We have finished presenting the results of our training phase for the
isolation forest algorithm. We now proceed to the testing phase where our
goal is to see how our classifier performs on unexposed data. We did not
include the first iteration of training in the testing phase, as it was purely
exploratory, and provided conspicuous poor performance. The dataset
consists of the remaining ten% of the total dataset, as the previous 90%
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was used in training. In the remaining ten% of the dataset five malicious
insiders and 853 benign workers were included. We identified only five
malicious individuals out of the total of 70 in the last ten% of the dataset,
which indicate that we had a slightly lower ratio of malicious insider
activity in the testing dataset, compared to the training dataset. The testing
was performed by the same classifier that was used in the training phase,
hence run 1 in training was performed with the same classifier as run 1 in
testing. The results are presented in Table 6.10, and additional performance
measures in Figure 6.2.
Run
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

TP
1
1
1
1
1
5
1
2
1
1
0
1
1
1
1
1
0

TN
731
735
749
792
818
406
755
767
772
776
804
742
750
764
778
780
818

FP
117
113
99
56
30
442
93
81
76
72
44
106
98
84
70
68
30

FN
4
4
4
4
4
0
4
3
4
4
5
4
4
4
4
4
5

Score
468
452
396
224
120
6630
372
243
304
288
220
424
392
336
280
272
150

Acc.
85.81%
86.28%
87.92%
92.97%
96.01%
48.18%
88.63%
90.15%
90.62%
91.09%
94.26%
87.10%
88.04%
89.68%
91.32%
91.56%
95.90%

Time
3 min
3 min
3 min
3 min
3 min
4 min
2 min
2 min
2 min
2 min
2 min
3 min
2 min
3 min
3 min
2 min
2 min

Table 6.10: Output from the second, third and fourth iteration of testing

Figure 6.2: Performance measure results from the isolation forest algorithm
in testing
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The results in Table 6.10 present as high accuracy as 95.9%, and still, high
accuracy is not adequate when measuring the quality of our classifier. As
shown in Figure 6.2 the best performance was measured in run 8 with an
MCC value and F1 score of 0.07, and 0.05 respectively. These measures
indicate a negligible positive relationship to predicting malicious insiders
in testing. The reason for the lower MCC and f1 score relative to training
is a substantial drop in the sensitivity measure and even lower precision.
The results from testing could indicate that the classifier usually predicts
that an instance is normal, and when it predicts an outlier it is barely better
than random selection for insider threat detection.
Since we were not satisfied with the results, we wanted to test another
model. Instead of looking at the anomalies globally we proceeded to look
at anomalies based on the user. The reasoning behind was based on the
assumption that malicious insiders may have more erratic behavior. The
new hypothesis is investigated in the next section.

6.3.3

Isolation Forest - Per-User Basis

We sought to improve our model by looking for anomalies on a peruser basis, instead of running the algorithm on the complete training
dataset, which includes all users. We trained and tested the algorithm
on each user to see which users generated the most anomalies. Since we
assumed that users who demonstrated frequent erratic behavior could be
an indicative of an insider threat, which should generate more anomalies.
First, we evaluated the users based on the total amount of anomalies
generated. However, this might affect the performance because some
users might generate more events, and thus a higher chance of generating
more anomalies as they have stayed longer with the organization. Next,
we selected the users based on anomalies generated divided by the
total amount of events which should be a fairer measurement. We will
continue to present tuning parameters that were given to the constructor in
Table 6.11, and the results in Table 6.12.
Run
1
2
3
4
5
6

Trees
100
100
100
100
100
100

Sample size
256
512
512
512
512
512

Features
1
1
1
1
2
2

Contamination
0.001
0.001
0.001
0.001
0.001
0.0007

Table 6.11: Parameters given to the isolation forest constructor in the peruser model
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Run

True Insider Threats

1*
2*
3
4
5
6

0
1
9
9
18
17

False
Threats
100
99
191
191
182
181

Insider

Time
345 min
319 min
356 min
371 min
671 min
666 min

Table 6.12: Results from taking the top 100 and 200 users that generated the
most outliers. *Has only the first 100 users with the most anomalies
The results presented in Table 6.12, show us that we were only able to
identify a quarter of the insider threats, along with identifying several
false positives. This might indicate that our suspicions in regard to that
malicious insiders generate more anomalies than benign workers was
incorrect for this dataset.

6.3.4

Elliptic Envelope - Training

The elliptic envelope algorithm does not require as many tuning parameters as the isolation forest algorithm and only requires us to specify a contamination ratio; the parameters given for the different runs are shown in
Table 6.13.
Run
1
2
3
4
5
6

Contamination
0.001
0.0007
0.0005
0.0003
0.0003
0.00009

Table 6.13: The contamination parameter forwarded to the elliptic envelope
constructor for each run
When running the elliptic envelope algorithms, we used the same training
dataset as we have used for the latest runs with the isolation forest
algorithm. The training dataset consists of 90% of the total data and it uses
one-hot encoding for the activity features; there are 930 benign workers
and 65 malicious insider threats. The results from the training phase are
presented in Table 6.14, and additional performance measures in Figure 6.3.
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Run
1
2
3
4
5
6

TP
39
43
36
33
28
15

TN
812
829
819
819
820
838

FP
123
106
116
116
115
97

FN
26
22
29
32
37
50

Score
3198
2332
3364
3712
4255
4850

Acc.
85.10%
87.20%
85.50%
85.20%
84.80%
85.30%

Time
47 min
46 min
46 min
48 min
46 min
46 min

Table 6.14: Output from training the elliptic envelope

Figure 6.3: Performance measure results from the elliptic envelope
algorithm in training
The results in Table 6.14 provide a reasonable accuracy. As we have
learned, having good accuracy is not necessarily adequate for our data. The
MCC and F1 score shown in Figure 6.3 reflects that. The best performance
was measured in run 2 with an MCC value and F1 score of 0.36, and
0.4 respectively. These values indicate a weak to a moderate positive
relationship when predicting insider threats in training. The reason for
the lower score when using MCC and F1 as compared to accuracy is again
because of the relatively poor scores in precision and sensitivity. The results
from the precision tests indicate that we detect few true malicious insiders
compared to the ratio of falsely alleged malicious insiders, while the results
from the sensitivity tests indicate that we detect few malicious insiders
compared to the total number of malicious insiders.

6.3.5

Elliptic Envelope - Testing

We now proceed to the testing, which we performed as previously with
the isolation forest algorithm and used the remaining ten% of the dataset
that was unexposed. The results from the testing phase are presented in
Table 6.15, and additional performance measures in Figure 6.4.
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Run
1
2
3
4
5
6

TP
1
2
1
1
1
1

TN
744
768
756
761
765
791

FP
86
62
74
69
65
39

FN
4
3
4
4
4
4

Score
344
186
296
276
260
156

Acc.
89.22%
92.22%
90.66%
91.26%
91.74%
94.85%

Time
4 sec
4 sec
6 sec
4 sec
4 sec
4 sec

Table 6.15: Output from testing the elliptic envelope in testing

Figure 6.4: Performance measure results from the elliptic envelope
algorithm in testing
The results in Table 6.15 present higher accuracy compared to training, still
high accuracy is not adequate when measuring the quality of our classifier.
As shown in Figure 6.4 the best performance was measured in run 8 with
an MCC value and F1 score of 0.09, and 0.06 respectively. These measures
indicate a negligible positive relationship to predicting insider threats in
testing. The reason for the lower MCC and f1 score relative to training is a
substantial drop in the sensitivity measure and even lower precision. The
results from testing could indicate that the classifier usually predicts that an
instance is normal, and when it predicts an outlier it is barely better than
random selection for insider threat detection.

6.3.6

Local Outlier Factor

The Local Outlier Factor (LOF) algorithm does not have a training phase
and a testing phase like the previous algorithms and utilizes all the data
at once. However, due to very long runtimes, we were not able to run it
as many times as we would like, only allowing us to run it once with the
dataset we used in the first iteration for isolation forest. We tried to run it
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several times, with the last attempt to execute it continued to run after 37
hours. The results from the one successful run are presented in Table 6.16.
Run
1

TP
67

TN
283

FP
648

FN
2

Score
1944

Acc.
35.00%

Time
510 min

Table 6.16: Output from the LOF
The LOF algorithm has a high ratio of false positives, but in turn detects
most insider threats, and as a consequence; the self-invented scoring
function favors this algorithm compared to the others. In the next chapter
we will further discuss the results we have presented.

6.4

Discussion

We have presented the results from our implemented system, using three
different algorithms for unsupervised machine learning. Unfortunately, we
have more results from the isolation forest algorithm, and the reason for
this is that we had problems with the elliptic envelope algorithm crashing
prior to the implementation of one-hot encoding, in addition to very long
runtimes with the LOF algorithm. However, we still believe that we have
made a fair comparison between the three algorithms for our usage under
the circumstances of limited time and resources. We will now proceed to
compare the results, discuss challenges and possible improvements.

6.4.1

Comparison

The best performance by the elliptic envelope and isolation forest showed
a similar MCC value and f1 score in both training and testing, and both
these runs had the same contamination value of 0.0007. The training
phase had a weak to moderate positive relationship, which could indicate
that using the algorithm prior to a manual investigation may lead us in
the correct direction of malicious insider activity, rather than inspecting
users at random. However, the testing phase had a negligent positive
relationship, which indicates that it is hardly better suited than random
selection on new data. A reason for the lower score could be due to the
lower rate of insider threat activity in the testing dataset compared to the
training dataset.
To our surprise, the isolation forest algorithm using a per-user basis
model, performed worse than expected, with the best run identifying only
18 of the 70 malicious insiders. This suggest that erratic behaviour does not
imply malicious insider activity for this dataset.
The more traditional anomaly detection algorithm LOF performed
poorly in the one run we were able to complete, despite detecting 97% of
the malicious insiders while cutting the number of users down by 30%. The
results by themselves could suggest that we may use the LOF algorithm as
a part of preprocessing, to lower the number of alternatives for the other
algorithms.
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6.4.2

Improvements

The isolation forest algorithm, using a per-user basis model, did not
perform up to our expectation. A reason for this could be that if a malicious
insider does malicious actions frequently, it may be classified as usual for
that user. For example, if a user always logs on at after hours to download
data to a thumb drive, the events would be so regular that it would not be
classified as an anomaly for this user. However, this sort of behavior would
have been detected in a global model, under the assumption that few users
also have this behavior. Moreover, using the global model, the malicious
insiders may hide in plain sight, as using thumb-drives to download data
in office-hours may be a regular event. A possible improvement could be
to take an approach similar to Legg et al. [48] and compare the behavior
of a user to their role in the organization instead, leaving out the noise
from the pool of global users and the bias of the user. However, it is worth
noting that this approach might also be prone to problems, such as poor
performance when there are few users with a specific role. In addition, if
most users have the same role it may create much noise.
The LOF algorithm could be utilized in preprocessing. However, the
isolation forest classifier as shown in Table 6.9 run 6 could perform the
same task with substantially lower runtime, and better results, detecting
all malicious insiders and reducing the population by 43%. Hence, we
would instead recommend using the isolation forest algorithm with a
higher contamination threshold.
In our system we have left out a substantial amount of data. The
reason for this was because we wanted to see if we could generate a
simple, quick and easily deployable system, which require little domain
knowledge. However, we could have made our encoding more efficient
by implementing binary encoding instead of one-hot encoding for our
categorical features. Since we already had converted the categorical
values from text strings into numerical values with integer encoding, we
could have converted the numerical values into a binary representation,
and further split these binary digits into columns. As a result, the
activities would have required three columns instead of seven, thereby
considerably reducing the dimensions of the data. By reducing the number
of dimensions generated by encoding, we could increase the numbers of
features collected. For this dataset, we assume that keywords in filenames,
visited websites, and e-mail content may prove useful for detection
of insider threats. However, dealing with strings can be complicated
in machine learning, and will require knowledge of natural language
processing (NLP) to maximize reward.
Furthermore, it may also be worth exploring the possibility of batching
the datasets based on time intervals. By batching data in time intervals,
we could explore if there has been a change in user behavior on a monthly
or weekly basis. We could also compare behavior across different roles,
departments, and functional units, as we may assume that the activities
may be more similar within the distinct groups compared to the global
behavior, giving less room for malicious insiders to hide in open sight.
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In addition, we would like to point out that the dataset is quite naive;
the included scenarios are limited and do not capture the characteristically
slyness that malicious insiders may possess. An example is the WikiLeaks
scenario; it is ignorant to believe that malicious insiders will browse
and upload information to WikiLeaks in an organization’s network and
systems. Furthermore, the language used in content contained in e-mails
were also a bag-of-words with inserted keywords, which are far from
realistic; here there is no correlation between e-mail header and body. The
generated filenames are also very cryptic, and one would expect filenames
to be readable and make sense for humans, as security by obscurity
should be avoided, instead of correct privileges and other mechanisms
should be in place to protect assets. Moreover, the dataset does not
take into consideration that malicious insiders may develop a cipher for
communication to withdraw information to be able to trick automatic
systems like this. Further, the dataset is also considered to be a dense
needle dataset, with more malicious insider activity than what would be
expected in a real-world scenario. Moreover, in the light of the results, we
believe that we are not able to detect insider threats by a pure unsupervised
machine learning model.
In the next chapter, we present a framework that takes into consideration several factors instead of only technical attributes. These limitations
make it challenging to create systems that have good performance in both
real-world uses and in this dataset.
There are several limitations to the system we have developed, and
since we do not have labelled data, we may not know what feature that
helped us lead to an insider threat activity. Moreover, the isolation forest
algorithm takes random features and discovers patterns; it does not know
its function and therefore cannot tell us what indicators of insider threats
were. In addition, the system we have developed has a high ratio of false
positives, suggesting that we are not able to detect insider threats to a
sufficient degree in the systems current state. As a result, we propose in
Chapter 7 a framework that takes into consideration other aspects when
trying to detect and mitigates the insider threat.

6.4.3

Additional Data Sources

When trying to gather a real dataset, we investigated the possibilities of
using SysMon [79].
SysMon
Sysmon, a concatenation of system and monitor, is a free tool and part of
the Sysinternals Suite provided by Microsoft [79]. It was built based on
the foundation of the Process Monitor [78], and was developed for internal
use at Microsoft to get a better understanding of breaches, track intruders
and what they were doing [80]. The tool runs as a driver and a service on
the computer and is used to log several events a computer generates such
as process creation and network connections. One of the main advantages
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of Sysmon is that it boots early and can generate events early that could
lead to the detection of sophisticated kernel-mode malware. Sysmon does
neither provide any analysis of the events it is logging, nor attempts
to hide its existence from malware and potential attackers. Therefore,
Sysmon is often used in conjunction with other software, which utilize
the generated events from Sysmon. The first thing we had to do set up
Sysmon was to install and configure it to log desired events; otherwise,
we may have ended up flooded with data of little value, also known as
noise. Further, we needed to collect and aggregate the events to increase
the security, to prevent an attacker from being able to directly remove or
manipulate the event log files, and to provide more efficiency in search due
to centralization. This was done by using another piece of software - the
Windows Event Collection or a SIEM agent. Once we had a destination for
the collected data, the next step was to parse the data, and to generate the
the correct syntax for our system at test.
We have examined the possibilities to detect insider threats by using
the first event in Sysmon, process creation. Event ID 1 in Sysmon describes
detailed information about a process creation event such as time, host
computer, user, image (file path), file directory, process ID, parent process
ID, command line arguments to the new process, and hashes of the image
by using either the MD5, SHA1 or IMPHASH hashing algorithms.
After inspecting an anonymized dataset provided by USIT, and reading
up on background literature [23, 55, 62] we concluded that it was not
suitable for malicious insider threat detection, as it was more suitable for
detection of malware. Previous research by Demme et al. [23] indicates
that malware may be detected by analyzing performance counters from
both malware and benignware1 . Furthermore, research by Mosli et al. [62]
suggests that malware create more processes than benignware.

1 benignware

is a computer program that is nonmalicious
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Chapter 7

Physical Security for Detection
of Insider Threats
7.1

Introduction

During the course of this thesis, it has become apparent from related work
and our results presented in Chapter 6 that the insider threat problem
may not be solved with one solution. Instead, it is an effort that needs
to be addressed from multiple areas in the organization. Organizations
often take for granted that persons within authorized areas have been
authenticated correctly, forgetting that humans are susceptible to social
engineering. Also, physical security should not be used solely for logging
access events. Instead, it should be used in combination with cybersecurity
logs for analytics. The psychological and organizational factors also need
to be addressed as human error is inevitable. Organizations should strive
to create a working environment that lowers the risk and conditions where
humans are more prone to error. Besides, organizations should listen to
their employees and take criticism seriously, as signs of disgruntlement is
the most common indicator of insider threat. In this chapter, we propose
a framework that takes the whole organization into consideration and
conforms to previous research by [12, 32, 43, 59].

7.2

Overview of the Framework

The framework was inspired by previous work by Costa et al. and Greitzer
et al. [21, 32]. However, the proposed present framework represents an
extension of previous frameworks, as these did not take into sufficient
consideration the physical aspect of security. The physical aspect of
security is a significant concern as it is a massive attack vector. Once
a malicious actor has free physical access to a system, he or she might
gain complete control of it, depending on the skills of the perpetrator. An
overview of the framework is presented in Figure 7.1.
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Figure 7.1: A high-level design of the framework

7.2.1

Physical Security

Physical security is an evolved form of traditional physical access control,
which has four principles: deterrence, prevention, detection, and apprehension [9]. These principles remain the same, and to comply we need
actions to identify, analyze, evaluate and mitigate risk. There are several
methods for risk management, which should lead to the identification of
essential assets and how to secure them. Furthermore, no sole physical
control will cover all of what an organization’s needs. The physical controls need to be structured in layers that overlap. The reason for this is that
essential assets should not be protected by only one protection mechanism,
and should one control fail, we could still have some backup. With larger
capabilities due to the increased access to computational power, physical
security should not be used solely for logging access events. Instead, it
should be utilized in analytics to discover logical shortcomings. For example, users should not be able to access computers, offices, and systems
without accessing the previously required authentication point. Discovering these flaws might prove breaches of security policies, and identify
vulnerabilities.

7.2.2

Cybersecurity

Cybersecurity is an umbrella term for protecting systems connected to
the Internet. It is continuously evolving as electronic devices and the
Internet of things (IoT) are becoming ubiquitous. Having control over who
have access to, and all the entities that are connected to our networks are
becoming essential for any organization,. The reason for is that the majority
of organizations have their most important assets stored on computers.
Therefore, physical security and cybersecurity should be coordinated to
deter, prevent, detect, and apprehend malicious activity.
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7.2.3

Data Sources

The data sources for the framework were combinations of all logs that
were generated by physical security and cybersecurity components. The
generated logs were further aggregated and parsed to fit the knowledge
base and facilitate for analytics. We classified the data sources into three
categories:
• Security components: include any logs derived from access controls,
such as RFID readers, numpads, biometrics, CCTV1 , sensors, and
manually logged by security personnel.
• Systems: include any logs derived from system monitoring solutions,
such as SysMon [79]. Systems that should be monitored are networks,
printers, servers, computers, and other digital devices.
• Personal devices: include any devices that are connected to the
organization network and includes phones, tablets, watches, and
laptops.

7.2.4

Log Aggregation

Log aggregation includes collection and feature extraction of events.
Collecting data can often be overwhelming if one tries to log everything.
Therefore, one should invest time to explore which events and data that
are the most necessary. The logs should be stored in a smaller secure
intermediary storage for processing, using the parsing engine before being
forwarded to the knowledge base.

7.2.5

Parsing Engine

The parsing engine transforms the extracted data into the desired format.
The knowledge base that we utilized represents data by using triples,
which uses the subject/predicate/object annotation. Therefore, we needed
to mutate the data to fit it into that format.

7.2.6

Knowledge Base

The knowledge base, also known as ontology illustrated in Figure 7.2, is
a collection of classes, their attributes, and relations. The knowledge base
might be populated by individuals/entities of certain classes which inherits their characteristics. The knowledge base might use this information to
work as a look-up table, having control over all the interactions between
the populated knowledge base.
Person class: includes detailed information about every person associated
with the organization. Information should include personally identifiable information, associated devices, roles, access rights. Also, any visitor
should be linked to a member of the organization, and incidents involving
1 Closed-circuit

television
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a person should also be linked.
Department and building class: includes information about the infrastructure
of the organization, the exact and location of every office, workspace, security component, and system.
Device class: includes detailed information about every system and all personal devices known to the organization.
SecurityComponent class: includes detailed information about all the different security components in the organization, such as their location and who
has access.
Incident class: includes different classifications of unwanted behavior regarding their threat level.

Figure 7.2: Main classes of the knowledge base
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7.2.7

Psychological Factors

Monitoring psychological features may be latent or non-existing for most
organizations, and it is generally agreed that noticing a negative change
in behavior should be approached cautiously. However, it is reported
that 80% of malicious insiders came to attention prior to the incident of
behavioral concerns [43]. Furthermore, signs of disgruntlement before
the attack are common, suggesting that a successful intervention might
have prevented the attacks [75, 87]. Several researchers have approached
the insider threat problem by using proactive personality and behavioral
analysis of employees [1, 10, 41]. The combination of these results indicates
that we should collect data about the state-of-mind from employees, and
take job disgruntlement or indicators of it seriously.

7.2.8

Organizational Factors

Psychological and technical factors may not be sufficient in understanding
the insider threat problem. The role of organizational factors inducing
human error has been studied [22], but often not in the context of insider
threats. Insider threats may occur because of organizational events and
policies. It is simple to flag a successful phishing attack on human error,
while it would be more truthful to blame it on other system failures such as
lack of, or inadequate training and policies, other factors leading to stress
such as workload and tight time management may also lead to an increased
risk of human error. Greitzer et al. [32] implemented an ontology that takes
into consideration the social and organizational factors concerning insider
threats, and could be used to extend our physical ontology.

7.2.9

Rule-based Anomaly Detection

As regards physical security; what most often comes to mind is physical
access control, either by guards and locked doors that we may unlock with
the correct authorization. However, these control measures are vulnerable
to social engineering, and if we lack the correct logging and analytical tools,
it may not be possible to retrace the steps to find the one responsible.
Therefore, security-policy violations may freely go unnoticed until an
incident occurs.
Having frequent breaches of organizational security policies undermine
the importance of the security culture. For example, why would an
employee follow the protocol if few other colleagues do the same? Being in
the proximity of an incident could lead to higher risk of being a suspect. By
implementing the security policy into our system for analytics, we enforce
compliance, which allows us to detect security deviations.

7.2.10

Forensics

The security forensics team should include IT-security professionals. By
examining the information gathered by the automatic and rule-based
anomaly detection methods, they may examine the knowledge base with
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SPARQL queries to find evidence of malicious behavior. This is necessary
as we in Chapter 6 discovered that anomaly detection may lack the
accuracy to be used as valid evidence, by investigating more we get a
better insight into the situation. Figure 7.3 is a high-level illustration of
how manual security forensics and automatic anomaly detection should
complement each other in an insider threat detection program.

Figure 7.3: Illustration of how the logical and physical systems should
improve each other

7.3

Discussion

In this chapter, we have presented a framework for a knowledge base to be
used in insider threat detection. The framework illustrated in Figure 7.1 is
built from the results we gathered in Chapter 6 and from related work.
We will continue in this section to discuss important elements of the
framework.
While cybersecurity and other technical factors have frequently been
researched concerning insider threat detection, physical security is often
overlooked. Organizations seem to take for granted that persons within
authorized areas have been authenticated correctly, forgetting that humans
are susceptible to social engineering. The widespread lack of proper logging and handling of events related to authentication of physical areas
make it difficult to identify who is responsible, as well as identifying possible witnesses. In addition, physical security and cybersecurity measures
aimed at insider threats should be primarily focused on deterrence, not
detection. This is in accordance with the principles of physical security
[9]. The reason for this that we want to take preventative action, and be
proactive in our approach. Detection is necessary if we cannot discourage
malicious actions, thus we want to make it more difficult for the potential
malicious insider to reach the "tipping point" as mentioned in Chapter 2.3.
Apprehension is the most expensive possibility as it implies that the action and damage have already been inflicted, and resources will have to be
allocated to identifying the perpetrator.
hysical security and cybersecurity should be coordinated in analytics
to provide better insight into activity in organizations. The information
that they provide could be essential in the discovery of policy breaches and
vulnerabilities. When identifying policy breaches, communication should
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be established between security personnel and employees to discover why
it is happening. We might discover a bottleneck or possibly a malicious or
unintentional insider threat. Added communication between IT-security
professionals and the employees could also signify an enhanced security
culture. In addition, discovered malicious activity might be reconstructed,
which provides us with real and invaluable insight into the insider threat.
Human error is natural. However, if human errors occur frequently
it could be an indicator of other factors in the workplace being wrong
[22, 32]. Reason et al. [76] defines two approaches when looking at
human error; one is the person approach which focuses on mental states
such as forgetfulness, negligence, and boredom. Moreover, organizations
following this approach tend to have more disciplinary sanctions to
prevent human errors, such as sanctions, retraining and blaming. The
second approach is the system approach which takes into consideration that
humans will make errors and that we should create robust systems that
lower the risk and conditions where humans are more prone to error, such
as stress. Besides, organizational and psychological factors could reveal
signs of disgruntlement, which is a common indicator before an insider
attack [75, 87].
By aggregating and parsing the cybersecurity, physical security, psychological, and organizational data into the knowledge base, we gather
much information that can be utilized through rule-based anomaly detection. Similar to a blacklist, we have integrated our security policy to the
knowledge base. By doing so, we know if person P signs out of building B
without signing in to the building; signaling an evident breach to the security policy. Besides, we can do detailed manual forensics to gather further
insight into the situation; this is all accompanied by an anomaly detection
system that applies machine learning to find the most likely insider threats.
The ontology that we have developed makes it possible for organizations or researchers to create their knowledge database and apply their own
rules to detect anomalies and organizational policy breaches. The solution
may be used together with the machine learning system that we have developed. As forensics and automatic anomaly detection is a iterative and
never-ending process, a user who is detected as an outlier in the automatic
anomaly detection system may be manually inspected through a query in
the knowledge database to verify or reject if this is malicious behavior. As
we may implement our security policy as rules in the knowledge base, frequent breaches may indicate a vulnerability which should be addressed.
This may open a communication channel between the users and the security professionals, and users may explain the inconveniences and loopholes
of the system which are leading to the breaches.
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Chapter 8

Conclusion
In this concluding chapter, we start by summarizing the importance of
addressing the insider threat holistically. We will directly address the
research questions we set for this thesis. Finally, we will present some ideas
that we did not have time to pursue, but consider to be important for future
development in addressing the insider threat.

8.1

Solving the Insider Threat Problem

We have investigated the insider threat problem, and are convinced that
solving the insider threat problem is very difficult if not impossible.
However, we can try to deter, and mitigate the damage a malicious insider
could cause by implementing role based access control, visible security, and
warnings of monitoring. For detection we have investigated the prospect
of implementing an unsupervised machine learning system. The system
proved prone to generate a high ratio of false positives. However, by
further improvements it may be used to aid forensics work by lowering
the number of suspects. Furthermore, the insider threat problem should
be approached holistically, taking all aspects of the organization into
consideration; it is not enough to only look at black and white technical
logs to deal with the complexity of malicious insiders behaviors.

8.2

Goal Fulfillment

In the introduction we presented two research questions, which have
formed the thesis. In this section we will answer these questions directly.
Q1) How can we utilize machine learning for the detection of insider
threats in a manner that will require little domain expertise?
A1) Machine learning can be applied to detect insider threats by collecting,
aggregating, feature extracting, and parsing log files from different technical sources in an organization. Moreover, machine learning algorithms can
be used to analyze the data and find anomalies, which could indicate mali67

cious insider activity. Our results indicate that it is plausible that machine
learning can be used to narrow down the number of suspects in insider
threat situations, providing results that can be utilized in further manual
investigations. The results from our recently developed system on synthetic data show that we cannot solely rely on a machine learning system
for the detection of insider threats. This is because of there is a risk of falsely
accusing someone who is innocent of malignant activity.
Q2) How can physical security analytics aid the detection of insider threats?
A2) Physical security analytics can aid the detection of insider threats by
proactively enforce security-policies. In contrast to traditional physical access control, which is reactive.

8.3

Future Work

There remains a lot of work to be done in the field of detecting, mitigating,
and preventing insider threats. We will now make suggestions for topics
regarding future research.

8.3.1

Testing Different Machine Learning Approaches

In this thesis, we have investigated the performance of three different
unsupervised machine learning algorithms.
However, it would be
interesting to compare the results to supervised and reinforcement learning
techniques. In addition, several improvements to our implementation
were discussed in Section 6.4, such as batching the datasets based on time
intervals, utilizing the roles, binary encoding to enhance performance, and
NLP to utilize the content in different activities.

8.3.2

Anomaly Detection for Physical Security

The anomaly detection component would be a similar component to the
machine learning system we have developed for this thesis. However,
changes will be necessary to fit the system at test.

8.3.3

Gathering Data

We are convinced that the most serious impediment to research on insider
threats is the lack of a real dataset. It is not appealing enough to do
research on synthetic data because of its fundamental weakness of not
being generalizeable. Resources need to be allocated into systems that
are able to anonymize data to a degree that it is useable for publication
and research. Moreover, tools such as SysMon, that may aid in generating
datasets, should be studied to investigate the possibilities of the different
events.
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8.3.4

Gathering Scenarios

Another impediment is the lack of diversity of available insider threat
scenarios. To create a robust insider threat detection system that utilizes
machine learning, we will need to be able to be more creative and take
a look in the archive of reported insider threat incidents. To the authors
knowledge there is currently not a publicly available list of possible insider
threat scenarios or use cases. These scenarios should be aggregated and
collected at one place. The reason for this is that we may be able to create
models for solving different threat scenarios, and assure the quality of the
development of different problem solving strategies.
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Appendix A

Sysmon Events
Event 1: Process creation
Describes detailed information about a process creation event such as time,
host computer, user, image (file path), file directory, process ID, parent
process ID, command line arguments to the new process, and hashes of the
image by using either the MD5, SHA1 or IMPHASH hashing algorithms
[79].
Event 2: A process changed a file creation time
Is an event that is commonly used by attackers. Attackers have compromised the computer and installed malware that will try to camouflage as a
program that was installed with the operative system or similar. However,
this event will know the original creation time of a file. It is important to
note that some processes do change file creation time without being malware; it does not prove malicious activity [79].
Event 3: Network connection
This event contains information about all TCP/UDP network connections
on the computer. It also includes source and destination host names IP
addresses. This Event can be too noisy for some corporations if it is planned
to store all the data. However, it is possible to stream the data and only save
abnormal incidents [79].
Event 4: Sysmon service state changed
SysMon service state reports when SysMon starts and stops. This means
that if a potential attacker has privileges to stop SysMon it needs to be
investigated why it was stopped [79].
Event 5: Process terminated
Registers when a process has been terminated [79].
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Event 6: Driver loaded
The driver loaded events provides information about a driver being loaded
on the system. The configured hashes are provided as well as signature
information. The signature is created asynchronously for performance
reasons and indicates if the file was removed after loading[79].
Attack scenario: An attacker can exploit the Windows kernel by loading a
vulnerable device driver [4].
Event 7: Image loaded
The image loaded event logs when a module is loaded in a specific process.
This event is disabled by default and needs to be configured with the –l
option. It indicates the process in which the module is loaded, hashes
and signature information. The signature is created asynchronously for
performance reasons and indicates if the file was removed after loading.
This event should be configured carefully, as monitoring all image load
events will generate a large number of events [79].
Event 8: CreateRemoteThread
The CreateRemoteThread event detects when a process creates a thread
in another process. This technique is used by malware to inject code
and hide in other processes. The event indicates the source and target
process. It gives information on the code that will be run in the new thread:
StartAddress, StartModule and StartFunction. Note that StartModule
and StartFunction fields are inferred, they might be empty if the starting
address is outside loaded modules or known exported functions [79].
Attack scenario: If an attacker has privileges, he can inject a custom
DLL into the processes address space by using the CreateRemoteThread
function call [4].
Event 9: RawAccessRead
The RawAccessRead event detects when a process conducts reading
operations from the drive using the
. denotation. This technique is often used by malware for data exfiltration
of files that are locked for reading, as well as to avoid file access auditing
tools. The event indicates the source process and target device [79].
Attack scenario: There are tools and PowerShell scripts that are capable of
copying NTDS.dit, Registry hives, and any other file sitting on an NTFS
volume by obtaining a read handle to the volume and parsing NTFS
streams directly [4].
Event 10: ProcessAccess
The process accessed event reports when a process opens another process,
an operation that’s often followed by information queries or reading and
writing the address space of the target process. This enables detection
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of hacking tools that read the memory contents of processes like Local
Security Authority (Lsass.exe) in order to steal credentials for use in Passthe-Hash attacks. Enabling it can generate significant amounts of logging if
there are diagnostic utilities active that repeatedly open processes to query
their state, so it generally should only be done so with filters that remove
expected accesses [79].
Event 11: FileCreate
File create operations are logged when a file is created or overwritten. This
event is useful for monitoring autostart locations, like the Startup folder,
as well as temporary and download directories, which are common places
malware drops during initial infection [79].
Event 12: RegistryEvent (Object create and delete)
Registry key and value create and delete operations map to this event
type, which can be useful for monitoring for changes to Registry autostart
locations, or specific malware registry modifications [79].
Event 13: RegistryEvent (Value Set)
This Registry event type identifies Registry value modifications. The event
records the value written for Registry values of type DWORD and QWORD
[79].
Event 14: RegistryEvent (Key and Value Rename)
Registry key and value rename operations map to this event type,
recording the new name of the key or value that was renamed [79].
Event 15: FileCreateStreamHash
This event logs when a named file stream is created, and it generates events
that log the hash of the contents of the file to which the stream is assigned
(the unnamed stream), as well as the contents of the named stream. There
are malware variants that drop executables or configuration settings via
browser downloads, and this event is aimed at capturing this by attaching
an identifier [79].
Event 17: PipeEvent (Pipe Created)
This event generates when a named pipe is created. Malware often uses
named pipes for interprocess communication [79].
Event 18: PipeEvent (Pipe Connected)
This event logs when a named pipe connection is made between a client
and a server [79].
83

Event 19: WmiEvent (WmiEventFilter activity detected)
When a WMI event filter is registered, which is a method used by malware
to execute, this event logs the WMI namespace, filter name and filter
expression [79].
Event 20: WmiEvent (WmiEventConsumer activity detected)
This event logs the registration of WMI consumers, recording the consumer
name, log, and destination [79].
Event 21: WmiEvent (WmiEventConsumerToFilter activity detected)
When a consumer binds to a filter, this event logs the consumer name and
filter path [79].
Event 255: Error
This event is generated when an error occurred within Sysmon. They can
happen if the system is under heavy load and certain tasked could not be
performed or a bug exists in the Sysmon service [79].
Summary of SysMon
SysMon creates some interesting opportunities by with creating logs for the
most of the interesting events happening on a computer. However, logging
everything is infeasible in most circumstances.
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Appendix B

Dataset Preprocessing
import pandas as pd
import numpy as np
import time as t
from datetime import datetime, date, time
def create_samples():
testDevices = pd.read_csv("r4.2/device.csv", low_memory=False, nrows=10000)
testDevices.to_csv("r6.2/small-device.csv", index=False)
testEmails = pd.read_csv("r4.2/email.csv", low_memory=False, nrows=20000)
testEmails.to_csv("r6.2/small-email.csv", index=False)
testFiles = pd.read_csv("r4.2/file.csv", low_memory=False, nrows=20000)
testFiles.to_csv("r6.2/small-file.csv", index=False)
testHttp = pd.read_csv("r4.2/http.csv", low_memory=False, nrows=20000)
testHttp.to_csv("r6.2/small-http.csv", index=False)
testLogins = pd.read_csv("r4.2/logon.csv", low_memory=False, nrows=20000)
testLogins.to_csv("r6.2/small-logon.csv", index=False)

start_time = t.time()
devices = pd.read_csv('r4.2/device.csv', usecols=['date', 'user', 'pc', 'activity'])
#print(devices.info())
emails = pd.read_csv('r4.2/email.csv', usecols=['date', 'user', 'pc'])
emails['activity'] = 5
#print(emails.info())
files = pd.read_csv('r4.2/file.csv', usecols=['date', 'user', 'pc'])
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files ['activity'] = 6
#print(files.info())
http = pd.read_csv('r4.2/http.csv', usecols=['date', 'user', 'pc'])
http['activity'] = 7
#print(http.info())
logins = pd.read_csv('r4.2/logon.csv', usecols=['date', 'user', 'pc', 'activity'])
#print(logins.info())
## Create new 'master dataset'
print("Starting: aggregating dataset ...")
dataset = pd.concat([devices,emails,files,http,logins])
print("Finished: aggregating dataset")
print("Starting: releasing excess dataframes from memory ...")
del http, files, emails, logins, devices
print("Finished: releasing excess dataframes from memory")
# Print headers of new master dataset
# print("Dataset: ", list(dataset))
# remove PC- from pc row
print("Starting: remove string 'PC-' ...")
dataset['pc'] = dataset['pc'].map(lambda x: x.lstrip('PC-'))
# decoys['pc'] = decoys['pc'].map(lambda x: x.lstrip('PC-'))
# print("Finished: Removed string 'PC-'")
# print("Starting: Convert activies to integers ...")
# ## Convert acitivies to integers
activities = ['Logon', 'Logoff','Connect','Disconnect']
i = 1
for activity in activities:
dataset['activity'].replace(activity,i, inplace=True)
i = i + 1
del activity
del i, activities
print("Finished: Convert activies to integers")
# Check that we got all activities converted to integers.
#print(list(dataset['activity']))
## Split datetime into date and time, insert into table
print("Starting: Convert datetime to day and time (int, float) ...")
print("Starting: Converting (str) date to datetime format...")
dataset['date'] = pd.to_datetime(dataset['date'],infer_datetime_format=True)
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print("Converting (str) date to datetime format...")
print("Starting: Splitting datetime into day and time")
## New algorithm that should only loop through once in the 'date' column
days, times = zip(*[(d.date().weekday(), \
float((d.time().minute/60)+d.time().hour)) for d in dataset['date']])
dataset = dataset.assign(day=days, time= times)
del days, times
print("Finished: Converting datetime")
print("Starting: Reading userfiles ...")
userfiles = ['r4.2/LDAP/2009-12.csv','r4.2/LDAP/2010-01.csv','r4.2/LDAP/2010-02.csv',
'r4.2/LDAP/2010-03.csv','r4.2/LDAP/2010-04.csv','r4.2/LDAP/2010-05.csv',
'r4.2/LDAP/2010-06.csv','r4.2/LDAP/2010-07.csv','r4.2/LDAP/2010-08.csv',
'r4.2/LDAP/2010-09.csv','r4.2/LDAP/2010-10.csv','r4.2/LDAP/2010-11.csv',
'r4.2/LDAP/2010-12.csv','r4.2/LDAP/2011-01.csv','r4.2/LDAP/2011-02.csv',
'r4.2/LDAP/2011-03.csv','r4.2/LDAP/2011-04.csv','r4.2/LDAP/2011-05.csv']
## Read all the csv files and append them into a collection of all employees
userfilelist = []
for userfile in userfiles:
df = pd.read_csv(userfile)
userfilelist.append(df)
del df, userfile
userlist = pd.concat(userfilelist)
del userfilelist, userfiles
print("Finished: Reading userfiles")
## Create a dictionary for all usernames and give them an unique integer value
dict_userid = {}
dict_role = {}
dict_functional_unit = {}
dict_department = {}
dict_insider = {}
roles = {}
role_counter = 1
insiders =
"BTL0226",
"FTM0406",
"KPC0073",
"MYD0978",
"WDD0366",
"CQW0652",
"HBO0413",
"KRL0501",

["AAM0658", "AJR0932", "BDV0168", "BIH0745", "BLS0678",
"CAH0936", "DCH0843", "EHB0824", "EHD0584", "FMG0527",
"GHL0460", "HJB0742", "JMB0308", "JRG0207", "KLH0596",
"LJR0523", "LQC0479", "MAR0955", "MAS0025", "MCF0600",
"PPF0435", "RAB0589", "RGG0064", "RKD0604", "TAP0551",
"AAF0535", "ABC0174", "AKR0057", "CCL0068", "CEJ0109",
"DIB0285", "DRR0162", "EDB0714", "EGD0132", "FSC0601",
"HXL0968", "IJM0776", "IKR0401", "IUB0565", "JJM0203",
"LCC0819", "MDH0580", "MOS0047", "NWT0098", "PNL0301",
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"PSF0133", "RAR0725", "RHL0992", "RMW0542", "TNM0961", "VSS0154",
"XHW0498", "BBS0039", "BSS0369", "CCA0046", "CSC0217", "GTD0219",
"JGT0221", "JLM0364", "JTM0223", "MPM0220", "MSO0222"]
print("Starting: creating dictionaries for users...")
for userid in userlist.iterrows():
key, value_id = userid[1][1], (len(dict_userid)+1)
value_role = userid[1][3]
if value_role not in roles:
roles[value_role] = [role_counter]
role_counter = role_counter+1
value_functional = userid[1][6]
value_department = userid[1][7]
if key not in dict_userid:
dict_userid[key] = [value_id]
dict_role[key] = roles.get(value_role)
##Check if we have the functional unit of the employee in the database
if pd.isnull(value_functional):
dict_functional_unit[key] = np.nan
else:
dict_functional_unit[key] = int(float(value_functional.
split('-')[0].strip()))
##Check if we have the department the employee belongs to in the database
if pd.isnull(value_department):
dict_department[key] = np.nan
else:
dict_department[key] = int(float(value_department\
.split('-')[0].strip()))
## We mark the known insiders
if key in insiders:
dict_insider[key] = [1]
else:
dict_insider[key] = [0]
del key, value_id, value_role, userid, value_functional, value_department
del userlist, role_counter, roles
print("Finished: create a dictionaries for users")
## Add the new user ids to the dataset
userids = []
userroles = []
userfunctionalunits = []
userdepartments = []
insider = []
print("Starting: iterating through user")
for user in dataset['user']:
userids.append(dict_userid.get(user)[0])
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userroles.append(dict_role.get(user)[0])
userfunctionalunits.append(dict_functional_unit.get(user))
userdepartments.append(dict_department.get(user))
insider.append(dict_insider.get(user)[0])
del user
print("Starting: adding unique userids...")
dataset['user_id'] = userids
del userids, dict_userid
print("Starting: adding user roles...")
dataset['user_role'] = userroles
del userroles, dict_role
print("Starting: adding user: roles")
print("Starting: adding user: functional unit...")
dataset['user_functional_unit'] = userfunctionalunits
del userfunctionalunits, dict_functional_unit
print("Finished: adding user: functional unit")
print("Starting: adding user: department...")
dataset['user_department'] = userdepartments
del userdepartments, dict_department
print("Finished: adding user: department")
print("Starting: adding user insider mark...")
dataset['insider'] = insider
del insider, dict_insider
print("Finished: adding user insider mark")
## Fill nan values
dataset.fillna(value=0, axis=0, inplace=True)
mean_user_functional_unit = dataset['user_functional_unit'].mean(skipna=True)
mean_user_department = dataset['user_department'].mean(skipna=True)
dataset.replace({'user_department': {0: mean_user_department}},inplace=True)
dataset.replace({'user_functional_unit': {0: mean_user_functional_unit}},inplace=True)
del mean_user_department, mean_user_functional_unit
## create new 'master dataset', overwriting the old one.
dataset.to_csv("r4.2/big-dataset2.csv", index=False)
print("FINAL: Time to create dataset:",(t.time()-start_time))
# Used to look for memory leaks
# name = value = None
# for name, value in globals().items():
#
print(name, "-->", value)
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Appendix C

The Machine Learning
Algorithms
import pandas as pd
import numpy as np
import time as t
import math
from datetime import datetime, date, time
from sklearn.ensemble import IsolationForest
from sklearn.covariance import EllipticEnvelope
from sklearn.neighbors import LocalOutlierFactor
import operator
def score_if(df, true_insiders):
if df[df['insider'] == 1].empty:
pred_insiders = 0
else:
pred_insiders = df[df['insider'] == 1].shape[0]
insider_error = true_insiders-pred_insiders
##
##
##
if

We have predicted insider that is not shown to be malicious
Meaning we have a probably selected a largenumber of false positives, shoud punish
insider_error < 1:
insider_error = insider_error+15

if df[df['insider'] == 0].empty:
false_insider = 0
else:
false_insider = df[df['insider'] == 0].shape[0]
d = {'True Insiders':true_insiders, 'Predicted insiders':pred_insiders,
'False insider':false_insider, 'Insider error':insider_error,
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'Score': insider_error*false_insider}
df = pd.DataFrame(data=d, index=[0])
return df
def one_hot_encode_activity():
codes = np.array([[0,0,0,0,0,0,0],[1,0,0,0,0,0,0],[0,1,0,0,0,0,0],
[0,0,1,0,0,0,0],[0,0,0,1,0,0,0],[0,0,0,0,1,0,0],
[0,0,0,0,0,1,0],[0,0,0,0,0,0,1]])
## copy values from dataset located at "0,1,2,4,5,6,7,8,9,10" and c
## ode the values located at "3" (activities)
dataEncoded = np.c_[dataset.values[:,[0,1,2,4,5,6,7,8,9,10]], \
codes[dataset.values[:, 3].astype(int)]]
return pd.DataFrame(data=dataEncoded,columns=['date','user','pc','day',
'time','user_id','user_role',
'user_functional_unit', 'user_department',\
'insider','logon','logoff','connect',\
'disconnect', 'email','file','http'])
def per_user_basis():
iForest = IsolationForest(n_estimators=100, n_jobs=-1, \
contamination=0.0007, max_features=2)
i = 1
outlier_dict = {}
start_if = t.time()
while i < 1001:
userX = dataset[dataset['user_id'] == i]
if len(userX) < 1000:
iForest.max_samples=512
else:
iForest.max_samples=256
iForest.fit(userX[features])
userX['outlier'] = iForest.predict(userX[features])
outlier_dict[i] = len(userX[userX['outlier'] == -1])
## Test regarding relation to sample size see if it affects
outlier_dict[i] = (float(outlier_dict.get(i))/float(len(userX)))
print(i)
i = i+1
print("Time to execute: ", (t.time()-start_if))
sorted_users = sorted(outlier_dict.items(), key=operator.itemgetter(1), \
reverse=True)
top_outlier = []
for i in sorted_users[:200]:
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print("User: ",i[0] , "value:", i[1])
top_outlier.append(i[0])
new_df = pd.DataFrame()
for user in top_outlier:
new_df = new_df.append(dataset[dataset['user_id'] == \
user].iloc[0][['insider','user', 'user_id']])
new_df.to_csv("r4.2/top200last.csv", index=False)
def run_elliptic():
print("Starting Elliptic Envelope")
clf = EllipticEnvelope(contamination = 0.0007)
k = 6
outlier_f = [0.001, 0.0007, 0.0005, 0.0004, 0.0003, 0.00009]
for i in range(k):
start_if = t.time()
print("Fitting")
clf.contamination=outlier_f[i]
clf.fit(train_data[features])
print("Predicting")
train_data['outlier'] = clf.predict(train_data[features])
frout = train_data[train_data['outlier'] == -1].groupby(['user', 'insider']) \
.size() \
.reset_index(name='frequency') \
.sort_values('frequency', ascending=False)
score = score_if(frout, train_i)
print(score)
print("Run",i,"Time to execute: ", (t.time()-start_if))
test_if = t.time()
test_data['outlier'] = clf.predict(test_data[features])
frout = test_data[test_data['outlier'] == -1].groupby(['user', 'insider']) \
.size() \
.reset_index(name='frequency') \
.sort_values('frequency', ascending=False)
score = score_if(frout, test_i)
print(score)
print("Run",i,"Time to execute: ", (t.time()-test_if))
## end ee
def run_lof():
print("Starting Local Outlier Factor")
start_if = t.time()
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clf = LocalOutlierFactor(n_neighbors=10, leaf_size=30, \
contamination=0.001, n_jobs=-1)
dataset['outlier'] =clf.fit_predict(dataset[features])
frout = dataset[dataset['outlier'] == -1].groupby(['user', 'insider']) \
.size() \
.reset_index(name='frequency') \
.sort_values('frequency', ascending=False)
score = score_if(frout, 70)
print(score)
print("Time to execute: ", (t.time()-start_if))
score.to_csv("r4.2/localoutlier.csv", index=False)

print("Initializing data...")
dataset = pd.read_csv('r4.2/big-dataset2.csv',
usecols=['activity','date','pc', 'user','day','time','user_id',
'user_role','user_functional_unit','user_department','insider'],
dtype={'activity':int, 'pc':int, 'day':int,'time':float,'user_id':int,\
'user_role':int,'user_functional_unit':float,
'user_department':float,'insider':int}
)
print("Initialized!")
def run_if():
print("Starting Isolation Forest")
clf = IsolationForest(n_jobs=-1, n_estimators=100,\
max_samples=(int(len(test_data)/75)), max_features=3)
k = 6
# estimators = [100, 80, 70, 60, 50]
# max_samples = [(int(len(test_data)/100))]
#
# (int(len(test_data)/80)), \
#
# (int(len(test_data)/70)), \
#
# (int(len(test_data)/60)), \
#
# (int(len(test_data)/50)),]
## prev exec features = 2 outlier_f = [0.001, 0.0007, 0.0004, 0.0003, 0.00009,
outlier_f = [0.001, 0.0007, 0.0005, 0.0004, 0.0003, 0.00009]
for i in range(k):
start_if = t.time()
print("Fitting")
clf.contamination=outlier_f[i]
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clf.fit(train_data[features])
print("Predicting")
train_data['outlier'] = clf.predict(train_data[features])
frout = train_data[train_data['outlier'] == -1].groupby(['user', 'insider']) \
.size() \
.reset_index(name='frequency') \
.sort_values('frequency', ascending=False)
score = score_if(frout, train_i)
print(score)
print("Run",i,"Time to execute: ", (t.time()-start_if))
test_if = t.time()
test_data['outlier'] = clf.predict(test_data[features])
frout = test_data[test_data['outlier'] == -1].groupby(['user', 'insider']) \
.size() \
.reset_index(name='frequency') \
.sort_values('frequency', ascending=False)
score = score_if(frout, test_i)
print(score)
print("Run",i,"Time to execute: ", (t.time()-test_if))

features = ['day','time', 'logon','logoff','connect','disconnect','email','file','http'
dataset = one_hot_encode_activity()
print("sorting ...")
dataset.sort_values('date',axis=0, inplace=True) ## Sort by date
# per_user_basis()
#exit()
train_data = dataset.iloc[:int(dataset.shape[0]*0.9)] ## Train data 90% of dataset
test_data = dataset.iloc[int(train_data.shape[0]):] ## Test on the remaining 10%
## find amount of insiders vs malicious insiders
x = train_data[train_data['insider'] == 1]
train_i = x['user'].nunique()
y = test_data[test_data['insider'] == 1]
test_i = y['user'].nunique()
y = test_data[test_data['insider'] == 0]
test_ii = y['user'].nunique()
train_i = train_i-test_i ## Insiders that are left (not yet triggered)
#run_if()
#run_lof()
#run_elliptic()
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Appendix D

PCA Analysis and Statistics
import pandas as pd
import numpy as np
from datetime import datetime, date, time
import time as t
import math
import matplotlib
matplotlib.use('Agg')
import matplotlib.pyplot as plt
from sklearn.decomposition import PCA
from sklearn.preprocessing import StandardScaler
print("Initializing data...")
dataset = pd.read_csv('r4.2/big-dataset.csv',
usecols=['activity','date','pc', 'user','day','time','user_id',
'user_role','user_functional_unit','user_department','insider'],
dtype={'activity':int, 'pc':int, 'day':int,'time':float,'user_id':int,
'user_role':int,'user_functional_unit':float,
'user_department':float,'insider':int})
print("Initialized!")
###############################################
################### PLOTS #####################
###############################################
def find_nunique_roles(df):
return df['user_role'].nunique()
def find_nunique_user_functional_unit(df):
return df['user_functional_unit'].nunique()
def find_nunique_user_department(df):
return df['user_department'].nunique()
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# print("Roles", find_nunique_roles(dataset))
# print("user functional unit", find_nunique_user_functional_unit(dataset))
# print("user department", find_nunique_user_department(dataset))
print("Starting Plotting")
start_hbos = t.time()
features = ['activity','pc','day','time', 'user_id', 'user_role',
'user_functional_unit', 'user_department']
dataset.replace({'insider': {0: "Insider"}},inplace=True)
dataset.replace({'insider': {1: "Malicious Insider"}},inplace=True)
## Check department size
# test = dataset.groupby('user_department').size() \
#
.reset_index(name='frequency') \
#
.sort_values('frequency', ascending=False)
# print(test)
# exit()
## Plot different departments
#dataset = dataset[dataset['user_department'] == 1]
#dataset = dataset[dataset['user_department'] == 2]
#dataset = dataset[dataset['user_department'] == 3]
#dataset = dataset[dataset['user_department'] == 4]
#dataset = dataset[dataset['user_department'] == 5]
#dataset = dataset[dataset['user_department'] == 6]
#dataset = dataset[dataset['user_department'] == 7]
# dataset = dataset[(dataset['user_department'] > 2) \
#
& (dataset['user_department'] < 3)]
# Separating out the features
x = dataset.loc[:, features].values
# Separating out the target
y = dataset.loc[:,['insider']].values
# Standardizing the features
x = StandardScaler().fit_transform(x)
pca = PCA(n_components=2)
principalComponents = pca.fit_transform(x)
del x, y
principalDf = pd.DataFrame(data = principalComponents, \
columns = ['principal component 1', 'principal component 2'])
del principalComponents
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finalDf = pd.concat([principalDf, dataset['insider']], axis = 1)
del principalDf
fig = plt.figure(figsize = (10,7))
ax = plt.subplot(111)
ax.spines["top"].set_visible(False)
ax.spines["bottom"].set_visible(False)
ax.spines["right"].set_visible(False)
ax.spines["left"].set_visible(False)
ax.set_xlabel('Principal Component 1', fontsize = 15)
ax.set_ylabel('Principal Component 2', fontsize = 15)
ax.set_title('PCA of Department Null', fontsize = 20)
targets = ['Malicious Insider', 'Insider']
colors = ['r', 'b']
alpha0 = [1, 0.1]
for target, color, a in zip(targets,colors,alpha0):
indicesToKeep = finalDf['insider'] == target
ax.scatter(finalDf.loc[indicesToKeep, 'principal component 1']
, finalDf.loc[indicesToKeep, 'principal component 2']
, c = color
, s = 10
, alpha = a)
ax.legend(targets)
ax.grid()
plt.savefig("r4.2/PcaPlotGridDptNull.png")
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Appendix E

Consent form
Samtykkeerklæring for intervju til Masteroppgave
Beskrivelse av masteroppgaven
Kontaktpersonen er Sondre Johannessen Berdal ved Institutt for informatikk, Universitetet i
Oslo. E-post: sondrejb@student.matnat.uio.no, tlf: 97 18 29 96.
Masteroppgaven har som tema Datadrevet analyse for deteksjon av innsidetrusler. Som en del
av oppgaven skal jeg undersøke tekniske, etiske og juridiske utfordringer knyttet til dette
temaet. Jeg ønsker å derfor å intervjue deg om en eller flere av de overnevnte utfordringer.
Frivillig deltakelse
All deltagelse er frivillig, og du kan trekke deg når som helst. Jeg ønsker å ta i bruk lydopptaker
av intervjuet.
Du kan når som helst avslutte intervjuet eller trekke tilbake informasjon som er gitt under
intervju.
Anonymitet
Notatene vil bli anonymisert dersom det ønskes: ingen andre enn meg og veiledere vil vite
hvem som er blitt intervjuet, og det du sier i intervjuet vil ikke kunne tilbakeføres til deg.
Før intervjuet begynner, ber vi deg om å samtykke i deltagelsen ved å undertegne på at du har
lest og forstått informasjonen på dette arket, og ønsker å stille opp til intervju.
Samtykke
Jeg har lest og forstått informasjonen over og gir mitt samtykke til å bli intervjuet

__________
Sted og dato

________________________________________
Signatur

Jeg ønsker å forbli anonym

________________________________________
Signatur
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