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Abstract 
The seismic industry is always looking for new and improved methods for noise attenuation 

in order to reduce costs and processing time, and even improve the accuracy of hydrocarbon 

identification. The aim of this thesis was to reduce incoherent noise and enhancing coherent 

reflectors, by use of a slope-preserving filter. Many different forms of noise can be present in 

seismic recordings that contaminate the desired signal, making interpretation difficult. The 

slope-preserving filtering was performed by finding the local slopes of the reflected signals 

and applying line integral convolution (LIC) along them.  

 

Three different slope estimation methods were investigated (cross correlation, linear plane 

wave destructor and structure tensor) to determine the most optimal one. The linear plane 

wave destructor was chosen as the best method for slopes less than 2 samples per trace, and 

cross correlation for larger slopes. LIC was implemented as a median filtering of the 

amplitudes along each of the detected reflectors, in the direction of the estimated local slopes. 

As long as the slope method successfully found local slopes, LIC was able to attenuate 

incoherent (and to some degree coherent) noise from seismic field data. In some cases the 

smoothing was too effective and parts of the signals were lost, but applying thresholds 

reduced this effect. The presence of strong coherent noise is a problem for slope estimation 

techniques and should ideally be attenuated in advance. The LIC technique showed 

comparable results to a standard industry f-x denoising program, even though both of the 

methods had limitations when applied as a separate process. It is argued that the proposed 

method can be applied as one of several steps of denoising seismic data to obtain a best 

possible result. However, this integrated approach needs yet to be tested. 
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1 Introduction and motivation 
This master thesis was carried out in collaboration with CGG Oslo. The main goal was to 

investigate possible improvements of general incoherent noise attenuation, by use of a new 

combination of methods: (1) finding good local slope estimates of reflectors and (2) applying 

a line integral convolution along them.  

 

It is a well-known problem that seismic records contain various amounts and types of noise 

that contaminate the desired signal. Many efficient methods of noise attenuation have been 

developed, both for coherent and incoherent noise, but there is always room for 

improvement. Most of the methods have their limitations, as does the one presented here, and 

often the best solution will be to combine several methods that tackle similar issues. The 

main target noise that will be attenuated in this thesis is trace-to-trace incoherent noise, but 

results show that lower amplitude coherent noise can also be attenuated to some extent. The 

presented method in this thesis can therefore be a replacement for, or addition to, other 

incoherent noise attenuation methods. Such methods include f-x or t-x filtering, time-

frequency denoising (TFDN) or anisotropic diffusion.  

 

Slope estimation is already utilized in the seismic industry in several ways, including noise 

attenuation, fault detection and velocity estimation. The line integral convolution (LIC) is 

commonly used in the visualization of vector fields in various areas of application, such as 

creating weather maps. It has also been applied in a few occasions by the seismic industry, 

most successfully to attenuate seismic interference noise (Jansen et al., 2013), although it is 

generally not a common method employed. In this implementation the line integral 

convolution works as a median filter of the amplitudes along reflectors and removing 

outlying values caused by noise. Median filters are used in many settings, also in the seismic 

industry, for example in TFDN.  

 

The outline of this thesis as follows. First an introduction to the main topics of the work is 

given, followed by a detailed description of the possible slope estimation methods and the 

smoothing method (LIC) as well as the generation of controlled synthetic seismic data. The 

various techniques of slope estimation will then be tested on the controlled data to determine 

their limitations and to identify the most suitable slope method. The chosen slope method in 

combination with LIC was applied on real data, both prestack and post-stack. Thresholding 
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should be applied to avoid leakage of reflectors, as a non-restricted version is often too 

intense. Figure	1.1 shows an example of this approach applied to vertical velocity data (𝑉!) 

contaminated by vibration noise using slopes estimated by the much less noisy hydrophone 

(P) data. This example will be discussed in more detail in Chapter 6 together with other field 

data examples.   

Extensive time was spent on testing the different slope methods, both without noise, with 

random noise and with field noise, and finding suitable thresholds for both slopes and 

smoothing. To limit the extent of this thesis, only the main results were included. Further 

time was devoted to creating the framework of the synthetic data and determination the 

structure of the utilized profiles. In addition, the initial scope of the thesis revolved around 

implementing anisotropic diffusion in combination with the slopes, as well as the LIC. 

However due to the restricted time of the work and since the LIC showed promising results 

that required further inspection, this was not included.  

 

Figure 1.1 Example of smoothing of prestack Vz data with the proposed method. From left to right: before, 
after and difference. 
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2 Background theory 
The desired signal in a seismic survey is usually the energy that corresponds to primary 

reflections of a generated seismic source pulse when encountering geophysical changes in the 

subsurface (Yilmaz, 2001). The remaining part of the energy is normally considered 

undesired and referred to as noise (although may also contain useful information), which 

should ideally be attenuated in order to better recover the desired signal. For this, it is 

important to understand its causes and properties, and therefore the most common noise types 

recorded during marine seismic acquisitions are explained.  

 

This thesis will make use of the coherency of the reflected signal by calculating its slope in 

order to apply smoothing along it. The purpose is to preserve the coherent feature while 

attenuating the incoherent noise. Three ways of estimating the slope of coherent events will 

be presented as well as a slope preserving smoothing technique. 

 

2.1 Seismic noise 
There are many types of noise with different characteristics potentially recorded during any 

seismic survey and they can originate internally in the acquisition process or externally in the 

surrounding environment. Internally generated noise can be alternative propagation paths of 

the seismic pulse or interactions of the acquisition equipment with the water, whereas 

external noise classifies as various ambient noise or seismic interference. Furthermore, the 

noise may appear either linearly or nonlinearly coherent in the seismic data, or it can be 

incoherent (Olhovich, 1964).  

 

2.1.1 Incoherent noise 
Ambient noise 

Ambient noise refers to external background noise present in the water at any given time, and 

consists of both naturally occurring noise and artificially induced by human activity, such as 

ship traffic. Naturally occurring noise are mainly caused by earthquakes, movements of 

oceanic animals, and water motion, where the latter include surface waves, weather 

conditions etc. The different types of (ambient) noise have different frequency bandwidths 

and may vary significantly in amplitudes, and they may origin locally or globally. Figure	2.1 

shows the Wenz diagram (Wenz, 1962) representing the amplitude spectrum (in decibel) of 
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the ambient noise possibly present in the ocean. Most of the noise is naturally occurring and 

is not believed to have changed since Wenz published, except for a steady increase in ocean 

traffic noise of ½ decibels per year (Ross, 2005). Such noise usually appears incoherent, even 

though some types, for example surface waves, have a certain periodicity.  

 

Hydrostatic pressure fluctuations 

The ocean swells are usually significant as they cause hydrostatic pressure fluctuations at the 

receivers due to the varying height of the water column above it. The motion of a particle in 

the vertical plane (𝑤) due to surface waves was approximated by Kundu and Cohen (2002) as 

given in Equation (2.1) and assumes deep water. 

 

 𝑤 𝑥, 𝑧, 𝑡 =  𝐴𝜔𝑒!!" sin 𝑘𝑥 − 𝜔𝑡  (2.1) 
  

Figure 2.1 Wenz diagram of ambient noise spectrum (Wenz, 1962) 
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For a given receiver depth z, A is the amplitude, 𝜔 is the angular frequency and 𝑘 is the 

wavenumber of the surface waves. These ocean swells usually have large wavelengths 

corresponding to very low frequencies of 0-2 Hz and very high amplitudes compared with the 

reflection signal causing this to be shadowed (Elboth and Hermansen, 2009), as demonstrated 

in Figure	2.2, left. The right figure shows the same section with a low-cut filter of 3 Hz and 

the colormap of the amplitudes is normalized in order to see the filtered data more clearly 

(see Section 2.2.1). Additional hydrostatic pressure fluctuations may occur due to buckling of 

streamers (Elboth and Hermansen, 2009). 

 

Swell noise 

Swell noise is a result of cross flow of ocean currents and wind-induced waves over the 

streamer (Equation 2.1), causing particle movement transversally that can make the streamer 

vibrate (Elboth and Hermansen, 2009). This noise increases drastically with bad weather 

when particle motion increases, and therefore its wavelength and frequencies varies but 

generally has high amplitudes and a bandwidth of 2-10 Hz. This is observed as vertical 

structures affecting a few traces such as in Figure 2.3, and depending on the definitions can 

be characterized as coherent or incoherent. Trace-to-trace coherency is lacking for this noise, 

which becomes essential in the slope estimations later in the thesis (Section 3.1). Its behavior 

and causes are also comparable to hydrostatic pressure noise and it will therefore be referred 

to as incoherent. The towing creates a turbulent boundary layer surrounding the streamers, 

which can become asymmetric by interaction with the cross flow, and form vortices locally 

(Figure 2.4). This causes additional swell noise and the receivers close to the vortices record 

Figure 2.2 Raw shot gathers with (left) and without (right) hydrostatic pressure fluctuations, and normalized 
amplitudes. The right image also shows presence of both direct waves (1) and refracted waves (2), discussed 
in the next section 

2	

1	
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Figure 2.3 Swell noise (2) and tugging noise from the vessel 
in front (1) and the tail buoy in the back (3) (Presterud, 
2009) 

frequencies up to 15 Hz (Elboth and 

Hermansen, 2009). Swell noise may 

also be induced by fluid motion in 

fluid filled streamer due to the drag of 

the towing, but most streamers are now 

foam filled to reduce such problems.  

 

Attached units such as the streamer 

birds can also create cross flows. This 

can produce high amplitude noise at 

the closest receivers. The vibration 

created by these cross flows strongly 

affects the velocity components in 

multi-component data (such as in 

Section 6.2). 

 

Propeller cavitation 

The vessel itself can cause cavitation noise created by the rotating propeller. If the pressure 

around it reduces to less than the water vapor pressure, the accelerating water evaporates into 

air bubbles. Propeller cavitation occurs when these bubbles burst as a result of regaining the 

initial pressure, and is usually broad banded (Elboth and Hermansen, 2009). This is normally 

compensated for by strictly monitoring propeller speed, weight and angle, and is therefore 

often a result of wrongful operation (Elboth and Hermansen, 2009). 

 

 

 

Figure 2.4 Vortices surrounding a streamer shown by colored water (Elboth and Hermansen, 
2009) 
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2.1.2 Coherent noise  
Tugging noise 

When waves suddenly move the acquisition vessel or the tailing buoy keeping the streamers 

in place, pressure waves are created that propagate along the streamers from the front or the 

back, respectively (Elboth and Hermansen, 2009). This is called tugging noise and appears 

linear coherent with a bandwidth of 3-10 Hz (seen in Figure 2.3). It is usually stronger at the 

first few traces but is generally weak in foam filled streamers unless the weather conditions 

are poor (Presterud, 2009; Grendaite, 2014). 

 

Seismic interference noise 

Seismic interference (SI) noise is energy generated by other seismic surveys conducted 

nearby, usually some tens of km away. The energy received is mostly considered to consist of 

constructively interfering reflected waves and shallow refracted waves, and has a linear to 

nonlinear coherent tendency in shot- and CMP gathers (Lynn et al., 1987). SI noise usually 

shows rather large amplitudes compared with the seismic signal of the survey in question (at 

least at deeper travel times), and a broad frequency bandwidth (Elboth and Hermansen, 

2009). The orientation of the noise varies depending on the relative position of the other 

survey. The arrival times of these waves will be random from shot to shot, if regulated 

through inter vessel coordination, as opposed to the consistency of the energy from the 

primary source (Elboth and Laurain, 2017), which is illustrated in Figure	2.5. 

 

Figure 2.5 Seismic interference noise on successive shots on one seismic line, showing 
random arrival times (Grendaite, 2014) 
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Direct and diffracted waves  

Noise can also be induced by unwanted propagation paths of the source pulse, where the 

pulse itself is created by a gun array that produces a spherical pressure wave expanding from 

the shot point (Dobrin, 1976). The part of this signal that only travels in water, directly from 

the source to the receivers (the direct wave), does not provide any geological information. It 

can, on the other hand, be useful for determining the velocity of the water layer, through 

which all the reflections also travel (Olhovich, 1964). This wave is exposed to minimal 

attenuation and a short travel time, giving it a rather large amplitude, and it will always arrive 

before the reflected waves as seen in Figure	2.2, right.  

 

The geological properties in the subsurface may also generate waves that are usually 

considered as noise even though they actually contain information about the environment. A 

discontinuous interface, such as a fault, boulder or a pinch-out, produces diffracted waves 

that scatter the reflection energy (Mussett and Khan, 2000). This leaves a non-linear, 

coherent diffraction hyperbola in a seismic profile, which has its shortest travel time and 

highest amplitude above the discontinuity, with longer travel times and decreasing 

amplitudes to both sides.  

 

Multiples and ghosts  

The propagating energy may be reflected more than once off the subsurface before reaching a 

receiver, thereby generating multiples (Olhovich, 1964). Multiples can be internal reflections 

within the water body, or a rock body (as shown in Figure	2.6), or combinations of the two, 

and are caused by sharp acoustic impedance contrasts allowing for considerable reflection at 

an interface (Yilmaz, 2001). The noise has approximately the same non-linear trend as the 

reflections, so the energy originating from a strong contrast interface may therefore indicate 

two (or more) separate reflectors, however the multiples will have a different move-out at 

larger offsets. The sea bottom multiples are by far the most common because both the sea 

surface and sea bottom are strong reflectors, and undergo less attenuation due to the lack of 

shear strength in water (Mussett and Khan, 2000; Stein and Wysession, 2003).  

 

Source- and receiver ghosts represent energy reflected off the sea surface either before 

(source) or after (receiver) reflection off the subsurface layers, as in Figure	2.6 (Mussett and 

Khan, 2000). They can therefore be regarded as special cases of multiples. The large contrast 
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at the sea surface allows for almost complete reflection (for calm sea), making the reflected 

ghost a sign reversed version of the actual reflection that arrives (shortly) afterwards. The 

source ghost is only created once per shot but can make the source pulse appear longer or like 

two subpulses, and can interfere with reflections of thin layers, potentially reducing the 

vertical resolution. All the reflections from the signal and source ghost can potentially create 

new/additional receiver ghosts (Orji et al., 2010).  

 

Refracted waves 

When a wave crosses an interface, it is refracted according to Snell’s law (Equation 2.2) with 

a constant relation p, called the ray parameter (Mussett and Khan, 2000). At a certain 

(critical) angle of incidence (𝑖!), the refraction will be perpendicular (𝑖! = 90°), i.e. along the 

interface, if the velocity (𝑣) increases. This is called critically refracted (head) waves, which 

travel with the higher velocity and will eventually interfere and surpass both the direct and 

reflected waves at large offsets (as in Figure	 2.2, right). They appear linear coherent and 

usually have large amplitudes (Mussett and Khan, 2000). 

 

 
sin 𝑖!
𝑣!

=
sin 𝑖!
𝑣!

= 𝑝 (2.2) 

 

 

 

Figure 2.6 Examples of ghosts and multiples that may be 
present in seismic records 
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2.2 Attenuation of noise 
The diverse nature of all the different forms of noise energy calls for various methods of 

attenuation, and some common ones are mentioned here. Most of the energy from the desired 

seismic signal is usually contained within a frequency bandwidth of roughly 10-70 Hz, 

typically concentrated around 30 Hz for deeper structures (Yilmaz, 2001). Several forms of 

noise fall within the same frequencies, have similar amplitudes, and/or have the same 

coherent features, making removal intricate. 

 

2.2.1 Incoherent 
The low frequency hydrostatic pressure variations are easily removed with a low-cut 

frequency filter of 2-3 Hz without removing useful parts of the signal which have higher 

frequencies as seen in Figure	2.2 (Elboth and Hermansen, 2009). This is usually the first step 

in processing because of the drastic improvement. Ideal white, or random, noise has a fairly 

flat spectrum (same amplitudes for all frequencies), and is therefore broad banded, but for 

real ambient noise, which is not necessarily random, but may appear so, there will be 

anomalies (see Section 4.2.1). Random spikes of exceptionally large amplitudes can be 

reduced by replacing their value with the median of the surrounding amplitudes, which is 

called median filtering (Liu et al., 2006).  

 

Lower amplitude random noise is not as easily separated as it blends more with the signal and 

may appear at all frequencies, and is the form of noise this work will focus on. The simplest 

way of attenuation is stacking (summation) of NMO corrected traces in seismic gathers. 

NMO (or normal move-out) correction aims to eliminate the nonlinear move-out with 

increasing offsets by approximating every trace to zero offset. The reflections should then 

ideally arrive at similar times, giving the signal constructive interference when stacked and 

the random parts cancel out (Canales, 1984).  

 

Another common way of reducing general random noise is by prediction filtering in either 

(f,x) and (t,x) domain. The f-x technique was introduced by Canales (1984) and makes use of 

the fact that linear events in the (t,x) domain become periodic in the (f,x) domain (i.e. after 

temporal Fourier Transform), implying that it can be predicted from one trace to the next.  
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The t-x prediction filter approach described by Abma and Claerbout (1995) generally obtain 

similar results to the f-x method. It predicts linear events in the (t,x) domain using a 

conjugate-gradient method. 

 

Different types of rank reduction methods also attenuate incoherent noise in various domains, 

by rearranging the desired form of data into a matrix of chosen properties, followed by 

reducing the rank of this matrix. The singular spectrum analysis (SSA) is a rank reduction 

method that has proven robust and efficient in random noise attenuation (Chen and Sacchi, 

2015; Cadzow, 1988). 

 

Swell noise has been successfully removed by a time-frequency de-noising (TFDN) 

technique (Elboth et al., 2010). This adapts the frequency spectrum up to 10(15) Hz of a 

noisy trace to resemble that of an assumed noise-free trace, e.g. by the median amplitude 

within a sliding window. Cavitation and random noise can also be attenuated by this method, 

but applied on a larger bandwidth.  

 

Anisotropic diffusion is another method of random noise removal that requires an initial 

estimate of the structures in the signal (such as slope or gradient estimation), which it 

enhances while diminishing the noise (Fehmers and Höcker, 2003). This has proven efficient 

in the detection and preservation of faults through nonlinear implementation (strength varies 

with location), thresholded by coherency estimates.  

 

2.2.2 Coherent 
The direct wave and the refracted waves are often muted in the shot gather as they usually 

have higher amplitudes than the wanted reflected signal (Yilmaz, 2001). Migration is a 

process that re-locates energy from where it was recorded back to its geometrical position in 

the subsurface, thereby constructing a more accurate representation of the structures. This is 

used to collapse diffraction hyperbolas (and other scattered energy), untie “bowties” and 

finding true dip and position of dipping reflectors (Yilmaz, 2001). Thus, migration enhances 

the lateral resolution. 
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Multiples are commonly attenuated by the surface-related multiple elimination (SRME) 

technique introduced by Verschuur et al. (1992), which is a prestack inversion method that 

uses the recorded data to remove all surface-related multiples without previous knowledge of 

the subsurface. 

 

Other coherent noise can generally be attenuated from the coherent signal by various filtering 

methods. These usually transform (or sort) data into domains where either the coherent 

features are separated because of different dips (such as FK- or (𝜏,𝑝)-filtering), or where the 

noise (not the signal) appear random and can be treated as incoherent noise (for example 

prediction filters (f-x) or TFDN). Multiples and ghosts have approximately the same slope 

and move-out as the reflectors and can therefore not be separated in this way. 

 

Recent advances have been made in both acquisition coordination and processing that 

successfully attenuates seismic interference conducted as close as 7 km apart (Elboth et al., 

2017; Elboth and Laurain, 2017). The attenuation method is a conventional (𝜏,𝑝) approach, 

combined with line mixing (i.e. mixing of traces from neighboring lines) and/or vessel speed 

regulations in problematic settings. The data is transformed into interception time (𝜏) and 

slowness (𝑝) domain, where the approximately linear SI noise plot as a relatively small area. 

The correct slowness values are extracted by comparing several shots where the 𝜏 (i.e. arrival 

time) varies and finding their median, returned to time and offset domain (t,x) and then 

removed form the initial data.  

 

A dual-sensor streamer measures both the pressure variations (hydrophone) and the vertical 

velocity of particle movements (geophone/accelerometer), which are combined to decompose 

both wave fields into energy received from below (signal) or above (receiver ghost) (Orji et 

al., 2010). The polarity change causes destructive interference between the ghost and signal 

of certain frequencies that create notches in the spectrum, which reduces the resolution. 

Using a slanted streamer instead of a conventional flat one, can preserve all useful 

frequencies because ghost notches depend on depth and will vary for each receiver (Soubaras 

et al., 2012). 

 

 



	 13	

The vertical velocity component is usually very noisy in marine acquisition, which is 

normally not attenuated sufficiently without compromising the signal. This therefore mainly 

used for ghost attenuation, however Section 6.2 shows promising results using the method 

described in this thesis. 

 

2.3 Seismic slope 
The signal in seismic acquisition consists of reflectors from geological interfaces with trace-

to-trace coherency. This can be utilized to locate the signal part and separate it from noise 

that does not share this property. The dip of an interface is defined as the angle (𝜃) it deviates 

from the horizontal plane (𝜃 = 0), and can be both positive and negative, i.e. dipping to the 

left or right. In seismic data, this is best represented in a depth migrated section, where 

reflectors are believed to have recovered their true dip, provided that all assumptions and 

processing steps have been performed accurately. During processing however, the actual dip 

of a reflector cannot be presumed directly from any seismic gathers. Reflectors will on the 

other hand normally be coherent in most gathers regardless of its original dip – if sampled 

sufficiently. It is therefore more appropriate to investigate the relative change in sampled 

coordinates for the coherent feature, instead of focusing on the geological dip. This relation is 

defined as the slope (𝛿) and usually expressed as change in travel time (∆𝑡) over change in 

offset (∆𝑥) for 2D seismic (Equation 2.3). For a coherent signal this represent the time shift 

of a wavelet from trace to trace (∆𝑥 = 1) and the slope is expressed as (time) sample per 

trace (Figure 2.7).  

 𝛿 =
𝑡! − 𝑡!
𝑥! − 𝑥!

=
∆𝑡
∆𝑥 (2.3) 

Figure 2.7 Slope vector (𝜹) with a slope of 2 samples per trace. The left figure displays 
a conventional wiggle trace and the right shows the amplitudes in the colormap. 
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A horizontal reflector would have no change in travel time from trace to trace (∆𝑡 = 0), 

giving a slope 𝛿 = 0. When ∆𝑡 = ∆𝑥 the change is equal and the slope is 1, but for a vertical 

line the values of 𝛿 approximate infinity. A perfectly vertical feature is not coherent from one 

trace to the next since all the points lie in one trace and the slope is therefore not defined. 

Notice the change in slope from 0 to 1 sample per trace is gradual, while the slope values 

increase significantly above 1 (and below -1) sample per trace, which tend to be problematic. 

However, a too large time shift between two traces (i.e. slope) makes the interference 

destructive and the reflector cease to be coherent. A threshold needs to be defined to avoid 

estimation of approximately vertical slopes, which may for example indicate noise or a fault. 

Sometimes such events actually should be coherent, but the spatial sampling interval is too 

large and it is aliased. 

 

The calculation is linear, but can be applied on nonlinear reflectors as well, as long as the 

estimation is sufficiently local and the variations smooth enough to ensure local linearity. 

Figure 2.8 shows an example of folded synthetic seismic (left), and the corresponding slopes 

(right). The axis can be defined as any sampled measurement, which does not need to be 

horizontal offset and seismic travel time. This definition of slope is therefore not restricted to 

seismic data, and can be applied on all kinds of data or images that contain coherent features 

in 2D. All the methods presented in this thesis could also be implemented in 3D if adapted 

slightly. 

 

 

 

Figure 2.8 Example of synthetic folded data (left) and its corresponding slopes (right) 
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2.3.1 Local slope estimation methods 
Three different methods of computing the local slope were tested in this thesis; cross-

correlation, linear plane wave destructor and gradient structure tensor. These were all 

measured in samples per trace within a certain sliding window and based on the assumption 

that wave fields (or other coherent events) appear linear at the scale of the window. The 

implementations were performed in the (t,x) domain where local events can be accurately 

represented for discrete data, as opposed to the frequency domain. The size of the sliding 

window was adapted for each method, but always with odd numbers of samples in order to 

make the computation symmetric around a center sample. The size should be large enough to 

detect a coherent event but small enough to represent local behavior. The implementation of 

the slope estimations will be presented in Section 3.1. 

 

Cross-correlation method 

Cross-correlation determines the semblance of two traces (or signals) by shifting them in time 

and comparing all the samples for each shift. In case of a horizontal structure, two identical 

neighboring traces will have a maximum correlation of 1. Correspondingly, a dipping 

structure will imply a shifted correlation in order to reach the same maximum. This vertical 

shift, or lag, of the maximum correlation means the change in time samples per trace and is 

equivalent to the definition of slope (Figure 2.7). For coherent features this lag cannot be too 

big otherwise they will be out of phase and incoherent, and a threshold of maximum lag/slope 

should be set.  

 

Linear plane wave destructor 

This method makes use of the local linearity of coherent events and assumes that these can be 

represented as perfect plane waves (straight lines). A wave with a given slope can be 

cancelled out in a small enough window, by multiplying the data with a specific combination 

of its partial derivatives and its slope (Claerbout, 1992). By this assumption, the slope can be 

found by rearranging the expression of derivatives (see Section 3.1.3). 

 

Structure tensor 

The third approach also calculates the local partial derivatives, i.e. gradient, and preserves its 

structure (not direction). Estimates within a window are combined to calculate their 

covariance (represented by a matrix), which describes their main trend (Van Vliet and 
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Verbeek, 1995). The eigendecomposition of the matrix expresses the orientation of largest 

gradients, meaning most change in the data, and the orientation of the slope, which has the 

least change, and how valid the estimations are for that window. 

 

2.4 Slope preserving noise filtering 
After estimating the local slope of a data set, a line integral convolution technique was 

implemented along the slopes to reduce incoherent noise while preserving the coherent slope. 

It was preformed in the (t,x) domain to assure the accuracy of the estimations, and will be 

thoroughly explained in Section3.2. 

 

Line integral convolution 

Line integral convolution (LIC) is a smoothing technique that is based on following a vector 

field in order to emphasize its flow path (Cabral and Leedom, 1993). In seismology, this flow 

path can be related to the direction of dipping reflectors, and LIC can therefore be applied to 

enhance the continuity of noisy or unclear reflectors. It is designed to smear the data solely in 

the direction of the slopes, thereby preserving the differences between them, making a good 

estimate of the local slopes essential. Every grid point in the data corresponds to an estimate 

of the slope vector, and for each point a tangent to the vector is created with a certain length, 

both forwards and backwards along it. Two new tangents are found at the end points based on 

the new local slopes, and this is performed for L number of steps in both directions. The 

resulting curve is called a streamline, an example of which can be visualized in Figure 2.9 

(red line), as it follows a vector field (blue arrows) such as the local slope of reflectors.  

 

The black box indicates the point of estimation, and the red dots along the streamline are all 

the points used to calculate it. In order to keep the estimations local and avoiding features 

unrelated to the area in question, the number of steps (L) should not be too large, although 

this may depend on the diversity of the data. In this case, however, L is exaggerated for the 

sake of visualization.  
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The original noisy data values (i.e. seismic amplitude) at the location of each red dot is 

extracted and weighted together before placing the result the initial data point (black box). 

The simplest form of weighting function is either the average or the median, but other more 

sophisticated approaches may be utilized. This process will smooth the data only along the 

streamline, and by performing this in noisy areas it should result in clearer, more coherent 

structures that are less noisy along the estimated slopes.  
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Figure 2.9 Streamline of a vector field calculated at the point in the black box 
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3 Methods 
 The various algorithms implemented in this thesis are explained in this chapter. This 

includes the three methods of slope estimation, as well as the smoothing method along the 

local slopes. All the calculations were carried out in MATLAB (version 9.0 (R2016a), The 

MathWorks, Inc., Natick, Massachusetts, United States), except for the industry standard f-x 

denoising, which was performed in CGG Software G2 using the “fxedit module”.  

 

The algorithms for the three slope methods were inspired by the works of Grendaite (2014) 

and Claerbout (1992). The sliding windows were modified so that the output values (such as 

slope and coherency) were given to the central sample. The cross correlation was averaged 

between two neighboring correlation for a smoother estimate, except for at the edges. The 

other two methods were modified to estimate the cross correlation when the initial slope 

estimates were large at that point (Section 5.1.1). The LIC technique was modified from a 

code developed by supervisor Thomas Elboth, last updated in 2012. The method can be 

relatively time consuming in MATLAB, and significant work has been carried out in order to 

optimize the algorithm for a fast and stable computation (pers. comm. with Thomas Elboth). 

Therefore, this implementation was used, but reproduced step by step. Different thresholds 

were applied to all the methods during testing. 

 

3.1 Slope estimation methods 
3.1.1 Cross correlation 
The cross correlation of two neighboring traces (𝑗 and 𝑗 + 1 for all vertical time samples 𝑖) 

computes the semblance between them at each time shift/lag (Marfurt et al., 1999). For each 

lag (𝑙), all the elements in time are multiplied, and the raw correlation (𝐶 ) with no 

normalization is measured as the sum of these (Equation 3.1) (MathWorks Inc. 

Documentation center, 2018b). The asterisk ∗ represents the complex conjugate in the event 

of a complex number, and is equal to the original if the number is real. The lag can be either 

positive or negative, meaning a shift up or down.  
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 𝐶!,!!! 𝑙 =
𝑢!!!,! ∙ 𝑢!,!!!∗

!!!

!!!

, 𝑙 ≥ 0

𝐶!!!,!∗ −𝑙 ,                      𝑙 < 0 

 

 

(3.1) 

 

In the presence of a coherent signal, the lag of the maximum correlation should coincide with 

the time shift (∆𝑡) representing the slope as samples per trace (∆𝑥 = 1 since only two traces). 

For traces of length 𝑁 there are 2𝑁 − 1 possible lags between them that varies from –𝑁 + 1 

to 𝑁 − 1, however, only the maximum correlation lag is conserved, since this is the desired 

estimate. To get a more local estimation, only a portion of samples within a trace (𝑗) is used 

to provide one correlation and one lag to the point 𝑢!,! at the middle of these samples, 

visualized in Figure	3.1. This window needs to be large enough to sufficiently represent the 

signal in question but as small as possible to reduce computation time and avoid possible 

interference with other events in the trace. If the correlation window includes more than one 

reflector the correlation could be even higher at this lag than at the correct one in unfavorable 

circumstances, giving a maximum at a much larger lag. Since the lag (i.e. slope) should not 

be too large (see Section 2.3.1) a maximum possible lag should be decided, which also 

reduces computation time as the method scans for all (possible) lags.  

 

Figure 3.1 Visualization of cross correlation between trace 𝒋 and 𝒋 + 𝟏 within a window of 9 time samples. The 
five figures represent a lag of 4, 2, 0, -2 and -4 from left to right, where trace 𝒋+ 𝟏 is shifted in relation to trace 
𝒋. The red star represents the point in question, and the output point (same in all figures), and the red circles 
show the corresponding lags. For every lag the horizontally aligned elements (samples) are multiplied and 
added (and possibly weighted). 
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The number of samples in the sliding window was set as 31 and should be an odd number so 

the value can be places at its center. The slope is not usually represented as whole numbers in 

sample per trace, and an interpolation of the sliding window is therefore necessary to provide 

a dense enough sampling of the data to accommodate this. The interpolation was preformed 

as cubic splines for a smooth transition between the points. The interpolation factor, which 

represents the number of additional points between the sampled points, is usually set within 

the range of 10-100. The estimated lag needs to be divided by this factor again to signify the 

slope as sample per trace. Since both the interpolation and sliding window usually contains 

quite a few iterations, this method is often time consuming.  

 

Although the slope is represented as the lag regardless of the actual value of the maximum 

correlation, the correlation values can be used to express the quality of the slope estimates. 

This is important because slopes of poor quality can be unreliable and thresholds may be set 

if necessary. Even if two traces do not reveal any coherent events, they will have values of 

correlation no matter how small. This implies that there will be a maximum correlation, 

which yields a slope from this implementation. The previous definition of the cross 

correlation (Equation 3.1) provides no weights, and depends strictly on the amplitudes of the 

sampled points. In order to compare different estimates, each calculation is normalized 

against the largest possible correlation (Equation 3.2).  

 

If the traces are identical, the cross correlation becomes the autocorrelation for every lag, and 

the energies 𝜀! and 𝜀!!! are equal. The normalizing term becomes one over the energy, so that 

the maximum (auto)correlation at lag  0 will be normalized to 1. For an ideal dipping event 

where the traces are merely shifted, the weighted correlation is normalized to 1 at the 

maximum cross correlation, i.e. in the case where the lag equals the slope. Contrarily, if the 

two traces show little similarities with no coherent feature, the maximum cross correlation is 

far from the autocorrelations, and the normalized correlation is therefore close to zero. Thus, 

the normalized correlation values fall in the interval between 0 and 1 for all estimations, with 

0 meaning no correlation and 1 meaning perfect correlation, which can easily be compared 

regardless of original amplitudes, and therefore what was used in the estimations in this 

thesis.  
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In order to make the method more robust the cross-correlation of a sliding window in one 

trace (𝑗) with the previous (𝑗 − 1) and next (𝑗 + 1) trace was averaged for each step (Equation 

3.3), except for the first and last trace. 

 

A more sophisticated form of normalization could also be used (Equation 3.4), which 

includes the average values (    ) of the data in sliding window, and their standard deviations 

(𝜎!! and 𝜎!!!!), however, this was not applied in this work. 

 

3.1.2 Gradient estimation 
The other two slope methods require an initial gradient estimate (𝒈) in the calculation that 

describes the partial derivatives, 𝜕/𝜕𝑥 and 𝜕/𝜕𝑡, of the data (𝑢) in each direction (Equation 

3.5). For a linear event, this vector will be oriented perpendicular to the slope, either pointing 

toward or away from it depending on which direction the amplitude increases (Van Vliet and 

Verbeek, 1995).  

  

This definition of the gradient is continuous, while the data is sampled and the gradient 

estimation is not straightforward in the discrete case. A finite-difference approximation was 

used to estimate the discrete first order derivatives, 𝑔! and 𝑔!, of the data to find relative 

changes in x and t directions. They were calculated by three different schemes: forward finite 

differences, and central finite differences of accuracy order 2 and 4.  

 
𝐶!,!!! 𝑙 =

1
𝜀! ∙ 𝜀!!!

𝑢!!!,! ∙ 𝑢!,!!!∗
!!!

!!!

, 𝑙 ≥ 0

𝐶!!!,!∗ −𝑙 ,                                        𝑙 < 0

 

𝜀! =  𝑒𝑛𝑒𝑟𝑔𝑦 𝑜𝑓 𝑡𝑟𝑎𝑐𝑒 𝑗 , 𝜀!!! =  𝑒𝑛𝑒𝑟𝑔𝑦 𝑜𝑓 𝑡𝑟𝑎𝑐𝑒 𝑗 + 1 

(3.2) 

 𝐶(𝑖, 𝑗) =
𝐶!!!,! + 𝐶!,!!!

2  (3.3) 

 𝐶!,!!! 𝑙 =
1
𝑁

(𝑢!!!,! − 𝑢!)(𝑢!,!!!∗ − 𝑢!!!)
𝜎!𝜎!!!

!!!

!!!

, 𝑙 ≥ 0

𝐶!!!,!∗ −𝑙 ,                                                      𝑙 < 0 

  (3.4) 

 𝒈 =
𝑔!
𝑔! =

𝜕𝑢 𝜕𝑥

𝜕𝑢 𝜕𝑡
 (3.5) 
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The forward finite difference of the 1st order derivative in x direction, with 1st order of 

accuracy, is given by Equation (3.6). It calculates the difference in 𝑢 between one discrete 

point where 𝑥 =  𝑗∆𝑥  and the next 𝑥 = (𝑗 + 1)∆𝑥 . The sample interval in x (∆𝑥 ) is 

normalized to 1 sample for simplicity in the computations. The data values are given the 

coefficient −1 for the current point, 𝑢!,!, and 1 for the next point in x direction, 𝑢!,!!!. In 

general the first index in the data matrix 𝑢!,! corresponds to discrete time and the second 

index to discrete space. The computation is similar in the t direction, which is the difference 

between data at one time sample 𝑡 = 𝑖∆𝑡, and the following sample 𝑡 = (𝑖 + 1)∆𝑡 (Equation 

3.7). The finite difference coefficients for 𝑢!,! and 𝑢!!!,! are −1 and 1 respectively, which is 

the transposed of the coefficient in the x direction, and the difference in t (∆𝑡) is also 

normalized to 1 sample. 

 

 For central finite differences the derivatives need to have an estimate at the center, i.e. have 

an uneven number of elements. The 1st order derivative in x direction with 2nd order of 

accuracy is found by Equation 3.8. The coefficients are -1, 0, and 1 for 𝑢!,!!!,𝑢!,! and 𝑢!,!!!, 

respectively, for every values in time. The scheme in the temporal direction is found 

similarly, and the coefficients become the transposed of the spatial direction. The central 

scheme with 4th order of accuracy is estimated correspondingly, and shown in Appendix A. 

 

 
𝜕𝑢(𝑖, 𝑗)
𝜕𝑥 ≈ 𝑔! =

𝑢 𝑡, 𝑥 + ∆𝑥 − 𝑢 𝑡, 𝑥 − ∆𝑥
2∆𝑥 =

𝑢!,!!! − 𝑢!,!!!
2  (3.8) 

 
𝜕𝑢(𝑖, 𝑗)
𝜕𝑡 ≈ 𝑔! =

𝑢 𝑡 + ∆𝑡, 𝑥 − 𝑢 𝑡 − ∆𝑡, 𝑥
2∆𝑡 =

𝑢!!!,! − 𝑢!!!,!
2  (3.9) 

 

The data may be contaminated with noise, and since the assumption is that features are linear 

at a small scale, the derivative at every point should be weighted with its neighboring data 

points to increase the certainty of the estimates. In the forward difference case, Claerbout 

(1992) suggested to sum/combine the x-derivative at time sample 𝑖 with the next sample 

(𝑖 + 1), and correspondingly, combining the trace 𝑗 with 𝑗 + 1 for the t-derivative. This 

creates a 2D coefficient stencil in both estimates shown in Equation 3.10 (instead of the 1D 

 
𝜕𝑢(𝑖, 𝑗)
𝜕𝑥 ≈ 𝑔! =

𝑢 𝑡, 𝑥 + ∆𝑥 − 𝑢 𝑡, 𝑥
2∆𝑥 =

𝑢!,!!! − 𝑢!,!
2  (3.6) 

 
𝜕𝑢(𝑖, 𝑗)
𝜕𝑡 ≈ 𝑔! =

𝑢 𝑡 + ∆𝑡, 𝑥 − 𝑢 𝑡, 𝑥
2∆𝑡 =

𝑢!!!,! − 𝑢!,!
2  (3.7) 
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case from Equations 3.6 to 3.9). Since the central difference scheme has points on both sides, 

all the other points surrounding (𝑖, 𝑗) can be weighted for a good representation of the 

variations, creating a two-dimensional stencil. The central point should however count the 

most to maintain locality, which can be accomplished by applying “Gaussian” weights in the 

opposite direction of each derivative vector. The stencils for the 2nd order of accuracy is 

given as the Sobel operator (Sobel and Feldman, 1968), meaning adding weights [1 2 1] 

(Equation 3.11). The stencils in Equations 3.10 and 3.11 are not normalized here.  

 

Forward: 𝜕
𝜕𝑥 ≈ −1 1

−1 1  
𝜕
𝜕𝑡 ≈ −1 −1

1 1  (3.10) 

Central: 
𝜕
𝜕𝑥 ≈

−1 0 1
−2 0 2
−1 0 1

 
𝜕
𝜕𝑡 ≈

−1 −2 −1
0 0 0
1 2 1

 (3.11) 

 

The partial derivatives in each direction at every point (𝑖, 𝑗) can be expressed as the discrete 

two-dimensional convolution between the respective coefficient stencil and the whole data. 

One-dimensional convolution resembles the definition of correlation in Equation 3.1, 

however the second sequence is reversed in the element multiplication (MathWorks Inc. 

Documentation center, 2018a). The convolution process is quite similar in two dimensions, 

where the 2D stencil is reversed in both directions working as a sliding window, with element 

multiplication and summing in 2D. This is visualized for the central finite difference (2nd 

order of accuracy) in Figure	3.2, where the red numbers represent the reversed Sobel stencil 

in the temporal direction (i.e. discrete gradient !
!"

). For an 𝑚×𝑛 data matrix convolved with 

a 𝑝×𝑞 stencil, the result is a matrix of size (𝑚+𝑝-1)×(𝑛+𝑞-1). In the computations in this 

work, only the central part of the convolution was used so that the result would also be an 

𝑚×𝑛 matrix, providing each point in the data (𝑖, 𝑗) with an estimate of the (partial) derivative. 

The concept of convolution is very central in signal processing, and is a way of determining 

the output of any arbitrary input data as long as the desired impulse response in known 

(Yilmaz, 2001). The impulse response in this case is the coefficient vector and the resulting 

output is the corresponding partial derivative.  
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Experience and testing indicate that the sliding window of 𝑢 for slope estimation needs to be 

at least bigger than the implemented stencil size to get a good result. It has been established 

that the finite differences stencils are dispersive at high frequencies, and the larger they are 

the lower frequencies get dampened (Grendaite, 2014). 

 

3.1.3 Linear plane wave destructor 
In Section 2.3.1 it was mentioned that recorded seismic signals are assumed to mimic plane 

waves (i.e. linear events) at a small enough scale. A plane wave field (𝑢) defined in x and t 

dimensions can be expressed by Equation 3.12 (Claerbout, 1992), where 𝛿 is the (constant) 

slope and 𝜑 is the phase of the wave. The change in each direction is represented by the 

partial derivatives of the field, which can be calculated from the plane wave equation by the 

use of the chain rule. This is shown in Equations 3.13 and 3.14 for x and t, respectively. 

Figure 3.2 The two-dimensional convolution between the Sobel stencil (red numbers) and a 3x3 window 
of the data 𝒖 (black). Note that the stencil is flipped during the computation. The result is a matrix of the 
same size as 𝒖, which contains the results of each of the nine computation steps of A-I (blue). These 
consist of the sum of the products between the overlapping elements of the stencil and the data, similar 
to correlation. The sum should be weighted over the number of elements to obtain correct values. 
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𝜕𝑢 𝑡!, 𝑥
𝜕𝑥 =

𝜕
𝜕𝑥 𝑢 𝜑 =

𝜕𝑢
𝜕𝜑 ∙

𝜕𝜑
𝜕𝑥 =

𝜕𝑢
𝜕𝜑 ∙ (−𝛿) (3.13) 

 
𝜕𝑢 𝑡, 𝑥!

𝜕𝑡 =
𝜕
𝜕𝑡 𝑢 𝜑 =

𝜕𝑢
𝜕𝜑 ∙

𝜕𝜑
𝜕𝑡 =

𝜕𝑢
𝜕𝜑 ∙ 1 (3.14) 

 

Claerbout (1992) defined a partial derivative operator (𝐴) that was able to extinguish (or 

“destroy”) a plane wave on this form, as demonstrated by Equations 3.15 and 3.16. The 

partial derivatives of 𝑢 cancel out, given that they perfectly represent the local slope of the 

linear event.  

 

𝐴 ∙ 𝑢 𝑡, 𝑥  
 

=
𝜕𝑢 𝑡, 𝑥
𝜕𝑥 + 𝛿

𝜕𝑢 𝑡, 𝑥
𝜕𝑡  (3.16) 

 =
𝜕𝑢
𝜕𝜑 ∙ −𝛿 + 𝛿

𝜕𝑢
𝜕𝜑 ∙ 1 ≈ 0  

 

In reality the events will not normally act perfectly linear, even at a small scale. Furthermore, 

the derivatives have to be approximated discretely, and the plane wave destruction operator 

(𝐴) will leave a residual part (𝑟!,!) of the wave field which approximates zero in desired 

settings. The discrete case is represented by the finite difference gradient (𝑔) at each point 

(Equation 3.17).   

 

Since the objective is to find the slope 𝛿 , this equation can be rearranged, but some 

assumptions need to be set. An appropriate approach to find the best suitable slope within the 

observed measurements is by the linear least-squares method of a single parameter (𝛿) 

(Claerbout, 1992). Ideally the residual (𝑟!,!) should approach zero, which can be stipulated by 

minimizing its energy. This allows the independent components to be separated. The energy 

(𝐸) is found by taking the square, or dot product, of the expression (Equation 3.18).  

 

 𝑢 𝑡, 𝑥 =  𝑢 𝑡 − 𝛿𝑥 = 𝑢(𝜑) (3.12) 

 𝐴 =
𝜕
𝜕𝑥 + 𝛿

𝜕
𝜕𝑡  (3.15) 

 𝐴 ∙ 𝑢 𝑡, 𝑥 ≈  𝑔! + 𝛿𝑔! = 𝑟!,! ≈ 0 (3.17) 
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𝐸 = 𝑔! + 𝛿𝑔! ∙ 𝑔! + 𝛿𝑔!  (3.18) 
 = 𝑔! ∙ 𝑔! + 2(𝑔! ∙ 𝑔!)𝛿 + 𝑔! ∙ 𝑔! 𝛿!  

 

The minimum value of the energy (𝐸) is determined by when the derivative with respect to 𝛿 

is equal to zero (Equation 3.19). Finally, the slope, 𝛿, can be estimated by rearranging this 

expression resulting in Equation 3.20.  

 

 𝜕𝐸
𝜕𝛿 = 2 𝑔! ∙ 𝑔! + 2 𝑔! ∙ 𝑔! 𝛿 = 0 (3.19) 

 
𝛿 = −

𝑔! ∙ 𝑔!
𝑔! ∙ 𝑔!

 (3.20) 

 

The slope 𝛿 is now an expression of both the partial derivatives of u. In case of more than one 

slope present in the seismic, the slope needs to be evaluated in a relatively small, sliding 

window, making sure the plane wave assumption is valid. The size of this window 

determines how local the slope estimations are, where small windows adjust for sudden 

changes and larger windows will smooth the calculations in relation to the surrounding, 

dominating slopes. Since this implementation requires division by the gradient in time, a 

minimum value of 10!! is assigned to avoid division by zero where there is no change.  

 

The quality of those slope estimates need to be evaluated to find out how well they fit the 

plane wave model. Claerbout (1992) suggested a normalized coherency measurement given 

by Equation 3.21. Note that this will be zero as long as either one of the gradient estimated 

are zero, which is the case for perfectly horizontal or vertical cases. In reality, the estimates 

are seldom exactly zero due to noise.  

 

The linearity of this approach has its limitations when estimating real, nonlinear seismic, and 

a nonlinear plane wave destructor has successfully been developed by Fomel (2002). In order 

to restrict the extent of this work it was not implemented, but could also be tested and 

compared with the other estimates, as it has been shown to provide satisfactory results 

(Grendaite, 2014). 

 𝐶 =
𝑔! ∙ 𝑔!

(𝑔! ∙ 𝑔!)(𝑔! ∙ 𝑔!)
 (3.21) 
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3.1.4 Structure tensor  
The local gradient (𝒈) defined by the partial derivatives describes the direction of most 

increase and its magnitude (Equation 3.5). If the event is a line the gradient on either side of 

it will have the same orientation but point in the opposite direction. To increase reliability of 

the gradient estimates, they can be weighted (for example averaged) over a local window. 

This can become problematic for the contradicting signs of gradients from the same line, 

which might cancel out. Since the desired information is the orientation, not the direction, 

each gradient can be represented by its dyadic product, which becomes a Hessian matrix 

called the gradient-square tensor (𝐺) shown in Equation 3.22 (Van Vliet and Verbeek, 1995).  

 

𝒈! denotes the transpose of vector 𝒈. It can be said that the tensor preserves the structure 

present in the data, and is therefore also referred to as the structure tensor. In the simple case 

of a horizontal structure, 𝑔! is equal to zero because there is no change in x, meanwhile the 

change in t (𝑔!) may be significant. The structure tensor becomes zero everywhere except for 

the term (𝑔!!). The eigendecomposition of the structure tensor is found by the Equation 3.23, 

where 𝐼 is the identity matrix. All structure tensors are real and symmetric meaning that their 

eigenvectors (𝒗 ) are orthogonal, but also positive semidefinite, granting nonnegative 

eigenvalues (𝜆) (Bernstein and Toupin, 1962). The orthogonal eigenvectors (𝒗!) are oriented 

in the direction of most and least change in the data, corresponding to the largest and smallest 

eigenvalues (𝜆!), respectively.  

 

 𝐺 − 𝜆!𝐼 𝒗! = 0    ↔     𝐺𝒗! = 𝜆!𝒗!   ,   𝑖 = 1,2 (3.23) 

 

For the horizontal structure (Figure 3.3, left), the eigenvectors are equal to the column vectors 

and normalized to unit length, i.e. 00  and 01 . The largest eigenvalue (𝜆! = 𝑔!!) belongs to 

the second eigenvector (𝒗𝟏), which is vertical with no x component. The other eigenvalue 

(𝜆!) is zero, providing a null vector as the first eigenvector (𝒗𝟐). In the opposite case of a 

vertical structure, only the x component of the gradient (𝑔!) will have a value and the t 

component (𝑔!) is zero. The eigendecomposition is exactly opposite, where the eigenvector 

 𝐺 = 𝒈 ∙ 𝒈! = 𝑔!! 𝑔!𝑔!
𝑔!𝑔! 𝑔!!

 (3.22) 
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(𝒗𝟏) corresponding to the largest eigenvalue (𝜆! = 𝑔!!) is horizontal and normalized to 10 , 

meaning only horizontal change. The smallest eigenvalue (𝜆!) is again zero, making the other 

eigenvector a null vector (Figure 3.3, middle). The same principal applies to dipping 

structures (Figure 3.3, right), however, the orientation of the eigenvectors are not as intuitive 

because both 𝑔! and 𝑔! has values. If the feature is strictly linear, the largest eigenvalue 

provides an eigenvector in the direction of the gradient, i.e. normal to the slope, and the other 

eigenvector has an orientation along the slope, but with its corresponding 

eigenvalue/magnitude being (close to) zero.  

 

All gradients in a window (𝑤) surrounding the point in question (𝑖, 𝑗) will normally not align 

perfectly even in the presence of a linear feature, due to noise contaminating the data or other 

artifacts (Randen et al., 2000). A weighted function of the structure tensor, 𝐺 , within the 

window must be applied to get the best possible estimate (Equation 3.24). A robust way of 

weighting the gradients in a window is by computing the covariance matrix (𝐶!), which is 

expressed as the covariance between all the paired partial derivatives, i.e. 𝑔!(𝑖, 𝑗) and 𝑔!(𝑖, 𝑗) 

(Equation 3.24 and 3.25). Gaussian weight may be applied on each of the derivatives within 

each sliding window before calculating the covariance, in order to localize the estimation. 

 

 
 

 𝐺!(𝑖, 𝑗) = 𝑔!! 𝑔!𝑔!
𝑔!𝑔! 𝑔!!

= 𝑐𝑜𝑣(𝑔! ,𝑔!) 𝑐𝑜𝑣(𝑔! ,𝑔!)
𝑐𝑜𝑣(𝑔! ,𝑔!) 𝑐𝑜𝑣(𝑔! ,𝑔!)

= 𝐶!(𝑖, 𝑗) (3.24) 

 𝑐𝑜𝑣(𝑔! ,𝑔!) =
1

𝑁 − 1 (𝑔! 𝑖, 𝑗 )− 𝑔!)(𝑔! 𝑖, 𝑗 )− 𝑔!)
!,! ! !

 (3.25) 

Figure 3.3 Eigenvectors of horizontal (left), vertical (middle) and dipping (right) structures 

	
	
	

	
	
	
	
	
		
	
	

!!	 !!	
!!	
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The sliding window contains 𝑁 number of elements, and     denotes the average value within 

that window. The resulting 2×2 covariance matrix (𝐶) indicates how much the different 

gradient estimates vary in the two-dimensional space, which requires two vectors (Van Vliet 

and Verbeek, 1995).  

 

Given that all the gradients in the window are not equal, there will be variations in two 

dimensions (as opposed to only one in the cases in Figure 3.3), and the eigendecomposition 

can be estimated from 𝐶! instead of 𝐺 (in Equation 3.23). The smallest eigenvalue, 𝜆!, will 

then be greater than zero, meaning that the corresponding eigenvector, 𝒗𝟐, will have a 

magnitude. The eigenvector (𝒗𝟏), with the largest eigenvalue (𝜆!), of the covariance matrix 

provide an estimate of the dominant direction of all the gradients in the window (Van Vliet 

and Verbeek, 1995). The eigenvalue itself represent the average magnitude of the gradients. 

Similarly, the smallest eigenvalue (𝜆!) indicate the magnitude in the dominant direction of 

least change (𝒗𝟐), i.e along the main slope, perpendicular to 𝒗𝟏. Specifically, since the slope 

is measured in time samples per trace, it is expressed as the time component over the spatial 

component of this vector (Equation 3.26). 

 

For a linear feature all the gradients in the window have similar orientations, which implies 

that the eigenvalue 𝜆! is much larger than 𝜆!. In contrast, if the gradient orientations vary a 

lot the data lacks a dominant structure (i.e. slope), and the energy of the eigenvalues is more 

comparable. The relationship between the two eigenvalues can therefore provide information 

of the reliability of the slope estimates (𝛿) (Van Vliet and Verbeek, 1995). The coherency 

attribute giving the quality of the slope estimates can be calculated as !!! !!
!!! !!

. This becomes 

large when the eigenvalues differ greatly and small when they are similar. 

 

3.2 Slope preserving filtering by LIC 
The streamline following the slope field is found by a bilinear interpolation of the slope 

estimations (Smith, 1981). This means a linear interpolation in two directions, creating new 

coordinates between the original grid points of the data by following the slope of the 

reflectors. Initially one starts at any original grid point, 𝑟! = (𝑥!, 𝑧!), and takes a step along 

 𝛿 =
𝑣!,!
𝑣!,!

 (3.26) 
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the vector at that point, establishing the new coordinates of the interpolated point 𝑟 = (𝑥, 𝑧) 

(Figure 3.4). Excessive testing showed that the length of the step should be chosen as a 

fraction of the vector’s length, i.e. less than 1 in order to get good/smooth results. The vectors 

in Figure 3.4 are scaled for visualization and do therefore not represent the actual lengths, 

only the directions. The new point, r, is represented by its spatial distances (𝑑𝑥 and 𝑑𝑧) to the 

four surrounding grid points: 𝑟!, 𝑟!,!, 𝑟!,! and 𝑟!.  

 

The rest of the points are found in a similar manner but with respect to the previous 

interpolated point instead of the initial estimation point, in both forward and backward 

directions. A result of the bilinear interpolation is that the initial point (black box) is often the 

only of the red dots that corresponds to a grid point in the data/vector field, whereas the rest 

plot in between (Figure 3.5). The seismic amplitude (input data), 𝑢, can then be extracted at 

all the interpolated points as the sum of the values at the closest coordinates (Figure 3.4) 

weighted by their respective distance to said point (Equation 3.27).  

 

𝑢 r   = 1− 𝑑𝑥 ∙ 1− 𝑑𝑧 ∙ 𝑢 𝑟! +  𝑑𝑥 ∙ 1− 𝑑𝑧 ∙ 𝑢 𝑟!,!  

    + 1− 𝑑𝑥 ∙ 𝑑𝑧 ∙ 𝑢 𝑟!,! +  𝑑𝑥 ∙ 𝑑𝑧 ∙ 𝑢 𝑟!  
(3.27) 

x0 x x1

z0

z

z1

dz

1-dxdx

1-dz

r0 r1,0

r

r1r0,1

Figure 3.4 Interpolation of point r calculated from point r0 (black box) in the 
direction of a vector field, at a distance dx and dz from r0 
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The next step in the LIC method is to smooth the noisy input data, 𝑢, over the streamline. A 

continuous definition of this smoothing at each 2D point 𝑟, is given in Equation (3.28) 

(Stalling and Hege, 1995).  

 

The streamline 𝑟(𝑠) contains the 𝐿  number of interpolated points (𝑟) in each direction 

(forwards and backwards) along the vector field, i.e. parameterized by the arc 𝑠 ∈ [−𝐿, 𝐿]. 

All the points (𝑟) are extrapolated from the original point 𝑟 𝑠 = 0 = 𝑟!., i.e. the center of the 

streamline. Equation 3.28 defines smoothing at one point, and can be performed for every 

point in the data as many times as desired by substituting 𝑢 with the previous estimate of 

𝐷𝑎𝑡𝑎!"# , until the right degree of smoothing is reached. The discrete version of the integral is 

approximated by a summation of the points along the streamline multiplied by a weighted 

function 𝑘(𝑠), as in Equation (3.29) (Stalling and Hege, 1995).   

 𝐷𝑎𝑡𝑎!"#(𝑟!) =  𝑘(𝑠) ∙ 𝑢 r 𝑠 𝑑𝑠
!

!!

 (3.28) 

 𝐷𝑎𝑡𝑎!"#(𝑟!) ≈  𝑘(𝑠) ∙ 𝑢 𝑟 𝑠
!

!!!!

 (3.29) 

19 20 21 22 23 24 25 26 27

Sampled spatial offset [m]

19

20

21

22

23

24

25

26

27

28

Sa
m

pl
ed

 tr
av

el
 ti

m
e 

[m
s]

Single streamline along dip for LIC

Figure 3.5 Close up of streamline between interpolated points calculated from the 
point in the black box, in both forwards (direction of vectors) and backwards (opposite 
of vectors) 
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The simplest solution is estimating the average value along the streamline by setting 𝑘(𝑠) as 

1 over its length. The median can be estimated instead of the average to avoid 

miscalculations in the presence of random spikes of very high amplitudes, which is most 

likely noise in seismic data (Yilmaz, 2001). Line integral convolution is a local, 1D algorithm 

that is not directly dependent on texture and geometry – only that of the vector field which 

does not necessarily need to be connected to the image.  

 

3.2.1 Restrictions 
Areas where the calculated reflector slope is ambiguous or abnormally steep may indicate 

poor resolution or faulting, and needs to be recognized by the algorithm in order to limit or 

stop the smoothing. The calculation is also designed to stop the interpolation if such a point 

occurs along the streamline. Thresholds for what is considered reliable slopes can be given by 

any chosen parameter that tackles the problems in the given data. Since this method alters the 

amplitudes in the seismic, the filtered data should not be used for AVO analysis, which 

require exact amplitudes.  

 

3.2.2 Alternative smoothing 
Initially, the method can be considered as a case of linear anisotropic diffusion, based on the 

directionally dependent smoothing of equal strength for all points (linear), but with a median 

filter instead of the averaging of the diffusion (Perona and Malik, 1990). By applying 

thresholds for where smoothing should occur it becomes nonlinear (varying strength). Other 

alternative methods for attenuation of (incoherent) noise was mentioned in Section 2.2, and 

as a reference for the LIC approach a standard industry f-x denoising filter was applied to one 

of the real data sets in Section 6.2.3.  

 

The denoising using the f-x filter was preformed on the vertical velocity component of a shot 

gather, which generally contain excessive amounts of noise up to roughly 20 Hz that 

overshadow the signals. This is relatable to the hydrophone data up to only 2-3 Hz (Section 

2.1). It was therefore first applied a low cut filter of 20 Hz before applying the f-x denoising 

module. This method uses a complex prediction deconvolution in the frequency-offset 

domain, which utilized the periodicity of coherent events.  
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4 Generation of controlled data 
In order to know what can be expected from the application of the methods on seismic data, 

they first need to be tested under controlled settings, which is the purpose of this chapter. A 

set of synthetic seismic reflection profiles were constructed to analyze the quality of the 

computations preformed in this thesis (Chapter 5), before applying them on real seismic 

(Chapter 5.2).  

 

Real seismic reflection data consist of the reflected energy 

response of the subsurface that is generated during seismic 

acquisition and recorded at several receivers (Figure	 4.1). 

Each receiver (gray dots) produces a trace containing all the 

energy registered at that particular offset (bottom) from the 

seismic source (red dot) over a certain time. When the 

geophysical properties change significantly, a significant part 

of energy is reflected, and this is often the case along 

continuous interfaces of different sedimentary rocks 

(horizontal line in top figure). Such interfaces produce a new 

wave front, according to Huygen’s principle (Mussett and 

Khan, 2000), that moves upwards to the receivers. This wave 

front will be continuous in the recorded data if the temporal 

and spatial sampling rates are sufficient (bottom figure). The 

real data used in this thesis have a temporal sampling rate, 

∆𝑡, of 2 milliseconds (0.002 seconds), and a spatial sampling 

of 12.5 meters. Spatial aliasing occurs if the data is 

insufficiently (i.e. too widely) sampled along the space axis. The reflectors may become 

incoherent from trace to trace, or even show coherency with the wrong reflector in 

neighboring traces, as showed in Figure	 4.2, left. This problem is increases for steeply 

dipping reflectors with high frequency and has consequences in several processing aspects. 

The wrong coherency of the reflectors leads to wrongful slope estimates.  

Figure 4.1 Top: the geometry of 
the acquisition of a common shot 
gather and the reflection paths off 
a horizontal interface. Bottom: the 
corresponding seismic temporal 
recordings at all the receivers. 
(Modified from SubSurf Wiki 
(2012)) 
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4.1 Seismic pulse 
The physical source pulse associated with a seismic 

experiment is a causal wavelet. Thus, the reflection 

response of an interface will not peak at the 

reflector but represents a delayed response. In 

reflection seismology it is often crucial to pinpoint 

the exact location of a reflector, and the wavelets 

are usually converted to zero phase (non-causal) to 

improve this accuracy. Such wavelets have a peak 

(or trough) corresponding to the response of an 

explosive source but with symmetric side lobes due to a finite frequency band. This implies 

that it will also have values at negative, or non-causal, arrival times (before it hits the 

interface). The arrival time and amplitude of the zero phase and minimum phase (causal) of a 

wavelet is compared in Figure	4.3. The total duration of a zero phase wavelet will usually 

also be shorter than one of minimum phase, which increases the vertical resolution 

(Schoenberger, 1974). The shape of the pulse depends on its amplitude and dominant 

frequency, where a high frequency provides a narrow wavelet, and a low frequency gives a 

wide wavelet with smaller side lobes.  

 

The synthetic data was computed by approximating the seismic response of a reflector by the 

Ricker-wavelet defined in Equation (4.1) (Ricker, 1953). The wavelet is a zero phase pulse 

with a dominating frequency 𝑓!, where the amplitude (𝐴) peaks at time 𝑡 = 0. The discrete 

Figure 4.3 The amplitude of a causal (top) 
and zero phase/non-causal (bottom) wavelet 
in the time domain, where 𝒕 = 𝟎 represents 
the location of the reflector. 

Figure 4.2 Left: wiggle trace plot of reflectors with a slope of 4 samples per trace. Right: 
the same reflectors displayed with fewer traces, i.e. representing larger spatial sampling 
that caused spatial aliasing. 
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version can be constructed as a smooth, continuous wavelet by using enough data points, but 

it was resampled to only include amplitudes for every 0.002 seconds (equal to the sampling 

rate ∆𝑡), in order to best represent the real seismic. Figure	4.4 displayed this wavelet as both 

a continuous and sampled pulse in the time domain, representing the response of one 

reflection on a single trace. The sampled signal is more jagged, which shows that the duration 

of the continuous pulse needs to be long enough to be sufficiently represented by this 

sampling rate. Very high (dominant) frequencies have short periods, which will not be 

recovered properly, and they are said to be aliased (Yilmaz, 2001). Since real reflection 

seismic often has a dominant frequency of around 30 Hz (Section 2.2), this was the typical 

value used for 𝑓! in the Ricker-wavelet during the computations.  

4.2 Subsurface geometries 
The simplest seismic profile (Profile 1) estimated was as a single reflector with a constant 

slope, and no values elsewhere (Figure	4.5). By shifting the continuous Ricker-wavelet with 

a given time for each trace an entire dipping interface can be generated. Many data points are 

required to produce such continuous measurements and the data was therefore sampled in 

order to reduce computation time, and better simulate real data. The sampling parameters 

should resemble those of the real data and were set as 0.002 seconds (∆𝑡) in time (vertical 

direction) and 10 meters (∆𝑥) in the horizontal direction. Since the methods work on 

pixels/matrix points, the slope, or shift, can be represented as number of time samples (∆𝑡) 

per trace instead of continuous time.  The slope in Figure	 4.5 was set to 0.6 samples per 

trace, with maximum amplitude of 1. The data is displayed both as a wiggle trace (Figure	

4.5, left) and intensity image (Figure	4.5, right).  

 𝐴 𝑡 = (1− 2𝜋!𝑓!
!𝑡!) ∙ 𝑒!!!!!

!!! (4.1) 

Figure 4.4 Ricker wavelet with zero phase and maximum amplitude equal to 1; continuous (in 
seconds) to the left and sampled by ∆𝒕 = 0.002 seconds to the right, where n is the number of samples. 
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This way of generating a reflector is considered as the framework of the synthetic seismic 

profiles. To make the profiles more complex and realistic, the generation can be altered in 

several ways; by adding more reflectors, changing their slope, varying their amplitudes 

and/or vertical spacing, or including features such as nonlinear or crosscutting reflectors, 

faults and/or background noise. Figure	 4.6 shows 4 profiles with various combinations of 

these alterations of the simple case in Figure	 4.5, on which the different computation 

methods were tested in the next chapter.  

 

As mentioned previously (in Section 2.3), the slope should only be estimated for coherent 

features, which implies a maximum vertical time shift to maintain coherency and avoid 

destructive interference between traces. This limit will depend on the shape of the wavelet 

and therefore its dominant frequency. The maximum slope is set to 5 samples per trace for a 

frequency of 30 Hz, meaning a time shift of 5 ∙ ∆𝑡 = 5 ∙ 0.002 seconds = 0.01 seconds 

(Section 2.1.1). A lower frequency wavelet indicate larger maximum slope. Any detected 

slopes larger than the maximum is assumed to be incoherent and the slope should not be 

assigned.  

 

 By increasing the number of reflectors the synthetic profiles can be made to look more like 

real seismic data (Figure	4.6). The top left profile in Figure	4.6 (Profile 2) contains the same 

reflector as Figure 4 (i.e. slope of 0.6), only replicated several times. The spacing between the 

reflectors is constant in the upper part, but varies in the lower part. The top right profile 

(Profile 3) has the same constant slope of 0.6, with a constant spacing throughout the figure, 

Figure 4.5 Synthetic model of single reflector with no noise, as a wiggle trace plot (left) and an 
intensity image (right).  
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but with two other linear features cutting across the other reflectors. These have a dip of -0.3 

and a maximum amplitude set to 0.5, i.e. half of the initial ones. Notice that the interference 

of the reflectors at each interception point causes an increase in amplitude. 

 

The bottom left figure (Profile 4) mimics folded structures and was constructed by a slope 

expressed as a sine function. The amplitudes of the first half of the reflectors (down to time 

sample 150) are constant, but the last half have randomly varying amplitudes along the x 

axis. The variations are set as ±10% of the original amplitude. The bottom left figure 

(Profile 5) consist of reflectors with a hyperbolic move-out in the x direction, with an initial 

slope of 0.6 at trace 1, whereas the final slope at trace 200 is 4. 

 

Figure 4.6 Four synthetic seismic profiles, where the two at the top have linear reflectors, while the 
bottom two are nonlinear. Each figure shows different representations of alterations in the generation of 
synthetic data. 
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4.2.1 Noise 
The main objective of this work revolves around noise attenuation of seismic data. Therefore 

the testing of the methods should also be applied on noise-contaminated data in controlled 

settings. The methods presented in this thesis are based on the underlying assumption that the 

coherent slopes in the data is the desired part and that the noise is more random. The 

generation of such data can easily be accomplished by adding random/white noise of a 

chosen magnitude range to the synthetic data sets (Figure 4.7, left). This creates an almost 

flat amplitude spectrum as seen in the lower part of the figure.  

 

In reality, however, even the ambient (so-called random) noise is not strictly white, but has 

different amplitudes for different frequencies and often has coherent components (Figure 4.7, 

right). Before the first arrivals in a shot gather, the field data should only contain such 

ambient noise. The noise in the figure was therefore extracted from a raw gather at early 

arrival times and far offsets, and only a low-cut filter of 3 Hz was applied to remove the 

overshadowing hydrostatic noise (Section 2.1.1). Due to the significant difference in 

character between the two spectra, the controlled synthetic profiles are only showed when 

adding the field noise during the testing in Chapter 5 because this will be more relevant, 

however, random noise was also considered. The signal-to-noise ratio (SNR) was estimated 

as the logarithmic ratio of the average energy of the signal, 𝐸! , over that of the noise, 𝐸! , 

and measured in decibels (Equation 4.2). The average indicates that there may be parts of the 

noise with larger amplitudes than that of the signal. 

 

 

 

 

 𝑆𝑁𝑅 = 10 ∙ log!"
𝐸!
𝐸!

   (4.2) 
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Figure 4.7 White noise to the left and real noise to the right, with their respective amplitude spectra 
below. The white noise has an almost flat spectrum and the field noise has a more complex nature. 
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5 Testing of methods on controlled data 
The test procedure was divided in two main steps; estimating the local slopes and the 

applying the slope preserving LIC filter. This chapter focuses on what can be expected from 

the methods, in terms of their strengths and limitations, by applying them on idealized 

examples where the actual signal is known.  

 

5.1 Slope estimation 
Three slope estimation methods have been introduced (cross correlation, linear plane wave 

destruction and structure tensor), and in this section they are all tested on the controlled data, 

in order to determine which of them should be applied on real data. Both plane wave 

destructor and structure tensor require initial estimations of gradients, and such calculations 

can be carried out by one of the three options suggested; Clearbout’s stencil, Sobel’s stencil 

and the 4th order “Sobel” stencil. These alternatives were therefore tested first, in order to 

limit the number of choices. 

 

5.1.1 Slope without noise 
The gradient estimations were tested on a simple case of one reflector with constant slope for 

both of the slope methods. All three stencils had problems when the slope is not thoroughly 

represented as an integer number of samples per trace, even in the ideal case. Numerical 

artifacts appear away from the wavelet peak, i.e. where the amplitudes approach zero, and 

slope estimations become largely overestimated. Figure 5.1 displays the histograms of the 

number of observations of every slope calculated both by the plane wave destructor (left) and 

the structure tensor (right), in the case of a dipping reflector with an actual slope of 0.6. The 

plane wave destructor method is already restricted due to possible division by zero, and 

shows less of these effects than the structure tensor method, however neither of the estimates 

are great.  

 
Figure 5.1 Histogram of number of slope observations for plane wave destructor (left) 
and structure tensor (right) without an amplitude threshold (here with the Sobel stencil 
but similar for the others) 
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A threshold of the initial amplitude of the input data is set to > 10!! for these controlled 

synthetics, in order to minimize the numerical effects (Figure 5.2). This means that slopes are 

only estimated if the amplitude not approaching zero, thereby not evaluating areas with no 

apparent energy. Most likely the amplitudes of real seismic will not be this small due to 

constant recording of ambient noise even in the absence of signals, and this will not be 

considered as an issue.  

 

The 4th order central finite difference stencil showed poor results of slope estimations even 

with amplitude threshold (Figure 5.2, bottom), with the most observed slopes between 0.54 

and 0.56 and otherwise several overestimated slopes up to almost 1. This stencil was 

therefore not used, since it did not show adequate accuracy even in the simplest case. The 

Claerbout and Sobel stencils give very similar, good results after amplitude threshold (Figure 

5.2, top and middle), both with a single large peak at 0.59 for both of the slope methods. 

They also both show a few observations of miscalculated slopes that were slightly larger (up 

to 0.64), meaning that there will be some numerical limitations to the accuracy. As Sobel’ 

stencil requires a slightly smaller threshold for good results so this was chosen for further 

use.  

 

Figure 5.2 Histogram of number of slope observations for plane wave destructor (left) and 
structure tensor (right) with an amplitude threshold of 𝟏𝟎!𝟕for all the stencils; Claerbout 
(top), Sobel (middle) and 4th order central finite difference (bottom).  
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The simple case of one reflector without noise was also 

tested for all the slope methods with various slopes to 

find the reliability of the estimates in ideal settings 

(Figure 5.3). At slope 𝛿 = 1 all the methods found it 

perfectly, and for smaller slopes most of the estimates 

were almost exact. Larger slopes on the other hand 

provided some problems. Figure 5.3 shows that the cross 

correlation method (XC) manages almost perfectly for all 

slopes (even very large ones), however it does show some 

numerical artifacts where the amplitudes approach zero or 

only parts of the wavelet is inside the sliding window. 

This is a result due to the signal not being a perfect spike 

but a wavelet. The finite difference stencils, i.e. the plane 

wave destructor (PWD) and structure tensor (ST) methods 

start to overestimate significant when the slope becomes larger than roughly 2 samples per 

trace, quantified with the most frequent slope in Table 1. Eventually they even calculate 

negative slopes, which happen at an input slope of around 5 for plane wave destructor, and 7 

for structure tensor. This is a result of the drastic increase in slopes over 1 sample per trace 

(Section 2.3). 

 

The desired seismic reflectors usually have relatively small slopes, and large ones often 

indicate faults or noise. This makes the estimation of the two latter methods applicable even 

though they do poorly with large slopes. If the reflectors actually do have large slopes, such 

as in prestack seismic gathers, the slope estimation by these methods should be avoided. 

Alternatively, the gradients can be estimated in the local dip (or angle) in these cases, which 

will be stable (Li et al., 2017), but this was not performed here.  

 

 

Table 1 Ideal slope vs. estimated slopes  
 

Ideal slope XC PWD ST 
2 2.00 2.13 2.14 
3 3.00 3.48 3.52 
4 4.00 5.02 5.17 

 

Figure 5.3 The ideal input slope 
versus the most frequent estimated 
slope with the different methods.  
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5.1.2 Slope of noisy profiles 
Testing showed that all three methods gave relatively good results when no or small amounts 

of noise was added (at least for slopes less than 2), so this section will focus on the effect 

interfering field noise had on the estimations. All the slope methods are designed to find a 

single slope within each estimation window, thus, if this window contains more than one 

slope or none at all, the methods will have problems. When the amplitude of the signal in the 

input data is small and it contains noise, the methods find slope of noise instead of the signal 

or a combination of the two. This happens in the areas between the wavelet peaks, if the 

spacing is wide enough for their amplitudes to become smaller than that of the noise. The 

field noise (Figure 4.7, right) contains coherent tugging noise (Section 2.1.2) with a rather 

large slope of approximately 4 samples per trace. This created overestimations where the 

noise dominated the signal. 

 

The signal-to-noise ratio (SNR) of the tests was determined by the mean energies (Section 

4.2.1). Various scenarios were tested but only a SNR of approximately 10 dB is shown in the 

figures in this chapter. The noise was added to Profile 2-5 and all the slope estimation 

methods were preformed on each one. As mentioned, the estimations were generally poor 

when the amplitude of the signal was small because of the influence of noise, but the 

coherency in these areas was usually low. The slope estimations were therefore given a 

threshold of coherency estimates to control where the slope was reliable. This was set as 

where the coherency was larger than 0.6 (60% certainty) for the controlled data in this 

chapter, but will generally depend on the character of the data, the SNR and the desired 

degree of smoothing 

 

In addition, since reflectors should be coherent, a maximum slope was set to avoid measuring 

unrealistically large slopes, and any larger estimated slopes were cancelled out and marked as 

unreliable. Due to the limitations of the accuracy of the methods shown in Figure 5.3, and 

because the largest appearing input slope in the synthetic profiles is 4 (only in Profile 5), the 

maximum considered slope was set to 5 samples per trace, in these examples. These 

thresholds should be modified to fit the desired output depending on the character of the 

signal and noise of a data set, and their SNR. For example, in data with semi horizontal 

reflectors, an area with large coherent slopes can be a sign of a fault, and should therefore not 

be smoothed. 
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The general observations of slope estimations will be commented for each profile, but the 

differences for the respective methods are discussed separately. The different features in the 

profiles provide information on how the methods behave under different circumstances. In 

order to test how well the estimated slopes represent the actual input slope(s), histograms of 

number of observations were again plotted. Since the areas in between the wavelets contain 

mainly noise, the slope there is not the focus, and should ideally not be considered in this test. 

Such a clear separation is rarely possible in real seismic. Defining thresholds therefore 

becomes tougher in the real case since the slope estimates consist of both noise and signal, 

even if the SNR is lower than elsewhere. 

 

The vertical fault in Profile 2 (Figure 5.4) has a time shift of 9 samples per trace, which is 

larger than the maximum allowed slope, but the area should still be detected in some way in 

order to avoid smoothing across it later. The profile also has variations in reflector spacing 

and the effects of this can be studied. Figure 5.5 presents the results of the slope estimations 

with the discussed thresholds, both related to their location in the 2D space (upper figures) 

and the number of observations for each slope (bottom figures). Since the correct slope of the 

reflectors is 0.6, all the estimates should ideally be consistent with this, and deviations are 

caused by the influence of noise, except for around the fault. 

 

The highest peak in the histograms of the observed slopes indicates the most frequent slope. 

For the first two methods this is at a slope of 0.6 (the ideal), while the last/right one peaks at 

0.63. The interpolation of the cross correlation makes the numerical accuracy limited to 1/30, 

Figure 5.4 Synthetic Profile 2 with 10dB field noise 
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since 30 was the applied interpolation factor. This caused the number of observations of each 

slope be larger than for the plane wave destructor and the structure tensor, which was more 

spread out. The completely black areas of the top figures have been removed from calculation 

and slope here is not trusted. The fault showed areas with lower coherency and larger 

estimated slopes, and was therefore (ideally) canceled out by the thresholds.  

 
Profile 3 (Figure 5.6), with its secondary, cross cutting reflectors of lower amplitudes, 

indicates what will happen in the case of more than one slope present. This represents 

possible (strong) coherent noise such as seismic interference or tugging noise, but can also be 

caused by geologically induces energy such as diffractions. The estimated slopes by all three 

methods, with the given thresholds, are showed in Figure 5.7. The input slope is still 0.6, but 

the cross cutting events have a slope of -0.3.  

 

In this case, the highest peak of observations for the cross correlation is a slope equal to 0.6 

(the ideal), the plane wave destructor peaks at 0.59, while the structure tensor at 0.63. The 

completely black areas in the top figures have been removed from calculation and slope here 

is not trusted. Both of the latter methods also showed a few observations of a negative slope, 

originating in the areas in between the main reflectors, but it was not clear from the 

histograms. Neither of these estimates coincides with the cross cutting slope of -0.3, with 

respectively too low [-0.7, -0.4] and too high [-0.3, 0] slope ranges by the plane wave 

destructor and the structure tensor. None of the three methods calculates the correct slope of 

Figure 5.5 The slope estimations of each method for Profile 2 with a threshold for coherency larger than 0.6. 
The completely black areas have been removed from calculation and slope here is not trusted. The lower 
figures show the corresponding histograms of observed slopes. The red line marks the actual slope of 0.6 
samples per trace.  
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either of the coherent events at the interceptions points, but the coherency is still high here. 

Since the coherency is considered as a quality measure of the slopes, this becomes an issue, 

as the estimations will be considered as good even though they apply to neither of the actual 

slopes (had they matched one of them the other could be attenuated by smoothing). This 

highlights the limitations caused by the assumption of only one slope, and care should be 

taken before applying this method if the data clearly contains cross cutting events. A separate 

attenuation step can be applied to remove these contributions before slope estimation. 

 
Figure 5.6 Synthetic Profile 3 with 10dB field noise. 

Figure 5.7 The slope estimations of each method for Profile 3 with a threshold for coherency larger than 0.6. 
The completely black areas have been removed from calculation and slope here is not trusted. The lower 
figures show the corresponding histograms of observed slopes. The red line marks the actual slope of 0.6 
samples per trace, and the blue line marks the slope of the cross cutting events (-0.3). 
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Profile 4 (Figure 5.8) represents gradually varying slopes to see how well the methods handle 

such changes. At the top and bottom peaks the slope is completely horizontal and the steepest 

slope is approximately ±1.3. It also contains random amplitude variations along the 

individual reflectors for the lower half for the events, because in real seismic the amplitudes 

of the same reflector will not necessarily be constant from trace to trace. The slope 

estimations with thresholds are displayed in Figure 5.9. 

  

Figure 5.9 The slope estimations of each method for Profile 4 with a threshold for coherency larger than 0.6. 
The completely black areas have been removed from calculation and slope here is not trusted. The lower 
figures show the corresponding histograms of observed slopes. The red lines represent the actual range of 
slopes from -1.3 to 1.3 samples per trace. Note the canceling of horizontal slopes (𝜹 ≈ 𝟎) in the plane wave 
destructor. 

Figure 5.8 Synthetic Profile 4 with 10dB field noise. 
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The lateral amplitude variations of ±10% are negligible in these estimations, as they seem to 

be shadowed by the actual noise. Generally though, they provided only minor differences in 

the slopes as long as the noise mainly has sufficiently lower amplitudes than the amplitude 

alterations. The gradual change in slope is caught by all the methods, with varying degree of 

overestimation for the larger slopes. The plane wave destructor had problems with horizontal 

slopes because the coherency was very low (cancelled out by threshold). 

 

In Profile 5 (Figure 5.10) the reflectors had nonlinearly increasing slopes form 0.6 to 4.3, 

which can be seen as an analog of seismic shot gathers. Figure 5.11 highlights what happens 

at larger slopes, and as expected from the testing for maximal slope accuracy the cross 

correlation manages better then the other methods, even though this also overestimates 

slightly due to the noise. Note that the upper right corner only contains noise. 

 

Figure 5.10 Synthetic Profile 5 with 10dB field noise 
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For the sake of controlling the signal-to-noise ratio the respective maximum amplitude (peak 

of Ricker-wavelet) for each reflector was kept constant in all profiles. In reality, the different 

reflectors in a seismic section will have different amplitudes and polarity. Testing showed 

that the slope estimation of reflectors with different strengths gave the same results as those 

with the same strength without noise, and was only affected when the SNR worsened (where 

estimations at the lower amplitude reflectors failed before the higher amplitudes). Additional 

complications were seen in the presence of cross cutting features and faults in such cases, but 

this will not be discussed. 

 

Cross correlation 

The cross correlation based slope estimations showed the best results for accurate 

computation of all slopes in the optimal case with no noise present (Figure 5.3), apart from 

the artifacts away from the wavelet peaks. In the presence of random noise it also manages 

very well, but gets in trouble in the presence of coherent noise, especially with lower SNR. 

The steeply dipping events in the field noise causes local overestimations both in between the 

reflectors where the SNR is very low, but also partly along the reflectors themselves, making 

the entire estimation worse. This causes the observed slopes to have a relatively large range. 

The coherency estimates were high along all the reflectors for all profiles, but low in the 

areas with larger reflector spacing, as well as along the fault in Profile 2. The localization of 

Figure 5.11 The slope estimations of each method for Profile 5 with a threshold for coherency larger than 
0.6. The completely black areas have been removed from calculation and slope here is not trusted. The lower 
figures show the corresponding histograms of observed slopes. The red lines represent the actual range of 
slopes from 0.6 to 4 samples per trace.  
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the vertical fault was very accurate with this method because it is designed by trace-to-trace 

likeness, and not two-dimensionally. In the presence of the cross cutting features the 

computation of slopes interfere, making the estimates somewhere in between those of the to 

features. The coherency is still large since both events are present in both of the traces 

involved, with minimal change in between. This is the same effect as the interference 

between the coherent noise and the signal. The large sliding window, combined with 

additional interpolation makes the method somewhat computationally demanding. 

 

Linear plane wave destruction 

The plane wave destructor method generally provides a narrow range of slopes when only 

one is present (when noise parts are removed), with large coherency at the reflectors (high 

SNR). In between the reflectors, the slope estimations were generally higher, due to the field 

noise, but of limited ranges with few or no very large slopes. The corresponding coherency 

measurements were low (low SNR), therefore the applied coherency threshold managed to 

remove most of this. Since the estimations (both gradient and slope) are computed in two-

dimensional windows, the localization of the vertical fault is less precise than for the cross 

correlation. The coherency was nevertheless mostly very low in an area surrounding the 

termination of reflectors but slightly higher in the cases where the opposite side lobes 

overlapped, as an effect of the form of the wavelet. The chosen coherency threshold still 

managed to eliminate most of the estimates surrounding the fault, but not all.  

 

As for the case of zero slope (horizontal) in Profile 4, the coherency was very low so the 

threshold removed the correct slopes as well as the bad ones. Even with no noise, the 

coherency of completely horizontal slopes estimated by the plane wave destructor becomes 

zero, due to the implementation since there is no change in x (Section 2.3.1). For any slope 

higher than exactly zero there will be a change in x direction corresponding to the slope and 

the coherency measures are higher. In the presence of noise, however, the coherency also 

becomes very low for slopes that approximate zero. This happens because the gradient in x 

estimates changes in the noise instead/as well as the signal, and therefore the two gradients 

does not represent the same structure, causing the coherency measure to be low. In such areas 

this plane wave destructor coherency cannot be used to threshold the slope since the slope 

estimates actually are good. This problem was first described by Schleicher et al. (2009), and 

one solution can be to alter the implementation of the coherency, as suggested by Santos et 

al. (2011).  
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Structure tensor 

The structure tensor present comparable results to the plane wave destructor, but seems to be 

generally more sensitive to noise, which was not always represented by the coherency 

measurements. The slope estimates where the SNR was low were significantly varying 

between the maximum slopes of ±5. The coherency measurements of this method were often 

larger than those for the plane wave in the same areas. This resulted in less precise slopes 

after coherency thresholds, and more of the noise infected estimates were preserved, 

especially when the SNR was low. The method did not show the same coherency problems 

where the slopes approximating zero, because its implementation is based on eigenvalues not 

the gradients.  

 

The choice of window size for this method was a bit challenging. When the window size was 

chosen as the same as for the plane wave (7x7), the slope estimations were strongly 

contaminated by the noise at the edges of the reflectors, and even showed more 

miscalculations at the reflector peaks where the SNR was good. The accuracy of the slope 

estimates gets better for larger windows (15x15), however, this provided less local estimates, 

which again will create other accuracy problems. The estimates at the edges of reflectors are 

not as precise and there was still smearing of the reflector slope in areas with mostly noise. 

An 11x11 window was chosen to try to balance the accuracy with the noise, which is what 

was used in the figures in this section. 

 

Choice of estimation method 

One of the biggest differences between the methods is that the cross correlation uses 

considerably longer computation time than the other two techniques. Even though the sliding 

window in the linear plane wave destruction is chosen as smaller than that for the structure 

tensor, this has negligible effect on the computation time. Since the main application of these 

methods will be on exceptionally large data (unlike the data in this thesis), the calculation has 

to be as quick as possible for optimal processing time. With the advanced computer 

technology/performance available today, this should however not be a major problem. 

Generally, if the SNR is high the difference between methods was minimal, and either could 

be applied for all slopes less than 2 samples per trace. When the SNR was lower and 

contained coherent features the plane wave destructor showed more robust results than the 

other two methods. 
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The linear plane wave destructor was chosen to estimate the slopes because of its 

computation time, higher accuracy and locality in the presence of coherent noise, and low 

coherence in the problematic areas. The cross correlation was used in areas where the desired 

signal has larger slope than 2 samples per trace, given that the coherency was large. This 

coherency threshold is set in order to (hopefully) ensure that the large slope is due to an 

actual reflector and not noise or a fault. Other thresholds should be set according to the data 

in question. If a general coherency threshold will be applied in areas where the slope 

approximated zero, the coherency of the structure tensor was set as a threshold for the plane 

wave destructor slopes (since these were more robust), instead of redefining the coherency.  

 

5.2 Smoothing along slopes with LIC 
The linear plane wave destructor slopes with certain thresholds were used to smooth the 

different synthetic profiles with line integral convolution. The length of each step in the 

interpolation can be set as any fraction times each slope vector length at each point as long as 

it is smaller than 1. The shorter the step the more precise the calculation will be, but it also 

takes longer time to compute. Testing showed that a step of 0.7 gave sufficient results 

therefore this was applied in the presented figures. The number of steps used in the filtering 

of each point determines the amount of smoothing, i.e. more steps provide more smoothing. 

The choice of filter length will depend on the desired degree of smoothing, but also the 

character of the noise to be attenuated. For example, if the noise affects N pixels the length of 

the filter should be larger than 2N, in order to ensure a median unaffected by the noise. In 

these tests 5 steps in each direction along the slope field was chosen, resulting in a total 

median filter of 11 points. As mentioned in Section 3.2.1 the calculation will stop in the 

presence of untrustworthy slope estimations, if thresholds are applied to the slopes. 

 

Initially, all the profiles were filtered with LIC only using a maximum slope threshold 

described at the end of the previous section, and the results are presented in Figure 5.12 

through Figure 5.15. The left image of the figures shows the original profiles before 

smoothing, the middle shows the smoothed data, and the right is the difference between them. 

The improvements of the smoothed data are clear, with almost all the field noise left in the 

difference plot. This shows that the method works even with no thresholds. However, the 

difference also contains leakage from the reflectors, which is undesirable. It is very minor in 

Profiles 2-4, but increasing leakage for the steeper slopes in Profile 5. Thresholds should 
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therefore be set to try to avoid this leakage. The fault in Profile 2 is mostly preserved due to 

the large estimated slopes in that area exceeding the maximum threshold, although the 

difference plot shows some smearing. The cross cutting event in Profile 3 is enhanced in 

between the main reflectors where the slope estimated approximately resembled this slope. 

There seems to be slightly more leakage from the cross cutting features.  

 

 

Figure 5.13 Profile 3 before and after LIC with difference. 

Figure 5.12 Profile 2 before and after LIC with difference. 

Figure 5.14 Profile 4 before and after LIC with difference. 
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Since LIC uses the median it is initially not affected by outlying values along the estimation. 

This was tested by changing the amplitudes of every 20th trace of Profile 4 and applying the 

LIC filter with the correct slope estimates of the original Profile 4 (Figure 5.8). Every sample 

of every 40th trace was set equal to zero and every 40th equal to 10 in an alternating manner, 

whereas the peak of all the reflectors is supposed to be 1. Figure 5.16 shows the modified 

profile (left), and after filtering using the actual slope estimates (middle). The right figure is 

the difference between the original profile from Figure 5.8 (with original traces) and the 

smoothed result from the altered profile. This shows that there is no clear evidence of the 

vertical features and the difference plot very much resemble that of the original LIC in Figure 

5.14. Nevertheless, by calculating the difference of these two difference plots there are some 

residual effects due to the non-uniform field noise. 

 

Figure 5.15 Profile 5 before and after LIC with difference. 

Figure 5.16 Profile 4 with bad traces before (left) and after (middle) LIC. The right figure shows difference 
between the profile with correct traces and the middle figure, when applying the initial slope field from 
Figure 5.14. 
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This implies that if some of the traces contain bad estimates (due to excessive noise or no 

acquired measurements) this method can still be used. Keep in mind it requires smoothing 

where the amplitudes are poor representatives of the reflectors, which may lead to bad slope 

estimates. For this to be reliable the slopes should be estimated from an assumed correct 

version of the noisy data, as in Section 6.2. 

 

5.2.1 Thresholds 
Applying the coherency threshold from Section 5.1.2 minimized the leakage in the first three 

profiles. Figure 5.17 shows LIC with the coherency thresholded slopes of Profiles 2. The 

changes seem less prominent, but the filtered profile shows more uniform reflectors and the 

areas in between are still noisy. The difference plot illustrates that there is next to no reflector 

leakage removed during the smoothing. Areas where the difference is zero (uniformly gray) 

correspond to where smoothing was not applied due to the threshold. The signal there is 

almost non-existent in this setting and no smoothing might be a better solution. In case of real 

seismic the reflectors usually appear dense enough to avoid this effect, but not always. Notice 

how the fault in Profile 2 is completely preserved, but the noise closest to it has not been 

removed either.  

 
The cross cutting features in Profile 3 (Figure 5.18) had low slope coherency and was 

therefore not attenuated with the threshold, and left noisy. If this is better than enhancing 

them or not depends on the purpose of the smoothing and the type of noise. Ambient coherent 

noise should not be enhanced, but preserving refractions cutting the reflections became useful 

in Section 6.2.2.   

 

 

Figure 5.17 Profile 2 before and after LIC with coherency threshold and difference plot. 
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Profile 4 behaved in a similar manner without the complications of the fault of cutting events. 

Since the spacing between the reflectors in Profile 5 decrease as the slopes become larger, the 

area of lower coherency become smaller and eventually non-existing. A coherency threshold 

did not eliminate the reflector leakage in this case and the difference was negligible. 

Depending on the character of the noise, yet other thresholds should be applied to separate 

the signal from the noise in order to reduce this effect. This is further investigated in the next 

chapter. 

	

Figure 5.18 Profile 3 before and after LIC with coherency threshold and difference plot. 
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6 Testing of methods on real data 
The smoothing was finally applied on real seismic data by first estimating the local slopes 

and then carrying out a line integral convolution along said slopes. This was executed on both 

post-stack and prestack seismic records from the North Sea. The application of the algorithm 

in this chapter aims to demonstrate its ability to attenuate the noise by identifying and 

emphasizing the structures of the existing reflectors, without removing useful data. The data 

on which the methods are applied represents typical North Sea data, with typical noise 

characteristics, illustrating the general trend of this type of smoothing on field data. However, 

the specific character of any seismic record, and especially the signal-to-noise ratio will 

influence the needed thresholds for smoothing in the interest of obtaining the best possible 

result. 

 

6.1 Stacked sections 
The workflow for the stacked seismic sections is similar to that of the controlled profiles, 

where the local slopes are estimated on the input data, and then used, with or without 

thresholds, to smooth this data and attenuating incoherent noise. The stacked seismic section 

in Figure	6.1 contains many faults and a fair amount of incoherent as well as some coherent 

noise. In order to visualize the effect of the noise attenuation, two subsections were chosen 

and marked by the red boxes and referred to as Data 1 and Data 2 (Figure	6.2). 

 

Data 1 is shallower than Data 2 which generally leads to higher SNR due to the attenuation of 

higher frequencies with travel time (Yilmaz, 2001). Both contain areas where the reflectors 

were faulted. Data 1 has one fault with a smooth descent of the reflectors (1) and one area 

where a clear reflector seems to terminate before reemerging again (2). The two faults 

marked in Data 2 more or less produce steep coherent feature themselves (3). These zones 

combined with the general effect of the smoothing and the amount of residual reflectors will 

determine the quality of the LIC. The noise in Data 1 seems to be mostly incoherent (salt and 

pepper structure), while the second data also shows some coherent noise (4) with relatively 

steep, positive slopes indicated by the orientation of the red ellipse.  
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6.1.1 Slope 
Figure 6.3 and Figure 6.4 show the slopes estimated for Data 1 and Data 2 respectively, 

without (left) and with coherency thresholds (right). The slopes of Data 1 are generally 

smooth, but are higher mainly along the mentioned faulted areas. The incoherent noise did 

not cause too many ambiguous slopes in this data, and a coherency threshold was set as 0.6. 

The areas removed by this threshold were mainly those around the faulted areas and some in 

the lower part of the data. The actual slope of the faults in Data 2 is steeper than the 

surrounding reflectors. The estimated slopes of these faults were generally also larger but not 

Figure 6.2 Cropped data from Figure 6.1. Data 1 to the left and Data 2 to the right 

1	

3	2	

4	

Figure 6.1 A stacked seismic section containing several faults. Data 1 and 2 inside the two red boxes are 
the chosen subsections for computation. 

1	

2	
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uniformly so, thereby not successfully canceling them with a threshold removing larger 

slopes. Initially the general coherency was quite low for this data, due to the influence of 

coherent noise. All the reflectors and faults in this data had negative slopes, apart form the far 

left where estimations were especially ambiguous. Since the main coherent noise had a 

positive slope, a threshold removing negative slopes was set to avoid interference with this 

noise. After this slope threshold, the remaining coherency measures had improved at the 

reflectors while still low in the troublesome areas. The data was thresholded for high 

coherency, which was set as 0.4. The resulting trustworthy slopes after the two thresholds are 

those in Figure 6.4, right.    

								

	
	

					

Figure 6.4 Slope estimations of Data 2 without coherency threshold to the left and with a coherency 
threshold of 0.4 to the right (black is removed). 

Figure 6.3 Slope estimations of Data 1 without coherency threshold to the left and with a coherency 
threshold of 0.6 to the right (black is removed). 
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6.1.2 Smoothing by LIC 
The smoothing of Data 1 without the thresholds gave decent results, with little residuals in 

the faulted areas. The results are shown in the top row of Figure 6.5. The coherency threshold 

did not significantly improve the smoothing and is not shown here. As for Data 2, it initially 

showed significant blurring of the faults and coherency threshold was applied. Results are 

shown in the top row of Figure 6.6. It was observed that the leakage was less than for the 

initial case (not shown). The LIC length of Data 1 was set as 11 samples just like in the 

controlled data case. In Data 2 the slope estimations were generally more ambiguous and the 

length was set to 7 (3 samples in each direction plus current). Neither of the smoothed results 

show significant smearing across the faulted areas. However, both difference plots contain 

leakage of reflectors (red arrows in Figure 6.5 and Figure 6.6, right), which may be 

undesirable depending on the purpose of the smoothing. For visual improvement and 

autotracking this may not be a problem. 

 

 The leaked parts of the reflectors are narrow lines indicating higher frequencies. A high cut 

filter was therefore applied on the initial difference plot in hopes of avoiding the reflector 

attenuation. This new difference plot could then be subtracted form the original data to obtain 

a more restricted smoothing. The bottom rows of Figure 6.5 and Figure 6.6 shows the same 

smoothing as the respective top rows, restricted with a high cut filter of 60 Hz of the 

difference plot. Note that for simplicity this was applied on larger trace windows in order to 

discard the edge samples which were affected by artifacts of the Fourier Transform in the 

filter. The difference plots show that few residual reflectors are left and incoherent noise is 

still well removed. The smoothed plots (middle) are less altered than before the frequency 

filter, however this is harder to see for Data 2. Amplitude spectra of each data before and 

after the frequency restricted LIC with differences is portrayed in Figure 6.7. It shows that the 

spectrum in both cases has not been significantly altered with the LIC, and that the difference 

does not have values for higher frequencies where data was filtered. 

 

It can be noted that the amplitudes of the difference plots for Data 1, both with and without 

the frequency filter, are larger than those for Data 2, indicating more noise removed in the 

first case. The smoothed results confirms this as, visually speaking, the effect/improvement 

of the LIC is larger for Data 1. This is believed to be due to the increase in noise (especially 

coherent) and ambiguous slopes in Data 2. The advantage of the application of this method 
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will depend on the overall effect of the smoothing. It can possibly improve autotracking of 

reflectors since the reflectors are enhanced and noise dampened. If the result is visually 

improving (such as in Figure 6.5), the smoothing may also benefit interpreters.  

 

 

 
 
 

	

Figure 6.5 LIC of Data 1. Top row: Before and after LIC with no restrictions. Bottom row: Before and 
after LIC with a high cut filter of 60 Hz on the difference plot. 
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Figure 6.6 LIC of Data 2. Top row: Before and after LIC with no restrictions. Bottom row: Before and 
after LIC with a high cut filter of 60 Hz on the difference plot. 
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6.2 Prestack P-Vz sections 
In Figure	 5.16 it was showed that the filtering method was quite insensitive to deviating 

amplitudes as long as the applied slope field was defined and reliable in those areas. The 

implementation of slope estimation does not regard the polarity or specific amplitude value of 

the reflections/signals, and finds the direction of coherency regardless. It can therefore be 

applied on multi-component data in the interest of attenuating noise from the noisy vertical 

velocity component (Vz), by making use of the slopes of the corresponding hydrophone (P) 

component. The hydrophone data is usually a lot less noisy than the vertical velocity data 

making slope estimation of these more reliable. Even though they are defined by different 

quantities they measure the same arrival time for the different waves passing the same 

receiver, making the structures of the coherent features similar (i.e. slopes), but of different 

exact values. The polarity of the reflections differs in the presence of ghosts (Section 2.2.2), 

which will be conserved since this is not affected by the smoothing. 

 

Given that the estimated slopes of the P data are more reliable, a LIC filter can be applied on 

the corresponding Vz data using these slopes, in order to remove excessive noise present. If 

the P data is noisy, especially if containing coherent noise, this will decrease the quality of 

the slope estimates as the method finds the orientation of those instead of the signal. 

Smoothing in such a case will attenuate the signal instead of the noise (or possibly both). 
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Figure 6.7 Amplitude spectrum computed using the Thomson Multitaper method (MathWorks Inc. 
Documentation center, 2018c) for Data 1 (left) and Data 2 (right). The blue line represents the original 
seismic before applying anything and the red dash-dot line is after the high cut filter and LIC. The green 
dashed line shows the corresponding difference. 
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Since prestack data generally contains several types of coherent noise (as mentioned in 

Section 2.1.2), care should be taken in regards to the quality of the prestack P data before 

applying this method. The method did show satisfying results for the controlled data in the 

presence of coherent noise as long as this was low compared with the signal. This is 

important since even low amplitude “random” ambient noise will normally contain coherent 

features (Section 4.2.1), and the presence of coherent noise becomes almost impossible to 

avoid completely. 

 

A multi-component shot gather measuring both pressure fluctuations (left) and the vertical 

acceleration, converted to velocity, (right) is presented in Figure 6.8. The data are raw apart 

from low cut filtering of respectively 3 Hz and 20 Hz. Strong refractions obscure the 

reflections at longer travel times (as marked by the red circle) are not ideal for this approach, 

and need to be attenuated in order to successfully preform LIC in these areas. The shallower 

parts are not as affected by the refractions, and the method is therefore applied to the first 2 

seconds (meaning 1000 data samples) and 200 traces, to show how it preforms when it is 

assumed to work (Figure 6.9). All the data above the first arrivals are not considered in the 

results as this does not contain signal (thereby not a desired slope) and can essentially be 

muted.  

 

Figure 6.8 A shot gather containing hydrophone data (left) and vertical velocity data (right) of 8 seconds 
(4000 samples) and 650 traces. 



	 65	

The P data contains some conflicting slopes in this window as well, in addition to lower 

amplitude coherent noise. The Vz data on the other hand is strongly contaminated by high 

amplitude vibration noise (Section 2.1.1). The goal is to attenuate as much of this as possible 

while preserving and enhancing the amplitudes of the signal.	 

 

6.2.1 Slope of P 
The controlled data showed that in the presence of conflicting slopes, the one with the higher 

amplitude is most accurately estimated, although not always precisely. This data most closely 

resembles the synthetic Profile 5, on which reflector leakage was more prominent for larger 

slopes, and was not improved by coherency thresholds. The slopes of P were estimated with 

no coherency thresholds other than those of the cross correlation criteria, in order to evaluate 

if this will be sufficient. Testing of the input data showed that the slopes of the reflector had 

values up to 4.2, within the chosen window of data. A maximum slope of 5 was therefore set 

here as well to avoid unwanted overestimations in the presence of noise.  The resulting slopes 

are shown in Figure 6.10, where the red areas marks those cancelled out by low coherency of 

the cross correlation at larger slopes. 

Figure 6.9 Hydrophone data (left) and vertical velocity data (right) for the first 2 seconds (1000 samples) 
and 200 traces of the same shot gather as in Figure 6.8. 



	66	

 

6.2.2 Smoothing of vz by LIC 
The LIC with the presented slopes of the hydrophone data were applied on the vertical 

velocity data and the initial result is shown in Figure 6.11. The figure displays the original Vz 

data to the left, the smoothed data in the middle and their difference to the left. The smoothed 

Vz data contains almost no swell noise and the reflectors are much clearer for the first 

roughly 50 traces and for most of the first arrivals. A few areas, especially between traces 50 

to 80 show strong conflicting events, even for the P data, which cause problems for both 

accurate slope estimation and smoothing since the amplitudes vary significantly. At larger 

offsets and travel time the actual reflectors in the P data are less prominent and several events 

interfere with relatively similar amplitudes, making the slope estimations more ambiguous. 

The smoothing across the reflectors is evident in various directions, for example inside the 

red ellipse (Figure 6.11, middle), which is not desired.  

 

 

Figure 6.10 Estimated slopes of hydrophone data for the first 2 seconds 
(1000 samples) and 200 traces. The red areas indicate where the slope was 
not trusted, i.e. where the maximum slope was exceeded or the coherency of 
either the plane wave destructor or cross correlation was low. 
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Most of the structures in the difference plot seem to coincide with the vibration noise. In 

addition, this filtering has also removed parts of the reflectors, especially for the first few 

arrivals (red arrows in Figure 6.11, right). The initial smoothing is too intense and some form 

of thresholds should ideally be applied. 

 

The vibration noise had rather high amplitudes, so an amplitude threshold was tested to only 

alter the original data where the difference between the two is large. Given that only part of a 

reflector has leaked, the difference between the original and the smoothed data will be 

relatively similar, regardless if their amplitude. Thus, restricting the amplitude difference 

hopefully avoids removal of the reflectors but tackle the noise unrelated to the estimated 

slopes. This threshold will depend on the amount and distribution of noise and the SNR.  

 

Figure 6.12 and Figure 6.13 show LIC when such an amplitude threshold. Areas where the 

amplitude of the smoothed data without thresholds has an amplitude less than respectively 3 

and 5 times the original amplitude, the original data is kept and no smoothing was applied. 

Most of the features in these corrected difference plots (right) are incoherent (not considering 

the vertical shape of the vibration noise), but some reflector leakage is still present, 

emphasized by the red arrows in both figures. The more troublesome areas containing cross 

cutting features are in most cases left quite noisy, which may be for the better since no clear 

reflector was detected there. The smallest threshold removes the most noise, but also more 

signal, while the larger threshold removes less noise and less signal. The amount of accepted 

reflector leakage and residual noise may depend on the application purpose of the smoothed 

data, however, since the threshold of 5 shows best preservation of reflectors, this may be 

preferred.  
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6.2.3 Compare with industry approach 
An f-x denoising method (Section 2.2.1) was applied on the same vibration noise 

contaminated Vz gather to compare the results with an industry method. Even though 

attenuation of Vz data can be troublesome, the method is a very standard approach of 

incoherent denoising in P data. Swell noise in P data resemble the character of the vibration 

noise in Vz data, and is therefore relatable. The denoising was applied to the same low cut Vz 

data as the LIC in the previous section.  

 

The t-x technique transforms the data to the frequency domain before preforming the 

algorithm. The Fourier transform of sampled data normally creates some amplitude artifacts 

when the data is returned to the time domain, as mentioned in Section 6.1.2. The amount of 

artifacts depends on the vertical window size of the converted data, as they tend to be more 

substantial at the edges of each trace. This spatial extent is not an issue because the transform 

is applied on each trace. A smaller window creates more artifacts that (depending on the 

actual size) may appear throughout the entire data, but it targets the noise attenuation well. A 

larger window produces fewer artifacts but also removes less noise. Three window sizes of 

this method were tested but only the strongest attenuation, (smallest window) is displayed in 

Figure 6.14.  

 

The f-x method removes most of the vibration noise but the attenuation was limited to the 

main vertical zones of the noise, and making signs of coherent residual reflections harder to 

spot, however, it is possible to identify in some areas such as the red arrows in Figure 6.14. 

The LIC approach also attenuates most of the vibration noise, perhaps even more than the f-x 

method, as well as some of the general incoherent noise in between. It therefore seems to 

target more than one type of incoherent noise at a time.  

 

An advantage of LIC is that it is implemented in the x-t domain and not in the frequency 

domain, and therefore avoids the artifacts induced by the Fourier transform. Figure 6.15 

shows a zoomed section of the original Vz data, and the corresponding areas from filtered 

data by the f-x denoising and LIC smoothing. The f-x figure (middle) shows some induced 

artifacts right above the first arrivals that is not present in the Vz or LIC data. The upper part 

of this area does not contain signal and is therefore not well representative for the reflector 

slope-preserving LIC, but the effect is clear at the very first arrival (red ellipses). The f-x 
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filtered data has actually increased the noise of the original data instead of attenuating it, 

opposite the LIC approach (right). On the other hand, the LIC filtered data shows some data 

reduction in the presence of a conflicting slope that has not been successfully avoided by the 

thresholding (red arrows in Figure 6.15). It is clear that neither of the methods attenuate the 

noise perfectly without damaging the signal to some extent, when applied separately. 

 

In reality, several denoising steps are preformed in typical processing, where each attenuate 

some parts of the noise thereby normally improving the total result of the data further. Since 

LIC was applied separately on raw, low cut data, it can be argued that applying it as a part of 

a workflow with other methods could improve the results. The same goes for the f-x filtering. 

Steps that are believed to improve the LIC on Vz data include the attenuation of strong 

coherent noise, (like seismic interference, ghosts, multiples, and refractions) seeing as this 

provides the largest obstacles for the method. 

 

The LIC approach applied to prestack data works best if P data is clear and has a high SNR, 

resulting in mostly reliable slope estimates and the improvement of Vz is decent. However, if 

the initial slope estimates are inaccurate the reflector leakage will be large without coherency 

thresholds, and the improvements will be limited, or even worsened. Testing showed that 

good results were obtained with these data sets without coherency thresholds (i.e. assuming 

good slope estimates), but with an amplitude threshold between the original and the 

smoothed data. Better results with LIC were obtained from less noisy prestack P data that did 

not contain many cross cutting features. This was not shown here in order to emphasize the 

limitations as well as the strengths. 
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Figure 6.15 Zoomed part of the original vz data (left), the f-x denoised data (middle) and the LIC filtered 
data (right) from the box in Figure 6.14. 
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7 Conclusions and further work 
 

The slopes of coherent reflectors were estimated by the linear plane wave destructor method 

when the slope was less than 2 samples per trace and by the cross correlation method up to a 

given maximum slope. Line integral convolution (LIC) was applied on seismic sections along 

the estimated slopes in order to enhance and preserve the reflectors and attenuate (mainly) 

incoherent noise. Thresholds were applied to the slopes and/or the smoothing to reduce 

reflector leakage during LIC. The thresholds used in this thesis were absolute slope, 

coherency of slopes, frequency and amplitude change. The best results were obtained when 

as little as possible coherent noise were present. LIC of reflector slopes can be suggested as 

an alternative or additional incoherent noise attenuation method. The method showed 

comparable results of smoothing Vz data when compared to a standard industry approach. 

 

Further work on this topic should be preformed to determine if it can be included as part of a 

standard incoherent noise attenuation workflow. Additional evaluation of the slope estimates 

may lead to even more accurate smoothing with less initial leakage. This can be 

accomplished by testing if larger slopes can be more accurate if applying the dip estimation 

approach mentioned in Section 5.1.1, or by implementing the nonlinear approach developed 

by Fomel (2002) (which according to Grendaite (2014) is often more robust). 

 

The most interesting results were obtained from the dual-sensor data, because successful 

attenuation of vz data by industry methods is limited, whereas several satisfactory approaches 

are already utilized for the stacked case.  

 

The prestack P data in the tests of this work was only low-cut filtered. Further testing should 

involve slope estimation of prestack P data after removing damaging coherent noise, since 

this is often done regardless during noise attenuation procedures, before applying the 

smoothing on the Vz data. Additional work can also be put into investigating other possible 

thresholds that might improve the smoothing. Milder versions of the filtering can be applied 

in combinations with other attenuation methods to determine the best possible workflow. 

Furthermore, the testing in this thesis was only applied on 2D data, but all the methods can be 

extended to 3D in order to preform the smoothing on 3D seismic cubes.  
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Appendix A 
Central finite differences, 1st order derivative in x direction of 4th order accuracy: 

 

𝜕𝑢
𝜕𝑥 ≈ 𝑔! =

𝑢 𝑡, 𝑥 − 2∆𝑥 − 8𝑢 𝑡, 𝑥 − ∆𝑥 + 8𝑢 𝑡, 𝑥 + ∆𝑥 − 𝑢 𝑡, 𝑥 + 2∆𝑥
12∆𝑥  (A.1) 

𝑔! 
 

=
𝑢!,!!! − 8𝑢!,!!! + 8𝑢!,!!! − 𝑢!,!!!

12  (A.2) 

 

The finite difference coefficients are [1 -8 0 8 -1] for 𝑢!!!,𝑢!!!,𝑢! ,𝑢!!! and 𝑢!!! 

respectively. Similar but transposed in time direction:  

𝜕𝑢
𝜕𝑡 ≈ 𝑔! =

𝑢 𝑡 − 2∆𝑡, 𝑥 − 8𝑢 𝑡 − ∆𝑡, 𝑥 + 8𝑢 𝑡 + ∆𝑡, 𝑥 − 𝑢 𝑡 + 2∆𝑡, 𝑥
12∆𝑡  (A.3) 

𝑔! 
 

=
𝑢!!!,! − 8𝑢!!!,! + 8𝑢!!!,! − 𝑢!!!,!

12  (A.4) 

 

The stencils for the 4th order of accuracy was given “Gaussian” weights of [1 2 4 2 1] 

yielding Equation A.5. These were then convolved with the data 𝑢, just like Claerbout’s and 

Sobel’s stencils, to find the partial derivatives. 

 

 
𝜕
𝜕𝑡 =

1 2 4 2 1
−8 −16 −32 −16 −8
0 0 0 0 0
8 16 32 16 8
−1 −2 −4 −2 −1

 
𝜕
𝜕𝑥 =

1 −8 0 8 −1
2 −16 0 16 −2
4 −32 0 32 −4
2 −16 0 16 −2
1 −8 0 8 −1

 (A.5) 

 

 

 


