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Abstract 

 

Wind energy is the fastest growing source of electricity in the world today. Finding good ways 

of integrating a growing variable energy source into already existing electrical grids are 

important, to avoid unbalancing the systems. To accomplish this, accurate prediction models 

are needed to forecast how much electricity is needed from controllable energy sources (coal, 

hydropower, nuclear) to balance the grid.  

 

The work presented in this thesis concerns short term prediction of power production in wind 

farms. Using data from three selected wind farms in Norway, provided by The Norwegian 

Water Resources and Energy Directorate (NVE), to create prediction models. The task is 

defined as a regression problem, where different machine learning methods are tested and 

compared. The machine learning models are compared with the persistence model, which 

works by predicting that all the next time-steps into the future will have the same power 

production value as it has now. Meaning that predicts a constant value over any number of 

time-steps. 

The machine learning methods will be tested in two different cases:  

1. Looking at changes in power production only, to train the machine learning models 

and to make predictions.  

2. Looking at changes in power production, wind speed and win direction to train the 

machine learning models and make predictions.  

 

There are 6 machine learning models tested in this work. Linear regression, k-NN regression, 

Support vector machine regression, multilayer perceptron and long short- term memory 

neural network. 

The results show that all the machine learning models outperform the persistence model, with 

k-NN and multilayer perceptron models giving the best prediction results.  
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1. Introduction 

1.1. Wind power and challenges 
 

Energy production have been and still is dominated by fossil fuels, with oil and coal accounting 

for over 60% of the total energy production in the world[3]. In the last decades there has been 

a shift towards new energy sources, with increased focus on lowering greenhouse gas 

emissions to counteract the effects of global warming. Renewable energy sources are being 

looked at as a way to solve the energy challenges of today and the future[4].  

 

The demand for renewable energy sources have in the recent years increased considerably, 

with wind energy being at the forefront of the expansion, as the fastest growing energy source 

today. According to estimates done by the Global Wind Energy Council, wind energy will 

account for 8.2% of the worlds electricity production by 2020[5].   

 

Growth in wind energy solve some of the challenges fin the energy market, but it also 

produces new problems that need to be addressed.  

 

Wind power is a variable source of energy that depends on the weather and varies from day 

to day and hour to hour[6]. The unstable energy production can cause problems for the 

electrical grid if not addressed. The energy marked is based on supply and demand, where the 

supply of energy must always be very close or equal to the demand, otherwise a blackout or 

brownout may occur[7]. Brownouts are caused when a dip in voltage occurs in the electrical 

gird. This can lead to dimming of lights as well as damage to electrical components designed 

to run at certain voltages. A blackout is a total loss of power in a certain area. This can be 

caused by having too high supply voltage, overloading and causing damage to grid 

components[7].   
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If variable renewable energy sources (wind, solar etc.) only represents a small portion of the 

total energy production, the electrical grid can be balanced, with controllable sources such as 

coal, nuclear or hydropower. However, with the increase in variable renewable energy 

sources, a need for flexible solutions arises that are able to keep the electrical grid 

balanced[8]. 

 

To be able to satisfy the demand of energy, other reliable energy sources are needed to 

supplement the production from wind farms when needed. The optimal solution would be to 

produce just enough to saturate the demand. Being able to export and import energy when 

needed is also a way to deal with the variable energy productions. Exporting energy when the 

production is higher than needed and importing when energy production is lower[5].  

 

For the solutions, to deal with variable energy sources, to work, good prediction models are 

needed. Being able to predict, with good accuracy, the energy production in wind farms, gives 

the flexibility needed for wind power to be a viable energy source for the future[9].  
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1.2. Summary of the work 
 

The focus of this thesis will be to look at power prediction for wind farms. Using a statistical 

prediction approach to create prediction models. A statistical approach means that you only 

look at historical recorded data to base the prediction on, compared to the physical approach 

where you use weather forecast data as well. The data used in this thesis is data from three 

selected wind farms, Smøla, Raggovidda and Bessaker. It is stored as three time-series, one 

for each wind farm, containing hourly measurements of power production, wind speed and 

wind direction.  

 

For the predictions, this thesis looks at different machine learning algorithms to create models 

and compare their results.  The prediction problem is of the type supervised learning, using 

the sliding window algorithm to create supervised data from the time series. Six machine 

learning models are trained and tested: Linear regression, k-nearest neighbor regression, 

support vector regression, multilayer perceptron and long-short-term memory neural 

network. All the models are trained and tested for each of the individual wind farms. The 

models are compared how well they do across the three different wind farms as well as 

compared to the different machine learning implementations for each of the wind farms.  

 

In the field of wind power production prediction, there are few direct comparisons between 

different types of machine learning algorithms, for use of statistical data only. In the article 

Wind Power Prediction with Machine Learning[10] they compare different machine learning 

models using data from a few selected American wind mills, with ten minute intervals for the 

measurements of the data. This thesis compares the machine learning algorithms used in the 

article as well as two artificial neural network models.  

 

The training and testing of the different models is divided into two parts.  



4 
 

Part one consists of using only power generation data for the predictions. This is for cases 

where no wind measurement instruments are available.   

Part two consists of using power generation, wind speed and wind direction data to do the 

predictions. All the models are compared to the persistence model, with the goal achieve a 

better prediction result than it. The persistence model predicts that the power generation 

values of the future stays the same as the value of the present.  

 The prediction models managed to outperform the prescience model in both cases. K-NN got 

the best prediction results for testing with only power generation data across all the wind 

farms, with 17-19% less error than that of the persistence model. For the second case, with 

wind data as well, the best results were achieved by the multilayer perceptron model and the 

k-NN model with both cases achieving 20-22% less error than that of the persistence model.  

 

 

1.3. Thesis questions 
 

This thesis will try to answer the following questions: 

i) How well do different types of machine learning models predict power production 

in Norwegian wind farms, using time series models? 

ii) Which of the machine learning implementations produce the most accurate 

predictions?    

With regards to question i), compared to the persistence model.  
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1.4. Chapter overview 
 

The thesis is further divided as follows. 

 

Chapter2: Background  

Chapter 2 explains the Types of wind forecasting and time series methods. The chapter also 

briefly explains machine learning and the different machine learning algorithms applied here. 

Finally, an introduction to the machine learning library Tensorflow and related work is 

presented. 

 

Chapter3: Data 

Chapter 3 presents the data from the wind farms, such as the selection of the wind farms, 

preprocessing of the data, as well as a brief explanation of how wind power production works. 

 

Chapter4: Implementation and results 

Chapter 4 presents the implementation and results. 

 

Chapter5: Conclusion and further work 

Chapter 5 concludes and suggests areas for further research. 
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2. Background 

 

This chapter will give a brief explanation of the different methods and models used in this 

thesis. This is the theoretical foundation for the implementations presented in chapter 4. First, 

we will look at classifications of wind forecasting and what time series are. The next sections 

will explore the different kinds of machine learning models that is used in the thesis. This 

section will investigate the architecture of the different models and describe some advantages 

and disadvantages with all of them. In the last section, we will have a brief look at the open-

source library, TensorFlow.  

 

2.1.  Classification of wind forecasting 
 

In the article “A Review of Wind Power Forecasting Models”[11]  the author separates wind 

power prediction into three classes, based on how far into the future you want to predict.  

• Immediate-short-term (8hours-ahead) forecasting 

Real-time grid operations 

Operations to make sure that the electrical grid is balanced. This is done by 

reacting to real-time power usage of the consumers and the amount of power 

expected to be produced from the wind farms[6].  

 

• Short-term (day-ahead) forecasting 

Economic load dispatch planning: 

Optimizing the use of the use of power production units, to minimize the 

operation cost[12].   
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Operational security in electricity market: 

Securing that the market is always saturated in power. Having systems in play 

to deal with potential disturbances in the power production and 

consumption[12].   

 

 

• Long-term (multiple-days-ahead) forecasting. 

 Maintenance planning: 

 Planning maintenance on different power sources. Being able to find optimal 

days to do maintenance, based on expected production for those days.  

 

The author also classifies the type of prediction based on methodology. 

• Physical approach (deterministic approach) 

Physical methods are based on prediction using different types of weather forecast 

data. With data like wind speed, wind direction, air pressure.   

• Statistical approach 

Statistical methods are based on historical recorded data. Usually with focus on time 

series analysis.  

• Hybrid approach 

Hybrid methods combines both physical and statistical approach. Meaning you have 

methods that use both weather forecast in combination with time series analysis. 

This thesis will be looking at Immediate-short-term forecasting with a statistical approach. 
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2.2. Time series 
 

A series of data points represented over a given time interval is called a time series. The points 

are often indexed with a constant time interval. Like every hour or every minute. Time series 

are used in many different cases like, stock prices, temperature, wind power. The data can be 

used to look at features and statistics, known as time series analysis. It can also be used to 

make prediction models based on the changes in the data over time. This is called time series 

forecasting. One tries to make a model which can predict values in the future based on the 

historical data. This thesis will be looking at different machine learning methods for predicting 

wind power production based on time series[13]. 

For use in the regression algorithms the time series data will be encoded in the way of the 

sliding window algorithm. The idea of the sliding algorithm is to divide the data into pieces, 

containing two “windows” each. Where window one contains the values of the past and 

window two contains values of the future, the values you want to predict. The size of the 

windows must be specified on beforehand. By setting the window sizes you set how far into 

the past you want to analyze when making a prediction, and how many values into the future 

you want to predict.  

Consider a time series of data given here: 

[1, 2, 5, 7, 2, 5, 7, 8] 

Say we want to have a past window size of 3 and a prediction size of 2. 

You would then get a data set that look like this: 

[1, 2, 5] -> [7, 2] 

[2, 5, 7] ->[2, 5] 

[5, 7, 2] -> [5, 7] 

[7, 2, 5] -> [7, 8] 

This data can then be fed into the machine learning algorithms and be used to predict values 

of the same window form[14].  
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2.3. Machine Learning 
 

Machine learning is a way for a computer to "learn" without having to specifically tell it how 

to. The idea is that you create algorithms which has the ability to learn and create prediction 

models from data[15].  An example can be a machine playing for example checkers against a 

human. In the beginning the machine will make mistakes and bad moves and will probably 

lose. The machine will try to learn from the mistakes it makes, and try to get better. The 

machine can then use the skills it has picked up from playing against one player and use against 

a different player. The more different input and data an algorithm is given, the better it will 

most likely perform. 

 

 Types of machine learning 
 

In the book " Machine learning: an algorithmic perspective Stephen Marshland" [16], divides 

machine learning into 4 different types. 

• Supervised Learning 

Supervised learning is used when you are provided with both input data and the 

correct results (output) to the given input. The goal is to, based on the training data, 

create models that can make a generalized prediction or classification for unseen input 

data. 

 

• Unsupervised Learning 

In unsupervised learning, you only have access to input data and not the correct output 

to match. The algorithm tries to look for similarities between the different input values 

to categorize them. 
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• Reinforcement learning 

Reinforcement learning is a mix between supervised and unsupervised learning. The 

algorithm doesn’t get told what is wrong or what is right, but gets told how right it is. 

The algorithm then should figure out itself how to improve on the feedback value 

given. 

• Evolutionary learning 

Evolutionary learning can be looked at as a more biological approach to machine 

learning. Techniques as having offspring, mutation, and survival of the fittest is used 

to approach the best solution. 

 

For this thesis, supervised learning will be used for training and testing of the models, since 

the data available will have both input and associated output values.  

 

 Classification and regression 
 

Supervised learning is used two solve either classification or regressions problems [16].  

• Classification problem 

When you have a problem where you want to decide, based on some input values, 

what kind of class this belongs to, you have a classification problem. The goal is to 

create a model that, based on a given training data set, can predict what kind of class 

a certain input values corresponds to. A common classifier problem is image 

recognition. This can be in the form of, is there a dog or cat in this picture. You train 

the model with pictures of cats and dogs and so that it can recognize the difference. 

The goal of the model is to be able to classify a previously unseen pictures of cats or  

dogs[16].  

• Regression problem 

Suppose you have a list of input values and a list of associated output values. 

X(input) 1 2 4 5 

Y(output) 2 4 16 32 
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You want to predict the Y value when X is 3. Since the value 3 is not in the list, you need 

a way to predict what the value is based on the values you already have. In contrast to 

the classification problem that just gives out a certain class, you want a model that can 

predict a possible unseen output value based on patterns in the training data[16]. This 

thesis will be looking at solving regression problems in the form of predicting power 

production values for wind farms.  

 

 Supervised data 
 

A dataset for supervised learning problems consists of a set of data points. Each data point 

contains one or more input values, and one or more output values. The input value(s) can be 

all from a single digit value up to multiple dimensional arrays. The output can either one or 

multiple classes, or one or multiple values, depending if the problem is a classification or 

regression problem. 

 

For training and testing the models, the dataset is divided into two separate pieces. Training 

data and test data. Each contains the same type of data, but not the necessarily the same 

values.  

 

The training data is used to learn the different machine algorithms about connection between 

the input values and the output values. Resulting in a model that tries to predict/classify based 

on different input values.  

 

At the training phase, both input and output values are available for the models.  

 

The test data is used to test how well the models can predict or classify unseen input values 

after the training is done with the aim of establishing how well the models are at predicting 

or classifying in general [16].  

 

 

 

 



12 
 

 Linear regression  
(Least squares estimation) 

Advantages: 

• Simple to implement 

• Quick to train and run  

Disadvantages: 

• Linear. Many problems can’t be described well linearly.  

• Can have problems with extreme(outlying) values 

 

The objective of the method is to create a linear model for how the output value y changes 

with different values of x by looking at a set of given data points.  

The method calculates a line/plane/hyperplane (line in 2d, plane in 3d and hyperplane for 
higher dimensions) which go through or as near as possible to the data points. 

The formula for this line/plane/hyperplane is given by: y =  (∑ 𝛽𝑖𝑥𝑖)
M
i=0 + 𝑐 . 

Where 𝑥𝑖  are the input values multiplied by a constant 𝛽𝑖 and add a constant c.  

 

The 𝛽𝑖 values are calculated by finding the line/plane/hyperplane which gives lowest sum of 

squares. Where a square is defined as squared distance between a line/plane/hyperplane and 

a data point.  

 

The linear regression model (least squares estimation), can have problem with outlying values. 
Values that are far from the rest. This may skew the linear model towards the outlying value, 
reducing the overall prediction accuracy of the model [17].  

 

 

 

 

 

 

 

 

FIGURE  2.1 Linear regression example in two dimensions (input: x, output y) 
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 k-NN-regression 
 

Advantages: 

• No training-time 

• Larger data set will often result in better results  

• Not largely affected by extreme values/outliers.  

• Non- linear 

Disadvantages: 

• All the computation is done at run time 

• Large data sets lead to slower computations at run time 

 

k-NN or k-Nearest-Neighbors is one of the simpler machine learning algorithms. 

Unlike most of the other machine learning algorithms, it doesn’t generate a model from which 

it predicts values, instead it bases every prediction on all the training data.  

 

For predicting the output of a test data point, its input values are compared to the input values 

of all the data points in the training set. The k number of data points with the most similar 

input values are then selected, and an output value is calculated based on the k nearest 

neighbors. K is an integer value with minimum value of 1 and no upper limit. The output is 

calculated by either an average value of the most similar data points output values, or a 

weighted version of that.   

 

The k data points that have the most similar input values, are known as the k nearest 

neighbors. The similarity is measured by the distance between the test point’s input values 

and all the training data point’s input values, one by one.  

 

The distance can be calculated in a few ways. The most commonly used function is the 

Euclidean distance. The Euclidean distance is defined as:  

      𝑑(𝑥𝑎, 𝑥𝑏) =    √∑ (𝑥𝑎𝑗 − 𝑥𝑏𝑗)
2𝑃

𝑗=1         

Where Xa and Xb are the two sets of input values. One from the training set and the other is 

form the value you want to predict the output of.  
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In FIGURE 2.2 one can see how different values of k affects how a prediction is made. The star 

is the test data point you want to calculate the output value for, and the circles are training 

data points with known output value. With k = 3 and k = 5 one can see which data points are 

used to predict the output value of the test point (the star).  

 

Figure 2.2 k-NN-Regression 

Scalability is one of the bigger problems with k-NN. Since the algorithm is based on calculating 

distance between each test-data-point and all the training-data-points, doubling the amount 

of training-data would double the amount of calculations needed.  

 

Increasing the amount of data can also be positive for the k-NN-model. More data means that 

it’s higher chance that the k nearest neighbors found are more relevant to the data-point you 

want to predict, giving a better prediction.   

X
1

X2

K = 3

K = 5
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For finding a suitable value of K, you can use a method called cross validation. You run the 

test-data with different values of K(e.g. K=1….20), then look at which value of K gives the most 

accurate predictions [16].   
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FIGURE  2.3  THE SOFT MARGIN LOSS SETTING FOR A LINEAR SVM [1] 

 Support vector machine regression 
(SVR) 

 

Advantages: 

• Non-linear prediction by use of kernel functions 

• Can work well with small data sets 

Disadvantages: 

• Very slow training for big data sets 

 

The goal of the algorithm is to generate a linear model to describe how the output y is affected 

by the input values x. The algorithm finds the linear function which gives the lowest error for 

the problem given. The error is calculated using the epsilon intensive loss function.  

The epsilon intensive loss function works by looking at how far away the training data are 

compared to a linear function surrounded by an epsilon intense band as shown in Figure  

2.3FIGURE 2.2. The training points which lies within the borders of the band, count as zero error, 

while points on the outside are calculated linearly based on their distance to the band.  
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Often a problem can’t be generalized well by using linear separability. Support vector 

machines solves this problem by mapping the input values X over to an m-dimensional feature 

space by using a function called the kernel method.  

 

 

 

Figure 2.4 Using 𝑿𝟏
𝟐 and 𝑿𝟏 makes us able to linearly separate the classes 

 

In the classification version of the support vector machine, the objective is to find a linear 

separator between two different classes, based on their input values.  

In FIGURE 2.4Figure  2.3 one can see that linearly separating the classes on the left side don’t 

work, but by using a kernel function to map the inputs into a higher feature space, a linear 

separation is possible. The same kernel methods are used to map the input values of 

regression problems, to achieve better linear functions.  

 

Since SVR finds the solution with the lowest error value, for the training data, it can do well 

for generalizing even for small amount of data. 

The kernel method is computational heavy, transforming the input data into m-dimensional 

feature space. This mapping of the input data into a higher feature space gets heavier to 

compute with increased size of training data[1].  

 

X1

X2

X1'

X2'



18 
 

 Multilayer perceptron(MLP) 
 

Advantages: 

• Non-linear 

Disadvantages: 

• Many parameters, can be hard optimize 

• Prone to overfitting 

 

A multilayer perceptron is an Artificial Neural Network.  

An Artificial neural network(ANN) is a computing algorithm inspired by how neural networks 

work in our brain. As with our brain the artificial neural network consists of neurons and 

synapses, often referred to as nodes and weights. The artificial neural network consists of 

multiple layers of nodes, with each layer connected to the next layers by weights. Each node 

connecting to each node in the next layer. There are three types of layers in an artificial neural 

network. Input layer, hidden layer and output layer. 

  

1. Input layer 

The number of nodes in the input layer are the same as the number of input values 

there is in a classification or prediction problem. When training or testing a model, the 

input values for that problem is fed directly into the input nodes.  

2. Hidden layer   

There can be any number of nodes in a hidden layer, depending of what is required for 

that given task. There can also be any number of hidden layers from zero to as many 

are needed.   

3. Output layer 

The number of nodes in the output layer are based on how many classes there are in 

a classification problem, or as many values you want to predict at the same time in a 

prediction problem. 
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A multilayer perceptron is a feed forward neural network. This means that the values are fed 

forward from the input layer through the hidden layers and to the output layer. For each node, 

all the output values from the previous layer are multiplied with a weight, summed up then 

ran through an activation function. After going through all the layers an output is produced in 

a form of a classification or a value prediction.  

 

The function for the output of a given node is: 

ℎ𝑗 = 𝑔(∑ 𝑥𝑖 ∗ 𝑤𝑖𝑗 )

𝑖

  

 ℎ𝑗  is a hidden node. x represents the values from the previous layer and 𝑤𝑗 is the weights 

connecting the x values to the node. g is the activation function.  

 

Activation functions are non-linear transformations of the input. This is what makes the 

artificial neural networks able to represent non-linear data. [16] 
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Figure 2.5 A multilayer perceptron with one hidden layer 

 

 

 

Training sequence: 

At the beginning of the training sequence, the weights are set to small random values.   

Input data is fed into the input nodes. 

For each layer, all the node values are calculated and run through an activation function, then 

passed onto the next layer, until you get output vales from the output layer. The output is 

then compared with actual output for the training data and an error value is calculated. This 

error is then used to update the weights in the network through a process called 

backpropagation. The error is then calculated at the hidden layer(s). Following this the weight 

values are updated for the output nodes, then the weights for the hidden layers are updated.  

 

Input nodes

Hidden nodes

Output Nodes

Bias Nodes
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This is repeated until a small enough output error is achieved or to a point where the change 

in output error stagnates. 

 

 If the training sequence is repeated for too long, a problem called overfitting may occur. This 

is the result of the model trying to match the training data too closely. This can lead to worse 

predictions for cases which are not seen while training.  

 

For the hidden layer(s) and the output node, there is an additional input node, called the bias 

node. This is a node which has a constant output value and are weighted and summed up with 

all the other input values for the layers, as seen in FIGURE 2.5. This is to avoid problems 

occurring if all the input values are set to zero. Avoiding the zero value to be propagated 

throughout the entire network[16].  
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 Long short-term memory neural 
network(LSTM) 

 

Additional advantages to MLP: 

• Designed to classify/predict sequences of data 

• Memory units to remember important information in sequences 

 

Additional disadvantages to MLP: 

• More complex than the MLP, making it harder to design and train 

 

LSTM is a type of neural network called recurrent neural network.  

 

A recurrent neural network is a network where values are being fed backward in a loop as well 

as being fed forward. Each hidden node has an extra weight connected to it which feeds in the 

previous output of that node. The equation for the output of a hidden node in a RNN is given 

as: 

ℎ𝑗𝑇 = 𝑔((∑ 𝑥𝑖 ∗ 𝑤𝑖𝑗 )

𝑖

+ ℎ𝑗𝑇−1 ∗ 𝑤𝑗𝑡)  

It is like the function for the output of a node in multilayer perceptron except that you have 

an extra time element.  

T represents the current output being calculated and T-1 is the previously calculated output 

from the node.  𝑤𝑗𝑡 is the weight connecting the previous value back to the node. [18] 

 

LSTM network short for long short term memory network, were first introduced in 1997 by 

Hochreiter and Schmidhuber [19]. LSTMs are designed to store long term dependencies in an 

efficient matter, avoiding a common problem with simpler RNNs. LSTM network can predict 

an unknown number of values, without having to specify this at training time. This is different 

from the standard feed forward neural networks that needs to specify at construction the 

number of output values to predict.  
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A LSTM neural network consist of one or more LSTM layers replacing the standard hidden 

layer one would see in a multilayer perceptron.  Each standard node is replaced by an LSTM 

unit, which consists of a cell, an input gate, an output gate and a forget gate. A gate operates 

almost the same as a standard node. It has weighted input values which are summed up than 

ran through an activation function.  An LSTM unit has three input and two output vectors. The 

input vectors consist of the input values from the previous layer, the output of the LSTM unit 

from the previous time-step and the cell state. The output consists of the cell state and the 

current output of the LSTM unit, which is the one being fed forward to the next layer.  

 

 

• Cell 

The cell or cell state, contains information about previous time-steps. Values in the 

cell state are added or removed through interacting with the input and forget gate. 

The cell state is a function of the previous cell state added with the values from the 

input gate and multiplied with the value from the forget gate.  

 

• Input gate 

The input gate decides which values in the cell state that will be updated.  

 

• Forget gate 

The forget gate handles which previous stored values in the cell state that is no 

longer relevant to remember to generate an output.    

 

• Output gate 

The output of the LSTM unit is a function of the cell-state, the current input and the 

output from the LSTM unit from the previous time-step.  

 

It is these gate operations in combination with the cell that allows the LSTM to be able to 

decide which input values are important for future time-steps and which value are not. This 

gives it the ability to store long term dependencies (Important values), over many time-

steps[2].   
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FIGURE  2.6 LSTM unit  [2] 
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2.4. TensorFlow 
 

TensorFlow is an open source library developed for machine learning and deep neural network 

research. It was developed by employees working on the Google Brain Team.  TensorFlows 

design makes it easy to compute on up to multiple CPUs and GPUs. The library can be used 

on, not only machine learning task, but for other numerical computation tasks as well[20].  

  

A tensor is a way to represent units of data. It consists of a set of primitives (Boolean, integer, 

float, string, None) in an array form. The array can have any number of dimensions, which is 

represented by its rank. A scalar has rank 0. A vector has rank 1. A matrix has rank 2 and so 

on. A tensor also has a shape, which defines the size of the arrays in each dimension.   

 

The objective when designing a TensorFlow program is to make a program that updates and 

moves around a TensorFlow tensors. This is done by building graphs which defines how 

different parts compute and update tensors. After the graph has been built it is ran by giving 

values to tensors and moving them around.  No computation is done before a run command 

has been issued.  

 

There are four main tensor types in TensorFlow.  

• Variable 

A variable, like standard variables in Python, keep their values across different run 

operations, unless actively changed. Weights in an artificial neural network would be 

set as a Variable. Each time you update the weights through backpropagation, you 

want to update the values so one can use it later. 

• Constant 

A tensor which contains one or more constant values. Meaning that the value(s) are 

the same and can’t be changed.  

• Placeholder 

The placeholder type contains values that don’t need to be stored but used to compute 
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and update tensor Variables. A placeholder variable can be set to contain one point of 

data in a training data set. This is then used to test and update weight values. 

Afterwards the values are replaced by another data point from the training set and the 

process is repeated.  

• SparseTensor 

A sparseTensor is a way of representing non-zero values in a tensor. This can be 

practical for larger tensors to save computation time[20].  

In this thesis, TensorFlow will be used to implement both the artificial neural network models. 

Multilayer perceptron and the long short-term memory neural network.  

 

 

2.5. Previous work related to predicting 
power production based on time series 

 

In “Wind Power Prediction with Machine Learning”[21], the authors look at how well some 

prediction models work for predicting power production in a set of American wind farms. They 

look at linear regression, support vector regression and k nearest neighbor regression and 

compare it with the persistence model. The data they used consisted of 5-minute interval 

measurements of power production, and their goal was to predict thirty minutes into the 

future. In their case the support vector regression method gave the best results. An increase 

in accuracy of 24% compared to the persistence model was achieved.  
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3. Data 

This thesis will use data from selected wind farms in Norway for testing and comparing the 

different models. The wind farms are selected based on differences in wind conditions as well 

as differences in power produced, relative to each of their maximum production values. This 

is to see if the conditions of a given wind farm impacts the accuracy of the models. The data 

for the wind farms is provided by NVE (The Norwegian Water Resources and Energy 

Directorate). 

 

3.1. Windmill power production 
 

The amount of power produced by a windmill is dependent on the wind speed. An increase in 

wind speed gives increased power production. Power in wind is given by the equation: 

𝑝𝑜𝑤𝑒𝑟 𝑖𝑛 𝑤𝑖𝑛𝑑 =
1

2
𝜌𝑉3(𝑤𝑎𝑡𝑡𝑠) 

Where ρ = air density and V = wind speed. 

Windmills have something called a cut-in wind speed. This is the wind speed required for the 

turbine to begin operating. The power production then follows the function for power in wind, 

until it reaches the installed capacity of the windmill (as seen in Figure 3.1). Increased wind 

speed at this point will not lead to further increase in production. If the wind speed becomes 

too big, the windmill will shut down to avoid damage to the turbines and generator. This is 

called the cut-off wind speed, and the speed at which this happens is dependent on the wind 

mill[6]. 

 

If one were to look at power production values of a windmill as a histogram, one would see 

spikes in values for zero and maximum capacity. This is because a wind mill generates power 

at maximum capacity over a large interval, and is shutdown/not-operating in very low/zero or 

very high wind speed values. 
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FIGURE 3.1 TYPICAL power CURVE OF A 1500 KW PITCH REGULATED WIND TURBINE WITH A CUT-OUT SPEED 

OF 25 M/S1 (THE BROKEN LINE SHOWS THE HYSTERESIS EFFECT) [6] 

 

Figure 3.1 show an example of a wind mill with installed capacity of 1500kW and a cut-off 

wind speed of 25m/s. These values may vary from location and size of the wind mills.  

 

The hysteresis effect shown in Figure 3.1, the dotted line, is the wind speed at which the 

windmill will start operating again after being shut down, due to too high wind speed[6].  
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3.2. About the data 
 

The data is stored in csv files, with one file for each wind farm.  

It is split into hourly measurements of time, windspeed, direction and gross production.  

 

The format of the data is shown in the table. 

Time Windspeed Direction  Gross Production 

01.01.2000 04:00 10.28 199 86099.1 

01.01.2000 05:00 11.72 206 117386.4 

01.01.2000 06:00 13.5 229 143864.6 

01.01.2000 07:00 10.35 270 88181.4 

01.01.2000 08:00 9.68 267 73141.9 

 

• The Time goes from 01.01.2000 04:00 to 01.01.2016 03:00. Giving 140 256 

measurements for each of the wind farms. 

• Windspeed is the speed of the wind in m/s (meters per second) recorded at a given 

hour. 

• Direction says what angle the wind is coming from. 

• Gross production is the amount of power produced each hour. The production is 

measured in kW (kilowatts). This is referred to as power production for the rest of the 

thesis.  
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Raggovidda

Bessakerfjellet

Smøla

3.3. The wind farms 
 

Three wind farms have been selected for optimization and testing of the different models. 

They have been selected based on two criteria. 

• Spread in wind conditions 

• Spread in power production distribution 

This is to see if the weather conditions have any effect on how well the models predict in 

different settings.  

These criteria will be displayed as histograms, two for each wind farm, looking at the power 

production values and wind speed values using the entire data sets.  

The selected wind farms are: 

1. Smøla 

2. Raggovidda 

3. Bessakerfjellet 
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 Smøla  
 

• Owned by Smøla Vind AS(Statkraft) 

• Operational since 2002 

• Consists of 68 wind turbines 

• Installed capacity of 150.4 MW  

• Produced 287.7 GWh in 2016 

• Largest wind farm in Norway 

 

Figure 3.2 Histogram of the hourly power production value distribution for Smøla 

 

By looking at Figure 3.2 you can see that Smøla is inactive or not producing power at about 

18% of the time, and producing at maximum capacity about 8% of the time. 
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Figure  3.3 Histogram of the hourly wind speed distribution for Smøla 
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 Raggovidda 
 

• Owned by Varanger Kraft AS 

• Operational since 2014 

• Consists of 15 wind turbines 

• Installed capacity of 45.0 MW 

• Produced 183.5 GWh in 2016 

 

 

Figure  3.4 Histogram of thehourly power production value distribution for Raggovidda 

 

Raggovidda is generating at maximum capacity more often than compared to Smøla. 

Producing at maximum output at more than 20% of the time, while not producing at about 

6% of the time.   
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Figure  3.5 Histogram of the hourly wind speed distribution for Raggovidda 
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 Bessakerfjellet 
 

• Owned by TrødnerEnergi Kraft AS 

• Operational since 2008 

• Consists of 25 wind turbines 

• Installed capacity of 57.5 MW 

• Produced 134.2GWh in 2016 

 

FIGURE  3.6 Histogram of the hourly power production value distribution for Bessakerfjellet 

 

 

Bessakerfjellet has compared to Raggovidda and Smøla a much more even distribution of 

maximum production and zero production. With both being at around 10%.   
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FIGURE  3.7 Histogram of the hourly wind speed distribution for Bessakerfjellet 

There is a clear correlation between the wind conditions and the power production for the 

different wind farms. Smøla has a lower percentage of wind speed values above 10ms/s than 

the others, and this leads to less time producing at maximum capacity.  

 

Raggovidda, on the other hand, has weather conditions where higher wind speeds occur more 

often.  This results in Raggovidda wind farm producing power at maximum capacity at a higher 

rate than that of Smøla. 

 

Bessakerfjellet is a mix of the two other. It has weather conditions where higher wind speeds 

occur more often than that of Smøla, but less frequently than that of Raggovidda. Resulting in 

almost equal amount of time spent producing power at maximum capacity and not producing 

at all.  
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3.4. Data preparation 
 

Before one can use the data to train and test the machine learning models, some preparation 

needs to be done. The data that needs to be prepared are: wind speed, wind direction and 

gross production (power production). This is needed for all the three wind farm data sets. It is 

not important to store the specific time stamps for the data, as long as the order of the data 

is stored.  

 

• Normalization 

All the data will be normalized between 0 and 1.  For most of the machine learning 

models it is necessary to use normalized data for it to work properly[16].  

This also enables one to compare the results from the different wind farms, since the 

power production for all three are now between 0 and 1, relative to their own max 

capacity. This is to see if there are any differences in prediction accuracy across the 

wind farms.  

 

• Supervised windows 

To be able to train and test the models the data needs to be transformed into a set of 

time windows using the sliding window algorithm. Changing the data into sets of input 

and output values. Containing past values and future values. The models will then train 

to predict the future values (output) based on the past (input) values. The number of 

input features vary depending of what test is being ran. The three input features used 

are power production, wind speed and wind direction.   

 

 

• Training and test data 

After the data has been divided into sets of windows, the data needs to be divided into 

training and test data. First step is to randomize the set of windows. It is important to 

keep the order within each of the windows and just randomize the sequence of the 

windows. This is to avoid any potential patterns in the data, which could lead to worse 

predictions. The data is then divided into a training set and a test set. The training set 

will contain 9/10 of the total data set while the testing set contains 1/10. This gives 

about 14 000 time-windows for testing and about 126 000 time-windows for training. 

The size of the test and training set vary a bit depending on the number of input values 

in each time window.  
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4. Implementation and results 

 

This chapter will look at how the different machine learning models are optimized and 

comparing the best results from each model.  

 

The models are each trained and tested for two prediction cases.  

1. Testing using only power production values. 

Looking at the change of power production values for the last hours, predict how 

much power will be generated over the next eight hours. This is for cases where no 

wind-measurements are available.  

 

2. Testing using wind speed, wind direction and power production values. 

Looking at the change of wind speed, wind direction and power production values for 

the last hours, predict how much power will be generated over the next eight hours. 

For analyzing the prediction results, mean squared error(MSE) will be used. The error is 

calculated by comparing the predicted value to the actual value. Lower MSE values means 

more accurate predictions.   

𝑀𝑒𝑎𝑛 𝑠𝑞𝑢𝑎𝑟𝑒𝑑 𝑒𝑟𝑟𝑜𝑟(𝑀𝑆𝐸) =
1

𝑛
∑(𝑋𝑖 −  𝑌𝑖)

2

𝑛

𝑖=1

  

X contains the hourly predictions and Y is the expected result of that prediction.  

The models will be analyzed by how much they differ from the actual prediction for each of 

the eight time-steps. The average of all the time-steps values will also be stored. This average 

value is to have a way of determining which parameter values gives the optimal solution across 

all the eight hours, when optimizing the individual models. All the models will be optimized 

for each of the three wind farms. Meaning that the values of the parameters, may differ, for 

the different wind farms.  

 



39 
 

4.1. Persistence model  
 

The persistence model, also known as naïve prediction, is simplest of all the models. It is used 

as a baseline for evaluating the other models. The persistence model says that the power 

production in the next x time-steps is the same as the current power production value[21].  

Even though this method seems simple, the results from it are quite good for short term 

predictions, as shown in “Subhourly wind forecasting techniques for wind turbine 

operations”[22].  

 

 

Wind farm MSE [𝑀𝑊2] for normalized data with given future time-step μ Average 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Smøla 0.0188 0.0289 0.0400 0.0499 0.0587 0.0698 0.0769 0.0855 0.0536 

Raggovidda 0.0181 0.0311 0.0448 0.0576 0.0713 0.0817 0.0942 0.1041 0.0629 

Bessakerfjellet 0.0251 0.0380 0.0522 0.0645 0.0766 0.0874 0.0986 0.1064 0.0686 

TABLE 1 Mean squared error of the persistence model 

 

What we can see from the persistence models results, is how much average variation there is 

in power production over an eight-hour period. Higher error value(MSE) represents higher 

change in power production, over the eight-hour period. Relative to the maximum production 

of each wind park. 

This means that the power production values for Smøla, are more stable, compared to the 

other two parks, over an eight-hour period.  

 

Raggovidda has the least change in power production value for the first time-step.  

Bessakerfjellet has the biggest variation in power production values over an eight-hour period. 
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4.2. Optimization and testing of the machine 
learning models 

 

 Linear regression 
 

The model is designed by combining eight multiple linear regression models. Each trained to 

predict one of the eight future time-steps. The number of past time-steps for the input is set 

to 5. 

 

Parameters for optimization: 

• None 

 

Training and testing with only power data 

 

Wind farm MSE [𝑀𝑊2] for normalized data with given future time-step μ Average 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Smøla 0.0163 0.0259 0.0339 0.0433 0.0507 0.0583 0.0633 0.0686 0.045 
 

Raggovidda 0.0155 0.0289 0.0409 0.052 0.0604 0.0688 0.0765 0.0833 0.0533 

Bessakerfjellet 0.0218 0.0346 0.0466 0.0565 0.0658 0.0733 0.0801 0.0855 0.058 

TABLE 2 Mean squared error of the linear regression model. Using only power production 
data.  

All the wind farms got better results on the predictions than in the persistence test.  

The results have an error percentage of 16.1%, 15.3% and 15.5% less than the persistence 

models, for Smøla, Raggovidda and Bessakerfjellet respectively.  
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Training and testing with power, wind speed and 

wind direction data 

 

Wind farm MSE [𝑀𝑊2] for normalized data with given future time-step μ Average 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Smøla 0.0159 0.0254 0.0343 0.0414 0.0495 0.0551 0.0606 0.0651 0.0434 

Raggovidda 0.0158 0.028 0.0386 0.0488 0.0592 0.0684 0.0761 0.0833 0.0523 

Bessakerfjellet 0.0213   0.0346   0.0441   0.0546   00.0635   0.0705   0.0776   0.0824   0.0561 

TABLE 3 Mean squared error of the linear regression model. Using power production, wind 
speed and wind direction data.  

 

The results gave 19.1%, 16.9% and 18.2% less error than the persistence models, for Smøla, 

Raggovidda and Bessakerfjellet respectively. 

Adding wind speed and wind direction to the input reduced the error by an additional 3%, 

1.6%, and 2.7% for Smøla, Raggovidda and Bessakerfjellet, compared to the persistence 

model.  

Smøla got the best results on every time-step, on both tests, except for the first time-step 

where Raggovidda had lower error value. This shows correlation between error values in the 

persistence test and in the linear regression test. Worse prediction in the persistence test lead 

to worse prediction in the linear regression test.   

 

The difference in error increases at higher time-steps compared to the persistence test. First 

time-step, for Smøla, had 15.4% less error than the persistence model and the eight time-step 

had 23.9% less.  

 

The linear regression model gives slightly better results when using wind and power data 

compared to just using power data. 
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 K-NN-regression (K nearest neighbors 
regression) 

 

The k-NN regression consists of one model predicting all eight time-steps. 

It takes in five previous time-steps as input.  

The model is tested with different values for k to find which number of nearest neighbors gives 

the best prediction result.   

 

Parameters for optimization: 

• Number of neighbors k 

The selected K values are: 1, 5, 20, 50, 100, 200, 300 

 

Training and testing with only power data 

 

Smøla 

 

K 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

1 0.0303 0.0493 0.0670 0.0819 0.0974 0.1089 0.1192 0.1320 0.0858 

5 0.0190 0.0303 0.0403 0.0498 0.0585 0.0659 0.0721 0.0794 0.0519 

20 0.0168 0.0264 0.0355 0.0438 0.0515 0.0580 0.0632 0.0692 0.0455 

50 0.0163 0.0257 0.0345 0.0427 0.0500 0.0562 0.0613 0.0672 0.0443 

100 0.0162 0.0254 0.0342 0.0423 0.0495 0.0557 0.0607 0.0665 0.0438 

200 0.0162 0.0254 0.0342 0.0422 0.0493 0.0555 0.0605 0.0663 0.0437 

300 0.0163 0.0255 0.0342 0.0422 0.0494 0.0556 0.0605 0.0663 0.0438 

 

• Best case for Smøla using k-NN: k = 200, with average MSE value of 0.0437 
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Raggovidda 

 

K 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

1 0.0314 0.0538 0.076 0.0942 0.1131 0.129 0.1443 0.1549 0.0996 

5 0.0206 0.033 0.0471 0.0581 0.0698 0.0796 0.0895 0.097 0.0618 

20 0.0182 0.0287 0.0414 0.0509 0.0614 0.0701 0.0789 0.0853 0.0544 

50 0.0177 0.0279 0.0403 0.0497 0.0598 0.0684 0.0769 0.083 0.053 

100 0.0176 0.0276 0.0402 0.0493 0.0593 0.0678 0.0761 0.0821 0.0525 

200 0.0176 0.0275 0.04 0.0491 0.059 0.0675 0.0758 0.0817 0.0523 

300 0.0176 0.0275 0.04 0.0491 0.0588 0.0673 0.0756 0.0814 0.0522 

 

• Best case for Raggovidda using k-NN: k = 300, with average MSE value of 0.0522 

 

Bessakerfjellet 

 

K 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

1 0.0415 0.0653 0.0859 0.1058 0.1212 0.1362 0.1501 0.1605 0.1083 

5 0.0262 0.0402 0.0537 0.0644 0.0734 0.0822 0.0909 0.0981 0.0661 

20 0.0233 0.0351 0.0473 0.0562 0.0641 0.0717 0.0791 0.0856 0.0578 

50 0.0226 0.0342 0.0461 0.0547 0.0622 0.0695 0.0767 0.0829 0.0561 

100 0.0225 0.0339 0.0458 0.0543 0.0618 0.069 0.0761 0.0824 0.0557 

200 0.0224 0.0338 0.0457 0.0541 0.0615 0.0688 0.0757 0.0821 0.0555 

300 0.0225 0.0339 0.0457 0.0541 0.0615 0.0688 0.0756 0.082 0.0555 

 

Best case is tied between k=200 and k=300. Due to increased computation required for k=300, 

k=200 will be chosen 

• Best case for Bessaker using k-NN: k = 200, with average MSE value of 0.0555 
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Comparison  

  

Wind farm MSE [𝑀𝑊2] for normalized data with given future time-step μ Average 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Smøla 
0.0162 0.0254 0.0342 0.0422 0.0493 0.0555 0.0605 0.0663 0.0437 

Raggovidda 
0.0176 0.0275 0.04 0.0491 0.0588 0.0673 0.0756 0.0814 0.0522 

Bessakerfjellet 
0.0224 0.0338 0.0457 0.0541 0.0615 0.0688 0.0757 0.0821 0.0555 

TABLE 4 Mean squared error of the k-NN model. Using only power production data. 

 

All the wind farms got better results on the predictions than the persistence models.  

The results gave 18.5%, 17% and 19.1% less error, for Smøla, Raggovidda and Bessakerfjellet 

respectively. 

 

Increasing the value of k from 1 and 5 up to 20 has big effect on the accuracy of the models, 

with much bigger changes than the increase from 20 to 100,200 or 300. The gain in accuracy 

from k=100 and upwards is very little. The result stops getting better at around k=200-300 and 

in the case of Smøla got a bit worse from 200 to 300.  
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Training and testing with power, wind speed and 

wind direction data 

 

Smøla 

K 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

1 0.0294 0.046 0.0598 0.0755 0.0873 0.1022 0.1121 0.1218 0.0793 

5 0.0182 0.0283 0.0377 0.0465 0.0538 0.0617 0.0687 0.0741 0.0486 

20 0.0159 0.0249 0.0335 0.0417 0.0477 0.0548 0.0607 0.0654 0.0431 

50 0.0157 0.0244 0.0329 0.0407 0.0465 0.0537 0.0592 0.0639 0.0421 

100 0.0158 0.0246 0.033 0.0407 0.0466 0.0538 0.0592 0.064 0.0422 

200 0.016 0.0248 0.0333 0.0412 0.047 0.0543 0.0597 0.0644 0.0426 

300 0.0163 0.0251 0.0336 0.0414 0.0473 0.0546 0.06 0.0647 0.0429 

 

• Best case for Smøla using k-NN: k = 50, with average MSE value of 0.0421 

 

Raggovidda 

K 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

1 0.0282 0.049 0.0686 0.0873 0.1046 0.1201 0.1345 0.1468 0.0924 

5 0.0177 0.0304 0.0424 0.0543 0.0653 0.074 0.0828 0.0912 0.0572 

20 0.016 0.0272 0.0379 0.0486 0.0581 0.0658 0.0736 0.0809 0.051 

50 0.0159 0.0268 0.0375 0.048 0.0571 0.0647 0.0725 0.0797 0.0503 

100 0.0161 0.027 0.0375 0.0481 0.0573 0.065 0.0729 0.08 0.0505 

200 0.0164 0.0273 0.0379 0.0484 0.0576 0.0653 0.0732 0.0803 0.0508 

300 0.0167 0.0275 0.0382 0.0487 0.0579 0.0657 0.0735 0.0805 0.0511 

 

• Best case for Raggovidda using k-NN: k = 50, with average MSE value of 0.0503 
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Bessakerfjellet 

K 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

1 0.0379 0.059 0.079 0.0958 0.1122 0.1249 0.1363 0.1481 0.0991 

5 0.0232 0.0366 0.0492 0.059 0.0678 0.076 0.0832 0.0901 0.0606 

20 0.021 0.0328 0.0438 0.0528 0.0609 0.0674 0.0743 0.0801 0.0542 

50 0.0207 0.0323 0.0434 0.0522 0.0599 0.0664 0.0731 0.0789 0.0534 

100 0.0208 0.0324 0.0433 0.0521 0.0598 0.0662 0.0729 0.0785 0.0532 

200 0.021 0.0327 0.0438 0.0525 0.0602 0.0666 0.0732 0.0788 0.0536 

300 0.0213 0.033 0.0441 0.0528 0.0606 0.067 0.0736 0.0791 0.0539 

 

• Best case for Bessaker using k-NN: k = 100, with average MSE value of 0.0532 

 

 

Comparison  

 Wind farm MSE [𝑀𝑊2] for normalized data with given future time-step μ Average 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Smøla 
0.0157 0.0244 0.0329 0.0407 0.0465 0.0537 0.0592 0.0639 0.0421 

Raggovidda 
0.0159 0.0268 0.0375 0.048 0.0571 0.0647 0.0725 0.0797 0.0503 

Bessakerfjellet 
0.0208 0.0324 0.0433 0.0521 0.0598 0.0662 0.0729 0.0785 0.0532 

TABLE 5 TABLE 6 Mean squared error of the k-NN models. Using power production, wind speed 
and wind direction data.  

 

All the wind farms got better results on the predictions than in the persistence test.  

The results gave 21.5%, 20% and 22.5% less error, for Smøla, Raggovidda and Bessakerfjellet 

respectively. Compared to the results of 18.5%, 17% and 19.1% for testing with use of only 

power production values.  

Adding wind speed and wind direction to the input, reduced the error by an additional 3%, 

3%, and 3.4% for Smøla, Raggovidda and Bessakerfjellet, compared to the persistence model.  

The optimal values for k, on the tests with wind speed, wind direction and power production 

data, compared to that of just power production data, were much lower. Optimal values for k 

were 50, 50, 100, compared to that of 200,300 and 200 for the test with only power 
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production data. Instead of stagnating for higher values of k, beyond optimal, it starts to get 

worse instead.   

One reason for this is that the distance between the two points is now being calculated by 

three different input features (wind speed, wind direction and power production) instead of 

just one (power production).  

 

An example of why this may cause a problem for higher values of k: 

Given three data points 𝑧1, 𝑧2 , 𝑧3, each consisting of input values x and output value y. 

𝑧1 is the data point you want to predict the output of, and 𝑧2 , 𝑧3 are two points of training 

data with known output values. 

 

They all have input values three input values: power production, wind speed and wind 

direction.  

𝑧1:    𝑥1= [0.8, 0.8, 0.9] 𝑦1= [0.8] 

𝑧2:    𝑥2= [0.75, 0.75, 0.1] 𝑦2= [0.78]  

𝑧3:    𝑥3= [0.4, 0.4, 0.9] 𝑦3= [0.4]   

 

The Euclidean distance between 𝑧1 and 𝑧2 is 0.80 

The Euclidean distance between 𝑧1 and 𝑧3 is 0.57 

Meaning that 𝑧3 gets selected as the nearest of the two neighbors.  

Even though the output of 𝑧2  is closer to the actual output value of 𝑧1, 𝑧3  selected as the 

Euclidean distance of the input values were shorter. Meaning that the direction of the wind 

was the major deciding factor in that example instead of wind speed and power production.  

One potential fix for this problem could be to add weighted value to the different input 

features.  
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 SVR (Support vector regression) 
 

To achieve multiple steps prediction with SVR, eight support vector machines are combined. 

Each trained to predict one of the eight hourly time-steps.  

 The model is optimized by looking at the trade-off-parameter c and the kernel bandwidth 𝜖. 

Parameters for optimization: 

• The trade-off parameter c 

• Kernel bandwidth 𝜖  

The selected c values are: 0.1, 10, 100, 1000 

The selected σ are: 0.1, 0.01 

Number of previous time-steps for input, is set to five 

The values for the parameter values tested are the same as used in [21]. 

 

Training and testing with only power data 

Smøla 

 

c 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 𝜖 = 0.1 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

0.1 0.0173 0.0263 0.035 0.0428 0.0511 0.0658 0.0716 0.0592 0.0462 

10 0.0175 0.0265 0.0351 0.0427 0.0509 0.0588 0.0652 0.0711 0.046 

100 0.0176 0.0266 0.0352 0.0427 0.0509 0.0585 0.0651 0.0708 0.0459 

1000 0.0179 0.0267 0.0351 0.0426 0.0506 0.0582 0.0649 0.0707 0.0458 

 

c 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 𝜖 = 0.01 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

0.1 0.0163 0.0263 0.0361 0.0449 0.0543 0.0634 0.0705 0.0766 0.0485 

10 0.0162 0.026 0.0358 0.0443 0.0536 0.0624 0.0696 0.0762 0.048 

100 0.0161 0.026 0.0356 0.0442 0.0532 0.0621 0.0693 0.0759 0.0478 

1000 0.0161 0.0259 0.0356 0.044 0.053 0.0617 0.069 0.0755 0.0476 

• Best case for Smøla using SVR, was c=1000 and 𝜖 = 0.1. With the average MSE value of 

0.0458 



49 
 

Raggovidda 

 

c 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 𝜖 = 0.1 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

0.1 0.0184 0.0299 0.0412 0.0515 0.062 0.0723 0.0803 0.0881 0.0555 

10 0.0185 0.0298 0.0408 0.0508 0.0609 0.0708 0.0787 0.0861 0.0546 

100 0.0186 0.0298 0.0407 0.0507 0.0609 0.0708 0.0785 0.0861 0.0545 

1000 0.0187 0.0298 0.0407 0.0506 0.061 0.0708 0.0786 0.0862 0.0546 

 

c 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 𝜖 = 0.01 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

0.1 0.0173 0.0301 0.043 0.0546 0.0666 0.0782 0.0867 0.0953 0.059 

10 0.0171 0.0295 0.042 0.0529 0.0645 0.0756 0.0842 0.0925 0.0573 

100 0.0171 0.0294 0.0418 0.0526 0.0642 0.0752 0.0836 0.0921 0.057 

1000 0.017 0.0294 0.0416 0.0528 0.0646 0.0756 0.0837 0.0923 0.0571 

 

• Best case for Raggovidda using SVR, was c=100and 𝜖 = 0.1. With the average MSE value 

of 0.0545 
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Bessakerfjellet 

 

c 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 𝜖 = 0.1 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

0.1 0.0233 0.0354 0.0473 0.0563 0.0671 0.076 0.0836 0.0896 0.0598 

10 0.0233 0.0353 0.047 0.0558 0.0663 0.0754 0.083 0.0889 0.0594 

100 0.0233 0.0352 0.047 0.0558 0.0664 0.0755 0.0833 0.0891 0.0594 

1000 0.0234 0.0353 0.047 0.0557 0.0666 0.0755 0.0834 0.0892 0.0595 

 

c 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 𝜖 = 0.01 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

0.1 0.0233 0.0367 0.05 0.0599 0.0719 0.0815 0.0891 0.0952 0.0635 

10 0.023 0.0359 0.0489 0.0587 0.0706 0.0805 0.0883 0.0943 0.0625 

100 0.0229 0.0358 0.0487 0.0585 0.0705 0.0805 0.0885 0.0946 0.0625 

1000 0.0228 0.036 0.0488 0.0584 0.0706 0.0706 0.0885 0.0946 0.0625 

 

• Best case for Raggovidda using SVR, was c=10and 𝜖 = 0.1. With the average MSE value 

of 0.0594 
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Comparison 

  

Wind farm MSE [𝑀𝑊2] for normalized data with given future time-step μ Average 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Smøla 
0.0179 0.0267 0.0351 0.0426 0.0506 0.0582 0.0649 0.0707 0.0458 

Raggovidda 
0.0186 0.0298 0.0407 0.0507 0.0609 0.0708 0.0785 0.0861 0.0545 

Bessakerfjellet 
0.0233 0.0353 0.047 0.0558 0.0663 0.0754 0.083 0.0889 0.0594 

TABLE 7 Mean squared error of the SVR model. Using only power production data. 

 

All the wind farms got better results on the predictions than in the persistence test.  

The results have 14.6%, 13.4% and 13.4% less error, for Smøla, Raggovidda and Bessakerfjellet 

respectively.  

 

Lower 𝜖 value gives better prediction for μ=1 and sometimes μ=2 as well, but worse result for 

the other time-steps. Lowering the value 𝜖 makes the model fit closer to the training data.  

Lower value of 𝜖 a means a smaller epsilon band when training the data. Leading to a solution 

that is fitted more closely to the training data. For the first and second time-step this might 

give a better solution, since for the early time-steps there is less variation in the data. For the 

other time-steps a small value of 𝜖 leads to the model being overfitted and therefore giving 

worse prediction results.  

 

Since the model is trained by combining 8 support vector regression models, one could 

optimize the two that predicts the first one or two time-steps by giving them lower 𝜖 value 

than the others.  
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Training and testing with power, wind speed and 

wind direction data 

 

Smøla 

 

c 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 𝜖 = 0.1 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

0.1 0.0171 0.027 0.0354 0.0441 0.0522 0.0591 0.0649 0.0713 0.0464 

10 0.0177 0.0273 0.0353 0.0438 0.0516 0.0588 0.0646 0.0708 0.0462 

100 0.0179 0.0274 0.0353 0.0437 0.0513 0.0585 0.0642 0.0703 0.0461 

1000 0.0179 0.0276 0.0355 0.0438 0.0516 0.0584 0.064 0.07 0.0461 

 

c 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 𝜖 = 0.01 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

0.1 0.0169 0.0275 0.0367 0.0463 0.0549 0.0628 0.0691 0.0757 0.0487 

10 0.0167 0.0272 0.0361 0.0453 0.0538 0.0623 0.0685 0.0754 0.0482 

100 0.0166 0.0271 0.0359 0.045 0.0534 0.0617 0.0679 0.0748 0.0478 

1000 0.0166 0.0272 0.036 0.0451 0.0536 0.0616 0.0677 0.0744 0.0478 

 

• Best case for Smøla using SVR, was c=100 and 𝜖 = 0.1. With the average MSE value of 

0.0461 

 

Raggovidda 

 

c 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 𝜖 = 0.1 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

0.1 0.0171 0.0297 0.0403 0.0498 0.0604 0.0694 0.0798 0.0872 0.0542 

10 0.0174 0.0298 0.04 0.0493 0.0593 0.0681 0.0781 0.0855 0.0534 

100 0.0174 0.0297 0.0397 0.0489 0.0588 0.0676 0.0773 0.0848 0.053 

1000 0.0175 0.0298 0.0397 0.0491 0.059 0.0675 0.0775 0.0848 0.0531 
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c 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 𝜖 = 0.01 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

0.1 0.0165 0.0307 0.0424 0.053 0.0648 0.0746 0.086 0.094 0.0578 

10 0.0163 0.03 0.0414 0.0516 0.0627 0.0721 0.0832 0.0911 0.056 

100 0.0163 0.0297 0.0409 0.051 0.062 0.0712 0.0823 0.0901 0.0554 

1000 0.0163 0.0299 0.0408 0.0509 0.0619 0.071 0.0823 0.09 0.0554 

 

• Best case for Raggovidda using SVR, was c=100and 𝜖 = 0.1. With the average MSE value 

of 0.053 

 

 

Bessaker 

 

c 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 𝜖 = 0.1 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

0.1 0.0218 0.0333 0.0436 0.0542 0.0625 0.0706 0.0784 0.0835 0.056 

10 0.022 0.0333 0.0436 0.0537 0.062 0.0699 0.0774 0.0824 0.0555 

100 0.0221 0.0332 0.0434 0.0534 0.0615 0.0693 0.0768 0.0817 0.0552 

1000 0.0225 0.0334 0.043 0.0535 0.0611 0.0689 0.0766 0.0815 0.0551 

 

c 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 𝜖 = 0.1 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

0.1 0.022 0.0344 0.0459 0.0574 0.0663 0.0747 0.083 0.088 0.059 

10 0.0218 0.0339 0.0452 0.0563 0.0654 0.0737 0.0819 0.0867 0.0581 

100 0.0219 0.034 0.0448 0.0559 0.0648 0.0729 0.0813 0.0859 0.0577 

1000 0.0222 0.0341 0.0445 0.0559 0.0642 0.0724 0.081 0.0857 0.0575 

 

 

• Best case for Raggovidda using SVR, was c=1000and 𝜖 = 0.1. With the average MSE 

value of 0.0551 
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Comparison 

  

Wind farm MSE [𝑀𝑊2] for normalized data with given future time-step μ Average 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Smøla 
0.0179 0.0274 0.0353 0.0437 0.0513 0.0585 0.0642 0.0703 0.0461 

Raggovidda 
0.0174 0.0297 0.0397 0.0489 0.0588 0.0676 0.0773 0.0848 0.053 

Bessakerfjellet 
0.0225 0.0334 0.043 0.0535 0.0611 0.0689 0.0766 0.0815 0.0551 

TABLE 8 Mean squared error of the SVR models. Using power production, wind speed and 
wind direction data. 

 

All the wind farms got better results on the predictions than in the persistence test.  

The results are 14%, 15.8% and 20% better, for Smøla, Raggovidda and Bessakerfjellet 

respectively. Compared to the results of 14.6%, 13.4% and 13.4% from the testing SVR with 

the use of only power data. 

 

As with the tests with only power production values, lower 𝜖 value gives better prediction for 

μ=1 and sometimes μ=2 as well, but worse result for the other time-steps.  

 

In the case of Smøla the result was 0.6% worse with added wind features to the input 

compared to the use of just power production values. At the same time the result was 6.6% 

better for Bessaker. 

 

For better optimization one could optimize for each time-step instead having the same 

parameter values for all the eight. 
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 Multilayer perceptron(MLP) 
 

Choosing the right number of nodes and hidden layers is vital to get the best output possible, 

but this can be hard to do since there is no theory that explains how to calculate the optimal 

setup for a given case. To find best solution one has to try with different values[16].  

 

Number of input values represents how many past time-steps are used to make the 

predictions. This is to avoid confusion when talking about future and past time-steps. 

 

 

Key parameters for optimization: 

• Number of hidden layers 

• Number of nodes in each layer 

• Number of input values 

 

Number of hidden layers: 2, 3 

Number of hidden nodes in each layer: 10, 30, 50 

Number of values: 5, 7, 10 
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Training and testing with only power data 

 

Smøla 

2 layers 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.017 0.0264 0.0357 0.0442 0.0517 0.0581 0.0633 0.069 0.0457 

30 0.0167 0.0262 0.0354 0.0436 0.051 0.0572 0.0624 0.0684 0.0451 

50 0.0168 0.0262 0.0352 0.0436 0.0509 0.0572 0.0623 0.0681 0.045 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0167 0.0264 0.0355 0.0427 0.0502 0.0575 0.0635 0.0689 0.0452 

30 0.0171 0.0268 0.0358 0.0428 0.0502 0.0572 0.0635 0.0686 0.0452 

50 0.0168 0.0264 0.0356 0.0427 0.0499 0.0571 0.063 0.0682 0.045 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0153 0.026 0.0349 0.0435 0.0511 0.0571 0.0648 0.0692 0.0452 

30 0.0158 0.0263 0.0351 0.0436 0.0511 0.0572 0.0645 0.0688 0.0453 

50 0.0156 0.0261 0.035 0.0435 0.0508 0.0569 0.0644 0.0685 0.0451 
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3 layers 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

and 3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0174 0.0271 0.0363 0.0448 0.0523 0.0588 0.0637 0.07 0.0463 

30 0.0169 0.0263 0.0354 0.0437 0.0512 0.0575 0.0627 0.0687 0.0453 

50 0.0166 0.026 0.035 0.0433 0.0508 0.0572 0.062 0.0677 0.0448 

 

Number 
of input 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

and 3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0173 0.027 0.0361 0.0435 0.0509 0.0582 0.0643 0.0694 0.0458 

30 0.0168 0.0266 0.0356 0.0428 0.05 0.0572 0.0632 0.0684 0.0451 

50 0.0172 0.0268 0.0357 0.0428 0.0501 0.0573 0.0632 0.0684 0.0452 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

and 3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.016 0.0269 0.0358 0.0446 0.0522 0.0583 0.0658 0.0704 0.0463 

30 0.0153 0.026 0.0349 0.0433 0.0509 0.0569 0.0642 0.0685 0.045 

50 0.0156 0.0262 0.0351 0.0436 0.0509 0.0572 0.0642 0.0687 0.0452 

 

• Best case for Smøla using multilayer perceptron: 3 hidden layers, 50 nodes, 5 input 

values, with the average MSE value of 0.0448. 

 

On average the results are slightly better when using two hidden layers compared to three, 

for testing on data from Smøla. The best result from three layers is just slightly better than the 

best result from using two layers, with the difference being 0.0002. Just about 0.4% better. 

Meaning that there is no big difference between using three of two layers in this case.   

In both 2 hidden layers and in three hidden layers, higher number of input values, gives slightly 

better early time-step prediction, but worse for later time-steps.  

Increasing the number of nodes don’t better the result significantly, except with 5 input 

values, when there is only two hidden layers. Meaning that one can just as well use 10nodes 

in the hidden layer instead of 50. On the other hand, increasing the number of nodes have 

bigger effect when you go from 10 to 50 for three hidden layers.  
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Raggovidda 

2 layers 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0196 0.0295 0.0426 0.0517 0.0617 0.0704 0.0791 0.0847 0.0549 

30 0.0203 0.031 0.0438 0.0529 0.063 0.0715 0.0808 0.0864 0.0562 

50 0.0201 0.0307 0.0433 0.0524 0.0622 0.0715 0.0807 0.0865 0.0559 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0198 0.0309 0.042 0.0526 0.0634 0.0706 0.0786 0.0849 0.0554 

30 0.0201 0.0311 0.0422 0.0529 0.0643 0.0717 0.0801 0.0864 0.0561 

50 0.0199 0.0308 0.0419 0.0524 0.0635 0.0716 0.0802 0.0859 0.0558 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0182 0.0316 0.042 0.0531 0.0624 0.0717 0.0781 0.0857 0.0553 

30 0.0177 0.0301 0.0414 0.0528 0.0617 0.0722 0.0794 0.0867 0.0552 

50 0.018 0.0312 0.0419 0.0533 0.0623 0.0724 0.0784 0.0864 0.0555 
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3 layers 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

and 3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0189 0.0288 0.0418 0.0508 0.0609 0.0697 0.0786 0.0842 0.0542 

30 0.0201 0.0302 0.0442 0.0528 0.0627 0.0721 0.0809 0.0859 0.0561 

50 0.0208 0.0307 0.0428 0.0521 0.0624 0.072 0.08 0.085 0.0557 

 

Number 
of input 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

and 3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0202 0.031 0.0419 0.0535 0.0637 0.0708 0.079 0.0849 0.0556 

30 0.02 0.0308 0.0426 0.0526 0.0639 0.071 0.0792 0.0854 0.0557 

50 0.0193 0.0302 0.0414 0.0521 0.0628 0.0704 0.0781 0.0848 0.0549 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

and 3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0175 0.0314 0.0422 0.0539 0.0623 0.0724 0.0793 0.0869 0.0557 

30 0.0173 0.0305 0.0424 0.0537 0.063 0.0727 0.0791 0.0873 0.0557 

50 0.016 0.0298 0.0406 0.0519 0.0613 0.0714 0.0786 0.086 0.0545 

 

• Best case for Raggovidda using multilayer perceptron: 3 hidden layers, 10 nodes, 5 

input values, with the average MSE value of 0.0542 

 

 

 

There is no major difference in the results going from two to three hidden layers. It seems that 

higher number of input values result in better short-term prediction for two and three hidden 

layers. Meaning that few input values gives better result for higher time-steps as compared to 

fewer input values giving better results for lower time-step values. 
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Bessakerfjellet 

2 layers 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0231 0.0351 0.0475 0.0564 0.0639 0.071 0.0779 0.0839 0.0574 

30 0.0231 0.0348 0.0468 0.0559 0.0634 0.0707 0.078 0.0837 0.057 

50 0.023 0.0346 0.0469 0.056 0.0637 0.0706 0.0779 0.0838 0.057 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0239 0.0351 0.0458 0.0551 0.0645 0.0724 0.0785 0.0844 0.0575 

30 0.0232 0.035 0.0455 0.0548 0.0645 0.0724 0.0788 0.0848 0.0574 

50 0.0232 0.0349 0.0454 0.0548 0.0642 0.0723 0.0787 0.0848 0.0573 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0219 0.0358 0.046 0.0562 0.0649 0.0721 0.0784 0.0848 0.0575 

30 0.0215 0.0358 0.0458 0.0561 0.0647 0.0724 0.0789 0.0848 0.0575 

50 0.0208 0.0354 0.0457 0.0562 0.0648 0.0724 0.0787 0.085 0.0574 
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3 layers 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

and 3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0233 0.0355 0.0479 0.0568 0.0644 0.0713 0.0781 0.0841 0.0577 

30 0.0232 0.0351 0.0471 0.056 0.0636 0.0707 0.0783 0.0842 0.0573 

50 0.0228 0.0346 0.0468 0.0557 0.0634 0.0708 0.0782 0.0841 0.0571 

 

Number 
of input 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

and 3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0233 0.0351 0.0456 0.055 0.0644 0.0723 0.0785 0.0844 0.0573 

30 0.0244 0.0355 0.0458 0.0552 0.0646 0.0725 0.0788 0.0848 0.0577 

50 0.0232 0.0347 0.0452 0.0546 0.0641 0.0718 0.0782 0.0844 0.057 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

and 3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

10 0.0218 0.036 0.0459 0.0562 0.0649 0.072 0.0783 0.0847 0.0575 

30 0.0212 0.0354 0.0456 0.056 0.0645 0.0725 0.0791 0.0848 0.0574 

50 0.0207 0.0353 0.0456 0.0562 0.0652 0.0726 0.0797 0.0865 0.0577 

 

 

 

• There were three best cases for Bessakerfjellet. The one with the fewest layers and 

node was: 2hidden layers, 30 nodes, 5 input values, with the average MSE value of 

0.057 

 

As with the other two wind farms, changing from two to three hidden layers doesn’t affect 

the results in any major way. Using ten past time-step values, gives better result for predicting 

the first two-tree time-steps but worse results for the other. 
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Comparison 

 

Wind farm MSE [𝑀𝑊2] for normalized data with given future time-step μ Average 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Smøla 
0.0166 0.026 0.035 0.0433 0.0508 0.0572 0.062 0.0677 0.0448 

Raggovidda 
0.0189 0.0288 0.0418 0.0508 0.0609 0.0697 0.0786 0.0842 0.0542 

Bessakerfjellet 
0.0231 0.0348 0.0468 0.0559 0.0634 0.0707 0.078 0.0837 0.057 

TABLE 9 Mean squared error of the MLP models. Using power production data. 

 

All the wind farms did better than the persistence tests.   

There is a seemingly correlation between MSE values in the persistence test and the multilayer 

perceptron test. Larger error values in the persistence test gave larger error in the multilayer 

perceptron. 

The results gave 16.4%, 13.8% and 16.9% less error, for Smøla, Raggovidda and Bessakerfjellet 

respectively. 

 

The difference in prediction accuracy between the MLP model and the persistence test 

increases with higher time-step values. Being 11.7%, -4.4% (actually worse) and 8% better for 

the first time-step, compared to 20.8%, 19.2% and 21.3% better for the last time-step, for 

Smøla, Raggovidda and Bessakerfjellet respectively.  
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Training and testing with power, wind speed and 

wind direction data 

 

For testing with power production, wind speed and wind direction data, the number of hidden 

nodes tested has been changed to 30, 50, 70 in each layer. This is because there a more 

number of input features (wind speed, wind direction as well as power production) and this 

leads to an increase in the complexity of the learning task for the neural network. To achieve 

a better solution, an increase in the number of nodes in each hidden layer is needed. 

 

Number of hidden nodes in each layer: 30, 50, 70 

 

 

Smøla 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0157 0.0252 0.0344 0.0425 0.0491 0.056 0.0612 0.0652 0.0437 

50 0.0154 0.025 0.0342 0.0422 0.0489 0.0556 0.0607 0.0646 0.0433 

70 0.0152 0.0248 0.034 0.0419 0.0484 0.055 0.0601 0.0641 0.043 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0161 0.0256 0.0338 0.0416 0.0497 0.0555 0.0612 0.0654 0.0436 

50 0.0156 0.0252 0.0335 0.0411 0.0493 0.0546 0.0606 0.0647 0.0431 

70 0.0158 0.0252 0.0334 0.0409 0.0488 0.0541 0.06 0.0641 0.0428 
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Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values and 

2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0166 0.0258 0.0346 0.0419 0.0492 0.0556 0.0619 0.0661 0.044 

50 0.0163 0.0256 0.0343 0.0418 0.049 0.0554 0.0616 0.0658 0.0437 

70 0.016 0.0253 0.0341 0.0415 0.0487 0.0549 0.0611 0.0653 0.0434 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values and 

3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0167 0.0255 0.034 0.041 0.0479 0.0546 0.0614 0.0659 0.0434 

50 0.0165 0.0253 0.0339 0.0409 0.0477 0.0544 0.061 0.0656 0.0432 

70 0.0162 0.0253 0.034 0.0409 0.0478 0.0543 0.0611 0.0654 0.0431 

 

Number 
of input 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values and 

3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0164 0.0254 0.0335 0.0411 0.0475 0.054 0.0605 0.0653 0.043 

50 0.016 0.0252 0.0332 0.0406 0.0468 0.0532 0.0596 0.0641 0.0423 

70 0.016 0.0252 0.0331 0.0406 0.0467 0.0531 0.0592 0.064 0.0422 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values and 

3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0166 0.0258 0.0333 0.0424 0.0488 0.0548 0.0606 0.066 0.0436 

50 0.0168 0.0259 0.0334 0.0424 0.0488 0.0546 0.0604 0.0656 0.0435 

70 0.0164 0.0254 0.033 0.042 0.0483 0.0542 0.0601 0.0651 0.0431 

 

• Best case for Smøla using multilayer perceptron: 3 hidden layers, 70 nodes, 7 input 

values, with the average MSE value of 0.0422. 

 

Compared to the results from the test with only power production values, one can see a slight 

improvement for all the tests with three hidden layers. Two hidden layers performed slightly 

better on the first two time-steps but slightly worse on the rest, as seen on the previous test 

on Smøla as well.  
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Raggovidda 

2 layers 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0162 0.0278 0.0381 0.0491 0.0591 0.068 0.0754 0.0823 0.052 

50 0.0156 0.0269 0.0369 0.0476 0.0571 0.066 0.073 0.0798 0.0504 

70 0.0156 0.0271 0.0373 0.0481 0.0575 0.0665 0.0736 0.0803 0.0507 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0168 0.028 0.0391 0.0501 0.0599 0.0683 0.0759 0.083 0.0526 

50 0.0165 0.0277 0.0389 0.0496 0.0592 0.0673 0.0749 0.0821 0.052 

70 0.0159 0.0273 0.0385 0.0494 0.059 0.067 0.0743 0.0814 0.0516 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0163 0.0274 0.039 0.0486 0.0593 0.0683 0.0753 0.0823 0.0521 

50 0.0163 0.0272 0.0387 0.0482 0.0588 0.0674 0.0746 0.0818 0.0516 

70 0.0157 0.0265 0.0378 0.0472 0.0573 0.0659 0.0731 0.08 0.0504 
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3 layers 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values and 3 

hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0167 0.0285 0.0389 0.0491 0.0578 0.066 0.0727 0.0799 0.0512 

50 0.0158 0.028 0.0383 0.0482 0.0568 0.0649 0.0713 0.0788 0.0503 

70 0.0156 0.028 0.0382 0.0483 0.0571 0.0651 0.0716 0.0788 0.0503 

 

Number 
of input 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values and 

3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0164 0.0277 0.0385 0.0488 0.0588 0.0675 0.0761 0.0834 0.0522 

50 0.0159 0.0271 0.0376 0.0474 0.0572 0.0656 0.0737 0.0807 0.0507 

70 0.0158 0.0271 0.0377 0.0476 0.0575 0.0658 0.074 0.081 0.0508 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values and 

3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0169 0.0285 0.0395 0.0498 0.059 0.0673 0.0751 0.0825 0.0523 

50 0.0165 0.028 0.0385 0.0487 0.0576 0.0658 0.0733 0.0809 0.0512 

70 0.0163 0.0278 0.0383 0.0483 0.0571 0.065 0.0724 0.0796 0.0506 

 

• Best case for Raggovidda using multilayer perceptron: 3 hidden layers, 50 nodes, 5 

input values, with the average MSE value of 0.0503 

 

The results are overall better when using 3 hidden layers compared to two. The only exception 

is when testing with 10input values.  
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Bessakerfjellet 

 

2 layers 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0222 0.0349 0.0443 0.0532 0.0614 0.0682 0.075 0.0805 0.055 

50 0.0216 0.0342 0.0433 0.0519 0.06 0.0665 0.0731 0.0785 0.0536 

70 0.0215 0.0344 0.0435 0.0523 0.0603 0.067 0.0733 0.0787 0.0539 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0211 0.0333 0.0445 0.0546 0.0621 0.0696 0.0762 0.0818 0.0554 

50 0.0204 0.0328 0.0433 0.0527 0.0599 0.0665 0.0728 0.0783 0.0533 

70 0.0203 0.0327 0.0435 0.0528 0.0601 0.0671 0.0734 0.0788 0.0536 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

and 2 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0208 0.0333 0.0441 0.0531 0.0618 0.0683 0.074 0.0792 0.0543 

50 0.0207 0.0332 0.0441 0.053 0.0616 0.068 0.0734 0.0784 0.054 

70 0.0206 0.0331 0.044 0.0529 0.0615 0.0681 0.0735 0.0786 0.054 
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3 layers 

Number 
of input 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values and 

3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0215 0.0328 0.0429 0.052 0.0608 0.0675 0.0734 0.0785 0.0536 

50 0.021 0.0323 0.0423 0.0512 0.0601 0.0667 0.0727 0.0779 0.053 

70 0.0209 0.0322 0.0424 0.0514 0.0603 0.067 0.0727 0.078 0.0531 

 

Number 
of input 
values 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values and 

3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0215 0.0329 0.0445 0.0525 0.0612 0.0672 0.0727 0.0792 0.054 

50 0.0216 0.0326 0.0438 0.0517 0.0604 0.0664 0.0721 0.0787 0.0534 

70 0.0211 0.0324 0.0437 0.0513 0.0598 0.0657 0.0712 0.0777 0.0529 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values and 

3 hidden layers 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

30 0.0209 0.0331 0.0432 0.0524 0.0603 0.0675 0.0735 0.0794 0.0538 

50 0.0205 0.0329 0.0431 0.0522 0.0602 0.0674 0.0733 0.0791 0.0536 

70 0.0215 0.0335 0.0434 0.0525 0.0602 0.0674 0.0736 0.079 0.0539 

 

 

 

• Best case for Bessakerfjellet 3 hidden layers, 70nodes, 7 input values, with the average 

MSE value of 0.0529 

As seen on the two other wind farms, the use of three hidden layer is slightly better for all 

tests.  
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Comparison 

 

Wind farm MSE [𝑀𝑊2] for normalized data with given future time-step μ Average 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Smøla 0.016 0.0252 0.0331 0.0406 0.0467 0.0531 0.0592 0.064 0.0422 

Raggovidda 
0.0158 0.028 0.0383 0.0482 0.0568 0.0649 0.0713 0.0788 0.0503 

Bessakerfjellet 0.0211 0.0324 0.0437 0.0513 0.0598 0.0657 0.0712 0.0777 0.0529 

TABLE 10 Mean squared error of the MLP models. Using power production, wind speed and 
wind direction data. 

 

All the wind farms did better than the persistence tests.   

The results had 21.3%, 20% and 22% less error, for Smøla, Raggovidda and Bessakerfjellet 

respectively. That is an increase of 4.9%, 6.2% and 5.1% from testing with only power data. 

 

The difference in accuracy between the persistence test and the MLP with three features is 

much bigger for higher time-steps. With 14.9%, 12.7% and 16% less error for the first time- 

step, compared to 25.1%, 24.3% and 27% less error for the last time-step, for Smøla, 

Raggovidda and Bessakerfjellet respectively. 

 

The results are better for all the time-steps compared to just using one input feature (power 

production only).  
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 LSTM neural network 
 

Parameters for optimization: 

• Number of LSTM units 

• Number of input values 

 

Number of input values represents how many past time-steps are used to make the 

predictions. This is to avoid confusion when talking about future and past time-steps. 

 

Number of LSTM units: 20, 35, 50, 65, 80 

Number of input values: 5, 7, 10 
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Training and testing with only power data 

Smøla 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values  

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0169 0.0273 0.0363 0.0442 0.0515 0.0584 0.0646 0.0702 0.0462 

35 0.0169 0.0275 0.0367 0.0443 0.0516 0.0584 0.0648 0.0704 0.0463 

50 0.0172 0.0279 0.0371 0.0448 0.0521 0.0587 0.0651 0.0707 0.0467 

65 0.0192 0.0301 0.0395 0.0462 0.0527 0.0583 0.064 0.0699 0.0475 

80 0.0191 0.0301 0.04 0.0467 0.053 0.0585 0.0641 0.0701 0.0477 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0189 0.0286 0.0369 0.0446 0.0522 0.0579 0.0634 0.0684 0.0464 

35 0.0177 0.0273 0.0362 0.0437 0.0519 0.0573 0.0627 0.0675 0.0455 

50 0.018 0.0272 0.036 0.0435 0.0514 0.057 0.0624 0.0674 0.0453 

65 0.0178 0.0277 0.036 0.0437 0.0513 0.0581 0.0636 0.069 0.0459 

80 0.0181 0.0281 0.0365 0.0442 0.052 0.0591 0.0646 0.07 0.0466 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0168 0.0267 0.0358 0.0444 0.052 0.0584 0.064 0.0695 0.046 

35 0.0162 0.0263 0.0356 0.0441 0.0516 0.058 0.0636 0.0693 0.0456 

50 0.0158 0.0257 0.0352 0.0435 0.051 0.0573 0.0632 0.0686 0.045 

65 0.0164 0.0264 0.0362 0.0441 0.0522 0.0584 0.064 0.0691 0.0458 

80 0.0168 0.0266 0.0362 0.0442 0.0523 0.0584 0.064 0.0691 0.0459 

 

• Best case for Smøla for LSTM: 50 nodes, 10 input values, with the average MSE value 

of 0.045 
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Raggovidda 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values  

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0203 0.0325 0.0443 0.0556 0.0644 0.073 0.0808 0.0874 0.0573 

35 0.0179 0.0301 0.0416 0.0523 0.0614 0.07 0.0777 0.0847 0.0545 

50 0.0172 0.0297 0.0414 0.0527 0.0617 0.0705 0.0785 0.0853 0.0546 

65 0.0179 0.0308 0.0431 0.0545 0.0642 0.072 0.0786 0.0861 0.0559 

80 0.0165 0.0287 0.0404 0.0519 0.0618 0.0703 0.0768 0.0841 0.0538 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0191 0.0314 0.0436 0.0536 0.0643 0.0739 0.081 0.0881 0.0569 

35 0.0173 0.0293 0.0413 0.051 0.0619 0.0719 0.0789 0.0861 0.0547 

50 0.0172 0.0291 0.0409 0.0506 0.0614 0.0711 0.0782 0.0854 0.0542 

65 0.0172 0.0295 0.0408 0.0509 0.0614 0.0699 0.0771 0.0844 0.0539 

80 0.0163 0.0288 0.0404 0.0503 0.061 0.069 0.0765 0.0837 0.0532 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0228 0.0341 0.0454 0.0552 0.0663 0.0748 0.0819 0.0883 0.0586 

35 0.0203 0.0308 0.0426 0.0531 0.0636 0.0722 0.0795 0.0864 0.0561 

50 0.0187 0.0295 0.0411 0.051 0.0613 0.0702 0.0771 0.0843 0.0541 

65 0.0175 0.0297 0.0414 0.0519 0.0621 0.07 0.0777 0.0842 0.0543 

80 0.0173 0.0293 0.0411 0.0514 0.0616 0.0696 0.0772 0.0837 0.0539 

 

• Best case for Raggovidda for LSTM: 80nodes, 7input values, with the average MSE 

value of 0.0532 

 

 

Bessakerfjellet 
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Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values  

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0286 0.0435 0.0524 0.0615 0.0692 0.0743 0.0824 0.0863 0.0623 

35 0.0245 0.0389 0.0488 0.0589 0.0663 0.0721 0.08 0.0845 0.0593 

50 0.0237 0.0384 0.0481 0.058 0.0654 0.0709 0.0789 0.0834 0.0584 

65 0.0218 0.0339 0.0452 0.0545 0.0643 0.0711 0.0781 0.0836 0.0566 

80 0.0227 0.0344 0.0458 0.0552 0.065 0.0718 0.0791 0.0844 0.0573 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.024 0.0374 0.0481 0.0588 0.0673 0.0741 0.08 0.0861 0.0595 

35 0.0229 0.0363 0.0471 0.058 0.0664 0.0737 0.0798 0.0857 0.0588 

50 0.0218 0.0353 0.046 0.0572 0.0656 0.0728 0.0788 0.0851 0.0578 

65 0.0216 0.0361 0.0465 0.0561 0.0648 0.0727 0.079 0.0849 0.0577 

80 0.0226 0.037 0.0473 0.057 0.0659 0.0735 0.0798 0.0858 0.0586 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0251 0.0386 0.0489 0.0577 0.0659 0.0733 0.0801 0.0856 0.0594 

35 0.0218 0.0355 0.0464 0.0553 0.0636 0.0715 0.0782 0.0838 0.057 

50 0.0213 0.0349 0.0459 0.055 0.0634 0.0713 0.078 0.0839 0.0567 

65 0.0231 0.0373 0.0471 0.0557 0.0648 0.0713 0.0775 0.0828 0.0575 

80 0.0228 0.036 0.0462 0.0555 0.0636 0.0707 0.0776 0.0826 0.0569 

 

• Best case for Raggovidda for LSTM: 65nodes, 5input values, with the average MSE 

value of 0.0566 

 

All the wind farms had different optimal parameter values for the number of LSTM nodes and 

number of input values.  
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Comparison 

Wind farm MSE [𝑀𝑊2] for normalized data with given future time-step μ Average 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Smøla 
0.0158 0.0257 0.0352 0.0435 0.051 0.0573 0.0632 0.0686 0.045 

Raggovidda 
0.0163 0.0288 0.0404 0.0503 0.061 0.069 0.0765 0.0837 0.0532 

Bessakerfjellet 
0.0218 0.0339 0.0452 0.0545 0.0643 0.0711 0.0781 0.0836 0.0566 

TABLE 11 Mean squared error of the LSTM models. Using power production data. 

 

All the wind farms did better than the persistence tests.   

The results have 16%, 15.8% and 17.5% less error than the persistence test, for Smøla, 

Raggovidda and Bessakerfjellet respectively.  

The first time-step for testing for Smøla, is 16% less error than for the persistence test first 

time-step, and drops down to 12% for the next time-step. From the second time-step, it slowly 

increases to 19.8% at the eight time-step. 

 

The two others follow a similar pattern with the first step being 10% and 14.1% and drops 

down to 8% and 11% for the second time-step. Before slowly rising to 19.6% and 21.4% on the 

last time-step. For Smøla, Raggovidda and Bessakerfjellet respectively.  
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Training and testing with power, wind speed and 

wind direction data 

Smøla 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values  

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0203 0.029 0.0375 0.0451 0.0517 0.0586 0.0636 0.0691 0.0469 

35 0.0188 0.0273 0.0359 0.0437 0.0506 0.0575 0.0627 0.0679 0.0456 

50 0.0179 0.0262 0.0348 0.0429 0.0496 0.0566 0.0616 0.0671 0.0446 

65 0.0202 0.0286 0.0375 0.0453 0.0524 0.0594 0.0644 0.0695 0.0472 

80 0.0176 0.026 0.0345 0.0425 0.0494 0.0563 0.0615 0.0666 0.0443 

 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0211 0.0306 0.0408 0.0491 0.0552 0.0606 0.0673 0.0731 0.0497 

35 0.024 0.0323 0.0401 0.0479 0.0552 0.0591 0.065 0.0718 0.0494 

50 0.0197 0.0297 0.0402 0.0491 0.0546 0.0599 0.0661 0.0721 0.0489 

65 0.02 0.03 0.041 0.0503 0.0552 0.0604 0.0674 0.0738 0.0497 

80 0.0179 0.0277 0.0377 0.0469 0.0527 0.058 0.0641 0.07 0.0469 

 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.02 0.0302 0.0381 0.0459 0.0529 0.0578 0.0638 0.0677 0.047 

35 0.0185 0.0285 0.0364 0.0442 0.0508 0.0565 0.0625 0.0667 0.0455 

50 0.0183 0.0282 0.0362 0.0438 0.0507 0.0563 0.0624 0.0665 0.0453 

65 0.0172 0.0276 0.0355 0.0433 0.0498 0.0553 0.0613 0.0656 0.0445 

80 0.0173 0.0273 0.0356 0.0433 0.05 0.0557 0.0618 0.066 0.0446 

• Best case for Smøla for LSTM: 80 nodes, 5 input values, with the average MSE value of 

0. 0.0443 
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Raggovidda 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values  

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0194 0.0317 0.0437 0.0529 0.0629 0.0717 0.0791 0.0865 0.056 

35 0.0201 0.032 0.0441 0.0528 0.0626 0.0715 0.079 0.0867 0.0561 

50 0.0183 0.03 0.0419 0.0505 0.0601 0.0691 0.0765 0.0842 0.0538 

65 0.0171 0.029 0.0407 0.0499 0.0601 0.069 0.0767 0.0842 0.0533 

80 0.019 0.0304 0.0425 0.0516 0.0616 0.0706 0.0781 0.0858 0.0549 

 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0191 0.0304 0.0411 0.0521 0.0622 0.0711 0.0786 0.0849 0.0549 

35 0.0217 0.0327 0.0435 0.0544 0.0641 0.0733 0.0809 0.0874 0.0573 

50 0.0194 0.0304 0.0408 0.0516 0.0614 0.0701 0.0778 0.0838 0.0544 

65 0.0211 0.0324 0.0427 0.054 0.0634 0.0714 0.0788 0.0851 0.0561 

80 0.0183 0.0293 0.0399 0.0508 0.0606 0.0694 0.0771 0.0833 0.0536 

 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0208 0.0323 0.0424 0.053 0.0624 0.0713 0.0793 0.0854 0.0559 

35 0.0216 0.0328 0.0431 0.0537 0.0626 0.0715 0.0793 0.085 0.0562 

50 0.0223 0.0335 0.0435 0.054 0.0631 0.0713 0.0794 0.0857 0.0566 

65 0.0227 0.0329 0.0423 0.0525 0.0621 0.0699 0.0781 0.0843 0.0556 

80 0.0209 0.0321 0.0425 0.0529 0.0619 0.0709 0.0788 0.085 0.0556 

 

• Best case for Raggovidda for LSTM: 65 nodes, 5input values, with the average MSE 

value of 0.0533 
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Bessakerfjellet 

 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 5 input values  

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0297 0.0418 0.0512 0.0599 0.0682 0.0759 0.082 0.0882 0.0621 

35 0.0233 0.0368 0.0463 0.0562 0.0647 0.0733 0.0797 0.0868 0.0584 

50 0.0273 0.0404 0.0489 0.0584 0.0669 0.0759 0.0822 0.0901 0.0612 

65 0.0224 0.0359 0.0454 0.0551 0.0637 0.0721 0.0787 0.0858 0.0574 

80 0.025 0.0386 0.0486 0.0589 0.0668 0.0766 0.0839 0.0921 0.0613 

 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 7 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0265 0.0394 0.0498 0.0592 0.0678 0.0739 0.0806 0.0848 0.0603 

35 0.0298 0.0418 0.0516 0.0604 0.0683 0.0743 0.0807 0.0852 0.0615 

50 0.0252 0.0377 0.0473 0.0572 0.0648 0.071 0.0775 0.0819 0.0578 

65 0.0239 0.0371 0.0472 0.0568 0.0647 0.0711 0.0778 0.0823 0.0576 

80 0.0259 0.0391 0.0497 0.0587 0.0674 0.0733 0.0801 0.0846 0.0599 

 

 

Number 
of 
hidden 
nodes 

MSE [𝑀𝑊2] for normalized data with given future time-step μ for 10 input values 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 Average 

20 0.0252 0.0367 0.0471 0.0559 0.0634 0.0713 0.0781 0.0832 0.0576 

35 0.0244 0.0364 0.0464 0.0553 0.0625 0.0698 0.0764 0.0816 0.0566 

50 0.0254 0.0369 0.0479 0.0565 0.0638 0.0715 0.0777 0.0824 0.0578 

65 0.0233 0.0347 0.0455 0.0544 0.0618 0.0699 0.0763 0.0815 0.0559 

80 0.0228 0.0343 0.0458 0.0547 0.0622 0.0705 0.0772 0.0819 0.0562 

 

 

• Best case for Raggovidda for LSTM: 65nodes, 10input values, with the average MSE 

value of 0.0559 
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Wind farm MSE [𝑀𝑊2] for normalized data with given future time-step μ Average 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Smøla 
0.0176 0.026 0.0345 0.0425 0.0494 0.0563 0.0615 0.0666 0.0443 

Raggovidda 
0.0171 0.029 0.0407 0.0499 0.0601 0.069 0.0767 0.0842 0.0533 

Bessakerfjellet 
0.0233 0.0347 0.0455 0.0544 0.0618 0.0699 0.0763 0.0815 0.0559 

TABLE 12 Mean squared error of the LSTM models. Using power production, wind speed and 
wind direction data. 

 

 

All the wind farms had less error than their counterpart from the persistence test.   

The results had 17.6%, 15.3% and 19.5% less error, for Smøla, Raggovidda and Bessakerfjellet 

respectively. 

The LSTM model did only slightly better when adding additional input features (wind speed, 

wind direction). The results increase with 1.6%, -0.5% and 2%.  

Meaning that the results from Raggovidda got 0.5% worse than testing with just one input 

feature. 

Smøla and Bessakerfjellet got better results up to the fourth time-step, when only using power 

production values. After the fourth time-step, the prediction values were better for the case 

with power production, wind direction and wind speed as well.  
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FIGURE  4.1 Graph of MSE values for the different prediction models. Smøla. Input: Power production values 

 Comparing the models that only use 
power production data 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

  

 

 

 

 

 

per = persistence model   svr = support vector regression 

lin_reg = linear regression   mlp = multilayer perceptron  

knn = k nearest neighbors   lstm = long short term memory neural network 
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Prediction 

Models Smøla 

MSE [𝑀𝑊2] for normalized data with given future time-step μ Average of 

all time-

steps 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Persistence 

model  

0.0188 0.0289 0.0400 0.0499 0.0587 0.0698 0.0769 0.0855 0.0536 

Linear 

regression 

0.0163 0.0259 0.0339 0.0433 0.0507 0.0583 0.0633 0.0686 0.045 
 

k-NN 0.0162 0.0254 0.0342 0.0422 0.0493 0.0555 0.0605 0.0663 0.0437 

SVR 0.0179 0.0267 0.0351 0.0426 0.0506 0.0582 0.0649 0.0707 0.0458 

MLP 0.0166 0.026 0.035 0.0433 0.0508 0.0572 0.062 0.0677 0.0448 

LSTM 0.0158 0.0257 0.0352 0.0435 0.051 0.0573 0.0632 0.0686 0.045 

TABLE 13 Comparing all the models results for Smøla. Using only power production data. 

 

 

For the first time-step the LSTM model gives the best result. K-NN gives the best results for 

the remaining seven time-steps.   

Support vector regression has the worst prediction results on average of all the models. It has 

the worst predictions for the first, second, sixth, seventh and eighth time-step.  
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FIGURE  4.2 Graph of MSE values for the different prediction models. Raggovidda. Input: Power production values 
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Prediction 

Models 

Raggovidda 

MSE [𝑀𝑊2] for normalized data with given future time-step μ Average of 

all time-

steps 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Persistence 

model  

0.0181 0.0311 0.0448 0.0576 0.0713 0.0817 0.0942 0.1041 0.0629 

Linear 

regression 

0.0155 0.0289 0.0409 0.052 0.0604 0.0688 0.0765 0.0833 0.0533 

k-NN 0.0176 0.0275 0.04 0.0491 0.0588 0.0673 0.0756 0.0814 0.0522 

SVR 0.0186 0.0298 0.0407 0.0507 0.0609 0.0708 0.0785 0.0861 0.0545 

MLP 0.0189 0.0288 0.0418 0.0508 0.0609 0.0697 0.0786 0.0842 0.0542 

LSTM 0.0163 0.0288 0.0404 0.0503 0.061 0.069 0.0765 0.0837 0.0532 

TABLE 14 Comparing all the models results for Raggovidda. Using only power production 
data. 

 

For the first time-step the Linear regression model gives the best result. K-NN gives the best 

result for the remaining seven time-steps.   

The multilayer perceptron and the Support vector machine had worse results for the first 

time-step than the persistence model. This means that they are worse than just predicting 

that the power production stays the same, which is the baseline.   
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FIGURE  4.3 Graph of MSE values for the different prediction models. Bessakerfjellet. Input: Power production 
values 
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Prediction 

Models 

Bessakerfjellet 

MSE [𝑀𝑊2] for normalized data with given future time-step μ Average of 

all time-

steps 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Persistence 

model  

0.0251 0.0380 0.0522 0.0645 0.0766 0.0874 0.0986 0.1064 0.0686 

Linear 

regression 

0.0218 0.0346 0.0466 0.0565 0.0658 0.0733 0.0801 0.0855 0.058 

k-NN 0.0224 0.0338 0.0457 0.0541 0.0615 0.0688 0.0757 0.0821 0.0555 

SVR 0.0233 0.0353 0.047 0.0558 0.0663 0.0754 0.083 0.0889 0.0594 

MLP 0.0231 0.0348 0.0468 0.0559 0.0634 0.0707 0.078 0.0837 0.057 

LSTM 0.0218 0.0339 0.0452 0.0545 0.0643 0.0711 0.0781 0.0836 0.0566 

TABLE 15 Comparing all the models results for Bessakerfjellet. Using only power production 
data. 

 

For the first time-step, the Linear regression and the LSTM model that ties for the best result. 

The LSTM model gives the best result for time-step three as well. For the rest of the time-steps  

k-NN gives the best results.  

Summary 

On average the k-NN models produce the best results for all the wind farms. LSTM preforms 

well at the first two to three time-steps but falls off after when compared to the k-NN models. 

Support vector regression(SVR) gives the worst result of all the prediction models on average, 

apart from the persistence model.  

Even though the linear regression model is the simplest of all the machine learning models 

used, the difference in prediction accuracy is not that big. It is the only model that uses a linear 

approach to describe the output compared to the non-linear approach of the other models.  

The linear regression model had 16.1%, 15.3% and 15.5% on average less error than the 

persistence model compared to 18.5%, 17% and 19.1% better on average for the k-NN model, 

for Smøla, Raggovidda and Bessakerfjellet respectively.   
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FIGURE  4.4 Graph of MSE values for the different prediction models. Smøla. Input: Power production, wind speed 
and wind direction 

 

 

 Comparing models that use power 
production, wind speed and wind 
direction data 
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Prediction 

Models Smøla 

MSE [𝑀𝑊2] for normalized data with given future time-step μ Average of 

all time-

steps 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Persistence 

model  

0.0188 0.0289 0.0400 0.0499 0.0587 0.0698 0.0769 0.0855 0.0536 

Linear 

regression 

0.0159 0.0254 0.0343 0.0414 0.0495 0.0551 0.0606 0.0651 0.0434 

k-NN 0.0157 0.0244 0.0329 0.0407 0.0465 0.0537 0.0592 0.0639 0.0421 

SVR 0.0179 0.0274 0.0353 0.0437 0.0513 0.0585 0.0642 0.0703 0.0461 

MLP 0.016 0.0252 0.0331 0.0406 0.0467 0.0531 0.0592 0.064 0.0422 

LSTM 0.0176 0.026 0.0345 0.0425 0.0494 0.0563 0.0615 0.0666 0.0443 

TABLE 16 Comparing all the models results for Smøla. Using only power production wind 
speed and wind direction data. 

 

When adding two extra input features for predicting power the results for the multilayer 

perceptron(MLP) got a lot better. Just slightly worse prediction results than that of the k-NN 

model. Linear regression has the second-best prediction for the first time-step, but worse for 

the other seven time-steps. The support vector regression model gave the worst predictions 

of all the machine learning models.  
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FIGURE  4.5 Graph of MSE values for the different prediction models. Raggovidda. Input: Power production, wind 
speed and wind direction 
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Prediction 

Models 

Raggovidda 

MSE [𝑀𝑊2] for normalized data with given future time-step-μ Average of 

all time-

steps 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Persistence 

model  

0.0181 0.0311 0.0448 0.0576 0.0713 0.0817 0.0942 0.1041 0.0629 

Linear 

regression 

0.0158 0.028 0.0386 0.0488 0.0592 0.0684 0.0761 0.0833 0.0523 

k-NN 0.0159 0.0268 0.0375 0.048 0.0571 0.0647 0.0725 0.0797 0.0503 

SVR 0.0174 0.0297 0.0397 0.0489 0.0588 0.0676 0.0773 0.0848 0.053 

MLP 0.0158 0.028 0.0383 0.0482 0.0568 0.0649 0.0713 0.0788 0.0503 

LSTM 0.0171 0.029 0.0407 0.0499 0.0601 0.069 0.0767 0.0842 0.0533 

TABLE 17 Comparing all the models results for Raggovidda. Using only power production wind 
speed and wind direction data. 

 

On average for the eight time-steps, the multilayer perceptron(MLP) and k-NN models are 

equally good. The linear regression model shares the best first time-step prediction with the 

multilayer perceptron(MLP) model. The LSTM model has the worst average, for all the time-

steps, prediction of the machine learning models. The the support vector regression model 

has the worst predictions for time-step seven and eight.  
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FIGURE  4.6 Graph of MSE values for the different prediction models. Bessakerfjellet. Input: Power production, 
wind speed and wind direction 
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Prediction 

Models 

Bessakerfjellet 

MSE [𝑀𝑊2] for normalized data with given future time-step μ Average of 

all time-

steps 

μ=1 μ=2 μ=3 μ=4 μ=5 μ=6 μ=7 μ=8 

Persistence 

model  

0.0251 0.0380 0.0522 0.0645 0.0766 0.0874 0.0986 0.1064 0.0686 

Linear 

regression 

0.0213   0.0346   0.0441   0.0546   00.0635   0.0705   0.0776   0.0824   0.0561 

k-NN 0.0208 0.0324 0.0433 0.0521 0.0598 0.0662 0.0729 0.0785 0.0532 

SVR 0.0225 0.0334 0.043 0.0535 0.0611 0.0689 0.0766 0.0815 0.0551 

MLP 0.0211 0.0324 0.0437 0.0513 0.0598 0.0657 0.0712 0.0777 0.0529 

LSTM 0.0233 0.0347 0.0455 0.0544 0.0618 0.0699 0.0763 0.0815 0.0559 

TABLE 18 Comparing all the models results for Bessakerfjellet. Using power production, wind 
speed and wind direction data. 

 

On average, for all the time-steps, the multilayer perceptron(MLP) model gives the best result, 

slightly better than the k-NN model. The k-NN model gives the best result for the first, third 

and shared with the MLP model for the fifth time-step.  

Linear regression gives the worst result on average over the time-steps, though LSTM has the 

worst prediction for the first three time-steps.  

 

Summary 

The best prediction models, were k-NN and multilayer perceptron(MLP) for testing with power 

production, wind spend and wind direction values. On average, for all the time-steps, k-NN 

had the best result for Smøla, and shared best with MLP for Raggovidda, while MLP had the 

best result for Bessakerfjellet.  

 

The multilayer perceptron models had the biggest improvement of all the machine learning 

models, for testing with power production, wind speed and wind direction values compared 

to testing with only power production values.  

 

There seems to be a correlation between how well the persistence model predicts the next 

time-steps for the different wind farms and the machine learning model’s predictions. The 
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persistence model gave worse prediction for Raggovidda and Bessakerfjellet compared to 

Smøla. This can be spotted in the machine learning models as well. By looking at the multilayer 

perceptron models for the use of three input features (power production, wind speed and 

wind direction), one can see that the average error over all the time-steps was 0.0422, 0.0503 

and 0.0529, for Smøla, Raggovidda and Bessakerfjellet respectively. Even though the error 

values themselves are quite different, the increase in accuracy, looking at percentage, 

compared to each of the wind farms persistence model is almost the same. It is 21.3%, 20% 

and 22% less error for the three wind farms MLP predictions, with three input features, 

compared to each of the wind farms persistence model prediction.  

 

The improvement, in percentage, for each of the different type of machine learning models, 

are quite the same for the different wind farms.  
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5. Conclusion and further work 

5.1. The conclusion 
 

To integrate the rapid growing wind power industries, good prediction models are needed to 

make sure that the electrical grid is balanced at all times. This work focuses on immediate-

short-term power prediction for Norwegian wind farms, predicting eight hourly time-steps 

into the future, based on previous data. The predictions are made by training and testing with 

time series created from the Norwegian wind data. The best predictions results are achieved 

using k-NN for the first test case, which contains only power production data. For the second 

test case, which contains power production, wind speed and wind direction, the best results 

came from k-NN and the multilayer perceptron models.  

 

Comparing the results from this work, with other prediction models can be quite difficult. This 

is because there is big variation in how often and what type of data is stored, weather 

conditions and how many wind mills each wind farm consists of. By looking at the results from 

the three wind farms in this work, one can see that the accuracy (measured by MSE) of the 

predictions differ more from the different locations than between the different prediction 

models.  

There is a lack of standard for measuring the performance of prediction models for wind 

prediction[23], however models are generally evaluated by their ability to outperform the 

persistence model[21]. This is achieved in this work by a good margin: The best cases for the 

testing using only power production values had between 17% to 19.1% less error on average. 

The best cases for the test using wind speed and wind direction as well had between 20% and 

22% less error.  
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5.2. Further work 
 

Improving the models: 

For improvement of the machine learning models used in this thesis, more rigorous testing 

can be done.  

 

For all the machine learning models: 

Testing with more varying numbers of previous time-steps (input data) than already used in 

this thesis, to see if that affects the results of the models and testing with lower intervals for 

the parameters tested to fine tune the models even more.   

 

Neural network models: 

Testing additional number of hidden layers, and with different combinations of nodes in each.  

 

k-NN: 

Add weight values based on Euclidean distance when calculating the prediction based on the 

neighbors. Neighbors closer, in distance, will have higher impact on the prediction result than 

those farther away. 

Add weight to the different type of input features, when calculating the distance to neighbors. 

For example, giving neighbors with more similar wind speed or power production higher 

priority than those that have more similar wind direction.  

 

SVR: 

Optimizing for each of the eight time-steps individually. Having potential different parameter 

values for each of the eight SVRs trained to predict the different time-steps. 
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Appendix 

5.3. Technical implementation  
 

All the models in this work were programmed in Python3. 

 

Persistence model 
 

 

def persistence_test(test_input, test_output): 

    deviation_list = [] 

    deviation_output = [] 

    len_input = len(test_input[0]) 

    len_output = len(test_output[0]) 

    for i in range(len_output): 

        deviation_list.append([]) 

 

    for i in range(len(test_input)): 

        expected_value = test_input[i][len_input-1] 

        for j in range(len_output): 

            deviation_list[j].append(numpy.square(expected_value - 

test_output[i][j])) 

    for i in range(len(deviation_list)): 

        deviation_output.append(numpy.mean(deviation_list[i])) 

 

    return deviation_output 
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Linear regression 
  

from sklearn import linear_model 

import numpy as np 

from time_series import practical_operations as po 

from pandas import read_csv 

from sklearn.metrics import mean_squared_error 

 

#Number of previous time steps 

n_lag = 5 

 

#Number of future time steps 

n_seq = 8 

 

n_test = 10 

nr_para = 3 

 

series = read_csv('Bessakerfjellet.csv', header=0, index_col=0, 

squeeze=True, usecols=[0, 1, 2, 3]) 

scaled_series = po.self_scale_multiple(series) 

 

supervised = po.series_to_supervised(scaled_series, n_lag, n_seq, 

index=nr_para - 1).values 

train, test = po.prepare_data2(supervised, n_test) 

 

 

X, y = train[:, 0:n_lag*nr_para], train[:, n_lag*nr_para:] 

y2 = np.transpose(np.array(y)) 

 

X_test, y_test = test[:, 0:n_lag*nr_para], test[:, n_lag*nr_para:] 

 

 

predictions = [] 

#Creating one linear regression model for each of the eight time steps 

for i in range(n_seq): 

    lm = linear_model.LinearRegression() 

    model = lm.fit(X, y2[i]) 

    prediction = model.predict(X_test) 

    predictions.append(prediction) 

 

 

pred2 = np.array(predictions).transpose() 

result = mean_squared_error(y_test, pred2, multioutput='raw_values') 

result = np.append(result, np.mean(result)) 

result = np.round(result, 4) 
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k-NN 
 

 

from sklearn import neighbors 

import numpy as np 

from time_series import practical_operations as po 

from pandas import read_csv 

from sklearn.metrics import mean_squared_error 

 

 

n_lag = 10 

n_seq = 8 

n_test = 10 

nr_para = 3 

 

series = read_csv('Smola.csv', header=0, index_col=0, squeeze=True, 

usecols=[0, 1, 2, 3]) 

scaled_series = po.self_scale_multiple(series) 

 

supervised = po.series_to_supervised(scaled_series, n_lag, n_seq, 

index=nr_para - 1).values 

train, test = po.prepare_data2(supervised, n_test) 

 

 

X, y = train[:, 0:n_lag*nr_para], train[:, n_lag*nr_para:] 

y2 = np.transpose(np.array(y)) 

X_test, y_test = test[:, 0:n_lag*nr_para], test[:, n_lag*nr_para:] 

 

#Different values of k 

n_list = [1, 5, 20, 50, 100, 200, 300] 

for n in n_list: 

    knn = neighbors.KNeighborsRegressor(n) 

    y_= knn.fit(X, y).predict(X_test) 

    result = mean_squared_error(y_, y_test, multioutput='raw_values') 

    result2 = np.append(result, np.mean(result)) 

    result2 = np.round(result2, 4) 
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Support vector regression 
 

from sklearn.svm import SVR 

from sklearn.metrics import mean_squared_error 

from pandas import read_csv 

import numpy as np 

from time_series import practical_operations as po 

import csv 

 

 

def fit_svr(input_values, output_values, c, e): 

    svr_rbf = SVR(kernel= 'rbf', C=c, epsilon=e) 

    svr_rbf.fit(input_values, output_values) 

    return svr_rbf 

 

 

def test_svr(model, test_inp): 

    test_result = model.predict(test_inp) 

    return test_result 

 

n_lag = 8 

n_seq = 8 

n_test = 10 

nr_para = 3 

 

series = read_csv('Smola.csv', header=0, index_col=0, squeeze=True, 

usecols=[0, 1, 2, 3]) 

scaled_series = po.self_scale_multiple(series) 

 

supervised = po.series_to_supervised(scaled_series, n_lag, n_seq, 

index=nr_para - 1).values 

train, test = po.prepare_data2(supervised, n_test) 

 

sub_train = train[::5] 

X, y = sub_train[:, 0:n_lag*nr_para], sub_train[:, n_lag*nr_para:] 

y2 = np.transpose(np.array(y)) 

 

X_test, y_test = test[:, 0:n_lag*nr_para], test[:, n_lag*nr_para:] 

 

#The parameters 

c_list = [0.1, 10, 100, 1000] 

e_list = [0.1, 0.01] 

 

for c in c_list: 

    for e in e_list: 

        predictions = [] 

        #Fitting eight SVRs to the eight time steps. 

        for i in range(n_seq): 

            print("i: {}".format(i + 1)) 

            model = fit_svr(X, y2[i], c, e) 

            prediction = test_svr(model, X_test) 

            predictions.append(prediction) 

 

        pred2 = np.array(predictions).transpose() 

        result = mean_squared_error(y_test, pred2, 

multioutput='raw_values') 
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Multilayer perceptron 
 

import tensorflow as tf 

import numpy as np 

 

from time_series import practical_operations as po 

from pandas import read_csv 

import csv 

 

class Neural_Net_Wind: 

    def __init__(self, nr_inp, nr_nodes, nr_para): 

        self.n_nodes_input = nr_inp*nr_para 

        self.x = tf.placeholder('float', [None, nr_inp*nr_para]) 

        self.y = tf.placeholder('float', [None, self.n_nodes_output]) 

        self.n_nodes_hl1 = nr_nodes 

        self.n_nodes_hl2 = nr_nodes 

        self.n_nodes_hl3 = nr_nodes 

 

        y = tf.placeholder('float', [None, self.n_nodes_output]) 

 

    n_nodes_output = 8 

    learning_rate = 0.01 

    hm_epochs = 300 

 

    #Setting up the layers, nodes, weights and biases 

    def neural_network_model(self, data): 

 

        hidden_1_layer = {'weights': 

tf.Variable(tf.random_normal([self.n_nodes_input, self.n_nodes_hl1], 0, 

0.1)), 

                          'biases': 

tf.Variable(tf.random_normal([self.n_nodes_hl1], 0, 0.1))} 

 

        hidden_2_layer = {'weights': 

tf.Variable(tf.random_normal([self.n_nodes_hl1, self.n_nodes_hl2], 0, 

0.1)), 

                          'biases': 

tf.Variable(tf.random_normal([self.n_nodes_hl2], 0, 0.1))} 

 

        hidden_3_layer = {'weights': 

tf.Variable(tf.random_normal([self.n_nodes_hl2, self.n_nodes_hl2], 0, 

0.1)), 

                          'biases': 

tf.Variable(tf.random_normal([self.n_nodes_hl2], 0, 0.1))} 

 

 

        output_layer = {'weights': 

tf.Variable(tf.random_normal([self.n_nodes_hl1, self.n_nodes_output], 0, 

0.1)), 

                          'biases': 

tf.Variable(tf.random_normal([self.n_nodes_output], 0, 0.1))} 
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    l1 = tf.add(tf.matmul(data, hidden_1_layer['weights']), 

hidden_1_layer['biases']) 

    l1 = tf.nn.relu(l1) 

 

    l2 = tf.add(tf.matmul(l1, hidden_2_layer['weights']), 

hidden_2_layer['biases']) 

    l2 = tf.nn.relu(l2) 

 

    l3 = tf.add(tf.matmul(l2, hidden_3_layer['weights']), 

hidden_3_layer['biases']) 

    l3 = tf.nn.relu(l3) 

 

    output = tf.matmul(l3, output_layer['weights']) + 

output_layer['biases'] 

    return output 

 

 

def train_neural_network(self, x, X_t, y_t, X_test, y_test): 

    prediction = self.neural_network_model(x) 

    #Setting up a cost function 

    cost = tf.reduce_mean(tf.squared_difference(prediction, self.y)) 

    #Setting optimizer 

    optimizer = 

tf.train.AdamOptimizer(learning_rate=self.learning_rate).minimize(cost) 

 

 

    #Cycles feed forward + backprop 

    with tf.Session() as sess: 

        sess.run(tf.global_variables_initializer()) 

 

        for epoch in range (self.hm_epochs): 

            epoch_loss = 0 

            _,c = sess.run([optimizer, cost], feed_dict={x: X_t, self.y: 

y_t}) 

            epoch_loss += c 

 

        correct = tf.reduce_mean(tf.squared_difference(prediction, self.y), 

0) 

        result = correct.eval({x: X_test, self.y: y_test}) 

        result = np.append(result, np.mean(result)) 

        result = np.around(result, 4) 

    return result 
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def main(): 

    nr_para = 3 

    node_list = [30, 50, 70] 

    nr_inp_list = [5, 7, 10] 

    n_test = 10 

    series = read_csv('Smola.csv', header=0, index_col=0, squeeze=True, 

usecols=[0, 1, 2, 3]) 

    scaled_series = po.self_scale_multiple(series) 

    for n_lag in nr_inp_list: 

        #Creating the supervised data 

        supervised = po.series_to_supervised(scaled_series, n_lag, 8, 

index=nr_para - 1).values 

        #Splitting into train and test 

        train, test = po.prepare_data2(supervised, n_test) 

        X_t, y_t = train[:, 0:n_lag * nr_para], train[:, n_lag * nr_para:] 

        X_test, y_test = test[:, 0:n_lag * nr_para], test[:, n_lag * 

nr_para:] 

        x = tf.placeholder('float', [None, n_lag * nr_para]) 

 

        for node in node_list: 

            nn = Neural_Net_Wind(n_lag, node, nr_para) 

            result = nn.train_neural_network(x, X_t, y_t, X_test, y_test) 

            print(' Mean Squared Deviation: {}   {}   {}'.format(result, 

node, n_lag)) 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



101 
 

Long short term memory neural 
network  

 

 

from pandas import read_csv 

from sklearn.metrics import mean_squared_error 

from keras.models import Sequential 

from keras.layers import Dense 

from keras.layers import LSTM 

from numpy import mean 

import numpy as np 

import csv 

from time_series import practical_operations as po 

 

 

import os 

os.environ['TF_CPP_MIN_LOG_LEVEL']='2' 

 

# fit an LSTM network to training data 

def fit_lstm(train, n_lag, n_batch, nb_epoch, n_neurons, total_batch): 

    # reshape training into [samples, timesteps, features] 

    X, y = train[:, 0:n_lag], train[:, n_lag:] 

    X = X.reshape(X.shape[0], 1, X.shape[1]) 

 

    # design network 

    model = Sequential() 

    model.add(LSTM(n_neurons, batch_input_shape=(n_batch, X.shape[1], 

X.shape[2]), stateful=True)) 

    model.add(Dense(y.shape[1])) 

    model.compile(loss='mean_squared_error', optimizer='adam') 

    # fit network 

    model.fit(X, y, epochs=nb_epoch, batch_size=n_batch, verbose=0, 

shuffle=False) 

 

    return model 

 

 

# make one forecast with an LSTM, 

def forecast_lstm(model, X, n_batch): 

    # reshape input pattern to [samples, timesteps, features] 

    X = X.reshape(1, 1, len(X)) 

    # make forecast 

    forecast = model.predict(X, batch_size=n_batch) 

    # convert to array 

    return [x for x in forecast[0, :]] 
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# evaluate the persistence model 

def make_forecasts(model, n_batch, test, n_lag): 

    forecasts = list() 

    for i in range(len(test)): 

        X = test[i, 0:n_lag] 

        # make forecast 

 

        forecast = forecast_lstm(model, X, n_batch) 

        # store the forecast 

        forecasts.append(forecast) 

    return forecasts 

 

 

# evaluate the RMSE for each forecast time step 

def evaluate_forecasts(test, forecasts, n_seq): 

    arr = [] 

    for i in range(n_seq): 

        actual = [row[i] for row in test] 

        predicted = [forecast[i] for forecast in forecasts] 

        mse = mean_squared_error(actual, predicted) 

        print('t+%d MSE: %f' % ((i+1), mse)) 

        arr.append(mse) 

    arr.append(mean(arr)) 

    arr = np.around(arr, 4) 

    return arr 
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n_seq = 8 

n_test = 10 

n_epochs = 10 

nr_para = 3 

 

 

# load dataset 

series = read_csv('Bessakerfjellet.csv', header=0, index_col=0, 

squeeze=True, usecols=[0, 1, 2, 3]) 

 

scaled_series = po.self_scale_multiple(series) 

 

n_lag_list = [8] 

n_neurons_list = [50] 

 

for n_lag in n_lag_list: 

    supervised = po.series_to_supervised(scaled_series, n_lag, n_seq, 

index=nr_para - 1).values 

    train, test = po.prepare_data2(supervised, n_test) 

    for n_neurons in n_neurons_list: 

        # fit model 

        batch_size = 1 

        total_batch = len(train) 

        model = fit_lstm(train, n_lag * nr_para, batch_size, n_epochs, 

n_neurons, total_batch) 

        # make forecasts 

        forecasts = make_forecasts(model, batch_size, test, n_lag * 

nr_para) 

        actual = [row[n_lag * nr_para:] for row in test] 

        # evaluate forecasts 

        values = evaluate_forecasts(actual, forecasts, n_seq) 

        print(values) 
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Help functions  
 

from sklearn.metrics import mean_squared_error 

from pandas import DataFrame 

from pandas import concat 

from numpy import mean 

import numpy.random as random 

import numpy as np 

 

 

def series_to_supervised(data, n_in=1, n_out=1, dropnan=True, index=-1): 

    n_vars = 1 if type(data) is list else data.shape[1] 

    df = DataFrame(data) 

    cols, names = list(), list() 

    # input sequence (t-n, ... t-1) 

    for i in range(n_in, 0, -1): 

        cols.append(df.shift(i)) 

 

    # forecast sequence (t, t+1, ... t+n) 

    if index != -1: 

        for i in range(0, n_out): 

            cols.append(df[index].shift(-i)) 

    else: 

        for i in range(0, n_out): 

            cols.append(df.shift(-i)) 

 

    # put it all together 

    agg = concat(cols, axis=1) 

 

    # drop rows with NaN values 

    if dropnan: 

        agg.dropna(inplace=True) 

    return agg 

 

 

def self_scale(raw_values): 

    print(max(raw_values)) 

    scaled = raw_values/max(raw_values) 

    return scaled 

 

 

def self_scale_multiple(raw_values_list): 

    shape = raw_values_list.shape 

 

    temp_list = list() 

    if len(shape)==1: 

        scaled = raw_values_list / max(raw_values_list) 

        temp_list.append(scaled) 

    else: 

        temp_values = np.transpose(np.array(raw_values_list)) 

        for temp in temp_values: 

            scaled = temp / max(temp) 

            temp_list.append(scaled) 

    return_value = np.transpose(np.array(temp_list)) 

    return return_value 
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def prepare_data(series, n_test, n_lag, n_seq): 

    # extract raw values 

    raw_values = series.values 

 

    # transform data to be stationary 

    diff_values = raw_values.reshape(len(raw_values), 1) 

 

    #Scale values between 0 and 1 

    scaled_values = self_scale(diff_values) 

    scaled_values = scaled_values.reshape(len(scaled_values), 1) 

    # transform into supervised learning problem X, y 

    supervised = series_to_supervised(scaled_values, n_lag, n_seq) 

    supervised_values = supervised.values 

    random.shuffle(supervised_values) 

 

    len_sup = len(scaled_values) 

    test = int(len_sup/n_test) 

    # split into train and test sets 

    train, test = supervised_values[0:-test], supervised_values[-test:] 

    return train, test 

 

 

def prepare_data2(series, n_test): 

    # extract raw values 

 

    # transform into supervised learning problem X, y 

    supervised_values = series 

    random.shuffle(supervised_values) 

    test = int(len(supervised_values)/n_test) 

    # split into train and test sets 

    train, test = supervised_values[0:-test], supervised_values[-test:] 

    return train, test 

 

 

def evaluate_forecasts(test, forecasts, n_lag, n_seq): 

    arr = [] 

    for i in range(n_seq): 

        actual = [row[i] for row in test] 

        predicted = [forecast[i] for forecast in forecasts] 

        mse = mean_squared_error(actual, predicted) 

        print('t+%d MSE: %f' % ((i+1), mse)) 

        arr.append(mse) 

    result = mean_squared_error(test, forecasts, multioutput='raw_values') 

    print(result) 

    arr.append(mean(arr)) 

    return arr 
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