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Abstract
Cancer is a devastating disease, for which improvements in both diagnostics and
treatment are highly needed. Cancer cells always have genetic changes, and there is
much focus on defining non-random mutations that can be exploited to better
understand and treat cancer. Over the past few years, fusion genes have shown to be
powerful diagnostic and therapeutic targets, due to their key roles in the progression
and development of cancer, while also being highly cancer-specific. The underlying
mechanics of these genomic events are often explored at either only the DNA-level or
the RNA-level, but research combining the two is scarce.
With the current advancements in biotechnology, such as high-throughput sequencing
technology, more personalized medicine approaches have been enabled for certain
subsets of cancers. Here, the treatment is based on the underlying genomic events
specific to each patient. The computational tools needed to enable such a personalized
approach to medicine, however, are still a bit immature.
In this thesis we have explored the possibility that mutations occurring at DNA-level
might coincide and even be the cause of particular gene fusions at the RNA-level, and
have created methods of analysis, integrating both DNA and RNA sequencing data.
The software presented, with the working name BUMPKIN-fm, has been run with
multiple datasets, and several candidates for further research have been identified.
Among these, the fusion STAT3:ETV4 in a prostate cancer patient who also had a
mutation within 30 base pairs of the gene breakpoint, stands out in particular, being a
known driver event in the development and progression of cancer.
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Abbreviations and explanations1
A (Nucleotide): Adenine
API: Application Programming Interface
BUMPKIN: The software presented. Bioinformatic Utility Multiprocessing Package For
Integrative Analysis
BRCA: Breast Invasive Carcinoma
C (Nucleotide): Cytosine
C (Programming Language): The C programming language
cDNA: Complementary DNA
CGC: Cancer Gene Census
Chimeraviz: R visualization package
COAD: Colon Adenocarcinoma
CPU: Central Processing Unit
CRC: Colorectal Cancer
DNA: Deoxyribonucleic Acid
DRE: Digital Rectal Exam
Event: (in this thesis) Refers to co-occurrence of a somatic mutation and fusion
transcript.

1

Gene symbols are not defined here, but are as defined by Human Genome Nomenclature Committee,
www.genenames.org

IX

FSE: Fusion_SNV_Event, a class representing co-occurrences of fusions and
mutations.
G (Nucleotide): Guanine
GIL: Global Interpreter Lock
GUI: Graphical User Interface
Grch38: Genome Reference Consortium Human Build 38
HTS: High-Throughput Sequencing
IGV: Integrative Genomics Viewer
LUAD: Lung Adenocarcinoma
mRNA: Messenger RNA
MPI: Message Passing Interface
NCBI: National Center for Biotechnology Information
NumPy: Python library for numerical computation
Pandas: Python data analysis library
PRAD: Prostate Adenocarcinoma
Pre-mRNA: Precursor Messenger RNA
PSA: Prostate-Specific Antigen
RAM: Random Access Memory
RNA-Seq: RNA-Sequencing
RNA: Ribonucleic Acid
X

rRNA: Ribosomal RNA
R: The R Programming Language
RMPI: R Interface To MPI
SNV: Single Nucleotide Variant
SLURM: Simple Linux Utility for Resource Management
SWIG: Simplified Wrapper and Interface Generator (Programming Tool)
TCGA: The Cancer Genome Atlas
tRNA: Transport RNA
TSV: Tab-Separated Values
U (Nucleotide): Uracil
UV: Ultra Violet
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Preface

1 Preface
The tale of bioinformatics begins with the tale of modern biology, which started out almost two
centuries ago when Gregor Mendel conducted his experiments on crossing different pea plants
to examine inheritance. Gregor made the discovery that some traits seemed of a dominant and
some of a recessive nature, and that the nature of these traits would determine which would be
inherited to the next generation of plants.
Theodor Boveri, a German biologist mainly studying sea urchins, took Mendel’s work on
heredity further. By identifying chromosomes, genes and by later postulating the cause of
malignancies to be that of genomic instability causing an uncontrolled growth of the cells [1],
he laid the foundation for much of modern cancer research.
On the computational side, Alan Turing first described the fundamental principles of the
modern computer back in 1938 [2]. His work was detrimental to the outcome of the Second
World War, but also launched us into a new era. Add another 30 or so years of technological
advances and the microprocessor is born.
With the computing power we now harness, we’ve made advancements from Mendel’s
experiments on pea plants to having made it possible to sequence the entirety of the human
genome with increasing efficiency and reduced cost. Even though we lack a proper, clear-cut
definition, it is clear that bioinformatics is a melting pot of statistics, computer science,
molecular biology and related fields of study.
Regarding this masters’ project, it is most definitely within the bioinformatic field of study,
more specifically genomics – an interdisciplinary science mainly focused on the study of
genomes. Even more specifically, cancer genomics – studying the effects of minor alterations
to the nucleotides in the genes and the consequences of these alterations.
Major advanced has been made in a rather brief period of time, but the road ahead is still long.
As life expectancies increase, cancer remains and is increasingly so becoming one of the major
obstacles the human race needs to overcome. The work done in this thesis will hopefully
provide an, albeit minor, push in the right direction.
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2 Introduction
2.1

Biology
Cancer

Briefly explained, cancer is a disease where the patient’s own cells have started to grow out of
control, with the potential to spread to and invade other organs or tissues. However, when
exploring the known underlying causes of this malignancy, it becomes obvious that it is a quite
complex disease.
A change made at a particular unfortunate position of our DNA might initialize a cascade of
modifications involving numerous biological components. A chain of proteins responsible for
passing on information related to some bodily function for instance, may seize to function if
only one the involved proteins malfunction. These changes, referred to as mutations, may occur
at various levels, spanning from minor base substitutions, deletions or insertions (indels) to
larger structural rearrangements such as chromosomal breaks and translocations, or copy
numbers changes of parts or even whole chromosomes.
Mutations
Even though mutations might cause neoplastic disease, they are thought to be an integral part
of our evolution. An example of this can be observed in mice, which seem to have developed
two insulin genes as a result of external environmental factors granting a positive selection
pressure to certain nucleotide polymorphisms [3]. There is also a third outcome of these genetic
alterations – nothing changes. In the case of a synonymous mutation a nucleotide might be
altered without changing the resulting amino acid product. This is explained by the fact that
there are 64 different combinations of triplets of nucleotides, named codons, that only code for
a total of 20 amino acids and we therefore have a rounded average of 3 different codons for
each amino acid.
Mutations usually occur with a more or less random distribution throughout the genome. There
are outside factors however, coined mutagens, that may promote the number of mutations and
therefore increasing the risk of cancer, such as UV-light, radiation or cigarette smoke.
Our bodies are regulated by several complex mechanisms to ensure normal bodily function.
Some mechanisms ensure that the DNA sequence is proof read during the cell cycle, others
regulate the promotion of proliferative or apoptotic signaling. If one of these “gatekeepers” of
these key mechanisms were to be mutated and seize to function properly, grave consequences
would ensue. Damaged cells that otherwise should have been repaired or even destroyed may
instead go on to divide and cells might start dividing without given the signals to do so.
Mutations falling within the subset of genes controlling these key operations are referred to as
“driver mutations” [4], as an alteration to the function of these genes will further accelerate
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the acquisition of proliferative advantages these cells have over their neighboring, healthy
counterparts and thus promote tumorigenesis.
Hallmarks of Cancer
Although the term cancer covers more than 200 different diseases [5] with a high degree of
heterogeneity, there are some abilities, features and underlying mechanisms that most
malignant neoplasia acquire and have in common [6], [7]. These hallmarks provide a good
understanding of the core principles that grant a growth advantage over normal cells while also
giving additional insight into some of the intricate cellular mechanisms of the human body. The
following section will try to give a quick overview.
Sustaining proliferative signaling
By managing the production of growth factors, overexpressing growth factor receptors
or due to the activation of some ligand along a signaling pathway, cancer cells are able
to proliferate freely. Recent studies also showcase the cancerous cells’ ability to disrupt
negative feedback loops that normally would work as a safety mechanism to lower a
hyperactivated mitogenic signaling pathway.
Evading growth suppressors
During growth, cells must bypass several checkpoints before they are able to replicate.
The guards of these checkpoints will halt the process and put the cell into arrest if any
damage is detected. These tumor suppressor genes can promote repair of the DNA in
the cell or depending on the amount of stress the cell has been exposed to, they may
even promote apoptosis to ensure that the faulty DNA doesn’t get replicated.
Enabling replicative immortality
Under normal circumstances, cells have a finite ability to replicate. During replication,
the end of the chromosome is shortened. To prevent damage to the DNA, the ends of
the chromosomes contain telomeres, a repetitive, disposable sequence of nucleotides
that prevent the chromosomes from deteriorating or fusing with one another. The length
of the telomeres are gradually shortened each time the chromosome is replicated, until
eventually the cell will be put into replicative senescence or apoptosis (p53, as
mentioned earlier, is responsible for this).
In cancerous cells, however, an enzyme known as telomerase that is able to maintain
the length of the telomeres, is overexpressed, granting replicative immortality.
Activating invasion and metastasis
One of the traits, if not the trait, that makes cancer so dangerous – is its ability to spread
to other organs or tissues in the body, typically the bone, liver and lungs. By degradation
of the extracellular matrix and breakdown of cell to cell adhesion, cancerous cells are
able to invade local tissue, transition through the blood or lymphatic system and
colonize foreign tissue.
4
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Inducing angiogenesis
To be able to sustain the neoplasia, it is critical for the tumor to be able to receive
nutrients and oxygen. By overexpressing pro-angiogenic growth factors, such as VEGF
and FGF, tumors are able to form new blood vessels to further expand and continue
growth.
Resisting cell death
Apoptosis, or cell death, is a tightly regulated process and one of our body’s safety
mechanisms. If irreparable damage is detected in a cell’s DNA for instance, the cell will
self-destruct for the greater good of the organism. Tumor cells must circumvent this in
order to proliferate. By disrupting the balance of pro- and anti-apoptotic factors, tumors
become less sensitive to the apoptotic signals. Another strategy that tumors usually
evolve to circumvent this issue is the loss of the tumor suppressing functions of the
aforementioned “guardian of the genome”, TP53, which functions as a sensor for critical
cell damage.
Deregulating cellular energetics
Normally, cells with sufficient access to oxygen, convert glucose into pyruvate and then
to ATP. Cancerous cells however, regardless of the amount of oxygen available, convert
pyruvate into lactate (Warburg effect). This is a less effective process in terms of
producing ATP, but it also facilitates, through various pathways, increased cell
proliferation. This may be achieved by upregulating glucose transponders such as
GLUT1.
Avoiding immune destruction
The immune systems constant surveillance is an essential safety mechanism for
preventing neoplasia in our bodies. The vast majority of cancerous cells are eliminated
before they form tumors. Some however, are not susceptible to destruction and evade
the immune systems defense mechanisms, allowing the cells to further divide and grow.
Genome instability and mutation
The instability of the genome essentially enables the acquisition of the previously
mentioned hallmarks. The accumulation of mutations in genes along the pathways of
the cell’s DNA repair mechanisms, like BRCA1 and BRCA2 and the previously
mentioned TP53 and RB1 genes, or alterations to “caretaker” genes responsible for
repairing or detecting damaged DNA which in turn further promotes the rate of
mutations, is the underlying enabling hallmark of cancer.
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Tumor-promoting inflammation
Inflammation is the body’s attempt to heal an injury or defend against foreign bodies.
Due to innate and adaptive immune system cells in the tumor microenvironment, tumors
are able to mimic inflammatory conditions and thus aiding the neoplasia by supplying
the microenvironment with growth factors, survival factors, pro-angiogenic factors,
enzymes modifying the ECM that promote other hallmark capabilities such as
angiogenesis, invasion and metastasis, along with other chemicals that may increase the
number of mutations that further accelerate the neoplasia.
Prostate cancer
Prostate cancer is the most common form of cancer among men in the western world [8]. In
2016, 5118 new cases of this form of cancer were diagnosed in Norway [9], attributing to close
to 1/3 of the total number of new occurrences of cancer among men. In recent decades, the
number of people diagnosed with this form of cancer has skyrocketed. This recent increase in
the number of occurrences can to some degree be attributed to the commonplace use of a blood
test for the biomarker called prostate-specific antigen (PSA; more on this in the following
section).
Prostate cancer does primarily occur in older men (50+), but with an increased susceptibility if
the patient has a genetic predisposition. In particular, if the patient has close relatives with a
mutated BRCA2 gene, there is an increased risk for the individual to develop this form of cancer
if the mutated allele is inherited.
Although the majority of prostate cancer patients survive their disease, it is a lack of relevant
biomarkers to distinguish who would need a very aggressive treatment from those who will do
well, and even better, with less or no treatment. However, since prostate cancer is responsible
for every fifth cancer death among Norwegian men, which amounts to more than 1000 per year
[9], more research is needed on this disease. Prostate cancer is also one of the main types of
cancer studied by other members of the research group and due to the expertise available on
this type in particular, analyzing data derived from patients diagnosed with prostate cancer will
be one of the main focus during this thesis.
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DNA
Deoxyribonucleic acid, DNA, is the blueprint of life, found in all living organisms and many
viruses. DNA is composed of two strands of polynucleotides coiled around each other to form
a structure like that of a twisted ladder, known as a double helix.
The nucleotides, the chemical bases that of which DNA consists of, are named cytosine (C),
guanine (G), adenine (A) and thymine (T). These are in turn linked together by covalent bonds
between one nucleotides sugar and the phosphate of the next, resulting in what is known as a
sugar-phosphate backbone. To form the steps in our twisted ladder, the two strands of
nucleotides form hydrogen bonds between its bases per the base pairing rules: adenine bonds
with thymine and cytosine with guanine (A – T, C – G).
These two strands, or sequences, are complimentary to each other and run in opposite
directions. The strands are often referred to as either “leading” (moving in the 3’ -> 5’ direction)
or “lagging” (5’ -> 3’) as directionality of the strands plays important roles in biological
processes such as DNA replication, where the leading strand is replicated continuously while
the lagging strand is replicated in fragments. This is due to the fact that the enzyme responsible
for replication, DNA polymerase, is only able to perform its work in the 5’ -> 3’ direction. In
other instances, the two strands are denoted the ‘+’ and ‘-‘ strand.
RNA
Ribonucleic acid, or RNA, shares a lot of chemical similarities with DNA. However, the
nitrogenous base thymine (T) is replaced by Uracil (U), and instead of deoxyribose we have
ribose. RNA is usually single stranded but can create internal base pairs to form more complex
secondary and tertiary structures.
RNA is made using DNA as a template by a process called transcription, and primarily by an
enzyme known as RNA polymerase. A large multi-protein transcription complex will go over
the twisted ladder that is DNA, unzipping it, and the RNA polymerase makes a complementary
RNA strand from the DNA template strand. The RNA sequence becomes identical to the
complementary DNA strand, but all occurrences of thymine are replaced by uracil. Finally, the
transcription complex zips the DNA back together.
RNA is found in several forms, and by folding onto itself and creating internal base pairs, RNA
can form complex structures to perform different tasks. Three important forms are messenger
RNA (mRNA), ribosomal RNA (rRNA) and transfer RNA (tRNA). In short, mRNA is
“processed” RNA that codes for a protein. The mRNA is transported out of the cell’s nucleus
to the cytoplasm where ribosomes will bind to it and assemble amino acids.
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Genes
A gene is the functional unit of heredity. It is a sequence within the genome (the entirety of
DNA within an organism) that gives rise to a discrete product (protein / RNA). In diploid
organisms, such as humans, each individual inherits one copy of its parent’s chromosomes.
Each gene, in turn, resides at a particular position, or locus, on the chromosome. In total,
humans have two sets of 23 chromosomes, totaling over 3 billion base pairs. The human
genome is estimated to contain around 20000 genes, but due to alternative splicing, a gene may
code for several proteins.
In higher eukaryotes, like humans, genes contain both coding and non-coding regions, known
as exons and introns. Exons are the expressed parts of the genes that give rise to the mRNA
molecules, and much of which code for proteins, while introns are the intervening sequences.
Before mRNA is used as a template and translated into proteins, a cellular machinery called the
“spliceosome” or “splicing machinery” cuts out the non-coding section or introns and splices
together the flanking exon sequences. This is performed in a process known as pre-mRNA
splicing where the coding sections, exons, are “glued” together to form the finalized mRNA,
while the introns are removed. As previously mentioned, a gene may code for several proteins
due to the process known as alternative splicing. In this process, some exons might be cut out
and some introns might be retained in such a way that we end up with a large variety of different
combinations of the gene.

Figure 2.1.1 constitutive splicing. Introns are cut out and the exons are joined together. Left
figure displays pre-mRNA with exons displayed as boxes and introns as solid lines. Right figure
displays the spliced mRNA transcript.

Figure 2.1.2 “cassette exon”. Orange (middle) exon may be excluded along with the introns
from the finished mRNA transcript.
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Figure 2.1.3 alternative 5’ donor site. Last part (orange) of an exon may be excluded along
with the introns from the finished mRNA transcript.

Figure 2.1.4 alternative 3’ acceptor site. The first part (orange) of an exon may be excluded
along with the introns from the finished mRNA transcript.

Figure 2.1.5 intron retention. Intronic regions may be included in the finished mRNA transcript
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Figure 2.1.6 mutually exclusive exons. Only one of the exons will be included in the finished
mRNA transcript.

Figure 2.1.7 alternative promoters. Different first exons. The reversed situation of alternate
terminators is also possible (not depicted).

This can further be complicated by what is known as trans-splicing, where exons from two
different pre-mRNA transcripts are spliced together to form a single fusion transcript.

Figure 2.1.8 trans-splicing. Exons from two different pre-mRNA transcripts are joined together.
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2.1.7.1 Proto-oncogenes
Proto-oncogenes normally help cells grow. However, if the proto-oncogene mutates, causing
the gene to be overexpressed and cause cell growth to go out of control, it is referred to as an
oncogene. The proto-oncogenes can be thought of as an accelerator pedal. Oncogenes can be
thought of as the same pedal but stuck to the floor.
Worth mentioning in this context is the RAS family of genes. The gene family was among the
first genes discovered to have a direct correlation to regulation of cell proliferation and its
protein products found to be constitutively activated due to mutations in the coding sequences
of the gene [10].
2.1.7.2 Tumor suppressor genes
To avoid mayhem, every car with an accelerator pedal needs a solid pair of brakes as well. This
is the role of tumor suppressor genes. They either slow down cell division, repair damaged
DNA or promote apoptosis (“programmed cell death”). Unlike oncogenes, tumor suppressor
genes generally follow the “two-hit”, or Knudson hypothesis: Both alleles that code for a
protein must be affected before an effect is manifested [11]. With one faulty and one functional
allele, the functional tumor suppressor protein in question is still produced.
The prime example of a commonly mutated tumor suppressor gene in cancer cells is TP53, the
most commonly mutated gene in human cancer [12] which commonly is referred to as “the
guardian of the genome” due to its role in pathways responsible for halting, promoting repair
and the destruction of damaged cells [13].
An oncogene may cause cancer due to the activation (gain-of-function) of proto-oncogenes,
while a tumor suppressor gene may cause cancer due to inactivation (loss-of-function).
2.1.7.3 Gene Fusions
Due to the underlying genomic instability, a peculiarity of neoplasia is that of the formation of
fusion genes. Genetic events like breaks or translocations might cause a new hybrid gene to be
created from two genes usually found at separate locations in the genome. Fusion events might
also arise without the assistance of chromosomal rearrangements, as is seen in genes such as
SLC45A3:ELK4, where two adjacent genes are combined [14].
This chimeric fusion transcript might code for a new protein, with functions the differ from
those encoded by the genes it originated from [15]. New fusion transcripts might also cause the
over expression of genes by combining a strong promoter region found in one gene with the
coding section of another, as is the case for the ERG gene, which in prostate cancer is often
found to be fused to other genes like that of TMPRSS2. The fusion of TMPRSS2:ERG results
in an overexpression of the ERG gene, turning it from a proto-oncogene to an oncogene [16].
Fusion genes were previously thought to be nothing more than an rare artefact occurring in
certain cancers but, some of these fusions are found to be highly recurrent, even across different
types of cancer, and are therefore of particular interest as they may be used for prognosis or
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monitoring of the disease progression, while also prove to be valuable therapeutic targets [14]–
[16].
Biomarkers
An important field of study within the jungle of cancer research, is that of the development, or
rather discovery, of biomarkers – biological molecules found in bodily fluids, blood or tissues
that may answer specific clinical questions like that of disease disposition, detection, diagnosis,
prognosis as well as work as a measure to monitor or predict the body’s response to a specific
therapy [20], [21].
Around 30 years ago, PSA was introduced as a biomarker. PSA is a protein secreted from the
prostate gland and is still the most commonly used biomarker to indicate prostate cancer.
Elevated levels of PSA in blood indicate abnormalities in the prostate, although they may not
necessarily be cancer, and thus needs to be utilized in combination with other screening
methods, like a digital rectal exam (DRE), and eventually tissue biopsies which are evaluated
by microscopy by a uro-pathologist to verify the diagnosis.
After the PSA biomarker was introduced, preemptive treatments of prostate cancer skyrocketed
[22], [23]. Due to the nature of most prostate cancers developing very slowly and are unlikely
to cause any harm, accompanied by the fact that the average age of the patients diagnosed being
high, one could argue that patients were over-diagnosed and would probably have had an
improved quality of life without the treatment [22], [24].
Moving forward after the introduction and utilization of PSA, it has become clear that the next
generation biomarkers need to have a higher specificity while also offering high positive and
negative predictive values. It is also important that we do not forget that the patient’s quality of
life is paramount, and a good biomarker should therefore preferably not be perceived as
invasive to the patient or have any risks of unwanted side effects. Biomarkers derived from
plasma or urine would for instance be preferred over tissue biopsies.
Genes like PCA3 along with fusions transcripts such as TMPRSS2:ERG have shown to add to
PSA in this matter [25], [26] and has along with the utilization of high throughput sequencing
methodologies certainly broadened the field of search for novel biomarkers [27], [28].
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2.2

Bioinformatics
How it’s made: Annotated datasets

In the present thesis, results files from paired DNA and RNA-sequencing analyses from the
same cancer samples have been used as input to the analyses. That is, somatic point mutations
from the DNA and expression of fusion genes from the RNA data.
To be able to draw sound conclusions from any kind of research or experiments, it’s paramount
that the data used is of adequate quality.
Knowing the origins of the data you work with is also of importance. Understanding the
technology which gave rise to these data might grant a greater understanding of the underlying
biological problem and will most certainly provide valuable insight to how you should design
your experiments, based on the strengths and limitations of the aforementioned technologies.
Even though there are different approaches, based on the types of data you want to generate, be
it gene expression analysis, mutations, fusion genes or other molecular features, most of the
steps in the data-generating procedures are based on the same ideas, albeit executed differently.
2.2.1.1 Library Preparation
The first step in the procedure is to obtain a biological sample which we wish to sequence. The
following procedure depends on the type of high-throughput sequencing you are performing.
During the past decade or so, several methods for high-throughput sequencing of DNA and
RNA have emerged and become popular in use. The most commonly used of these is the socalled Illumina or Solexa sequencing. Here, after DNA or RNA has been isolated, and cDNA
synthesized from the RNA, the DNA or cDNA will be cut into shorter fragments. This can be
achieved by a variety of methods, either enzymatic or physical approaches such as by sonication
which utilizes the energy of sound waves of certain frequencies to shatter the DNA into smaller
pieces. The size of these fragments does vary but should typically follow a distribution where
the majority of fragments are within the desired range, typically a few hundred base pairs.
Further, adaptors are ligated to both ends of the fragments. These are oligo-nucleotides of a
specific sequence that work as sites where sequencing primers can be attached in a later step of
the process. Additional sample-specific adaptors are commonly ligated to the fragment ends to
enable sample identification when multiple samples are pooled into the same sequencing
reaction.
Unless for whole-genome or whole-transcriptome sequencing, the sequencing library must be
enriched for particular genomic regions of interest. Then, a target enrichment step is performed,
for example by adding biotinylated probes (oligo sequences) that hybridize to all the targeted
regions. This is then followed by the addition of streptavidin beads, which in turn bind to the
biotin enriched regions and thus make it possible to elute the targeted sequences with magnets.
Lastly, the fragments are amplified into clonal clusters to boost the output signal of each of the
fragments during sequencing to more accurately separate the correct sequence from noise.
13
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It should be noted that the library preparation protocol is highly dependent on the sequencing
platform. Different manufacturers provide different library preparation kits which need to be
used based on the form of sequencing you want to perform and the sequencing technology you
have available.
2.2.1.2 DNA and RNA sequencing
After the library has been prepared and amplified, the sequencing can commence. As with the
library preparation step, there are differences in the execution of this procedure based on the
technology of the sequencer, the model and manufacturer.
DNA and RNA sequencing are processes in which a complementary sequence to each fragment
is created. In the library preparation step, adaptors were added to the end of each fragment.
These will now come in handy as they allow a primer sequence to be attached. This primer
sequence serves as a starting place where DNA polymerase can initiate its synthesis of the
complementary strand. One at a time, a modified, fluorescently labelled nucleotide named a
terminator2 is added to the new strand. The terminator prevents further bases to be added until
it is removed and therefore “terminates” or momentarily halts the synthesis of the
complementary strand. By utilizing lasers, the fluorescent molecule of the added nucleotide is
excited, emitting a light which is captured by a camera and recorded by a computer. The color
of the emitted light, or rather the wavelength, determines what base was added, and the act of
making this highly calculated guess is known as base calling. As hinted in the previous
paragraph, the act of calling nucleotides is not without its imperfections and is subject to errors.
Therefore, each base call is provided a quality score – indicating the likelihood of that
nucleotide being correctly called.
The biological fragments inserted are thus given a textual, digital representation, known as a
read. It is important to note that the average length of these reads do not correspond to that of
the sequenced fragments but is rather based on the specific technology utilized to sequence the
samples. Today, the most commonly used sequencers3 provide reads in the span of around 100
to 300 bases, but technologies 4 able to generate reads with a length of >10,000 bases are
emerging.
On completion of the sequencing procedure, we have managed to transform our biological
samples into data, but we are now facing a different problem: where in the human genome do
the reads belong? We are left with the pieces of a genomic jigsaw puzzle and the daunting task
of completing the picture.

2

Not affiliated with Cyberdyne Systems, Skynet™ or other registered trademarks of Cyberdyne Systems Inc.
Illumina[29]
4
Pacific Biosciences[30], Oxford Nanopore Technologies[31]
3
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2.2.1.3 Mapping, alignment and assembly
Mapping is the process of placing the reads in the ballpark of their appropriate position in the
genome, or to generalize the term further: to identify good candidates for the original position
of a subsection within a greater sequence. Bear in mind that since there is a chance of incorrectly
calling a base, mapping concerns itself with good estimates of position and not absolutes. For
instance, if given the sequence TTTTCGTACCCCAAA and asked where the subsequence
TCGA matched the best, most humans would probably reason that even though not an exact
match, the area highlighted in red in the following sequence TTTTCGTACCCCAAA, would
make the most sense. Even more so if we told the aforementioned humans that they could
account for insertions and deletions of nucleotides. Accounting for these insertions and
deletions, or indels if you like, and introducing gaps to maximize the number of overlapping
base pairs between the two sequences thus finding the best possible placement of the read, is
known as alignment.
As with an actual jigsaw puzzle, there are ways to speed up the process. If able and willing, you
could always look at the picture on the box for reference. After the first draft of the human
genome was published back in 2001 [32], [33], the same could be done with the human genome.
There is also the option of ignoring the reference or in other cases, like if we were to assemble
the genome of a new species, there might not even be a reference provided.
Without using a reference, identifying the position of a single piece of the jigsaw is rarely a
good strategy for most efficiently completing the picture. We rather tend to look for similar
regions, maybe there is a patch of flowers that separates itself from the rest of the picture? We
look for similar colored patches and try to assemble these regions before further assembling the
regions into a complete picture. The same is done for our biological puzzle. Due to the fact that
there are large segments of repeating nucleotides in the genome, there might be difficult to
accurately place single reads as they might be placed at several locations, a problem more
commonly known as multi-mapping. Therefore, we first try to assemble reads into larger
contiguous sequences known as contigs. Contigs, in turn, can with the help of additional pairing
information5, be assembled into scaffolds – a structure of collections of contigs with a known
distance separating them. By first ordering the reads into larger structures like that of contigs
and scaffolds, we end up reducing the number of pieces required to assemble the puzzle and
avoid the ambiguity of placement as most of these structures would span the entirety of the
repeated regions and then some, greatly reducing the complexity of the task [34].

5

Paired end and mate pair reads.
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2.2.1.4 Variant calling
When comparing reads to a reference genome, we might find that here and there some bases
are missing, or maybe they simply don’t match. The base, as dictated by the reference genome,
should perhaps have been adenine, but our mapped and aligned read places cytosine at the target
allele instead, even though other nucleotides which are part of the same read matches perfectly.
Deciding whether this variant, as compared to the reference, is an actual patient, or population
specific event and not just an error of sequencing, is known as variant calling.
In a perfect world where sequencing technologies are without errors, detecting a variant would
be a pretty straight forward task. We could simply, for all bases in our reads, compare these to
that of the reference and see where they differ. This is not the current situation. Instead, we
must try to minimize the possible sources of error to the best of our capability. As with flipping
a coin, you can’t draw any conclusions as to which side is more likely if you only tossed it once.
The same concept applies to variant calling: we need enough reads covering the target allele to
make sound conclusions about its genotype. A suggested method for reducing uncertainty is
therefore to sequence regions at >20x coverage and to further improve accuracy, filter out low
quality reads and performing a realignment of reads is also advised [35].
After the data is sufficiently prepared, a probabilistic model is used to calculate the most likely
variants. There is a wide collection of software able to perform this analysis like that of SOAP6,
Samtools7 and GATK8 to mention a few.
2.2.1.5 Annotation
After the raw data has been generated and variants have been called, the data will (depending
on the type of data) be passed along to an annotation software. The job of the annotation
software is, as can be expected by the name, to annotate the data. In the case of annotation of
variants, the software might add additional information such as the consequence of the variant.
Does the variant affect any nearby regions or alter the protein product the region encodes by
altering the reading frame or introduce a stop codon for instance?
Examples of annotation software that has been utilized to produce some of the files worked
with in this thesis are deFuse9[36] to identify and annotate fusions based on RNA-Seq data, and
ANNOVAR10[37] for annotating variants.

6

http://soap.genomics.org.cn/
http://samtools.sourceforge.net/
8
https://software.broadinstitute.org/gatk/
9
https://omictools.com/defuse-tool
10
http://annovar.openbioinformatics.org
7
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From raw data to results – the power of statistics
The data available from various kinds of human cancer is rapidly increasing in both size and
complexity. Traversing the road from raw data to results, however, requires more than just
glancing at a vast amount of data and then drawing conclusions based on our intuition – we
have to apply statistical methods.
As stated: we cannot base conclusions on intuition; but our intuition can guide us in the creation
of a hypothesis. Statistical hypothesis testing involves an alternative hypothesis - the claim we
want to test, a null hypothesis - a neutral baseline discarding our claims, and a form of test
statistic. An example could be the following:

H1 – alternative hypothesis:
The coin my brother used in our latest competition, “guess-7-coin-flips”, was
tampered with and does not provide an even probability of landing at each side.
H0 – null hypothesis:
The coin has an even probability of landing at each side
Test statistic:
How many times can my brother guess the correct amount of coin flips?

To determine if the null hypothesis is to be rejected or not, the following condition must be
satisfied
𝑝< 𝛼
Where 𝑝 is the likelihood of encountering a value equal to or greater than that of the observed,
and 𝛼 being the significance level, a cut-off under which we consider our results to be
statistically significant.
The same principles can be applied to areas such as biology, but we then encounter a new
problem – data. Even though the amount of biological data available is growing, it is (depending
on the claim made, of course), seldom enough to falsify or confirm our hypothesis by itself.
To combat this “lack of information” and increase the statistical power of our experiments, we
turn to stochastic methods. Based on the previously observed or known properties of a system,
we can create computer simulations of real world scenarios and use these to calculate the
probability of a hypothesized outcome. The class of computational algorithms that utilize this
form of random sampling is more commonly referred to as Monte Carlo methods (named after
the famous casino in Monaco) and have become an integral part of research within fields such
as mathematics, economics, physics, biology and others [38] .
When performing stochastic statistical analysis like that of Monte Carlo simulations, it is also
of importance that the experiment or random data utilized is of sufficient quantity. Flipping a
17
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coin 2 times might give you a result of heads 2 times. Would you dare gamble that the next flip
of the coin ends up the same as the previous? Most people would probably not be willing to bet
any significant amount of money on that wager. Given that the coin had landed on the same
side the last thousand tosses, the odds seem better. As with the coin toss, to be able to draw
conclusions, we have to make sure that increasing the number of experiments, will not
drastically alter the distribution of outcomes. In other words, these types of stochastic
experiments, or simulations, must be performed enough times to be able to sufficiently
converge towards a solution.
High performance computing
The experiment of flipping a coin several thousand, even millions of times can easily be
programmed and simulated on any average laptop. Working with large biological datasets on
the other hand, is a different beast all together.
The amount of information contained in these bioinformatic datasets may range from kilo or
megabytes, to that of terabytes, petabytes or larger still. Most average laptops are fully capable
of storing this information. The problems arise when we want to perform computations and
simulations on these datasets, thus requiring them to be loaded into the computers random
access memory (RAM) for fast access.
As mentioned in the previous section, these stochastic simulations must be allowed the time for
the solution to reach a point where it converges towards a solution. This usually amounts to
memory requirements far beyond those of any personal computer, not to mention the fact that
running these kinds of simulations will often take up such a large amount of the systems
resources that it is rendered useless for most other intents and purposes during the computation.
As will be discussed more in detail in the parallelization section (4.5), the development of
certain hardware components has plateaued, while demands for performance has not. This
imbalance promoted the rise of the parallel architecture, grouping multiple computing units into
high performance clusters to provide the computing power needed.
The University of Oslo’s cluster Abel11, has been utilized to perform the necessary statistical
computations of this thesis. Abel consists of over 650 nodes, each consisting of 16 physical
computing cores with 4 GB of memory each. For effective utilization of the infrastructure, Abel
utilizes the Simple Linux Utility for Resource Management12 (SLURM) for queueing jobs.

11
12

http://www.uio.no/english/services/it/research/hpc/abel/
https://slurm.schedmd.com/
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The Cancer Genome Atlas
Understanding the complex pathways and mechanisms that drive oncogenesis is no simple task.
Several distinct levels of data, from DNA, RNA, protein and epigenetics can be combined to
paint a comprehensive picture. Generating, analyzing, quality controlling and interpreting these
data at a large scale would require a considerable effort, but once completed, would indeed be
a major resource. With the rapid advancements of high throughput sequencing technologies,
this very idea of cataloguing the molecular changes of cancer at various levels became the goal
of the project known as The Cancer Genome Atlas (TCGA).
Cancer occurs in various tissues in the body and tumors usually have a high degree of
intratumoral heterogeneity [4]. Still there are commonalities between the different types of
neoplasia as discussed in section 2.1.1. Due to the biological pathways often being shared across
the different types of cancer, gaining further insight into the themes and patterns of the distinct
types, along with their differences, was of interest. In 2012, the TCGA consortium launched
the Pan-Cancer project whose goal was to identify those properties [39].
To promote analysis and increase the ease of acquisition of gene fusion data, a portal named
TumorFusions13 was created based on data from TCGA [40].
Coming to a close in 2017, the TCGA dataset consists of a total of 2.5 petabytes worth of
information from more than 11,000 patients [41]. The datasets were also made more easily
available to the scientific community through the Genomic Data Commons14, promoting further
research and development of technologies like that of the work done in this thesis.

13
14

http://www.tumorfusions.org/
https://portal.gdc.cancer.gov
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3 Aims
Besides the overarching goal for all research on cancer – that is, that of curing cancer, the more
specific goal of this particular project is to identify correlating somatic mutations (mainly single
base substitutions or indels), as demonstrated from the DNA-level, and fusion transcripts, at the
RNA-level. In addition to answering the question whether genetic events like mutations are
responsible or related to gene fusions. We aimed for identifying particular candidate cancercausing genes, as they may be useful in the understanding of cancer or even lead to development
of clinically useful biomarkers or drug targets.
Identifying a correlation between mutations and gene fusions could open up a possibility of
personalized treatment by utilizing tools such as CRISPR to edit mutations found at DNA-level
to inhibit these fusion transcripts that might drive a patient’s tumorigenesis.
The data utilized in this project will mainly be derived from prostate cancer patients. In addition
to locally generated genomics data, we utilized data from TCGA from the four most commonly
diagnosed cancer types, lung, breast, colorectal, and prostate. However, the type of cancer
should be irrelevant in regard to the software and the tool should be able to be utilized
regardless.
Computational efficiency, speed and user experience are secondary goals, but not essential for
the completion of the project. It should also be noted that the software will be designed to be
usable to researchers without prior background in informatics and therefore must be easy to
use, robust and properly documented throughout.
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4 Methods
4.1

Programing languages

The choice of programming language can be a tough one as every language has its own strength
and weaknesses. Some might require more written lines of code compared to others, but in turn
for their verbosity, execute faster. Personal preference, speed, efficiency and specific
programming paradigms are all key elements in making this selection. Implementing a large
system in a specific language and later realizing its shortcomings is never wise, but it is
especially not suited for a project of a limited time span, like that of a master’s thesis.
Python
Python is the programming language of choice for teaching new students how to perform
scientific computing at The University of Oslo. It is renowned for its simplicity, enabling even
non-informaticians to read and write code quickly and efficiently. Although not the fastest or
most memory efficient language there is “out of the box”, it is quite popular among researchers
due to its easy-to-read syntax and the simplicity and speed of development.
It also features several libraries relevant to scientific computing, such as NumPy15, BioPython16,
Matplotlib17 and others. In addition, demanding tasks may be piped to faster, more efficient
compiled languages such as C, with the help of libraries such as SWIG18 or by using the PythonC-API19[42].
Perl
Compared to Python, Perl shares the similarity of being a language with a simple and easy to
learn syntax, while also being faster and more efficient [43]. Due to it being the most popular
scripting language around the time of the Human Genome Project, a vast amount of relevant
scripts for biomedical computations are available (see the Bioperl project20).
R
R is another highly popular language among researchers. R is a statistical, open source
programming language that features a vast number of packages for statistical methods and
visualization.
Like Python, it does have some shortcomings in terms of speed and efficiency when compared
to compiled languages, but there are however, several packages allowing for straightforward
15

http://www.numpy.org/
http://biopython.org/wiki/Biopython
17
http://matplotlib.org/
18
http://www.swig.org/
19
https://docs.python.org/2/c-api/
20
http://bioperl.org/
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parallelization, such as Rmpi21 which offers access to the Message Passing Interface (MPI)
Application Programming Interface (API).
Other considerations regarding Python as my language of choice
Compiled languages such as C and Java offer higher performance compared to the
aforementioned languages, but in exchange the code may end up longer and more complex,
requiring more expertise to implement and develop the software further.
Another key point to make regarding performance, is that it in most bioinformatic applications
it does not really matter if the script takes one hour or two to complete. Research of this nature
is rarely dependent on the speed of execution, but rather of quick prototyping and easy to read
syntax.
Due to the aforementioned traits and priorities of bioinformatic research, and nature of the
development process of compiled languages, Python was chosen to be my language of choice
for the work in this thesis.

4.2

Programing paradigms

To begin with, the software developed in this thesis mainly used simple data structures such as
lists and dictionaries to store information. These structures, while great for testing out ideas and
approaches during development, often end up leaving the source code cluttered with calls to
different indices in multiple arrays or tables making the system difficult to evolve and maintain.
To combat the rapidly increasing “spaghettification” of code, a decision was made to pursue a
more modular approach. Drawing inspiration from the plug-and-play nature and success of
software platforms such as Apple’s IOS22, Google’s Android23 and their respective app stores,
and popular JavaScript frameworks such as Facebook’s React24; an object-oriented approach
was chosen. Although introducing a minor communication overhead and usually requiring a
greater number of lines of code to implement (as opposed to a non-object-oriented solution),
this modular paradigm allows for a more comprehensible and evolvable software architecture
[44].
Another rational for this approach was that when working with different file formats as is usual
in bioinformatics, adding a layer of abstraction between the raw data and the computational
algorithms is beneficial as you in practice convert the input files to a standardized format of
your own choosing and thus allow for the development of algorithms to be based on an API
defined by the objects, and not having to take the differences of the file formats into
consideration more than once.
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https://cran.r-project.org/web/packages/Rmpi/index.html
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24
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4.3

Version control

As even minor changes to a program may alter its output, utilizing some form of version control
system is mandatory if the research is going to be reproducible [45]. During the development
of the software in this thesis, the code has been uploaded to a private GitHub 25 repository to
monitor changes and adhere to good practices.
GitHub allows the user to view, revert and commit changes to the source code while also
including a textual description of what was altered. It allows for easy prototyping and testing
out major alterations through the branching function, while also serving as an online backup
should your local copies be destroyed or lost. It also facilitates teamwork as several developers
can work on the same projects and merge their contributions to the main repository.

4.4

Generating a dataset for comparison

If all mutations and/or fusion transcripts occurred at random, we could expect them to appear a
certain average distance from a genomic event like that of a gene fusion. Due to the vast
distances we are dealing with (measured in basepairs and not meters) the likelihood of finding
a mutation in the proximity of a fusion gene should in theory be rather low. Such events could
therefore be of importance and warrant further investigation.
To be able to verify this hypothesis we need a baseline metric, a normal distribution to which
we can compare our real data. Such a distribution can be generated with stochastic methods
utilizing pseudo-random generators to produce a large amount of random data to compare our
real dataset with.
Random datasets may be created in several different ways. The first approach attempted was to
randomly select the position of mutations from 0 to the length of the chromosome in question,
while using the fusions found in our real dataset and their positional information to calculate
the distances to these randomly selected mutations. A total number 𝒏 of these random events26
were created with the number of mutations given to each event being in the interval (𝒎, 𝒌),
where 𝒎 is equal to the minimum number of mutations found per event and 𝒌 that of the
maximum number of mutations per event found in the real dataset. The number of mutations
was also randomly selected within the boundaries of the interval.
The main problem with this approach is that given a dataset generated from exome sequencing,
one would need to provide the start and end points of each exon on each chromosome to know
the regions within which we could place our random mutations. Placing mutations outside of
these regions would make our baseline skewed as most of the mutations would be placed
outside of exonic regions, as exons only account for about ~1% of the human genome and our
real dataset, in comparison, would seem to be of higher statistical significance.

25

https://github.com/
The term event refers to the case of one fusion gene and one or more mutations deriving from the same patient
and found on the same chromosome as either one of the genes involved in the fusion. The term will be used avidly
throughout the thesis.
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The aforementioned method of generating a random dataset would be a solid approach if we
could simply pick random positions from the start to the end of each chromosome, but as that
was not the situation, the decision was made to use a different approach – scrambling the real
data. By matching mutations and fusion transcripts from randomly selected samples you end
up with a dataset within the boundaries of the original dataset that should differentiate itself
from the “real” data if the real dataset contains events closer together than that of the scrambled
one. This approach is not without its caveats however, as you are using the original dataset to
produce the random one, there will inherently be a slight degree of similarity between the two
and the generated baseline will not be “truly neutral”.
Random scrambling
The initial number of iterations used to test the generation of the random datasets in this thesis
was n = 1,500, which resulted in over 5,000 times the number of events as compared to the real
data. During the implementation and test phases of the random scrambling method, it became
obvious that any value of n larger than 250 seemed to converge towards the same distribution
of distances of events, and it was therefore decided that a value of at least
n = 2,000 would generate a sufficient number of random samples to be used as a baseline for
comparison. Although values up to n = 8,000 was utilized to ensure the breadth of the
distribution.
To ensure the reproducibility of the experiments [45], the following rule was set for every
component or method making random numbers:
“The pseudorandom generators would be set to always use random seed 0 by default,
and in the case of parallelization, each process (named worker) would utilize their idnumber as their random seed. The worker’s id-numbers would start at 0 and increment
by one for each worker initialized.”
Four workers running in parallel would therefore utilize random seeds 0, 1, 2 and 3 respectively.
It should be noted that parallel methods implemented cannot utilize the same random seed, as
that would only result in the same dataset being generated an equal number of times as the
number of workers generating it, thus making the parallelization redundant.
It should also be noted that to try to counter the problems described in 4.4, we merged the fusion
folder such that it contained every sample in the combined dataset and thus reducing the bias
by allowing the dataset to not only be produced with fusions and mutations from different
patients, but also with fusions from other forms of cancer.
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4.5

Parallelization

From the birth of the microprocessor in the mid-seventies to the early 2000’s, CPU clock speeds
were improving at a steady pace. A mere 10 megahertz quickly became a couple of hundred,
which soon turned into a gigahertz. But around the year of 2005, having reached a clock speed
of around 3-4 GHz, the progress came to a plateau. It turns out there are limits to how many
transistors you can cram within a small area before you must turn to liquid nitrogen to cool the
computing unit down, which is not suitable for the average consumer.
Without increases in clock speeds, it could seem that our programs would be doomed to some
arbitrary limit in performance, but if you were to build a building, preferably as fast as possible,
you wouldn’t rely on the performance of one worker alone, but several as a team. The same
concept is applicable in the design of both hardware and software.
Parallelization of a problem, however, is something the software developer must explicitly
program in scripts, often requiring more time and knowledge to implement than that of a
standard, sequential solution. The programming language itself also plays a vital role in the
difficulty of and potential performance gained from a parallel implementation.
The python programming language, which is the main language of choice for the work in this
thesis, is often thought of as a poor language to work with in regard to multi-processing due to
a mechanism known as the “Global Interpreter Lock” (GIL) (Python Software Foundation,
2012). The GIL prevents more than one thread from running simultaneously, in practice making
threading as slow, often even slower, than simply running a sequential program and therefore
making the threading aspect redundant as the main point of parallelization is to gain a speed up
over the sequential version, reducing runtime.
Python has, however, several other options available besides it’s “non-functional” threading
library such as the Parallel Python package and python specific implementations of the Message
Passing Interface (MPI) like that of mpi4py [46] and pupyMPI [47] and is able to achieve
similar performance and efficiency like that of the more traditional parallel computing compiled
languages C and Fortran [42]. Another option, which is the chosen method of parallelization in
this thesis, is the native python multiprocessing module, mainly chosen for its ease of
implementation [48] but as will be demonstrated in the implementation and speedup section,
also provides a significant speedup over the original, sequential implementation.
As mentioned, the purpose of parallelization is to decrease runtime and thus increase efficiency.
So what kind of speed-up can be expected? In 1967, computer scientist Gene Amdahl argued
that the maximal speedup achievable can be formulated as

𝑆𝑝𝑒𝑒𝑑𝑢𝑝 =

1
(1 − 𝑝) +

𝑝
𝑐
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Where 𝑝 is the proportion of the total program which can be parallelized and 𝑐 is the number
of cores [49]. Amdahl’s law is pessimistic by nature, as it assumes a set problem size. Another
scientist, Gustafson, reevaluated Amdahl’s work and proposed that the speed up of parallel
computing should not be computed based on a fixed problem size as it is more likely that the
problem size would be increased based on the number of concurrently available resources [50].

𝑆𝑝𝑒𝑒𝑑𝑢𝑝 = 𝑐 − 𝛼(𝑐 − 1)

𝑐 is still defined as the number of cores and 𝛼 is the proportion of sequential runtime.
Taking a step back and reflecting over the problem at hand in the thesis, our work is clearly
following Gustafson’s model. We have a sequential component, dependent on the provided
files and a parallel component which we can adjust to “taste” based on the number of random
samples we want to generate and the number of cores available. An increase in the number of
random samples generated would result in a reduction in the proportion of the sequential
runtime.
Implementation and speedup
Generating random events has no requirements to which order they are generated in, they
simply need to be generated a lot of times. Drawing multiple random samples is therefore a
really easy and straight forward problem to parallelize. We divide the work to the available
cores, or as is common to name them: workers, and added the results together in the end.
The work given to each worker can be expressed by the following function.
𝑤=

𝑛
𝑐

Where 𝑐 is the number of cores available and 𝑛 is the total number of iterations we want to
perform. However, if the total work can’t be divided into a whole number, we encounter a
problem. We want to balance the work load evenly but can’t assign a task “1.37” times to our
workers. We therefore have to account for the fact that the total amount of work is not divisible
by the number of cores and give one of the workers (in this case, the first worker) the reminder
we are left with by performing the integer division.

The speedup predicted by Gustafson’s model is as follows:

𝑆𝑝𝑒𝑒𝑑𝑢𝑝 = lim 𝑐 − 𝛼 (𝑐 − 1) = lim 4 − 𝛼(4 − 1) = 4
→
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Testing our implementation on several values of n (the number of iterations in total) we got the
following results
n

Sequential

Parallel

Speed-up

4

16,19

5,07

3,193

16

64,98

17,73

3,665

64

254,11

68,79

3,694

128

496,75

137,13

3,622

256

1002,26

267,57

3,746

512

2020,29

539,20

3,747

Table 4.5.1 sequential vs. parallel runtime, in milliseconds, and speed-up factor. Note: for each
iteration n, a total number of samples equal to the original samples are created. For instance,
if we had 1000 matching real samples, around 500,000 samples would be created with n = 500.
N is therefore a measure of how many complete random sample sets we want to create and not
the number of random samples.

Although a limited number of values for n were utilized, the parallel implementation seems to
scale well with the number of cores available and the main bottleneck of the implementation
seems to be the memory requirements. As speed was not a main concern in this project, the
parallel implementation was not subject to further testing or optimizations.
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4.6

Dependencies

The code utilizes standard python3 libraries as well as external ones to manage the data
structures and provide utilities such as plotting. Following is a short list of the dependencies of
the scripts.
The Python standard library
The following modules from the standard library are imported on runtime: time,
multiprocessing, sys, argparse, datetime, resource, csv, glob, re, sys. Further, several external
packages are utilized.
External Python libraries
NumPy
One of the most popular packages within scientific computing. Provides N-dimensional arrays
that are faster to perform computations with than regular lists in python. NumPy also contains
vectorized versions of Python’s math and random functions.
Pandas
A data analysis library mainly used for the data structure DataFrame and the different
functionalities related to this structure. Pandas is also tightly integrated with the NumPy
package, allowing for easy conversion between arrays and DataFrames.
Matplotlib
Matplotlib is one of the most common libraries for plotting in python and features a wide variety
of methods for visualizing data.
Seaborn
Seaborn is based on matplotlib and specifically made for statistical data visualization. It offers
a more modern and flexible set off colors and style options, greatly improving the visualizations
of matplotlib.
Ballpark
Ballpark27 is a package designed to provide better human readable numbers.

27

https://pypi.org/project/ballpark/
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Ideogram
Ideogram28 is a JavaScript library for visualizing chromosomes. It includes several options for
markers, animation and various kinds of visualization. The package is currently as of
26.04.2018 still being developed and might be subject to change.

28

https://github.com/eweitz/ideogram
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5 Results
5.1

BUMPKIN

The software presented, with the working name: Bioinformatic Utility Multiprocessing
PacKage for Integrative aNalysis (of fusion and mutation data), or BUMPKIN-fm for short,
was mainly programmed in Python, consisting of the following: the classes SNV, FusionGene,
Fusion_SNV_Event, Sample, Statistics, MonteCarlo, Plotter, HTML_Gen, and Chimeraviz,
along with the main script. The classes and their interconnections will be explained in a later
section.
Initialization
Provided is a script run_main.sh which can be executed to initialize the software. Following
is an overview of flags and arguments either required or supported by the program. A more
detailed description of each argument and flag may be found on github, see appendix for access.

Argument

Description

fusion_folder

Folder containing fusions, one file per patient

mutation_folder

Folder containing mutations, one file per patient

fusion_program

The program used to generate the fusion files. I.e. defuse, pancan

mutation_program The program used to generate the mutation files. i.e. mutect, annovar,
maf
n
Number of times to generate random data. Each n will generate 1
random dataset equivalent in size to the real dataset.
-v, --verbose
Increases output verbosity
-th, --threshold

Specifies threshold distance.

-o, --outfile

Specifies which file to write output, default name “log”

-lf, --linkfile

File containing information matching TCGA barcodes to analysis ids.

-c, –num_cores

The number of cores to be used during the generation of the random
dataset and Monte Carlo analysis.
The affix of the html report, default is “unnamed” ie.
“unnamed_report.html”

-r, --report

Table 5.1.1: supported arguments and flags for the main script. Flags are optional, arguments
are not.
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Work flow
After initialization, the script will parse through each of the files in the fusion folder provided
and use a regular expression to find all files in the mutation folder with a matching name. Each
file, both fusion and mutation is in each step iterated through and the appropriate objects, either
of type FusionGene or SNV are created.
For each patient, a collection of Fusion_SNV_Event (FSE) objects is attempted created by
passing the FusionGene objects along with a list of all SNV objects originating from the same
patient to a method adding all SNVs, if any, found on the same chromosome as each fusion.
Each of the FSE objects will therefore contain 1 gene fusion and all mutations found on the
same chromosome (where both the fusion and mutations originate from the same patient).
Each fusion-file will give rise to multiple FSE objects which are, in turned, stored in another
class structure know as a Sample.
The Sample-objects are then used in the creation of a single object of the class Statistics, which
holds logic related to retrieving different metrics and statistics. The Statistics class contains
several methods for retrieving different metrics, like the number of occurrences for each fusion
found. Most of these methods can be invoked on a subset of FSE objects by passing these in a
list to the appropriate method.
After the statistics object is generated, the program will start to generate random permutations
by matching random mutation and fusion files from the folders previously provided. The
reasoning behind the randomization and the parallelization of this step are further explained in
the randomization and parallelization sections respectively (sections 4.4 and 4.5).
At this point, the script will prompt the user with a small menu giving the user the ability to
either generate HTML-reports within a specified threshold or to generate one or several plots
to visualize.
Lastly a log file with the commands used to execute the script along with some file statistics is
generated.

34

Results

5.2

Class Structure and components

The classes created can be separated into two categories – those representing and holding the
data, and those who perform specific tasks or computations based on the data in the latter.
Classes representing patients
After the choice was made to pursue an object-oriented approach, the next challenge was to
define a set of classes that would represent and hold the information of the available files and
the relation between these that would give a reasonable framework for further expansion and
analysis.
The logical starting point was to create two classes, one class containing information related to
fusion genes and the other class related to the mutations. This was shortly after expanded with
the addition of a wrapper object, the Fusion_SNV_Event (FSE) class, containing pointers to a
single fusion gene and every mutation found on the same chromosome(s) and originating from
the same patient. The FSE object contains methods for measuring distance between the
mutations, fusions and other methods related to analysis and access to information from the
lesser objects (the FusionGene and SNVs).
One patient does, however, often have multiple fusion genes and therefore, an additional
wrapper, the Sample class, was created to hold every FSE event originating from the same
patient and methods for retrieving metrics on “patient-level”.

Figure 5.2.1 a simplified class diagram with selected references and intra-object relations
representing samples originating from a single patient.
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Statistics class
As the name implies, the Statistics class was made with the intention of gathering methods
related to retrieving different metrics and statistics from the Sample objects.
Most of the methods available in the Statistics class were made to function with either a
specified Sample or FSE object if for instance only a subset of the total samples were of interest.
If not provided, these methods will perform the analysis on every of the Sample / FSE objects
provided when the Statistics object was initialized.
MonteCarlo class
The MonteCarlo class original purpose was to hold methods related to the process of generating
the random datasets and different Monte Carlo method types of analysis, discussed in section
4.4, but as the method of generating this was changed to a scramble-approach, the class is
currently only holding functionality related to distribution analysis and not the creation of
random objects, which can be found in the main.py script along with operations related to file
parsing.
HTML reports
Reading information printed out on the terminal is often tedious and time consuming if you’re
not entirely sure where or what you are looking for.
Inspired by toolkits such as Quast29 [51] and FastQC30 [52], the decision was made to give the
user an option to render a report in HTML format providing the charts, graphs and tables needed
to get a good overview. An HTML formatted report can be opened in any up to date and most
legacy browsers, while styling and layout may easily be altered to suit your needs. With not too
much effort, one can create decent looking reports and pages and thus greatly increasing the
user experience.
Each class with a place in the report has a method that returns a table, plot, header or another
html-component. A special class, aptly named HTML_Gen, serves as an interface for generating
the report. The HTML_Gen object is initialized with a list of FSE-objects and an optional
Chimeraviz object and will during initialization make calls to the necessary methods in each of
the provided objects to fetch the different HTML-components.
If the HTML_Gen object is called, it will stitch together the previously retrieved components
into the final html document. If a filename is not provided the name “report.html” will be used
by default.
The report displays an ideogram plot of the chromosomes of the fused genes, their position in
red and the mutations found on the same chromosome(s) in green. The ideogram plot is
provided by an external package, which will be discussed further in the dependencies section.

29
30

http://bioinf.spbau.ru/quast
https://www.bioinformatics.babraham.ac.uk/projects/fastqc/
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Further, the report contains a navbar element which allows the user to toggle between different
fusions, a chimeraviz plot and a tab containing some additional information. A table displaying
the mutations and their distance from their respective fusion genes is shown along with more
information about the fusions start, end, breakpoints, consequences and files of origin such that
these can be selected for further analysis if needed. The information shown however is highly
dependent on the information provided in the annotated files and results may therefore vary.
This will be further discussed in the challenges section.
Screenshots of the generated reports can be found in the Appendix.
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Chimeraviz integration
A logical extension of the HTML reports was to support integration with some of the plots
provided by chimeraviz [53], a tool created by former master student of the research group,
Stian Lågstad. If opted to, the chimeraviz overview plot will be generated and included in the
report. The plot displays all chromosomes with cytoband information along with red and blue
links between the fusions depending on if the fusion is intra or interchromosomal, respectively.

Figure 5.2.2: the chimeraviz overview plot. Red lines indicate fusions where genes are found on
the same chromosome. Blue lines mark interchromosomal fusions.
The Chimeraviz class, if initialized and called, will start the R-script responsible for
generating the plot. It does however have dependencies and requirements to be able to
generate this plot beyond what is provided in the fusion or mutation files. More information
on this can be found in the Chimeraviz vignette available at Bioconductor31.

31

http://bioconductor.org/packages/release/bioc/html/chimeraviz.html
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Plotter class
To further segregate components, the Plotter-class was created to contain methods for
generating different methods of visualization. The plotter class makes calls to other components
like the Statistics object to retrieve data needed for generating different plots. A verbose mode
was also added to some of the plots to provide the underlying raw data in a textual table format
for easy debugging and higher accuracy if the plot proves difficult to read.
If called, a menu system will be initialized in the terminal, prompting the user to select one of
the available plots.
Several forms of visualizations were tested out on this dataset, some of which are included in
the appendix, but were discarded from the main analysis and are therefore not included in the
following description although might be present in the source code.
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5.2.6.1 Distribution (graph plot)
The distribution graph plot shows the percentage of mutations found within a certain proximity
to a fusion gene. Both axes are logarithmical. The x-axis represents the distance between a
fusion and a mutation (found on the same patient and same chromosome as one, or both if the
fusion is intra chromosomal, of the fused genes). The y-axis displays percentage of events.
When generating the plot, a table displaying the selections of bins used and the raw counts as
well as the percentages that the plot is based on will be displayed in the terminal window.

Figure 5.2.3 the percentage distribution of the distances between mutations and fusions
(events). Both axes have a logarithmic scale. Real data in blue, random data in green dotted
line. Dots are at the center of each bin which is displayed in the following table.
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Bin
Start
0
50
100
250
500
750
1K
2.5K
5K
7.5K
10K
25K
50K
75K
100K
250K
500K
750K
1M
2.5M
5M
7.5M
10M
25M
50M
75M

Stop
50
100
250
500
750
1K
2.5K
5K
7.5K
10K
25K
50K
75K
100K
250K
500K
750K
1M
2.5M
5M
7.5M
10M
25M
50M
75M
100M

Total number of events:

Real data
Events within bin
0
0.00 %
0
0.00 %
0
0.00 %
0
0.00 %
3
0.05 %
1
0.02 %
1
0.02 %
3
0.05 %
1
0.02 %
3
0.05 %
15
0.26 %
10
0.17 %
13
0.22 %
6
0.10 %
81
1.40 %
102
1.76 %
100
1.73 %
87
1.50 %
407
7.03 %
540
9.32 %
392
6.77 %
324
5.59 %
1266
21.86 %
1206
20.86 %
627
10.83 %
270
4.66 %
5792

100 %

Random data
Events within bin
6
0.00 %
7
0.00 %
29
0.00 %
69
0.01 %
81
0.01 %
28
0.00 %
360
0.03 %
776
0.06 %
560
0.04 %
418
0.03 %
2292
0.17 %
3626
0.27 %
3594
0.26 %
3286
0.24 %
20117
1.47 %
32718
2.40 %
29877
2.19 %
25077
1.84 %
129779
9.51 %
156054
11.44 %
117560
8.61 %
94538
6.93 %
330103
24.20 %
219809
16.11 %
99496
7.29 %
43674
3.20 %
1364077

100 %

Table 5.2.4 distribution of real and random datasets. Bins are the distances of mutations, in
base pairs, from a fusion (both originating from same patient).
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5.2.6.2 Distribution (bar plot)
The distribution bar plot displays the distribution created by the Monte Carlo simulation. It can
be generated based on a filename or a list.

Figure 5.2.5 the distribution of events within a threshold of 1 kbp.
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5.2.6.3 Chromosomal distribution
Another of the plots available shows how the provided fusions are distributed among
chromosomes. The color palette chosen can be customized, e.g. to fit the needs of colorblind
individuals.

Figure 5.2.6: fusion distribution, generated from raw counts
Further, the data can be normalized based on either the length of each chromosome or the
number of genes found on each chromosome.
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Figure 5.2.7: fusion distribution, generated from chromosomal-length normalized counts
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Figure 5.2.8: fusion distribution, generated from number of gene per chromosome normalized
counts
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5.3

Initial development and analysis of data from 44 patients with prostate
cancer

The first dataset consisted of fusion gene and somatic mutations from 44 patients with prostate
cancer and were available from TCGA. This rather small dataset was mainly used for
development and testing of the scripts.

Figure 5.3.1 the percentage distribution of the distances between mutations and fusions
(events). Both axes have a logarithmic scale. Real data in blue, random data in green dotted
line. Dots are at the center of each bin which are displayed in the following table.
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Bin
Start
0
50
100
250
500
750
1K
2.5K
5K
7.5K
10K
25K
50K
75K
100K
250K
500K
750K
1M
2.5M
5M
7.5M
10M
25M
50M
75M

Stop
50
100
250
500
750
1K
2.5K
5K
7.5K
10K
25K
50K
75K
100K
250K
500K
750K
1M
2.5M
5M
7.5M
10M
25M
50M
75M
100M

Total number of events:

Real data
Random data
Events within bin
Events within bin
0
0.00 %
6
0.00 %
0
0.00 %
7
0.00 %
0
0.00 %
29
0.00 %
0
0.00 %
69
0.01 %
3
0.05 %
81
0.01 %
1
0.02 %
28
0.00 %
1
0.02 %
360
0.03 %
3
0.05 %
776
0.06 %
1
0.02 %
560
0.04 %
3
0.05 %
418
0.03 %
15
0.26 %
2292
0.17 %
10
0.17 %
3626
0.27 %
13
0.22 %
3594
0.26 %
6
0.10 %
3286
0.24 %
81
1.40 %
20117
1.47 %
102
1.76 %
32718
2.40 %
100
1.73 %
29877
2.19 %
87
1.50 %
25077
1.84 %
407
7.03 %
129779
9.51 %
540
9.32 %
156054
11.44 %
392
6.77 %
117560
8.61 %
324
5.59 %
94538
6.93 %
1266
21.86 %
330103
24.20 %
1206
20.86 %
219809
16.11 %
627
10.83 %
99496
7.29 %
270
4.66 %
43674
3.20 %
5792

100 %

1364077

100 %

Table 5.3.2 distribution of real and random datasets. Bins are the distances of mutations, in
base pairs, from a fusion (both originating from same patient).
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5.4

Analysis of somatic mutations and fusion transcripts from publicly
available sequencing data

The dataset consists of mutations from the four most common forms of cancer; prostate
(PRAD), breast (BRCA), lung (LUAD) and colorectal (COAD) cancers and RNA fusions
derived from the TCGA Pan-Cancer studies.
Each dataset, regardless of which type of cancer it originated from, was treated and ran through
the same script with the same parameters.

Total number of fusions
Average number of fusions per sample
Max per sample
Min per sample

20731
3.6
48
1

Figure 5.4.1 the average, max, min and total number of fusions in the dataset.

Total number of samples
Total number of mutations
Avg. number of mutations per sample
Max per sample
Min per sample
Total events generated
Unique fusion transcripts
Avg. number of mutations per event
Max number of mutations per event
Min number of mutations per event

prostate
499
40,731
81.6
9,506
4

breast
982
90,490
92.1
5,707
1

1543
1408
5.6
116
1

3368
3236
7.3
541
1

lung
colorectal
230
223
72,541
84,596
315.4
379.4
1,700
12,542
21
29
610
596
28.1
298
1

13
12
6.7
26
1

Table 5.4.2 the four different datasets from TCGA and the number of events generated from
each.
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Co-occurring somatic mutations and fusion transcripts in prostate cancer
The mutation dataset consisted of 499 patients where fusions were identified for 437 of the
same patients. These were further reduced to 420 patients when filtering out those who didn’t
have mutations and fusions found on the same chromosome.

Fusion transcripts

Number of occurrences

TMPRSS2:ERG
C10orf68:CCDC7
TTC6:MIPOL1
SLC45A3:ERG
FAM190A:MMRN1
MPP5:GPHN
ZBTB20:LSAMP
PDE4D:DEPDC1B
TRPM4:PPFIA3
EXT1:SAMD12
TMPRSS2:ETV4

177
45
18
12
11
10
9
8
7
7
7

Occurrences with somatic
mutations
77
2
9
12
1
1
3
4
1
1
6

Table 5.4.3 the most common fusions in the prostate cancer dataset along with the number of
times a patient also had a somatic mutation on the same chromosome.

A random dataset was generated and used for comparison. The following plot and table displays
the distribution of distances between somatic mutations and fusion transcripts and was used as
indication of how our random data set compared to the real one before performing any statistical
analysis. (The plot and table display the same data). Bear in mind that both the x and y axes of
the plot are logarithmic as discussed in section 5.2.6.
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Figure 5.4.4 the percentage distribution of the distances between somatic mutations and fusion
transcripts (events) in a set of 420 prostate cancers. Both axes have a logarithmic scale. Real
data in blue, random data in green dotted line. Dots are at the center of each bin which are
displayed in the following table.
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Bin
Start
0
50
100
250
500
750
1K
2.5K
5K
7.5K
10K
25K
50K
75K
100K
250K
500K
750K
1M
2.5M
5M
7.5M
10M
25M
50M
75M

Stop
50
100
250
500
750
1K
2.5K
5K
7.5K
10K
25K
50K
75K
100K
250K
500K
750K
1M
2.5M
5M
7.5M
10M
25M
50M
75M
100M

Total number of events:

Real data
Events within bin
3
1
0
1
0
1
5
3
2
0
8
11
4
8
33
41
32
37
155
223
142
97
382
217
71
37
1543

0.19 %
0.06 %
0.00 %
0.06 %
0.00 %
0.06 %
0.32 %
0.19 %
0.13 %
0.00 %
0.52 %
0.71 %
0.26 %
0.52 %
2.14 %
2.66 %
2.07 %
2.40 %
10.05 %
14.45 %
9.20 %
6.29 %
24.76 %
14.06 %
4.60 %
2.40 %
100 %

Random data
Events within bin
1213
0.01 %
1179
0.01 %
1573
0.02 %
965
0.01 %
828
0.01 %
773
0.01 %
4012
0.04 %
6221
0.07 %
5388
0.06 %
5074
0.06 %
29490
0.33 %
43618
0.49 %
41183
0.46 %
39751
0.44 %
206648
2.30 %
295752
3.29 %
259963
2.89 %
235541
2.62 %
1075596
11.97 %
1177181
13.10 %
815572
9.07 %
644912
7.18 %
1970684
21.93 %
1182237
13.15 %
476204
5.30 %
221374
2.46 %
8987227

100 %

Table 5.4.5 the distribution of real and random datasets. Bins are the distances of somatic
mutations, in base pairs, from a fusion transcript (both originating from same patient).

A closer proximity to the breakpoint of the genes was deemed more interesting and a higher
resolution was therefore used for the first bins.
HTML reports were generated with a threshold set to 1000 bases where 6 out of 1543 (0.39 %)
events of the real data versus 6531 out of 8987227 (0.073 %) of the randomly generated dataset
were found.
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Events within threshold
within threshold
not within threshold
Dataset

real

6

1537

random

6531

8980696

Table 5.4.6 the 2x2 contingency table used to perform fisher’s exact test to compare the
distribution of the real and the random dataset.
Fisher’s exact test32 was utilized as a mean to compare the distributions of events within the
threshold of the real and the random dataset. The utilized test gives us a p-value of
𝑝 = 1.7 ∗ 10 indicating that there is a significant difference between the real and random
datasets in the number of events that are located within the threshold.
These are the events reported that had a mutation within the set threshold distance from the
belonging fusion breakpoint.

Fusion transcript
STAT3:ETV4
IP6K1:HYAL3
KIF5B:HHAT
PERP:CASK
PRKAG2:MLL3
EPN3:SEMA4G

Mutations within threshold of 1
kbp
1
1
2
1
1
2

Consequence of mutation
Synonymous
Upstream gene variant
Synonymous, missense
Missense
Frameshift variant
Missense

Table 5.4.7 the six fusions transcripts from the prostate cancer dataset which had somatic
mutations within 1kb of the breakpoint in at least one patient each. Genes in bold appear in the
list of 719 genes listed by the Cancer Gene Census, which include known cancer-critical genes.

32

http://www.langsrud.com/fisher.htm
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Gene is in the CGC
Fusion/mutation co-occurring
(< 1kb)

yes

yes
4

no
8

no

715*

19531**

Table 5.4.8 the 2x2 contingency table, * based on the number of genes found in the CGC list at
the time of writing, 719. **based on the total number of genes as of GRCh38 (which the CGC
list is currently based on), 20246.
Utilizing the Fisher’s exact test to compute the p value from the contingency table, it
demonstrates a highly significant enrichment of genes from the Cancer Gene Census (CGC)
among the resulting fusion/mutation pairs (𝑝 = 6.2 ∗ 10 ).
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Co-occurring somatic mutations and fusion transcripts in breast cancer
The mutation dataset consisted of 982 patients where fusions were identified for 735 of the
same patients. These were further reduced to 698 patients when filtering out those who didn’t
have mutations and fusions found on the same chromosome.

Fusion transcripts

Number of occurrences

C10orf68:CCDC7
RPS6KB1:VMP1
ESR1:C6orf97
ZCCHC8:RSRC2
SH3PXD2A:OBFC1
FAM190A:MMRN1
MPP5:GPHN
ETV6:NTRK3
USP22:MYH10
CCDC6:ANK3
HTATSF1:BRS3

45
29
19
12
11
11
10
10
9
9
9

Occurrences with somatic
mutations
9
5
12
1
1
2
1
1
8
2
2

Table 5.4.9 the most common fusion transcripts in the BRCA dataset along with the number of
times a patient also had a mutation on the same chromosome as that fusion transcript.

A random dataset was generated and used for comparison. The following plot and table displays
the distribution of distances between mutations and fusions and was used to give an indication
of how our random data set compared to the real one before performing any statistical analysis.
(The plot and table display the same data). Bear in mind that both the x and y axes of the plot
are logarithmic as discussed in section 5.2.6.
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Figure 5.4.10 the percentage distribution of the distances between somatic mutations and
fusion transcripts (events) in a set of 698 breast cancers. Both axes have a logarithmic scale.
Real data in blue, random data in green dotted line. Dots are at the center of each bin which
are displayed in the following table.
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Bins
Start
0
50
100
250
500
750
1K
2.5K
5K
7.5K
10K
25K
50K
75K
100K
250K
500K
750K
1M
2.5M
5M
7.5M
10M
25M
50M
75M

Stop
50
100
250
500
750
1K
2.5K
5K
7.5K
10K
25K
50K
75K
100K
250K
500K
750K
1M
2.5M
5M
7.5M
10M
25M
50M
75M
100M

Total number of events

Real Data
Events within bin
3
5
4
4
1
0
5
6
6
9
25
31
29
13
111
131
116
99
408
439
285
247
694
401
153
84
3368

0.09 %
0.15 %
0.12 %
0.12 %
0.03 %
0.00 %
0.15 %
0.18 %
0.18 %
0.27 %
0.74 %
0.92 %
0.86 %
0.39 %
3.30 %
3.89 %
3.44 %
2.94 %
12.11 %
13.03 %
8.46 %
7.33 %
20.61 %
11.91 %
4.54 %
2.49 %
100.00 %

Random data
Events within bin
2472
0.02 %
2058
0.01 %
2848
0.02 %
1891
0.01 %
1494
0.01 %
1225
0.01 %
7189
0.05 %
10654
0.07 %
9309
0.06 %
9112
0.06 %
52041
0.35 %
73855
0.50 %
68571
0.46 %
64586
0.43 %
341350
2.29 %
481920
3.24 %
424543
2.85 %
381490
2.56 %
1757983
11.81 %
1958475
13.16 %
1364568
9.17 %
1070324
7.19 %
3281495
22.05 %
1970375
13.24 %
796384
5.35 %
352410
2.37 %
14880250

100.00 %

Table 5.4.11 distribution of real and random datasets. Bins are the distances of somatic
mutations, in base pairs, from a fusion transcripts (both originating from same patient).

A closer proximity to the breakpoint of the genes was deemed more interesting and a higher
resolution was therefore used for the first bins.
HTML reports were generated with a threshold set to 1000 bases where 17 out of 3368
(≈ 0.505 %) events of the real data versus 11988 out of 14880250 (≈ 0.081 %) of the randomly
generated dataset were found.
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Dataset

Events within threshold
yes
no
17
3351

real
random

11988

14868262

Table 5.4.12 the 2x2 contingency table used to perform fisher’s exact test to compare the
distribution of the real and the random dataset.
Fisher’s exact test was utilized as a means to compare the distributions of events within the
threshold of the real and the random dataset. The utilized test gives us a p-value of
𝑝 = 7.9 ∗ 10
indicating that there is a significant difference between the real and random
datasets in the number of events that are located within the threshold.
These are the events reported that had a mutation within the set threshold distance from the
belonging fusion breakpoint.

Fusion transcript

Mutations within threshold of 1
kbp
SREBF2:FMNL2
1
NUP153:ZNF280C
1
ZNF585A:GRAMD1A
1
PRKDC:CEP290
1
KIAA0100:TEX14
1
RBM12:RP112
123B3.6
RPGRIP1L:KLHL22
1
CCDC106:CD37
1
YME1L1:SLC35D2
1
SND1:GRM8
1
MLF2:PTMS
2
KAT6A:MSR1
MSI2:YPEL2
BCL9:IVL
GREB1L:CEP192
NR2C2:ASCC1
GATA3:TAF3

1
1
1
1
1
1

Consequence of mutation
Synonymous
Missense
Synonymous
Frameshift variant
Synonymous
Synonymous, missense
5' UTR variant
Synonymous
Missense
Missense
Stop gain, Splice acceptor
variant
Missense
Synonymous
Missense
Splice donor variant
Synonymous
Splice acceptor variant,
intron variant

Table 5.4.13 the 17 fusions transcripts from the breast cancer dataset which had somatic
mutations within 1kb of the breakpoint in at least one patient each. Genes in bold appear in the
list of 719 genes listed by the Cancer Gene Census, which include known cancer-critical genes.
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Gene is in the CGC
Fusion/mutation co-occurring
(< 1kb)

yes

yes
5

no
29

no

714*

19532**

Table 5.4.14 the 2x2 contingency table, * based on the number of genes found in the CGC list
at the time of writing, 719. **based on the total number of genes as of GRCh38 (which the CGC
list is currently based on), 20246.
Utilizing the Fisher’s exact test to compute the p value from the contingency table, it
demonstrates a significant enrichment of genes from the Cancer Gene Census among the
resulting fusion/mutation pairs (𝑝 = 6.55 ∗ 10 )
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Co-occurring somatic mutations and fusion transcripts in lung cancer
The somatic mutation dataset consisted of 230 patients where fusion transcripts were identified
for 182 of the same patients. These were further reduced to 181 patients when filtering out those
who didn’t have mutations and fusions found on the same chromosome.

Fusion
C10orf68:CCDC7
RPS6KB1:VMP1
MLL5:LHFPL3
NCOR2:SCARB1
FAM190A:MMRN1
AFF1:PTPN13
MYO6:SENP6
MGAT4A:C2orf55
TMEM87B:MERTK
EML4:ALK
KAT6B:ADK

Number of occurrences
45
29
14
12
11
8
7
7
7
7
6

Occurrences with somatic
mutation
9
2
1
1
1
1
1
1
1
3
1

Table 5.4.15 the most common fusion transcripts in the LUAD dataset along with the number
of times a patient also had a somatic mutation on the same chromosome as that fusion.

A random dataset was generated and used for comparison. The following plot and table displays
the distribution of distances between somatic mutations and fusion transcripts and was used to
give an indication of how our random data set compared to the real one before performing any
statistical analysis. (The plot and table display the same data). Bear in mind that both the x and
y axes of the plot are logarithmic as discussed in section 5.2.6.
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Figure 5.4.16 the percentage distribution of the distances between somatic mutations and
fusion transcripts (events) in a set of 181 lung cancers. Both axes have a logarithmic scale.
Real data in blue, random data in green dotted line. Dots are at the center of each bin which
are displayed in the following table.
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Bins

Real data
Events within bin

Random data
Events within bin

Start

Stop

50
100
250
500
750
1K
2.5K
5K
7.5K
10K
25K
50K
75K
100K
250K
500K
750K
1M
2.5M
5M
7.5M
10M
25M
50M
75M

50
100
250
500
750
1K
2.5K
5K
7.5K
10K
25K
50K
75K
100K
250K
500K
750K
1M
2.5M
5M
7.5M
10M
25M
50M
75M
100M

1
1
3
0
1
0
0
7
6
3
15
13
12
7
46
60
49
39
100
84
43
25
69
20
5
0

0.16 %
0.16 %
0.49 %
0.00 %
0.16 %
0.00 %
0.00 %
1.15 %
0.98 %
0.49 %
2.46 %
2.13 %
1.97 %
1.15 %
7.54 %
9.84 %
8.03 %
6.39 %
16.39 %
13.77 %
7.05 %
4.10 %
11.31 %
3.28 %
0.82 %
0.00 %

542
499
681
367
304
268
1379
2164
1881
1736
10311
15264
14636
14079
75156
107463
98425
90541
441240
503957
366073
291531
876616
526610
206428
92491

0.01 %
0.01 %
0.02 %
0.01 %
0.01 %
0.01 %
0.04 %
0.06 %
0.05 %
0.05 %
0.27 %
0.40 %
0.38 %
0.37 %
1.96 %
2.80 %
2.56 %
2.36 %
11.48 %
13.12 %
9.53 %
7.59 %
22.81 %
13.71 %
5.37 %
2.41 %

Total number of events

610

100.00 %

3842355

100.00 %

Table 5.4.17 the distribution of real and random datasets. Bins are the distances of somatic
mutations, in base pairs, from a fusion transcript (both originating from same patient).

A closer proximity to the breakpoint of the genes was deemed more interesting and a higher
resolution was therefore used for the first bins.
HTML reports were generated with a threshold set to 1000 bases where 6 out of 610
(≈ 0.98 %) events of the real data versus 2661 out of 3842355 (≈ 0.069 %) of the randomly
generated dataset were found.
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Dataset

real
random

Events within threshold
yes
no
6
610
2661

3839694

Table 5.4.18 the 2x2 contingency table used to perform fisher’s exact test to compare the
distribution of the real and the random dataset
Fisher’s exact test was utilized as a means to compare the distributions of events within the
threshold of the real and the random dataset. The utilized test gives us a p-value of
𝑝 = 5.7 ∗ 10 indicating that there is a significant difference between the real and random
datasets in the number of events that are located within the threshold.
These are the events reported that had a mutation within the set threshold distance from the
belonging fusion breakpoint.

Fusion
ERC1:VWF
CASP8:UBR3
TRIB3:DEFB125
NCAPD2:VWF
LIN52:SYNE2
RP11468E2.1:NPAS3

Mutations within threshold of 1 kbp
2
1
1
1
1
1

Consequence of mutation
Synonymous, stop gained
Stop gained
Synonymous
Missense
Missense
Missense

Table 5.4.19 the six fusion transcripts from the lung cancer dataset which had somatic
mutations within 1kb of the breakpoint in at least one patient each. Genes in bold appear in the
list of 719 genes listed by the Cancer Gene Census, which include known cancer-critical genes.

Gene is in the CGC
Fusion/mutation co-occurring
(< 1kb)

yes

yes
2

no
10

no

717*

19529**

Table 5.4.20 the 2x2 contingency table, * based on the number of genes found in the CGC list
at the time of writing, 719. **based on the total number of genes as of GRCh38 (which the CGC
list is currently based on), 20246.
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Utilizing the Fisher’s exact test to compute the p value from the contingency table, it
demonstrates an enrichment of genes from the Cancer Gene Census among the resulting
fusion/mutation pairs (𝑝 = 0.066)
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Co-occurring somatic mutations and fusion transcripts in colon cancer
The somatic mutation dataset consisted of 223 patients where fusion transcripts were identified
for only 8 of the same patients. These were not reduced further when filtering out those who
didn’t have mutations and fusions found on the same chromosome.
Because of the sparse number of patients for which we had both somatic mutation and fusion
transcript data, and thus, very few events identified, the colon dataset was not utilized further
as no proper analysis could have be generated on the basis of the low number of events.
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Statistical testing
Both the prostate and lung datasets had 6 events within the threshold of 1000 bp, the dataset
from breast cancer had 17. Are these numbers higher or lower than what can be expected by
chance? This question gives rise to the following statistical hypotheses

H0 hypothesis
“There is no correlation between mutations and fusions, mutations do not occur closer
to fusions than what could be expected by chance.”
H1 hypothesis
“Mutations might cause a gene fusion and should therefore be found within a closer
proximity to the fusions and their regulatory elements than what could be expected by
chance.”

With the test statistic being the number of events found within the threshold of 1000 base pairs
if a number of events equal to that of the real dataset was drawn at random.
The following distributions were made by performing both 𝐦 = 𝟏𝟎𝟎, 𝟎𝟎𝟎 and 𝐦 =
𝟏, 𝟎𝟎𝟎, 𝟎𝟎𝟎 iterations of randomly pulling 𝐤 = ‖𝑟𝑒𝑎𝑙_𝑑𝑎𝑡𝑎𝑠𝑒𝑡‖ samples from a random data
set of size 𝒏 = 𝟖𝟎𝟎𝟎. As discussed in section 4.4, the size of n indicates how many random
events with the approximate size of the real one should be created, not the actual amount of
data sets.
The differences between the distributions as a result of the different values of m used were
minimal but serves as a proof that the number of iterations used to generate these distributions
were sufficiently large for the simulation to start converging. Distribution plots for prostate,
breast and lung cancer generated with 𝐦 = 𝟏, 𝟎𝟎𝟎, 𝟎𝟎𝟎 can be found in the appendix.
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Figure 5.4.21 PRAD-distribution plot generated with m = 100,000. Red bar indicates that the real
dataset is located within this bin.

For the prostate cancer data set, 75,265 out of 100,000 random samples had the same number
of events or more within the threshold as that of the real dataset. Giving us a p-value of
𝑝 = 0.753
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Figure 5.4.22 BRCA-distribution plot generated with m = 100,000. Red bar indicates that the real
dataset is located within this bin
For the breast cancer data set, 10,307 out of 100,000 random samples had the same number of
events or more within the threshold as that of the real dataset. Giving us a p-value of
𝑝 = 0.103
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Figure 5.4.23 LUAD-distribution plot generated with m = 100,000. Red bar indicates that the real
dataset is located within this bin.

For the lung cancer data set, 10,615 out of 100,000 random samples had the same number of
events or more within the threshold as that of the real dataset. Giving us a p-value of
𝑝 = 0.106
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6 Discussion
Through the work of this master project, the idea of whether somatic mutations and fusion
transcripts coincide in certain cancer-critical genes have been scrutinized. Datasets derived
from the Cancer Genome Atlas, consisting of around 2000 samples from the four most common
types of cancer, has been utilized to explore this possibility. A software, with the working title
of BUMPKIN, has been developed to perform the initial computations required for this
integrative analysis of somatic mutations and fusion transcripts, while also providing a solid
foundation for further development.

6.1

Analysis of fusion transcript and somatic mutation data from TCGA

Running the software with TCGA datasets for each of the four most common cancers, the initial
distribution graphs made to compare the real and random datasets showed a small, albeit
noticeable difference in the distribution of mutation-fusion distances at the lower distances
while being more similar as the bins increased in size.

Figure 6.1.1 the percentage distribution of the distances between somatic mutations and fusion
transcripts (events) in a set of 420 prostate cancers. Both axes have a logarithmic scale. Real data in
blue, random data in green dotted line. Dots are at the center of each bin which are displayed in the
following table.
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The same pattern was noticeable across the datasets derived from prostate, breast and lung while
colon had too few events to generate a proper distribution, thus being discarded from further
analysis. The average rounded percentage of events found within a threshold of 1 kbp was 0.625
% for the real datasets and 0.074 % for the random ones. Further, fisher’s exact test was
performed to compare the distribution of events within the threshold found in the real and the
randomly generate datasets. The three datasets compared to their random counterparts gave pvalues < 0.001, indicating a significant difference in the distribution of events. The plots derived
from the other datasets can be found in section 5.4 Analysis of SNVs and fusion genes from
TCGA.
The fusions transcripts with co-occurring somatic mutations within the given threshold (1 kb)
were filtered against the Cancer Gene Census list, which contains know cancer-critical genes,
and a combined (i.e. across datasets from prostate, breast and lung) rounded average of 22 %
of the genes were found to also be present in the CGC list, whereas only around 3-4 % of the
overall set of genes in the genome are part of this list. Utilizing the Fisher’s exact test indicates
a significant enrichment of co-occurring mutations and fusion partner genes present in the CGC
list. This convincingly demonstrates that known cancer-critical genes are more likely to harbor
somatic mutations in proximity to fusion breakpoints, and we therefore raise the question if also
the genes of the fusion transcripts not found in the CGC list are novel cancer-critical genes.
Further, a Monte Carlo style method of analysis was implemented to investigate whether the
number of events found within the given threshold is different from what is expected by chance.

Figure 6.1.2 BRCA-distribution plot generated with m = 100,000. Red bar indicates that the real
dataset is located within this bin
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A number of samples, equal to the number of samples in the real dataset, were drawn randomly
from the random dataset a total of m = 100,000 and m = 1,000,000 times to generate the
distributions for each dataset. The different values of m showed no noticeable change in the
final distribution produced and convinced us that that the simulation was ran with a sufficient
number of iterations to effectively converge towards a solution.
A p-value should not be used as the sole basis of conclusion, that being said, a p-value of
p < 0.05 or even p < 0.01 is often set as the cut-off for statistical significance. In this case, the
two lowest p-values given were those derived from the analysis of the breast and lung cancer
samples, at 𝑝 = 0.103 and 𝑝 = 0.106 respectively, and 0.753 for that of prostate. This
indicates the likelihood that if we were to make a random sample from the baseline dataset, the
probability of that random selection to contain as many or more events within the set threshold
of 1000 base pairs would be about 1 in 10 for the datasets from breast and lung cancer, and over
7 in 10 for the prostate cancer samples.
The observant reader may have noticed that there is not defined a cut-off value α for whether
the analysis should be deemed significant or not. The reasoning for this choice is that the
number of events within the threshold does not infer the significance of each event and even
though there might be 10 events within the given threshold, only one of these may actually be
of interest. It therefore makes little sense to base the significance of the experiment based on a
set cut-off value.
It should also be mentioned that there are several factors that might have affected the results of
this analysis. Most of which are related to the limitations of the random scrambling and the data
being derived from exome-sequencing, as previously discussed in section 4.4. Due to these
restrictions, our statistical test does not truly reflect the underlying biology to the degree that it
could have, given a wider range to draw random samples from.
The following fusion transcripts have been identified to contain a somatic mutation within 1000
base pairs of a fusion genes’ breakpoints while also having one or both of the fusion partners
included in the CGC list.
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Fusion transcript
STAT3:ETV4
KIF5B:HHAT
PRKAG2:MLL3
KAT6A:MSR1
MSI2:YPEL2
BCL9:IVL
SND1:GRM8
GATA3:TAF3
ERC1:VWF
CASP8:UBR3

Type of
cancer
Prostate
Prostate
Prostate
Breast
Breast
Breast
Breast
Breast

Mutations within
threshold of 1kbp
1
2
1
1
1
1
1
1

Lung
Lung

2
1

Consequence of mutation
Synonymous
Synonymous, missense
Frameshift variant
Missense
Synonymous
Missense
Missense
Splice acceptor variant, intron
variant
Synonymous, stop gained
Stop gained

Table 6.1.3 the 10 fusions transcripts from the combined datasets which had somatic mutations
within 1kb of the breakpoint in at least one patient each and at least one of the genes were part
of the Cancer Gene Census list. Genes in bold appear in the list of 719 genes listed by the
Cancer Gene Census, which include known cancer-critical genes.
Every one of which could be targets for further research. We have focused on STAT3:ETV4,
PRKAG2:KMT2C and GATA3:TAF3 due to their known significance as drivers of
tumorigenesis or due to the mutations occurring nearby having a known consequence that could
seem to be related to the fusion.
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Figure 6.1.4 the STAT3:ETV4 fusion transcripts. Boxes represent exons, the red arrow
represents the mutation and the dotted line represents the breakpoint of the genes. The image
is for illustrative purposes only and is not drawn to scale. The grey part of the sequence is at
the exact position of the breakpoint.
The STAT3:ETV4 fusion event had a synonymous mutation within the set threshold of a
thousand basepairs, more specifically the mutation was found 28 base pairs from the
breakpoint of the ETV4 gene. ETV4 being a possible driver event of prostate cancer [54] and
STAT3 being of interest due to its many roles in pathways including the inhibition of
apoptosis, cell proliferation, angiogenesis and metastasis [55]–[57].
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Figure 6.1.5 the PRKAG2:KMT2C fusion transcript. Boxes represent exons, the red arrow
represents the mutation and the dotted line represents the breakpoint of the genes. The image
is for illustrative purposes only and does not claim to be an accurate representation of the
genes. The grey parts of the sequence are at the exact position of the breakpoints. Note: KMT2C may
also be referred to as MLL3.

Due to its known negative effects on cell proliferation, KMT2C (also known as MLL3) is
believed to be a tumor suppressor gene [58]. The fusion itself has also been suggested to be a
driver fusion gene in gastric cancer [59].

74

Discussion

Figure 6.1.6 the GATA3:TAF3 fusion transcript. Boxes represent exons, the red arrow
represents the mutation and the dotted line represents the breakpoint of the genes. The image
is for illustrative purposes only and does not claim to be an accurate representation.
The GATA3 gene turns out to be of particular interest, as >10% of samples analyzed in the
initial TCGA publication found mutations, mainly affecting exons 5 and 6 of the GATA3 protein
[60], [61]. As the gene is identified as a hotspot for mutations, this raises the question if a
mutation, could be an underlying cause of the fusion.
The TAF3 gene has also been found to have functionally significant interactions with p53, “the
guardian of the genome”, and may therefore be a driver event of tumorigenesis [62].
A synonymous mutation does not alter the amino acid sequence and thus not the final protein
product, but might have other consequences related to genomic events such as folding of the
DNA, RNA or the protein, the efficiency of transcription or translation or the RNA splicing
[63].
The fusions without CGC genes as one of the fusions partners would also be of interest, as, if
the assumption that there is an enrichment of known cancer-critical genes with the threshold
holds, there is reason to assume that some of the 80 % of events not present in the CGC list,
may be driver genes as well. Furthermore, some of the genes within the CGC list have been
implicated to be involved in other types of cancer than those for which they were identified in
the present study.
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6.2

Bioinformatic challenges and weaknesses

As mentioned in previous sections, the scramble methods used to generate the random dataset
used for comparison has an inherited bias as it is created by (some of) the files it is used as a
comparison for. This was, as mentioned in section 4.4, attempted countered by allowing the
mutations from the dataset in question to be matched with fusions from every other dataset, but,
although reducing the bias, does not completely remove it. It is also reasonable to assume that
the larger dataset of breast cancer would be more similar to the random dataset as it comprises
a larger fraction of data used to generate it, but no tests have been conducted in this regard.
The software has some segments of the code being hardcoded, which represent potential
weaknesses. This is mainly attributed to the differences in file formats and the information these
contain and, the major restructuring operations that were needed in later stages of the project,
which promoted the use of quick fixes over robust methods. Parts of the software that may be
problematic include:
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Regular expressions used to match files will only work for the implemented and
supported file formats and requires a one file per sample system.
Naming of fusion/mutation programs is not consistent. Name such as “pancan” (which
is not a program used to annotate fusions) has been used instead of proper names like
“deFuse” due to the format of some files being unknown.
Chimeraviz also requires properly defined programs used to generate the different files
and will only work with deFuse at the moment.
The number of mutations and fusions used to generate each random sample is hardcoded
to be in the range of (1, 50) for fusions and (1, 120) for mutations. These numbers are
based on averages from the TCGA dataset but should be altered for each dataset used
to ensure that the baseline dataset created is comparable to the real one.

Conclusion

7 Conclusion
Through the work of this MSc project and thesis, the software BUMPKIN-fm was created to
enable an integrative analysis of datasets containing somatic mutations and fusion transcripts.
Analyses of publicly available DNA and RNA data from altogether 1299 cancer patients,
representing the four most common cancers, demonstrated that somatic mutations do co-occur
with fusion transcripts to a higher degree than what can be expected by chance for prostate,
breast and lung cancer. Further, the sets of co-occurring somatic mutations and fusion
transcripts in both prostate and breast cancer, were significantly enriched for known cancercritical genes. Thus, we also consider other genes identified by this strategy, in these and other
cancers, to be candidate cancer-critical genes warranting further investigation. Furthermore,
some of known cancer-critical genes have previously been implicated to be involved in other
types of cancer than those for which they were identified in the present study. Examples of
interesting fusion transcripts identified with co-occurring somatic mutations in prostate cancer
are STAT3:ETV3, PRKAG2:KMT2C, and KIF5B:HHAT.

77

Integrative Analysis

78

Future perspectives

8 Future perspectives
Hi-C, epigenetics, adding dimensions
In this thesis, we have considered genomic data as something of only one dimension and
searched for correlations between mutations and fusion genes based on basepair distances. This
approach, however, does not truly reflect the underlying biology as DNA in reality is folded
and tangled. A natural step forward would be to consider a more epigenetic approach, by
including “other dimensions” of data such as HI-C data [64], which gives insights into which
genomic regions that are proximal to each other in a three-dimensional space
Research has shown that the folding of chromatin, more specifically the formation of loops
mediated by regulatory elements such as enhancers and promoters, plays a key role in the
regulation of gene expression [65]. A theory to further investigate could therefore be if the
mutation of regulatory elements alters the folding of chromatin and thus promote the generation
and expression of fusion genes.
Reducing memory cost and benchmarking of parallel methods
One of the issues with the current implementation of the concurrent randomization is the
excessive memory requirements. The focus of this thesis has not been to optimize or even
implement parallel methods, but if the software is to be used with even larger datasets it would
be a logical continuation to make efforts in reducing the memory cost and also benchmark
different means of parallelization.
The different python MPI-wrapper libraries should be tested and benchmarked if the software
is to be run on a cluster such as Abel. Writing implementations in lower level languages such
as C or Fortran would provide a solid baseline for comparison.
Support additional file formats
The software works well with the datasets used in this thesis as input, whereas future work is
needed to make it compatible with the plethora of datasets that exists in a variety of public data
repositories. A viable option is to further develop a module which converts each inputted file
to a unified format, currently performed in the main script. Refactoring the code by moving
operations related to file parsing and object creation to a separate class would improve structure.
The different classes are meant to work as a standardized interface for other modules to call
without having to make special considerations based on the origin of the data. Although the
approach is functional with the files provided, efforts should be made to ensure a more complete
unified interface and a higher degree of modularity.
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Further development, driven by tests?
Although a valuable development tool and a good practice, the development of the thesis has
not been test-driven due to the uncertainties of the system design in the earlier phases of the
project.
Test-driven development (TDD) might help increase modularity, contribute to class design,
simply refactoring and maintenance and serve as a form of documentation and thus enhancing
the understandability of the code [66]. Implementations of unit-tests should be considered if the
project is to be continued.
Client hosted web server
An alternate approach in creating this software or a similar suite of features that could turn out
to be more flexible and easier to expand upon, is to implement the software as a client-based
webserver. The software could then more easily be separated into a back-end and front-end
component, improving the general structure, design, user experience and modularity of the
software. This would facilitate good development practices while also increasing the scalability
of the software.
This could be done by utilizing packages and toolkits such as flask33 to host a local webserver
delivering a RESTful api [67], while the front-end could be written purely in JavaScript or with
frameworks such as ReactJS34.
Choosing this strategy would most likely provide a greater user experience in the end result, as
the webpage could be more dynamic and interactive, but as the main topics of this thesis are
related to that of bioinformatics and not front-end development, and due to the limited amount
of time as well as the lack of knowledge of the road ahead (in the initial stages of this project),
the choice was ultimately made to not pursue this idea further.

33
34

http://flask.pocoo.org/
https://reactjs.org/
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10 Appendix
10.1

Plotter class plots used during development, but not pursued further

The following dot plots are included as the code producing them still may be found within the
bumpkin source code and might be revisited in future work as they provide an interesting
perspective.
10.1.1

Distance distribution dot plot

Figure 10.1.1 the plot displays the distance between every SNV and the FusionGene in every
Fusion_SNV_Event. FSE events are plotted along the x-axis. Every dot along x = 1 would
therefore be distances between the SNVs and the FusionGene object of the first FSE event object
of the dataset utilized. This plot was used as a way to visualize the average distribution of
distances.
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10.1.2

Distance distribution dot plot (colored)

Figure 10.1.2 the plot displays the distance between every SNV and the FusionGene in every
Fusion_SNV_Event. FSE events are plotted along the x-axis. Every dot along x = 1 would therefore
be distances between the SNVs and the FusionGene object of the first FSE event object of the dataset
utilized. This plot was used as a way to visualize the average distribution of distances.
The plot was additionally colored in an alternating fashion to separate patients. The first red dots
are therefore from events originating from patient 0, the next blue field is from patient 1, the following
red is from patient 2 and so on. The dataset used to generate this plot consisted of 44 samples of
TCGA prostate data.
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10.2

The HTML report, screenshots

The following images are screenshots from the html-reports generated by the software.
The following sections are displayed in the report:



An Ideogram plot of the chromosome is displayed with fusions marked as red triangles
and mutations as green triangles.
A table displaying the mutations wound to co-occur with the selected fusion and their
distance from a fusion breakpoint.

 The list on the right side displays information regarding the fusion and the files from
which the event originated from.
A nav-bar is used for paging. Hovering the mouse over the “fusion” element will provide a
dropdown menu of the fusions included in the html-report. Selecting a new fusion will alter the
table, list and ideogram plot to reflect that selection. Further a tab marked “chimeraviz” allows
the user to view the overview plot generated by the Chimeraviz package if available / enabled
during the generation of the reports.

89

Integrative Analysis

90

Appendix

91

Integrative Analysis

10.3

Distribution plots

While creating distributions, a value of m = 100,000 and m = 1,000,000 was used to see if the
Monte Carlo simulation had been run for enough iterations to start converging towards the right
solution. The plots listed below are from the runs of m = 1,000,000 and are included to serve
as a comparison

Figure 10.3.1 PRAD-distribution plot generated with m = 1,000,000. Red bar indicates that the
real dataset is located within this bin.
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Figure 10.3.2 BRCA-distribution plot generated with m = 1,000,000. Red bar indicates that the
real dataset is located within this bin.
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Figure 10.3.3 LUAD-distribution plot generated with m = 1,000,000. Red bar indicates that
the real dataset is located within this bin.
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10.5

Scripts used for initialization

Following is a description of the scripts utilized to generate the results found in section 5.3 and
5.4. These also serve as examples of how to run the software.
10.5.1

First dataset

To initialize a run with the second data set, a linking file must be provided to enable the script
to match TCGA barcodes with the correct sample IDs. This is done by providing the flag -lf
followed by the location of the link file.
python3 -W ignore main.py \
data/data_set_2_tcga/test_data_defuse/ \
data/data_set_2_tcga/test_data_mutect/ \
defuse \
mutect \
-lf utils/44_samples.txt \
-v \
-n 1500 \
-o '44_samples_log.txt' \
-th 1e3 \
-c 4

10.5.2

The main TCGA datasets

To run the software on the main datasets utilized in section 5.4, the following script was utilized
root_folder='../thesis_data/data_set_3_tcga/mutations_separated/'
paths='brca coad luad prad'
for path in $paths
do
python3 -W ignore main.py \
../thesis_data/data_set_3_tcga/fusions_separated/ \
$root_folder$path'_TCGA_separated/' \
pancan \
maf \
-v \
-n 1500 \
-o $path'_report.txt' \
-r $path \
-th 1e3 \
-c 4
done
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11 Access to the bumpkin GitHub repository
Two user accounts have been created and given access to the private repository in which the
software, bumpkin-fm, along with some datasets and utility scripts utilized during the work of
this thesis, is located.
To access the software, go to https://www.github.com and login with the provided credentials.

username

password

internalsensor

bumpkin_password1

externalsensor

bumpkin_password1

Table 10.5.1 login credentials for GitHub accounts.
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