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Abstract

Reinforcement learning is a research field concerned with automatically
solving problems by trial and error. With each trial, a reinforcement
learning agent extracts information about the problem. The agent can
choose to apply its current knowledge and solve the problem as well as that
information allows, or it can decide to do something new and untried with
the hope that this will yield new and useful information. Balancing this
trade-off is called the exploration vs. exploitation problem, and is the primary
focus of this thesis. The work is organized around three related research
questions.

Exploration algorithms have proliferated in the last few years. There are
differences in the way exploration techniques create exploratory behavior.
The first part of this work presents a categorization of exploration methods
based on these differences. Techniques from each category are then tested
and analyzed to evaluate their benefits and weaknesses. The categorization
scheme makes it possible to easily combine exploration techniques.

The second part of this work shows how to combine different explora-
tion methods. Experimental results demonstrate that such a combination
can produce new exploration algorithms which significantly outperform
methods from each category. The best combined method outperforms the
best single-category method, and is more robust to changes in the other
parameters of the learning system.

Combining methods from different categories of exploration techniques
gives better results, but there are still some relatively simple problems the
combined methods can not efficiently solve. The third part of the work
further investigates the family of exploration techniques known as intrinsic
motivation. Inspired by how humans are motivated to explore, the field
of intrinsic motivation creates curious AI agents. The current state of the
art intrinsic motivation techniques work very well on many problems but
can not solve problems where the solution requires modeling randomness.
This work investigates a novel intrinsic motivation algorithm designed to
remove this known weakness.
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Chapter 1

Introduction

The goal of reinforcement learning (RL) is to create an agent which can learn
to solve problems through trial and error by relying only on feedback of
how well it is doing. Figure 1.1 shows the RL setup. The agent observes the
state of the environment in some way, and affects the environment through
actions. The environment returns a reward to the agent. The agent creates
a set of rules about what actions to take based on the observations of the
environment. The set of such rules is called a policy. The goal of the RL
agent is to find the policy which maximizes the accumulated reward from
the environment.

To maximize reward, reinforcement learning agents need to balance
exploiting the current best estimate of the optimal policy and exploring
its environment to gather data which can then be used to find a better
policy. If the agent always follows its current best estimate of the optimal
policy, it is unlikely to discover other and potentially better policies. On
the other hand, if the agent never exploits the current best estimate, it is
simply selecting policies at random and will not solve the problem any
faster than random search. A trade-off between exploiting the information
already gathered, and exploring to look for new information is the best
solution. The challenge of balancing this trade-off is called the exploration
vs. exploitation problem.

Active learning is a sub-field of machine learning which studies how to
choose the most useful training examples when training a machine learning
model. Active learning is closely related to the exploration vs. exploitation

Figure 1.1: The reinforcement learning feedback loop
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problem. To learn how to solve a problem in as few tries as possible,
a reinforcement learning agent has to select the most useful exploration
policies. Any solution to the exploration vs. exploitation problem must
implement a method for generating exploratory policies.

This thesis proposes a categorization scheme for exploration methods
and goes further in depth on the family of methods termed intrinsic
motivation. Intrinsic motivation is an exploration technique which works
by biasing the agent towards parts of the environment that contain useful
information. Intrinsic motivation techniques do this by generating a second
reward signal internal to the agent which includes information on what
parts of the environment are helpful for learning.

1.1 Motivation

There are many methods for attacking the exploration vs. exploitation
problem in the literature [21, 36, 41, 42, 48, 51]. Recent work from
Deepmind shows that combining various exploration and optimization
techniques can be beneficial to both rate of learning and final performance
[20]. This work proposes a categorization of exploration methods based on
the mechanism they use to generate exploratory policies. Unlike previous
categorizations of exploration techniques [28], the proposed categorization
makes it easy to combine methods which solve different aspects of the
exploration problem.

Intrinsic motivation has the potential to be of importance to widespread
adoption of reinforcement learning methods in real-world applications.
Reports from neuroscience suggest the brain uses some form of intrinsic
motivation [43]. It is possible that a mechanism involving intrinsic
motivation is part of what allows humans to explore their environment
efficiently. Being able to use intrinsic motivation in a robust and scalable
manner for RL has the potential of making RL much more versatile because
it expands the class of problems which can be solved using RL methods.

1.2 Research questions

This thesis studies the concept of exploration in reinforcement learning.
First, an overview of existing research is presented. Then, I propose
a categorization of the available methods and present experiments and
analysis into how the current methods can be improved. The work answers
the following research questions:

How can we categorize exploration techniques and what are the pros
and cons of each category? Exploration in RL can be done in many
different ways. Categorizing the solutions from the literature helps in
better understanding the similarities and differences between existing
exploration methods. Categorization may also enable an investigation into

2



what category of exploration techniques work best for different kinds of
problems.

Can we combine methods from the different categories and does
this improve over using methods from any one category on its own?
Reinforcement learning algorithms can explore their environment by
applying a few different mechanisms. This thesis examines some of the
ways these mechanisms can be combined to improve over using any one
method on its own. This is done by comparing methods using a single
mechanism for exploration to methods using several mechanisms at once.

How to do intrinsic motivation in unpredictable environments? In-
trinsic motivation is a particularly interesting area of research on explor-
ation techniques because it works very well on problems where a lot of
exploration is required before getting a reward. This is relevant to robotics
because designing reward functions that gives a reward at every time-step
is difficult. It is hard to specify how close a robot is to learn how to walk if
it is still falling over, but it is easy to tell once it has succeeded. If we can
create a reinforcement learning algorithm which works well with reward
functions that specify high-level goals, and the robot can explore and find
a solution on its own, then designing robot behavior will become much
easier.

Deep reinforcement learning is a sub-field of RL which uses deep
artificial neural networks as function approximators. The current state of
the art in intrinsic motivation improves the exploration, and often the final
performance, of deep reinforcement learning algorithms by measuring
the novelty of each new experience. However, these methods are not
generally applicable because they can motivate the agent to spend time in
unpredictable or unlearnable areas of the environment because these areas
always seem novel to the agent. To solve this problem the agent must be
able to measure learning progress. No general measure of learning progress
has been adapted to deep reinforcement learning. This thesis provides a
thorough examination of this problem and presents results on an attempted
solution.

1.3 Contributions

This section summarizes the main contributions of this work. The first
contribution is a new method for classifying exploration techniques, which
is presented in chapter 3. Experiments were conducted which proves
that combining methods from each category can produce new and better
algorithms. These findings are described in a paper submitted to the
International Conference on Development and Learning and Epigenetic
Robotics (ICDL-EPIROB 2018), written by me and my supervisors Kai Olav
Ellefsen and Jim Tørresen.

Research continued with an attempt to further improve on the best
method found by the combination of existing exploration techniques.

3



This led to the first (to my knowledge) experimental verification of a
known limitation of knowledge-based intrinsic motivation. Knowledge-
based intrinsic motivation techniques can not solve problems which require
modeling randomness. This limitation is mentioned in many published
works [39, 41, 48, 51], but none of them provide experimental verification.

1.4 Limitations

The findings presented in this work are mostly based on simulations done
in a few simple environments. This limits the ability to generalize the
results. More robust results could be obtained by running the same tests
on a larger and more varied set of environments. This task proved too
time-consuming to be included in the thesis and is a topic for future work.

1.5 Structure of the thesis

This work investigates three related but distinct research questions. The
text is structured to reflect this fact. Chapter 2 is an overview of
previous work. Chapter 3 describes a new way of categorizing exploration
techniques in reinforcement learning. Chapters 4 to 7 are all divided into
sections, with one section dedicated to each research question.

• Sections 4.1, 5.1, and 6.1, contains information relevant to all three
research questions.

• The first research question is answered in sections 4.2, 5.2, 6.2, and
7.1, in addition to chapter 3.

• Work on the second research question is contained in sections 4.3, 5.3,
6.3, and 7.2.

• Together, sections 4.4, 5.4, 6.4, and 7.3, describe the attempt to answer
the third research question.

• Finally, chapter 8 concludes the work.

4



Chapter 2

Background

This chapter first describes the necessary fundamentals of active learning
and reinforcement learning. Then, it provides an overview of recent
advances on the exploration vs. exploitation problem. Finally, it looks at
some other perspectives on the exploration problem.

2.1 Machine learning

Machine learning is a sub-field of, and tool for, artificial intelligence. It
is concerned with the automatic modeling of statistical relations. Much
of the recent progress in machine learning is due to biologically inspired
methods such as artificial neural networks. In the last decade, there has
been tremendous progress in the fields of computer vision and natural
language processing due to advances in neural network technology.

2.1.1 Supervised learning

Machine learning methods which require a set of labeled data-points for
training are called supervised learning methods. These algorithms all work
by comparing the output of the model to the label, which specifies what the
exact output should be, and updating the model so that the output moves
closer to the label. These methods typically require large labeled datasets
to create useful models.

2.1.2 Active learning

Active learning focuses on solving machine learning problems in a data-
efficient way by letting algorithms intelligently choose the most useful
training data. The active learning framework assumes there exists a
database of unlabeled training examples, a smaller database of labeled
examples, and a model trained on the labeled dataset. This situation
is typical in machine learning because it is often easy to get unlabeled
data, but time-consuming or expensive to label it. In this situation, active
learning reduces cost and improves efficiency by intelligently selecting
which of the unlabeled examples to label. Typically this selection is made
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Model

Labeled 
dataset

Select 
data for 
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Unlabeled 
dataset

Get labels  
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Oracle

Figure 2.1: Overview of the active learning framework

by checking how uncertain the current model is about the unlabeled data-
point. Once these examples have been chosen they are passed to the
Oracle for labeling [50]. The Oracle is an entity that provides labels. The
Oracle can be a computer program which provides labels by performing a
computation which is too expensive to perform on the entire dataset, or it
can be a human who provides labels for a task we have not been able to
automate. Once the data point is labeled, the model is retrained to achieve
a better result hopefully. This process is continued until the model is good
enough. Figure 2.1 shows an overview of the process.

It might be useful to think of active learning as a way of letting the
machine learning algorithm explore its input space.

2.2 Reinforcement learning

Reinforcement learning is a sub-field of machine learning which uses a
reward (or cost) to learn a good policy for solving a problem. A policy is
a mapping from states of the environment to the actions available to the
agent. RL differs from supervised learning in that the system does not
know what the correct action for any given state is, only that some actions
are better than others. A reinforcement learning agent is a system that can
figure out which action is the best for each situation through a process of
trial and error. By using the information gained from each trial, an RL agent
improves its policy iteratively.

6
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Figure 2.3: Overview of the general reinforcement learning time-line
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2.2.1 The RL formalism

Most work in RL assumes the state transitions of the environment can
be modeled using a Markov decision process (MDP, first introduced by
Bellman in [6]). This is true whenever the transition from state s to the
next is conditioned only on the action a, and not on the history of states
and actions leading the system to state s. A MDP is defined as a tuple
(S, A, Pa

ss′ , Ra
ss′) [53]. S is the set of possible states of the system, and A is the

set of actions. Pa
ss′(s

′|s, a) is the probability of moving from state s to state s′

given action a. Finally, Ra
ss′(s, a, s′) is the distribution of rewards the agent

receives when moving from state s to state s′ given action a. When the state
space S and action space A are both finite, the MDP is called a finite MDP.
Most problems studied in RL can be modeled as finite MDPs.

At each time-step, the RL agent observes the environment and chooses
an action at according to its policy π(ot). The policy is a function mapping
states to actions. The environment then steps to state st+1 according to
Pa

ss′(s
′|s, a), and the agent receives a reward rt+1 sampled from Ra

ss′(s, a, s′).
The goal of an agent traversing a MDP is to maximize the sum of rewards
∑T

t=0 rt where T is the lifetime of the agent. For MDPs with no clearly
defined end-state, a discount factor 0 < γ < 1 is used in order to bound the
reward. The sum of future rewards is then ∑∞

t=n γtrt when seen from state
sn [53, Chapter 3.3]. When training a RL agent, it is typical to collect the
tuples (st, at, rt+1, st+1), often denoted (s, a, r, s′) for brevity, and use these
tuples as input to the training algorithm.

An overview of these relations is shown in figure 2.3.

2.2.2 Overview of a general RL algorithm

The general RL algorithm consists of two parts. One part runs a policy to
gather data about the MDP. Another part uses the collected data to update
the agent’s belief about what is the best policy. Most RL algorithms consist
of some alternation scheme between these two parts of the algorithm.

The policy-runner can be further split into several action selection steps.
First, the algorithm observes what state the system is currently in. Then,
based on the state, the algorithm decides what action to take. The action-
decision stage can either exploit its current knowledge by choosing the
current best guess of what is the optimal action, or it can explore by
selecting some other action. This is a trade-off which is widely studied
in the RL literature and the field of optimal control theory [5, 21, 36, 41, 42,
46, 48, 56]. This topic is discussed in more detail in section 2.3.

Once the action has been selected and performed, the algorithm
observes the next state and the accompanying reward. Then the tuple
(s, a, r, s′) is either saved in a memory for later use by the training
algorithm, or passed directly to the training step.
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2.2.3 Artificial neural networks

Artificial neural networks are function approximators. They consist of
a sequence of alternating parameterized linear transformations and fixed
non-linear transformations. By adapting the linear transformations so that
each possible input maps to the desired output an artificial neural network
can be made to approximate a wide range of functions. ANNs have in
recent years become the state of the art method in areas such as computer
vision and natural language processing. ANNs have made it possible to
play Atari games at super-human levels using reinforcement learning, with
pixel values and game score as the only inputs to the learning algorithm
[30]. This approach is called deep reinforcement learning because it uses
deep neural networks as function approximators.

2.2.4 Policy optimization frameworks

There are three main frameworks for finding the best policy used in
reinforcement learning. They differ mainly in their perspective on the
learning problem, and this results in optimizing different functions. The
value-based approach maintains some measure of the value (typically
expected return) of each state, or state-action pair, and then use this to
derive a policy. This value function is typically labeled either V(s) or
Q(s, a) depending on the system being model-based or model-free, see
section 2.2.5.

The policy-based perspective is to do the optimization on an explicitly
parameterized policy-function π(s) which maps states to actions. Think of
this method as doing optimization directly in the space of possible policies.

The actor-critic method is a combination of the value-based and the
policy-based optimization methods. It works by using a value function
which provides information to the policy learning process. Figure 2.4
shows these methods and how they relate to each other.

2.2.5 Model based and model-free reinforcement learning

Finding the optimal policy can be done in two slightly different ways.
One approach is to create two functions; the state value function and the
state transition function. This approach is called the model-based method
because it creates an explicit state transition model. The other approach is
to create a single state-action value function, and this approach is called the
model-free method because it has no explicit state transition function.

Model-based RL Model-based RL algorithms create a function T :
SxSxA → R. This function models the transition dynamics of the
underlying MDP. T(s, a, s′) is approximating Pa

ss′ . T is then used to evaluate
the probability of moving from state s to state s′ given action a. Knowing
the transition dynamics is not enough to decide on a good policy. The
agent also needs to model the reward gained for each state. To do this,
we create a function V : SxΠ → R, where Π is the space of possible
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Value− based

V(S) or Q(s, a)

Policy− based

π(s)

Actor− critic

π(s) and V(s) or Q(s, a)

Figure 2.4: The different frameworks for finding the best policy in
reinforcement learning

policies, which maps states to a real numbered value. Vπ should map
state s to the expected future reward from s when using policy π. In
deep reinforcement learning, both T(s, a, s′) and Vπ(s) will typically be
estimated using function approximators such as deep neural networks.
T(s, a, s′) can be trained using supervised learning on the (s, a, r, s′) tuples.
Vπ(s) can be trained using temporal difference backups of the Bellman
error, as described below.

The value function represents the expected future reward from a given
state. When the value function is correct, it can be expressed like this:

Vπ(st) = E (
T

∑
t=t

rt) = rt + E (
T

∑
t=t+1

rt) = rt + Vπ(st+1) (2.1)

The value function can be rolled out recursively like this until it bottoms
out when V(sT−1) = rT. For the tabular case (where all V(s) are stored in a
table), provided all states are visited an infinite number of times, it has been
proven that a one-step backup of the value function error converges to the
correct value function [25, Chapter 4]. This is called temporal difference
(TD) backup [53, Chapter 6]. The update looks like this:

V(st)← V(st) + α[rt+1 + γV(st+1)−V(st)] (2.2)

When using function approximators to estimate V(s) there are no
convergence guarantees, but it has been shown to work well for several
complicated problems [23, 29]. Once both T and V are learned, an optimal
control/trajectory planning algorithm can be used to extract a good policy
[34].
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Model-free RL It is possible to learn a policy mapping state s to the best
action a without explicitly learning the dynamics of the MDP. Model-free
RL methods learn a function Q(s, a) → R mapping state-action pairs to
the expected future reward when choosing action a in state s. Learning
Q(s, a) is done similarly to learning the value function in model-based RL,
by exploiting the temporal difference error derived below.

Qπ(st, at) = Eπ (
T

∑
t=t+1

rt) (2.3)

= rt+1 + Eπ (
T

∑
t=t+2

rt) (2.4)

= rt+1 + max
at+1

Qπ(st+1, at+1) (2.5)

In Q-learning [57], the textbook example of model-free RL, the update
looks like this:

Q(st, at)← Q(st, at) + α[rt + max
at+1

Q(st+1, at+1)−Q(st, at)] (2.6)

Extracting a policy from Q(s, a) is as simple as taking the action with
the highest score for the given state, because that is also the action with the
largest expected future reward.

π(st) = max
at

Q(st, at) (2.7)

The model-free approach to reinforcement learning creates a policy
without using an explicit state transition model. By making a value
function which assigns a value to each state-action pair, the transition
dynamics are stored in the value function. At any given time the system
knows what state it is in, and so choosing the optimal action is a matter of
finding the maximum value for the state-action pairs for the current state
and the actions allowed in the current state. The information about state
transition probabilities is implicit in the state-action value function. A state-
action pair that is associated with high immediate rewards, but which leads
to states with a low reward will thus be assigned a small value. Conversely,
a state-action pair which is associated with little immediate reward, but
which often leads to rewarding states will be valued highly. Q-Learning
is a famous example of the model-free approach. In Q-learning, the state-
action value function is iteratively updated using the Bellman equation [25,
Chapter 5.4]. No explicit state transition function is required. This method
assumes that all relevant state transitions are seen enough times during
training, but for cases where this is true, it works well. There are formal
guarantees on convergence to the optimal policy for the tabular approach
when all state-transitions are seen infinitely many times [53, Chapter 6.5].
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2.2.6 On-policy vs. off-policy reinforcement learning

The updates of both the value function V(s) of model-based RL and the Q-
function Q(s, a) of model-free RL can be expanded to include the evaluated
returns N steps into the future. The process is illustrated here using the Q-
function:

Q(st, at)← rt + · · ·+ rt+N + max
at+N+1

[Q(st+N+1, at+N+1)] (2.8)

This improves the estimate because the right side of the equation is
closer to the actual Q-value:

Q(st, at) =
T

∑
t=t

rt (2.9)

When using the reward from more than one time-step into the future,
the algorithm becomes on-policy. This is because the rewards rt+1 · · · rt+N
are dependent on what policy is used. As soon as the Q-function is
updated, the rewards rt+1 · · · rt+N may no longer be correct because a
different policy means the sequence of visited states might change. When
using an on-policy algorithm, we must discard the oldest data once the
policy has changed so much that the old data is so incorrect that it can
no longer be used for training. When to throw out old data is a design
decision, and the best solution is task specific. The immediate reward rt is
not dependent on what policy is used because we train on the (s, a, r, s′)-
tuples, and the transition probabilities Pa

ss′ are given by the environment.
Standard Q-learning is an off-policy algorithm, as is all algorithms using
only single time-step temporal difference error. With off-policy algorithms,
it does not matter what policy was used when gathering the data, and all
gathered data can be used for training without introducing bias.

2.2.7 Summary of RL methods

Reinforcement learning methods are typically sorted on three different
criteria. The first is whether the algorithm is value-based, policy-based,
or actor-critic. The second is whether the method is model-based of model-
free. Lastly it is useful to know if an algorithm is on-policy or off-policy.
The relationship between the first two of these sorting criteria is listed in
table 2.1. The table shows which functions are used within each of the
categories. Whether an algorithm is on-policy or off-policy depends on
how the value-function (V(s) or Q(s, a)) is updated, as discussed above.

2.2.8 Deep Q-learning

Deep Q-learning is Q-learning where the Q-function is approximated using
a deep neural network. Some special care is needed to make this work well.
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Model-based Model-free

Value-based V(s) and T(s, s′, a) Q(s, a)
Actor-critic V(s), T(s, s′, a) and π(s) Q(s, a) and π(s)

Policy-based – π(s)

Table 2.1: The relationship between two common ways of sorting RL
algorithms

st Hidden
layers 

Q(st,a1)

Q(st,a2)

Q(st,an)

Figure 2.5: Diagram of a Q-network

Learning the Q-function with a neural network In Q-learning, Q(s, a)
maps a state-action pair to a single real-valued number - the expected
future return from performing action a in state s. The Q-learning algorithm
requires taking the maximum over actions for a given state to find the
Bellman backup, see equation 2.6. The standard way of implementing
the Q-function with neural networks therefore outputs one value for
each action, and takes only the state as input. The neural network thus
approximates a function which maps from a state-vector to a real-valued
vector of size "number of available actions", where each element is the Q-
value of one of the actions. The Q-network architecture is shown in figure
2.5. This setup makes finding the maximum over actions for a given state
efficient because it is only necessary to do a single forward pass through
the network.

When training the network on a (s, a, r, s′)-tuple, the targets for each
parameter update of the neural network is given by equation 2.6. Only the
network output node corresponding to the action a should be updated, so
this is the only output node included in the loss function. The loss function,
L(s, a, r, s′), is typically the squared error of the Q-value for the action a, as
shown in equation 2.10.

L(s, a, r, s′) = [Q(s, a)− r + max
a′

Q(s′, a′)]2 (2.10)

Reducing inter-sample correlation Tabular Q-learning works by updat-
ing the state-value function Q(s, a) at each time-step. This method is not
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directly applicable when using an ANN for the Q-function. If we update
the Q-network after every time-step, subsequent (s, a, r, s′)-samples will
be highly correlated. This correlation between samples introduces a bias
which makes learning unstable and inefficient. In the first paper to suc-
cessfully demonstrate playing Atari games from pixel inputs using RL [31],
Mnih et al. solve this problem by adding each (s, a, r, s′)-sample to a replay
buffer, and then sampling randomly from this buffer when training the net-
work. This approach removes the correlation between subsequent samples
seen by the Q-network and makes it possible to solve very complex tasks
using Q-learning [31]. Using a replay-buffer is a standard technique in deep
RL.

Smoothing the update targets In Q-learning Q(st, at|θ) is updated
to be closer to rt + maxat+1 Q(st+1, at+1|θ). In other words, rt +
maxat+1 Q(st+1, at+1|θ) is the target of the update step. Because the target
depends on the Q-function, the target is non-stationary. This can be a prob-
lem when using ANNs if the target changes faster that the optimization
procedure can follow. To reduce this problem, [30] introduces the notion of
a target network. The target network is simply a copy of the Q-network with
parameters that change less often. Every N time-steps, the parameters of
the Q-network is copied to the target network. The target network is used
to evaluate Q(st+1, at+1) in the target function. The DQN target function is
shown in equation 2.11.

rt + max
at+1

Q(st+1, at+1|θtarget) (2.11)

Double Q-learning When using a function approximator with Q-
learning, a bias is introduced in the Bellman equation (see equation 2.6).
This bias is a result of choosing both the next action at+1 and the Q-value
of this next action, Q(st+1, at+1|θ), using the same Q-network. Because
we take the max over this value at each update to the Q-network, any
over-estimation of Q(st+1, at+1|θ) is very likely to impact our estimate of
Q(st, at|θ). [18] introduces double Q-learning, which reduces this prob-
lem. Double Q-learning trains two Q-functions, labeled A and B. When
updating Q-function A, at+1 is chosen by Q-function A, but the Q-value
Q(st+1, at+1|θ) is calculated using Q-function B. This reduces the bias and
makes learning more stable. In [19], Hasselt, Guez and Silver adapts the
double Q-learning technique to deep Q-learning. They choose to use the
target network from DQN to serve as the "other" network for double Q-
learning. This keeps most of the benefit of double Q-learning while chan-
ging DQN as little as possible. The resulting target function is shown in
equation 2.12. DDQN is the baseline agent in sections 6.2 and 6.3.

rt + Q(st+1, arg max
at+1

Q(st+1, at+1|θ)|θtarget) (2.12)
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2.3 Solutions to the exploration vs. exploitation prob-
lem

Using the language of active learning from section 2.1.2, the RL environ-
ment is both the database and the Oracle. This can be seen clearly by com-
paring figures 2.2 and 2.1. Active learning in an RL context translates to
having the agent choose the policy most likely to yield useful experiences.
In the RL literature, this is called exploration, and the challenge of design-
ing good exploration techniques is the exploration vs. exploitation prob-
lem.

2.3.1 Introduction to the exploration vs. exploitation problem

To maximize reward, reinforcement learning agents need to balance
exploiting the current best estimate of the optimal policy, and exploring
the MDP to gather data which can then be used to find a better policy. A
standard way of doing this is to use a ε-greedy policy which follows the
current best estimate, but which takes a random action with probability
ε at each action-selection step. This approach ensures that the agent is
continually exploring the neighborhood of the current best policy. If there
are no local optima in the policy space, this method is sufficient to find the
optimal policy. Most often there are local optima in the policy space, and
in these situations, the ε-greedy approach has no guarantees of finding the
optimal policy.

Several more advanced approaches to the exploration problem have
been proposed. These are discussed below.

2.3.2 Advanced exploration techniques in RL

In the training phase of an RL algorithm, it is plausible that choosing what
is considered sub-optimal actions will none the less produce better results
in the long run if the lessons learned are valuable. The ε-greedy algorithm
has a chance of stumbling upon these, but it would be a lot better if they
could be deliberately sought out. To actively search out useful information,
it is necessary to make an educated guess at what policies are likely to result
in valuable lessons.

This educated guess can be made in several different ways. Chapter 3
provides an overview of the different methods. The following paragraphs
describe the various exploration techniques from the literature.

2.3.3 Reward-shaping approaches

Reward-shaping approaches attempt to improve exploration by adding a
bonus reward to state-actions pairs which are deemed useful for learning
by some measure. This addition biases the policy towards selecting those
actions in the future. These methods usually need information about the
next state, so the added reward can’t be evaluated until after the action
has been executed. This means we still need an exploration strategy in
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the action-selection process. These methods often use the epsilon-greedy
approach to achieve this, but other action-selection schemes can also be
used.

Intrinsically motivated reinforcement learning

Intrinsically motivated reinforcement learning use a reward signal which
is generated by the learning algorithm in addition to the reward from the
environment.

We can think of intrinsic motivation as a signal which represents the
assumed learning value of choosing an action. How to best design this
signal depends on the task(s) and the architecture of the learning system.
Intrinsic motivation is an area of active research [1, pages 61-67].

There are two approaches to designing intrinsic motivation signals: the
knowledge-based and the competence-based approach.

The knowledge-based reward signal The knowledge-based approach
uses the uncertainty or error of a dynamics-model as a reinforcing signal [1,
Pages 61-67]. The dynamics-model approximates the transition dynamics
of the MDP. It takes as input the current state and the selected action, and
attempts to output the next state. The main idea is that the agent will
learn most quickly if it receives training examples it has not seen before.
These novel training examples are likely to come from the areas in the
environment where the dynamics-model is most likely to make errors.

The knowledge-based intrinsic motivation encourages the agent to
spend time searching in areas of the input space in which the dynamics-
model makes a lot of errors. This method works well for environments
with homogeneous noise (meaning the noise is equally distributed in
the environment, so the expected noise-induced error is the same for
all samples). For applications of interest to robotics, noise is seldom
homogeneous, and the input spaces are often continuous and high-
dimensional. The main pitfall of this approach is that the system may get
stuck trying to create a model of something which is either not model-able
(i.e., completely random) or for which the kind of model it is trying to make
is unsuitable [56].

The competence-based reward signal The competence-based approach
uses the reduction in uncertainty of the dynamics-model as the reinforcing
signal. This signal motivates the model to spend its time in areas of the
state-action-space in which it achieves a reduction in prediction-error over
time. Ribes and Demiris [44] use the competence-based approach in a
robot learning how to play musical notes on a virtual piano. They use the
expected reduction in variance of a Gaussian mixture model of the piano
as the signal guiding which virtual piano key to press to most efficiently
improve the piano model. The piano model is a Gaussian mixture model
which, given the coordinate of a potential key-press, returns the expected
sound. When the robot is learning the piano model, it samples points on
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the 2-D plane defining the piano surface at random. Then these points are
ranked according to the expected reduction in the variance of the model,
and the position which is expected to reduce the variance the most is
selected. The robot then presses the chosen point on the piano to see what
sound it makes and updates its model accordingly.

General framework for intrinsically motivated RL Schmidhuber sug-
gests measuring the improvement of the predictions of a dynamics-model
explicitly. To do this, simply sum the error of the predictions of the system,
then do some more training, and sum the errors of prediction again on
the same set of data as before. If the total prediction error has decreased,
then the system has improved [48]. The main problem with this approach
for use with deep RL is the computational cost of evaluating the system
on all previous state transitions for each time-step to get a value for the
competence-based reward signal.

Using information gain in the dynamics model to create intrinsic reward
signal Houthooft et al. proposes Variational Information Maximizing
Exploration (VIME) [21]. This method is an example of competence-
based intrinsic motivation. VIME calculates an estimate of the information
gained by each state transition and adds this to the extrinsic reward. This
method is possible only when there exists a way of approximating the
information gain. In the proposed solution, Bayesian neural networks
are used because they maintain a distribution over their parameters, and
this makes it possible to estimate the information gained from each state
transition. This method can not directly be used with artificial neural
networks because there is currently no method for calculating the amount
of information gained from each update in such networks. The technique
achieves excellent results on several continuous control tasks from the rllab
[14] software package.

Empirically estimating the improvement of the dynamics model Lopes
et al. proposes ρ-exploration-bonus (ρ-EB) and ρ-R-Max. These algorithms
are practical implementations of the ideas in [48] as they relate to the R-
Max [7] and Bayesian Exploration Bonus [26] algorithms. This amounts to a
version of competence-based intrinsic motivation. The algorithms require a
comparison of the empirical model prediction error using cross-validation
before and after each parameter update, along with computing an estimate
of the variance of the cross-validation. The amount of computation per
parameter update will be huge with a direct application of this approach
to a deep reinforcement learning context. Both ρ-EB and ρ-R-Max achieve
excellent results on the provided grid world example, outperforming BEB
[26] and R-Max [7] for the cases where the assumptions of BEB and R-Max
do not hold and for the case where the dynamics of the MDP changes
during learning. ρ-EB and ρ-R-Max achieves comparable results to BEB
and R-Max even when the assumptions of the latter hold perfectly [27].
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Better intrinsic motivation by improving the dynamics model Some
work has been done on making the dynamics-model ignore parts of the
state which are unrelated to the actions of the agent. Ignoring randomness
in the environment makes the intrinsic motivation signal less noisy and
therefore better.

Stadie, Levine and Abbeel use a deep autoencoder to create lower-
dimensional state encodings, and an LSTM-module to predict the next
encoding [51]. They then normalize the prediction error and adds that to
the reward. This method achieves significant improvements over standard
Q-learning on 14 games from the Arcade learning environment [4].

Pathak et al. expands on the work by Stadie, Levine and Abbeel by
improving the state representation [41]. Their approach learns the state
encoding by training a separate network to predict the action at based
on the encoding of states st and st+1, and using the gradients from this
task to update the network which creates the state encoding. Predicting
what action was taken forces the encoding to represent only the parts of
the state information which is affected by the actions. Then this encoding
is used by the policy network to generate actions. This is a clever way
of making the network ignore data which is not relevant to the task of
selecting actions. Pathak et al. achieves significant improvements over A3C
on Super Mario Bros and VizDoom, both settings where the observations
are raw pixel values. The algorithm even demonstrates good exploration
when the extrinsic reward is completely turned off. This approach also
demonstrates robustness to noise in the input data, but it is unclear whether
it is robust to areas in the state-space with stochastic state-transition.

2.3.4 Action sampling based on the estimated usefulness of each
action

Action-sampling methods add a bonus to actions at the action selection
stage. While running the policy, after seeing the state, but before selection
the action, the usefulness of each action is estimated by for instance adding
a measure of uncertainty to the outputs of the value function. The purpose
of this is to more often select actions that has not been tried before, but only
if they are likely to be useful. This is different from reward-shaping because
the value function does not change. Instead, the agent is choosing not to
follow the value function because it might be wrong. An example is an
MDP where there are 100 possible actions from the starting state, and 99 of
them leads to immediate termination of the episode with a large negative
reward. Only one of the actions lead to the interesting part of the MDP, and
so we would like to always chose that one action when in the starting state.
With an ε−greedy strategy, we would select a bad action in the starting
state with probability ε ∗ 0.99. If we evaluated the usefulness of exploring
each action before choosing it, the agent could quickly learn which of the
100 starting actions are any useful and avoid all the bad actions from then
on.
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Thompson sampling and Boltzmann exploration Stadie, Levine and
Abbeel compares their intrinsically motivated exploration technique to two
methods which use action sampling. The methods are Thompson sampling
and Boltzmann exploration. Thompson sampling works by estimating
the uncertainty of the value function for each action, and then sampling
based on the probability that each action is the best [55]. In practical
applications, Thompson sampling is performed by sampling from the
posterior distribution of model parameters and selecting the best action
with respect to the sampled parameters. It is too expensive to calculate
the posterior distribution of model parameters for conventional neural
networks, but an estimate can be made using the bootstrap method from
statistics [36, 45]. Another approach is to use dropout to estimate posterior
sampling, as in [16].

Boltzmann exploration works by sampling actions with a probability
proportional to eηt∗µi,t , where η is reduced over time and µi,t is the average
reward of action ai at time t. This means that when starting learning all
actions are approximately equally likely because η dominates. When η
has converged to zero the actions will be sampled according to the greedy
policy derived from the value function [10].

2.3.5 Methods which bias policy selection

The following methods function by changing how the policy is updated
or selected in some way. The method introduces a bias to the choice of
policy such as wanting diverse behavior or avoiding moving too far from
the current policy with each update step.

Focusing on regions where the current model underestimates the reward
In [33], Nachum, Norouzi and Schuurmans proposed Under-Appreciated
Reward Exploration (UREX), which is a policy gradient method. UREX
optimizes an objective which emphasizes state-action pairs where the
current model under-estimates the return. This method uses neither
reward-shaping or action-selection, the exploration term is realized as
an explicit change in the gradient of the policy parameter updates.
This approach achieves better performance than the baseline algorithm,
REINFORCE with entropy regularization, on several algorithmic tasks
from the OpenAI Gym [8] software package.

Introducing noise in the parameter space Plappert et al. propose adding
noise to the parameters of the policy [42]. This results in exploration by
increasing the diversity of the policies tested in the environment. The
method achieves improvements over the ε-greedy DQN policy on most of
the Atari games tested.

Randomized value-functions Osband et al. use an ensemble of randomly
perturbed value functions for action selection. The value functions are
perturbed by adding random noise to the training samples used to learn
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each value function. They show this method to be effective both by running
simulations and by proving a theoretical regret-bound for the tabular case.
This paper also shows why random dithering methods such as ε-greedy do
not perform well when the rewards are very sparse [38].

Bootstrapped DQN [38] is extended in [36] where they use multiple
heads on the Q-network which each see a different subset of training data.
This approximates the bootstrap method commonly used in statistics and
creates slightly different approximations to the optimal policy. The method
is an approximation of Thompson sampling, but instead of sampling a new
estimate of the best action at each time-step as in the method described in
section 2.3.4, Bootstrapped DQN samples an estimate of the best policy for
each episode. This concept is also aptly described in [45]. The technique is
shown to work very well, improving the results on most of the Atari-2600
games.

Asynchronous methods for deep RL The techniques developed by Mnih
et al. for asynchronous reinforcement learning use very similar methods
to the work of Osband and Van Roy described above. In their influential
paper "Asynchronous methods for reinforcement learning" they note that
the asynchronous version of DQN exhibits super-linear scaling with the
number of agents run [29].

Rainbow - combining improvements on DQN In [20], Hessel et al. pro-
pose an improved version of DQN. Their algorithm is constructed by com-
bining various separate improvements to DQN in a single algorithm. The
included improvements are too many and too complicated to describe here.
Rainbow is included in the background because it is an example showing
that combining different exploration methods (and other improvements, in
the case of Rainbow) can improve performance. Results on the Atari bench-
mark show the Rainbow algorithm significantly outperforms all previous
versions of DQN.

2.4 Other perspectives on the exploration problem

2.4.1 Developmental robotics

Developmental robotics is a field in the intersection of machine learning, ro-
botics, and psychology which focuses on how a robot can gain competency
in a range of skills through a developmental process. The ultimate goal of
developmental robotics is to create a system which can grow a general in-
telligence. Prominent researchers in this field have argued that a general
intelligence is not possible without a developmental process because the
nature of intelligence is to be able to handle new and unknown situations.
That requires an ability to do online learning and the reuse, combination,
and sequencing of already learned skills[58].
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Skill hierarchies

Barto, Singh and Chentanez [2] presents a framework for automatically
generating a hierarchy of skills through active intrinsically motivated rein-
forcement learning. They achieve a short autonomous developmental pro-
cess in which the agent learns to chain actions together to activate events.
They use a knowledge-based intrinsic motivation which works well since
the domain in which their agent acts is a simulation with deterministic
cause-effect relationships and the agent has perfect information. Oudeyer,
Kaplan and Hafner takes the idea one step further in [39]. They success-
fully teach an agent to chain actions together in a hierarchy with more than
one level using a competence-based intrinsic motivation. The system is
successfully deployed both in simulation and on a simple robot.

The main idea of these approaches is to iteratively and recursively
divide the input space of the robot (the state-action space) into smaller
regions based on experience. This process produces a decision tree which
recursively splits the input space into smaller regions. An estimate of the
derivative of the error rate is kept for each leaf node in the tree. The system
will be more highly rewarded by staying in a region of state-action space for
which the estimate of learning progress is high [39]. This defines a reward
signal, and thus reinforcement learning methods can be used to generate
a policy which maximizes the intrinsic motivation. The authors show that
this system is capable of producing a hierarchy of skills.

In this context, it is useful to think of a skill as the ability to reach a
certain region of the state-action space. The hierarchy emerges because
once the robot has learned a skill, and has thus sampled the associated
region of the state-action space several times, that region is split into two
sub-regions. To explore each of the sub-regions, the robot has to perform
the action which puts it in that area of the state-action space. To reach
a particular region of the state-action space the robot may have to chain
several such skills after each other. Weng uses a similar approach in
[58]. They use a method they call Hierarchical discriminant regression [22]
which also provides a recursive splitting of the input space.

2.4.2 Module-based systems

In [12], Demiris and Khadhouri describe a system for execution and
recognition of actions. The system consists of several modules, and each
module consists of one forward and one inverse model of the motor
commands required to successfully execute the action with which the
module is concerned. The system is deployed on a robot equipped with a
camera. When recognizing actions, the system is fed the positions of objects
visible to the camera of the robot. The position-data is fed to the modules
through an attention process which decides which module to use. The
selected module then runs the state information through its inverse model
to produce motor commands, and then sends those motor commands
through a forward model to produce a prediction of the next state. The
confidence value of each module is calculated as the error of the modules
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prediction. The research shows that the system can successfully recognize
actions in this way, and the system is efficient because the computational
resources can be assigned to the most confident module, i.e the module
making the best predictions.

Deep exploration

The term deep exploration relates to an agent which in a sense "plans to
learn" [37]. When a long sequence of actions is required to get to the state
in which there is a higher reward, an agent capable of deep exploration
is required. Osband et al. shows this by an example MDP where there is
one action which leads to a state with a small reward, and a sequence of N
actions which leads to a state with significantly larger reward. The optimal
policy is to take the N actions to get to the most rewarding state, and then
to take the action which keeps the agent in that state indefinitely.

With a standard ε-greedy exploration strategy, the probability of
a sequence of actions leading to observing the most rewarding state
decreases exponentially as N increases. To solve this MDP, the agent
needs some efficient way of exploring long chains of actions without any
immediate rewards. Osband et al. proposes bootstrapped DQN, which can
solve this MDP successfully, even when the chain of 0-reward actions is as
long as 100 steps. Bootstrapped DQN is also shown to reduce the training
time on most Atari-2600 games when compared to a DQN benchmark [37].

Bootstrapped DQN achieves this by sampling from a distribution of
policies at the start of each episode. By sampling at the beginning of each
episode the selected policy will have an opportunity to test its theory of
what is the best sequence of actions. If instead sampling is done at each
action selection step, this effect is lost and the system is unable to learn the
example MDP.
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Chapter 3

A categorization of exploration
techniques

This chapter presents a categorization system for exploration techniques in
reinforcement learning. In section 3.2, results for some methods from each
category are compared. The chapter is summarized in section 3.3.

3.1 Categorizing exploration techniques - active learn-
ing on several levels

In this section, I propose a categorization of exploration techniques based
on the mechanism through which they generate exploratory policies. Ideas
from active learning inspired this work.

The general RL algorithm consists of two parts. One part runs a policy
to collect information about the MDP. The second part uses the gathered
data to update the agent’s belief about what is the best policy [52]. Most RL
algorithms consist of some alternation scheme between these two parts of
the algorithm.

Many problems studied in RL are episodic. To say a problem is episodic
means that the algorithm repeatedly attempts to solve the problem,
resetting the environment and starting over for each new attempt. When
the problem is episodic, running the policy can be further split into running
episodes of the environment and within each episode the process of action-
selection. In each action-selection step, the agent first observes what state
the environment is currently in and then decides what action to take.

Figure 3.1 is a diagram of the described processes showing that the
training of the policy, and the running of the policy, are parallel processes.
It also shows the episodic nature of the environment and that the action-
selection process occurs within each episode. Arrows indicate next
iteration.

In practical applications training the policy can be done in parallel with
running episodes, between episodes or between action selection steps.

There are three main processes in the RL algorithm described above.
These processes can each be altered to change the policy for exploration
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Figure 3.1: Processes of a general RL algorithm

Figure 3.2: How exploration is done by PolSa methods

purposes. The proposed categorization of exploration techniques is based
on this observation.

Modified optimization (ModOpt)
In the first category are the methods which change the optimization
process (blue in figures 3.1 and 3.2) in order to facilitate exploration.
These techniques typically work either by altering the reward
function or by directly changing the optimization procedure.

Policy sampling (PolSa)
In the second category are algorithms which sample in policy space
between each episode. This is illustrated in figure 3.2. These methods
require keeping, or approximating, a distribution of policies from
which to draw sample policies.

Action sampling (ActSa)
In the third category we find algorithms which make the decision
to explore or exploit at each action selection step. In figure 3.3 the
action which the agent thinks is the best one is shown in green. ActSa
methods all have some probability of selecting one of the other two
actions, and this decision is taken at the action-selection step.

The purpose of this categorization is to make it easy to see which
methods can be combined in a simple way, and to provide a framework
for comparing methods on equal terms.
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Figure 3.3: The action-selection step of an RL algorithm

3.1.1 Categorization as a tool for comparing methods

When comparing exploration techniques, it is useful to consider the
mechanism by which each method affects the selection of exploratory
policies. Each mechanism may have strengths or weaknesses that we
can use to improve exploration performance. This point is lost when
comparing exploration techniques from different categories as if they solve
the exact same problem. It may also be that one mechanism provides a
simpler or more robust solution in some cases. For instance, it may be easier
to implement an auxiliary goal, such as solving a problem in as safe a way
as possible, as an action selection bias than as a policy-sampling approach
even if these two exploration techniques can achieve similar performance.

3.1.2 Categorization as a tool for combining methods

It may be that the best exploration method for a class of problems consists
of a combination of methods from each category - in which case it is
important not to overlook the fact that exploration methods which are
often compared to each other as head-to-head competitors may, in fact, be
complementary methods solving two different issues. Using the proposed
categories, it is relatively straight-forward to combine methods which
affect the selection of exploratory policies through different mechanisms.
Examples of how methods can be combined are shown in section 5.3.

The run-time and memory requirements of combining two methods
will be equal to that of the RL algorithm used plus the additional time
required for each technique. That is, if running algorithm A with no extra
exploration takes TA seconds, and the extra time added by introducing a
chosen technique from each category is TModOpt, TPolSa, and TActSa, then the
total time of running algorithm A with all the chosen techniques together is
TA + TModOpt + TPolSa + TActSa. If some computation can be shared between
the different techniques then the total run-time may be less than this, but
it will never have to be greater. This is a consequence of the fact that each
technique affects the RL algorithm through independent mechanisms. The
same logic also holds for memory use.
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3.1.3 Categorizing some exploration techniques from the literat-
ure

This section explains how some of the exploration techniques from the
literature fit into the proposed categorization scheme.

Methods in the ModOpt category

Methods in the Modified Optimization category encourage exploratory
policies through affecting the policy optimization procedure.

• Intrinsic motivation methods [9, 40, 41, 51] use some measure of state-
transition usefulness to generate an internal reward signal which is
added to the reward from the environment at the training stage.
This affects the estimate of what is the best policy through the
optimization process. The purpose of intrinsic motivation methods is
to accelerate learning by introducing a form of curiosity to RL agents.

• Entropy-based methods such as [17] alter the reward function by
adding an entropy-term at the training stage. This pushes the agent to
maximize external reward while also acting as randomly as possible.

• Trust region policy optimization (TRPO) is an optimization method
with stronger guarantees on the improvement of the best-estimate
policy compared to stochastic gradient descent [49]. This is an
optimization technique, but can also be seen as an exploration
technique because improvements in the optimization algorithm will
likely result in getting a good policy sooner, which in turn could
generate better exploratory policies. The ability of an RL algorithm
to make good use of the data it has already gathered is an important
part of efficient exploration. TRPO does not alter the reward function,
but rather the way in which parameters are updated.

Methods in the PolSa category

Methods in the Policy Sampling category keep or approximate a distribu-
tion over policies which are likely to be good, and sample from this distri-
bution between each episode to test out each of the potential policies one
at a time.

• Bootstrapped DQN [37] samples from a distribution of best-estimate
policies by approximating the bootstrap method from statistics. In
practice, this means training several versions of the policy using
the same function approximator on slightly different subsets of
the observed state-transitions. This method creates several slightly
different policies, and this generates the diversity necessary for
exploration of the environment. One of the policy estimates is chosen
at random at the start of each environment episode.

• The parameter space noise method [42] use a parameterized function
approximator for its policy. At the beginning of each episode, noise
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is added to the parameters of the best-estimate policy to generate
a sample policy. This process generates the diversity necessary for
exploration.

• In [29] Mnih et. al. propose a method for asynchronous deep
RL. By running several agents in parallel, and using the gradients
from all of them to update a common reference policy, they achieve
both faster learning and better final performance. They observe
that when using this approach the DQN algorithm achieves a super-
linear performance enhancement, that is the performance increases
by a factor larger than the number of parallel agents used. Mnih et.
al. attribute this to improved learning stability and bias-correction.
While it seems likely that these reasons likely account for part of
the improvement, I conjecture that some of the effect is due to
improvements in exploration caused by the intelligent sampling of
exploratory policies which is implicit in their method.

Methods in the ActSa category

Action Sampling techniques change the current best policy by biasing or
otherwise altering the action-selection process at each action-selection step
(see figures 2.3 and 3.3).

• Perhaps the simplest approach to exploration is the ε-greedy policy
[52]. This method generates policies close to the current best estimate
by following the best estimate policy, but randomly choosing actions
with some probability ε at each action-selection step. Typically ε is
reduced according to a predefined schedule to gradually approach
the pure greedy policy.

• Thompson sampling [55] at the action selection step is done by
sampling actions based on their likelihood of being the best action.
Doing sampling in this way requires the policy to keep some
information about the distribution of expected rewards following
from each action.

• Boltzmann exploration [10] is a form of simulated annealing of
action probabilities. Actions are sampled based on the average
future rewards from each action, and a temperature parameter which
governs how much weight to put on the average rewards. The
temperature is annealed so that when learning starts all actions are
equally probable, but in the limit the action with the highest average
reward is always chosen.

3.1.4 Previous categorization methods

I am only aware of one previous technique for organizing exploration
techniques for reinforcement learning [28].

The categorization in [28] is based on how exploration bonuses are
generated and back-propagated through the state-transitions. All the
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exploration techniques considered in [28] rely on exploring through either
altering the reward function or by biasing action selection. This puts
the techniques in our categories ModOpt and/or ActSa only. This is
further demonstrated by the statement made in [28] that reinforcement
learning algorithms should be divided into two components - the training
of the value function and the process of action-selection. This suggests
the authors were unaware of the improvements which can be made with
exploration techniques in our PolSa category for episodic problems. The
categorization presented here therefore encompasses a wider family of
exploration techniques.

The categorization of [28] is not designed to facilitate the combination of
different methods. Their work focuses on showing that "directed, global"-
methods are better than "directed, local" or "undirected" methods. Dir-
ected exploration techniques are techniques which encourage exploratory
policies through some measure of usefulness, and is therefore not selecting
policies at random. By "directed, global" is meant that this usefulness meas-
ure contains information about the whole state-action space, or at least an
extended part of it, as opposed to containing information about only the
currently available actions. This is an important distinction and a very use-
ful way of thinking about exploration techniques. It is possible to attain
"directed, global" exploration using methods from any and all of the pro-
posed categories because the categorization is based on how the explorat-
ory policies are generated and not on what information is used to motivate
the exploration.

3.1.5 How to measure usefulness

The proposed categorization scheme provides a way of sorting algorithms
based on how they generate exploratory policies. From the active learning
perspective, each such generated exploratory policy is an unlabeled sample
- a candidate to be tested if it is likely to be useful, see figure 2.2. Now
that we have a clear view of how to create exploratory policies, we
turn our attention to what information should go into the active-learning
decision. This is the information used to answer the question: Which of the
exploratory policies is most likely to provide useful information?

All active learning methods require a way of guessing the expected
usefulness of each sample (state-action pair or policy) before passing
the most useful ones to the oracle. Which measure of usefulness is
most convenient depends on how the generation of exploratory policies
is implemented. Below are discussed some examples of the available
measures of usefulness.

ModOpt techniques are implemented as changes to the training process
of the agent. This means that the information most readily available is
the (s, a, r, s′)-tuples which are sampled for training. We can use TD-error,
dynamics error or the probability assigned to the observed next state by the
dynamics model to measure the usefulness of each (s, a, r, s′)-tuple.

PolSa techniques sample in policy-space, and therefore need a way of
guessing at the usefulness of an entire policy. Most of the methods in
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Baseline from standard
DQN

Possible measures of
usefulness

Modified Optimiza-
tion

Optimize on reward
directly from environ-
ment

TD error-based,
dynamics error,
dynamics-model
probability of s’

Policy Sampling Single model updated
with gradient descent

Average episodic sum
of TD-errors or dy-
namics errors, Policy
entropy

Action Sampling ε−greedy Q-value-uncertainty,
prediction uncertainty

Table 3.1: Baselines and usefulness-measures

this category rely on heuristics like the assumption that policies which are
similar to, but different from the current policy are likely to provide useful
exploration. One method which has proven effective is to use a measure
of the entropy of the policy [17]. We also have the option of using the
uncertainty of the dynamics-model for a simulated run (by running the
dynamics-model forward) of the policy to estimate how much information
might be gained by testing it.

ActSa methods are implemented as a change in the action-selection
step. For ActSa methods the only immediately available information is the
current state s, and so the options are more limited. Here we can use the
uncertainty of the value function or the uncertainty of the dynamics model.

Some of the possible measures of usefulness for applications in RL are
shown in table 3.1 along with the non-active baseline used in the DQN
algorithm.

It is important to note that these considerations are based on what
information is most convenient within each category. For instance
it is certainly possible to make the action-selection decision based on
information about more than just the current state - but if we are using more
information then it is likely more efficient to implement the exploration
strategy as a PolSa or a ModOpt method.

To bolster exploration, any one or a combination of these methods can
presumably be used. To my knowledge, there has not been done any
research into combining methods in this way. There may be both beneficial
and destructive interaction effects between different methods at the various
levels.

3.1.6 Incorporating new experiences into the model

For exploration methods to work well, it is important that the useful
samples are actually used for training once they are in the replay buffer.
This can be achieved using prioritized replay [47], possibly weighing the
samples by the usefulness measure used to do the active learning. The
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DQN algorithm typically samples the replay buffer uniformly. Considering
the replay buffer can contain many tens of thousands of samples the
probability of sampling the newest and most interesting ones is small.
Prioritized replay remedies this problem by assigning a higher sampling
probability to some samples, typically using the TD-error to determine
the weights. Any measure of usefulness can be used for determining the
weights. Prioritized replay can be seen as using active learning on the
replay buffer.

3.2 Comparing the results of ModOpt, PolSa and
ActSa exploration methods from the literature

The papers Incentivizing Exploration In Reinforcement Learning With Deep
Predictive Models [51] and ‘Deep Exploration via Bootstrapped DQN’ [37]
together provide results for all three types of exploration techniques,
ModOpt, PolSa, and ActSa. Both papers test on the AUC-100 benchmark
for Atari proposed in [51], and both papers use modified versions of the
DQN algorithm.

I assume the training setups and network architectures used are similar
enough that comparisons are reasonable. The two papers implement the
same DQN baseline algorithm, but apparently with somewhat different
hyper-parameters or network architectures. This difference can be seen
in the values measured for the two baseline implementations which are
compared in the appendix of [37]. It is not possible to determine the cause
of these differences from the descriptions in the papers, and the results
must therefore be interpreted as an approximate comparison. A direct
comparison using the same network architectures and parameters is made
in section 6.2.

Table 3.2 shows the results for each type of exploration technique on the
AUC-100 benchmark. As shown the PolSa method works best on most of
the games. ModOpt and ActSa do on average about equal.

While this comparison is only an indication, it does suggest that
there are some performance differences between the different kinds of
exploration techniques. The PolSa approach appears to do best overall, but
does not do best in all the environments. Experiments designed to shed
light on the reasons for the observed differences are discussed in section
4.2.

Notes on the choice of BootDQN The Bootstrapped DQN algorithm can
be run with or without dividing the gradients by the number of heads in
the network. In [37] the authors test both methods. The method which does
not scale the gradient performs much better on the AUC-100 benchmark.
In the above comparison, the version of bootstrapped DQN with gradient
rescaling is used. Not rescaling the gradient amounts to training the
network much more aggressively. This makes it hard to separate the effect
of larger gradients from the effect of better exploration in the non-rescaled
version.
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Game DQN ModOpt PolSa ActSa
(Dynamic
AE in [51])

(Boot-DQN
from [37])

(Thompson
sampling
from [51])

Alien 0.153 0.171 0.23 0.204
Asteroids 0.259 0.254 0.29 0.223
Bank Heist 0.0715 0.089 0.09 0.1303
Beam Rider 0.1122 0.1112 0.46 0.0897
Bowling 0.964 1.836 0.56 1.122
Breakout 0.191 0.192 0.16 0.254
Enduro 0.518 0.589 1.85 0.466
Freeway 0.206 0.295 0.68 0.228
Frostbite 0.573 0.622 1.12 0.746
Montezuma 0.0 0.0 0.0 0.0
Pong 0.52 0.424 0.02 0.612
Q*bert 0.155 0.121 0.16 0.127
Seaquest 0.16 0.265 0.23 0.174
Space
Invaders

0.205 0.219 0.30 0.146

Table 3.2: Results from the literature for different exploration techniques on
the AUC-100 benchmark. The best result on each game is in bold.

3.3 Summary

Active-learning ideas have been shown to improve RL techniques in many
different ways, but little research has been done on combining the various
methods. There are good reasons for believing that combining the methods
in the correct way will result in a sum greater than it’s parts. For instance,
using an intrinsic reward signal to shape the reward function has been
shown to improve exploration, but that method is dependent on how
fast the agent can absorb new data. Getting an extra reward for a novel
transition is not useful unless that transition is then used in learning as soon
as possible. Combining intrinsic motivation with a learning method using
prioritized replay should improve exploration more than either intrinsic
motivation or prioritized replay can do alone.

All RL algorithms are trying to achieve the same goal, namely finding
the best policy in as short a time as possible. This means testing various
policies to see how good they are. All the active-learning approaches in RL
are attempting to make this process faster by testing more useful policies.
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Chapter 4

Planning the project

This chapter contains the design decisions and planning of the experi-
ments. Section 4.1 describes the simulated environments which will be
used to test the algorithms. Section 4.2 outlines the work to compare meth-
ods from each of the categories introduced in chapter 3. Section 4.3 de-
scribes the work on combining techniques from different categories. Fi-
nally, in section 4.4 is the plan to create a better intrinsic motivation system
for deep reinforcement learning.

4.1 The testing environments

I have chosen to evaluate the algorithms on a few selected environments
rather than to run a full benchmark suite. This makes it easier to analyze
the working principles of each algorithm more carefully. It also makes it
possible to run each algorithm with a more diverse set of hyper-parameters.
The selected environments have simple state-spaces and can be solved
using a simple policy, though the correct policy is not necessarily easy to
find. This simplicity makes it possible to do a detailed analysis of how
each algorithm performs. The OpenAI Gym [8] software package is used
to simulate environments.

CartPole-v0 Figure 4.1 shows the CartPole-v0 environment as rendered
in OpenAI Gym. CartPole is a pole-balancing problem. The environment
gives a reward of 1 for each timestep. To achieve maximum score, the agent
must not let the pole fall before the episode ends at the maximum amount
of time-steps. This reward function is well shaped, providing input at every
single timestep. In the CartPole environment, the state is the four-tuple (x
position, x velocity, pole angle, pole angular velocity). The position is in
the range [−2.4, 2.4], and the pole angle is in the range [−0.729, 0.729] in
radians. The velocities are unbounded. The action space is the discrete
two-tuple (apply force left, apply force right) which moves the cart either
left or right. Sutton, Barto, and Anderson introduced this version of the
CartPole environment in [3].
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Figure 4.1: The CartPole-v0 environment from OpenAI Gym

Figure 4.2: The MountainCar-v0 environment from OpenAI Gym

MountainCar-v0 Figure 4.2 shows the MountainCar-v0 environment
from OpenAI Gym. The task is for a car to drive up a hill, but the car’s
engine is too weak to drive directly up the hill. The only way to solve the
problem is to first build up speed by rocking back and forth. When the car
reaches the top, the episode ends. The agent receives a reward of -1 for each
time-step until completion, so to maximize reward the agent needs to get
to the top of the hill and end the episode as fast as possible. MountainCar-
v0 is a good test of exploration techniques because the reward function is
so sparse - the environment gives no useful feedback to the agent until the
first time it finds the top of the hill.

In the MountainCar environment, the state-space is the two-tuple
(position, velocity) which describes the x-position of the car and its
velocity. The position is in the range [−1.2, 0.6] and the velocity in the
range [−0.07, 0.07]. The actions are "apply force right", "apply force left"
and "apply no force". Andrew Moore first introduced the MountainCar
environment in his PhD-thesis [32].
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4.1.1 Measuring exploration performance

Improving the method used for exploration should result in better data for
the Q-network to learn from. This improvement should, in turn, result
in a faster rate of convergence and better final performance. A good
measurement of exploration performance should capture both of these
aspects of a successful learning algorithm.

Some care must be taken when defining "rate of convergence". One
way to measure the rate of convergence is to take the integral over time-
steps of the reward, as done in the AUC-100 benchmark [51]. It is possible
to hack this measure by making the algorithms converge very fast, i.e.,
by increasing the number of training passes run per time-step of the
environment or by increasing the learning rate. This hack may come
with a trade-off on the final performance due to the algorithm converging
to local optima. An example of this is the increased performance of
BootstrappedDQN on the AUC-100 benchmark when the gradients are not
re-sized to compensate for the number of network heads [37].

Since the simple integral under the reward-curve is potentially mislead-
ing, an additional measure of peak performance is added. This should
measure the expected maximum level of performance for a single run of
the algorithm. For this, I will use the average of the 90th percentile scores
from each run. Using the 90th percentile will capture a trend towards good
scores, but will not put too much weight on a single episode getting a good
score. This measure is called the ’highscore’, and is listed for each algorithm
in the tables of chapter 6.

Sampling efficiency is measured as the reward per number of episodes
instead of the usual "number of gradient steps". The latter is a good
measure of the effectiveness of the optimization algorithm but is not as
relevant to the active learning perspective. In active learning, the objective
is to find the method which can solve each environment using the smallest
number of episodes.

With better exploration it is sometimes possible to increase the learning-
rate hyper-parameter. Using different learning-rates for different explora-
tion techniques would make it harder to compare algorithms. Therefore,
all algorithms use the same learning-rate. This means the algorithms will
not achieve the fastest rate of convergence possible, and possibly not the
best possible final results either, but this is intentional. The aim of the ex-
periments is to measure the increased sample efficiency of each exploration
method relative to the baseline when all other parameters are kept equal.

4.2 Comparing categories of exploration techniques
for RL

The analysis in chapter 3 motivates examining the strengths, weaknesses,
and possibilities of combination of the various categories of exploration
methods in RL. To pursue this direction of research, one solution from
each category of exploration will be implemented. The categories are
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ModOpt, PolSa, and ActSa, as described in chapter 3. Then these methods
will all be tested in the same environments and using the same network
architectures and parameters to the extent that this is possible. Below is a
brief description the algorithms and then an analysis of how each algorithm
works.

The baseline An implementation of double deep Q-networks (DDQN)
will be used as the baseline for measuring the impact of the exploration
techniques [18, 31]. This base implementation will first be compared to an
open source implementation of the same algorithm to validate it. Then each
environment will be benchmarked using DDQN. Section 2.2.8 describes the
DDQN algorithm in detail.

The ModOpt method A knowledge-based intrinsic reward method
will serve as the representative for Modified Optimization exploration
methods. The knowledge-based intrinsic motivation adds an intrinsic
motivation term to the reward from the environment for each training
sample. This reward is generated from the error of a dynamics-model. This
method has been shown to work well on several problems, as discussed
in section 2.3.3. It requires the addition of a second neural network, the
prediction-network, to create the intrinsic motivation signal. In the works
using this method [41, 51] the prediction-network and the Q-network are
implemented as two separate output-layers both connected to the same
feature extractor. This approach complicates comparing the method to the
baseline because training the Q-network will be affected by the addition
of gradients from the prediction-network head. An entirely separate
prediction network will be used in the implementation to avoid this added
complexity.

KB works by adding a term to the target of the optimization process. In
intrinsically motivated Q-learning, the target function can be expressed as
in equation 4.1. At every training step, the parameters of the Q-function
are updated so that the Q-value for the given state-action pair, Q(st, at),
gets closer to this value.

rt + γ ∗Q(st+1, arg max
at+1

Q(st+1, at+1|θ)|θtarget) + E(s, s′) (4.1)

where rt is the reward from time-step t, Q(st+1, at+1) is the Q-value of
action at+1 in state st+1, γ is a discount on future rewards and E(s, s′) is the
exploration term. This reduces to regular Q-learning when E = 0.

Further implementation details are described in section 5.2.2, and
results in section 6.2.

The PolSa method Representing Policy Sampling methods is the Boot-
strapped DQN algorithm proposed by Osband et al., and discussed in
section 2.3.5. This algorithm samples a bootstrapped estimate of the Q-
function for each episode of the environment. Bootstrapped DQN train sev-
eral Q-networks, and achieves exploration through the diversity of these
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Q-networks. In [37] the different Q-networks are implemented as heads on
a shared feature extractor network. I will create a separate ANN for each
Q-network to avoid complicating the comparison to other methods. It is
possible that some features of the Bootstrapped DQN method are lost when
we do not train the feature-extraction part of the network using gradients
from all of the heads. For our purpose, this does not matter because even
if this is the case, the implementation is still very much a representative of
the Policy Sampling category of exploration techniques. The reader should
none the less note that the presented implementation differs from the one
reported in [37] in this way. Implementation details are described in section
5.2.3, and results in section 6.2.

The ActSa method Representing Action Sampling exploration methods
is a per action selection step Thompson sampling approach. This algorithm
is almost equal to the Bootstrapped DQN PolSa approach, but instead of
randomly selecting the q-function for each episode, it re-samples at each
time-step of the environment. Per time-step re-sampling of Q-network
approximates Thompson sampling of actions [36]. The PolSa and ActSa
methods will be implemented almost equivalently. The only difference is
that the ActSa method re-selects Q-network every action step and the PolSa
method re-selects for each episode. Implementation details are described
in section 5.2.4, and results in section 6.2.

4.2.1 Keeping the methods comparable

The architecture used for the baseline implementation will be used for the
other methods as well. DDQN will be changed as little as possible when
implementing the exploration methods. This is to ensure that comparing
the methods is as simple and straight-forward as possible. This means
making no unnecessary changes to the network or the training process.
To make sophisticated methods like Bootstrapped DQN run efficiently
it is useful to share much of the computation between each of the Q-
networks. No such optimization will be done because it would complicate
comparing the Bootstrapped DQN and Thompson sampling approaches to
the other exploration techniques. When faced with the trade-off between
efficient implementation and interpretability of the results I have chosen
to go with interpretability. Because of this limitation, it is necessary to use
simple environments, as discussed in 4.1. All the algorithms train the same
network architectures with the same hyper-parameters, the only difference
is in the changes necessary to implement each exploration technique.

4.2.2 Analysis of the selected methods from each category

If we think of the area of the environment which the agent has already
explored as the agents’ comfort zone, the selected exploration approaches
above can be considered as follows. Knowledge-based intrinsic motivation
is like raising the reward of all the states outside the comfort zone, and
hoping that in that region of optimism a slope towards even higher rewards
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can be found. Bootstrapped DQNs sampling in policy-space is like letting
the agent guess at what the state-action value function looks like outside
the comfort zone, and then allowing it to try the greedy trajectory for that
guess. Biasing the action selection towards selecting uncertain actions, as in
Thompson sampling, is like letting the agent make several guesses at how
the state-action value function looks like outside the comfort zone. For each
action selection step, Thompson selects one of the guesses at random and
follows the best action according to that guess.

To see this metaphor a bit clearer, imagine an island connected to the
mainland by a thin strip of land which is submerged at high tide, a bit like
the situation in figure 4.3. The agent, when stuck in a local optimum, is
like a blind person stuck on the island at high tide. All directions feel like
the open ocean to the blind person. Intrinsic motivation is like artificially
raising all the land around the island by a few meters, making a lot of "fake
land" appear. The fake land has the property that whenever the person
walks on it, the fake land moves towards the actual ground level. If the
land is raised enough, and the strip of land connecting the island to the
mainland is not too long, the person may be able to find the path in this
scenario, as shown in figure 4.3 under the label KB.

Bootstrapped DQNs sampling in policy-space is like guessing at how
the landscape is shaped around the island and then following the greedy
path given this guess for an entire episode. The bootstrapped DQN
approach described in section 2.3.5 does this guessing by keeping several
version of the "best guess", all based on a slightly different subset of the
available data. Each guess is implemented as a separate Q-network in the
BootDQN algorithm. In figure 4.3 (labeled BootDQN) this is shown by
the imagined reward landscapes. In the area where the agent has already
explored, all the landscapes agree, but there are different guesses as to what
the rewards are like in the unexplored region. We only need one of the
imagined landscapes to place a high reward on the unexplored region for
the agent to be motivated to see what that area is like. As with the KB
approach, if the number of actions required between points B and D is too
large, all the imagined landscapes might converge on the low actual reward
in area C and this would then stop the agent from going further to the right.

Thompson sampling of actions is like the person randomly alternating
between each of the imagined reward landscapes. In figure 4.3, under the
label Thompson, uncertainty is shown as three different guesses at what is
the correct shape of the reward function. The agent alternates between
these guesses at each action-selection step. Given enough time he will
eventually find the top at point D, but the likelihood of this happening
decreases exponentially with the number of actions required to go past the
dip at point C. This is because the agent needs to select the green alternative
a certain number of times before reaching C, as the green guess is the only
one which makes it useful to go in that direction from the local maximum
at point B. When the agent selects red or yellow before reaching C, it will
take a step back towards B instead.

Combining the methods might be the best way to find the mainland.
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Figure 4.3: Different approaches to the exploration problem
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4.3 Combining exploration techniques from different
categories

To further improve the exploration performance it is likely possible to
improve techniques within each category of methods. Another avenue
of possible improvement is to combine methods from each category. This
work will test some of the plausible combinations.

Combining PolSa and ActSa exploration The chosen PolSa method
specifically uses no non-greedy action selection at all, and non-greedy
selection is necessary for the ActSa solutions. The Bootstrapped DQN
algorithm can be modified to do some non-greedy action selection, but
such a solution requires adding another hyper-parameter. This parameter
specifies the likelihood of the policy choosing a non-greedy action instead
of the greedy one. Setting the parameter to zero yields the standard
bootstrapped DQN algorithm, and setting it to one gives us the selected
ActSa algorithm. For combining PolSa and ActSa, Bootstrapped DQN
was chosen as the PolSa method, and the simplest possible ActSa method
of ε-greedy random action selection. The hyper-parameter is set to 2%,
which means selecting the action from the PolSa approach 98% of the time,
and a random action 2% of the time. The combined method is labeled
EpsBootDQN because it is a version of the BootDQN algorithm which
also uses ε-greedy. Implementation details can be found in section 5.3 and
results in section 6.3

Combining ModOpt and PolSa exploration The KB and the BootDQN
methods described above was chosen to combine ModOpt and PolSa.
Combining KB and BootDQN is straightforward. The combined algorithm
is labeled KBBoot. The only difference between BootDQN and KBBoot is
the added exploration term in the target of the optimization process, as
demonstrated in equation 4.11. Implementation details can be found in
section 5.3.1.

Combining methods from all three categories The BootDQN, KB and
Thompson exploration techniques will be combined to test how perform-
ance is affected when methods from all three categories are included in a
single algorithm. The implementation details can be found in section 5.3.3.

4.4 Designing a competence-based reinforcement sig-
nal for artificial neural networks

Current methods for intrinsic motivation in RL are prone to get stuck in
unpredictable areas of the environment because the intrinsic motivation is
a function of the prediction error of a dynamics-model [48, 51].

1Equation 4.1 uses Q-learning, and omits the dependency on the model parameters and
the double Q-learning step for simplicity. The implementation uses double Q-learning.
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Figure 4.4: The solution from [41]. f (·) is a neural network mapping states
to a feature space. f (·) is trained to include only the information which is
relevant to selecting actions.

Solutions designed to avoid this problem are limited to problems where
the random elements in the environment are not relevant to selecting
actions [2, 41]. In [41] the system learns to create a representation of
each state which contains only the information relevant to action selection.
When the unpredictable aspects of the environment are in fact irrelevant
to the action selection process, the method learns a feature-representation
which ignores, or is invariant with respect to, the unpredictable aspects
of the underlying state-space. This makes knowledge-based intrinsic
motivation work well when predictions are made in the noise-invariant
feature space. The setup from [41] is pictured in figure 4.4.

If the assumption does not hold, and there are random elements in
the environment which are relevant to action selection, the knowledge-
based intrinsic signal will fail. This is because the feature space which
represents the state-information can not remove the randomness without
removing useful information. This is a huge limitation in terms of
real-world applications because sometimes the random aspects can or
should not be ignored. An example of this is designing a system to
play poker. If the agent creates a feature-space which ignores all aspects
which are unpredictable it will ignore pretty much everything which is
relevant to solving the problem. This work will investigate how to design
an intrinsic motivation system which can generate intrinsic motivation
without getting stuck in unpredictable parts of the environment, without
ignoring unpredictable regions in state-space.

4.4.1 Proposed solution

A competence-based approach is needed to generalize intrinsic motivation
to stochastic environments, as argued by Schmidhuber [48]. Competence-
based intrinsic motivation methods generate the intrinsic reward based on
a measure of learning progress, as described in section 2.3.3. Achieving this
requires measuring the improvement of the prediction-model. That is a non-
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Figure 4.5: Overview of the suggested algorithm. The orange box contains
the knowledge-based approach on which this method expands[51].

trivial problem because evaluating whether or not the model has improved
requires re-evaluating the model on all (or some subset of) previous state
transitions.

For small models, (or when vast computational resources are available)
it may be feasible to sample a few policy update-directions to see where
the prediction model improves the most. This would be similar to
using evolutionary strategies(ES) [15] rather than gradient descent for
optimization. ES is easier to run in parallel, so it should be considered
when the computational architecture available favors massive parallel
computation. This thesis will focus on solving the problem using gradient
descent, and so sampling is out of the question. The solution then has to be
using an approximation of the prediction model improvements.

A new network is added to the architecture of KB to measure
improvements in the prediction model. The new network, called the error-
prediction network, is trained to predict the dynamics-model error. Then
the observed error is subtracted from the predicted error, and the resulting
number, called the meta-prediction error, is used to generate the intrinsic
reward. The intuition behind this approach is that if the system is surprised
by how well it predicts the next state it must have become better at it. This
system is pictured in figure 4.5. The proposed solution is an adaptation of
the system proposed by Oudeyer, Kaplan and Hafner [39] to deep RL.
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4.4.2 Testing the competence-based intrinsic reward

Intrinsic motivation is added to reinforcement learning to improve explor-
ation. In a simple environment like CartPole (see section 4.1) it is not easy
to detect a small improvement in the exploration strategy if the explora-
tion is already sufficient. To test the knowledge-based and competence-
based intrinsic motivation methods in CartPole and MountainCar, they are
compared to an implementation of DQN where the epsilon-schedule has
been sped up to the point where the exploration is slightly insufficient.
The hypothesis is that the improved efficiency of exploration added by the
intrinsic motivation will show up when compared to an under-exploring
DQN agent. The alternative would be to test in an environment where the
best parameters for ε-greedy exploration are insufficient. This would mean
using a significantly more complex environment and would slow down
progress because testing is slower and harder to debug in more complex
environments.

Validating that the intrinsic reward contains useful information There
are three mechanisms through which intrinsic reward signals can influence
the exploration of a reinforcement learning agent. Firstly, intrinsic reward
increases the magnitude of rewards. This, in turn, increases the magnitude
of gradient steps and could make the Q-network converge faster. Secondly,
the intrinsic reward may introduce more randomness into the learning
process, which in turn results in a kind of random policy-sampling around
the best-estimate policy [38]. Thirdly, intrinsic motivation might introduce
information about what states are useful to the learning process.

To make sure the intrinsic motivation contains useful information and
to control for performance improvement due to the increased magnitude
of the rewards and added randomness, the intrinsic motivation methods
will be compared to a baseline. The baseline, R, is a version of
intrinsic motivation where the intrinsic reward is sampled uniformly
from the interval [0, 1). I call this agent R for random intrinsic reward.
Implementation details can be found in section 5.4.

MountainCarStochasticArea-v0 The competence-based intrinsic motiva-
tion is expected to improve over the knowledge-based intrinsic motivation
only when there are non-deterministic state transitions in the environment.
Randomness is introduced to a part of the state-space to test this hypo-
thesis. The randomness must be introduced without making the environ-
ment impossible to solve.

MountainCarStochasticArea-v0 adds a dimension to the state-space of
MountainCar-v0, and uses this dimension to introduce randomness to a
part of the state-space. A point in the original MountainCar-v0 state-space
is a two-dimensional vector [position, velocity]. Now add a third entry
which is zero on most of the state-space, but which takes a random value
from the discrete distribution [−5, 5], that is the value is either -5 or 5, when
the position is in the interval (−0.6,−0.3). This region is shaded in figure
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Figure 4.6: The MountainCar-v0 environment from OpenAI Gym [8].
Random area shaded.

4.6. The added dimension serves as a way to introduce randomness to the
environment without making it impossible to solve.

This alteration will cause the knowledge-based intrinsic motivation to
assign high intrinsic reward when the car is in the shaded area because it is
impossible to learn to predict the next state in this region. Therefore, KB is
not expected to solve this environment at all.

The competence-based intrinsic motivation should learn to predict
an error of approximately 5 in the random area. Because the aver-
age value of the added dimension in the random area is 0, and the
dynamics-model should learn to predict this average, the error expec-
ted in the random region of state-space is 5. The competence-based in-
trinsic motivation should thus assign approximately zero intrinsic motiv-
ation in the random area once the dynamics have been learned. The hy-
pothesis is that CB should achieve close to the same improvement over
DDQN in MountainCarStochasticArea-v0 as KB achieves in the standard
MountainCar-v0 environment.

Investigating state-visitation frequencies In the proposed environment
MountainCarStochasticArea-v0, the agent using knowledge-based in-
trinsic motivation (KB) should get stuck in the stochastic area. To be able
to verify this, the trajectories of each episode will be saved so that state-
visitation frequencies can be calculated.

Validating the implementation Among the expected performance im-
provements of using competence-based intrinsic motivation are increased
data-efficiency leading to faster learning, and increased robustness to
changes in hyper-parameters such as learning rate. To measure the impact
on these two metrics the competence-based intrinsically motivated system
will be compared to standard DDQN and to KB, the version of DDQN im-
proved with knowledge-based intrinsic motivation.
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Chapter 5

Implementation

This chapter describes, in detail, how each algorithm and experiment
is implemented. Section 5.1 explains how the reinforcement learning
algorithms are structured, and how they interact with the environment.
Section 5.2 describes how the exploration methods from each of the
categories proposed in chapter 3 are implemented. Next, section 5.3 shows
how the combination of different methods is done. Finally, section 5.4
describes the implementation of the intrinsic motivation method CB and
the R baseline.

5.1 The training setup

This section describes the practicalities of interacting with the OpenAI Gym
environments.

The OpenAI Gym package provides a standardized interface to inter-
acting with environments for reinforcement learning. Each environment
provides the methods reset and step. reset restarts the environment and
returns an initial state of the environment. The step method takes an action
as the only argument, and returns the next state as well as the reward from
the environment and a boolean stating whether the episode is over or not.

Each algorithm is implemented as a subclass of an Agent class. The
Agent class has the required methods sample_policy, get_action, train and
remember. sample_policy sets what policy should be used when selecting
actions using get_action. get_action takes a state as the only argument
and returns the action which the agent wants to take. remember takes
a (s, a, r, s′, done)-tuple, and commits the tuple to a replay memory (but it
could pass the tuple directly to the training-step if the algorithm in question
does not use a replay memory). The train method runs one iteration of the
agents training setup. For all the algorithms tested in this work that means
running through one mini-batch of data sampled from the replay memory.
Algorithm 1 describes the program for training agents.

To test the performance of each exploration strategy, and to check
that the results are somewhat robust to different hyper-parameters each
experiment is run several times with slightly different settings. A baseline
is first established by running DDQN on each environment. ε is linearly

45



Algorithm 1: System for interacting with OpenAI Gym and training
RL agents

initialize environment;
initialize agent;
for Number of episodes do

s← environment.reset();
agent.sample_policy();
while not done do

a← agent.get_action(s);
s′, r, done← environment.step(a);
agent.remember((s, a, r, s’, done));
agent.train();
s← s′;

end
end

reduced from 1.0 to 0.02, over the course of 10000 or 100 update-steps, and
then kept at 0.02. The Q-network is trained on mini-batches of 32 (s, a, r, s′)-
tuples from a replay buffer [31]. The target network is updated every 500
training steps. Six different neural network architectures are tested for each
algorithm.

5.2 Implementations of exploration methods from
each category

This section describes the implementation of one exploration technique
from each of the categories presented in chapter 3.

5.2.1 The DDQN baseline

A simple version of a deep Q-network [31] with double Q-learning was
implemented to understand the process properly and to have a starting
point from which to expand to more sophisticated exploration techniques.
The architecture of the Q-network is depicted in figure 2.5, and double q-
learning is described in section 2.2.8.

The Q-network is an artificial neural network (ANN) which takes a state
as input. To illustrate, in the CartPole environment the state is the four-
tuple (x position, x velocity, pole angle, pole angular velocity). The ANN
output layer is of size equal to the number of actions. The outputs represent
the Q-values of each action.

The sample_policy function does nothing in DDQN because it always
uses the same Q-network without any sampling in policy space.

Action selection (get_action) is done by passing the state-vector to the
Q-network and observing the outputs. DDQN uses ε-greedy exploration.
The greedy action is the action with the highest Q-value. ε is calculated
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using a linear schedule starting at 1 and ending at 0.02 after k time-steps,
where k is a hyper-parameter.

For the remember function the DDQN algorithm use a replay memory.
The replay memory size is 1 million samples across all testing environ-
ments. If the number of samples exceeds this number, the oldest sample
is deleted each time a new one is inserted.

In the train function DDQN updates the Q-network using gradient
descent and the ADAM optimizer implementation in Tensorflow with
default parameters [24]. A mini-batch of 32 state-transitions is sampled
from the replay memory. The targets for the parameter updates are
calculated from the (s, a, r, s′, done)-tuples by summing the reward from
the environment with the maximum Q-value for the next state, as shown
in equation 2.12. This is double Q-learning, so the Q-network selects the
action and the target network provides the q-value for the selected action.
See section 2.2.8 for details on the update steps.

To verify the implementation, it was compared to an implementation
of the same algorithm by the researchers at OpenAI. The results of this
comparison are described in section 6.1.

5.2.2 The ModOpt exploration technique (KB)

All ModOpt techniques change the algorithm by altering the train function.
Knowledge-based intrinsic motivation enhances the baseline DDQN

algorithm by adding a dynamics error to the reward from the environment.
A neural network called the dynamics-model makes predictions of the next
state. The dynamics-model is trained in a supervised manner using the
samples from the same replay buffer used to train the Q-network. The
dynamics-model is given state st and action at as input, and the network
is trained by gradient descent to output state st+1, using the mean squared
error loss function. A diagram of the knowledge-based model is shown
inside the orange box in figure 4.5. The KB implementation uses the ε-
greedy policy.

For each mini-batch, the dynamics error for each (s, a, r, s′)-tuple is
calculated. Then these values are normalized by dividing by the highest
error-value in that batch. This per-batch normalization ensures that the
intrinsic reward is always less than or equal to 1, and that the observations
with the highest relative dynamics error are assigned the highest intrinsic
reward. The normalized dynamics errors are then added to the reward
from the environment before training the Q-network. The procedure
is detailed in algorithm 2. Note that for readability the normalization
procedure has been omitted.

5.2.3 The PolSa exploration technique (BootDQN)

The change from DDQN to BootDQN is implemented in the sample_policy
function. Bootstrapped DQN is implemented by training five separate Q-
networks in parallel, as shown in figure 5.1. Each Q-network is a copy of the
network used for DDQN, and represents a separate bootstrapped estimate
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Algorithm 2: Training a DQN with knowledge-based intrinsic motiv-
ation

Data: Replay buffer;
Network parameters θQ and θdynamics;
Target network parameters θQ

target;
Result: Parameters θQ, θdynamics of network for calculating Q-values

and dynamics are updated
batch← sample batch from replaybuffer;
for each sars’-tuple in batch do

prediction← prediction-network(s|θdynamics);
dynamics error← euclidean distance from s’ to prediction;
target-q← r + maxa Q(s′, arg maxa Q(s′, a|θQ)|θQ

target) +
normalize(dynamics error);

θQ ← θQ − α∇θQ(Q(s, a|θQ)− target-q)2;
θdynamics ← θdynamics − α∇θdynamics(dynamics error2);

end

of the optimal Q-function. The choice to use 5 networks was taken based
on [37], which shows that 5 networks give almost as good exploration as
10 or 20 networks. One of the Q-networks is selected, in the sample_policy
function, for each epsiode of the environment. The chosen network is used
to select all actions within that episode.

5.2.4 The ActSa exploration technique (Thompson)

The Thompson sampling approach is implemented in the same way as
BootDQN when it comes to the architecture. In the get_action function
this method randomly selects one of the Q-networks and uses the chosen
network to select the action.

5.3 Combining different exploration methods

Because the different categories of exploration methods use different
mechanisms for influencing the agent, it is straightforward to combine
them. Methods in the ModOpt category alters the train function. Methods
in the PolSa category alters the sample_policy function, and ActSa
methods alter the get_action function. Combining methods is a matter of
introducing a change in more than one of these functions. In this way, we
might be able to exploit the strengths and compensate for the weaknesses
of each method.

5.3.1 KBBoot

KBBoot is a combination of Bootstrapped DQN and knowledge-based
intrinsic motivation. KBBoot trains five separate Q-networks using the

48



State 
st

Q-network 
1

Q-network 
2

Q-network 
5

Q-network 
4

Q-network 
3

Q-values for each
available action at

Q-values for each
available action at

Q-values for each
available action at

Q-values for each
available action at

Q-values for each
available action at

Figure 5.1: The architecture used for BootDQN, Thompson, KBBoot,
EpsBootDQN and AllCombined

same architecture as BootDQN, see figure 5.1. Alongside each Q-network
is trained five separate dynamics-models as well. The target used to train
each Q-network is the same as the one used for KB, see algorithm 2,
using the prediction error of the dynamics-model corresponding to the Q-
network.

The decision to train separate dynamics-models was taken to ensure the
independence of each bootstrapped Q-network. Using a single dynamics-
model could potentially skew the training-set for the Q-networks so that
the bootstrapped Q-networks are no longer proper bootstrapped estimates
of the true Q-function. No in-depth analysis of this potential issue has been
done, and so it could be that it is not a real concern. Training 5 separate
dynamics-models is guaranteed to avoid the problem.

5.3.2 EpsBootDQN

EpsBootDQN combines Bootstrapped DQN with ε-greedy. In the
get_action function, a random action is selected with probability ε. For
our experiments with EpsBootDQN, ε is set to a constant 0.02. This change
in get_action is the only difference between EpsBootDQN and BootDQN.

5.3.3 AllCombined

AllCombined is a combination of Bootstrapped DQN, knowledge-based
intrinsic motivation and Thompson sampling. It is very similar to KBBoot,
the only difference being in the get_action function. With a probability
of 0.05 at each action selection step, AllCombined samples a random Q-
network to do the action selection. The rest of the time AllCombined
follows the Q-network selected for the episode in the sample_policy
function.
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Figure 5.2: The complete network setup.

5.4 Creating an intrinsic reward which is robust to
stochastic environments

The results in 6.3 show that combining knowledge-based intrinsic motiva-
tion with Bootstrapped DQN produces a very good exploration technique.
This section investigates how to make this technique more general by ex-
tending it to work in stochastic environments. Knowledge-based intrinsic
motivation has a known weakness - it can not separate randomness in the
environments from errors in the dynamics-model. Knowledge-based in-
trinsic motivation thus generates intrinsic motivation in areas of the envir-
onment which has some randomness in the state-vector even if those areas
have been thoroughly explored. The proposed method, CB, is an attempt
to improve KB by removing this weakness.

5.4.1 Implementing the competence-based DQN (CB)

The competence-based approach expands on the knowledge-based one by
adding a third neural network which is trained to predict the error of the
dynamics-model. The error-prediction network thus outputs a single scalar
value. CB should only give extra reward when the dynamics error is lower
than expected because that is what corresponds to an improvement in the
dynamics model. Therefore the meta-error is only used as intrinsic reward
when it is positive.
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Algorithm 3: Training a DQN with competence-based intrinsic
motivation

Data: Replay buffer;
Network parameters θQ, θdynamics and θerror−pred;
Target network parameters θQ

target;
Result: Parameters θ of networks for calculating Q-values, dynamics

and error-predictions are updated
batch← sample batch from replaybuffer;
for each sars’-tuple in batch do

prediction← dynamics-model(s, a|θdynamics);
dynamics error← euclidean distance from s’ to prediction;
error prediction← error-prediction network(s, a|θerror−pred);
meta error← error prediction - dynamics error;
target-q← r + maxa Q(s′, arg maxa Q(s′, a|θQ)|θQ

target) +
normalize(meta error);

θQ ← θQ − α∇θQ(Q(s, a|θQ)− target-q)2;
θdynamics ← θdynamics − α∇θdynamics(dynamics error)2;
θerror−pred ← θerror−pred − α∇θerror−pred(meta error)2;

end

KB CB
Parameter

Learning rate 1 ∗ 10−3 1 ∗ 10−3

ε schedule linear 1.0 → 0.02 in
10k learning steps

linear 1.0 → 0.02 in
10k learning steps

Q-network hidden
layer sizes

[8], [8, 8], [8, 8, 8]
[32], [32, 32], [32, 32, 32]

[8], [8, 8], [8, 8, 8]
[32], [32, 32], [32, 32, 32]

Batch size 32 32

Target network up-
date frequency (K)

500 500

γ 1.0 1.0

Replay buffer size 1 ∗ 106 1 ∗ 106

Loss function mean squared error mean squared error

Dynamics model hid-
den layer sizes

same as Q-network same as Q-network

Error-prediction net-
work hidden layer
size

— same as Q-network

Table 5.1: Hyper-parameters of the intrinsic motivation methods
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5.4.2 The baseline for the intrinsic motivation methods (R)

As mentioned in section 4.4, the intrinsic motivation techniques will be
compared to an agent which receives a random extra reward. This agent
is labeled R. R is implemented by altering the train function. When
calculating the targets for the Q-network updates, see equation 4.1, R adds
a random exploration bonus sampled from the half-open interval [0, 1).
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Chapter 6

Results

This chapter presents the results. For reference, table 6.1 shows the
different exploration methods which has been tested, and what category
each belongs to according to the classification scheme proposed in chapter
3.

Section 6.1 shows the comparison of the implemented baseline with an
open-source version.

Section 6.2 presents the results of comparing methods from each of the
categories presented in chapter 3.

In section 6.3 are the results for the algorithms which combine methods
from several categories.

Section 6.4 presents results of the competence-based intrinsic motiva-
tion CB, and of testing KB in a stochastic environment.

Most algorithms which use ε-greedy follow a linear schedule from 1.0
to 0.02 in k time-steps. When applicable k is shown in the legend of each
plot and mentioned in each table.

6.1 Verifying the implementation of the DDQN
baseline

To verify that the base implementation of double deep Q-learning is correct,
it was compared to the performance of the DQN implementation from
[13] on the CartPole-v0 environment. Both implementations use double Q-
learning [18] with the Tensorflow implementation of the Adam optimizer
[24] with default parameters.

The performance was found to be comparable with both implementa-
tions solving the problem in about 200 episodes as shown in figure 6.1. An
effort was made to make the implementation parameters as similar as pos-
sible (see table 6.2), but there is still some difference in performance which
is due to the choice of loss-function. When my implementation, Qlearner,
was tested with Huber loss, it showed similar performance to the OpenAI
implementation (see figure 6.2). The purpose of this exercise is to validate
the implementation of Q-learning and the performances are similar enough
to conclude that there are no major oversights in the implementation.
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Table 6.1: Agents

Agent Category Description

DDQN ActSa Double DQN with ε-greedy
OpenAI-DeepQ ActSa Double DQN with ε-greedy

implemented by OpenAI
KB ModOpt Knowledge-based intrinsic

motivation
CB ModOpt Competence-based intrinsic

motivation
BootDQN PolSa Bootstrapped DQN
EpsBootDQN PolSa, ActSa Bootstrapped DQN with ε-

greedy, constant ε = 0.02
Thompson ActSa Thompson sampling at

action-selection step
KBBoot ModOpt, PolSa BootDQN and KB combined
AllCombined ModOpt, PolSa,

ActSa
KB, BootDQN and
Thompson combined
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Figure 6.1: Performance of implemented Qlearner compared to OpenAIs
deepq implementation [13] averaged over 100 runs of each algorithm. Error
region shows standard deviation.
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Figure 6.2: Performance of implemented Qlearner with Huber loss
compared to OpenAIs deepq implementation [13] averaged over 100 runs
of each algorithm.

Parameter OpenAI-DeepQ Qlearner

Learning rate 1 ∗ 10−3 1 ∗ 10−3

ε schedule linear 1.0 → 0.02 in
10k learning steps

linear 1.0 → 0.02 in
10k learning steps

Hidden layer size 64 64
Batch size 32 32
Target network up-
date frequency

500 500

γ 1.0 1.0
Replay buffer size 5 ∗ 104 5 ∗ 104

Loss function Huber loss mean squared error

Table 6.2: Hyper-parameters of the models run to validate DQN imple-
mentation
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As the version using Huber loss shows significant instability and does
not converge, the mean squared error loss-function is used in the remaining
tests.

6.2 Comparing the categories of exploration in RL

This section presents the results of testing exploration methods from each
of the categories as described in section 4.2.

6.2.1 CartPole-v0 - an easy exploration problem

The CartPole-v0 environment is an easy exploration problem because there
are rewards at every time-step and there is a single objective towards which
the reward function is pointing. This section presents the performance
of different exploration techniques on the Cartpole-v0 environment using
different network architectures and ε-schedules.

All plots for the CartPole-v0 environment has been smoothed with a
median filter of width ten episodes.

When ε-greedy provides enough exploration The ε-greedy approach is
sufficient to solve this environment when ε is linearly reduced from 1.0
to 0.02 in 10000 time-steps. This condition is labeled "DDQN k: 10000" in
figure 6.3 for a selected network architecture.

The figures indicate that when enough exploration is performed by the
random dithering of the ε-greedy policy, the baseline DDQN does very
well and on average better than all the other approaches. The complete
results are shown in table 6.3. The experiments use six different Q-network
architectures. In table 6.3 there is one segment for each architecture. The
first column, "layers", show the sizes of the hidden layers of the Q-network.
The second column, "agent", shows the name of the agent (and the k-value
for the agents using ε-greedy). The "returns" column show the total reward
received by each agent summed over all episodes. The "highscores" column
lists the average of the 90th percentile best episodes for each run.

When ε-greedy is insufficient exploration With epsilon linearly decreas-
ing from 1.0 to 0.02 over only 100 time-steps, the picture looks a bit differ-
ent. The baseline DDQN does not do as well as some of the more advanced
exploration techniques, as seen in figure 6.3.

6.2.2 MountainCar-v0 - a harder exploration problem

The MountainCar-v0 environment is a much harder exploration problem
compared to CartPole-v0. All policies which do not reach the top of the
right-side mountain receives the same reward of -200 points because the
maximum number of time-steps is 200 and the agent receives -1 reward on
each time-step. Only when the agent discovers a policy which gets the car
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Figure 6.3: One hidden layer with 32 neurons on the CartPole-v0
environment

returns highscores
layers agent

32 BootDQN 30348.80 ±18068.18 190.06 ±40.22
DDQN k: 10000 34073.88 ±3017.87 200.00 ±0.00
KB k: 10000 29248.00 ±3467.88 200.00 ±0.00
Thompson 22040.82 ±13682.71 182.71 ±47.22

32, 32 BootDQN 23127.15 ±13888.92 180.19 ±56.81
DDQN k: 10000 31779.40 ±2456.77 200.00 ±0.00
KB k: 10000 29923.10 ±962.02 200.00 ±0.00
Thompson 35795.64 ±7865.25 198.84 ±4.21

32, 32, 32 BootDQN 22995.30 ±13267.08 180.54 ±56.86
DDQN k: 10000 25596.00 ±3288.75 196.83 ±8.76
KB k: 10000 22790.70 ±2068.04 191.13 ±9.45
Thompson 35914.91 ±6188.78 199.52 ±1.83

8 BootDQN 17977.08 ±11793.68 182.63 ±48.39
DDQN k: 10000 17299.70 ±3398.74 194.57 ±10.22
KB k: 10000 12109.30 ±3818.07 180.35 ±45.10
Thompson 10180.65 ±7780.95 153.08 ±68.52

8, 8 BootDQN 19527.95 ±16111.25 178.49 ±57.06
DDQN k: 10000 28007.60 ±4007.62 196.56 ±10.31
KB k: 10000 25915.60 ±5539.63 188.01 ±23.47
Thompson 19054.80 ±10093.30 189.95 ±22.46

8, 8, 8 BootDQN 10731.65 ±10755.09 171.17 ±67.68
DDQN k: 10000 29549.60 ±3058.46 198.19 ±4.03
KB k: 10000 26000.60 ±2714.17 198.68 ±2.07
Thompson 26680.90 ±8162.54 197.33 ±8.53

Table 6.3: Results on the CartPole-v0 environment with learning rate =
0.001. The best results for each parameter setting is in bold.
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Figure 6.4: Two hidden layers with 32 neurons and learning rate 1 ∗ 10−3

on the MountainCar-v0 environment

to the top of the mountain does the agent get any signal as to which policies
are good.

All plots for the MountainCar-v0 environment has been smoothed with
a median filter of width 100 episodes.

Figure 6.4, and table 6.4, show the result of testing the baseline
DDQN agent and the three exploration techniques on the MountainCar-
v0 environment. The Q-network in this test has two hidden layers with 32
neurons. The ε-schedule is a linear function from 1.0 to 0.02 over k time-
steps. The values of k are listed in the figure legend. The graph shows that
the knowledge-based intrinsic motivation (KB) from the ModOpt category
does better than DDQN for both ε-schedules. A Mann-Whitney U test
shows KB with k = 10000 significantly outperforms DDQN with k = 10000
for all six network architectures, with a significance threshold of 0.05 on
both the "returns" and "highscores" measures. The sample sizes are ten
runs of each algorithm for each architecture. Also of interest is the fact
that the Thompson sampling approach does not solve this environment at
all. This is in contrast to the results from the CartPole environment where
Thompson sampling does very well for some parameter settings.

6.3 Combining different exploration techniques

This section shows the results of combining several exploration techniques.
Section 4.3 describes how the tests are implemented.

Figure 6.5 show results for the combined techniques on the CartPole-v0
environment.

Figure 6.6 show the results for the combined methods on the
MountainCar-v0 environment. The results indicate that combining the two
exploration techniques from categories ModOpt and PolSa (KBBoot) im-
proves over the previous best result which was the knowledge-based in-
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returns highscores
layers agent

32 BootDQN -282841.00 ±17575.32 -146.42 ±41.58
DDQN k: 10000 -278417.40 ±17016.09 -141.07 ±47.54
KB k: 10000 -232612.10 ±9801.71 -98.64 ±4.42
Thompson -298921.64 ±2090.80 -194.42 ±13.31

32, 32 BootDQN -240644.22 ±13435.76 -95.05 ±3.32
DDQN k: 10000 -248432.40 ±22572.29 -103.47 ±13.45
KB k: 10000 -218599.00 ±11863.53 -92.29 ±3.56
Thompson -298432.18 ±3860.14 -194.91 ±15.27

32, 32, 32 BootDQN -231531.50 ±17121.70 -93.16 ±5.17
DDQN k: 10000 -231836.75 ±13672.50 -97.03 ±3.47
KB k: 10000 -201544.67 ±8903.59 -89.92 ±2.31
Thompson -297481.50 ±6254.06 -193.07 ±19.87

8 BootDQN -296957.20 ±2504.48 -189.20 ±19.08
DDQN k: 10000 -298696.60 ±1893.05 -193.26 ±13.00
KB k: 10000 -275845.90 ±18666.84 -139.38 ±41.29
Thompson -299922.45 ±291.21 -199.95 ±0.19

8, 8 BootDQN -286694.50 ±7495.17 -146.04 ±31.12
DDQN k: 10000 -288307.80 ±11772.32 -159.78 ±33.70
KB k: 10000 -268933.30 ±16295.48 -121.39 ±27.66
Thompson -299997.76 ±6.08 -200.00 ±0.00

8, 8, 8 BootDQN -285417.80 ±4773.79 -129.09 ±10.43
DDQN k: 10000 -292857.60 ±5750.98 -173.47 ±30.67
KB k: 10000 -279394.20 ±14138.58 -132.27 ±26.28
Thompson -300000.00 ±0.00 -200.00 ±0.00

Table 6.4: Results on the MountainCar-v0 environment with learning rate
at 0.001. The best results for each parameter setting is in bold.
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Figure 6.5: One hidden layer with 32 neurons and learning rate 1 ∗ 10−3 on
the CartPole-v0 environment

trinsic motivation (KB). Results from the other network architectures are
also consistent with this observation.

A Mann-Whitney U test comparing KBBoot to the version of KB with k
= 100 on the ’returns’ and ’highscores’ metrics was conducted to measure
the significance of KBBoot’s improvement over KB. The sample sizes are
ten runs of each algorithm. With a significance level of 0.05, KBBoot
significantly outperforms KB with three of the six architectures tested.
Specifically the architectures with layer sizes of 32 neurons.

AllCombined seems to do slightly worse than KBBoot across the board.
EpsBootDQN (PolSa, ActSa) does worse than both KBBoot and

AllCombined on all metrics, and is on average approximately equal with
the DDQN baseline in MountainCar-v0.

6.4 Testing the intrinsic motivation methods

First, the implementations of KB and CB are run in the standard CartPole-
v0 environment with the same ε-schedule as for the validation run in
section 6.1. This is done to see how the methods affect the DQN algorithm
when the base implementation does provide sufficient exploration. The
result is shown in figure 6.7. With this relatively slow ε-schedule the
convergence is restricted by the random exploration, and the random
exploration is sufficient to explore all the relevant states, such that all the
methods do equally well. This serves to show that CB does not significantly
deteriorate performance for environments where extra exploration is
unnecessary.

On the MountainCar-v0 environment, KB did much better than the
baseline Q-learning method, as shown in figure 6.8 and table 6.7. A Mann-
Whitney U test comparing KB to DDQN on the returns and highscores
values respectively shows that for every network architecture, and on
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Figure 6.6: Two hidden layers with 32 neurons and learning rate 1 ∗ 10−3

on the MountainCar-v0 environment
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Figure 6.7: Comparing intrinsic motivation techniques on the CartPole-v0
environment. Performance averaged over 10 runs of each algorithm.
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returns highscores
layers agent

32 AllCombined 27404.20 ±8939.53 199.95 ±0.16
DDQN k: 10000 34073.88 ±3017.87 200.00 ±0.00
EpsBootDQN 32268.41 ±17019.91 199.48 ±2.73
KB k: 10000 29248.00 ±3467.88 200.00 ±0.00
KBBoot 24782.40 ±10976.76 190.50 ±41.39

32, 32 AllCombined 29240.40 ±9684.36 181.01 ±56.97
DDQN k: 10000 31779.40 ±2456.77 200.00 ±0.00
EpsBootDQN 28258.20 ±12015.65 199.77 ±0.70
KB k: 10000 29923.10 ±962.02 200.00 ±0.00
KBBoot 23409.15 ±9906.34 189.85 ±39.95

32, 32, 32 AllCombined 20150.00 ±8784.52 194.40 ±12.51
DDQN k: 10000 25596.00 ±3288.75 196.83 ±8.76
EpsBootDQN 30564.40 ±7714.55 200.00 ±0.00
KB k: 10000 22790.70 ±2068.04 191.13 ±9.45
KBBoot 21687.95 ±9333.43 169.93 ±67.23

8 AllCombined 9403.10 ±3510.04 185.34 ±38.49
DDQN k: 10000 17299.70 ±3398.74 194.57 ±10.22
EpsBootDQN 20056.30 ±11986.88 159.52 ±64.92
KB k: 10000 12109.30 ±3818.07 180.35 ±45.10
KBBoot 14543.00 ±6063.66 189.01 ±31.56

8, 8 AllCombined 17548.00 ±10924.07 180.39 ±55.61
DDQN k: 10000 28007.60 ±4007.62 196.56 ±10.31
EpsBootDQN 18497.60 ±16212.23 192.61 ±19.78
KB k: 10000 25915.60 ±5539.63 188.01 ±23.47
KBBoot 22125.80 ±9058.22 183.85 ±49.25

8, 8, 8 AllCombined 20732.90 ±10222.25 199.53 ±1.42
DDQN k: 10000 29549.60 ±3058.46 198.19 ±4.03
EpsBootDQN 16273.70 ±10783.86 200.00 ±0.00
KB k: 10000 26000.60 ±2714.17 198.68 ±2.07
KBBoot 16610.05 ±11236.18 170.55 ±66.64

Table 6.5: Results on the CartPole-v0 environment with learning rate =
0.001. The best results for each parameter setting is in bold.
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returns highscores
layers agent

32 AllCombined -232823.88 ±10171.86 -92.47 ±2.90
DDQN k: 10000 -278417.40 ±17016.09 -141.07 ±47.54
EpsBootDQN -286348.56 ±17700.54 -165.76 ±46.95
KB k: 10000 -232612.10 ±9801.71 -98.64 ±4.42
KBBoot -230160.60 ±12632.74 -93.16 ±3.52

32, 32 AllCombined -206468.90 ±6657.19 -87.99 ±0.76
DDQN k: 10000 -248432.40 ±22572.29 -103.47 ±13.45
EpsBootDQN -244737.40 ±16718.46 -98.63 ±6.14
KB k: 10000 -218599.00 ±11863.53 -92.29 ±3.56
KBBoot -200099.20 ±4960.05 -87.64 ±1.05

32, 32, 32 AllCombined -199420.10 ±5999.75 -88.40 ±1.92
DDQN k: 10000 -231836.75 ±13672.50 -97.03 ±3.47
EpsBootDQN -235703.22 ±9643.26 -97.31 ±2.26
KB k: 10000 -201544.67 ±8903.59 -89.92 ±2.31
KBBoot -198597.00 ±4577.65 -87.81 ±0.73

8 AllCombined -273764.78 ±17490.15 -129.58 ±38.76
DDQN k: 10000 -298696.60 ±1893.05 -193.26 ±13.00
EpsBootDQN -297917.89 ±2341.64 -193.35 ±16.34
KB k: 10000 -275845.90 ±18666.84 -139.38 ±41.29
KBBoot -273621.45 ±15085.81 -122.94 ±34.28

8, 8 AllCombined -274972.00 ±11521.19 -121.48 ±12.64
DDQN k: 10000 -288307.80 ±11772.32 -159.78 ±33.70
EpsBootDQN -291150.70 ±5316.73 -160.47 ±31.13
KB k: 10000 -268933.30 ±16295.48 -121.39 ±27.66
KBBoot -267328.30 ±8622.16 -108.51 ±6.65

8, 8, 8 AllCombined -278741.30 ±7513.79 -127.31 ±23.56
DDQN k: 10000 -292857.60 ±5750.98 -173.47 ±30.67
EpsBootDQN -287599.00 ±3984.71 -139.04 ±20.42
KB k: 10000 -279394.20 ±14138.58 -132.27 ±26.28
KBBoot -275327.00 ±8946.67 -120.45 ±26.23

Table 6.6: Results on the MountainCar-v0 environment with learning rate
= 0.001. The best results for each parameter setting is in bold.
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Figure 6.8: Comparing intrinsic motivation techniques on the
MountainCar-v0 environment. Performance is averaged over 10 runs
of each algorithm.

both the returns and the highscores metric, KB significantly outperforms
DDQN when using a significance level of 0.05. The sample sizes are ten
runs of each algorithm (for each architecture). This shows that intrinsic
motivation based on dynamics error (KB) is useful in some environments
with sparse reward. Our results are in line with the work of Stadie, Levine
and Abbeel [51], Pathak et al. [41], and Nylend, Chandra and Castejon
[35]. The competence-based intrinsic motivation method CB does slightly
worse than KB, but still outperforms the baseline DDQN. However, CB
does not outperform R, the DDQN with randomly added rewards of the
same average magnitude as CB.

Comparing KB to R shows that the intrinsic reward used in KB contains
useful information because it is better than adding a random extra reward
to DDQN. The competence-based intrinsic reward (CB) seems to do no
better than adding random noise. This suggests that the instrinsic reward
signal in CB does not contain information which is useful for learning
on this task. The assumption that a dynamics error lower than the one
predicted by the error-prediction module is a reliable measure of learning
performance is apparently wrong. Seeing this, I did not expect CB to do
well on the non-deterministic MountainCarStochasticArea-v0. This was
confirmed by the results.

Testing in the MountainCarStochasticArea-v0 environment Figure 6.9,
and table 6.8, show the results of testing DDQN, KB, CB and R on the
stochastic version of the MountainCar environment designed in section
4.4.2. As expected, KB fails to solve this version of the environment. To my
knowledge, this is the first time this weakness of knowledge-based intrinsic
motivation has been verified experimentally.

KB fails in the stochastic environment because of the randomness of the
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Figure 6.9: Performance averaged over 10 runs of each algorithm on the
MountainCarStochasticArea-v0 environment.

state-space in the area shown in figure 4.6. The knowledge-based intrinsic
motivation makes the agent stay in the shaded area forever, and thus it
does not explore at all. Figure 6.10 shows the frequency of each car position
for the KB algorithm on the MountainCar-v0 environment. The agent has
explored the entire span of possible car x-positions. Figure 6.11 shows the
visitation frequencies for the stochastic case. In MointanCarStochasticArea-
v0 the car never goes far beyond the random area in the range (−0.6,−0.3).

As with the CartPole environment, CB does not seem to improve much
over R.

6.4.1 Tests of why CB does not work

Figure 6.12 shows how the dynamics error and competence-based intrinsic
reward develops as a function of the number of times a state has been
visited. When the dynamics error is decreasing, the intrinsic reward
increases as expected. The plot indicates there is some useful information
in the intrinsic reward signal, but also that the signal is noisy.

Figure 6.13 shows the dynamics error and competence-based intrinsic
reward signal once the dynamics-model has converged on a good solution.
As the graph shows there is still some noise in both the dynamics error and
the intrinsic reward signal.
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Figure 6.10: Distribution of car positions in the MountainCar-v0 environ-
ment
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Figure 6.11: Distribution of car positions in the MountainCarStocasticArea-
v0 environment

66



returns highscores
layers agent

32 CB k: 10000 -271730.70 ±25655.62 -139.63 ±42.46
DDQN k: 10000 -278417.40 ±17016.09 -141.07 ±47.54
KB k: 10000 -232612.10 ±9801.71 -98.64 ±4.42
R k: 10000 -255455.90 ±22778.49 -113.17 ±32.24

32, 32 CB k: 10000 -236344.90 ±22684.29 -97.85 ±8.11
DDQN k: 10000 -248432.40 ±22572.29 -103.47 ±13.45
KB k: 10000 -218599.00 ±11863.53 -92.29 ±3.56
R k: 10000 -242240.30 ±22814.60 -99.41 ±8.83

32, 32, 32 CB k: 10000 -238704.60 ±18661.07 -101.32 ±8.07
DDQN k: 10000 -231836.75 ±13672.50 -97.03 ±3.47
KB k: 10000 -201544.67 ±8903.59 -89.92 ±2.31
R k: 10000 -236864.56 ±19919.68 -99.53 ±7.34

8 CB k: 10000 -294669.50 ±11754.28 -189.81 ±27.72
DDQN k: 10000 -298696.60 ±1893.05 -193.26 ±13.00
KB k: 10000 -275845.90 ±18666.84 -139.38 ±41.29
R k: 10000 -295927.40 ±6445.69 -186.24 ±26.95

8, 8 CB k: 10000 -292931.60 ±3975.34 -169.68 ±28.66
DDQN k: 10000 -288307.80 ±11772.32 -159.78 ±33.70
KB k: 10000 -268933.30 ±16295.48 -121.39 ±27.66
R k: 10000 -278926.20 ±15658.30 -136.78 ±36.70

8, 8, 8 CB k: 10000 -294837.50 ±5762.46 -184.47 ±27.65
DDQN k: 10000 -292857.60 ±5750.98 -173.47 ±30.67
KB k: 10000 -279394.20 ±14138.58 -132.27 ±26.28
R k: 10000 -287403.00 ±8975.93 -147.41 ±35.41

Table 6.7: Results on the MountainCar-v0 environment with learning rate
= 0.001. The best results for each parameter setting is in bold.
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returns highscores
layers agent

32 CB k: 10000 -256843.30 ±9732.41 -113.04 ±9.71
DDQN k: 10000 -268671.25 ±17571.36 -128.87 ±32.09
KB k: 10000 -299978.00 ±36.20 -199.99 ±0.02
R k: 10000 -248208.80 ±11344.15 -104.62 ±8.70

32, 32 CB k: 10000 -240326.90 ±20203.65 -98.72 ±8.65
DDQN k: 10000 -246954.56 ±29365.62 -105.83 ±19.89
KB k: 10000 -300000.00 ±0.00 -200.00 ±0.00
R k: 10000 -248980.25 ±16020.21 -102.75 ±7.20

32, 32, 32 CB k: 10000 -250028.44 ±29128.83 -120.25 ±42.50
DDQN k: 10000 -241817.90 ±18991.28 -100.34 ±11.70
KB k: 10000 -299993.78 ±17.60 -200.00 ±0.01
R k: 10000 -237518.38 ±14169.42 -98.65 ±5.00

8 CB k: 10000 -283636.90 ±15057.81 -154.43 ±36.84
DDQN k: 10000 -295989.90 ±3812.52 -183.62 ±23.58
KB k: 10000 -299150.10 ±1878.11 -196.01 ±11.46
R k: 10000 -287046.80 ±15756.42 -162.78 ±38.40

8, 8 CB k: 10000 -287233.20 ±12566.46 -152.72 ±33.51
DDQN k: 10000 -286598.70 ±12469.46 -156.39 ±37.50
KB k: 10000 -300000.00 ±0.00 -200.00 ±0.00
R k: 10000 -288242.90 ±9723.09 -156.96 ±35.42

8, 8, 8 CB k: 10000 -294908.44 ±3526.32 -185.65 ±22.49
DDQN k: 10000 -296601.44 ±3526.01 -186.99 ±22.66
KB k: 10000 -300000.00 ±0.00 -200.00 ±0.00
R k: 10000 -296391.90 ±2457.99 -186.14 ±18.97

Table 6.8: Results on the MountainCarStochasticArea-v0 environment with
learning rate = 0.001. The best results for each parameter setting is in bold.

68



0 200 400 600 800

Number of times state has been seen

0.00

0.05

0.10

0.15

0.20

0.25

E
rr

or
m

ag
ni

tu
de

Dynamics error
CB intrinsic reward (unnormalized)

Figure 6.12: Dynamics error and competence-based intrinsic reward as a
function of the number of times a state has been visited.
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Figure 6.13: Dynamics error and competence-based intrinsic reward as a
function of the number of times a state has been visited, after the dynamics-
model has converged.
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Chapter 7

Discussion

In this chapter I discuss the results presented in chapter 6. Section
7.1 concerns the results of comparing methods from different categories.
The relevant results can be found in section 6.2. Next, section 7.2
regards the results of combining methods from different categories, which
are presented in section 6.3. Finally, section 7.3 discuss the results of
investigating how to improve intrinsic motivation methods which were
presented in section 6.4.

7.1 Comparing exploration categories

This section discusses the results presented in section 6.2, and attempts to
answer part of our first research question: "How can we categorize explora-
tion techniques and what are the pros and cons of each category?". Chapter
3 answers the first part of this question by presenting three categories of
exploration techniques for RL: Modified Optimization (ModOpt), Policy
Sampling (PolSa) and Action Sampling (ActSa). One method from each
category was selected and tested to make an initial comparison of the cat-
egories.

7.1.1 The pros and cons of KB and the ModOpt category

As can be seen in figure 6.4 the knowledge-based intrinsic motiva-
tion method (KB) from the ModOpt category does quite well in the
MountainCar-v0 environment where rewards are sparse. This is as expec-
ted because knowledge-based intrinsic motivation has been shown to do
well on this kind of task in previous work [51].

The benefit of using intrinsic motivation is most distinct when the
search conducted by the PolSa and ActSa methods is insufficient to
discover good policies. This can be seen by looking at the performance on
the MountainCar environment, and by comparing the results for the 10000-
step ε-schedule with the 100-step ε-schedule on the CartPole environment
in figure 6.3. DDQN does best when the ε-schedule provides enough
exploration, and KB does best otherwise.
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The gains from this method come at the cost of training a dynamics-
model, which is not insignificant. A dynamics-model can also be used
to leverage methods from model-based RL which may help speed up
learning. Training a dynamics-model may, therefore, be worth the invested
computational cost. Combining intrinsic motivation with model-based RL
methods is an interesting topic for future research.

KB has the disadvantage of being vulnerable to noisy states, but this
is a property specific to knowledge-based intrinsic motivation and does
not affect all intrinsic motivation methods or all methods in the ModOpt
category. An investigation of how to solve this problem is presented in
sections 4.4, 6.4, 5.4 , and 7.3.

Thoroughly evaluating the ModOpt category as a whole is not possible
based on testing one method. What we can safely conclude, as it has been
clearly demonstrated, is that the ModOpt category of methods definitely
has the potential to improve exploration for some environments.

One objection to the ModOpt class of methods is that they introduce
a bias to the optimization process, though this is not an issue with all
ModOpt techniques. Another potential problem is that ModOpt methods
can increase the tendency of RL problems to be non-stationary when
adding another variable term to the optimization objective (see equation
4.1). Saying a problem is non-stationary means that the target function
which the optimization procedure is attempting to approximate changes
over time. RL problems are by definition non-stationary because the
function to be optimized is self-referential. By self-referential is meant that
the optimization target contains the function to be optimized, see equation
4.1. This issue is made worse by some ModOpt methods when they add a
potential source of noise, E in equation 4.1, to the self-referential function.

7.1.2 The pros and cons of BootDQN and other PolSa methods

BootDQN outperforms DDQN in the MountainCar environment, as can
be seen in figure 6.4. This result suggests BootDQN performs well in
environments with sparse rewards. This conclusion is consistent with [37].

BootDQN is relatively easy to implement (see section 5.2.3), and it
seems to do better than the baseline DDQN reliably. The improvement
comes at the cost of training more than one policy, but as described in [37]
this performance hit is minor when optimized for efficient computation.

PolSa methods, in general, derive an advantage from testing each policy
in their entirety, because this facilitates deep exploration. Deep exploration
is when the agent plans to explore a state which requires going through
a sequence of low-reward states to get to an unknown and potentially
rewarding state [36, 45].

One disadvantage of PolSa methods is that they are in general slightly
more complicated to implement than ActSa methods because sampling in
the space of possible policies is typically more complicated than sampling
in the space of possible actions in a single state of the environment.
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7.1.3 The pros and cons of Thompson and other ActSa methods

The Thompson method seems to do quite badly in the environments
tested. This result is not surprising considering the known limitations of
Thompson-sampling approaches at the action selection step of RL methods
[45]. On MountainCar, an environment which requires a long sequence
of (mostly) correct actions to receive any reward at all, the Thompson
technique fails. This result is consistent with [45] and [37] in showing that
Thompson sampling at each action selection step can not perform deep
exploration.

It may seem like ActSa methods can never achieve deep exploration,
but this is not the case. The ability to do deep exploration depends on what
information is available when making the sampling decision. To perform
deep exploration, the methods can not rely only on the local information
of the current state. ActSa techniques can do deep exploration, but this
requires information about a larger part of the MDP to be available at the
time of each sampling.

One benefit of ActSa techniques is that they can be very simple to
implement. Another is that they create exploratory trajectories which are
in some sense close to the current estimate of the best trajectory. This may
be a good feature for some kinds of problems. ActSa techniques introduce
noise in the action-space, which will force the final policy to be robust to
noise in the action-space.

A drawback of ActSa techniques is that it seems unnecessarily difficult
to achieve deep exploration with action sampling, considering that PolSa
methods which do produce deep exploration exists. ActSa techniques also
may rule out solutions where the trajectory through state-space is in some
way precarious. Consider an agent which is trying to learn how to balance
on a tight-rope. If the amount of action-space noise introduced by an ActSa
method is large enough to make the agent fall over, then that method might
delay learning.

7.1.4 Summary of the comparison of categories

Perhaps the most important result in this section is how variable the
results are, even in the seemingly similar environments CartPole and
MountainCar. In CartPole, the ε-greedy baseline does very well and is hard
to beat. But both Thompson and BootDQN beat the version DDQN with
short ε-schedule. It could be that this phenomenon scales to environments
where ε-greedy is infeasible, and that we can expect Thompson and
BootDQN to outperform DDQN on most of these environments. In the
MountainCar environment, on the other hand, the intrinsically motivated
KB method does better than both BootDQN, Thompson, and DDQN
regardless of ε-schedule.

These results suggest that there could be some class of problems for
which intrinsic motivation is necessary for efficient exploration. It seems
likely that a central feature of this class of problems is a sparse reward
function. Findings on the benefits of intrinsic motivation from [41, 51] also
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support this conclusion.

7.2 Combining exploration categories

This section discusses the results presented in section 6.3, and concludes the
investigation into our second research question: "Can we combine methods
from the different categories, and does this improve over using methods
from any one category on its own?".

As described in section 3.1, combining methods from different categor-
ies is straight-forward. My experience of actually combining techniques
for performance testing confirms this. Thus the conclusion to the first part
of the research question is yes, methods can be combined and it is easy
to do so. A discussion on the performance of these combined methods is
presented below.

KBBoot The first proposed method, KBBoot, outperformed KB and was
thus the best method for every single parameter setting and network
architecture, both on accumulated reward over all episodes and on
the "highscores" measure on the MountainCar-v0 environment, reported
in table 6.6. KBBoot combines Bootstrapped DQN from the Policy
Sampling category with knowledge-based intrinsic motivation. This result
confirms that combining methods can improve exploration over any single
exploration method used on its own. It is interesting to note that in the
few cases where BootDQN did not improve over DDQN, KBBoot still
outperformed KB which suggests there may be some beneficial interaction
between the two exploration methods.

AllCombined AllCombined combines Boostrapped DQN, Knowledge-
based intrinsic motivation and Thompson sampling at 2% of the action-
selection steps. AllCombined performed better than KB on the Moun-
tainCar environment, but worse than KBBoot. This means that the added
Thompson sampling at 2% of the action-selection steps does not contribute
useful information to the learning process when compared to KBBoot. This
does not seem to be relevant for the CartPole environment, where AllCom-
bined and KBBoot do equally well. A possible reason AllCombined does
worse than KBBoot on MountainCar is that succeeding in the Mountain-
Car environment requires a long-term strategy. AllCombined introduces
Thompson sampling at the action selection step, a procedure which inten-
tionally makes the agent deviate from its long-term strategy.

EpsBootDQN EpsBootDQN combines Bootsrapped DQN with ε-greedy,
sampling a random action at 2% of action selection steps. On CartPole
the EpsBootDQN algorithm seems to start learning faster than the other
algorithms but does not converge to the best policy as reliably as DDQN.
This suggests that EpsBootDQN could perhaps outperform DDQN if a
proper ε-schedule is used with EpsBootDQN (EpsBootDQN in its current
implementation uses a fixed ε of 0.02).

74



In the MountainCar environment, EpsBootDQN does not do as well as
either KB, KBBoot or AllCombined. This suggests once again that intrinsic
motivation might be needed for environments with sparse rewards.

7.3 Discussion on the competence-based intrinsic mo-
tivation method

This section discusses the results presented in section 6.4, and discuss the
findings in the light of the third research question: "How to do intrinsic
motivation in unpredictable environments?"

KB in a stochastic environment In the stochastic MountainCar envir-
onment, KB completely fails to find a good policy. Figures 6.10 and 6.11
clearly show that KB gets stuck in the area of the environment where state-
transitions are unpredictable. This experimentally confirms the assump-
tion made in [39, 48, 51] that knowledge-based intrinsic motivation can not
solve problems with stochastic dynamics. To my knowledge, this is the
first time this limitation of knowledge-based intrinsic motivation has been
demonstrated experimentally.

CB As table 6.8 shows, the proposed competence-based intrinsic motiv-
ation does no better than the baseline with random intrinsic motivation.
This shows that the motivation signal from the CB approach does not con-
tain useful information. This result motivated the discussion below, which
investigates why CB does not work well.

7.3.1 Why CB does not work

To understand why the competence-based intrinsic motivation does not
work it is necessary to examine the assumptions that was made when
designing it. There are two main assumptions. The first is that it is possible
to learn an estimate of the dynamics error. The second assumption is that
when learning, the dynamics error reliably decreases so that a dynamics
error lower than before means the dynamics-model has improved - that is,
that the meta-error is a good measure of learning progress.

Verifying the rate of learning can in principle be measured We know
that the dynamics error does contain useful information because the
knowledge-based approach works. But perhaps the variance of this signal
is so large that there is little hope of being able to reliably predict it.

The mean and variance of the dynamics error was measured to test
this hypothesis. Results show that the variance of the dynamics error is
about one order of magnitude lower than the mean value. This suggests
the signal in the dynamics error is quite robust. This is what the error-
prediction network is trying to learn, a task which should be no problem
when the variance of the dynamics error is so low.

75



Measuring how smoothly the dynamics error decreases The second
assumption is that knowing what the dynamics error used to be for any
given state-action pair is enough information to measure the amount of
learning which has occurred given the dynamics error the next time the
same (or a very similar) state-action pair is observed.

The next thing to be tested was therefore the evolution of dynamics
error for a given state-action pair as the system learns. This was done
by selecting a prototype state-action pair, and logging the dynamics error
for state-action pairs where the values are within a small threshold of the
prototype values. For the assumption to be correct, this should result in a
mostly decreasing curve as the dynamics model learns.

As the results in section 6.4.1 show, the dynamics error does decrease
with the number of times a state has been seen, but the decrease is not very
smooth. This means that a competence-based intrinsic motivation signal is
possible, but that measuring on a per state, per time-step basis might cause
too much noise to be included in the intrinsic reward signal.

The reason CB does not work The reason this particular competence-
based approach does not work seems to be that the dynamics error for any
one state over a short period is a very noisy signal. The key is that half
the time the dynamics error is lower than the recent average, and for these
cases, the competence-based intrinsic motivation will trigger.

Possible ways of improving on CB is presented in section 8.2.
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Chapter 8

Conclusion and future work

This chapter ties together the findings on all three research questions and
discusses how the work can be expanded and improved in the future.

8.1 Conclusion

The goal of this work has been to contribute to solving the exploration vs.
exploitation problem in deep reinforcement learning. Seeing the issue from
an active learning perspective has resulted in new insights about how RL
agents should explore.

This work presents a novel way of categorizing exploration techniques
for reinforcement learning. The categorization makes it clear which
exploration methods can be combined with each other. The usefulness of
the categorization is demonstrated by showing that combining exploration
techniques from several categories can produce new and better algorithms.

Knowledge-based intrinsic motivation can not solve problems that re-
quire modeling randomness. The results presented in section 6.4 experi-
mentally confirms this known weakness in knowledge-based intrinsic mo-
tivation, to my knowledge for the first time.

There are currently no known competence-based intrinsic motivation
methods which are compatible with deep reinforcement learning. An at-
tempt was made to solve this problem, but the effort was unsuccessful.
Investigating why the proposed solution does not work improved under-
standing and gave insights into how the problem can potentially be ad-
dressed.

The exploration vs. exploitation problem remains a significant chal-
lenge for deep reinforcement learning, especially in real-world applications
where testing policies is slow and expensive. While no scalable and ro-
bust solution to real-world applications of reinforcement learning has been
found yet, the field is steadily advancing. Many promising research oppor-
tunities exist, and I remain hopeful that curious robots will soon be explor-
ing the real world on their own.
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8.2 Future work

Working on this thesis has been a challenging and educational experience.
There are several things I would like to investigate further which was
discovered too late to include them in this work. This section mentions
some of the research opportunities, improvements, and extensions which
time and scope has kept me from pursuing.

Running the experiments on a more challenging and diverse set of
environments. It would be interesting to do more in-depth tests of the
combined methods KBBoot, AllCombined, and EpsBootDQN, as well as
combinations of other exploration techniques. The test environments in
this work are quite simple, and testing in more complex and diverse
environments would strengthen the results.

A more thorough investigation into the pros and cons of methods from
each category of exploration techniques. An in-depth study of how the
categories of exploration techniques compare to each other could shed
light on what exploration mechanism is most useful for different kinds
of problems in RL. Including all of the most promising methods from
each category would enable a proper comparison, and ranking, of the
mechanisms by which each category functions. It is likely that such a study
will reveal there is no single best exploration mechanism, and that different
classes of problems require different approaches. Being able to identify
what these classes of problems are, and which exploration mechanism (or a
combination thereof) is the best for each class of problems, would constitute
significant progress in the field of RL.

Combining competence-based intrinsic motivation with methods that
divide the state-space into regions. The implementations of competence-
based intrinsic motivation from the literature do not work with deep RL
because they require keeping an estimate of the learning progress, either for
each state or for each of a set of regions in state space. Typically, Deep RL
solves problems where the state-space is too large to keep such an estimate
for each state, and there are no clearly defined divisions of the state-space
when using the standard methods of deep RL.

In the work which inspired CB [39], the authors use a decision tree to
divide the state-space into regions. For each region they keep track of the
dynamics error over time, which enables calculating a good estimate of the
learning progress. Dividing the state-space is crucial because as long as the
number of regions is kept low enough, it is feasible to store samples of the
dynamics-model error within each region.

Methods such as options [54] or parameterized skills [11] could provide
the necessary partitioning of the state-space and make it possible to
maintain the measure of learning progress which enables competence-
based intrinsic motivation. These methods divide the state-space into
regions in which a single option, or parameterized skill, is the policy.
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Generating a competence-based intrinsic motivation signal for each such
region seems like a very promising approach to improve on current
reinforcement learning methods.
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