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Chapter 1

Introduction

In the recent decade, artificial intelligence and machine learning has become
increasingly popular for solving complex real-world problems. In particular
problems which was believed to be very hard or in some cases impossible by
computers have seen a surge in interest from both academia but also the indus-
try. A recent example is the defeat of the worlds best Go player by Googles
AlphaGo using deep neural networks.

At the core of neural networks is the a part of the neurons called an activation
function. This function is of mayor significance in how the network operates,
but is often overlooked. One most often picks one of the commonly chosen
non-adaptive functions as activation function. There have been research into
using adaptive sigmoid or ReLU functions, but these have the drawbacks that
the adaptations caused by data from one local region would effect the global
domain. We therefore propose to use adaptive spline functions with free knots.
Research into the field of spline networks have been limited in sophistication,
with interpolating cubic splines being the most researched. The implementation
in this thesis is using splines with B-splines as a basis, and is therefore free to
use any polynomial degree.

1.1 Goals and my contributions

The main goals of this thesis is summarized as follows:

1. Research previous work and state of the art methods in the field of spline
networks.

2. Implement spline activation functions in neural networks.

3. Test the implementation against common benchmarking tests.

4. Compare the implementation to relevant alternatives.

7
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The main focus of this thesis have been to implement a spline network, and
therefore the majority of the work has been computer science related. It was
decided early in the process to use the Tensorflow API instead of writing all code
from scratch. The main reason for this is that writing code from scratch takes a
lot of time. As this thesis is of 30 credits, the time was invested into developing
advanced mathematical models for splines in neural networks, instead of the
well known inner workings of the architecture of the standard neural network.

Another reason for choosing Tensorflow is that it is using C++ in its calcu-
lations, which makes it very fast, in contrast to what would have been possible
in python code. We were therefore able to study larger datasets, such as the
MNIST database, which we otherwise would not have been able to. Tensor-
flow is also an industrial standard, and experience with it is often valued in the
industry.

Free knots in spline networks is to the authors best of knowledge not been
a field of much research. The theory needed to implement this was therefore
derived in this thesis. The implementation is however based on previous work
done by Lyche and Mørken[1], but the method itself is original. It is described
in section 2.5 and 4.1.1. The networks using splines with free knots was shown
to be an improvement to splines with fixed knots on regression problems. This
is discussed in section 4.3

The code developed when working on this thesis can be found at this address:
https://github.com/AndreDouzette/BsplineNetworks

https://github.com/AndreDouzette/BsplineNetworks


Chapter 2

Spline theory

This chapter contains the minimal theoretical understanding needed to under-
stand how to represent spline functions using the B-spline(basis splines) basis.

We will first present the definition of B-splines and some of its properties,
before we investigate how to efficiently compute values of a spline represented
in B-spline basis. Investigations into how to differentiate a spline function with
respect to both its input and parameters are investigated at the very end.

There are not put much emphasis on proving the fundamental properties
of B-splines as this is not the focus of this thesis. For a thorough analysis of
B-splines the reader is referred to the spline method book by Lyche and Mørken
[2].

2.1 B-splines
The set of n B-spline basis functions {Bipt}ni=1 of degree p are defined by the
following recurrence relation for every i = 1, 2, . . . n

Bipt =
x− ti
ti+p − ti

Bi,p−1,t +
ti+1+p − x
ti+1+p − ti+1

Bi+1,p−1,t (2.1)

Bi0t =

{
1, if ti ≤ x < tj+1

0, otherwise

The vector t = (ti)
n+p+1
i=1 is called a knot vector, and it is a non-decreasing

sequence of numbers: ti ≤ ti+1. The knots are the elements of the knot vector,
which are the points that separates the polynomial pieces of the B-splines.

From the definition above we may deduce that the B-spline Bipt depends
only on the knots ti, . . . ti+p+1. Furthermore it is positive within the its support
[ti, ti+p+1) and zero outside of it. This is seen in figure 2.1 where all shapes of
B-splines with uniform knots are shown for p = 1, 2, 3.

In this thesis, all knot vectors will be of a special kind called p+ 1 regular.
The properties of a p+ 1 regular knot vector are:

9
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Figure 2.1: All shapes of B-splines for degrees p = 1, 2, 3 with p + 1 regular
knots and uniformly spaced internal knots: t = (0 . . . 0, 1, 2 . . . p, p+ 1 . . . p+ 1).

• n ≤ p+ 1

• tp+1 < tp+2 and tn < tn+1

• ti < ti+p+1 for i = 1, 2 . . . n

• t1 = tp+1 and tn+1 = tn+p+1

The effect of the fourth property is that within the support of a spline space
with p+ 1 regular knots the following will hold true:

n∑
i=1

Bipt(x) = 1, ∀x ∈ [t1, tn+p+1)

Therefore the B-spline basis with a p + 1 regular knot vector is a partition of
unity within its support domain, and are also linear independent within this
interval.

2.2 Spline functions
A spline function may be expressed as a linear combination of B-spline basis
functions:

S(x) =

n∑
i=1

ciBipt(x)
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where the elements of the vector c = (ci)
n
i=1 are called the control points of the

spline.
A spline space Spt is the set of all linear combinations of the B-splines Bipt,

i = 1, 2, . . . n, or more formally

Spt =

{
n∑
i=1

ciBipt | ci ∈ R, 1 ≤ i ≤ n

}

A spline curve will generally not interpolate the points (ti, ci) for p ≤ 2. The
control points do however exhibit some other useful and interesting geometric
properties, namely that the spline function is bounded by

min
i
ci ≤ S(x) ≤ max

i
ci

Another interesting property described by the control points is the shape of the
so-called control polygon given by the points (t∗i , ci)

n
i=1, where

t∗i =
1

p
(ti+1 + . . .+ ti+p)

The spline function happens to be a smoothed out version of this polygon, for
an example see figure 4.3.

2.3 Matrix representation of B-splines
The support interval of a B-spline is the interval in which it is non-zero. As we
see from the recurrence relation (2.1), the support is [ti, ti+p+1) for Bipt. There-
fore within a non-empty knot interval [tµ, tµ+1), the B-splines of degree p which
are non-zero are the elements of the vector BT

p = (Bµ−p,p,t, Bµ−p+1,p,t . . . Bµpt).
This B-spline vector may be written as a product of k matrices:

BT
p = R1R2 · · ·Rp (2.2)

The B-spline matrices Rk ∈ Rk×(k+1) has zero as elements, except for the
following cases

(Rk)i,i+1 =
x− tµ+i−k
tµ+i − tµ+i−k

, (Rk)ii = 1− (Rk)i,i+1, i = 1, 2 . . . k

2.4 De Boor’s algorithm
As we have seen, B-splines have local support, which means that they are only
non-zero within a certain interval. Only the B-splines which are elements of Bp

are the B-splines with non-zero values in [tµ, tµ). Calculation of a spline function
S(x) may therefore be performed by determining µ where tµ ≤ x < tµ+1 and
then calculate BT

p c0, where c0 = (cµ−p, cµ−p+1 . . . cµ).
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By expanding BT
p into its B-spline matrices, the value of a spline function in

the interval [tµ, tµ) becomes S(x) = R1R2 · · ·Rpc0. The procedure is therefore
to calculate the matrix products by starting at the very end. We begin with c0,
and then determine S(x) = cp(a scalar) by the recurrence relation ck = Rkck−1.
This method is a significant reduction in computation compared to the naive
method of using the recursion formula (2.1). It is called de Boor’s algorithm
and is outlined in algorithm 1.

Algorithm 1 De Boor’s algorithm for efficient computation of spline functions.

1: Find µ such that x ∈ [tµ, tµ+1)
2: di = ci for i = µ− p, . . . µ.
3: for k = p, . . . 1 do
4: for j = µ . . . µ− k + 1 do
5: α← (x− tj)/(tj+k − tj)
6: dj ← (1− α)dj−1 + αdj
7: end for
8: end for
9: S(x) = dµ

The derivative of a spline function S′(x) may be shown to equal p(DR1)R2 · · ·Rpc0
(see [2] for a proof of this), where DR1 is the two-dimensional row vector

DR1 =

(
−1

tµ+1 − tµ
,

1

tµ+1 − tµ

)

The product R2 · · ·Rpc0 = cp−1 may be calculated by de Boor’s algorithm
described above, while p(DR1)cp−1 is found by taking the scaled difference
between the second and first element of cp−1 as seen in algorithm 2.

Algorithm 2 De Boor’s algorithm for efficient computation of the derivative
of spline functions.

1: Find µ such that x ∈ [tµ, tµ+1)
2: di = ci for i = µ− p, . . . µ.
3: for k = p, . . . 2 do
4: for j = µ . . . µ− k + 1 do
5: α← (x− tj)/(tj+k − tj)
6: dj ← (1− α)dj−1 + αdj
7: end for
8: end for
9: S′(x) = p(dµ − dµ−1)/(tµ+1 − tµ)
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2.5 Knot derivative
Lyche and Mørken [1] derived a formula for calculating the difference between
two splines with p+1 regular knots. It was assumed that the polynomial degree
of the two splines are equal, and that their control points and number of knots
are also equal. The expression they found was the following.

Ss(x)− St(x) =

n∑
i=2

(ci−1 − ci)
i+p∑
j=i

(sj − tj)Mij(x) (2.3)

where Ss ∈ Sps and St ∈ Spt, and

Mij(x) =
Bipτ j

ti+p − ti
∈ Spτ j , τ j = (s1, . . . sj , tj . . . tn+p+1)

We must be careful when defining the knot derivative. Due to potential knot
multiplicities, we must ensure that the perturbed knots of the splines we are
looking at are non-decreasing. We are therefore going to define the knot deriva-
tive in three different ways.

The first is the right knot derivative: Given a knot t` < t`+1, the `’th right
knot derivative is found by equation (2.3) when choosing s = t + εe` where e`
is the `’th unit vector and ε→ 0+.

St+εe`
(x)− St(x) =

n∑
i=2

(ci−1 − ci)
i+p∑
j=i

εδj`Mij(x)

where δj` is the Kronecker delta. Rearranging the sums and identifying that∑i+p
j=i δj`Mij is only non-zero if `− p ≤ i ≤ ` simplifies this expression. Dividing

by ε yields the expression of the `’th right knot derivative.

∂St

∂t+`
= lim
ε→0+

St+εe`
(x)− St(x)

ε
=

min(n,`)∑
i=max (2,`−p)

ci−1 − ci
ti+p − ti

Bipτ `

We may define the left knot derivative if t` > t`−1 by

∂St

∂t−`
= lim
ε→0+

St+εe`
(x)− St(x)

ε

Performing the same steps as for the right knot derivative yields the same ex-
pression for the left knot derivative.

∂St

∂t−`
=

min(n,`)∑
i=max (2,`−p)

ci−1 − ci
ti+p − ti

Bipτ`

Lastly if t`−1 = t` = t`+1, the two derivatives defined above can not be used
without violating the non-decreasing criteria of knots. Therefore the third def-
inition is the symmetric knot derivative defined by the following.

∂St

∂ts`
= lim
ε→0+

Ss`(ε)+εe`
(x)− Ss`(ε)−εe`

(x)

2ε
(2.4)
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where s`(ε) = (t1 − ε, . . . t`−1 − ε, t`, t`+1 + ε, . . . tn+p+1 + ε). We notice that
(s`)`−1 < (s`)` < (s`)`+1, and for ε = 0 it evaluates to s`(0) = t. We may
therefore use this expression without violating the criteria for non-decreasing
knots when calculating the knot derivative of knots with a multiplicity larger
than two. Inserting (2.3) into (2.4) becomes

∂St

∂ts`
= lim
ε→0+

1

2ε

n∑
i=2

(ci−1 − ci)
i+p∑
j=i

2εδj`Mij(x) =

min(n,`)∑
i=max (2,`−p)

ci−1 − ci
ti+p − ti

Bipτ `

As all three expressions for knot derivatives are equal, we may conclude that
the `’th knot derivative of a spline function with p+ 1 regular knots is generally
determined by the following expression:

∂St

∂t`
=

min(n,`)∑
i=max (2,`−p)

ci−1 − ci
ti+p − ti

Bipτ ` , ` = 1, 2 . . . n+ p+ 1 (2.5)

One may make a couple of observations from this expression. Firstly the knot
derivative with respect to the first and last knots will always be zero. For the
first knot we get the sum for i = 2 to 1, and for the last knot we get i = n+ 1
to n, both of which are empty sums and therefore evaluates to zero. There are
therefore no need to compute these, as these will always be zero for a p + 1
regular knot vector.

The second observation is that we may rewrite the knot derivative as

∂St

∂t`
=

n∑
i=0

d`iBipτ ` (2.6)

where the control points are

d`i =

{
(ci−1 − ci)/(ti+p − ti), max(2, `− p) ≤ i ≤ min(n, `)

0, otherwise

We observe that the `’th knot derivative of a spline function with control points
c and knots t is a spline function with knots τ ` = (t1, . . . t`, t`, . . . tn+p+1) and
control points d`. Therefore the de Boor algorithm may be used to calculate
knot derivatives.



Chapter 3

Neural networks

In this chapter will we investigate the theory behind how neural networks are
able to learn from data.

We will first introduce a notation which simplifies the equations for neural
networks greatly. Thereafter are we going to derive the formulas which governs
training of neural networks, in order to have an understanding for how they
operate.

We will then investigate a method commonly used to train deep networks,
known as layerwise training by autoencoders. Lastly we look at how B-splines
have been used in the field of neural networks. One of them is deemed infeasible
for deep networks, while the other is further investigated in the next chapter.

3.1 Tensors and notation

In machine learning terminology a tensor does not posess the geometric or sym-
metric transformation laws which it often has when used in the fields of mathe-
matics and physics. A tensor in machine learning is simply a generalization of a
matrix, often also called a hypermatrix or a p-dimensional array. The dimension
of the tensor is called the rank of the tensor, such that for instance a vector
is a rank one tensor, and a matrix is a rank two tensor. A tensor of rank p is
called a p-tensor. Tensors are very useful when dealing with neural networks, as
expressing the parameters of the network as tensors will simplify many of the
equations.

The convention chosen in this thesis is to represent tensors by capital calli-
graphic bold letters (e.g. A). The elements of the objects will be represented
by the same non-bold symbols (e.g. Aijk for a 3-tensor A). If the rank of a
tensor is known, and is 1 or 2, then standard notation for vectors and matrices
will be used.

Just as matrices can be expressed as a list of vectors, a p-tensor can be ex-
pressed as a list of p−1-tensors, such that when given a p-tensor T ∈ Rn1×n2×···×np

then T i ∈ Rn1×n2×···×np−1 for i = 1, 2 . . . np.

15
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3.1.1 Tensor gradients
The most common way to train a network is by the gradient descent algorithm.
We therefore need to know the gradient of the parameters of the networks. As
these are represented by tensors, we need to develop an understanding of the
tensor gradient in order to later derive the training algorithms.

We define the tensor gradient as the following: Given a tensor T ∈ V and a
tensor function P : V → U , where V and U are tensorspaces of rank n and m
respectively, the gradient of P with respect to T is ∇T P ∈ V ⊗ U , where the
elements are

(∇T P)i1,i2···in,j1,j2···jm =
∂Pj1,j2···jm
∂Ti1,i2···in

Using this definition of the tensor gradient, we may derive some useful identities
which are going to be used when we investigate the backpropagation algorithm.
Given a matrix A ∈ Rn×m and matrices b ∈ Rm, c ∈ Rn, the following gradient
identities holds:

∇bb = I (3.1)

∇bAb = AT (3.2)

(∇AAb) c = cbT (3.3)

Notice that (3.2) reduces to (3.1) if A = I, and it may be proven by looking at
its elements:

(∇bAb)ij =
∂

∂bi

m∑
`=1

Aj`b` = Aji =
(
AT
)
ij

Equation (3.3) may be proven by first calculate the elements of the 3-tensor
∇AAb:

(∇AAb)ijk =
∂

∂Aij

m∑
`=1

Ak`b` = δikbj

Multiplying this with c yields the right hand side of (3.3)

(∇A (Ab) c)ij =

n∑
k=1

δikbjck = cibj =
(
cbT

)
ij

Another useful identity of the tensor gradient is the chain rule: If P(v(T )),
then we have the chain rule given by

∇T P = ∇T v∇vP (3.4)

3.2 Neural networks
A neural network is a collection of artificial neurons which behavior is based
on how a biological brain operates. These artificial neurons are simplifications
of biological neurons, but are based on the concepts which makes them able to
learn.
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Figure 3.1: The neuron representation of a 3 layer 5-3-1 neural network to the
left, and the compact layer representation with weights, to the right. x is the
inputs, h is the value of the hidden layer and y is the outputs.

An artificial neuron is a simple object which consists of a function and a set
of parameters. It may be modeled by y = f(x, p1, p2, . . .), where x is the input
to the neuron and {pi} is its parameters.

Neurons are not very exciting or useful in itself, but combining more of them
together creates neural networks. A neural network consists of L layers where
each layer consists of n` neurons for ` = 1, 2 . . . L. It is common to look at one
neural layer as one object, instead of every individual neuron separately. This
simplifies the notation greatly, and produces more clean looking equations. An
example of a network with 3 layers consisting of 5, 3 and 1 neurons are shown in
figure 3.1 both the individual neurons and the compact layer view is displayed.

The neurons in one layer does not interact with each other. The only inter-
action a neuron has with the rest of the network is by accepting inputs from the
neurons of the previous layer, and feed inputs to the neurons of the next layer.
This means the network may be modeled as

y =
(
fL ◦ fL−1 ◦ · · · ◦ f1

)
(x) (3.5)

where f ` : Rn`−1 → Rn` is a model of the `’th layer. The inputs will therefore un-
dergo the following dimensionality change throughout the network, n0 → n1 → · · · → nL.

We will look into a few different types of networks in this chapter, but
currently the functions f ` does not need to be known in order to proceed with
the discussion of neural networks.

3.3 Backpropagation

A cost function C(y, ỹ) is a function which determines how far the prediction
y is from the correct target ỹ. To train the network, we want to minimize the
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cost in order to find a set of parameters which results in a best fit for the input
data and its targets. This is most commonly done by gradient search methods.

It is simple to determine the gradient of the cost based on the weights of
the last layer. But in order to determine the gradient of the cost based on
parameters of earlier layers, we need to propagate the cost gradient backwards.
This procedure is called backpropagation, and we will derive it in a compact,
clean form.

Given a network of L layers, the output of a network is calculated from
the input x by equation (3.5). For the networks used in this thesis, with the
exception of convolutional networks, the outputs of each layer are vectors. We
will not look into the backpropagation algorithm of convolutional networks, as
this is outside the scope of this thesis. We therefore define the activation of
layer ` as the vector a` ∈ Rn` , where

a` =
(
f ` ◦ f `−1 ◦ · · · ◦ f1

)
(x)

such that

y =
(
fL ◦ fL−1 ◦ · · · ◦ f `+1

) (
a`
)

=
(
fL ◦ fL−1 ◦ · · · ◦ f1

)
(x)

The gradient of the cost function with respect to the parameters P` of layer `
may be calculated by the chain rule by using the above expression for y.

∇P`C = ∇P`a`∇a`a`+1∇a`+1a`+2 · · · ∇aL−1aL∇aLC

This expression is not used in practice, as it is very computational costly to
calculate for every layer. Instead we define δ` = ∇a`a`+1 · · · ∇aL−1aL∇aLC, which
has an easy to compute recurrence relation as shown in (3.6). We may use this
recurrence relation to efficiently calculate the gradient of the cost function with
respect to all parameters in the network. This is the backpropagation algorithm,
and is given by the following three equations, and is visualized in figure 3.2.

∇P`C =
(
∇P`a`

)
δ`

δ` = ∇a`a`+1δ`+1, ` = 1, 2, . . . L− 1

δL = ∇aLC

(3.6)

3.3.1 Backpropagation for regular networks
We will in this thesis mainly investigate two different kinds of neural networks.
We will call one of them regular neural networks, the other is a B-spline neural
network described in section 3.8.1. We will also compare our results to con-
volutional networks, which is briefly described in section 3.7. For a regular
neural network the functions of (3.5), which represents the neural layers, may
be written as

f ` = σ`
(
W`f `−1 + b`

)
(3.7)
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∇P1 ∇P2 · · · ∇PL C
δ1 δ2 δL−1 δL

Figure 3.2: A diagram of the backpropagation procedure which starts with
calculating the cost function C, and propagates the gradients δ` = ∇a`C back-
wards. This lets each layer calculate the gradients of the cost function with
respect to its parameters: ∇P`C =

(
∇P`a`

)
δ`.

where the activation function σ` is not dependent on the weights W or biases
b of the neural layer. This activation function takes the form

σ`(f `−1) =
(
σ1(f `−11 ), σ2(f `−12 ) . . . σn`

(f `−1n`
)
)

An example of an activation function is the very commonly used sigmoid func-
tion

σi(x) =
1

1 + e−x

For this kind of network we may derive the backpropagation algorithm by
defining z` = W`a`−1 + b. The gradient with respect to the weights becomes

∇W`C = ∇W`a`δ` = ∇W`z`∇z`a`δ`

The gradient of z` will be

∇W`z` = ∇W`

(
W`a`−1

)
=
(
W`

)T
The gradient of the activation with respect to z` becomes

∇z`a` = ∇z`σ`(z`) = diag
[
(σ` ′1 (z`1) . . . σn` ′

1 (zn`
1 ))

]
= Σ`

For the bias we get
∇W`C = ∇b`z`∇z`a`δ` = Σ`δ`

where we have used ∇b`z` = ∇b`b` = I to simplify the expression. We now look
at the recurrence relation 3.6.

δ` = ∇a`a`+1δ`+1 = ∇a`z`+1∇z`+1a`+1∇a`+1C
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All of these terms have already been computed above, and together they form
the backpropagation algorithm for regular neural networks

∇W`C =
(
W`

)T
Σ`δ`

∇b`C = Σ`δ`

δ` =
(
W`+1

)T
Σ`+1δ`+1, ` = 1, 2, . . . L− 1

δL = ∇aLC

(3.8)

3.4 Gradient descent methods

The backpropagation algorithm only finds the gradients with respect to the pa-
rameters in the network, it does not optimize them. For searching the parameter
space for the optimal solution, we will use a gradient descent algorithm. One of
the most popular choices of gradient descent algorithms is the ADAM(adaptive
moment estimation) algorithm, which is the one that is used in this thesis. Be-
fore understanding how it works, we will have to look into the standard gradient
descent algorithm which ADAM is based on.

Given a parameter Pt which has undergone t updates, the gradient descent
update procedure is to follow the slope of the cost function downwards as follows.

Pt+1 = Pt − η∇PtC

where η is the learning rate. It determines how large the changes are during
training, and it is usually chosen as a small number to avoid oscillations.

There are mainly three possible ways to perform this updating of parameters:
The gradients may be calculated for one data point and then updated. This
is called stochastic gradient descent. The gradient may be calculated for all
datapoints in the training set, which is called batch gradient descent. A third
option is to partition the training set into subsets and for every subset calculate
the gradient and updating the parameters. This is the normal practice which
will be used in this thesis, and it is called mini-batch gradient descent.

3.4.1 ADAM

The ADAM algorithm was first introduced by Kingma et. al. in 2015 [3] and
have become one of the most popular algorithm for optimizing neural networks.
It addresses problems which may occur when the gradient in one direction is
much larger than in other directions. In these situations the gradient descent
algorithm may move the parameters very slowly in one direction and oscillate
in other directions.

ADAM introduces an adaptive momentum term into the updating procedure
of the parameters in order to avoid this problem. The updating procedure will
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then take the following form

Pt+1 = Pt − η√
V̂
t

+ ε

M̂
t

where ε is a small number, usually set to 10−8 which avoids letting the denom-
inator of the fraction be zero, and

M̂
t

=
Mt

1− βt1
, Mt = β1Mt−1 + (1− β1)∇PtC

V̂
t

=
Vt

1− βt2
, Vt = β2Vt−1 + (1− β2)∇PtC2

where ∇PtC2 is a tensor where the elements are the squared elements of ∇PtC.
The parameters β1 and β2 are usually chosen as 0.9 and 0.999 respectively. The
momentum M and the variance V are both initialized as the zero tensor.

3.5 The vanishing gradient problem
There are some problems with training a deep network using the backpropa-
gation algorithm. One of these problems may be illustraded by investigating a
very simple network of L layers which contain one node each. The output of
this network will be y = (fL ◦ fL−1 ◦ · · · ◦ f1)(x), and the error is determined by
the cost function E = C(y, ỹ). If the gradient of the error function with respect
to the parameter P1 of the first layer is wanted, one would need to compute the
following:

∂E

∂P1
=

∂E

∂fL

∂fL
∂f1

∂f1
∂P1

=
∂E

∂fL

∂fL
∂fL−1

· · · ∂f2
∂f1

∂f1
∂P1

(3.9)

In regular networks, the values of node i will be determined by its activation
function σi, weights and bias: fi = σi(zi), where zi = wifi−1 + bi.

∂fL
∂f1

=

L∏
i=2

∂fi
∂zi

∂zi
∂fi−1

=

L∏
i=2

wi
∂fi
∂zi

(3.10)

Very often the activation functions chosen have a derivative that is less than one.
For instance the sigmoid function has the derivative σ′(x) = σ(x)(1 − σ(x)),
where 0 ≤ σ(x) ≤ 1, and therefore the maximum value is 1/4. In general if
|σi(zi)| < ε < 1, then the bounds on (3.10) is∣∣∣∣∂fL∂f1

∣∣∣∣ < εL−1
L∏
i=2

|wi|

The most common choice of initializing parameters for a neural network is to
choose small random values less than one, such that |wi| < ε < 1. Therefore
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the gradient of the error with respect to paremeters in the first neural layer will
be very small: ∣∣∣∣ ∂E∂P1

∣∣∣∣ < ε2L−2
∂E

∂fL

∂f1
∂P1

This exponential decrease in gradients is called the vanishing gradient problem,
and makes training deep neural networks very difficult by the backpropagation
algorithm alone.

One way which has been used to try to solve this problem is using an ac-
tivation function which is called rectified linear unit(ReLU) σ(x) = max(0, x).
The derivative of this simple spline function is one if x > 0 and zero other-
wise. However the problem which occurs when initializing the network with
small randomly chosen parameters is still present. A more advanced method
which solves this problem more effectively is training the neural network in two
steps. The first step initializes the parameters to be a better fit than randomly
selected ones, while backpropagation is used in the second step. This method
is described next.

3.6 Autoencoder
An autoencoder is a special type of neural network which purpose is to reproduce
its input. This happens in two steps: The network encodes the inputs, then tries
to decode the encoding to fit the inputs.

At a first glance it seems meaningless, however the purpose of the autoen-
coder is not to be used as a compression algorithm, as there exists algorithms
which are a lot more efficient for this purpose. The purpose is to be able to
perform a dimensionality reduction by extracting features in the data. These
features are called the latent representation of the input data and are located
in the innermost layer of the autoencoder. The part of the autoencoder which
encodes the input will be able to extract useful features from the input data, and
can therefore be used as a training algorithm for other types of neural networks.

The simplest autoencoders consist of three layers: input, hidden, and output
with the same dimensionality as the input layer. This is shown in the example in
figure 3.3. The hidden layer contains the latent representation of the input. This
representation is then used to find a sufficiently good quality of reproduction
for the input.

When looking at images as inputs, the network will extract the coarser
shapes of the objects in the encoding layers. It will then use these higher level
feature descriptions to reconstruct the image. For instance, an autoencoder may
encode the MNIST dataset by compressing the pixel values into shapes such as
rings and lines which are able to represent the handwritten digits.

The weights of the decoding step is usually chosen as the transpose of the
weights of the encoding step. This cuts the number of weights in half, and
therefore it will be easier and faster to train such a network. Since there are
nearly half the parameters, there will also be a reduction in the chances of
overfitting the data.
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Figure 3.3: A representation of a 5-2-5 autoencoder. The inputs x get com-
pressed to two values h, and then reconstructed into the vector x̂ which approx-
imates the inputs as closely as possible.

An extension to the standard autoencoder is the denoising autoencoder,
first introduced by Vincent et. al. [4]. It operates similarly to an autoencod-
ing network, but introduces another step which is to corrupt the input. This
corruption process is performed by setting some of the elements of the input,
chosen randomly, to 0. The corrupted input is then used to try to recreate the
original non-corrupted input. As the corruption process is stochastic, it means
that it is harder for the network to overfit the data, and a better generalization
is therefore achieved.

3.6.1 Layerwise training

In the previous section we only looked at a shallow autoencoder of three layers:
input, hidden and output. In practice autoencoders may be deep networks,
which are trained using a method called layerwise training[5]. The effect of a
multilayered autoencoder will be a gradual decrease in dimension using a non-
linear mapping. The non-linearity provides a better latent representation when
using multiple layers in the encoder, as opposed to a linear mapping where there
would be no benefit in adding multiple layers.

The layerwise training procedure trains one shallow autoencoder at a time,
starting at the outermost, and ending at the innermost layer, as depicted in
figure 3.4. After the layerwise training is complete, the encoder is used as a
base for a deep neural network, with the rest of the network appended to the
last encoding layer. This network is then trained by backpropagation. This step
is called fine-tuning, and may make the encoding slightly more accurate and also
trains the network to make use of the higher level features for classification or
regression.

The pretraining using an autoencoder therefore serves two purposes: Per-
forming feature extractions which results in convergence to a better local optima
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Figure 3.4: The process of training the deep autoencoder(left) by the layerwise
training procedure. The parameters of the first autoencoder(middle) is found
by reconstruction of the input by x̂. The second autoencoder(right) is thereafter
trained by reconstructing the encoding of the first autoencoder while holding
the parameters of the first autoencoder fixed.

for the cost function, and to be able to avoid the difficulties of the vanishing
gradient problem.

3.7 Convolutional networks

We will briefly look into the mathematics behind convolutional networks, as it is
the current state of the art in image recognition. We will use it as a benchmark
to compare the networks developed in this thesis against. An understanding of
some of its inner workings may therefore be a benefit. We will not investigate
the workings of the backpropagation algorithm for convolutional layers, only the
feed forward phase is looked at.

Convolutional networks introduces two new concepts, the convolutional layer
and the pooling layer. Up until this point we have only looked at networks which
takes vectors as inputs. Convolutional layers operates on images arranged into
tensors. A convolutional layer takes the form A` = σ(P(Z`(A`−1)), where Z`

is the convolution, P is the pooling and σ is the activation function, which most
commonly is chosen as the ReLU function.

The inputs A`−1 ∈ Rn
`−1
h ×n`−1

w ×n`−1
c to the `’th convolutional layer are im-

ages arranged into a 3-tensor, with dimensions corresponding to the channels(for
instance color channels), height and width of the image. The weights W` of
the convolutional layers are 4-tensors, and has dimensions n`1 × n`2 × n`c × n`−1c .
Usually n`1 = n`2, and are typically 3 or 5. The convolutional operation is the
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weighted sum of convolution between the weights and the inputs:

Z`
α =

nc∑
k

W`
αk ∗A

`−1
k , α = 1, 2 . . . n`c

where ∗ is the convolutional operation of two matrices that results in another
matrix. The elements of the result of this operator are given by the following
for every i = 1, 2 . . . n`−1h − n`1 + 1 and j = 1, 2 . . . n`−1w − n`2 + 1.

(
W`

αk ∗A
`−1
k

)
ij

=

n`
1∑

r=1

n`
2∑

s=1

W`
rsαkA`−1i+r,j+s,k

The output Z` of the convolutional layer is fed into the pooling layer, such that
the input to the next convolutional layer is given by

A`
c = σ

(
P(Z`)

)
∈ Rn

`
h×n

`
w×n

`
c ,

The pooling function P works as follows: for every α partition the matrix Z`
α

into n`h × n`w submatrices and apply a function on each of them which each
results in a scalar, and therefore P is a n`h × n`w matrix. Usually this function
is the max-norm, and the pooling is then called max-pooling.

3.8 Splines in neural networks

Splines have been applied to neural networks by mainly two different methods.
The most straight forward approach is to use splines as activation functions.
The following two articles both used cubic splines on a regression problem, and
found that using splines significantly reduced the prediction error of a network.
Campolucci et. al [6] who showed that Catmull-Rom splines, which are a type
of interpolating cubic splines, had an error which on average was one order of
magnitude smaller than sigmoid networks. Scardapane et. al [7] showed that
cubic splines approximated test data with on average 8% less error than sigmoid
networks with same architecture. This experiment will be studied in section 4.3,
where we compare the methods in this article against B-splines using free and
fixed knots.

The author was however unable to find any research that used the knots of
the splines as free parameters which are optimized during training. All articles
used fixed knots with a uniform spacing.

The other approach is to use B-splines as explained in the next section. This
method is however not scalable to large or deep networks. We will therefore use
the approach of using splines as activation function, which is further discussed
in section 4.1.1.
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Figure 3.5: Graphical representation of the operations performed in a BSNN.
The nodes in the networks are represented by circles, while the intermediate
computations performed by the BSNN are represented by rectangles.

3.8.1 B-spline neural networks
B-spline neural networks(BSNN) [8, 9] are shallow networks comprised of only
an input and an output layer with an operation in between. This operation
is a mapping from the inputs x ∈ Rm to hypersurfaces given by multivariate
spline functions. A weighted sum of these mappings is the output y ∈ Rr of the
network. These multivariate spline functions are defined as follows:

Given the nj B-spline basis functions {Bij}
ni
j=1 of m univariate spline spaces

Spiti , i = 1, 2 . . .m, then the basis functions of the multivariate tensor product
spline space Sp1t1 ⊗ Sp2t2 ⊗ · · · ⊗ Spmtm may be expressed as

Si1i2...im(x) =
m∏
`=1

B`i`(x`), ij = 1, 2 . . . nj j = 1, 2 . . .m

The output of the B-spline neural network is therefore

y =

n1∑
i1=1

· · ·
nm∑
im=1

Wi1...imSi1...im

where the weights are W ∈ Rr×n1×n2···nm , and are the free parameters of the
network. A graphical representation of this network is given in figure 3.5.

In essence this is a network which performs the least squares approxima-
tion(when using the sum of squares cost function) to fit a tensor product spline
to a set of data points by the gradient descent method. A neural network is
therefore not needed to perform the same operations as performed by the BSNN.
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We see that the number of tensor product spline basis functions are n1n2 . . . nm.
If the polynomial degree and the knots are the same for all univariate spline
spaces, then there will be nm1 tensor product spline basis functions. The size
of the weight tensor W is proportional to the number of tensorproduct spline
basis functions. Therefore the complexity of the training performed by the net-
work will scale exponentially by number of inputs. The conclusion is that it is
not suited for creating deep networks, as they often perform a dimensionality
reduction from a very high dimensional space to a low dimensional space. The
BSNN will therefore not be studied further in this thesis.
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Chapter 4

Implementations

In this chapter are we going discuss the implementation of the spline network,
and several experiments using this network. The experiments are first described
and thereafter we investigate some of the interesting data gathered from them.

The first experiment is a verification in order to be certain that the code
is correct. This is followed by two real-world machine learning problems with
analysis of how well the spline networks perform.

All methods are using splines with a p + 1 regular knot vector, and the
interior knots are initialized as uniformly spaced points. The splines used are
cubic and the cost function used is the cross entropy, unless otherwise is stated.

A problem which is common in machine learning methods is the model learns
the very fine details and the noise present in the data. This may be a problem
when the model encounters new data, where a model which did not learn the
very fine details of the training data would often be more accurate. This phe-
nomenon is called overfitting. This means that in order to get an accurate error
measurement of the prediction of a network, we need to test it on data it did
not use during training. Data is therefore partitioned into two sets: training
data and test data.

4.1 Tensorflow implementation

The code is implemented with the use of the open source Tensorflow library by
Google. It is an API which handles the backpropagation algorithm for tensors,
and it is possible to to implement a wide variety of machine learning methods
in Tensorflow. It was chosen because it is an industrial standard, and the
author had prior experience with using it. It uses mainly python for its API,
but extensions are normally implemented in C++. We are not diving into the
details of the Tensorflow API in this thesis, as there already exists exceptional
tutorials such as the beginners tutorial on the tensorflow homepage[10].

All neural network architecture, training procedures and data handling are
implemented in python. Calculation of spline functions and its derivatives are

29
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implemented as an extension to Tensorflow in C++. It is possible to implement
custom activation functions in python alone, and this option was explored by
using the scipy function scipy.interpolate.BSpline. It did unfortunately
result in code which was very inefficient. The code was therefore rewritten in
C++ from scratch which resulted in an implementation that gave a tremen-
dously speed up, and was therefore efficient enough to be usable on real-world
problems.

Two implementations were made, one uses fixed knots while the other uses
free knots which are determined by the optimization process during training.
We will use the terms fixed and free networks for networks with spline activation
functions with fixed and free knots respectively.

The p+ 1 first and last knots are fixed in the free networks. This is due to
many problems which occurred while trying to let these boundary knots be able
to move freely. The support interval would often either blow up and become
very large, or it would collapse to zero. Both of these problems occurred during
experiments with the MNIST data, which are described in section 4.4. The
support interval is therefore determined before optimization.

4.1.1 Spline layer

The layers of a spline network consists of nodes which uses a spline function as
activation function. We have chosen the same spline space Spt for all nodes in
a layer, such that the spline functions of each node differs only by the control
points. The collection of all control points of a layer is given by the matrix
C ∈ Rm×n where m is number of nodes in the layer, and n is the dimension of
the spline space.

The knots must be non-decreasing in order for the algorithms to work.
Therefore a method which sorts the knots was implemented using the quick
sort algorithm. This method also implemented reflective boundary conditions
on the knots, such that ti ∈ [t1, tn+p+1) for all i was guaranteed for the free
knots.

We represent the spline functions by s(z) = (Si(zi))
m
i=1. Here z is a weighted

sum of the output of the previous layer and with an added bias, as seen in
equation (3.7). Each element of the spline vector function is given by

Si(zi) =

n∑
j

CijBjpt(zi)

This expression may be computed by de Boor’s algorithm.
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An implementation which calulates the gradient of the spline layer is also
needed. Tensorflow provides the gradient of the cost function with respect to
the output of the layer g = ∇sC as an input to the gradient calculation method.
It expects the gradient with respect to the inputs and parameters as outputs of
the method: ∇zC = (∇zs) g, ∇CC = (∇Cs) g and ∇tC = (∇ts) g. The gradient
with respect to z may be computed by the following and then use algorithm 2
for computing S′i(zi).

((∇zs) g)i =

m∑
j=1

gj
∂Sj(zj)

∂zi
= giS

′
i(zi)

Algorithm 3 Efficient calculation of ∇CC.
1: ∇Cij

C ← 0
2: for i = 1. . .m do
3: Reset array which holds B-spline values: b← 0
4: Set µ such that zi ∈ [tµ, tµ+1)
5: α← (zi − tµ)/(tµ+1 − tµ)
6: bµ−1 ← 1− α
7: bµ ← α
8: for k = 2 . . . p do
9: α← (zi − tmu+1−k)/(tµ+1 − tµ+1−k)

10: bµ−k ← (1− α)bµ−k+1

11: for j = k − 1 . . . 1 do
12: bµ−j = αbµ−j
13: α← (zi − tµ−j+1)/(tµ+k−j+1 − tµ−j+1)
14: bµ−j ← bµ−j(1− a)bµ−j+1

15: end for
16: bµ ← αbµ
17: end for
18: for j = µ− p . . . p do
19: ∇Cij

C ← ∇Cij
C + bjgi

20: end for
21: end for

The gradient for the knots becomes

((∇ts) g)i =

n∑
j=1

gj
∂Sj(zj)

∂ti

where the knot derivatives are calculated by equation (2.6) and de Boor’s algo-
rithm. A minor adjustment to de Boor’s algorithm is however made, such that
if zj is sufficiently far away from ti, it will return 0 without any computations.
This can be done as all B-splines in the computation will have control points
equal to zero, and therefore the result is also zero, if zj < ti−p or zj > ti+p.
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For the control points we get the following gradient

((∇Cs) g)ij =

m∑
k=1

gk
∂

∂Cij

n∑
`=1

Ck`B`pt(zk) = giBjpt(zi)

This expression can not be computed efficiently by any of the algorithms we
looked at previously. However we recall that all B-splines which are non-zero in
[tµ, tµ+1) are Bµ−p,pt, Bµ−p+1,pt . . . Bµpt. If zi lies in this interval, then we may
compute all B-splines which are non-zero by equation (2.2):

BT
p = R1R2 · · ·Rp

By multiplying these matrices, starting from the left, we get the procedure
outlined in algorithm 3.

4.2 Reproducing spline functions
There is no way around making at least a small number of errors when writing
complex pieces of code. Mostly it is just typographical errors. Other times
the error is more severe, which needs more effort to detect and fix. Generally
there are two different kinds of errors which makes implementations not work
as expected. The first one is typographical errors, or syntax errors. These are
most often detected by the compiler in the compiling process, or they result in
segmentation faults when the program is run. The other kind of faults are due
to the implemented algorithm, These errors result in perfectly runnable code,
but the results are in most cases quite different from what is expected. It is
therefore of utter importance to test code. In this section this is performed by
comparing the result of a gradient descent algorithm, which determines a spline
function, with a target spline function of same degree and support interval.

In order to test the algorithm we want to find a spline function S which best
fits a target spline function S̃ that is of same degree and has the same number
of knots. We therefore want to find c and t by the least squares problem

min
c,t

∫ tn+p+1

t0

(
S(x)− S̃(x)

)2
dx, t0 ≤ xi < tn+p+1 (4.1)

Ideally the optimization algorithm would find the parameters to be equal to
those of the target: c = c̃ and t = t̃. The algorithm may however get stuck in
a local optima, such that the parameters will converge to other values than the
targets, but which are hopefully capable of approximating the target function
well.

The experiments are performed by initializing the target control points to be
randomly chosen in the range [−1, 1]. Number of interior knots is 11, and they
are selected randomly in [0, 12] and then sorted. Boundary knots are chosen as
t1 = · · · = tp+1 = 0 and tn+1 = · · · = tn+p+1 = 12. The data is selected by
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Figure 4.1: Snapshots of splines where coefficients and knots are determined by
a gradient descent optimization method, which target the parameters of another
spline function. Splines with polynomial degrees 2, 3 and 4 are shown, and the
snapshots are taken after 250, 500, 1000, 2000 and 4000 epochs of optimization.
The spline model(red) are overlaying the target spline function(blue).

m = 1000 uniformly spaced points in the support interval [0, 12) and the target
B-spline value at these points. The training data is a random selection of 70%,
the rest is used as test data, and is used to calculate the error. This mimics the
training procedure of neural networks where the data is split into training and
testing sets.

The gradients with respect to the models parameters are computed using
the following mean squared error expression, which is an approximation of a
scaled version of the integral in 4.1 when m is large.

E =
1

m

m∑
i=1

(
S(xi)− S̃(xi)

)2
In figure 4.2 the evolution of spline parameters and error is shown of an

experiment using a cubic spline basis. The parameter values of the spline are
converging after approximately 104 epochs, and the result is the mean squared
error at approximately 7×10−4. As we see in figure 4.2, the knots and coefficients
are quite different than the target values. Still the error is quite small, and only
present for the first half of the support interval. The control polygon shown in
figure 4.3 reveals that the solution found is a local optima where there is a knot
refinement in the last part of the interval and an approximation by a sparser
knot vector in the first half.

The algorithm would result in a spline which converge to a similar state as
described above in 8 out of 20 experiments. Converging to a local optima like
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Figure 4.2: The evolution of knots, control points and errors as function of
iteration epoch. Target values of knots and coefficients are represented by the
red dots. The difference between the target spline and the modeled spline,S̃(x)−
S(x), is shown at bottom right.
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Figure 4.3: A cubic spline function and its control polygon compared to a
target spline. The algorithm is capable of modeling the target function very
well, even if it has found knots which are clustered very differently than the
target.
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Figure 4.4: Similar results as presented in figure 4.2 and 4.3 for a very good
modeling of the target spline curve. The modeled curve and polygon is over-
laying the target exactly. In 12 out of 20 experiments this was the result, while
approximations and knot refinements as seen in the two other figures happened
8 times.
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Method Degree Test error(NRMSE)
Sigmoid N/A 0.55± 0.02
Cubic spline 3 0.51± 0.02

B-splines
free knots

1 0.501± 0.010
2 0.494± 0.014
3 0.484± 0.006
4 0.488± 0.010
5 0.506± 0.013

B-splines
fixed knots

1 0.528± 0.017
2 0.497± 0.013
3 0.493± 0.012
4 0.503± 0.010
5 0.506± 0.012

Table 4.1: Errors in different neural network models trained on the California
housing dataset. The numbers for sigmoid and cubic spline are taken from
Scarpande et. al. [7]. Statistics are gathered from 15 runs for each polynomial
degree. The data are presented graphically in figure 4.5

this will most likely not be a problem when used on real-world data, as it is
very close to the target spline function. The last 12 experiments would result
in a nearly perfect fit, with only a small error of less than 10−5. One such case
is presented in figure 4.4.

Several other experiments were also performed for quadratic, cubic and quar-
tic splines. The results were similar to that of the aforementioned experiments.
A selection are shown in figure 4.1, where snapshots of the spline curve at
different points in the optimization procedure are shown. It is clear that the al-
gorithm quickly finds a spline function which has the same characteristics as the
target. After only 1000 epochs, the model has found a function which resembles
the target function very well. These experiments are therefore sufficiently good
verifications to determine that the algorithm is indeed able to model B-splines
accurately.

4.3 California housing regression

The California housing dataset is a collection of data which are used as a bench-
mark for neural networks. The inputs are positional data of a neighbourhood,
the median age of surrounding houses, and a few other measures. The target is
the median house value. Scarpande et. al. [7] used cubic interpolating splines
as activation functions in order to determine the housing values. Comparing
interpolating spline activation functions with free knots may be an interesting
experiment in order to determine whether the algorithm developed is performing
better than the alternative spline representations which are commonly used.

All n predictions are gathered in the vector y, and target values in ỹ. The
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Figure 4.5: The normalized error of the spline networks which models the
California housing data. Both models outperforms interpolating cubic splines
for p > 1. Cubic B-splines with free knots are the most accurate, with a 5%
decreased error compared to interpolating cubic splines.

variance of the predictions are given as Var(y), then the normalized root mean
squared error is given by

NRMSE =

√
‖y − ỹ‖22
nVar(ỹ)

In order to perform a reasonable comparison, we use the same data prepro-
cessing procedure and neural network architecture as described in Scarpandes
article. That is a 8 − 5 − 1 network with 21 control points in the support in-
terval [−2, 2]. The inputs are normalized in the [−1, 1] range by the scaling:
x → x/(xmax − xmin), while outputs are normalized in a similar way into the
[−0.5, 0.5] range. The NRMSE is used as a measure for how good the prediction
is.

The resulting comparisons of test data errors of B-splines of different de-
grees, sigmoid and cubic spline networks are presented in table 4.1 and figure
4.5. One can clearly see that B-splines outperforms both sigmoid and cubic
spline networks. Cubic B-spline networks with free knots are the most accurate
predictor, with an error that is on average 5% smaller than interpolating cubic
splines, and 12% less error than sigmoid networks. The B-spline networks are
also more precise. The precision of the cubic B-spline network is more than
3 times as high, while it is approximately twice as high for other polynomial
degrees.

In figure 4.6 we see cubic spline functions of the hidden neurons of four
different networks. There are clearly two distinct peaks or valleys within each



38 CHAPTER 4. IMPLEMENTATIONS

2 1 0 1 2

0

1

2

3

2 1 0 1 2

0

1

2

3

4

5

2 1 0 1 2

2

0

2

2 1 0 1 2

3

2

1

0

Figure 4.6: A representative selection of the cubic spline functions with 21
knots which are associated with the hidden neurons of the B-spline network
which predicts the California housing values. The splines are from 4 different
runs. The knots are shown in red.
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Figure 4.7: A sample of reconstructed images from the first and second au-
toencoder of sigmoid, fixed and free networks. 6 internal knots are used for both
spline networks.

spline. One may therefore draw the conclusion that the two intervals which
contains these peaks are especially important in predicting the house values.

The shapes found by the B-spline networks are very different from the cu-
bic spline shapes found by Scarpande et.al., where the splines resembled the
hyperbolic tangent function, but had a few perturbations in the form of peaks
and valleys. The cost function of their training algorithm was however slightly
different than the one used with the B-spline network. This difference was in the
form of a dampening term on the weights and coefficients, which worked against
changes from the hyperbolic tangent function which their splines was initialized
to fit. Similar dampening terms was tried with B-splines, but it resulted in
poorer prediction qualities, and was therefore not used.

4.4 MNIST classification
The MNIST(modified national institute of standards and technology) database
contains 70 000 handwritten digits as 28×28 floating point gray scale pixeled im-
ages. It is a commonly used benchmarking dataset for machine learning models
which handles images. But it is also often used in benchmarking neural net-
works not especially tailored for images. In this case the images are rearranged
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into an array of length 28 × 28 = 784 which becomes the inputs to the neural
network models.

The experiments consists of multiple runs with fixed and free networks. The
shape of all these networks are chosen to be 784-200-50-10, such that the relative
dimensionality reduction from one layer to the next is approximately equal for
all layers. In order to get an understand of how well these networks perform,
we compare them to convolutional networks which is the current standard of
image recognition, and also to the "naive" approach by sigmoid networks. The
data sampled are only from 5 runs, as it took a relative long time to do each
experiment. The data may therefore be slightly influenced by statistical effects,
but we are able to see the trends in the data.

The networks are trained by the layerwise procedure discussed in section
3.6.1, which uses autoencoders of shape 784-200-784 and 784-200-50-200. A
selection of the reproductions of the handwritten numbers using these autoen-
coders are shown in figure 4.7. There are more noise in the reconstructions by
spline networks than sigmoid networks, but sigmoid networks are more blurred.
More of the finer details of the images are preserved in the spline encodings
than the sigmoid encodings.

The autoencoder errors of the different networks are shown in figure 4.8.
From the graph of the errors we notice that the the spline networks are more
accurate than sigmoid networks on the first layer, but less accurate on the second
autoencoding layer. The error of spline networks are on average increased 130%,
while the error of the sigmoid network is increased by 80% when going from a
one layer autoencoder to two layers. It may therefore seem that sigmoid layers
looses less accuracy from being stacked than what spline layers do.

After the layerwise procedure, the networks are trained to predict the labels
of the images by the backpropagation algorithm. We use a one hot encoding,
which means as there are 10 possible options for what the number may be, the
output is a vector of size 10. The target of an image depicting the digit d is
therefore ed. The soft-max function, is then used in order to get the predictions
as probabilities. The prediction with largest probability is chosen as the pre-
dicted label. Figure 4.9 shows the training and testing accuracy as function of
internal knots. Notice that the training accuracy of the free network is greater
than for the fixed network, while for the testing accuracy it is vice versa. This
indicates that the free network has a greater tendency to overfit the data than
the fixed network. We also notice that the sigmoid networks performs much
worse than the spline networks, even when the sigmoid network was more accu-
rate at recreating a downsampled image. Therefore accuracy of an autoencoder
does not neccessary translate to a better predictive network.

Figure 4.10 shows 16 images which only the spline network classified wrongly,
only the convolution classified wrongly, and which both networks classified
wrongly. Notice that some of these digits would a person also have trouble
classifying. Especially the 5 and 9 on the third line of figure c are such cases.
Most of the digits misclassified by the spline network are digits which anyone
would be able to recognize, but many of the digits are positioned a bit strangely
in the image. For instance the 4 on the first line of figure 4.10 has the line drawn
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Figure 4.8: Test errors of first and second layer autoencoders of fixed, free and
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Figure 4.9: Comparison of accuracy of spline networks with free and fixed
knots, convolutional network and sigmoid network. Free networks are more
accurate on training data but slightly less accurate on testing data, which means
they have a greater tendency to overfit the data than fixed networks. The
accuracy shown of sigmoid and convolutional networks are both calculated using
testing data.



42 CHAPTER 4. IMPLEMENTATIONS

3
8

4
2

6
0

5
3

3
7

9
8

8
3

3
2

8
7

1
8

0
6

5
8

7
2

8
2

5
4

1
2

(a) Splines only

2
7

3
5

2
7

2
1

8
9

6
5

1
5

0
6

1
2

4
9

9
4

5
3

3
8

3
5

6
8

8
5

(b) Convolution only

6
0
0

8
2
2

6
5
5

7
1
3

7
2
2

9
6
4

4
9
9

9
5
5

5
3
3

7
9
9

9
3
5

9
4
4

5
3
3

6
1
1

0
8
8

9
6
4

(c) Both

Figure 4.10: A representative selection of the images which was wrongly clas-
sified by the spline network only, the convolution network only, or both types
of networks. Each digit is labeled with the correct label on the first line and
predicted on the second line in figure a and b. In figure c: the correct on first
line, spline on second and convolution on third.

in the places as if it were a 2, but still has the shape of a 4. The same goes
with many of the other digits. This is however not a problem with the convo-
lutional network, as it is by design able to handle relative positional changes of
elements in the input image. Therefore many of the digits misclassified by the
convolutional network are harder to recognize for a human being, than those
misclassified by the spline network.
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Conclusion

The two methods of using splines in neural networks was investigated in this
thesis. The approach of using BSNN as discussed in section 3.8.1 was deemed in-
feasible for deep networks, due to exponential scaling of the complexity by input
dimension. An implementation using spline activation functions was therefore
chosen as the main focus point of this thesis.

The implementation aimed to be an improvement to currently used methods,
these methods are using cubic interpolating splines often by the use of Catmull-
Rom splines. The method developed in this thesis is able to represent any
spline function of any polynomial degree, and therefore any spline space. The
implementation using free knots is also able to represent a more general spline
space where the only constraints are fixed number of knots, support interval
and polynomial degree.

The implementation did however have the drawbacks listed below, which
might be interesting topics for future work in this field of study. The two first
are due to the fixed support interval, while the last two are due to optimization
issues.

• The aim for the spline network was to let the activation functions be
able to approximate any well behaved function. This was to some degree
achieved, but the support interval had to be chosen before training in
order to make the training process of the spline functions stable.

• For data points which happened to lie outside of the support intervals,
the activation functions would return a zero gradient. This may lead to
"dead" nodes, similar to what is considered a drawback with the ReLU
function.

• The knot derivative calculation is not as efficient as it could be. There
are a lot of multiplying and adding by zero happening in the de Boor
implementation. This might not be a mayor problem for lower polynomial
degrees. For higher degrees this might however be a large drawback, as
number of zero-computations scales as O(p3) for each knot derivative.

43
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• The intent was to use splines in combination with convolutional networks.
This was however not possible as the implementation was not paralellized.
If a paralellization, or a GPU implementation, was made then it would be
possible to use splines as activation functions in convolutional layers. An
efficient computation of spline activation functions was however not the
main focus of this thesis, and was therefore not investigated further.

The spline network implemented in this thesis was shown to be performing
better than the current state of the art in spline networks, which uses cubic
interpolating splines. The experiment was performed on the California hous-
ing regression problem, and gave 5% smaller error than interpolating splines.
Moreover, the free network was performing 2% better than the fixed network.
On the MNIST problem however, the fixed network performed slightly better.
Therefore it seems that in order to avoid overfitting one should use fixed knots
in deep networks, while in shallow networks having free knots may provide an
increased accuracy in prediction.

From both experiments it is clear that spline networks performs much better
at both regression and classification than sigmoid networks. Spline networks
does however not perform as well when used as stacked autoencoders. The cost
function in this case is the mean squared error function, which is very commonly
used with autoencoders. In those cases the sigmoid activation function is also
used, and therefore it might not be a good fit for spline autoencoders. The
sigmoid function seemed to be better able to represent the overall values of the
pixels, while the splines was better at preserving the finer shapes of the digits.
The mean squared error cost function weights the difference between the pixel
values highly and not the difference in the shapes. There might therefore be a
cost function usable with autoencoders which fits spline networks better, and
research into this would probably be a valuable improvement to splines in deep
networks.

As we saw with the MNIST problem, the spline networks has problems when
it comes to image recognition. It does perform better than sigmoid networks,
but far worse than the convolutional network. The difference in training time
is however shorter for the spline networks(about 28 minutes on average) than
for convolutional networks(about 34 minutes on average). If the spline network
would be optimized, it would most likely be a good trade-off between training
time and accuracy, without resolving to sigmoid networks which has even lower
accuracy.
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