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Abstract

Sleep apnea is a common sleep disorder where the breathing is paused or reduced during
sleep, which forces awakening due to less oxygen in the blood. We employ the four
data mining methods K-Nearest Neighbor, Support Vector Machine, Arti�cial Neural
Network, and Decision Tree, to analyze datasets containing the four non-invasive sensor
signals chest respiration, abdominal respiration, nasal respiration, and oxygen saturation.
Good results for sleep apnea analysis using these signals as input data for the data mining
methods already exist.

We examine how using the European Data Format Plus (EDF+) a�ects the data
mining results, because it is a standardised data format used for storing sleep data, and
is used by the sensors and Resmed tool NOX which we use for data acquisition. We also
examine how pre-processing input data with imputation methods to handle missing data
a�ects the data mining results, as we want to support usage of sensors of all qualities, in
which we have to assume missing data will occur.

There are two tasks in this thesis. First, we check how well the data mining algorithms
works with our signals in the EDF+ data format. We conclude that EDF+ is as good
as the most common data format used in PhysioNet, as we could store and read data
without any problems, or it might be even better since the information is stored in a single
�le instead of several �les. By converting data to EDF+, we con�rmed that signals and
annotations may be stored in the same �le. We con�rm that our data mining algorithms
and all signal combinations, except the sole use of respiration from the chest, may be
used for o�-line classi�cation of sleep apnea.

In the second task, we examine how imputation methods work and how pre-processing
our signal data with imputation methods a�ect our data mining methods. For the missing
data challenge, we discovered that the only imputation method that may be used for all
percentages of missing values, 5%, 10%, 20%, 30% and 50%, and the four data mining
methods, is Self-Organising Maps. This is the overall best method, and the only method
that should be used for datasets containing 30% or more missing data, because the others
do not maintain the data structure of the dataset. Imputing with the mean and median
of each class of normal or disrupted breathing should not be applied as an imputation
method, and we assume that separating between classes when imputing is bad practice.
Multiple Linear Regression and K-Nearest Neighbor are better at maintaining the data
structure than mean and median imputation, but both have a deviation of about 8%
compared to the results of the complete dataset. Self-Organising Maps has at most a
deviation of 1.25% from the classi�cation of the complete dataset. Mean and median
imputation may be used if the imputation time is important, as they are better than
handling the missing values by replacing them with zeros and the fastest methods, using
only a few milliseconds when imputing.
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Chapter 1

Introduction

1.1 Background and Motivation

Sleep apnea is a common sleep disorder that cause abnormal breathing cycles. In sleep
apnea, breathing is paused or reduced, which cause less oxygen in the blood. When
the brain lacks oxygen carried through the blood, it force awakenings to resume normal
breathing. Proper sleep is an important factor for both good physical and mental health.
Su�erers have reduced energy, concentration and health. A consequence of these factors
is that accidents are more likely to occur. The disorder has also been linked to hyperten-
sion, stroke and other cardiovascular diseases, and metabolic syndroms such as diabetes,
depression and anxiety (Huang et al. 2008; Punjabi 2008; T, J, and PE 2004).

Diagnosing sleep apnea is di�cult, as tiredness, sleepiness and reduced health may be
caused by many reasons. Awakenings are mostly detected by bedside partners, as it
is hard for the su�erers to remember it the next day. These factors result in many
undiagnosed su�erers. Diagnosing sleep apnea usually require the su�erer to sleep in a
sleep laboratory with a polysomnography. The waiting lines are usually long. In a sleep
laboratory, the patient sleep in an unfamiliar environment, with several sensors attached
to the body. Invasive sensors, restricted movements and an unfamiliar environment may
make it uncomfortable for the patient and result in unnatural sleep patterns. Diagnosing
sleep apnea is resource demanding as there are monetary costs, specialized equipment,
hospital space, sta�ng and an expert must analyze the sleep test manually. 1 of 4 middle-
aged Norwegians risk getting sleep apnea and 70-80% of the a�ected are undiagnosed
(Goebel et al. 2015). This amount of undiagnosed su�erers may be expensive for the
society as su�erers may end up as heavy users of health services. In addition, accidents
resulting from tiredness dangers others, for instance in the tra�c.

We want to monitor and collect data at home for OSA detection with sensors. If possible,
we want to enable the patients to make their own choice of sensors, allowing them to
choose between cheap sensors, such as BITalino sensors, and expensive sensors, such as
NOX T3. Using sensors at home is more comfortable for the patient and much cheaper
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than a polysomnography in a sleep lab. Manual labor by experts is both time consuming,
expensive and more prone to human errors than automatic systems. We want to use data
mining for automatic sleep apnea detection, which is cheaper and less error prone than
manual expert analysis.

Using data mining for sleep apnea detection reduce the amount time used for manual
expert analysis of sleep test results, as well as reducing the diagnosis time. Its automatic
evaluation system also makes it cheaper and more accessible to gather sleep data at
the patient's home. Data mining is an interdisciplinary sub�eld of arti�cial intelligence,
machine learning, statistics and database systems. Data mining methods go through and
learn from large datasets, so that the discovered knowledge may be of further use. Such
methods have been used for sleep apnea detection, but most of the work use ECG as input
data. This thesis is based on previous work evaluating four data mining methods for sleep
apnea detection, focusing on di�erent combinations of signals that are noninvasive, and
possible to use at the patient's home without any expert personell, so that the recording
a�ect the patient as little as possible. We use the con�gurations of each data mining
method showing best results, to do further experimentation and hopefully improve the
data mining methods' ability to classify sleep apnea events.

To further evaluate the data mining methods used in previous work, we want to �nd
databases in the European Data Format Plusi (EDF+). European Data Format is a
data format for storing sleep data, allowing several signals and annotations to be stored
in a single �le. In sleep apnea detection, annotations store whether the signals show
disrupted or normal breathing. Most datasets use the �rst version of the data format,
EDF, in which annotations and signals are stored in separate �les. As of today, using
separate �les is the common way of adding annotations to sleep recordings regardless
of the applied data format, where an expert manually writes the annotations. In the
newest version of the format, EDF+, both annotations and signals from one recording is
stored in a single �le, that awaken our interest. Usage of separate �les open up for more
mistakes and confusion, for instance time must be consistent in all �les and and a small
error in time may bias the data. Because of the convenience of having all data stored in
a single �le, we test the EDF+ format's suitability for storing sleep data of non-invasive
signals by converting databases used in previous work to EDF+. We also check whether
EDF+ is functional as input data for data mining methods classi�cation of disrupted
sleep, by using the databases in EDF+ as input data for the classi�cation methods. This
also allows for comparing and to con�rm or disprove results obtained in previous work.
All the databases used as input data in this thesis is in the EDF+ format.

We want to monitor and collect data at home for OSA detection with the patient's choice
of sensors, allowing them to choose sensors within their price range. Di�erent types of
sensors, may result in di�erent quality in the datasets. Therefore, we risk having missing
data in the datasets. Missing data may bias the classi�cation results, and consequences
may be that an event is classi�ed as normal breathing, while it actually was an event
of disrupted breathing, and vice versa. Although not likely, the worst case is that the
patient does not get the required treatment due to a misdiagnosis. To handle missing
values is data sets, we investigate impuation methods to �nd suitable methods to replace
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the missing values and maintain the datastructure in order to classify properly.

Missing data is a common challenge in data mining. Missing data are values not supposed
to be in a dataset, and may occur because of errors with equipment, manual data entry
procedures or incorrect measurements. For instance, missing values may be values that
are not numbers in a dataset consisting of numbers, which is the type of missing data
we focus on in this thesis. Many industrial and medical datasets contain missing values,
and it is not uncommon to �nd databases having up to 50% missing data (Farhangfar,
Kurgan, and Dy 2008). Having datasets with missing data may make it di�cult for the
data mining methods to analyse and classify properly(Lakshminarayan et al. 1996), re-
sulting in biased data or false classi�cation. It is important for a proper diagnosis that
classi�cation is as accurate as possible, as false diagnosis may result in sleep apnea suf-
ferers remaining untreated. Imputation methods are methods that replace missing data
with a calculated replacement values. Imputation methods have been used for improving
classi�ers' results on datasets containing missing data. Most of the work experiment with
statistical, maximum likelihood or machine learning imputation methods for comparison
and analysis. There have been little work on imputations methods on datasets contain-
ing respiration signals as input data, as we do in this thesis. By experimenting with
several imputation methods, we hopefully �nd suitable ethods for improving detection of
obstructive sleep apnea.

This thesis is a part of the CESAR project for using complex event processing for low-
threshold and non-intrusive sleep apnea monitoring at home (Goebel et al. 2015), and is
based on previous work from this project on data mining for detecting disrupted breathing
caused by sleep apnea. The previous work may be found in (Hugaas 2015). A task is to
use data in the data format EDF+ on data mining methods from previous work. This
will con�rm whether or not EDF+ may be used for detection of sleep apnea events,
and con�rm or disprove the results from previous work. Another task is to experiment
with several imputation methods on di�erent amounts of missing data to �nd appropriate
methods for detection of obstructive sleep apnea. Experimenting also present an overview
of how missing data and the imputation methods in�uence the classi�ers from previous
work. These two tasks will tell us whether EDF+ is suitable for storing and processing
sleep data, and we expect to �nd one or more suitable imputation methods for replacing
missing data, to classify as accurate input data as possible. Both challenges help us
improve detection of obstructive sleep apnea.

1.2 Problem Description

This thesis has two main tasks. First, we examine how using the European Data Format
Plus (EDF+) a�ects the data mining results, because it is a standardised data format
used for storing sleep apnea, and is used by the sensors and Resmed tool NOX which
we use for data acquisition. To do this, we examine how well the the four data mining
algorithms K-Nearest Neighbor, Support Vector Machine, Arti�cial Neural Network, and
Decision Tree, work with our sensor signals in the EDF+ data format. The evaluation
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is based on how well the data is stored and read, and how they a�ect the classi�cation
results. For the latter, we compare the data mining results of previous work (Hugaas
2015) to the data mining results when using EDF+ as input data.

The work for this task is described as follows:

• Find suitable EDF+ databases, and convert the databases used in previous work
to edf.

• Evaluate the results of using EDF+ datasets as input data and compare them to
the results from previous work.

Finding suitable EDF datasets depends on the signals used in the databases. The signals
must be noninvasive, possible to record at home, and detect epochs of disrupted breath-
ing. PhysioNet, a large database of datasets, hosted by MIT and Harvard (Goldberger
et al. 2000), contains both datasets from sleep studies, and tools for processing EDF
datasets. PhysioNet also have a programmers tool, WFDB (PhysioNet 2017f), support-
ing reading and writing of EDF, and conversion of MIT datasets to EDF datasets, and
vice versa. The tool does not support usage of annotations, which is an important part
of the data mining task in this thesis. Therefore, this task mainly consists of modifying
a WFDB tool to convert the datasets used in previous work to the EDF+ format. We
also modify the part of the implementation from previous work which reads the datasets
to make it compatible with EDF+. Having EDF+ datasets, we run the datasets on the
classi�ers from previous work, K-Nearest Neighbor, Arti�cial Neural Network, Support
Vector Machine and Decision Trees. When evaluating the EDF+ as a data format, we
check whether it may be used for storing and reading of data, including annotations. For
the converted �les, we compare the results by looking at the accuracy, sensitivity and
speci�city, as well as time measurements of running the data mining methods. These
metrics con�rm whether EDF+ is suitable as a data format compared to the data format
used in previous work.

In the second task, we examine how pre-processing input data using imputation methods
to handle missing data a�ects the data mining results, as we want to support usage of
sensors of all qualities, in which we have to assume missing data will occur. We examine
how imputation methods work and how pre-processing our signal data with imputation
methods may a�ect our data mining methods. Evaluation of the missing data problem is
done by comparing on the results of using complete datasets, datasets containing missing
data, and the imputed datasets. For the imputed datasets, a replacement value has been
calculated by an imputation method. We also look at the complete dataset and the
imputed dataset, to compare the imputed values to the actual values.

The work in this thesis is described as follows:

• Implement imputation methods to handle missing values.

• Compare the complete datasets to the imputed datasets, and examine how the
calculated replacement values match the complete values.
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• Evaluate the results of the missing data challenge, and compare them to the results
from previous work.

For the imputation method implementation, we make changes to previous implementation
of database pre-processing, and then add the imputation method code. The changes are
made to generate �ve datasets containing 5, 10, 20, 30 and 50 percent missing data out
of each of the datasets containing annotations. Next procedure is to run these datasets
through the seven imputation methods simple mean and median imputation, mean and
median imputation which separate between classes when calculating the replacement val-
ues, Multiple Linear Regression, K-Nearest Neighbor and Self Organising Maps, and get
imputed datasets. These three datasets, the complete datasets, the sets with missing val-
ues, and the sets with imputed values are compared to examine how well the imputation
methods calculate the replacement values, and then they are run through the classi�ers
to get classi�cation results. With this strategy, we get a deeper understanding on how
missing data a�ect the classi�ers. The results give us various aspects to evaluate, such
as how missing data a�ect classi�cation compared to the complete data, whether the
imputation methods improve the results or not, and which imputation methods works
well with the di�erent types of data mining methods. Like for the conversion, we evaluate
these aspects by looking at the accuracy, sensitivity, speci�city of the classi�cation, and
time measurement from the results of running the data mining methods, but in addition
we measure the time of the imputation methods. We compare the replaced missing values
in the datasets to the actual value.

1.3 Outline

The thesis is structured as follows: Types of sleep apnea and the physical signals and tools
used for diagnosis of sleep apnea is described in Chapter 2. Data mining for sleep apnea
detection is presented in Chapter 3. These �rst two introductory chapters are based on
previous work (Hugaas 2015). Chapter 4 presents the European Data Format, including
both speci�cations and programming tools for usage of EDF. Missing data and types of
missing data is introduced in Chapter 5, as well as possible methods for handling missing
data, and the methods we use in this thesis. In Chapter 6, we present the requirement
analysis of each task, an analysis of the requirements of the databases, the imputation
methods and the performance evaluation. The design and implementation of both tasks
is presented in Chapter 7. We will evaluate the results in Chapter 8 and then come to a
conclusion in Section 9.

There are four appendices in this thesis. Appendix A contains the implementation of
reading and processing of input data. The patch of the code converting to EDF+ is
presented in Appendix B. All the imputation method implementations may be found in
Appendix C. Lastly, Appendix D contains the classi�cation results of the missing data
problem.
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Chapter 2

Sleep apnea

Sleep apnea is a sleep disorder causing abnormal breathing cycles. In sleep apnea the
breathing is paused or reduceds Pauses in the breathing are called apneas, lasting at
least a duration of ten seconds (Hernández-Pereira, Álvarez-Estévez, and Moret-Bonillo
2015). An apnea can last from seconds to several minutes. Reduction in the breathing is
called hypopnea. Reductions or pauses in breathing causes less oxygen in the blood. The
measure of how much oxygen is in the blood, is called oxygen saturation. Low oxygen
saturation may cause the brain to force awakening to resume normal breathing. Proper
sleep is an important factor for good physical and mental health. Consequences of not
sleeping properly is reduced energy, health and concentration, and accidents are more
likely to occur. In worst case death by an accident or by having no air�ow at all for a
long time may occur.

There are three types of sleep apnea, obstructive sleep apnea, central sleep apnea and
mixed or complex sleep apnea. Obstructive sleep apnea is the most common case of the
disorder. The di�erence between the types of sleep apnea is whether the su�erer has
apneas or hypopneas, or both.

Diagnosing the sleep disorder is di�cult because of lack of memory of the awakenings, and
daytime sleepiness and tiredness can be caused by many reasons. Lack of necessary data
makes it di�cult for doctors to decide if the patient should have a sleep test and possibly
get diagnosed. 1 of 4 middle-aged Norwegians risk getting sleep apnea and 70-80% of
the a�ected are undiagnosed (Goebel et al. 2015). Not getting diagnosed and treated
may lead to complications like hypertension, diabetes, strokes and in worst case death.
An early diagnose is important to alleviate or reverse the course of the disorder. The
patient gets hospitalized in a sleep laboratory in an unfamiliar environment with several
wires attached when diagnosed. The diagnosis of sleep apnea is resource demanding, as
there are monetary costs, specialized equipment, hospital space, sta�ng and expert going
through sleep test results.

Sleep apnea diagnosis require a set of physiological signals, both invasive and non-invasive,
for recording of sleep data, such as EEG, EMG, EOG, ECG, respiratory signals and
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oxygen saturation. A polysomnography is the most common sleep apnea diagnosis tool,
but it is also possible to use portable devices for recording at home. Questionnaires have
been made to indicate if a person is at risk of having OSA. When analyzing sleep data, the
severity of sleep apnea may be measured with the Apnea Hypopnea Index or Respiratory
Disturbance Index.

The remainder of the chapter is categorized as follows, in Section 2.1-3 we describe the
di�erent types of sleep apnea, Section 2.4 describes the physiological signals used for sleep
apnea diagnosis, followed by a description of sleep apnea diagnosis tools in Section 2.5

2.1 Obstructive Sleep Apnea

Obstructive Sleep Apnea (OSA) is the most common case of sleep apnea. �Obstructive
sleep apnea is being increasingly recognized as an important cause of medical morbidity
and mortality. It is a relatively common sleep disorder that is characterized by recurrent
episodes of partial or complete collapse of the upper airway during sleep" (Goebel et al.
2015). The breathing is paused or reduced because of a blockage in the upper airway.
Depending on the blockage, the su�erer may have apneas or hypopneas. Having both
is called obstructive sleep apnea-hypopnea (OSAHS). Snoring and gasping is common
for the su�erers of OSA. Therefore bedside partners can be helpful when diagnosing a
su�erer.

Several factors can contribute to the development of OSA. The most common factors of
the presence of OSA is malformation in the bony structure and enlarged soft tissue around
the airway. Another factor is the muscle activity. Medications consisting of opioids can
also have a negative a�ect on the genioglossus. The muscles' contraction and dilation
movement is controlled by neurons. The dilator muscle that forms the majority of the
tongue, genioglossus, is important in order to open the upper airway. Failures in signaling
may cause the muscles to move abnormally. Other factors that are linked to OSA may be
a reduction of the end-expiratory lung volume, awakenings may cause hyperventilations.
Hyperventilation cause the ventilatory system to become unstable, �uid shifts from lower
to upper body may decrease the opening of the upper airway, and also genetics because
it a�ects the facial and skeletal composition.

There are several epidemiological factors that are associated with OSA, like excessive
body weight, smoking, alcohol, race and hormonal disorders, like polycystic ovary syn-
drome, hypothyroidism, pregnancy and post-menopause. According to clinical studies
men are 60% more likely to have OSA, while epidemiological studies shows that men are
50% likely to have OSA. The likelihood of developing OSA increases steadily with the
age to the age of 60, which can be explained by the increase in weight and anatomical
changes.

Comorbid disorders that are linked to OSA is general fatigue and daytime sleepiness,
hypertension, coronary arterial diseases, congestive heart failure, myocardial infarction,
strokes, diabetes, and mental disorders like depression and anxiety. Many of the comorbid
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disorders linked to OSA are also linked to obesity.

2.2 Central Sleep Apnea

In central sleep apnea hypopneas are not present. The part of the brain that controls
the respiration are imbalanced during sleep. The su�erer stops breathing and then starts
breathing again, without showing any struggle or e�ort to breath during the pauses of
breathing. This makes the disorder more di�cult to diagnose since it is hard for bedside
partners to notice.

The contributing factors of development of central sleep apnea are related to neurolog-
ical processes. The most common cause of CSA is heart failure, which causes periodic
breathing with hyperventilation and hypoventilation. Disorders, like tumors, edema,
infarct, ischemia, encephalitis and neurodegenerative disorders and accidents, that are
a�ecting the respiratory centers in the brainstem may lead to hypoventilation and CSA.
Obstruction of the airway can be caused by fails in neuron signaling to the breathing mus-
cles. Medications consisting of opioids may a�ect the neurons that control the inspiratory
rhythm generator so that central sleep apnea events happen.

2.3 Mixed or Complex Sleep Apnea

Mixed or complex sleep apnea is the combination of both obstructive sleep apnea and
central sleep apnea. Mixed sleep apnea is that one �rst developed obstructive sleep apnea,
and then after a while also developed central sleep apnea. Complex sleep apnea is that
one has OSA and developed CSA by using continuos airway pressure (CPAP). CPAP is
a facial mask to help maintaining airway pressure.

2.4 Physiological Signals

Several physiological signals must record sleep data to get a sleep apnea diagnosis. The
output of the physiological signals are compared to normal values when doing a sleep
apnea diagnosis.

The electroencephalogram (EEG) requires electrodes attached to the scalp and is the
recording the electrical activity in the brain by using waveforms. The electromyogram
(EMG) requires electrodes attached to the skin over the muscles, and is the recording of
muscle response or electrical activity when a nerve is stimulating the muscle and is used
to �nd awakenings or spastic movements. The electrooculogram (EOG) records the eye
movement with electrodes on the side of the eye. The electrocardiogram (ECG) requires
wires attached to the chest and records electrical signals from the heart.
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Sensors on the �ngertip or earlobe can measure the oxygen saturation with pulse oximetry.
Blood pressure is measured by the pressure when the heart is beating (systolic) and the
pressure between the beats (diastolic). Heart rates are measured by number of heart
beats for a certain time and can be measured around the wrist. Signals measuring the
respiratory movements are important as respiration is an important factor to sleep apnea.
There are three types of respiratory signals, from the nose, the abdomen and the chest.
Nasal respiration can be measured with a thermistor, which is a small mask with tubes
to insert in the nostrils. The abdomen and chest respiration signals can be measured by
electrodes or an elastic belt, which measure the change in volume.

2.5 Sleep Apnea Diagnosis Tools

There are various sleep apnea diagnosis tools. Polysomnography is the most commonly
known sleep apnea diagnosis tool. It is a sleep test where the patient must sleep in a
sleep laboratory in order to record physiological signals, such as EEG, EMG, EOG, ECG,
respiratory signals and oxygen saturation.

Portable devices have been made to record the physiological signals at home. There are
some concerns about the accuracy of the data, but also positive viewpoints, especially
because of the inconvenience of sleeping in a sleep laboratory and also because of the lack
of spaces in sleep laboratories which cause a diagnosis delay.

There are several questionnaires to indicate if a person is at risk of having OSA, such
as Epworth Sleepiness Scale (ESS), Preoperative Questionnaire, G.A.S.P, STOP-BANG
Questionnaire and Berlin Questionnaire (Sleep Questionnaires 2017).

Measuring the severity of sleep apnea is possible with the Apnea Hypopnea Index (AHI)
and the Respiratory Disturbance Index (RDI). The AHI index measures the average
amount of apneas and hypopneas per hour of sleep. The RDI index measures the average
amount of incidents that disturbs the sleep, like leg movements and spasms. We use the
AHI index in this thesis The severity of sleep apnea is classi�ed as follows (Apnea 2011):

• None/minimal: AHI < 5 per hour

• Mild: AHI ≥ 5, and < 15 per hour

• Moderate: AHI ≥ 15, and < 30 per hour

• Severe: AHI ≥ 30 per hour
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Chapter 3

Data mining

In this chapter, we present a summary of the previous work this thesis is based on (Hugaas
2015). The summary contains an overview of data mining, and describe the essential
concepts of the data mining methods we use for detecting sleep apnea events. First, we
presents a short description of the data mining concept, the characteristics of input data
types used in data mining, and data challenges within data mining, in Chapters 3.1 - to
3.3. These are essential for the understanding of the usage of the data mining methods in
this thesis. Four data mining methods used for classifying disrupted breathing, Arti�cial
Neural Network, Support Vector Machines, K-Nearest Neighbor and Decision Trees, are
described in Section 3.4. Section 3.5 presents the performance evaluation that was used
in previous work, which we will continue to use in this thesis, and at last Section 3.6
present the conclusions of the previous work.

Data mining is an interdisciplinary sub�eld of arti�cial intelligence, machine learning,
statistics and database systems. Data mining has many de�nitions, but the core idea of
data mining is to deploy one or more computer learning methods over a large dataset
with the aim of �nding interesting patterns within the data. The output data can be
new information, or con�rmatory data. Data mining is the analysis step in Knowledge
Discovery in Databases (KDD), although the terms often are used interchangeably. In
KDD, the steps previous of the data mining step is gathering of data, and pre-processing,
while the steps after is examination of the results.

3.1 Data types

The main types of data in data mining are numerical attributes, categorical attributes,
continuous attributes or discrete attributes. This section is mostly based on (Understand-
ing Qualitative, Quantitative, Attribute, Discrete, and Continuous Data Types 2014) and
(Hugaas 2015).

Numerical attributes are synonymous with quantitative attributes. They have numer-
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ical characteristics, and can be objectively measured in dimensions, such as length and
height. There are two types of numerical, or quantitative data, continuous or discrete
data. Some examples of numerical attributes are height, weight and calendar dates.

Categorical attributes are synonymous with qualitative attributes. They cannot easily
be measured, as the numerical attributes. They are treated as symbols or descriptors,
even if they are represented by numbers. Examples of categorical attributes are pass/fail,
genders and street numbers.

Discrete attributes, a type of numerical attributes, have a �nite set of possible values,
and are mostly represented by integers. They are something you cannot divide. Examples
are zip codes, employee identi�cation numbers, or binary values are examples of discrete
values.

Continuous attributes is a type of numerical attributes and the opposite of discrete
attributes. They have real numbers that do not have a �nite set, and are usually repre-
sented as �oating points. Examples are temperature, height weight and age.

Variable transformation is when some data mining methods require data types to be
converted. For instance, a data mining method requires numerical data types, but we
have a set of genders. Challenges with variable transformation are maintaining order and
dealing with negative values.

3.2 Data Challenges

When input data is used in data mining methods, challenges like as dimensionality of
data, missing data, noise in the data and outliers may be encountered.

In data dimensionality, data grow in two dimensions. The vertical dimension consists of
the number of objects/instances, while the horizontal dimension consist of the number of
attributes/features. The higher the dimensionality, the harder the analysis of the data,
resulting in high computational cost. The term �dimensionality� often is referred to as
attributes. A solution for may be dimensionality reduction, and is simply to reduce the
number of attributes. Dimensionality reduction may be divided into feature selection and
feature extraction. There are three standard ways of performing feature selection:

• Embedded: In embedded feature selection, the data mining method choose the
features to be used or ignored during runtime.

• Filter: In �lter feature selection, the features are selected before runtime, indepen-
dent from the data mining session.

• Wrapper: The wrappers feature selection is similar to the embedded, but usually
do not consider all features.
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Missing data is when a record has attributes that are missing, or even whole records
might be missing from a dataset. Sleep data is likely of having missing values as the
datasets may be large. The missing values is usually handled in the pre-processing of
data, before using it as input data, but some data mining methods handle the missing
data internally. Approaches for dealing with missing values can be either to remove
them, calculate substitution values, or simply ignore them. The missing data challenge
is further described in Chapter 5.

Noise is objects that are not meant to be in the dataset. Duplicate records can also be
noise in a dataset. How much noisy objects a�ect a dataset depend on the amount of noisy
objects compared to the size of the dataset, as well as the importance of the attributes
that are a�ected. Noisy objects may be hard to discover, and it is a time-consuming
process because of the large datasets. A possible solution against noisy objects can be to
add constraints to the datasets, such as specifying legal values or the opposite.

Outliers are objects that clearly is di�erent from the rest of the dataset, but is a legitimate
object. It is important to distinguish noise and outliers.

3.3 Data mining tasks

This section presents an overview of data mining tasks, and all the settings that may
follow a data mining task. Data mining tasks are usually divided into four main tasks,
classi�cation, clustering, association analysis and anomaly detection. Classi�cation tasks
are described in Section 3.4, after describing the di�erent forms and types of data mining.

Data mining comes in two main forms, predictive and descriptive data mining. The
output of a data mining method is called a model, and is either a predictive model, or a
descriptive model. The model represents the structure of the data.

Predictive data mining, or analysis, output predictive models. The model tries to
predict the value of an attribute by looking at the values of the other attributes. The
value that is being predicted is known as the target, class or independent value, while all
the other values are explanatory and independent attributes as their relationship explains
and determine the value of the target attribute. The data mining task classi�cation is a
type of predictive data mining.

Descriptive data mining output descriptive models. Descriptive models aim to sum-
marize the relationships in the data, and can output patterns, clusters and correlations.
Descriptive models usually require post-processing and further analysis to get under-
standable results. Data mining tasks clustering and association analysis are types of
descriptive data mining.

The learning process of data mining methods are either supervised or unsupervised.
Supervised learning use data mining methods that output predictive models. The target
attributes are prede�ned, and training data is used to build the model. Training data is
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sample data where the attributes have a target class, so that the data mining method
may learn patterns within the data. After the training phase, the model uses the learned
patterns to assign any unseen object to its class. Over�tting is a problem in supervised
learning, where the model loose its ability to generalize because it has adapted too well
to the data. To avoid over�tting, the training phase must be stopped before the patterns
gets too speci�c. Another problem in supervised learning is data distribution, where
an unbalanced representation of classes may result in having a class imbalance problem.
This means that the method has a hard time �nding patterns to represent all classes.
Unsupervised learning use data mining methods that output descriptive models. There
is no training phase with training data as in supervised learning, as the algorithm is
applied without knowing exactly what to look for. The method may be restricted by
adding constraints. As an example, in cluster analysis it is usual to specify the amount
of clusters the analysis can form. Having prior data and knowledge makes it possible to
direct the search into areas of interest.

Classi�cation might be the most familiar and most popular data mining task. In classi�-
cation an object is classi�ed to a class based on its attribute values, so the method tries to
group together objects that share similar patterns. Some examples are setting a medical
diagnosis by looking at the characteristics of the patient, detecting email that contains
spam and classifying outer space objects. Supervised learning, which produces predictive
models, is used, and the target attribute must be categorical. Variants of classi�cation are
estimation and prediction. Estimation models output numerical data, while prediction
models can output both numerical and categorical data. The prediction model tries to
forecast the future outcome, but only the current outcome is of interest in classi�cation,
and the output is continuous while classi�cation uses a discrete set of values. Some of the
most popular classi�cations methods are Decision Trees, Rule-Based, Nearest-Neighbor,
a variant of Nearest-Neighbor, K-Nearest Neighbor, Bayesian, Arti�cial Neural Networks
and Support Vector Machines. Some of these methods will be further described in Section
3.2.

Clustering tries to group together objects that have similar patterns, like classi�cation,
but without supervision. The method is also referred to as unsupervised classi�cation. A
di�erence in classi�cation and clustering is that classi�cation already knows its classes,
while in clustering the output of clusters can be seen as concept classes. Clustering
methods produce descriptive models as output. The goal of clustering is to get new
knowledge by getting clusters based on the similarities of the data. A clustering analysis'
results usually require to be evaluated by experts in the domain. There are two main
types of clustering: partitional and hierarchical.

Association analysis aims to �nd new patterns and relationships between the objects in
a dataset, just like the other data mining tasks. The di�erence is that the association
analysis model consists of a set of rules known as association rules

Anomaly detection aims to �nd objects that are di�erent from the rest of the dataset.
The objects that are not similar to the majority of the dataset are often referred to as
outliers. The terms exception detection and deviation exception are used for anomaly
detection. The data mining tasks classi�cation, clustering and association analysis can
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be used in anomaly detection. Classi�cation can be used if there is a prede�ned class
representing abnormal data. Clustering can be used in order to �nd the objects that are
on the border of the clusters. Association analysis can be used to �nd objects that are
infrequent in the dataset.

3.4 Classi�cation methods used in this thesis

As we want to classify epochs of disrupted breathing, classi�cation methods is the data
mining task we use in this thesis. This section presents the methods we will use for
classifying epochs of disrupted breathing. The data mining methods was well selected in
previous work, by looking through related work, and her results con�rm that they are
good data mining methods for sleep apnea detection.

3.4.1 Arti�cial Neural Network

Arti�cial neural network is inspired by pattern recognition abilities in the human brain,
and tries to simulate the biological neural system in the brain. Nerve cells called neurons
are the processing unit in the brain. Synapses connects the neurons. The brain learns by
changing the strength of the synaptic connection between the neurons, due to repeated
stimulation by the same impulse. When two neurons �re at the same time, their con-
nection gets stronger. In computational terms in Arti�cial Neural Network, neurons are
referred to as nodes, and synapses is referred to as weights. There are two main categories
of the data mining method, the Single-Layer Arti�cial Neural Network, commonly called
the Perceptron, and the Multi-Layer Arti�cial Neural Network. The Multi-Layer Arti�-
cial Neural Network is the one we use in the thesis, but an explanation of the Perceptron
is helpful for understanding it.

The Perceptron is the simplest form of an Arti�cial Neural Network. This form of
network have two types of nodes, input nodes and output nodes. Input nodes is the
attributes, and output nodes are the classes. When having only two classes, it is su�cient
with only one output node, as one class can �re, and one may not. A set of weights
connects the input nodes to the output nodes. A perceptron with two classes is illustrated
in Figure 3.1, where the x 's are the input nodes and y is the output node.

The weights may be positive or negative, and the outgoing weight from a node tells how
important the attribute is for making the output node �re. In other words, the weight
tell how relevant an attribute is for a given class. To decide whether or not an attribute
will �re, the attribute values are multiplied with the value of the weights, which then
gets summarized at the output node. A step function decides, by taking the summa-
rized value into considerations, if the output node should �re or not. The mathematical
representation of the activation function used by the Perceptron is as follows:
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Figure 3.1: Illustration of perceptron (Crittenden and Evans 2008).

y =


1 if

m∑
i=0

wixi > 0

0 if
m∑
i=0

wixi ≤ 0

As the weights usually are initialized randomly, the training phase is mainly to update the
weights to better represent the relationship between attributes and their corresponding
classes. Every time the output node �res if it is not supposed to, or it does not �re when it
is supposed to, the weights are updated. If the output node was supposed to �re, but did
not, we know that some or all of the weights are too low and must be set higher, and vice
versa. The mathematical representation of the learning function is as shown below, where
the di�erence between what the output node should have received compared to what it
actually received is multiplied with the input connected to the weight. The learning rate
is n, xj is the input connected to the weight, and wij is the weight.

wij ← wij + n(tj − yj)× xi

Multi-layer Arti�cial Neural Network is the form of Arti�cial Neural Network we use
in this thesis, as the Perceptron is not able to separate the data linearly. The di�erence
is that the Multi-Layer Arti�cial Neural Network use layers between the input nodes and
output nodes, called hidden layers. These hidden layers has something called hidden
nodes. The Perceptron only use one layer of weights. An illustration is presented in
Figure 3.2.

There are two variants of these networks, feed-forward and recurrent. In feed-forward,
the connections between the nodes are only directed forward. If they are directed both
forward and backwards, it is the recurrent scheme.

In addition to the step function used in the Perceptron, the Multi-Layer Arti�cial Neural
Network has activation functions like Sigmoid functions, Logistic function and the Hy-
perbolic Tangent, amongst others. These functions make the network able to separate
nonlinear data.
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Figure 3.2: Multi-Layer Arti�cial Neural Network (Hop�eld-multilayer-perceptron serial
combination for accurate degraded printed character recognition 2014).

In the learning algorithm, all the weights in every layer must be updated. The hidden
nodes do not know what their output value should be, which makes it hard to calculate
the error. A solution to this problem is using backpropagation. After going forward and
calculating all inputs for receiving hidden nodes or output nodes, backpropagation is used
to go through the network in reverse and update the weights.

We present a list of advantages and disadvantages from previous work (Hugaas 2015)(Skal
jeg bruke kildene til Hugaas?):

• Arti�cial Neural Networks with hidden layers are known as universal approximators
(Hornik, Stinchcombe, and White 1989). They can be used to approximate any
target function. Any lack in success is due to inadequate learning, insu�cient
number of hidden nodes or a lack of deterministic relationship between input nodes
and output nodes.

• They handle noise and redundancy well (Roiger and Geatz 2003).

• Initializing the weights can be di�cult. In (Marsland 2009), it is recommended
that the weights are set randomly in the range −1/

√
n < w < 1/

√
n where n

is the number of nodes in the layer where the connections start. The initial value
of the weights a�ects the training time, but with no prior information about the
relationship between the attributes, making any assumption is very di�cult.

• Deciding on the optimal number of hidden layers and nodes is challenging. Multi-
Layer Arti�cial Neural Networks can have a very complex structure. It is recom-
mended that this method is best suited for users with su�cient Arti�cial Neural
Network knowledge (Harper 2005). In (Bishop 1995), the author discusses the
e�ects of pruning the network. It is possible to reduce network complexity by re-
moving the weights that have little or no impact on the result. However, this adds to
the computational complexity of building the model. The number of hidden nodes
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can inhibit its ability to generalize by over�tting the data (Basheer and Hajmeer
2000).

• Arti�cial Neural Networks can only process numerical data. Categorical input data
would require variable transformation.

• They su�er from long training times. In (Harper 2005) a study comparing the
performance of a Decision Tree, Regression, Linear Discriminant and an Arti�cial
Neural Network for medical decision-making experienced that run-time was by far
the worst for the Arti�cial Neural Network. Having early stopping criteria can
reduce both training time and the possibility of over�tting.

• The model lacks explanatory abilities when hidden layers are included, and is there-
fore commonly referred to as a black-box method. Although, in a simple Perceptron
network, the input nodes and their weights can easily be interpreted. Input vari-
ables whose weights are larger are more important than those with smaller values
(Olden and Jackson 2002).

• Deciding on how often the weights should be updated can be di�cult. The update
frequency comes in two main versions: sequential and batch (Marsland 2009). The
sequential version updates the weights after each training item, resulting in a simpler
implementation. Recommended is the batch version where the weights are not
updated until all items in the training set have passed through. This is a better
solution learning wise as all items together will a�ect the update, rather than just
one item at a time.

3.4.2 Support Vector Machine

Support Vector Machine was originally designed for binary class problems, but may be
used for more classes as well. We use the �rst, as we have a a binary class problem in
this thesis. Support Vector Machine use maximum margin hyperplanes, which separates
the dataset linearly with several hyperplanes. The maximum margin hyperplane, also
referred to as the decision boundary, is the hyperplane having the the largest margin,
or separation, between the classes. Finding this hyperplane is the goal of the training
phase. In the training phase there are data points, called support vectors, the hyperplane
is the one with the largest separation from the support vector. The larger the margin,
the lower generalization error of the classi�er, meaning that new objects are less likely to
be misclassi�ed.

The Support Vector Machine model is represented as in Figure 3.3, where the support
vectors are points in space, and the hyperplanes are separating them. The �gure shows
that the red line is the maximum margin hyperplane, as the other lines are closer to the
support vectors.

Classes in Support Vector Machine is represented as -1 and 1. The new objects should fall
on either side of the decision boundary when it has been calculated. In order to calculate
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Figure 3.3: Illustration of the Support Vector Machine model. Support vectors are the
points in space, and the lines are hyperplanes. The red line is the maximum hyperplane.
(Support Vector Machines 2014)

the decision boundary, the margin is computed, followed by the Lagrange multiplier, as
we get a convex optimizing problem. The margin is computed by calculating the distance
between the instances from a class to the instances from the other class. The Lagrange
multiplier method is a strategy of �nding the local maximum and minimum of a function
subject to equality constraints(Wikipedia 2015d).

Lots of mathematical stu� for �nding the hyperplanes, and then the maximum margin
hyperplane by using Lagrange multiplier. Should I add this to my thesis?

The data might not be linearly separable. A solution is to apply a positive-valued slack
variable to relax the original constraints, and make a soft-margin. The slack variable may
result in having a too wide decision boundary, which increase rate of misclassi�cation. A
penalty for misclassi�ed objects in the training data may be added to avoid this.

We have a similar problem in Support Vector Machine as in the Perceptron in Arti�cial
Neural Network, we want to increase the number of dimensions. To do this, we use
a function known as the kernel function. The kernel function emulates a transformed
attribute space, but use the original attributes. Two kernel functions are Polynomial and
Radial Basis.

A list of advantages and disadvantages from previous work (Hugaas 2015) is presented
below:

• Choosing the optimal kernel function is tricky and often depends on the dataset
resulting in experimentation.

• Due to its use of linear algebra and mathematical optimization such as the Lagrange
multiplier, it can be a challenging classi�er to work with.

• Deciding on the penalty parameter for soft margins can be di�cult without complete

18



knowledge about the data distribution in the feature space.

• If there are many support vectors, the model will be slow during classi�cation as it
has to compute the dot product between all support vectors and the test object.

• Mostly designed for binary class problems.

• Can only handle numerical data. Categorical data must be transformed (Section
3.1.

• The optimization with the maximum margin hyperplane can reduce the misclassi-
�cation rate compared to for instance Arti�cial Neural Networks that tend to �nd
only local optimum solutions due to their nonlinear activation functions.

• If the dataset is reasonably sized and the number of attributes is not that high,
Support Vector Machines will often, but now always, provide better classi�cation
performance than other machine learning methods. However, classi�cation will be
slow if there are many support vectors.

3.4.3 K-Nearest Neighbor

K-Nearest Neighbor is an approach of the algorithm Nearest-Neighbor. Nearest-Neighbor
is a lazy learner, while all the other methods are eager learners. Eager learners use training
data to build their model, while lazy learners, like Nearest-Neighbor, do not have such
a training phase. Lazy learners store the data, and process the data during runtime.
Nearest-Neighbor �nds all objects in the training data that are similar to the test object,
place it amongst them, and assign the same class as the closest neighbor. As written
in previous work, this popular phrase describes the method: �If it walks like a duck,
quacks like a duck, and looks like a duck, it probably is a duck�. Euclidean distance is
the most commonly used way of measuring the similarity between objects. An example
of K-Nearest Neighbor with 1-, 2- and 3-nearest neighbors is shown in Figure 3.4.

Figure 3.4: The �rst, second and third nearest neighbors of a test instance (Nearest
Neighbor Classi�ers 2017).
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In K-Nearest Neighbor, a test object is classi�ed according to its closest k neighbors in
the training set. If there are several classes amongst the neighbors, the test object is
assigned the class that the majority of the neighbors have. If a tie occurs, one can choose
to either select the class randomly, select the class that has the closest neighbor, or select
the class having the smallest index. With a binary class setting, where classes are 0 or 1,
the smallest index would be 0.

An advantage of having a set of neighbors instead of just one, is that the risk of having
an atypical object wrongly classi�ed is reduced. However, if the k number of neighbors
are to large, it may result in misclassi�cation. On the opposite hand, over�tting may
occur if k is too small. Since we use majority voting when deciding the class label, it
might be wise to assign distance weighing as well, so that neighboring objects have more
importance when they are closer to the test object.

Advantages and disadvantages using K-Nearest Neighbor from previous work (Hugaas
2015) is shown below.

• The algorithm is relatively easy to understand and implement.

• By being a lazy learner, all work is done at run-time, and a large training set can
make it very computationally expensive. A test object must measure its distance
to all objects in the training set resulting in a run-time complexity of O(n), where
n is the number of objects in the training set.

• They operate locally, hence a small k can make them susceptible to noise.

• They are very sensitive to irrelevant attributes as the similarity is calculated equally
among the attributes. For example, if there are 20 attributes and only two are
relevant for classi�cation, objects that have similar values in the two important
attributes may nevertheless be distant from each other in the 20-dimensional space.
Eliminating irrelevant attributes is important.

3.4.4 Decision Trees

In data mining, trees that are hierarchical representations of relationships between at-
tributes, are called Decision Trees. They consist of three types of nodes, a root node,
internal nodes, and a leaf node. Edges are links between the nodes. The root node is the
root of the tree, and have no incoming edges. The internal nodes and leaf nodes have
exactly one incoming edge. The root and leaf nodes are mandatory in Decision Trees, so
the internal nodes may be left out of the model. The leaf nodes represent classes. One
class may be represented by several leaf nodes, as classes may be represented by several
patterns. The rest of the nodes represent a test or an attribute. As the leaf nodes repre-
sent the targets, or classes, they have no outgoing edges. The remaining nodes represent
a test or rule on an attribute and have outgoing edges that split data on these tests. As an
example, binary splits have two outgoing edges. The tests or rules are usually mutually
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exclusive. Figure 3.5 show an illustration of a generic Decision Tree with numerical input
data, where the f 's are attributes, and the T 's are split values.

Figure 3.5: A generic Decision Tree with numerical input data (Binary Image Processing
2017).

Decision Trees may be time-consuming as they may have lots of possible split combina-
tions, therefore many of the algorithms use heuristic-based algorithms to �nd a su�cient
solution within a tolerable amount of time.

Issues that may a�ect the performance of Decision Trees are splitting attributes, stopping
criteria, and pruning. The splitting attributes must be well thought out, as an attribute
that barely separate the data is ine�cient. It results in more splits, which is time-
consuming. We want the attributes to split as much of the data as possible. Both �nding
the attribute and value to split on may be a hard task. A stopping criteria to tell the
method when to stop further construction of the tree is important to avoid over�tting.
Pruning may also be used to avoid over�tting. Pruning trims branches and nodes to
make the tree less speci�c and more general, and may be done during runtime, called
pre-pruning, or after the construction of the tree, called post-pruning.

A list of advantaged and disadvantages from previous work (Hugaas 2015) is shown below.

• It is a white-box method, meaning that the model visually displays all derived pat-
terns.

• Patterns are easy to understand, at least if the trees are not too large and complex.

• A tree structure maps nicely to a set of production rules.
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• Input data can be both numerical and categorical making them very �exible.

• They make no prior assumptions on the dataset.

• When a tree is constructed, classifying an item is very fast, with a worst-case com-
plexity of O(w), where w is the maximum depth of the tree.

• Quite robust when it comes to noise and redundant attributes.

• Output must be categorical, can not be used for estimation tasks.

• Decision trees are easily a�ected by the choice of splitting attributes and values,
which can lead to variable results.

• Numerical datasets can result in large and complex trees as the splits are usually
performed binary.

3.5 Performance Evaluation

The results of a successful data mining analysis should con�rm a hypothesis or consist of
information that is of value for commercial, research, or educational gain. Performance
metrics are used on test data, and two standard performance metrics and the most
common methods to evaluate the performance during training and testing are described in
this section. This section focuses on performance evaluation techniques for classi�cation.

The most common methods to evaluate the performance of how the dataset is used during
training and testing are holdout and cross-validation.

3.5.1 Metrics

We use the metrics, accuracy, sensitivity and speci�city, as well as time measurements,
to evaluate the results in this thesis. The accuracy is measured by the amount of objects
that are correctly classi�ed compared to the amount of classi�ed objects, as shown in
Equation 3.1. The higher the accuracy rate and the lower the error rate, the better the
model.

Accuracy = Number of correct classi�cations / Total number of classi�cations (3.1)

The other two metrics sensitivity and speci�city are measured by using the accuracy and
error rate, as presented in Equation 3.2 and 3.3. By dividing the accuracy and error rate
into four new performance metrics in a binary-class context, we get false positives(FP),
false negatives(FN), true positives(TP) and true negatives(TN), where FP and FN spec-
i�es the number of misclassi�ed objects and TP and TN are correctly classi�ed objects.

22



With these metrics the true positive rate, known as sensitivity, and the true negative
rate, known as speci�city, can be measured.

Sensitivity = TP/(TP + FN) (3.2)

Speci�city = TN/(TN + FP) (3.3)

Confusion matrices are commonly used to represent multi-class problems, and we use
them for evaluation in this thesis. In a confusion matrix one dimension represents the
output classes, and the other dimension represents the target classes. Confusion matrices
show the TP, TN, FP and FN of an analysis.

Performance is often based on testing and classi�cation times, since the data mining
methods can be computational expensive. We add testing, training/classi�cation and
imputation times because the ultimate goal of the project this thesis is a part of is to
have on-line classi�cation. On-line analysis requires a fast classi�cation time, but training
time is not important as it is done before the on-line analysis. Imputation may be done
both during on-line classi�cation and afterwards, but the time is only relevant during
on-line classi�cation.

3.5.2 Holdout Method

The holdout method randomly divides the dataset into two subsets. One of the subsets
is used as training data, and the other one as test data. Not all data may be used
in the training phase, because the training data must know the class of each object.
With small datasets, having su�cient data for training, or testing, might be a problem.
Unbalanced representations of classes in the subsets may be problematic as well, where
having a subset overly represented by a class makes the other subset under-represented
by the same class. The holdout method may use random sub-sampling, where the method
is repeated multiple times, and the accuracy and error rates are estimated through the
various rounds. Which records are used for training or how many times they are used is
impossible to know.

3.5.3 Cross-Validation

Cross-validation, also known as k-fold cross-validation, is an alternative to sub-sampling.
All the datasets are used an equal amount of k times during training, and only one time
during testing. k is also the number of data partitions, and we train and test k di�erent
models. We get the total performance of the data mining method by evaluating the
combined performance. As Figure 3.6 shows, there are k-1 partitions for training, and
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then the last one is for testing. The partition used for testing, and the partitions used
for training the model changes per turn, and there are k turns.

Figure 3.6: Ten-fold cross-validation (Classi�cation evaluation 2017).

K-fold cross-validation has an optimized version that use the same amount class labels
in the k-folds, in order to get a balanced class distribution. This version is called strat-
i�ed cross-validation. It is recommended to use ten-fold cross-validation together with
strati�cation.

3.6 Conclusions

This section presents conclusions from previous work, including both the input data
signals and the data mining methods and their con�gurations.

Previous work tested all 15 signal combinations, and concluded that using only one signal
as input data is su�cient for detecting disrupted breathing. Respiration from the nose
was the best performing signal type, but the accuracy of the signal combinations did
not vary more than from 90.6% to 96.6%. Signals from either the chest or abdomen are
required if separation of obstructive and central sleep apnea is desirable. In previous
work, the signal from the abdomen scored highest of the abdomen and chest, with an
accuracy of 92.9%.

The performance of the data mining methods varied little in previous work. The K-
Nearest Neighbor performed best overall, and was superior both for epoch classi�cation
using ten-fold cross-validation and subject classi�cation using the holdout method when
classifying AHI indices. Second best performance is shared by Support Vector Machine
and Arti�cial Neural Network, being almost equally good, except for Support Vector
Machine performing a little better on epoch classi�cation. Decision Tree performed worst
for both epoch and subject classi�cation.

As for the con�gurations of the data mining methods, the number of neighbors in K-
Nearest Neighbors were almost equally good, but a small number of neighbors may handle
noisy objects poorly. Arti�cial Neural Network performed best with 20-30 hidden nodes,
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but all numbers of hidden nodes gave similar results. The Radial Basis/Gaussian kernel
function was superior to the polynomial and Linear kernel for Support Vector Machine.
And at last, the Decision Tree does not have any varying con�gurations.

Time measurements show that K-Nearest Neighbor is the fastest during training, but
slowest during classi�cation. K-Nearest Neighbor is followed by Support Vector Machine
in time measurements of training. For the testing, Decision Tree is the fastest method,
followed by Arti�cial Neural Network and the third slowest method is Support Vector
Machine.
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Chapter 4

European Data Format

EDF is a data format made by European medical engineers. They agreed to make a
simple data format for exchange of sleep recordings, to exchange data for testing of their
algorithms, and comparing the results (Alvarez-Estevez 1992a). EDF (Kemp et al. 1992)
became the de-facto standard for EEG and PSG sleep recordings in commercial equipment
and multicenter research projects. The format is simple and �exible, and made for storing
physical and biological multichannel signals. A huge disadvantage in EDF is that EDF
only handles uninterrupted recordings. Other limitations for several medical applications
in other �elds have been pointed out by users as well.

EDF+ (Alvarez-Estevez 2003) is an extension of the EDF format, and in addition to
storing of EEG and PSG, EDF+ can store the most of ECG, EMG and Evoked Po-
tential data, as well as interrupted recordings, annotations and analysis results, stimuli
and events. Most hospitals can not store all of these signals and annotations. Most
applications have moved from using EDF, to EDF+. There are several ways of adding
annotations to the EDF+ �les, with or without timestamps.

The idea of EDF+ is to store all data from one session, such as signals, annotations and
events, in one single �le. This means that having the same patient doing a sleep test
three times, results in three di�erent EDF+ �les, where the patient identi�cation is the
same.

Several researchers and programmers have made contributions of free software to EDF,
such as processing libraries, readers and writers (Alvarez-Estevez 2017a). There is no
standard EDF software, which may result in a lot of poor software, or lack of compability,
for instance in operating systems.

PhysioNet (Goldberger et al. 2000) has a software package,WaveForm DataBase(WFDB),
containing functions gathered over the last twenty years for e�cient use of PhysioNet
databases (PhysioNet 2017f). WFDB also has software packages for usage in MATLAB,
and languages as Python, Java and more. WFDB supports EDF+ to some extent, as it
only supports signals in the EDF �les, not annotations. As well as having the possibility
of using WFDB, MATLAB has some contributions on the web for processing of EDF.
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The remainder of the section is organized as follows: Section 4.1.1 and 4.1.2 describes the
speci�cations for the header record and data record for both EDF and EDF+. Section
4.1.3 presents the usage of annotations within EDF+ �les, and 4.1.4 presents the label
names used for signals in EDF. In Section 4.2, the WFDB Software Package and its tools
for processing of EDF is described.

4.1 EDF Speci�cations

An EDF data �le consists of a header record, followed by the data record containing
signal data. The header contains general information about the patient and the record.
The data records are consecutive �xed-duration epochs of a recording, containing samples
from each of the signals.

As EDF+ is an extension of EDF, it is based on the ordinary EDF speci�cations with
some modi�cations. The most interesting add-on for data mining is the possibility of
storing annotations within the same �le as the signals, as the annotations are used in the
training phase.

We present both EDF and EDF+ speci�cations in the remainder of the section, and the
section is based on the EDF website (Alvarez-Estevez 1992b, 2003). Figure ?? in the end
of the section present an illustration of the whole EDF+ �le.

4.1.1 Header Record

Speci�cations for the EDF header record is presented in Table 4.1. The header is simple,
and the attributes are stored in the EDF �les in the exact same order as shown in the
table. The EDF web page denotes the storage unit as ascii, which is a one byte ASCII
character. Number of signals are denoted as ns. The header is the sum of 256 bytes
added to 256 bytes times number of signals, or 256 + (ns * 256) bytes.

The �rst 256 bytes of the header, or the �rst ten attributes in the table are stored once,
and contains general information, such as the version of the format, patient and record
identi�cation, start date and start time of the recording, the number of bytes in the
header, as well as the number of data records, duration of each record and the number
of signals in each record. The last three attributes of the ones just mentioned, are used
for calculating di�erent pieces of information to process the data records. An example
of this half of the header, also called the upper block, containing the four signals nasal
respiration, abdominal respiration, respiration from the chest and oxygen saturation, is
presented in Table 4.2.

The remaining attributes in the header are repeated ns times to contain information of
each signal, such as the name of the signal, the transducer type, the physical dimension,
physical minimum and maximum, the digital minimum and maximum, pre�ltering, as
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Amount of Space Content

8 ascii version of this data format (0)
80 ascii local patient identi�cation
80 ascii local recording identi�cation
8 ascii startdate of recording (dd.mm.yy)
8 ascii starttime of recording (hh.mm.ss)
8 ascii number of bytes in header record
44 ascii reserved
8 ascii number of data records
8 ascii duration of a data record, in seconds
4 ascii number of signals (ns) in data record
ns * 16 ascii ns * label
ns * 80 ascii ns * transducer type
ns * 8 ascii ns * physical dimension
ns * 8 ascii ns * physical minimum
ns * 8 ascii ns * physical maximum
ns * 8 ascii ns * digital minimum
ns * 8 ascii ns * digital maximum
ns * 80 ascii ns * pre�ltering
ns * 8 ascii ns * nr of samples in each data record
ns * 32 ascii ns * reserved

Table 4.1: EDF header speci�cations

well as the number of samples per data record. Each of these attributes have the same
order for the signals, so that the �rst signal in one attribute always is the �rst signal in
another attribute, the second signal is always the second, and so on. Table 4.3 shows an
example of the lower block of the header based on Table 4.2 containing four signals, nasal
respiration, abdominal respiration, respiration from the chest and oxygen saturation.

The example of the EDF header's upper block in Table 4.2 contain data from a male
patient with patient number a01r, born in 28.06.63 and his name is John Doe. The
recording identi�cation is riks_0123, and was recorded 02.20 o'clock the 13th of October,
1992. As it says the header contains 1280 bytes, we have information about where in the
�le the data records start. Each sample of a signal has two bytes dedicated for storing
the signal data.

Table 4.3 with an example of the lower block of the header is based on Table 4.2. As
there are some standards within naming of labels, the label names are described in Section
4.1.4. A transducer is a device converting from one form of form energy in a signal to
another form of energy (Transducer - Types of Transducer 2017), meaning the transducer
type is what sensor equipment is used in the recording. Physical dimension describes the
dimension of measurement, in this example we used MilliVolt (mV)(Medical Dictionary
2017) as a measuring unit for all the respiration signals, and percentage is the measuring
unit for oxygen saturation.

In EDF, all the ASCII strings are left-oriented, and padded with spaces. Midnight time
is 00:00:00. It is recommended that the size of each record is smaller than 61440 bytes,
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Attribute Content

Version of this data format 0
Local patient identi�cation a01r M 28.06.63 John_Doe
Local recording identi�cation riks_0123
Startdate of recording (dd.mm.yy) 13.10.92
Starttime of recording (hh.mm.ss) 02.20.00
number of bytes in header record 1280
reserved
number of data records 2957
duration of a data record, in seconds 10
number of signals (ns) in data record 4

Table 4.2: EDF header, upper block example

and to use whole numbers representing seconds for the duration of the records. If a
data record duration exceeds the size limit of 61440, it is recommended to use a smaller
duration than 1, for instance 0.5. There are four extreme values that specify the o�set of
and ampli�cation of the signals. The digital minimum and maximum specify the extreme
values for each of the signals. The physical minimum and maximum should correspond
to the digital minimum and maximum, and also specify the physical extremas for each
of the signals. As the physical extremas are expressed by the physical dimension, these
two attributes should also correspond.

Both the upper and the lower block of the header has a �eld called reserved. These �elds
are more interesting for EDF+, as this is where the main di�erence in EDF and EDF+
lays. In EDF+, the reserved �eld in the upper block starts with the string 'EDF+', to
identify it as an EDF+ �le. If the recording is contiguous, meaning uninterrupted, the
string is followed by a 'C'. Having a contiguous �le, means it is compatible with EDF
and the start time of a record always coincide with the end of the previous record. If the
recording is interrupted, it must start with 'EDF+D'. Both contiguous and interrupted
recordings must have information about the time in each data record. Even though
interrupted recordings are incompatible with EDF, it has been decided to keep the version
number '0', so that all recordings may be read by old EDF readers. To clarify, the Tables
4.2 and 4.3 is in the EDF format, and Figure ?? illustrates an EDF+ �le.

Additional speci�cations for the header records mostly concern the use of text, a list
of the speci�cations from the EDF speci�cations website (Alvarez-Estevez 2003) is as
follows:

1. In the header, use only printable US-ASCII characters with byte values 32..126.

2. The 'startdate' and 'starttime' �elds in the header should contain only characters
0-9, and the period (.) as a separator, for example "02.08.51". In the 'startdate',
use 1985 as a clipping date in order to avoid the Y2K problem. So, the years 1985-
1999 must be represented by yy=85-99 and the years 2000-2084 by yy=00-84. After
2084, yy must be 'yy' and only item 4 of this paragraph de�nes the date.

3. The 'local patient identi�cation' �eld must start with the sub�elds (sub�elds do

29



Header Lower Block

Attribute Signal Value

Label

Nasal respiration Resp nasal
Abdominal respiration Resp abdominal
Respiration from chest Resp chest
Oxygen saturation SaO2

Transducer
type

Resp nasal Thermistor
Resp abdominal RIP
Resp chest RIP
SaO2 Pulse oximetry

Physical
dimension

Resp nasal mV
Resp abdominal mV
Resp chest mV
SaO2 mV

Physical
minimum

Resp nasal -1.6384
Resp abdominal -1.6384
Resp chest -1.6384
SaO2 -32768

Physical
maximum

Resp nasal 1.63835
Resp abdominal 1.63835
Resp chest 1.63835
SaO2 32767

Digital
minimum

Resp nasal -32768
Resp abdominal -32768
Resp chest -32768
SaO2 -32768

Digital
maximum

Resp nasal 32767
Resp abdominal 32767
Resp chest 32767
SaO2 32767

Pre�ltering

Resp nasal pre�ltering not recorded
Resp abdominal pre�ltering not recorded
Resp chest pre�ltering not recorded
SaO2 pre�ltering not recorded

Nr of samples in each
data record

Resp nasal 1000
Resp abdominal 1000
Resp chest 1000
SaO2 1000

Reserved

Resp nasal
Resp abdominal
Resp chest
SaO2

Table 4.3: EDF header, lower block example
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not contain, but are separated by, spaces):

• the code by which the patient is known in the hospital administration.

• sex (English, so F or M).

• birthdate in dd-MMM-yyyy format using the English 3-character abbrevia-
tions of the month in capitals. 02-AUG-1951 is OK, while 2-AUG-1951 is
not.

• the patient's name.

Any space inside the hospital code or the name of the patient must be replaced by
a di�erent character, for instance an underscore. For instance, the 'local patient
identi�cation' �eld could start with: MCH-0234567 F 02-MAY-1951 Haagse_Harry.
Sub�elds whose contents are unknown, not applicable or must be made anonymous
are replaced by a single character 'X'. Additional sub�elds may follow the ones
described here.

4. The 'local recording identi�cation' �eld must start with the sub�elds (sub�elds do
not contain, but are separated by, spaces):

• The text 'Startdate'.

• The startdate itself in dd-MMM-yyyy format using the English 3-character
abbreviations of the month in capitals.

• The hospital administration code of the investigation, i.e. EEG number or
PSG number.

• A code specifying the responsible investigator or technician.

• A code specifying the used equipment.

Any space inside any of these codes must be replaced by a di�erent character,
for instance an underscore. The 'local recording identi�cation' �eld could contain:
Startdate 02-MAR-2002 PSG-1234/2002 NN Telemetry03. Sub�elds whose con-
tents are unknown, not applicable or must be made anonymous are replaced by a
single character 'X'. So, if everything is unknown then the 'local recording identi�-
cation' �eld would start with: Startdate X X X X. Additional sub�elds may follow
the ones described here.

5. 'Digital maximum' must be larger than 'Digital minimum'. In case of a negative
ampli�er gain the corresponding 'Physical maximum' is smaller than the 'Physical
minimum'. Check item 9 on how to apply the 'negativity upward' rule in Clinical
Neurophysiology to the physical ordinary signal. 'Physical maximum' must di�er
from 'Physical minimum'. In case of uncalibrated signals, physical dimension is left
empty (that is 8 spaces), while 'Physical maximum' and 'Physical minimum' must
still contain di�erent values (this is to avoid 'division by 0' errors by some viewers).

6. Never use any digit grouping symbol in numbers. Never use a comma "," for a for
a decimal separator. When a decimal separator is required, use a dot (".").
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7. The ordinary signal samples (2-byte two's complement integers) must be stored in
'little-endian' format, that is the least signi�cant byte �rst. This is the default
format in PC applications.

8. The 'starttime' should be local time at the patients location when the recording
was started.

9. Use the standard texts and polarity rules at http://www.edfplus.info/specs/edftexts.html.
These standard texts may in the future be extended with further texts, a.o. for Sleep
scorings, ENG and various evoked potentials.

10. The 'number of data records' can only be -1 during recording. As soon as the �le
is closed, the correct number is known and must be entered.

11. If �lters (such as HighPass, LowPass or Notch) were applied to the ordinary signals
then, preferably automatically, specify them like "HP:0.1Hz LP:75Hz N:50Hz" in
the "pre�ltering" �eld of the header. If the �le contains an analysis result, the
pre�ltering �eld should mention the relevant analysis parameters.

12. The "transducertype" �eld should specify the applied sensor, such as "AgAgCl
electrode" or "thermistor".

4.1.2 Data Record

The data records follow after the header record. The data record has several record blocks
within. These records are epochs of a recording in consecutive order. Each record has
the same amount of seconds as the duration of a data record attribute from the header,
and contains ns signals.

The number of records is speci�ed in the header record, in the eighth attribute, number of
data records. As mentioned, one record has ns signals. Each signal has a certain amount
of samples per record, which is speci�ed in the header's lower block's attribute nr of
samples in each data record. See the second bottom line in Table 4.3 for an example.
Each sample contains the value from a record, and is represented as a 2-byte integer in
2's complement format. Table 4.4 illustrate the structure of the data record. Each line
in the table represents all the subsequent sample values for one signal, in one record.

In EDF+, the data record may contain annotations and events as well as the signal data.
This means that EDF+ has all information about a recording in one single �le, instead of
having several �les for di�erent signals, as well as having �les for annotations and events.
EDF+ also supports having annotations and events in a single �le, without any signals.
Several non-contiguous recordings may also be stored in an EDF �le, and this is the only
feature that is incompatible with EDF.

If it is a contiguous recording, the samples must have equal time intervals. It is also
required to have the same amount of samples in each record, and the sample intervals
must be equal in all records in one �le. In addition, the samples are sorted chronologically
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Data Record 1

nr of samples[1] * 2-byte integers
nr of samples[2] * 2-byte integers
nr of samples[3] * 2-byte integers
...
nr of samples[ns] * 2-byte integers

Data Record 2

nr of samples[1] * 2-byte integers
nr of samples[2] * 2-byte integers
nr of samples[3] * 2-byte integers
...
nr of samples[ns] * 2-byte integers
...

Data Record [nr of data records]

nr of samples[1] * 2-byte integers
nr of samples[2] * 2-byte integers
nr of samples[3] * 2-byte integers
...
nr of samples[ns] * 2-byte integers

Table 4.4: Example of the data record structure

in the �les, which implies that the records are chronologically sorted as well. Signals with
equal time intervals, being 2-byte samples and having subsequent samples, are referred
to as ordinary signals.

If the EDF+ �le does not contain any ordinary signals, there are some special cases which
will be explained in Section 4.1.3. If it does not make sense to specify the duration of a
record, the �eld duration of a data record should be set to 0.

4.1.3 Annotations

As mentioned, annotations are supported in EDF+, and it is actually a requirement
to store at least one annotation in EDF+. Annotations are used for storing time, text,
events, or stimuli. The annotations are added to the data record as a signal, and is treated
as a signal. They are specially coded to be stored together with the signals. There are
four di�erent types of annotations that may be written to an EDF+ �le, the ordinary
'EDF Annotations' signal, Time-stamped Annotations Lists (TALs) within the 'EDF
Annotations' signal, annotations in a TAL, and time keeping of data records. EDF+
�les must contain at least one 'EDF Annotations' signal in order to specify the starttime
of the record.

To be processed as annotations, not as ordinary signals, the annotations must have the
label name EDF Annotations. Therefore, ordinary signals are not allowed to have the
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label name 'EDF Annotations'. Annotations may occur in arbitrary points of time. As
for ordinary signals, the nr of samples in each data record �eld tells how many 2-byte
integers each record must have storage space for. However, there is a big di�erence in
the use of the �eld from signals to annotations, as for ordinary signals, the �eld is used
for specifying how many signals and how much space is required in each record, it is only
for specifying the amount of space the annotations need in each record. The annotations
use more space than ordinary signals, and another di�erence is that the annotations are
represented by characters. The characters are represented by its byte value, and are
stored byte-by-byte.

The �elds 'label' and 'nr of samples in ech data record' are the only �elds of any meaning
for annotations. Therefore, the �eld digital maximum is -32768, and digital minimum is
32767. The �elds physical maximum and physical minimum can contain any value, but
they must di�er from each other. Other �elds are �lled with spaces.

Time-stamped Annotations List, referred to as TALs, are types of the 'EDF Annotations'
signal. TALs are used for storing text, time, events and stimuli, as well as annotations.
The TALs embed several pieces of information, and use the single bytes 20 and 21 to
di�er between them. These bytes are unprintable ASCII characters, while all text in a
TAL are represented by the US-ASCII byte values of a character. Each TAL starts with
a time stamp referred to as an Onset, followed by a 21-byte. Onset must start with '+'
or '-', and specify the amount of seconds the annotation follows or precedes the starttime
in the upper block of the header record. Duration comes right after the onset, followed
by a 20-byte. The duration may not contain either '+' or '-', and tells the duration of
the current annotation in seconds. The duration may be skipped, but then the 21-byte
must be skipped as well.

The time stamp is followed by a list of annotations, all sharing that exact time stamp.
The annotations may not contain any 20-bytes, as it separates the annotations. In other
words, each annotation ends with a 20-byte. The last annotation is the end of the TAL,
and after its' 20-byte a 0-byte must follow to tell that this TAL is �nished. In each
record, subsequent TALs in the same record must follow right after each other. TALs
may not over�ow in such a way that it is written into another record, as the �rst byte
of the 'EDF Annotations' signal in each record must start with the �rst TAL. Unused
allocated space must be padded with 0-bytes. Figure 4.1 shows an illustration of a TAL
with two annotations.

Onset 21 Duration 20 Annotation1 20 Annotation2 20 0

Figure 4.1: TAL containing two annotations

The annotations in a TAL may only contain UCS characters encoded by UTF-8, as
the encoding is supported by most operating system, compilers and applications. More
speci�c, ISO 10646, which on the EDF website is referred to as the 'Universal Character
Set' (Alvarez-Estevez 2003). The �rst 127 UCS characters are the same as, and are
encoded in the same single byte values, as the characters in US-ASCII. The US-ASCII
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byte value representations for TAB(9), LF(10) and CR(13) are used to enable use of
multi-line texts in the annotations. For special cases, the EDF+ protocol must explicitly
describe the usage. For instance, the US-ASCII characters represented by byte values
0-31 must be explicitly described.

Time keeping of data records is especially for EDF �les containing non-contiguous record-
ings. In contiguous recordings, each record has the same duration, making the start time
easy to calculate. The time for each recording is kept by having a TAL without any
annotations, but containing the time stamp. The TAL must be in the �rst byte of the
'EDF Annotations' signal in each record. For instance in a recording, the �rst TAL starts
at the start time of the recording, so the TAL is '+0 20 20 ', and the following record
starts 624 seconds after the start time, then its TAL is '+624 20 20 '. The start time
is speci�ed in the upper block of the header, and the �rst record start at the start time.
The �rst TAL in this record always starts at '+0.X', where X represents the fraction of
a second when the record starts after the start time. When the record contains ordinary
signals, the time of the signals must correspond to the time stamp of the TAL. If there
are no ordinary signals, then an annotation must follow the time stamp, telling what
event is starting at this time in the recording.

4.1.4 Labels for Sleep Apnea Detection

When EDF+ was published, many labels were standardized to make it possible for more
automation in processing of EDF+. This section is based on, and more information about
label naming may be found on the EDF web site (Alvarez-Estevez 2017b).

The label structure starts with the type of signal, followed by a space, which is then
followed by the speci�cation of the signal. For instance, the signal type of respiration
signals is 'Resp', while the speci�cation is what kind of respiration is it, such as nasal,
abdominal, or from the chest. These types of respiration are also standardized as nasal,
abdomen, and chest. Table 4.5 present the label names for the non-invasive signals we
use for sleep apnea detection in this thesis, and their corresponding physical dimension.

Signal EDF Label Names Physical Dimension

Nasal respiration Resp nasal
Abdominal respiration Resp abdomen
Respiration from chest Resp chest
Oxygen saturation SaO2 �nger %
Annotations EDF Annotations [Filled with spaces]

Table 4.5: Label names for EDF

The respiration signals should clearly specify which transducer type they use. For in-
stance, the transducer type of nasal respiration might be either a pressure, thermistor
or thermocouple recording. As mentioned in Section 4.1.3, the annotation label name is
required to be 'EDF Annotations'.

Annotation names have also been standardized for polysomnography scoring, amongst
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them there are apnea, hypopnea, and hypoventilation. These annotations are highly rel-
evant for sleep apnea detection, and is presented in Table 4.6. CS breathing is short for
Cheyne Stokes breathing.

annotations

apnea obstructive apnea central apnea mixed apnea
hypopnea obstructive hypopnea central hypopnea
hypoventilation periodic breathing cs breathing rera

Table 4.6: names for annotations

4.2 WFDB Software Package

WFDB is short for WaveForm DataBase, and contains software for e�ective processing
of datasets in the PhysioNet database (Goldberger et al. 2000). The WFDB software
package has been frequently updated over the last twenty years, and may be used an all
platforms, including GNU/Linux, macOS, MS-Windows, and all versions of Unix. This
section is based on the WFDB Software Package web site(PhysioNet 2017f).

The main components of the WFDB Software Package is the WFDB Library, an API for
access to PhysioBank, WFDB applications for signal processing and the WAVE software
for viewing and analysis of waveform data. The package also includes a comprehensive
collection of documentation, including a programmer's guide, an applications guide and
a WAVE User's Guide (PhysioNet 2016). WFDB also provides a toolbox for MATLAB,
with access to more than twenty of the applications from the WFDB Software Package.

The WFDB Library is the interesting component of the software package for this thesis.
The WFDB Library is open source, and it has a set of approximately 75 functions for
processing of signals, and automated analysis of the �le formats used in the Physionet
Databases. These functions are explained, most of them with code examples, in the
Programmer's Guide. The library supports reading, writing, and converting from and
to EDF. However, the software does not support processing of EDF+ �les containing
annotations.

4.2.1 mit2edf

For this thesis, the most interesting function is called mit2edf. It is a function converting
�les from WFDB-compatible �les, as used in PhysioNet, to EDF (PhysioNet 2015). As
other WFDB functions, it does not support EDF+ containing annotations. However, it
is compatible with EDF+ �les without annotations.

The record to be converted is the input record, and it is speci�ed as a parameter to the
function by using the option '-r' followed by the pre�x of the record. The pre�x points
to the header �le containing information about all the �les related to the recording. The
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default output �le name is the pre�x of the input record, but it is possible to change the
output �le name by adding a string after the option '-o'. The usage of the function is as
follows, 'mit2edf -r [record prefix] -o record.edf'.

Disadvantages of the function is that the WFDB software package does not include trans-
ducer types or pre�ltering speci�cations, so these do not contain any value after a con-
version as required for EDF+. In version 10.4.5 and later, the signal �le readers added
support for reading of EDF �les, and there was less use for the converter, which may be
the reason why the converter has seen less interest.
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1. Header Upper Block
Attribute Content
Version of this data format 0
Local patient identi�cation a01r M 28.06.63

John_Doe
Local recording identi�cation riks_0123
Startdate of recording (dd.mm.yy) 13.10.92
Starttime of recording (hh.mm.ss) 02.20.00
number of bytes in header record 1536
reserved
number of data records 2957
duration of a data record, in seconds 10
number of signals (ns) in data record 5

3. Data Record
Data Record 1
nr of samples[1] * 2-byte integers
nr of samples[2] * 2-byte integers
...
nr of samples[ns] * 2-byte integers
EDF Annotations
Data Record 2
nr of samples[1] * 2-byte integers
nr of samples[2] * 2-byte integers
...
nr of samples[ns] * 2-byte integers
EDF Annotations
...
Data Record [nr of data records]
nr of samples[1] * 2-byte integers
nr of samples[2] * 2-byte integers
...
nr of samples[ns] * 2-byte integers
EDF Annotations

2. Header Lower Block
Attribute Signal Value

Label

Nasal respiration Resp nasal
Abdominal respiration Resp abdominal
Respiration from chest Resp chest
Oxygen saturation SaO2
Annotations EDF Annotations

Transducer
type

Resp nasal Thermistor
Resp abdominal RIP
Resp chest RIP
SaO2 Pulse oximetry
EDF Annotations

Physical
dimen-
sion

Resp nasal mV
Resp abdominal mV
Resp chest mV
SaO2 %
EDF Annotations

Physical
minimum

Resp nasal -1.6384
Resp abdominal -1.6384
Resp chest -1.6384
SaO2 -32768
EDF Annotations -32768

Physical
maximum

Resp nasal 1.63835
Resp abdominal 1.63835
Resp chest 1.63835
SaO2 32767
EDF Annotations 32767

Digital
minimum

Resp nasal -32768
Resp abdominal -32768
Resp chest -32768
SaO2 -32768
EDF Annotations -1

Digital
maximum

Resp nasal 32767
Resp abdominal 32767
Resp chest 32767
SaO2 32767
EDF Annotations 1

Pre�ltering

Resp nasal pre�ltering not recorded
Resp abdominal pre�ltering not recorded
Resp chest pre�ltering not recorded
SaO2 pre�ltering not recorded
EDF Annotations pre�ltering not recorded

Nr of
samples
in each
data
record

Resp nasal 1000
Resp abdominal 1000
Resp chest 1000
SaO2 1000
EDF Annotations 10

Reserved

Resp nasal
Resp abdominal
Resp chest
SaO2
EDF Annotations

Table 4.7: Structure of an example EDF+ �le. The header upper block (1) precedes the
header lower block (2), which in turn precedes the data records (3).
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Chapter 5

Missing Data

In this chapter, we introduce the missing data problem, which is a common problem and
one of many factors comprising data quality. Data quality of a dataset depends on the
intended use of the data, meaning a dataset may be of good quality for one use case, but
not for another (Han, Pei, and Kamber 2011).

Missing data or missing values are values containing false data, or no value at all(Missing
data 2017). A value in an object might be missing, or even the whole object. Sometimes,
whole records are missing from a dataset. Having values that are missing in a dataset
may a�ect the quality of the data, and therefore a�ect information to be gathered from
the dataset.

Missing data is a common problem within industrial and medical databases (Lakshmi-
narayan et al. 1996), and is according to (Pottho� et al. 2006) "a source of serious
problems in statistical analyses of clinical trials and of other medical studies". It is not
uncommon to �nd datasets containing up to 50% missing values (Farhangfar, Kurgan,
and Dy 2008). Common ways to handle missing data is to ignore them, or remove the
cases containing missing values, commonly known as case deletion. However, in some
cases, inferring the values with an imputation method is necessary (Han, Pei, and Kam-
ber 2011).

For data mining methods, datasets with missing data may, depending on the type of miss-
ing values, give false or insu�cient results. In this project, the goal is to use imputation
methods to replace missing values to improve classi�cation results.

Finding the right approach to handle the missing data depends on the application domain
and the data itself. Therefore, understanding the data and its type is important when
handling missing data. The values might be missing because of random errors with
equipment or calculation, attrition due to social or natural processes as for instance death,
or respondent refusal, such as a person not answering certain questions in a survey. Some
data might even be intentionally missing (Humphries 2013).

There is especially one big challenge within missing data imputation, which is understand-
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ing the data to �nd the appropriate methods for inferring missing values. Imputation
methods should both �nd the value closest to the true value and maintain the data struc-
ture (Beretta and Santaniello 2016). Using the wrong methods may change the structure
of the data and lead to false information. Another challenge is the complexity of the
imputation methods, as some imputation methods are time consuming. When using
imputation in real time, the best solution might be to ignore the missing values(Han,
Pei, and Kamber 2011), using simple imputation methods, or using data mining methods
handling the missing values internally.

The remainder of this Chapter is organized as follows: Section 5.1 explains the three
types of missing data to be found in datasets for better understanding of the data, while
Section 5.2 presents di�erent strategies for handling the missing values. Section 5.3
describe imputation methods for replacing missing data values used in related work.

5.1 Types of Missing Data

Handling missing data in a good way requires knowledge about the relations between the
variables within an object, and the reason for the data to be missing. This section is
mostly based on (Farhangfar, Kurgan, and Dy 2008) and (Pottho� et al. 2006). There
are three types of missing data, they are described as follows:

Missing completely at random (MCAR): Values are missing completely at random
when the missing value does not depend on any observed data or the missing data. As the
name itself describes, how the data is missing is completely random. An example is having
a student missing his �nal grade, and the grade does not depend on other students' �nal
grade, or the status of the student being either graduate or undergraduate. In reality,
this type of missing data is rare in datasets, and it is usually still representative of the
population.

Missing at random (MAR): Values that are missing at random depend on observed
data, and not on the missing data. Meaning that the information to infer the missing
value may be gathered from the observed value. Therefore, values missing at random may
be predicted with the observed data. An example is a student missing his �nal mark,
which depends on his status of being either undergraduate or graduate and not on his
�nal grade.

Not missing at random (MNAR): When data is not missing at random, the missing
value depends on the missing data. As an example, a �nal grade is missing for a student
and it depends on the �nal grade, then the grade can be replaced by using a complete
data from other students.

Most of the simple imputation methods require data to be MCAR, which implies MAR
(Lecture 20 2017), and most imputation methods assume data are MAR(Pottho� et
al. 2006). However, our data is often NMAR, but some MAR analysis methods using
NMAR are still pretty good and Maximum Likelihood and Multiple Imputation methods
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assuming MAR are often unbiased even with NMAR data(Humphries 2013). Many so-
phisticated methods, such as multiple imputation methods based on ignorable response,
and others based on maximum-likelihood estimation, are not valid if the data is not MAR.
It is important to note that columns or variables of complete data may be used without
problems, even if other variables contain missing data. According to Farhangfar, Kurgan,
and Dy 2008, most imputation methods assume MCAR. Also, the distribution of missing
data and complete data is assumed to be the same for MCAR, but not for MAR, making
it possible to predict MAR data by using complete data.

There is no direct way to check whether data is MAR or not, but a test for data MCAR
has been developed (Pottho� et al. 2006). (R. J. Little 1988) developed a test for data
MCAR continuous values, and Little and Chen (Chen and R. Little 1999) have done
further research for testing MCAR data. Other developers created tests for categorical
values as well.

MCAR is used by most related work, according to (Farhangfar, Kurgan, and Dy 2008).
As for MAR and MNAR, one requires deeper knowledge about the relations of the data
to create such a dataset containing missing data. In (Missing data 2017), it is said that
in reality MCAR is not common, even though it is most used among related work. We
decide to use MCARn this thesis, as it is the most researched and the most used in related
work. It is also an easier task to generate MCAR data.

5.2 Handling Missing Data

There are several ways to handle missing data in datasets. In this section we present an
overview of possible procedures for handling missing data to give a better understanding
of existing and common methods, including the approach we take in this thesis, using
imputation methods. This section is based on (Han, Pei, and Kamber 2011).

1. Ignore the tuples. This method is commonly known as case deletion or listwise
deletion, and is ine�ective if the tuple does not contain several missing values, since
the whole tuple is ignored. Useful and maybe critical information may be lost due
to case deletion.

2. Fill the value manually. This is a time consuming task, and may not be feasible
with large datasets.

3. Use a global constant to �ll the missing value. This is a simple method where a
global constant may have any label as for instance �unknown� or an integer value
not used by the set. These constants may disturb data mining methods as they
may be considered interesting since many values may share the constant.

4. Use a measure of central tendency for the attribute to �ll the missing value, such
as mean, median and mode. Measures for central tendencies indicate the �middle�
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value of distributions of a dataset. Having symmetric data distribution, a calcu-
lation of the mean value may be used, while skewed data distributions should use
median.

5. Use the attribute mean or median for all samples belonging to the given tuple. This
is almost the same as the above, only separating the classes in classi�cation and
calculate the mean or median values for those classes. For example in sleep apnea
detection we have two classes, normal breathing and apnea. The class to fetch the
mean or median value from, is the same class as the tuple having a missing value.

6. Use the most probable value to �ll in the missing value. Imputation methods such
as regression methods, some multiple imputation methods, and other Maximum
Likelihood methods predict the inferred value to �ll in a missing value. These
methods build models with the existing data, which is used for inferring missing
values.

All procedures except 1 and 2 in this list may bias the data, since the inferred value may
be wrong. The �rst procedure, case deletion, is one of the most commonly used methods
for handling missing data, but removes possibly valuable data and should therefore be
avoided. Missing valuable data may a�ect the classi�cation results negatively, as it may
a�ect a methods ability to learn from the data. Next three procedures, 3 to 5, are simple
and time-e�ective methods, but have a bigger chance of biasing the data than more
complex imputation methods as mentioned in Procedure 6. Procedure 6 is a popular
approach, and the one using the most information to create an inferred value, by using
other attributes as well to predict the missing values. The data may be biased when
using imputation methods, but it depends on the applied algorithm. When the data is
biased, the data structure is not maintained. Maintaining the data structure of a dataset
is the main goal when imputing datasets.

We examine Procedures 4 to 6 in this thesis, and compare these procedures to the results
of an implementation of Procedure 3, where all missing values have been replaced by
zeros. Procedures 4 to 6 will be explained in details in the next section.

5.3 Imputation Methods

As we have presented several approaches for handling missing data, we go further into
details to the appraoch of using imputation methods to �nd the most probable value to
�ll the missing value. There are several types of missing data imputation methods. In
this section we describe the methods most commonly used by related work. We describe a
wide range of method types, such as statistical methods, regression methods, and model-
based methods, such as Maximum Likelihood and Multiple imputation methods.

It is important to note that a good imputation method maintains the data structure of
a dataset. The aim of an imputation method is to replace the missing values with the
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value most similar to its actual value. The actual value is the value it had before it was
missing, or the value it would have in reality if it was not missing.

Four of the methods are the statistical methods, mean, median, mode and Hot-Deck. We
both describe the idea of regression as well as going into depths of the speci�c regres-
sion method Multiple Linear Regression method. Lastly, we describe the two Maximum
Likelihood methods, K-Nearest Neighbor and Self-Organising Maps.

5.3.1 Mean, median and mode

In this section, we present three approaches for calculating the central tendency of a
dataset, and describe how these approaches may be applied as imputation methods.
We base this section on (Han, Pei, and Kamber 2011). Mean, median, and mode are
statistical imputation methods, and as mentioned in Section 5.2, they are methods of
indicating central tendency. The basic idea is to �nd the �middle� value or were most of
the values fall. All of these methods run their analyses as if the data was complete, by
ignoring the missing values.

Mean is a simple and useful way to calculate the central tendency of a dataset to describe
it. Finding the mean of a set of numbers is the same as �nding the average of that set.
We focus on the arithmetic mean which is calculated as illustrated in Equation 5.1, where
N is the number of observations and x is the observations. The equation shows that the
mean of a dataset is the sum of all observations, divided by the number of observations.

x =

N∑
i=1

xi

N
=
x1 + x2 + · · ·+ xN

N
(5.1)

Challenges with mean is its sensitivity to the extreme values, such as for instance out-
liers. Even having a small amount of extreme values may corrupt the mean calculation.
Avoiding this challenge may be done by using a trimmed mean, which removes high and
low extremes corrupting the mean. However, one should avoid trimming too much as
this results in loss of information. If the data is skewed or asymmetric, median should be
used instead of mean.

Median does not only apply to numerical values, but also ordinal values, as it is the
middle value in a set of values in increasing order. If there is an odd number of values,
the median value is unique and is the very middle value, the one that separates the top
half from the bottom half. If the median is not unique, the median is the two values in
the middle, or any value between those two. It is common to use the average of those two
values if numerical values are used. A challenge with median is the computational cost
when having a large amount of observations. For numerical values, this may be solved
by approximating the value. In approximation, observations are grouped into intervals
and each interval is known. For instance, groups of age with an interval of ten years,
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Figure 5.1: Mean, median and mode of symmetric and asymmetric data. Illustration
collected from (Han, Pei, and Kamber 2011).

such as 1-10, 11-20, 21-30, and so on. People are grouped according to their age. The
median interval is the interval with the median frequency. The formula for median with
approximation is illustrated in Equation 5.2. Here, L1 represents lower bound of the
median interval, N is the number of values in the dataset, (

∑
freq)1 is the sum of all the

interval frequencies that are lower than the median interval, the frequency of the median
interval is freqmedian, and the width of the median interval is width.

median = L1 +

(
N/2− (

∑
freq)1

freqmedian

)
width (5.2)

Mode is the most frequent value in a dataset, and supports both categorical values and
numerical values. Several values may share being the most frequent ones, which result
in several modes. There is no mode in the dataset if all the values only appear once.
A dataset having one mode is called unimodal, while datasets containing two or more
modes are called multimodal. Categorical input data can not use mean or median, as
they require numerical values. Mode supports both numerical and categorical values,
hence the only of the three mentioned statistical imputation methods that may be used
for categorical input data.

An illustration of mean, median and mode on symmetric and asymmetric data is shown in
Figure 5.1, illustrating that they have the same center value for all three calculations on
symmetric data. Positively skewed data have median in the middle, having mode on the
right side with a higher value, and mean on the left side with a lower value. Negatively
skewed data is the opposite of positively skewed data.

As mentioned in Section 5.2, separating classes is a possible way of handling missing
data when using central tendency methods. Separation of classes is only possible if the
attribute class is known. The calculation for all methods is the same as described above.
Only the dataset is di�erent, as the whole set is separated into groups corresponding to
the attribute classes. The central tendency is calculated for each of the groups, or classes.
For this approach to work, attributes with missing values must �nd their belonging class.
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Having the class, we know which group to fetch the central tendency from.

Maintaining the data structure of the input dataset is a challenge with these imputation
methods, as they only have one or two replacement values for each attribute in a dataset.
Replacing missing values in such a way, may generalize all the data in the dataset. Tables
8.9 - 8.12 presents example excerpts from a dataset to illustrate how the methods replace
missing values. In Table 8.9, we present the complete dataset, in order to compare the
actual values to the imputed values. Table 8.10 show the placement of the missing values,
which have been replaced in Table 8.11 using mean imputation, and replaced in Table
8.12 using the mean imputation method which separates between classes.

In Table 8.11, each attribute has one replacement value, and all missing values are re-
placed by that exact value. Table 8.12 has similar traits, but there are two replacement
values for each attribute, one for each class. Lines 1-15 are all objects of normal breath-
ing, while the rest are objects of disrupted breathing. When comparing the complete data
in Table 8.9 to the imputed values, we see that both tables change the data structure.
Instead of �nding the most similar value to the actual value, the same replacement value
is used several times. A lot of values in each attribute end up with the same number,
making many objects similar to each other. The more missing data, the more similar the
objects in the dataset are, and the more the data structure is changed.

1 -0.036516 -0.027926 -0.013734 -0.005549 -0.025064 -0.032821 -0.045577 -0.031847
2 -0.012581 -0.013181 -0.001612 0.005353 0.005227 0.010767 0.008121 -0.011966
3 -0.049253 -0.037299 -0.023200 -0.028775 -0.042614 -0.046638 -0.042257 -0.037891
4 0.015514 0.166514 0.151678 0.095392 0.053142 0.023670 0.036420 0.039815
5 -0.078451 -0.060995 -0.066274 -0.045808 -0.066664 -0.070941 -0.047221 -0.052328
6 -0.024967 -0.020520 -0.028581 -0.023162 -0.037832 -0.041289 -0.014123 -0.021600
7 -0.037214 -0.041815 -0.058901 -0.055765 -0.066470 -0.080723 -0.075725 -0.073021
8 -0.001741 -0.021728 -0.072553 -0.019129 -0.036959 -0.065420 -0.084322 -0.057670
9 0.122428 0.073616 0.021919 0.096854 0.179175 0.238989 0.281872 0.203038
10 -0.045317 -0.050643 -0.040116 -0.021545 -0.039179 -0.063146 -0.070177 -0.071304
11 -0.030917 -0.036964 -0.033506 -0.033896 -0.051528 -0.040812 -0.042969 -0.044518
12 -0.048834 -0.038190 -0.014047 -0.011582 -0.036468 -0.025344 -0.026994 -0.045145
13 -0.026435 -0.003363 -0.023279 -0.034702 -0.023085 -0.004740 0.013887 -0.018005
14 -0.024155 -0.007595 0.063863 0.044022 -0.017441 -0.033717 0.035723 0.043235
15 0.021125 -0.059653 0.023036 0.055547 0.000940 -0.052254 0.018422 -0.004615
16 -0.089479 -0.038908 -0.061796 -0.083275 0.003093 0.090791 0.061204 -0.085875
17 0.056860 -0.037621 0.034055 0.043593 -0.045210 -0.021320 -0.000428 -0.065590
18 -0.046913 -0.032974 -0.078995 -0.111108 -0.017804 0.103228 0.240906 0.268835
19 0.017036 -0.129502 -0.037530 0.106608 0.180767 0.033078 -0.016758 0.077710
20 -0.080157 -0.011580 0.001133 -0.041902 -0.038591 -0.007921 -0.039238 -0.090702

Table 5.1: Example excerpt from a complete dataset.

Advantages and disadvantages of using mean, mode, or median:

• An advantage is the low computational cost, which is good for on-line analysis.
Median might be computational expensive on a large dataset, but have methods
for handling that.
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1 NaN -0.031461 NaN NaN -0.026008 NaN NaN -0.033747
2 NaN NaN -0.001682 0.005751 0.005424 NaN NaN -0.012680
3 NaN NaN -0.024208 NaN -0.044218 NaN NaN NaN
4 0.015514 NaN NaN NaN 0.055142 NaN NaN 0.042191
5 NaN NaN NaN NaN -0.069173 NaN -0.047449 -0.055451
6 -0.024967 NaN NaN -0.024884 -0.039256 NaN NaN -0.022888
7 -0.037214 NaN NaN -0.059913 NaN NaN NaN -0.077379
8 NaN NaN NaN -0.020552 NaN NaN NaN NaN
9 0.122428 0.082935 NaN NaN NaN 0.246960 NaN 0.215153
10 -0.045317 -0.057054 -0.041860 -0.023148 -0.040654 -0.065252 -0.070515 -0.075559
11 -0.030917 -0.041643 NaN -0.036417 NaN NaN NaN -0.047174
12 NaN -0.043025 -0.014658 NaN NaN NaN NaN -0.047839
13 -0.026435 NaN -0.024290 NaN -0.023954 NaN 0.013954 NaN
14 -0.024155 -0.008556 0.066638 NaN NaN NaN 0.035895 0.045815
15 NaN -0.067205 0.024037 NaN NaN -0.053997 NaN -0.004890
16 NaN NaN NaN -0.089469 0.003210 0.093819 NaN NaN
17 0.056860 NaN NaN 0.046835 -0.046912 -0.022031 NaN -0.069504
18 NaN NaN NaN NaN NaN NaN 0.242066 NaN
19 NaN NaN -0.039161 NaN 0.187572 NaN -0.016838 NaN
20 -0.080157 -0.013046 NaN -0.045019 NaN NaN -0.039427 NaN

Table 5.2: Example excerpt from a database with 50% missing data.

• Easy to implement.

• Mean and mode may use complete case analysis methods (Humphries 2013).

• Disadvantages are that it reduces variation of replacement values, and the relation-
ship between variables are ignored, resulting in weakened covariance and correlation
estimates in the data (Humphries 2013).

• Data structure is rarely maintained due to reduced variation in replacement values.
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1 -0.017881 -0.031461 -0.017983 -0.015570 -0.026008 -0.018523 -0.019589 -0.033747
2 -0.017881 -0.018402 -0.001682 0.005751 0.005424 -0.018523 -0.019589 -0.012680
3 -0.017881 -0.018402 -0.024208 -0.015570 -0.044218 -0.018523 -0.019589 -0.021252
4 0.015514 -0.018402 -0.017983 -0.015570 0.055142 -0.018523 -0.019589 0.042191
5 -0.017881 -0.018402 -0.017983 -0.015570 -0.069173 -0.018523 -0.047449 -0.055451
6 -0.024967 -0.018402 -0.017983 -0.024884 -0.039256 -0.018523 -0.019589 -0.022888
7 -0.037214 -0.018402 -0.017983 -0.059913 -0.017683 -0.018523 -0.019589 -0.077379
8 -0.017881 -0.018402 -0.017983 -0.020552 -0.017683 -0.018523 -0.019589 -0.021252
9 0.122428 0.082935 -0.017983 -0.015570 -0.017683 0.246960 -0.019589 0.215153
10 -0.045317 -0.057054 -0.041860 -0.023148 -0.040654 -0.065252 -0.070515 -0.075559
11 -0.030917 -0.041643 -0.017983 -0.036417 -0.017683 -0.018523 -0.019589 -0.047174
12 -0.017881 -0.043025 -0.014658 -0.015570 -0.017683 -0.018523 -0.019589 -0.047839
13 -0.026435 -0.018402 -0.024290 -0.015570 -0.023954 -0.018523 0.013954 -0.021252
14 -0.024155 -0.008556 0.066638 -0.015570 -0.017683 -0.018523 0.035895 0.045815
15 -0.017881 -0.067205 0.024037 -0.015570 -0.017683 -0.053997 -0.019589 -0.004890
16 -0.017881 -0.018402 -0.017983 -0.089469 0.003210 0.093819 -0.019589 -0.021252
17 0.056860 -0.018402 -0.017983 0.046835 -0.046912 -0.022031 -0.019589 -0.069504
18 -0.017881 -0.018402 -0.017983 -0.015570 -0.017683 -0.018523 0.242066 -0.021252
19 -0.017881 -0.018402 -0.039161 -0.015570 0.187572 -0.018523 -0.016838 -0.021252
20 -0.080157 -0.013046 -0.017983 -0.045019 -0.017683 -0.018523 -0.039427 -0.021252

Table 5.3: Example excerpt from a dataset which had 50% missing data and was imputed
by the simple mean imputation method.

1 -0.007163 -0.031461 -0.007204 -0.006237 -0.026008 -0.007420 -0.007847 -0.033747
2 -0.007163 -0.007372 -0.001682 0.005751 0.005424 -0.007420 -0.007847 -0.012680
3 -0.007163 -0.007372 -0.024208 -0.006237 -0.044218 -0.007420 -0.007847 -0.008514
4 0.015514 -0.007372 -0.007204 -0.006237 0.055142 -0.007420 -0.007847 0.042191
5 -0.007163 -0.007372 -0.007204 -0.006237 -0.069173 -0.007420 -0.047449 -0.055451
6 -0.024967 -0.007372 -0.007204 -0.024884 -0.039256 -0.007420 -0.007847 -0.022888
7 -0.037214 -0.007372 -0.007204 -0.059913 -0.007084 -0.007420 -0.007847 -0.077379
8 -0.007163 -0.007372 -0.007204 -0.020552 -0.007084 -0.007420 -0.007847 -0.008514
9 0.122428 0.082935 -0.007204 -0.006237 -0.007084 0.246960 -0.007847 0.215153
10 -0.045317 -0.057054 -0.041860 -0.023148 -0.040654 -0.065252 -0.070515 -0.075559
11 -0.030917 -0.041643 -0.007204 -0.036417 -0.007084 -0.007420 -0.007847 -0.047174
12 -0.007163 -0.043025 -0.014658 -0.006237 -0.007084 -0.007420 -0.007847 -0.047839
13 -0.026435 -0.007372 -0.024290 -0.006237 -0.023954 -0.007420 0.013954 -0.008514
14 -0.024155 -0.008556 0.066638 -0.029111 -0.033060 -0.034632 0.035895 0.045815
15 -0.033431 -0.067205 0.024037 -0.029111 -0.033060 -0.053997 -0.036625 -0.004890
16 -0.033431 -0.034405 -0.033622 -0.089469 0.003210 0.093819 -0.036625 -0.039734
17 0.056860 -0.034405 -0.033622 0.046835 -0.046912 -0.022031 -0.036625 -0.069504
18 -0.033431 -0.034405 -0.033622 -0.029111 -0.033060 -0.034632 0.242066 -0.039734
19 -0.033431 -0.034405 -0.039161 -0.029111 0.187572 -0.034632 -0.016838 -0.039734
20 -0.080157 -0.013046 -0.033622 -0.045019 -0.033060 -0.034632 -0.039427 -0.039734

Table 5.4: Example excerpt from a dataset which had 50% missing data and was imputed
by the mean imputation method separating the classes during imputation.

47



5.3.2 Hot-Deck

This section presents the statistical imputation method Hot-Deck. The term "hot deck"
comes from the time punch cards were used for data storage. It refers to the deck of
cards of information donors available for a recipient, and indicates that they are in the
same dataset (Imputation (statistics) 2017). A deck of cards being processed was called
"hot", while "cold deck" refers to using pre-processed data as donors, as for instance data
from another dataset. Hot-Deck is commonly used by government statistics agencies and
survey organizations, but is also used in epidemiologic and medical settings(Andridge
and R. J. Little 2010).

In Hot-Deck, missing values are �lled in by using the observed values, by �nding similar
complete cases from the same dataset. (Hernández-Pereira, Álvarez-Estévez, and Moret-
Bonillo 2015). As a describing example, a type of Hot-deck imputation called "last
observation carried forward" (LOCF) sorts the dataset according to one or more variables
within the set. The ordered dataset is traversed, and the replacement value for a missing
value is fetched from the closest complete attribute prior to the attribute with the missing
value(Imputation (statistics) 2017).

The classic Hot-Deck method was developed for item non-response in the Income Sup-
plement of the Current Population Survey. This method does not order the data, but
imputes the dataset in a pre-speci�ed order. The previous imputed values are used to �ll
in missing values occurring later in the order. The method also has a hot-deck for each
variable (Andridge and R. J. Little 2010). For instance, let's say we have a dataset with
six variables, abdominal respiration, chest respiration, nasal respiration and oxygen satu-
ration, as well as a variable saying whether it is apnea or normal breathing and a variable
saying whether it is apnea or hypopnea. For imputing the value of normal breathing/ap-
nea, we have four variables, abdominal respiration, chest respiration, nasal respiration
and oxygen saturation. Whether it is hypopnea or apnea may be imputed with three
variables, normal breathing/apnea, respiration from the chest and the abdomen.

Hot-deck may be used for both numerical and categorical input data, as it may use
several methods for measuring the similarity of the objects. A common method is the
heterogeneous Euclidean-overlap metric (HEOM), which handles both numerical and cat-
egorical attributes. The overlap metric may be used for categorical attributes, normalized
Euclidean distance for linear attributes, and city-block distance for linear numeric quan-
titative attributes (Hernández-Pereira, Álvarez-Estévez, and Moret-Bonillo 2015; Wilson
and Martinez 1997). The overlap metric is a normalized Hamming distance.

To show how Hot-Deck works in detail, we provide an example. Lets say we have a dataset
containing j number of patient cases. Each patient case is represented by x, which holds
n number of variables, so that x = [x1, x2, . . . , xn]. Consider two patient cases xa and xb.
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The distance between these cases on their jth attribute is de�ned as in Equation 5.3.

dj(xaj, xbj) =


1 if x or y is unknown, else

dO(xaj, xbj) if xj is categorical, else

dN(xaj, xbj) if xj is quantitative

(5.3)

When having unknown data in either of the cases, the distance value is 1. If the distance
value is categorical, the overlap metric dO checks if the attributes are the same and
returns 0 if they are the same, and 1 if they are not. If the attributes are quantitative,
the normalized di�erence distance function dN is used. The normalized di�erence distance
function attempts to scale down the attributes to make the di�erences less than one, so
that the resulting distance matrix is set to range between 0 and 1. The function is de�ned
in Equation 5.4, where max(xj) and min(xj) is the maximum and minimum values of
the attribute xj from the dataset, and |xaj − xbj| is the city-block distance.

dN(xaj, xbj) =
|xaj − xbj|

max(xj)−min(xj)
(5.4)

The HEOM distance is used to calculate the overall distance between the patient cases
xa and xb. The HEOM distance uses the distance between each attribute dj(xaj, xbj),
and is illustrated in Equation 5.5.

d(xa, xb) =

√√√√ n∑
j-1

dj(xajxbj)
2 (5.5)

Advantages using Hot-Deck imputation is that it has low computational cost, which is
good for on-line analysis. In addition, there are available software packages for Hot-Deck
implementation in the programming language R. As hot-deck �nds a replacement value
for each missing value, it should maintain the data structure of the datasets it imputes,
but the replacement value is the most likely value from the observed values, and may
therefore change the data structure.

5.3.3 Regression

This section presents the regression algorithm and how it is applied as an imputation
method. In opposition to mean and median imputation methods, missing values in re-
gression methods are imputed by looking at the other attributes than the attribute of the
missing value. Essentially, regression methods impute missing values with a predicted
score from a regression equation. One or more models are �tted with complete data.
Therefore, either another complete dataset, or a complete subset of the data containing
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missing values is used for �tting the model. These models are used for imputing the
missing values.

In regression, each attribute requires its own model, which is based on the other attributes.
For instance, consider a dataset containing four attributes. A missing value within the
attribute nasal respiration, requires a model �tted with data from the three remaining
attributes abdominal respiration, chest respiration, and oxygen saturation.

A possible way of using regression for imputing continuous variables, is to �t a linear
regression model with complete data as de�ned in Equation 5.6, where y is an attribute
commonly referred to as the dependent variable or the response, and x1, x2, . . . , xp are
the attributes or covariates used to train the model, commonly referred to as independent
values or predictor values. The β's are coe�cients or parameters de�ning the regression
hyperplane based on the complete cases. εi is a random disturbance or error and repre-
sents the absence of an accurate relationship. The error εi can be a random draw from
the complete data, or it may be caculated as ei = yi − ŷi which is the di�erence between
an actual and a predicted value (5.3 - the Multiple Linear Regression Model 2017). It is
assumed that the error has a normal distribution with mean zero and constant variance.

yi = β0 + β1x1i + β2x2i + · · ·+ βpxpi + εi (5.6)

The imputed value is fetched from the trained model when a missing value occurs. Con-
sider a case k is missing its attribute y, then Equation 5.7 is applied. The estimated
regression parameters β̂0 + β̂1 + β̂2 + · · · + β̂p are multiplied against the values of the
covariates in case k, and added together with the error ε∗k.

ŷk = β̂0 + β̂1x1k + β̂2x2k + · · ·+ β̂pxpk + ε∗k (5.7)

It is important to notice that when having a missing value y, all the x 's in the object must
be present. In the case of having several missing values in one object, another imputation
must be done in advance, as for instance temporarily �lling the missing values using mean
imputation.

Discrete variables may use many other formulas. In (Lecture 22 - Regression Imputation
2017), a logistic regression model is �t with complete data on the logit scale, as de�ned in
Equation 5.8. The method assigns 1 or 0 to yi if i has a characteristic or not, respectively.
Logit is the log of the probability of having the characteristic divided by the probability
of not having the characteristic. In other words, it is the log of the odds, and that is
linear in the x 's. As for the continuous variables, the β's are coe�cients de�ning the
regression hyperplane based on the complete cases.

logit(pk) = β0 + β1x1i + β2x2i + · · ·+ βpxpi (5.8)

If a case k contains a missing value y, we �rst use the estimated regression parameters
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β̂0 + β̂1 + β̂2 + · · · + β̂p and k 's covariant values x1k, x2k, . . . , xpk to impute the mean on
the logit scale as de�ned in Equation 5.9. Next, the value must be back-transformed
to the probability scale, using the Equation 5.10. The back-transformation takes the
exponential of the logit valued, divided by one plus the exponential of the logit valued.
As the probability just determined is a 1-or-0-characteristic, another step is to generate
a random number u that is uniformly distributed on the unit interval, [0, 1]. If u is above
the probability value the imputed value is 1, if not then it is 0.

ẑk = β̂0 + β̂1x1k + β̂2x2k + · · ·+ β̂pxpk (5.9)

p̂k =
exp(ẑk)

1 + exp(ẑk)
(5.10)

An approach for estimating the β̂'s is to use least squares. Consider a matrix y for the
dependent values, and a matrix X of i objects, each containing p predictors, as illustrated
in Equation 5.11. These matrices are used when estimating the β̂'s as de�ned in Equation
5.12, where X ′ is the transpose of X, and -1 is the matrix inverse.

y =


y1
y2
...
yi

X =


1 x11 x12 . . . xp1
1 x12 x22 . . . xp2
...

...
...

...
1 x1i x2i . . . xpi

 (5.11)

β̂ = (X ′X)−1X ′y (5.12)

Another version of regression is predictive mean matching, which uses complete data to
regress y on x 's as in Equation 5.6 to �t the models. The mean for a case with missing
value y is predicted based on the regression, which requires the covariates to be complete
in this method as well. The respondent having an observed attribute that is closest to
the predited mean is used to �ll the missing. Therefore, this method uses regression to
predict a value, but uses an actually observed value (Lecture 22 - Regression Imputation
2017).

This section has described Multiple Linear Regression methods, as a Multiple Linear
Regression model has at least two predictor values, while a "simple" linear regression
model only has one predictor (Lesson 5: Multiple Linear Regression 2017).

Advantages and disadvantages using regression imputation

• High computational cost, especially when there are many attributes.

• Uses information from observed data (Humphries 2013)
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• Overestimates model �t and correlation estimates (Humphries 2013)

• Weakens variance (Humphries 2013), which may change the data structure.

5.3.4 Multiple Imputation

In this section, we present a statistical and model-based technique for analyzing datasets
containing missing data, commonly known as Multiple Imputation. As the name implies,
the imputing with Multiple Imputation is done with several imputation methods, in
several steps. Essentially, there are three steps all multiple imputation methods follow
(Multiple Impuation 2017):

1. Imputation: Missing values are imputed, as in single imputation. The imputation
is done m times, creating m datasets. This should be repeated 5-10 times (Azur
et al. 2011; Jerez et al. 2010). According to (Humphries 2013), this step uses a
speci�ed regression model, while it is argued that any appropriate method may be
applied (Jerez et al. 2010).

2. Analysis: Each of the m datasets created in the above step is analyzed using
complete-data methods (Jerez et al. 2010), resulting in m analyses.

3. Pooling: The m datasets are combined into one estimate by calculating the mean,
variance, and con�dence interval of the variable of concern.

These three steps are also illustrated in Equation 5.2, which create 5 imputed datasets.

As the data is imputed multiple times, the method accounts for the uncertainty and range
of values that the true value could have taken.

Multiple/multivariate imputation by chained equations (MICE) is a particular method of
multiple imputation, and is also known as sequential regression multiple imputation and
fully conditional speci�cation (Imputation (statistics) 2017). Only MAR data may be
applied to MICE, as applying other data types may bias the estimates.

The MICE process consists of the following steps (Azur et al. 2011):

1. A simple imputation on the dataset, as for instance using mean on each of the
attributes. The inferred mean values may be thought of as "place holders", as they
are temporary values used for further imputation.

2. For one of the attributes, the "place holders" are set back to missing.

3. The regression method is applied, �tting a model using the variable with the missing
values as the dependent variable. The rest of the data containing "place holders"
are the independent/predictor variables.

52



Figure 5.2: Multiple Imputation process illustration from (Humphries 2013).

4. The missing values in the dependent variable are �lled in with the predictions from
the regression model from Step 3.

5. Steps 2-4 are repeated for each of the variables with missing data, resulting in a
dataset of values imputed using the regression method, which is one cycle.

6. Steps 2-4 are repeated for a number of cycles, and the imputations are updated at
each cycle. The goal of this step is to repeat until convergence.

As an example, consider a dataset containing the four attributes nasal respiration, ab-
dominal respiration, chest respiration and oxygen saturation. All of the attributes contain
missing values, and the data is MAR since the missing values only depend on observed
data. Starting the MICE imputation, all the missing values are temporarily inferred us-
ing mean imputation of each attribute in Step 1. In Step 2, the mean values are removed
from the nasal respiration attribute, and in Step 3 a linear regression of nasal respiration
is predicted using the other three attributes and complete cases as described in Section
5.3.3 about regression methods. Next, in step 4 the missing values in nasal respiration
are replaced with the predicted values from step 3, and nasal respiration does not contain
any missing values at this point. The last steps, Step 2-4 are repeated for abdominal
respiration, chest respiration, and oxygen saturation. Now, we have a dataset without
any missing values. A cycle is the iteration of Steps 2 to 4 for all the attributes by �rst
removing the imputed values of nasal respiration and imputing with linear regression, and
then the same for the remaining attributes. The cycles are repeated until convergence.

The whole process, Step 1 through 6, is repeated for a number of times to generate
multiple imputed datasets, and corresponds to the �rst step of the three; 1. impute,
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2. analyze and 3. pool. The optimal number of imputed datasets depends on the
number of variables and objects, and the amount of missing data within the dataset, as
it may be a time consuming task and not feasible to make many datasets in some cases.
Initial research indicated that 5-10 datasets are su�cient, while recent research suggests
imputing 40 datasets improves the imputation (Azur et al. 2011).

Next step is to analyze the data by running a standard analysis on each of the datasets.
At last the datasets are combined into one by combining the estimates from each dataset.

There are several programs or software packages available for Multiple Imputation, such
as SAS, Stata (Humphries 2013), and the stand-alone Windows program NORM, or S-
PLUS libraries NORM, CAT, MIX, PAN and MICE. The package MICE is a library
from the Comprehensive R Archive Network for S-PLUS and R. Windows also have some
free software packages, Amelia and Amelia II, implementing EM-based imputation(Jerez
et al. 2010).

Advantages and disadvantages using Multiple Imputation:

• Advantages are that variability is more accurate with multiple imputations for each
missing value, and multiple imputation considers variability both due to sampling
and due to imputation (Humphries 2013; Jerez et al. 2010).

• Flexible and may be used in a wide range of scenarios, and it may be used for
MCAR, MAR, and NMAR data (Imputation (statistics) 2017; Jerez et al. 2010).
However, this depends on the applied single imputation methods.

• The method should obtain approximately unbiased estimates of all parameters, as
it uses an appropiate error.

• As for the disadvantages, it may be hard and cumbersome to code, and it is room for
error when specifying models (Humphries 2013). However, many software packages
are available(Imputation (statistics) 2017; Jerez et al. 2010).

• The data structure may be changed depending on the methods applied in Multiple
Imputation.

5.3.5 Maximum Likelihood

Maximum Likelihood (ML) is a model-based technique for estimating parameters of a
statistical model. In ML, observed values are used to impute missing values. ML dates
back to 1912 when Ronald Fisher recommended, analyzed and popularized the technique
(Maximum Likelihood Estimation 2017).

When imputing, ML �nd the set of attributes that produces the highest log-likelihood. In
other words, the method identi�es the value that is most likely by looking at the observed
data.
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Advantages and disadvantages of using Maximum Likelihood:

• Uses full information to calculate log likelihood, both complete and incomplete cases
(Humphries 2013).

• Unbiased parameter estimates with MCAR/MAR data (Humphries 2013).

• SEs biased downward - can be adjusted by using observed information matrix
(Humphries 2013).

• Data structure may be changed, as the method �nds the most likely value based
on the observed values in the dataset.

5.3.6 K-Nearest Neighbor

The basic idea of imputation with K-Nearest Neighbor is to �nd the k most similar cases
and determine a replacement value for the missing value by using the neighbors. Classi�-
cation with K-Nearest Neighbor is described in Section 3.4.3, while this section describes
imputation with K-Nearest Neighbor. Regression is commonly used for the imputation.
The di�erence between the classi�cation and regression methods is the output of the
�tted training data (k-nearest neighbors algorithm 2017). Classi�cation outputs the class
of the data, for instance whether an object is apnea or normal breathing. For regression,
the output is the attribute of the missing value. As for classi�cation, assigning weights
to the neighbors describing the importance may improve the results, making the nearer
neighbors weigh more.

There are several ways to apply the K-Nearest Neighbor algorithm for imputation of
missing values. (Beretta and Santaniello 2016) presents three Nearest Neighbor algo-
rithms, 1-Nearest Neighbor with one neighbor, K-Nearest Neighbor with k neighbors,
and weighted K-Nearest Neighbor. Neighbor in this sense is the donors or similar cases
from the complete dataset used to infer the missing value. To demonstrate possible
ways to use the Nearest Neighbor algorithms, we describe the �ve following frameworks
applying the Nearest Neighbor algorithms(Beretta and Santaniello 2016):

1. "Plain NN framework" : Hot-deck method with k numbers of similar cases instead
of the one most similar case. Depending on the data type, usually mean or mode of
the k most similar cases is determined to infer the missing value (Jerez et al. 2010).

2. "Filtered NN framework" : K-Nearest Neighbor regression, where a complete dataset
is used as training data, �tting a model using k neighbors. The attribute with the
missing value is used as the dependent value or the class variable in the K-Nearest
Neighbor context, and the rest of the attributes as the independent/predictor vari-
ables.

3. "Bagged NN framework" : Collect a random subset of donors from the complete
dataset to impute the missing value. Impute the missing value n times, with a
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di�erent random subset each time, resulting in n number of possible replacement
values. Use an arithmetic mean over the n values, and get the �nal value. This
method is supposed to be helpful for datasets containing noisy variables.

4. "Random NN framework" : A subset of random attributes is assembled, as well as a
set of donors from the complete dataset containing the same attributes. The proce-
dure is repeated n times, using a di�erent subset of attributes each time. Possible
values are derived from each subset, and the arithmetic mean of the values leaves
us with the �nal replacement value. This method is supposed to be an advan-
tage in case of attributes that may bias the distance metric, leading to unreliable
proximities.

5. "Full Randomized NN framework" : This method combines method 3 and 4, using
both a random subset of attributes from the complete data, as well as a random
subset of the subset of attributes. This procedure is repeated 50 times, and the
�nal value is the arithmetic mean of the values derived of the 50 fully randomized
subsets.

Of the procedures just mentioned, procedure 1 and 2 are most common. First procedure
is a hot-deck method �nding several similar cases using the HEOM distance instead of
�nding just one similar case. The �nal replacement value is found by using a central
tendency method such as mean or mode. We will not go into further details, as hot-deck
is described in Section 5.3.2.

Procedure 2 is a common K-Nearest Neighbor regression. For K-Nearest Neighbor clas-
si�cation, training data is stored for use during classi�cation time. Storing complete
data for imputation is one solution as no other attributes than the dependent value may
contain a missing value in linear regression. Another solution is to apply a temporary im-
putation method for all the independent values. Mean is commonly used for temporary
imputation. When a missing value is observed, that attribute becomes the dependent
value, and all the other attributes the independent values. Distance functions are applied
to measure the k most similar cases. For continuous variables, the same distance func-
tions as the K-Nearest Neighbor classi�cation is used, some of them being the Euclidean
distance (5.13), Manhattan distance (5.14) and the Minkowski distance (5.15). An arith-
metic mean on the k most similar cases decides the �nal value. (K Nearest Neighbors -
Regression 2017).

√√√√ k∑
i=1

(xi − yi)2 (5.13)

k∑
i=1

|xi − yi| (5.14)
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(
k∑
i=1

(|xi − yi|)q
)

(5.15)

The optimal k number of neighbors should be determined, either by inspecting the data or
using cross-validation on an independent dataset. Overall noise is reduced when having
a large number, but the distinct boundaries within the feature space may be blurred.
Usually, the optimal k is 10 or more (K Nearest Neighbors - Regression 2017). In previous
work, �ve neighbors showed the best results, but when used for classi�cation.

If weighting the neighbors is desirable, the imputation is done using the inverse distance
weighted average on the k nearest neighbors (K Nearest Neighbors - Regression 2017). If
not, then an arithmetic mean on the k nearest neighbor return the �nal value.

Advantages and disadvantages of using K-Nearest Neighbor:

• K-nearest Neighbor can predict both discrete and continuous attributes (Batista
and Monard 2002).

• Mixtures of continuous and categorical variables, or having di�erent scales in the
attributes result in some attributes having higher in�uence on the distance mea-
surements. A solution is standardization and/or normalization of the variables (K
Nearest Neighbors - Regression 2017).

• High computational cost since K-Nearest Neighbor looks through the whole dataset
when looking for similar instances (Batista and Monard 2002).

• Sensitive to local structure in data (k-nearest neighbors algorithm 2017).

• The data structure is likely to be maintained as a replacement value is calculated
for each of the missing values.

5.3.7 Self-Organising Maps

Self-Organising Maps is a type of Arti�cial Neural Network, an unsupervised machine
learning method used for classi�cation in previous work. The main di�erent between
Arti�cial Neural Network and Self-Orginising Maps is that there is no hidden layer in the
latter, only an input and output layer. Self-Organising Map's goal is to transform the
input pattern of an arbitrary dimension to a one or two dimensional discrete map, in a
topological ordered fashion.

The neural network model is a �at or 2D grid of organized nodes/neurons, as in Figure
5.3. These nodes are the outputs, and are fully connected to the input layer. Each node
has a topological position in the grid, and a vector of weights of the same dimension for
the input nodes. While the output space is low dimensional, the input space may be high
dimensional. Self-Organising Maps is based on competetive learning, where the nodes
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compete against each other to be activated. Only one node is activated at one time, and
the currently activated node is called the Best Matching Unit (BMU) or winning neuron.
Lateral inhibition connections, or negative feedback paths, between the nodes can be
used for implementation of such competition. It all result in the nodes being forced to
organize themselves, hence the name Self-Organising Maps (Bullinaria 2004).

Figure 5.3: Self-Organising Maps 4x4 grid. The stippled lines represent the weights
between nodes. Input nodes are fully connected to the output nodes.

Kohonen Self-Organising Maps is a known type of this method, commonly known as
Kohonen Network. This method has a feed-forward structure containing one computa-
tional layer arranged in rows and columns, and all input nodes are fully connected to the
computational layer. The computational layer is the grid of output nodes.

Training of the Self-Organising Maps model is inspired by neurobiology as studies indicate
that sensory inputs are mapped into speci�c areas of the cerebral cortex in an order. There
are two important properties of the grid, the �rst being that at each stage of processing,
the input is kept in its proper context. Secondly, nodes and related inputs are kept close
together. The whole process of a Self-Organising Maps is described in the following steps
(Bullinaria 2004):

1. Initialization: Initialize all weight vectors with small random numbers.

2. Sampling: The weight vectors are updated iteratively using all input training vec-
tors.

3. Matching: This is the competitive learning process. A BMU is found for each
input pattern by using a discriminant function on the output nodes, and declaring
the node with the weight vector closest to the input vector as the winner. The
discriminant function is de�ned as dj(x) =

∑D
i=1(xi − wji)2, where x is the input

vector, wj is the weight vector, and j is the nodes. The BMU determines where to

58



locate the topological neighbourhood of excited neurons. Excited neurons are the
closest neighbors, as they get more excited than the neighbours far away when a
neuron �res, according to neurobiological studies. That reaction is called a lateral
interaction and is described by (Bullinaria 2004) as "a topological neighbourhood
that decays with distance", which is similar to the topological neighbourhood we
want to de�ne for the nodes in our grid. Consider having the nodes i and j, then
the lateral distance between them is Sij. Then we de�ne Tj,I(x) = exp(−S2

j,I(x)/2σ
2)

as the topological neighbourhood, where I(x) is the index of the winning node.

4. Update: Update the weights of both the winning node an its neighbourhood. Equa-
tion ∆wji = η(t) ·Tj,I(x)(t) · (xi−wji) may be used for the weight update, where t is
an epoch, the dependent learning rate is η(t) = η0 exp(−t/τη), and x represents all
training patterns. The updates of the training patterns are done over many epochs,
moving the winning node's and its neighbourhood weight vectors wi closer to the
input vector x.

5. Repetition: Repeat steps 2 through 4 until the feature map stops changing. The
non-linear transformation, arranging the nodes in the 2D grid, is called a feature
map.

Competitive learning results in nodes being selectively tuned to various input patterns,
and the �nal result is an ordered and meaningful coordinate system made of the input
features. The whole process is illustrated in Figure 5.4, where x 's are points in the input
space, which are mapped to points I(x) in the output space. In the output space, each
point I maps to a point WI(x) in the input space. This may also be considered at a
non-linear generalization of principal component analysis (PCA) (Bullinaria 2004).

Figure 5.4: Self-Organising Maps organization of mapping from input space to output
space (Bullinaria 2004).

Having a trained Self-Organising Maps model, we may estimate missing values. For each
observation missing a value, its BMU is calculated. The missing input values are ignored
during selection of the BMU. The replacement value is the value in the corresponding
BMU.
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Advantages and disadvantages using Self-Organising Maps:

• Simple and easy to understand (Germano 1999).

• A value is required for all variables for each input vector (Germano 1999), meaning
that an observation may not contain any missing values when training the model.

• Requires su�cient and necessary data to make meaningful clusters (Pang 2003).

• Anomalies in the feature map often split clusters into smaller groups, creating
several similar nodes (Pang 2003).

• Similar observations may not always end up near each other on the feature map,
getting a good visualization in the feature map may require to �t several models
(Germano 1999).

• A major drawback is that it is computational expensive, because of increase in
dimensions. Dimension reduction techniques may be applied, but that is even more
time consuming (Germano 1999).

• Possible to end up in a metastable state (Bullinaria 2004).

• Should maintain the data structure of the input data, as the method uses the
structure of the data to replace missing values.
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Chapter 6

Requirement analysis

There are two tasks in this thesis, where one of them is to examine how using input
data in the EDF+ data format a�ects the data mining results. In this task, we con�rm
whether or not EDF+ may be used as input data for sleep apnea detection. We want
to �nd new databases in the EDF+ format for further evaluation of the data mining
methods from previous work (Hugaas 2015), as well as converting the databases used in
(Hugaas 2015) to compare the results. Running the data mining methods with data in
the EDF+ format, con�rms whether the format is suitable as input data or not. Being
able to run the data mining methods with EDF+ input data also lets us compare our
results to those in (Hugaas 2015), so that we may con�rm or disprove previous results.

In the second task, we examine how using imputation methods to handle missing data
a�ects the data mining results. We experiment with several imputation methods, as
some methods may be more suitable for sleep apnea detection than others. We use
and compare three di�erent kinds of datasets, complete datasets, datasets containing
missing values, and datasets run through the imputation methods, which we call imputed
datasets. Comparing these datasets allows an evalutation of the imputation methods, and
using them as input data for the data mining methods let us evaluate several aspects of
how the missing data problem a�ects our data mining methods. The evaluation hopefully
lets us �nd suitable imputation methods for improving detection of obstructive sleep
apnea.

Section 6.1 presents the requirements for the input data, including a discussion of which
physiological signals are most suitable according to the requirements. We introduce
several databases containing sleep data in Section 6.2, where some of them are in the
EDF format, and the rest of them are det ones we convert to EDF. Section 6.3 presents
the requirements for the modi�cations of the software used for converting datasets to
EDF. Requirements for generating datasets with missing data, and implementing the
imputation methods are presented in Section 6.4. The requirements for the data mining
methods are represented in Section 6.5. At the very end of the chapter, there are two
tables illustrating the suitability of the datasets by putting together components from
this chapter, the Table 6.1 presents the available data in minutes for each of the signal
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combinations for the EDF databases, and Table 6.2 presents the available data in minutes
for the databases to be converted.

6.1 Input Data

There are some requirements for the input data of the data mining methods in this thesis:

• The data must be easy to record, so that there is no need for personnel or a high
degree of technical knowledge.

• The tools used for signal recording must be comfortable during sleep, so that the
sleep is not disturbed, and the user does not feel uncomfortable.

• The signal types must show clear changes between disrupted breathing and normal
breathing.

• The data must be in the EDF+ format.

Several physiological signals are used to detect sleep apnea and the requirements above
must be considered when selecting the input data. ECG, EEG, EOG, and EMG are
recorded with wires. EEG has wires with electrodes attached to the head and is complex
to use for recording at home without any medical or technical personnel. EOG uses wires
with electrodes placed on the skin on either side of the eyes. EMG needs wires with
electrodes placed on the muscles. Usually they are placed on the limbs and chin. These
sensors may be uncomfortable to wear, and may disturb sleep.

Respiratory signals can be nasal, abdominal or thoracic respiration. Nasal respiration is
recorded using a small mask with tubes inserted into the nostrils, called a thermistor.
Abdominal and thoracic respiration can be recorded with elastic belts. Oxygen saturation
is measured by pulse oximetry, which is a small sensor device placed on the �ngertip or
earlobe. These signals are non-invasive and do not require any medical knowledge or
personnel for usage. These are the most suitable signal sensors for recording at home,
hence the signals we use as input data in this thesis.

Another requirement for the input data is its input frequency. The frequency for the
training data depends on the frequency of the corresponding annotations. We adjust
the frequency of each signal to match the sleep apnea annotations in each of the chosen
databases.

The main requirement for input data in this thesis is that it must be in the data format
EDF+, an extension of the European Data Format. The EDF+ format is a simple data
format for storing several signals from sleep recordings, as well as annotations and other
information related to the recording in one single �le. EDF is described in details in
Section 4. We want to �nd databases stored in the EDF+ format, as well as converting
the databases used in (Hugaas 2015) to compare and con�rm or disprove the results.
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6.2 PhysioNet EDF Databases

PhysioNet (Goldberger et al. 2000) is a large database containing datasets from medical
research. The website provides free and easy web access to databases and information
about them. We consider PhysioNet a reliable source as it is hosted by MIT and Har-
vard and is popular amongst related work(PhysioNet 2017a). A disadvantage with these
databases is that we have no knowledge of whether they have been through lots of pre-
processing or not. We want to use raw data, as the results are more realistic without
pre-processing. For more accurate results, it is in our interest to use several datasets as
input data.

This sections presents all the sleep recording databases we found in PhysioNet containing
EDF data, such as CAP Sleep Database, Sleep-EDF Database, Non-Invasive Fetal Elec-
trocardiogram Database, SHHS Polysomnography Database, and St. Vincent's Univer-
sity Hospital Database. The databases' suitability is evaluated, and each of the following
sections include a conclusion of whether the database may be used or not. The databases
used in previous work, Apnea-ECG Database and MIT-BIH Polysomnography Database
are presented as well, since we convert these databases to EDF. SHHS Polysomnography
Database and St. Vincent's University Hospital Database was both presented in previous
work and found as an EDF database in PhysioNet.

An illustration of the available data in minutes for each of the databases can be found in
the very end of the chapter, in Table 6.1 and 6.2.

6.2.1 CAP Sleep Database

The CAP Sleep Database was recorded to capture the Cyclic Alternating Pattern (CAP)
of EEG during sleep (Goldberger et al. 2000; PhysioNet 2017d; Terzano et al. 2001).
There are 108 polysomnography recordings in the database, where 16 subjects were
healthy, and amongst the 92 remaining subjects, 40 of them was diagnosed with noc-
turnal frontal lobe epilepsy, 22 a�ected by REM behavior disorder, 10 with periodic leg
movements, 9 insomniac, 5 narcoleptic, 4 a�ected by sleep-disordered breathing and the
remaining two were a�ected by bruxism.

The recordings include at least three EEG channels, two channels of EOG, EMG of two
submentalis muscle, bilateral anteriois tibial EMG, EKG and oxygen saturation, as well
as respirations signals such as nasal respiration, abdominal respiration and respiration
from the chest. Annotations such as the sleep stage, body position, time of day, duration
in seconds, location of the signals and events are included in the database. The events
are either the sleep stage or a phase of CAP.

The CAP Sleep Database includes all the wanted signals for this thesis. However, it may
not be used as training data, since it lacks annotations saying whether the patient has
normal breathing or disrupted breathing. The lack of AHI indices excludes this database,
as it may not be used as test data either.
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6.2.2 Sleep-EDF Database

The Sleep-EDF database is a collection of two studies containing 61 polysomnograms
with expert annotations of sleep stages (PhysioNet 2017e). One of the studies, from 1987
to 1991, did research about the age e�ect on sleep on healthy subjects, where the subjects
did not take any medications. The recordings include EOG and EEG recorded at 100
Hz, as well as EMG, rectal temperature, event markers and respiration from the nose
recorded at 1 Hz. The second study, a study on how Temazepam usage a�ect sleep from
1994, included EOG, EMG, and EEG recorded at 100 Hz, as well as an event marker at
1 Hz.

The second study does not include any of the signals required, and is excluded from this
thesis, while the study on age e�ects on sleep on healthy subjects include respiration from
the nose. It is a large dataset, but the data only covers one out of four signals. It is
useless as training data because of the lack of annotations, meaning it can only be used
as test data. We decide not to use the Sleep-EDF database in this thesis.

6.2.3 Non-Invasive Fetal Electrocardiogram Database

Non-Invasive Fetal Electrocardiogram Database contains 55 multichannel abdominal non-
invasive fetal electrocardiogram recordings (PhysioNet 2017b). The recordings were taken
from one subject, between 21 to 40 weeks of pregnancy. The recordings have variable
length, and include two thoracic and three or four abdominal signals with the sampling
rate of 1 Hz.

The database only includes two relevant signals, respiration from the chest and abdomen.
We prefer having datasets containing all four signals. The datasets are small, and the
lack of sleep apnea event annotations makes it suitable only as test data, which ends with
the conclusion that the database is not suitable for this thesis.

6.2.4 SHHS Polysomnography Database

SHHS Polysomnography database only contains one recording (PhysioNet 2017c). The
recording is a part of a bigger study and permission is needed in order to get access to
the full database(Sleepdata 2017). The recording includes the signals EEG, EOG, EMG,
ECG, heart rate and body position, as well as nasal, chest and abdominal respiration and
oxygen saturation. The sampling frequency varies between 1 and 250 Hz depending on the
signal type. The nasal respiration is measured with a thermistor, while respiration from
the chest and abdomen is measured with inductance plethysmography. Pulse oximetry
was used to record oxygen saturation. The annotation �le categorizes between central
and obstructive apneas and hypopneas. There are no �xed annotations, so they are at
random times when the sleep apnea event has occurred. The AHI index is not included
in this database.
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All the wanted signals are included in the database, as well as sleep apnea annotations.
Without AHI indices, it is not possibly to evaluate the subject classi�cation results, which
compare the given AHI indexes with the computed AHI indexes. We decide not to use
the database in this thesis, because of the lack of AHI indexes, as well as the complexity
of fetching annotated data, which is a result of having annotations at random times.

6.2.5 St. Vincent's University Hospital Database

St. Vincent University Hospital database contains recordings of 25 subjects, from Septem-
ber 2002 to February 2003 (PhysioNet 2011). All of the recordings include ECG, EEG,
EOG, EMG, snoring signals and body positions, as well as respiration from the nose, chest
and abdomen, and oxygen saturation. Nasal respiration is measured with a thermistor,
and uncalibrated strain gauges are used for the thoracic and abdominal movements. Pulse
oximetry is used for oxygen saturation measurements. The sampling frequency is unclear,
but by inspection the sample frequency seemed to be around 125 Hz. The annotation
�les contain separate annotations for central, obstructive and mixed sleep apnea with
corresponding sleep stages. There are no sleep apnea annotations in the dataset. The
AHI index is included in the dataset. The datasets in St.Vincent's University Hospital
Database is in the European Data Format, both the records having the su�x .rec and
.edf.

The data includes all the signals we wish to use in the thesis, but the lack of annotations
excludes it from the training phase. However, since it includes the AHI indexes and all
the wanted signals, we decide to use the dataset as test data.

6.2.6 Apnea-ECG Database

The Apnea-ECG database was published in 2000, and was recorded between 1993 and
1998 (PhysioNet 2003). The database was published as a part of a challenge to use ECG
signals and data mining to detect epochs of sleep apnea. There are 70 recordings in the
dataset. All the recordings, except one, come from di�erent subjects. All of the records
include the ECG signal. Eight of the recordings also include respiration from nose, chest
and abdomen, and oxygen saturation. Thermistors are used for nasal respiration, and
chest and abdominal respiration is recorded with inductance plethysmography. Oxygen
saturation is measured by pulse oximetry. The sampling frequency is 100 Hz for the
signals EEG, ECG, EMG and EOG. The duration of the recordings os between 401 and
578 minutes. Normal breathing varies from 11 to 535 minutes, and disrupted breathing
varies from 0 to 534 minutes. 32 of the subjects have an AHI of less than 5, four of them
have an AHI between 5 and 15, three subjects have an AHI of 30 or more.

Half of the records do not contain annotations. The recordings that include respiration
signals and oxygen saturation all have annotation �les. The annotations are recorded in
one-minute epochs. In a minute one can have several apneas and hypopneas, but it will
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score as a minute of normal or disrupted breathing. The annotations do not separate the
di�erent types of sleep apnea, but they score the subjects according to the AHI index.

The database includes all the desired signals, as well as corresponding annotations and
AHI indexes, meaning this database can be used as both training and testing data. The
datasets are not too small nor too big, and all the desired data is included, so we decide to
use this database as both training and test data. This database was also used in (Hugaas
2015) with no indications that it should be avoided.

6.2.7 MIT-BIH Polysomnography Database

The MIT-BIH Polysomnography database contains recordings from 16 subjects that were
monitored for evaluation of obstructive sleep apnea between 1989 and 2000 (PhysioNet
2000). All of the recordings do not contain the same signal types. Signals used in this
dataset are ECG, EEG, EOG, EMG, blood pressure, respiration from the nose, chest
and abdomen, oxygen saturation and cardiac stroke volume. The sample frequency of
250 Hz is just within the requirements for all signals. 14 of the records include nasal
respiration, three of the records include respiration from the chest and seven of them
include abdominal respiration. Five of the records include the signals EOG, EMG, and
oxygen saturation. Thermistors are used for nasal respiration, and respiration from the
chest and abdomen are recorded with inductance plethysmography. Oxygen saturation is
measured with an earlobe pulse oximeter. Since the signal combination di�ers, the range
of each combination is between 76 to 3307 minutes. The recordings include the score
within AHI index.

The annotation �les are categorized by whether the subject has central or obstructive
sleep apnea, and if the event is an apnea or hypopnea. The annotations have an interval
of 30 seconds. Two of the recordings lack annotation �les. Sleep stages are also included
in the dataset.

All relevant data for both the training and test phase is included in this database, such
as all the desired signals, sleep apnea annotations, and AHI indexes. We decide to
use this database as as both training and test data for the data mining methods. Since
(Hugaas 2015) assumed that this database has to sparse data for classi�cation of disrupted
breathing, using the same sensor signals on the same data mining methods as in our work,
we choose to keep it simple and only use this database for examining suitability of EDF+.

6.2.8 Analysis of Database Suitability

Choosing appropriate datasets depends on the quality, size, and whether it can be used for
supervised learning. When using an external source it is hard to know about the quality
of the data. If not explicitly written, we have no knowledge of whether the data has been
pre-processed, knowledge about the physiological signals, or the tools used. However, we
assume PhysioNet is a trustworthy source as it is used in many studies, and is hosted by
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highly regarded educational and research institutions. However, the sampling rate of the
signals is a factor of quality, which is satis�ed by MIT-BIH Polysomnography database,
Apnea-ECG and St.Vincent's University Hospital Database for the signals of interest.

As for the size, having too much data may result in over�tting for training, but it is
important to have a su�cient amount of data. Table 6.1 and 6.2 show the available
minutes of data for the signal combinations of all the databases. As determined in
previous work, Apnea-ECG and St. Vincent's University database have reasonably sized
datasets and all signal combinations as well. MIT-BIH Polysomnography database has
less data than the others, and does not contain all signal combinations. For the SHHS
Polysomnography database, only one of the records is available on PhysioNet. As we
want general results, using only one record can make the patterns subject-speci�c.

Supervised learning requires the object's corresponding class, meaning the datasets must
contain annotations. In Apnea-ECG, each minute of data has a corresponding class
annotation. Annotations are scored as N for normal breathing and A for apnea. MIT-BIH
Polysomnography database has a class annotation every thirty seconds, and has variety
of annotations allowing for separation of obstructive and central sleep apnea. We focus
on disrupted breathing and ignore the other annotations. St.Vincent's Hospital database
only has annotations when the sleep apnea event occurs, making it a very di�cult task
to use for supervised learning. The same issue occurs in the SHHS Polysomnography
database.

A requirement for analyzing the suitability of EDF+ for sleep apnea detection is to have
data in the EDF format containing annotations. None of the datasets in EDF contain
annotations, and no other database than those from (Hugaas 2015) have suitable data for
sleep apnea detection. That leaves us with no other option than converting the databases
from previous work. As for the missing data challenge, the datasets must be suitable for
sleep apnea detection as well. We use the datasets from previous work for this task as
well.

As a conclusion, we use Apnea-ECG and MIT-BIH Polysomnography for supervised
learning, while St.Vincent's Hospital database may only be used as test data. The most
suitable database is Apnea-ECG based on the key factors, containing all signal combina-
tions, and an equal amount of available data. MIT-BIH Polysomnography database lack
some signal combinations, making it impossible to train a model for all combinations.
Being a small dataset may make it di�cult to train optimal models as well. This dataset
is only added for comparison with Apnea-ECG.

6.3 Conversion of Databases

One of the tasks in this thesis is to use the same databases as in previous work, but they
have to be in the European Data Format Plus (EDF+) �le format. We could not �nd
any available tools for converting these databases to EDF+ containing annotations. The
WFDB Library contains functions specially made for processing databases in PhysioNet,
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amongst them the function mit2edf, a function for converting WFDB compatible datasets
to the EDF format. As mentioned in Section 4.2, the function does not support EDF+
or annotations, but we modify this function to include annotations as well.

In order to include annotations, we extend the mit2edf function to enable output �les in
the EDF+ format as well as EDF. The two types of EDF are compatible to some extent,
but EDF+ require at least one annotation in each �le. There are several requirements
for writing EDF+, as presented in detail in Chapter 4. The ability of writing the output
�les in the EDF+ format with annotations is mainly enabled by adding annotations. Our
main focus is presenting the requirements for adding annotations, but we also mention
other requirements for EDF+.

As it is only required and necessary to have annotations representing apnea events or
normal breathing, we decide to keep it simple and use the characters 'N' for normal
breathing, and 'A' for apnea.

The most important requirements within EDF+ for support of annotations in this thesis,
are as follows:

• The header �eld nr of samples in each record speci�es the amount of space required
for the annotations in each record. The required space divided by two is the number
to add to this �eld. This is because the number is doubled when processed, a result
of how the ordinary signals are processed.

• The reserved �eld in the upper block of the header must start with 'EDF+, to tell
it is in the EDF+ format. We add a 'C', having 'EDF+C', to the text �eld since
all of the datasets have continuous recordings, with a speci�ed duration for each
record.

• Annotations must be in a Time-stamped Annotations List (TAL), and follow straight
after each other.

• Annotations are required to have the label name 'EDF Annotations', as it will be
processed as an ordinary signal otherwise.

• Patient id and record id is required. However, these �elds are not crucial, and we
use dummy data for these �elds as all data from PhysioNet is anonymous.

• The function only takes one input �le, the signal �le. Therefore, a way of adding
the input annotation �le is required.

• As the input annotations have di�erent frequencies and the frequency may be hard
to calculate, we need to specify a wanted frequency for each input. We decide to
make 60 seconds the default value, as it �ts the Apnea-ECG database.

• Each record is required to have at least one annotation, it may be empty.
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6.4 Missing Data

As the task regarding missing data is to experiment with imputation methods, we are
free to try various imputation methods with di�erent parameters. In other words, there
are few general requirements. Most related work (Section 6.6) run several imputation
methods on generated missing datasets of 0%-50% percent missing data. Results are
obtained by comparing the classi�cation results, and usually several classi�cation methods
are used for comparison of various imputation and classi�cation method combinations.
There is little or no explanation of the choice of imputation method or classi�cation
method.

Our main focus on the missing data problem is to run several types of imputation methods
with di�erent parameters to see how they in�uence the results. As far as we know, only
two papers write about imputation methods on sleep data for classi�cation of sleep apnea
(Hernández-Pereira, Álvarez-Estévez, and Moret-Bonillo 2015, 2014). Both studies have
the same authors and use mean, Hot-deck, and Self-Organising Maps as imputation
methods. One of the studies use Multiple Linear Regression and K-Nearest Neighbors in
addition. They compare the classi�cation results of imputed data against listwise deletion
of missing data. Overall, all imputation methods achieve good results. Self-Organising
Maps improves the results of all the classi�ers in both studies. Hot-deck shows slightly
worse results than mean, and is the worst performing method in the study using Hot-deck,
Self-Organising Maps, and mean. For the other study testing �ve imputation methods,
the Random Forest classi�er with mean imputation achieves the best result. Both papers
conclude that machine learning methods may be better than statistical methods because
they improve prediction accuracy of the classi�ers. Mean, Hot-deck, K-Nearest Neighbor
and Self-Organising Maps are most used among related work. Hot-deck achieves worst
results overall, and we therefore decide not to use it.

Mean is a statistical imputation method �nding the central tendency of a dataset. An-
other such method is median. Median is not used in any related work, but was mentioned
as a possible way to handle missing data in (Han, Pei, and Kamber 2011). As median
is easy to implement and not computationally expensive we decide to analyze it as well.
Whether to use mean or median depends on how the data is distributed. However, check-
ing the distribution may be time consuming and may not be feasible for on-line analysis.
For experimenting, we want to run this method both with the whole dataset, and cal-
culate the mean of the classes. The latter requires the objects to have its corresponding
class annotation when imputing.

Regression is a popular method for inferring missing data. The method is used in a
variety of ways in related work, such as Multiple Linear Regression, Polynomial Multi-
ple Regression, K-Nearest Neighbor Regression, and Logistic Regression. Regression is
typically used in Multiple Imputation as built-in features of software analysis tools. Mul-
tiple Linear Regression achieved good results in (Hernández-Pereira, Álvarez-Estévez, and
Moret-Bonillo 2015) for sleep apnea classi�cation, and is relatively easy to implement.

There are several approaches for using K-Nearest Neighbor as an imputation method.
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Two of the methods are used among related work. The �rst method is a type of Hot-
deck, but instead of replacing the missing value with the one most similar complete case,
the k most similar cases are gathered using the HEOM distance. A method is applied to
�nd the central tendency of these cases. Since hot-deck achieved worst results, we decide
not to use this method. The second method is the machine learning method K-Nearest
Neighbor regression. The method achieved best results of six methods in (Jerez et al.
2010) for classi�cation recurrence of breast cancer and was better than the statistical
methods in all studies. This method applies linear regression with a distance function to
�nd the k most similar cases. In regression, the independent attributes may not contain
missing values. This challenge is solved by either using a temporary imputation or storing
a complete dataset when running the distance function. For less computational cost, the
latter is better. In theory, using complete data should also result in more accurate values.
However, that depends on the type of the stored data, as well as how it is distributed.

Self-Organising Maps is an unsupervised machine learning method ordering all the pos-
sibly high dimensional input nodes into a two dimensional grid. The grid is updated
and selectively tuned for each input node using competitive learning. Missing values are
inferred by calculating the Best Matching Unit (BMU). Calculating the BMU requires
data to be complete, but for imputation, missing data may be ignored while selecting
the BMU. It achieved the best results used in both studies of imputation methods for
classi�cation of sleep apnea, and was signi�cantly better than the statistical methods in
(Jerez et al. 2010).

Using these �ve imputation methods, we have a variety of both advantageous and disad-
vantageous properties to experiment with. We evaluate statistical versus machine learning
methods, low cost versus computationally expensive methods, global models versus local
models. Statistical methods may result in inaccurate results, while time consuming meth-
ods may not be feasible for on-line processing. Statistical and low cost methods usually
go hand in hand, and the same goes for machine learning and computational expensive
methods.

6.5 Data Mining

This section presents the requirements for the data mining methods used for obtaining
results for both tasks in this thesis, a short description of the methods we use in this
thesis, as well as an explanation of why we want to use the data mining methods from
(Hugaas 2015). We use data mining methods to con�rm whether EDF+ may be used as
a data format for sleep apnea detection, and whether imputation methods improve the
classi�cation of missing data.

As one of the tasks in this thesis is to con�rm whether or not EDF+ as a data format
may be used for sleep apnea detection with the same data mining methods as in (Hugaas
2015), it is required to use the four data mining algorithms Arti�cial Neural Network,
Support Vector Machine, K-Nearest Neighbor, and Decision Trees. Another task is to
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compare our results to the previous work, which requires us to use the same signals and
signal combinations.

We use the four non-invasive signals, nasal respiration, abdominal respiration, respiration
from the chest, as well as oxygen saturation. The Tables 6.1 and 6.2 illustrate the
available data in minutes for each of the signal combinations. In (Hugaas 2015), all
possible combinations for epoch classi�cation were used, while the subject classi�cation
used the following four combinations:

• Nasal respiration

• Respiration from the chest and nose

• Respiration from the abdomen, chest and nose

• All four signals, respiration from the abdomen, chest and nose, as well as oxygen
saturation

The main requirement for the data mining methods is that they must be classi�cation
methods, as we want to classify epochs of disrupted breathing. Two standard and popular
data mining methods, Arti�cial Neural Network and Support Vector Machine, are used in
the majority of the related work. As mentioned in Chapter 3.4.1, the Perceptron, a type
of Arti�cial Neural Network, and Support Vector Machine try to solve the classi�cation
task by separating the data linearly, which may be problematic with some datasets. By
including abstractions, the data mining methods solve the problem. The Arti�cial Neural
Network uses hidden layers and hidden nodes, while Support Vector Machine uses kernel
functions to solve the problem. The two methods are called black-box methods as the
abstractions and dimensions added to the data makes their models hard to interpret.
Adding abstraction also makes the methods more computational complex. In Support
Vector Machine, the classi�cation time depends on the number of support vectors. The
number of hidden nodes and hidden layers a�ect the classi�cation time of Arti�cial Neural
Network. A disadvantage of Arti�cial Neural Network is that sparse data in the training
phase might make it hard for the data to converge.

Of the four data mining methods, K-Nearest Neighbor is the only lazy learner. A lazy
learner does not have a training phase, as it simply stores the training data and does
the computation during the classi�cation phase. This makes the method less suitable
for on-line analysis, as it is time-consuming and requires more storage space. K-Nearest
Neighbor has a local model, making it more vulnerable to noise in the datasets.

Decision Trees is a popular data mining method, but there have been limited usage of it in
related work. The method builds a white-box model, a model showing all the relationships
between all the attributes in the data, in a way that should be understandable for those
analyzing it. In Decision Trees, the model has a tree form, which may grow quite large
and complex. A disadvantage in the data mining method is that numerical values do not
work well with binary splits.
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The data mining methods were chosen in (Hugaas 2015) by �nding the most popular
methods with best results in related work. A variety of algorithmic properties were
included in the methods for testing and evaluation, such as eager learners and a lazy
learner, black-box methods and a white-box method, global models and a local model, as
well as original input data and abstractions and extra dimensions. As the data mining
methods were well chosen in previous work, and the results were good using either of the
data mining methods, we chose to use the same data mining methods for our work.

6.6 Related Work

Several studies introduce missing data imputation for classi�cation. Table 6.3 presents an
overview of related work, showing the imputation and classi�cation methods used in the
studies, as well as the amount of missing data in the input datasets, the type of missing
data and the results of the studies. As far as we know, only two of them, (Hernández-
Pereira, Álvarez-Estévez, and Moret-Bonillo 2015, 2014), propose the use of imputation
methods for classi�cation of sleep apnea.

The choice of datasets varies, but most related work uses clinical datasets. Some of the
papers do not mention the missing data type. We must assume the results are not biased
by applying a type of missing data on the wrong kind of imputation method. There is
little or no explanation of why the imputation methods where chosen. Almost all studies
evaluate the outcome by comparing the classi�cation results of data imputed with a
variety of imputation methods. K-fold cross-validation is mostly used for evaluation.
Most papers focus on the accuracy results, but include sensitivity and speci�city as
well. Results are overall good for all methods, with a classi�cation accuracy usually
falling between 70% - 100%. All studies containing both statistical and machine learning
methods conclude that the latter may be best for improvements of accuracy.

The two studies on imputation methods for classi�cation of sleep apnea use Polysomno-
graphic (PSG) recordings from the Sleep Health Heart Study (SHHS) (see (Quan et al.
1997; Sleepdata 2017)), a trusted source. As for the signals, air�ow and respiration
from the chest and abdomen is applied, but they do not mention whether the signals are
noninvasive or not. They di�er between hypopnea and apnea. They evaluate the accu-
racy, speci�city, and sensitivity of the classi�cation results using ten-fold cross-validation.
They compare the results with Listwise Deletion.

Statistical and machine learning methods are used in most work, while some focus on
machine learning methods. Mean is the most frequently used method, and is used in all
related work expect for two studies. The performance of mean varies a lot, depending
on the suitability of the input data. Hot-Deck is the second most used method, but also
the one performing overall worst after Listwise Deletion. Next, Self-Organising Maps
and K-Nearest Neighbors are used in a majority of studies, both achieving good results.
Other methods used in related work are tree-based algorithms, neural networks, several
types of regression, as well as other machine learning methods.

72



Signals The CAP Sleep
Databases

Non-Invasive Fetal
Electrocardiogram
Database

SHHS Polysomnog-
raphy Database

The Sleep-EDF
Database

Resp. C 17850 549 540 0
Resp. A 15852 549 540 0
Resp. N 2000 0 540 65158.8
SaO2 49326 0 540 0
Resp. C, A 15852 549 540 0
Resp. C, N 2000 0 540 0
Resp. C, SaO2 15576 0 540 0
Resp. A, N 2000 0 540 0
Resp. A, SaO2 13578 0 540 0
Resp. N, SaO2 2000 0 540 0
Resp. C, A, N 2000 0 540 0
Resp. C, A, SaO2 13578 0 540 0
Resp. C, N, SaO2 2000 0 540 0
Resp. A, N, SaO2 2000 0 540 0
Resp. C, A, N, SaO2 2000 0 540 0

Table 6.1: Available minutes of data in EDF databases
Signals Apnea-ECG

Database
MIT-BIH
Polysomnogra-
phy Database

St. Vincents Uni-
versity Hospital
Database

Resp. C 3947 775 10392
Resp. A 3947 796 10392
Resp. N 3947 3307 10392
SaO2 3947 878 10392
Resp. C, A 3947 N/A 10392
Resp. C, N 3947 775 10392
Resp. C, SaO2 3947 76 10392
Resp. A, N 3947 796 10392
Resp. A, SaO2 3947 447 10392
Resp. N, SaO2 3947 524 10392
Resp. C, A, N 3947 N/A 10392
Resp. C, A, SaO2 3947 N/A 10392
Resp. C, N, SaO2 3947 76 10392
Resp. A, N, SaO2 3947 447 10392
Resp. C, A, N, SaO2 3947 N/A 10392

Table 6.2: Available minutes of data in databases to be converted
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Reference Imputation methods Classi�ers Amount of missing
values

Missing
data
type

(Hernández-Pereira,
Álvarez-Estévez, and
Moret-Bonillo 2015)

Mean, MLR,
Hot-Deck,
KNN and SOM

Linear Discriminant
Analysis,
ProximalSVM,
Multilayer
Feedforward NN,
Classi�cation Trees,
Random Forests and
Deep Neural Network

Desaturation 2.77%,
Air�ow red. 44.18%,
Resp Abdomen 33.8%,
Resp Chest 37.55% NMAR

(Hernández-Pereira,
Álvarez-Estévez, and
Moret-Bonillo 2014)

Mean, Hot-deck
and SOM

proximalSVM,
Multilayer Feedforward
Neural Network,
Classi�cation trees N/A

(Farhangfar, Kurgan,
and Dy 2008)

Hot-deck, Imputation
framework with Hot
deck, Naive-Bayes,
Imputation framework
with Naive-Bayes,
Polynomial multiple
regression and Mean

RIPPER, C4.5,
SVM (RBF kernel),
SVM (Polynomial
kernel), KNN and
Naive-Bayes

MCAR 5%, 10%,
20%, 30%, 40%, 50%

N/A

(Jerez et al. 2010) Mean, Hot-deck, Mul-
tiple Imputation (Win-
MICE, Amelia2:EM,
SAS:logistic regres-
sion), Multi-layer
perceptron, SOM and
KNN

Arti�cial Neural
Network

0-42.84% N/A

(Zhang et al. 2005) Known value strategy,
Null strategy(assigning
special value), Internal
node and C4.5 Strategy

Decision tree 20% 40% 60% 80% N/A

(Lakshminarayan et
al. 1996)

Autoclass and C4.5 N/A

(Rahman and Davis
2013)

KNN, FURIA, Decision
tree, SVM and Mean/-
mode

Decision tree, FU-
RIA, KNN and K-
Means Clustering

N/A N/A

Table 6.3: Overview of related work
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Chapter 7

Design and Implementation

In Chapter 6, we presented the requirements for input data, datasets, for conversion of
databases to EDF, imputation methods and the data mining methods. We came to some
conclusions of which properties are most suitable for this work. We start this chapter by
presenting all of the chosen properties, to get an overview of how to make the design for
the implementation.

The input data is required to detect epochs of disrupted breathing, it must be possible to
record at the patients' home, the signals are required to be non-invasive, and the input
data must be in the EDF format. We concluded that the best suited signals are respiration
from the nose measured by a thermistor, respiration from chest and abdomen measured
with elastic belts, referred to as respiratory inductance plethysmography, as well as oxygen
saturation measured by a sensor placed on the �ngertip called pulse oximetry. These
signals are non-invasive, possible to use for recording at a patient's home without any
expert personnel and they show clear changes between normal and disrupted breathing.
We also decide to use all �fteen signal combinations for evaluation of epoch classi�cation,
and four signal combinations for evaluation of subject classi�cation, in order to compare
our results with those of previous work.

We decided not to use the EDF databases found in PhysioNet, as they either lack suitable
signals, annotations, or AHI indexes. The CAP Sleep Database has quite large datasets
as we desire, and it contains all the desired signals, but the lack of both annotations and
AHI indexes makes the database useless for both the training phase and test phase. Both
of the studies in the Sleep-EDF Database has large datasets, but they completely lack the
desired signals, or have too few of them. Non-Invasive Fetal Electrocardiogram Database
has two of the desired signals, but the datasets are quite small and lack general sleep
apnea info, which is not very strange as its focus is on pregnancy, not sleep apnea. SHHS
Polysomnography Database has all the desired signals, but is not suitable because of the
lack of AHI indexes, and because of the annotations being at random times, making it
very complex for both converting and processing.

The only input data we use are the three databases used in previous work, converted to
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the EDF format. Two of the databases, Apnea-ECG and MIT-BIH Polysomnography
databases include all of the desired properties, such as all four signals, annotations corre-
sponding to the signals, and the AHI index of all the recordings. However, the respiration
from the chest and abdomen from the MIT-BIH Polysomnography database are not in-
dividual signals as desired, resulting in not having all desired signal combinations. Two
of the records contain the sum of both signals, while the rest of the records have either
one of the signals. The annotations in both Apnea-ECG and MIT-BIH Polysomnography
databases have a speci�c frequency, which is desired as it is less complex and we want a
�xed size for each object. Having the speci�ed time for an annotation lets us combine it
with its corresponding set of signals, meaning we can create objects with a corresponding
class. The frequency is a minute for each annotation in Apnea-ECG database, and a
frequency of thirty seconds for each annotation in MIT-BIH Polysomnography database.
For every annotation, the signal data is scored as either 'N' for normal breathing, or 'A'
for apnea. The last database, St. Vincent's University Hospital database, has all the
desired signals, and the AHI index. However, we only use this database as test data on
the models trained by Apnea-ECG and MIT-BIH Polysomnography databases, since it
lacks annotations.

MIT-BIH Polysomnography database is the only database having signals above the mini-
mal requirements for signals as of today regarding quality. The sample rate of the respira-
tory signals and oxygen saturation in all of the databases follow the recommended sample
rate. Apnea-ECG and St.Vincent's databases have reasonably sized datasets, while the
size of MIT-BIH Polysomnography database varies depending of the signal combinations.
The quality of the databases should also be evaluated, but it is hard to know the quality
of the data as we have no in-depth knowledge of the tools and signals used, or whether
the data has been pre-processed.

As the chosen databases are not in the EDF+ format, and the tasks in this thesis requires
EDF+ input data, we must convert the databases. Since the function mit2edf currently
converts to EDF, and the format is compatible with EDF+, we modify the function to
support annotations as well. The following list summarizes the main requirements and
the corresponding solutions for conversion of data to EDF:

• The header �eld nr of samples in each record is set to 10, as we decide that each
record will contain one annotation, and the size of each annotation is 20 bytes.

• The reserved �eld in the upper block of the header must start with 'EDF+C, to tell
it is in the EDF+ format and that the datasets have continuous recordings, with a
speci�ed duration for each record.

• Annotations must be in a Time-stamped Annotations List (TAL), and follow straight
after each other.

• Annotations are required to have the label name 'EDF Annotations', as it will be
processed as an ordinary signal otherwise.

• Patient id and record id is required. However, these �elds are not crucial, and we
use dummy data for these �elds as all data from PhysioNet is anonymous.
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• The function only takes one input �le, the signal �le. Therefore, a way of adding
the input annotation �le is required.

• As the input annotations have di�erent frequencies and the frequency may be hard
to calculate, we need to specify a wanted frequency for each input. We decide to
make 60 seconds the default value, as it �ts the Apnea-ECG database.

• Each record must contain at least one annotation, it may not be empty.

Imputation methods were chosen due to good results in related work, and aiming both
for improvement of classi�cation for data containing missing values, as well as trying to
�nd low cost methods with respect to time. We decide to use mean, median, Multiple
Linear Regression, K-Nearest Neighbor, and Self-Organising Maps. These methods let us
experiment with di�erent properites to �nd suitable methods, such as computationally
e�cient and computationally expensive methods, statistical and machine learning meth-
ods, methods inferring using the same attribute and methods inferring using the other
attribute than the one that contain a missing value. There is no speci�c requirement for
the imputation methods.

Mean and median are simple statistical methods �nding the central tendency of the at-
tribute containing a missing value and using that value as a replacement value. As we
also want to calculate the mean and median on each of the classes, each object must
have an associated annotation. The methods show the same results for symmetric data
distribution, but in case of a skewed distribution, median might be a better choice. As
in opposition of mean and median, Multiple Linear Regression infer the missing value by
using all the other attributes than the missing. K-Nearest Neighbor and Self-Organising
Maps are machine learning methods, building a local model and a global model, respec-
tively.

The main reason for choosing the four data mining methods, Arti�cial Neural Network,
Support Vector Machine, K-Nearest Neighbor, and Decision Trees, is because of good
results in previous work. Thorough research was done to �nd the most suitable methods,
and ended up with these four data mining methods for detection of epochs of disrupted
sleep. They were chosen with the aim of getting good results by looking at related
work, and are highly relevant for evaluation of di�erent properties, having black-box
methods and a white-box method, global models and a local model, eager learners and
a lazy learner, as well as some of the methods using abstractions and extra dimensions,
while the others do not. The only requirement for the data mining methods is to use
classi�cation methods.

Arti�cial Neural Network is a black-box method, building a global model that is hard
to make any sense of by the human mind. As an eager learner, it has a training phase.
The method adds abstractions and extra dimensions by adding hidden nodes and hidden
layers. The Support Vector Machine is quite similar as it is a black-box method which
build a global model, has a training phase, and adds abstraction by having support
vectors. Both methods achieved good results with a high accuracy in related work. K-
Nearest Neighbor is the only lazy learner amongst the four data mining methods, and
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therefore has no training phase, and builds a local model. Because it has no training
phase, the training data is stored and run during the classi�cation. The only data mining
method building an understandable model is Decision Trees, as it is a white-box method.
The model represents the data in a tree form, presenting all the relationship between the
attributes by showing the split values. The data mining method has a training phase as
it is an eager learner. It has been limited use of the method in related work, but is a
popular data mining method.

The remainder of the chapter is organized as follows: First, we present the system envi-
ronment used to obtain the results in Section 7.1. The input data is presented in Section
7.2, followed by a discussion about class imbalance in Section 7.3. The design for the
performance evaluation is presented in Section 7.4. Section 7.5 presents the design and
implemenation for converting the database to the EDF+ format. In Section 7.6 the design
of the imputation methods is followed by the corresponding implementation.

7.1 System Environment

This section presents the system environment used for implementing and running the
data mining methods to obtain our results. In this thesis, all results where obtained
without running any other processes simultaneously.

Previous work used a well-known numerical computing environment, MATLAB. As there
are several existing solutions, such as reading and processing EDF, and several imputation
functions, it is of interest to use the same environment. PhysioNet WFDB has a software
package that may be used in Matlab for processing EDF, and there are several open source
EDF readers for Matlab online. As for the imputation methods, all methods either have
functions in Matlab or open source libraries to customize the properties of the methods.

For implementation and testing we use MATLAB 64-bit R2016a with an Academic Li-
cense from the University of Oslo. The software run on an ASUS using a 64-bit Ubuntu
16.04 LTS, 7,7 GiB of RAM, and the CPU has eight Intel Core i7-3632QM @ 2.20GHz.
For the graphics, GeForce GT 650M/PCIe/SSE2 have been used.

7.2 Input Data

In this section, we present a structured overview of the databases, as well as the de-
sign and implementation of processing the input data. We use the same input data for
both conversion and for the missing data challenge. Apnea-ECG database, MIT-BIH
Polysomnography, and St.Vincent's Hospital database are suitable. However, only the
two �rst mentioned may be used for classi�cation as they have their objects' correspond-
ing classes, while the latter does not and may only be used as test data.
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Input data is similar in all databases. The signal data is placed in a matrix, and the classes
in a vector. Each row is an object, and each column is an attribute. Each object from the
matrix has its own class, so they should have the same indexes. Classes are represented
by 0 and 1 for normal breathing and apnea. Table 7.1 illustrates the importance of equal
indexes between matrix and vector. Attributes in the table have either a value of 0 or
1. They represent the class of the attribute's value. In each object, having a majority of
either of the classes means that it belongs to that class.

Index Attribute 1 Attribute 2 Attribute 3
0 0 1 1
1 0 0 1
2 0 1 0
3 1 0 0
4 1 1 0
5 0 0 0
6 1 0 1
7 0 0 1
8 1 1 1
9 0 1 0

Index Class
0 1
1 0
2 0
3 0
4 1
5 0
6 1
7 0
8 1
9 0

Table 7.1: Input data format (Hugaas 2015).

The only change from previous work regarding pre-processing of input data, is changing
the function reading the data from the input �le. MathWorks has several open source
implementations for reading or processing EDF �les, in which most of them do not read
annotations at all or properly. ReadEDF is an almost fully functioning open source
implementation, with only a few minor bugs, from the MathWork �le exchange webpage
(Reading and saving of data in the EDF+ 2017). The function ReadEDF() replaces
the old read function. The old function actually supports reading EDF except �les
containing annotations. Classi�cation methods from previous work require data to be
normalized, which was done during reading and preprocessing of the input data. Missing
data handling is a part of the preprocessing in this thesis, and normalization is done at
a later point, depending on the imputation methods. Previous work reduced the sample
rate of the databases to minimize the computational complexity, and we keep that for
our work.

7.2.1 Apnea-ECG Database

In this section, we present the design and implementation of pre-processing Apnea-ECG
database, to make it ready for being used as input data to the data mining methods.

There are 70 records available in the database, in which eight records contain respira-
tion signals and oxygen saturation. These �les may be used for all signal combinations.
Previous work used �les with the post�x "er", containing an ECG signal as well. Files
with the post�x "r" contain only the signals of interest, respiration signals and oxygen
saturation. Table 7.2 presents the �lenames of the records and annotations and their
corresponding converted EDF �les.

The annotations in Apnea-ECG are denoted as 'N' for normal breathing and 'A' for
apnea. They are sampled every sixty seconds, having a sample frequency of 100Hz. In
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Signal �le Annotation �le EDF �le
a01r.dat a01.apn a01r.edf
a02r.dat a02.apn a02r.edf
a03r.dat a03.apn a03r.edf
a04r.dat a04.apn a04r.edf
b01r.dat b01.apn b01r.edf
c01r.dat c01.apn c01r.edf
c02r.dat c02.apn c02r.edf
c03r.dat c03.apn c03r.edf

Table 7.2: Filenames of signal and annotation �les, and their corresponding EDF �le.

other words, each annotation has 6000 corresponding rows. We reduce the sample rate
from 100Hz to 1Hz, so that an object has a minimum of 60 attributes and a maximum
of 240 attributes for the di�erent signal combinations. Each signal has a total of 60
attributes. Table 7.3 shows the data format for Apnea-ECG database.

Object Attributes Class

0 x1...x60 or x1...x120 or x1...180 or x1...x240 0
1 x1...x60 or x1...x120 or x1...180 or x1...x240 1
2 x1...x60 or x1...x120 or x1...180 or x1...x240 1
3 x1...x60 or x1...x120 or x1...180 or x1...x240 0
4 x1...x60 or x1...x120 or x1...180 or x1...x240 1
..n x1...x60 or x1...x120 or x1...180 or x1...x240 ..n

Table 7.3: Data format for Apnea-ECG database (Hugaas 2015).

As for the design, we base our implementation on previous work. The design from previous
work is as follows (Hugaas 2015):

• Create the matrix and vector that will hold the signal and annotation data.

• Read and extract signal and annotation data.

• Set all sleep apnea annotations denoted as N to 0 and annotations denoted as A to
1 in the vector containing the classes.

• For the signal data, we must adjust the sample frequency from 100Hz to 1 Hz by
computing the average value of the original 100Hz sample.

• All "not a number" (NAN) values should be set to zero as the Arti�cial Neural
Network in Matlab can not handle such values.

• We must apply normalization to the columns to make sure that the values are not
to large.

• Transform the matrix by taking bulks of 60 ros and plce them horizontally as in
Table 7.3, so that each row contains one minute of data.
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We keep this design for testing and comparing EDF, but handle the NaN-values dif-
ferently for the missing data task. For the missing data problem, the main di�erences
from previous work are the ReadEDF function and that the normalization of the data
is missing in this part of the pre-processing. Listing 1 shows the implementation of the
database processing, having the main function name read_apnea_ecg. It takes two input
arguments given as records and signals, where the records are the input data and the
signals variable is a speci�ed signal combination. The function's return parameters are
given as [annotations, data] which constitute the matrix and vector illustrated in Table
7.1.

Function read_records simply calls the function read_record to read and process each
input �le. read_record fetches the EDF+ data using the ReadEDF function. Annotation
data is processed by changing from 'N' and 'A' to '0' and '1' in line 11, and the annotation
rate is reduced from six to one annotation per minute in line 13. Originally, the data
only had one annotation per minute, but the converter requires at least one value per
block, resulting in six annotations per minute. The signal data is processed by reducing
the sample rate. Signal data must have its corresponding annotation, and the last block
in the EDF+ �les is padded, with the exception of when the data �ts the block exactly.
With six blocks of data per minute, we have 10 rows per block, and we know that each
object must have 60 rows. With this information, we decide to remove the incomplete
objects at the end of all �les with padded blocks, as shown in line 19 and 20.

Before using the data as input data for classi�cation, it must be normalized and each
object must have its 60 rows moved to one row. Listing 2 and 3 show the implementation
of these properties, which is done after or during imputation depending on the imputation
method.

All code snippets illustrated in Listing 1, 2, and 3 are used in the missing data task in
this thesis. However, the only di�erence from the EDF task is that the normalization
and the process of moving 60 rows into one to make objects are added to the end of the
processing �le, in that respective order.
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1 function [annotations, data] = read_apnea_ecg(records, signals)

2 %READ_APNEA_ECG Read signals and annotation

3 num_signals = size(signals, 2);

4

5 % Function reads signal and annotation data for one record at a time.

6 function [data,annotations] = read_record(record_name)

7 % Read signal and annotation data.

8 [signal, annotation] = ReadEDF(record_name);

9

10 % Process annotation data

11 annotations = annotation=='A';

12 % Adjust the annotation rate from 6 per minute to 1 per minute.

13 annotations = annotations(1:6:(end-mod(length(annotations), 6)));

14

15 % Process signal data

16 % Adjust sampling rate from 100 Hz to 1 Hz

17 signal_length = length(signal);

18 rest = mod(signal_length,6000);

19 signal = reshape(signal(1:end-rest, signals), [], num_signals);

20 data = reshape(mean(reshape(signal, 100,[])), [], num_signals);

21 end

22

23 % Function reads signal and annotation data for all specified records and

24 % and adds data from "read_record" to "data" and "annotations" containers.

25 function [data, annotations] = read_records(records)

26 data = zeros(0, num_signals);

27 annotations = zeros(0,1);

28 for record = 1:size(records,1)

29 [d_i, a_i] = read_record(char(records(record)));

30 data = vertcat(data, d_i);

31 annotations = vertcat(annotations, a_i);

32 end

33 end

34

35 [data, annotations] = read_records(records);

36 end

Listing 1: Code for reading and processing the input data from Apnea-ECG.
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1 % Normalize the columns.

2 normA = max(imputed_data) - min(imputed_data);

3 normA = repmat(normA, [length(imputed_data) 1]);

4 imputed_data = imputed_data./normA;

Listing 2: Snippet for code normalizing the data

1 function [data] = make_objects(indata, pr_iteration, num_signals)

2 % Move blocks of [pr_iteration] rows for each column, so each row

3 % contains the whole object pr_iteration = 60 for apnea-ecg

4 assert(mod(size(indata,1), pr_iteration) == 0);

5 nn_input = zeros(size(indata,1)/pr_iteration, num_signals*pr_iteration);

6

7 j = 1;

8 for i = 1:pr_iteration:size(indata,1)

9 nn_input(j,:) = reshape(indata(i:i+pr_iteration-1,:), 1, []);

10 j = j + 1;

11 end

12

13 data = nn_input;

14 end

Listing 3: Function for making objects of 60 rows for Apnea-ECG database, and 30 rows
for MIT-BIH Polysomnography Database.
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7.2.2 MIT-BIH Polysomnography Database

In this section, we present the design and implementation for pre-processing MIT-BIH
Polysomnography database.

The database has 18 records from 16 subjects. Signal combinations vary in the records,
so which record to use as input data depend on the signal combination. We exclude
records slp01a.dat, slp01b.dat, slp41.dat, slp45.dat, slp60.dat, and at last slp61.dat, due
to either lack of annotations, not separating respiration from the chest and abdomen in
some �les, or the signals have switched places. For the conversion, all signal �les with
their corresponding annotations are converted to EDF, constituting a �le with the pre�x
name from the signal and annotation �le with .edf post�x. All signal �les and their
corresponding annotation �le have the same pre�x name. Table 7.4 shows an overview
of all the �les for each signal combination having the �les in EDF format.

Signal combination EDF �le(s)
Resp. Chest slp32.edf, slp48.edf and slp67x.edf
Resp. Abdomen slp37.edf, slp59.edf and slp66.edf
Resp. Nasal slp02a.edf, slp02b.edf, slp03.edf, slp04.edf,

slp14.edf, slp16.edf, slp32.edf, slp37.edf,
slp48.edf, slp59.edf, slp66.edf and slp67x.edf

Oxygen saturation slp59.edf, slp66.edf and slp67x.edf
Resp. Chest and Abdomen N/A
Resp. Chest and Nasal slp32.edf, slp48.edf, slp67x.edf
Resp. Chest and Oxygen saturation slp67x.edf
Resp. Abdomen and Nasal slp37.edf, slp59.edf and slp66.edf
Resp. Abdomen and Oxygen satura-
tion

slp59.edf and slp66.edf

Resp. Nasal and Oxygen saturation slp59.edf, slp66.edf and slp67x.edf
Resp. Chest, Abdomen and Nasal N/A
Resp. Chest, Abdomen and Oxygen
saturation

N/A

Resp. Chest, Nasal and Oxygen satu-
ration

slp67x.dat

Resp. Abdomen, Nasal and Oxygen
saturation

slp59.edf slp66.edf

Resp. Resp. Chest, Abdomen, Nasal
and Oxygen saturation

N/A

Table 7.4: Signal combinations and their corresponding �les

Annotations are sampled every thirty seconds and have a sampling frequency of 250Hz,
giving us 7500 rows of signal data for each annotation. First, the sleep stage is denoted,
then the sleep apnea annotations follow. They are denoted as follows:

• W -> Subjects is awake.

• 1 -> Sleep stage 1.

• 2 -> Sleep stage 2.

• 3 -> Sleep stage 3.

• 4 -> Sleep stage 4.

• R -> REM sleep.

• H -> Hypopnea.

• HA -> Hypopnea with arousal.

• OA -> Obstructive apnea.

• X -> Obstructive apnea with arousal.

• CA -> Central apnea.

• CAA -> Central apnea with arousal.

To make it simple for both tasks, we denote all apneas and hypopneas as 'A' and all the
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sleep stages as 'N' for normal breathing. We reduce the sample rate from 250Hz to 1Hz,
so that each signal has 30 attributes. All four signals are not present in the same record,
so that we have at most three signals at a time. That is a maximum of 90 attributes.
The data format is illustrated in Table 7.5.

Object Attributes Class

0 x1...x30 or x1...x60 or x1...90 0
1 x1...x30 or x1...x60 or x1...90 1
2 x1...x30 or x1...x60 or x1...90 1
3 x1...x30 or x1...x60 or x1...90 0
4 x1...x30 or x1...x60 or x1...90 1
..n x1...x30 or x1...x60 or x1...90 ..n

Table 7.5: Data format for MIT-BIH Polysomnography Database (Hugaas 2015).

As for the implementation we base our design on previous work (Hugaas 2015) for MIT-
BIH Polysomnography database as well. The design is as follows:

• Create the matrix and vector that will hold the signal and annotation data.

• Read and extract signal and annotation data.

• Set all sleep apnea annotations to 1 in the class vector and annotations with only
sleep stages, to 0.

• For the signal data, we must adjust the sample frequency from 100Hz to 1 Hz by
computing the average value of the original 250Hz sample.

• All "not a number" (NaN) values should be set to zero as the Arti�cial Neural
Network in Matlab can not handle such values.

• We must apply normalization to the columns.

• Transform the matrix by taking bulks of 30 rows and place them horizontally as in
Table 7.5, so that each row contains one minute of data.

The design is very similar to the one for Apnea-ECG. Main di�erence in the design in
this thesis compared to that of previous work is that all EDF �les have changed the
annotations to 'N and 'A', so processing of annotations is the same in both databases.
Keeping that change in mind, we only have two di�erences from the design in Apnea-
ECG, which is reduction of the sample frequency from 250Hz to 1Hz and having bulks
of 30 rows in an object per signal. The design is applied for the EDF task. In the
missing data task, we modify the step of replacing NaN-values with zero to applying the
imputation methods. Similarly, to Apnea-ECG, a modi�ed version of the open source
MathWorks exchange function ReadEDF is used to read EDF+. Annotations are changed
from sleep stages and appnea types to 'N' and 'A'. Therefore, the processing is the same
as for Apnea-ECG database.
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Focus is on the di�erences between Apnea-ECG and MIT-BIH Polysomnography. The
only remaining di�erence is irregularities in the sampling size for the �rst annotation in
some of the �les forcing us to skip the �rst annotation and its corresponding set of data.
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1 function [annotations, data] = read_slpdb(records, signals)

2 %READ_SLPDB Read signals and annotation

3 num_signals = size(signals, 2);

4

5 % Function reads signal and annotation data for one record at a time.

6 function [data,annotations] = read_record(record_name)

7 % Read signal and annotation data.

8 [signal, annotation] = ReadEDF(record_name);

9

10 % Process annotations

11 annotations = annotation=='A';

12 % Adjust the annotation rate from 3 annotations every 30 seconds to

13 % 1 annotation every 30 seconds

14 annotations = annotations(1:3:(end-mod(length(annotations), 3)));

15

16 % Skip first annotation

17 annotations = annotations(2:end);

18

19 % Adjust the sampling rate from 250 Hz to 1 Hz and skip first

20 % signal.

21 signal_length = length(signal);

22 rest = mod(signal_length, 7500);

23 data = reshape(signal(7501:end-rest, signals), [], num_signals);

24 data = reshape(mean(reshape(data, 250,[])), [], num_signals);

25 end

26

27 % Function reads signal and annotation data for all specified records and

28 % and adds data from "read_record" to "data" and "annotations" containers.

29 function [data, annotations] = read_records(records)

30 data = zeros(0, num_signals);

31 annotations = zeros(0,1);

32 for record = 1:size(records,1)

33 [d_i, a_i] = read_record(char(records(record)));

34 data = vertcat(data, d_i);

35 annotations = vertcat(annotations, a_i);

36 end

37 end

38

39 % Start read and processing

40 [data, annotations] = read_records(records);

41 end

Listing 4: Code for reading and processing input data from MIT-BIH Polysomnography
database.
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7.2.3 St.Vincent's Hospital Database

This section presents the pre-processing of St. Vincent's Hospital database. St.Vincent's
Hospital database contains annotations, but they are only sampled at the occurance of
an apnea, making it almost impossible to use. In previous work (Hugaas 2015), it was
decided to ignore the annotations and use the database as test data. All records contain
all the signals and all signal combinations may be used. There are fourteen signals in the
�les, in which column number eight, ten, twelve, and thirteen is oxygen saturation, nasal
air�ow, chest and abdominal respiration, respectively.

As we only use St.Vincent's Hospital database as test data on models trained on the other
databases, there is no need for annotation processing. The other steps of the design are
the same as those in the other databases. When data is used as test data, the input
structure must be equal to that of the trained model, meaning that if it will be used as
test data on a model trained on data from Apnea-ECG database the objects must be in
bulks of 60 rows as illustrated in Table 7.3, and objects in bulks of 30 for a model trained
on MIT-BIH Polysomnography database as illustrated in Table 7.5. The sample freqency
of 128Hz must be reduced to 1Hz. We use the design from (Hugaas 2015):

• Create the matrix and vector that will hold the signal data.

• Read and extract signal data from one record at a time.

• For the signal data, we must adjust the sample frequency from 128Hz to 1 Hz by
computing the average value of the original 128Hz sample.

• All not a number (NaN) values should be set to zero as the Arti�cial Neural Network
in Matlab can not handle such values.

• We must apply normalization to the columns.

• Transform the matrix by taking bulks of 30 rows and plce them horizontally as in
Table 7.3 and 7.5, so that each row contains one minute of data.

The format of the �les is EDF and as there are no annotations, we may skip conversion
and use the same implementation as used in previous work. Listing 5 shows the imple-
mentation of processing of St.Vincent's Hospital database. Main di�erent in the code is
that it does not process annotations, but processing of the signal data is very similar to
previous code. A sample frequency error results in manually changing how many lines
to read for each �le in the function rdsamp. It is also necessary to remove the extra
data making it impossible to divide the data on 128 before reducing the sample rate.
Depending on the model the data will be tested on, the variable pr_iteration must be
changed to either 30 or 60. This database is only used for the EDF task, as we choose
not to perform subject evaluation on the missing data task.

88



1 function [r] = process_ucddb()

2 % Signal types: 7 = Oxygen saturation, 9 = Resp. Nose, 11 = Resp. Chest and 12 = Resp. Abdomen.

3 signals = [7 9 11 12];

4 num_signals = size(signals, 2);

5

6 % Function reads signal data for one record at a time.

7 function [data] = read_record(record_name)

8 % Read signal data.

9 [~, x] = rdsamp(record_name, signals, 316176);

10 % Skip the remaining signal data so that the number of lines is divisible by 128.

11 x = x(1:size(x,1) - mod(size(x,1), 128),:);

12 % Adjust the sampling rate from 128 Hz to 1 Hz.

13 data = reshape(mean(reshape(x, 128,[])), [], num_signals);

14 end

15

16 % Function reads signal data and adds data from "read_record" to "data" container.

17 function [data] = read_records(records)

18 data = zeros(0, num_signals);

19 for record = 1:size(records,1)

20 [d] = read_record(char(records(record)));

21 data = vertcat(data, d);

22 end

23 end

24

25 % Parameter specifying which record to read.

26 records = cellstr('ucddb024.rec');

27 [x] = read_records(records);

28

29 % Replace NAN(not a number values) with zero.

30 x(isnan(x)) = 0;

31

32 % Normalize the columns.

33 normA = max(x) - min(x);

34 normA = repmat(normA, [length(x) 1]);

35 x = x./normA;

36

37 x(isnan(x)) = 0;

38

39 % The remaining code moves blocks of 60 rows for each column and place them horizontally

40 % so each row contains the whole object.

41 % pr_iteration is set to either 30 or 60 depending on which database the model

42 % has been trained on.

43 pr_iteration = 30;

44

45 x = x(1:size(x,1) - mod(size(x,1), pr_iteration),:);

46

47 assert(mod(size(x,1), pr_iteration) == 0);

48 nn_input = zeros(size(x,1)/pr_iteration, num_signals*pr_iteration);

49

50 j = 1;

51 for i = 1:pr_iteration:size(x,1)

52 nn_input(j,:) = reshape(x(i:i+pr_iteration-1,:), 1, []);

53 j = j + 1;

54 end

55

56 r = nn_input;

57 end

Listing 5: Implementation of reading and processing data from St.Vincent's Hospital
Database( (Hugaas 2015)). 89



7.3 Class Imbalance and Data Distribution

This section is based on previous work (Hugaas 2015), in which class imbalance was
in focus. Class imbalance may a�ect classi�ers ability to learn patterns and generalize
the data. Overly representing a class in the training set makes it easy to obtain good
results, even if the patterns are not learned. Test data with highly skewed data have the
same problem. The results might show high accuracy, when the model would achieve
poor results if the data was balanced. As said in previous work, "the model should
have a higher score than the probabilistic chance of classifying an object". If the data is
imbalanced, instances should be dropped to balance the fractions.

Apnea-ECG database includes 1609 epochs/objects containing sleep apnea events, and
2338 epochs of normal breathing. The class distribution is almost even with 40.77% be-
longing to the sleep apnea class, and then 59.23% belonging to the normal breathing class.
The distribution is the same for all signal combinations in Apnea-ECG database, while
MIT-BIH Polysomnography has di�erent distribution for each combination as di�erent
records are used. Table 7.6 shows MIT-BIH Polysomnography Database's class distribu-
tion for each signal combination, where most distributions are fairly balanced except for
two signal combinations consisting of respiration from the chest, and respiration from the
chest and nose. However, all signals are balanced enough to keep them as is.

Signal combination Epochs of disrupted breathing Epoch of normal breathing
Resp. Chest 483(31.14%) 1068(68.86%)
Resp. Abdomen 992(62.31%) 600(37.69%)
Resp. Nasal 2642(39.9%) 3973(60.1%)
Oxygen saturation 510(48.66%) 538(51.34%)
Resp. Chest and Abdomen N/A N/A
Resp. Chest and Nasal 483(31.14%) 1068(68.86%)
Resp. Chest and Oxygen saturation 72(47.06%) 81(52.94%)
Resp. Abdomen and Nasal 992(62.31%) 600(37.69%)
Resp. Abdomen and Oxygen saturation 438(48.94%) 457(51.06%)
Resp. Nasal and Oxygen saturation 510(48.66%) 538(51.34%)
Resp. Chest, Abdomen and Nasal N/A N/A
Resp. Chest, Abdomen and Oxygen saturation N/A N/A
Resp. Chest, Nasal and Oxygen aturation 72(47.06%) 81(52.94%)
Resp. Abdomen, Nasal and Oxygen saturation 438(48.94%) 457(51.06%)
Resp. Resp. Chest, Abdomen, Nasal and Oxygen
saturation

N/A N/A

Table 7.6: Signal combinations and their data distribution of the two classes 'normal
breathing' and 'apnea'.

As we use the same input data as in previous work, our focus is on the data distribution
of the input data for the imputation methods. Data distribution a�ects the imputation
methods, especially the imputation methods �nding the central tendency of a dataset
(Section 5.3.1). Imagine that all values are ordered from low to high. Calculating the
central tendency on a balanced distribution of the data using mean and median will
return the same results. However, when the data is skewed, they return di�erent values.
Positively skewed data have a median slightly to the right of the mean value, and opposite
when the data is negatively skewed. This is also illustrated in Figure 5.1 (Section 5.3.1).

Skewness is checked by using the MathWorks function skewness ( (skewness 2017)). The
function calculates the skewness of each column in the input matrix, and ignores missing
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values. The asymmetry around the sample mean of the data is measured, and the function
returns zero if the data is perfectly symmetric. There is fairly little skewness of each
attribute in Apnea-ECG. The complete dataset and the �ve datasets containing missing
data at 5%, 10%, 20%, 30% and 50% have data that is almost equally distributed among
the two classes. The skewness does not vary more than 0.0200 between the datasets.
Nasal respiration is the attribute with the most balanced data, with a negatively skewed
value of around -0.59. With the similar number of positively skewed data with a value of
around 1.21 and 1.48 are respiration from the chest and abdomen, respectively. Lastly,
oxygen saturation has a negatively skewed value of around -4.58.

As for MIT-BIH we must check the data distribution of each signal combination. Table 7.7
shows the minimum to maximum skewness of each attribute in each signal combination
for a single run. The skewness of oxygen saturation is the worst by far regardless of the
signal combinations, with the worst negatively skewness of -9.8295. Nasal respiration has
a fairly balanced data distribution, in which the most skewed dataset is nasal respiration
as the only signal with a positively skewed value of 3.8716, and the rest is within the
range of one. The dataset constituted of the respiration from the chest, nose and oxygen
saturation is the most skewed among the chest respiration signals, with a value of 2.4985,
although that is quite balanced as well. As for the rest, all the values are balanced and
are within the range of 1.

Signal combination Chest respiration Abdominal respi-
ration

Nasal respiration Oxygen satura-
tion

Resp. Chest -0.2667 to -0.3293 - - -
Resp. Abdomen - 0.579 to 0.1776 - -
Resp. Nasal - - 2.8475 to 3.8716 -
Oxygen saturation - - - -6.3573 to -6.2805
Resp. Chest and Abdomen N/A N/A N/A N/A
Resp. Chest and Nasal -0.3380 to -0.2560 0.4946 to 0.6110 -
Resp. Chest and Oxygen saturation 1.9030 to 2.5554 - - -9.5381 to -8.9383
Resp. Abdomen and Nasal - 0.1650 to 0.1891 0.1672 to 0.2202 -
Resp. Abdomen and Oxygen saturation - -0.6064 to -0.5772 - -6.1492 to -5.9977
Resp. Nasal and Oxygen saturation - - -0.4232 to -0.3332 -6.4177 to -6.2772
Resp. Chest, Abdomen and Nasal N/A N/A N/A N/A
Resp. Chest, Abdomen and Oxygen sat-
uration

N/A N/A N/A N/A

Resp. Chest, Nasal and Oxygen satura-
tion

2.2515 to 2.4985 - -0.1503 to 0.0102 -9.8295 to -8.9072

Resp. Abdomen, Nasal and Oxygen satu-
ration

- -0.6025 to -0.4889 -0.4279 to -0.3943 -6.0863 to -5.8934

Resp. Resp. Chest, Abdomen, Nasal and
Oxygen saturation

N/A N/A N/A N/A

Table 7.7: Skewness in each attribute for each signal combination in MIT-BIH
Polysomnography database.

7.4 Performance Evaluation

This section is based on previous work as our goal is to compare to previous results using
the same evaluation settings. We use two evaluation settings in this thesis, ten-fold cross-
validation and the holdout method (Section 3.5). Both settings are used in evaluation
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of whether EDF+ may be used as input data and con�rming or disproving previous
achieved results. Ten-fold cross-validation is the main test setting and the recommended
evaluation scheme, and the only test setting we use when evaluating the missing data
challenge. Training and testing times are also measured as the results may be useful for
future work on on-line analysis.

In ten-fold cross-validation, the dataset is separated in ten equally sized partitions. One
of the partitions is used as test data, while the rest are used as training data. This
process is repeated ten times, in which each of the ten partitions is used as test data
exactly one time. We measure the accuracy, sensitivity and speci�city (Section 3.5) for
each model and its corresponding test set, and use the average of these to produce the
overall performance of the classi�cation.

The holdout method separates the dataset into two partitions, one for training and one
for testing. It has gotten criticism for making the test data unavailable for training,
as in opposition to ten-fold cross-validation where all test data is also used as training
data. This evaluation setting is primarily used to include the data from St.Vincent's
University Hospital. The data may only be used as test data, and is tested on models
trained on Apnea-ECG and MIT-BIH Polysomnography databases. St.Vincent's Hospital
database contain the AHI indices for each subject, which is the severity of the apneas.
Evaluation of the performance is completed by calculating the number of classi�ed epochs
of disrupted sleep and divides it by the number of hours of sleep for the subject, and
then compares the results with the AHI indices from PhysioNet. However, the AHI
indices were scored manually and might not be consistent or completely accurate.The
�nal evaluation results are based on the amount of subjects that are placed in their
actual severity group compared to the amount of subjects that have been classi�ed. In
addition, we use data from Apnea-ECG database as test data on a model trained on the
MIT-BIH Polysomnography, and the opposite.

7.5 Conversion of Databases

The function mit2edf from the WFDB Software Package is capable of converting signals
to EDF, but lacks the ability of converting EDF+ �les containing annotations. As the
annotations are essential for the data mining methods, we modify the mit2edf function.
This section presents an overview of how the EDF+ �les are structured in the conversion.

WFDB Software package is written in the programming language C, and most �les or
functions depend on other �les or functions. In order to use mit2edf, the whole package
should be installed.
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7.5.1 Header Record Design

Some of the requirements are simple, as we only need to �ll the �eld with a speci�c text
to make processing software aware of how to handle the format. We determine the values
of the �elds in the upper block of the header record, which are presented in Table 7.8.
The text inside the brackets varies depending on the input signal record, while the other
text is constant, meaning it has the same value for all the �les in this thesis.

Header �eld Content

Version of this data format 0
Local patient identi�cation [record pre�x] M 01.JAN.2001 John_Doe
Local recording identi�cation Startdate not recorded riks_0123
Startdate of recording (dd.mm.yy) [record �le date, or current date]
Starttime of recording (hh.mm.ss) [record �le time, or current time]
number of bytes in header record [calculated]
reserved EDF+C
number of data records [calculated]
duration of a data record, in seconds 10
number of signals (ns) in data record [calculated]

Table 7.8: Determined values for the EDF header

In Table 7.8, the Local patient identi�cation is not quite right according to the EDF+
format, as it is supposed to contain patient information. However, since we do not use any
of the patient information for our analysis, and the data from PhysioNet is anonymized,
we decide to use the record name as the patient code as most input records do so. We
�ll the rest of the �eld with dummy data in the form required by EDF+, having sex 'F'
for females or 'M' for males, birthdate in dd-MMM-yyyy format, and the patient's name.
Dummy data is also �lled into the �eld local recording identi�cation, supposed to have
the text 'Startdate', followed by the start date in the dd-MMM-yyyy format, and ending
with the hospital administration code. All of the properties in these two �elds may not
contain spaces because they are separated by spaces.

The startdate and startime �elds either get their value from the input signal �le, or is
set to the current time and date of when the mit2edf function is run. The number of
bytes in the header depends on the number of signals (ns), and can be calculated using
the following equation: 256 + (ns ∗ 256). The reserved �eld in the upper block of the
header is EDF+C for all the databases, as they have contiguous data. The number of
data records is known and set at the end of writing the �le, right before closing it. In
mit2edf, 10 seconds is used as the duration of a data record as a default. The number of
signals are given in the input signal �le.

Table 7.9 presents the determined values for the lower block in the header record, having
a main focus on the four desired signals and annotations. However, it is important to
notice that other signals may be included as well. As described in Chapter 4.1.3, it is
very important to name the annotation label 'EDF Annotations'. The other label names
also have a standard in EDF+, 'Resp nasal', 'Resp abdomen', 'Resp chest', and 'SaO2',
where the last one is oxygen saturation. The mit2edf function does not support writing
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Field Signal Value

Label

Nasal respiration Resp nasal
Abdominal respiration Resp abdominal
Respiration from chest Resp chest
Oxygen saturation SaO2
Annotations EDF Annotations

Transducer type

Resp nasal Thermistor
Resp abdominal RIP
Resp chest RIP
SaO2 Pulse oximetry
EDF Annotations

Physical dimension

Resp nasal [from input signal �le]
Resp abdominal [from input signal �le]
Resp chest [from input signal �le]
SaO2 %
EDF Annotations

Physical minimum

Resp nasal [from input signal �le]
Resp abdominal [from input signal �le]
Resp chest [from input signal �le]
SaO2 [from input signal �le]
EDF Annotations -32768

Physical maximum

Resp nasal [from input signal �le]
Resp abdominal [from input signal �le]
Resp chest [from input signal �le]
SaO2 [from input signal �le]
EDF Annotations 32767

Digital minimum

Resp nasal [from input signal �le]
Resp abdominal [from input signal �le]
Resp chest [from input signal �le]
SaO2 [from input signal �le]
EDF Annotations -1

Digital maximum

Resp nasal [from input signal �le]
Resp abdominal [from input signal �le]
Resp chest [from input signal �le]
SaO2 [from input signal �le]
EDF Annotations 1

Pre�ltering

Resp nasal pre�ltering not recorded
Resp abdominal pre�ltering not recorded
Resp chest pre�ltering not recorded
SaO2 pre�ltering not recorded
EDF Annotations pre�ltering not recorded

Nr of samples in each data
record

Resp nasal [calculated]
Resp abdominal [calculated]
Resp chest [calculated]
SaO2 [calculated]
EDF Annotations 10

Reserved

Resp nasal
Resp abdominal
Resp chest
SaO2
EDF Annotations

Table 7.9: EDF header, lower block determined values
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the transducer type, but it may be added in the code. The transducer types for the
ordinary signals are a thermistor for measuring nasal respiration, respiratory inductance
plethysmography for both respiration from the chest and abdomen, and a pulse oximetry
is used for measuring the oxygen saturation. The annotations' transducer type �eld is
�lled with spaces.

Physical dimensions are �lled with spaces for the respiratory signals and the annotation,
and the physical dimension of oxygen saturation is '%'. The physical minimum and
maximum, as well as the digital minimum and maximum for the signals depend on the
input signal �le. For the annotations, we set the physical minimum and maximum to
'-32768' and '32767' as it is required for EDF. We set the digital minimum and maximum
to '-1' and '1', as they must have values that di�er from each other. As mit2edf does not
support pre�ltering and it is not important for this thesis, we keep its value 'pre�ltering
not recorded'.

The number of samples in each record depend on each of the databases, and is calculated
in mit2edf taking into consideration the size limit of 61440 bytes per record. The annota-
tion is always set to 10, meaning each record has 20 bytes for annotations. The 20 bytes
is the required space per annotation. This is not a default value, but we use the value to
keep it simple. The reserved �eld in the lower block of the header remains empty in our
work.

7.5.2 Data Record Design

In this section, our main focus is properties related to how annotations are stored in
mit2edf, as we do not change the way the function writes the signal data.

Annotations are coded in a speci�c way, and is explained in details in Chapter 4.1.3.
Figure 7.1 illustrates how each annotation is stored. 'Onset' is the amount of seconds
after the start time speci�ed in the header record. We choose to give the 'Onset' a storage
space of 16 bytes, as that should be enough space to store the amount of seconds from
the start time for each of the records. Each of the remaining values use one byte each,
including the 20-bytes, the 0-byte, and the annotations, as it is a single character. This
adds up to a sum of 20 bytes. Since the required space for annotations in each record is
calculated by multiplying the nr of samples in each data record �eld with two, this �eld
is set to 10.

Onset 20 Annotation 20 0 (7.1)

Having contiguous �les means that the duration and the starttime coincide so that the
amount of seconds since the starttime of each record may be calculated as in Equation
7.2. It is required that each record has at least one annotation. This means that the
output EDF+ �le may contain more annotations than the input annotation �le. As of
now, all of these annotations contain the sleep apnea annotation value corresponding to
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the annotation representing its epoch. This solution might not be accurate, depending
on the approach of annotating the record. The better solution would be to use empty
annotations for the records with no corresponding annotation in the input annotation
�le.

Onset = starttime + (duration * record number) (7.2)

The size of a data record may be calculated by adding the number of samples for each
signal, and then double the answer since each sample has two bytes each for storing the
signal data. It is illustrated in Equation 7.3. The size of all signal data is obtained by
multiplying the size of a record with the number of records. The size of all the records
is important as we change the size of the bu�er holding all the signals when adding the
annotations.

record size =

Si∗2∑
i=0

(7.3)

7.5.3 Implementation

In the converter �le mit2edf.c, an EDF record is referred to as one block, because a record
may be mistaken by a recording, which is the whole �le of records. One frame is one row
of values. We add the following list of functionalities to the mit2edf function in order to
convert the databases to EDF+:

• Command line options. One of the two most important options is specifying an
annotation �le for merging. It requires the post�x name to �nd the right �le. The
annotation �le must have the same pre�x name as the record �le. Secondly, an
option of setting the epoch duration of each annotation. These options may be
hardcoded for each of the databases, but we decide to add them as options to allow
usage of the function by other similar databases. In addition, we add an option to
specify the patient name, birthdate, and sex.

• If annotations are added in the command line, resizing of the blocks to �t one an-
notation per block must be added. All calculations regarding size must be changed
in case of annotations.

• Header information must be changed according to the EDF+ speci�cations, and
annotation information must be included in case of adding annotations.

• Write data blocks to EDF+ �le. Annotations are denoted as the decimal represen-
tation of 'N' and 'A'. At the end of the input �le, the block should be padded with
an invalid value.
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It is only required to convert the two databases Apnea-ECG and MIT-BIH Polysomnog-
raphy database, the converter does not have to be compatible with other databases. For
simplicity of the conversion, we make two �les for converting the databases to EDF+,
mit2edf_apneaECG.c and mit2edf_mitbih.c. Listing 6-8 shows the implementation of
parts of the patches from mit2edf_apneaECG.c. Di�erences are shown in the patches,
where '-' are lines that are removed, and '+' are lines that were added for the conversion.
The whole �le may be found in the Appendix. The implementation of the command line
additions is shown in Listing 6, where annotation �le post�x follow '-a', epoch duration
of each annotation follow '-s', and so on for the patient information.

As for the calculations, in most cases we either expand a variable from the original code
with a signal or twenty bytes in size to allocate the right amount of space. We also
add recalculation of the annotation epoch duration in case of not �tting the max block
size. Same goes for the header, another signal or a piece of information is added to
each property in the header with the required values for the annotations. The header
information is then stored in the output �le.

Having all calculations in place as well as the header of the �le stored in the output
�le, we may store the rest of the signals and annotations as shown in Listing 7 and 8.
Everything is written to a bu�er in a loop before writing to the output �le. Each frame
or object is stored in the bu�er. First, all signals are stored as in the original code. For
simplicity, the annotations are stored as the last signal. All annotations must contain
a timestamp, which is calculated before writing denotations. Decimal representation of
the denotations is required by EDF standard. For both databases, we write the decimal
representation of 'N' for normal breathing or 'A' for apnea.

Main di�erences between the databases in�uencing the implementation are the denotation
of the annotations from the input �le and the epoch durations. As mentioned in Section
7.2, the annotations in Apnea-ECG are denoted as 'N' for normal breathing and 'A' for
apnea. We keep that denotation when converting to EDF+. They are sampled every
sixty seconds, having a sample frequency of 100Hz. In other words, each annotation
has 6000 corresponding rows. For MIT-BIH Polysomnography database, annotations are
sampled every thirty seconds and has a sampling frequency of 250Hz, giving us 7500 rows
of signal data for each annotation. First, the sleep stage is denoted, then the sleep apnea
annotations follow. As mentioned earlier, we denote all annotations including only sleep
stages as normal breathing, and combine all apneas and hypopneas into one class.

97



--- mit2edf.c 2017-07-15 15:36:05.029514302 +0200

+++ mit2edf_apneaECG.c 2017-07-15 16:43:26.717465217 +0200

/* Interpret the command line. */

pname = argv[0];

for (i = 1; i < argc; i++) {

@@ -78,6 +90,46 @@ main(argc, argv)

case 'v': /* select verbose mode */

vflag = 1;

break;

+ case 'a': /* annotation file follows (postfix) */

+ if (++i < argc) {

+ annotation_postfix = argv[i];

+ nsig_anno = 1;

+ } else {

+ fprintf(stderr, "%s: annotation postfix must follow -a. "

+ + "Prefix must be same as record. E.g. '-a apn'\n", pname);

+ exit(1);

+ }

+ break;

+ case's': /* Duration between each annotation in seconds */

+ if(++i < argc) {

+ anno_duration = atoi(argv[i]);

+ } else {

+ fprintf(stderr, "%s: duration between each annotation "

+ + "(in seconds) must follow -s. Default = 60 seconds\n", pname);

+ exit(1);

+ }

+ case'S': /* Patient sex*/

+ if(++i < argc) {

+ patient_sex = argv[i];

+ } else {

+ fprintf(stderr, "%s: Sex of patient. Default: 'N'\n", pname);

+ exit(1);

+ }

+ case'b': /* Birthdate of patient*/

+ if(++i < argc) {

+ birthdate = argv[i];

+ } else {

+ fprintf(stderr, "%s: Date must be in form: dd.MMMM.yyyy. "

+ + "Default: '01.JAN.0001'\n", pname);

+ exit(1);

+ }

+ case'n': /* Name of patient*/

+ if(++i < argc) {

+ patient_name = argv[i];

+ } else {

+ fprintf(stderr, "%s: Name of patient. Default: 'Anonymous'\n", pname);

+ exit(1);

+ }

}

}

Listing 6: mit2edf.c patch for Apnea-ECG: Command line option additions.
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/* Write the header to the output file. */

- fwrite(header, 1, (nsig+1) * 256, ofile);

+ fwrite(header, 1, (nsig + 1 + nsig_anno) * 256, ofile);

@@ -360,7 +489,7 @@ main(argc, argv)

+ /* Open the annotation file, using annopen */

+ WFDB_Anninfo a;

+ WFDB_Annotation annot;

+ char *annotation = malloc(3);

+ int anno_freq = (frames_per_block / seconds_per_block) * anno_duration; //6000

+ int getan = 0;

+ int cnt_frames = 0;

+ double cur_time = 0;

+ if (nsig_anno) {

+ a.name = annotation_postfix; /* postfix name */

+ a.stat = WFDB_READ;

+ if (annopen(record, &a, 1) < 0) {

+ exit(1);

+ }

+ annotation = "N";

+ }

+

/* Write the data blocks. */

for (n = 1; n <= nblocks; n++) {

blockp[0] = block;

- for (j = 1; j < nsig; j++)

+ for (j = 1; j < nsig; j++) {

blockp[j] = blockp[j-1] + 2 * frames_per_block * si[j-1].spf;

+ if (nsig_anno && j == nsig-1) {

+ j += 1;

+ blockp[j] = blockp[j-1] + 2 * frames_per_block * nsig_anno;

+ }

+ }

for (i = 0; i < frames_per_block; i++) {

if (nsig != getframe(v)) {

/* end of input: pad last block with invalid samples */

@@ -393,11 +544,52 @@ main(argc, argv)

for (k = 0; k < si[j].spf; k++) {

*(blockp[j]++) = (*vp) & 0xff;

*(blockp[j]++) = ((*vp++ >> 8) & 0xff);

- getchar();

}

Listing 7: Implementation snippet of writing header to �le, fetching annotations from
input �le, and at last the start of writing blocks to bu�er. This listing shows writing of
the signal data to a bu�er.
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+ /* Write anno to buffer */

+ if (nsig_anno && j == nsig-1 && cnt_frames % frames_per_anno == 0) {

+

+ /* Fetch new annotation from annotation file */

+ if (nsig_anno && cnt_frames == anno_freq) {

+ getan = getann(0, &annot);

+ if (getan != 0) { /* Anno read not successful, -1 = EOF*/

+ nsig_anno = 0;

+ fprintf(stderr, "getann failed at block/frame %ld/%d: %d\n", n, i, getan);

+ fprintf(stderr, "Rest of annotations are padded with '0'.\n");

+ } else {

+ annotation = annstr(annot.anntyp);

+ }

+ cnt_frames = 0;

+ }

+

+ j += 1;

+ cur_time = (((n-1)*frames_per_block) + i) * (seconds_per_block / frames_per_block);

+ char *onset = calloc(1, 16);

+ snprintf(onset, 16, "+%f", cur_time); //cur_time

+ strcpy(blockp[j], onset); //onset

+ blockp[j] += strlen(onset);

+ free(onset);

+ *(blockp[j]++) = 20;

+

+ /* Write annotation denotation */

+ if (!strcmp(annotation, "N")) {

+ *(blockp[j]++) = 78;

+ } else if(!strcmp(annotation, "A")) {

+ *(blockp[j]++) = 0x41;

+ } else {

+ printf("Simply write anno, should be dec repr of ascii, though\n");

+ snprintf(blockp[j], 1, "%c", annotation[0]);

+ blockp[j]++;

+ }

+

+ *(blockp[j]++) = 20;

+ *(blockp[j]++) = 0;

+ }

}

+ cnt_frames++;

}

+

Listing 8: Implementation of writing blocks of data continued. This part showing the
writing of annotations to bu�er.
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7.6 Missing Data

In this section, we present the design and implementation regarding the missing data chal-
lenge. As all of the datasets in this thesis are complete datasets, we generate datasets
containing missing values using the complete datasets. We present the design and imple-
mentation of generating missing datasets, and then we present the design and implemen-
tation of all imputation methods to handle the missing data.

Each imputation method has its own design and a corresponding implementation. The
implementation is a MATLAB function, written in its own �le, which is presented in the
following sections. The goal of the design and implementation is to obtain the following
datasets for each imputation method for comparison:

1. A complete dataset for classi�cation. The datasets are initially complete.

2. Five missing datasets to be imputed, at 5%, 10%, 20%, 30%, and 50%.

3. Five imputed datasets per imputation method including the method from previous
work, replacing the missing values with '0'. These will be classi�ed, resulting in �ve
times seven datasets, which is 35 datasets.

For less bugs and failure during the testing, we decide to make a script for each dataset
doing all the tasks of imputation, such as reading the input data, generating missing
datasets, imputing the missing datasets and writing the results to a �le. These scripts
may be found in Appendix C.

7.6.1 Generating Missing Datasets

First, we start by reading the EDF+ data, which is the complete dataset. This dataset
is sent to the function generate_missing_set(data, percentage) together with the wanted
amount of missing values. Listing 9 shows the implementation of the function. To insert
missing values, we use a random number generator to choose a number from 1-N, where
N is he amount of values in the dataset. We �ll a vector with the wanted amount of
missing values. The random numbers in this vector, are the values to be replaced with a
missing value.
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1 function [missing_data] = generate_missing_set(data, percentage)

2 %GENERATE_MISSING_SET Insert missing values to dataset (MCAR).

3 num_elements = numel(data);

4 missing_elements = num_elements/100 * percentage;

5

6 % Generate vector with random numbers

7 random_nums = randperm(num_elements, num_elements);

8

9 % Insert NaN into dataset

10 for i = 1:missing_elements

11 data(random_nums(i)) = NaN('double');

12 end

13

14 missing_data = data;

15 end

Listing 9: Generate missing datasets function

7.6.2 Mean and Median Imputation

Having datasets with di�erent amounts of missing values, we may impute the missing
values with the imputation methods. We have two functions for mean and median, a
function calculating mean or median of the whole dataset and a function calculating
mean or median on each of the classes. The design of mean and median imputation is as
follows, including both separation of classes and calculation on the entire dataset:

1. Only for mean/median separating classes: Use the annotations to separate the
normal breathing objects and apnea objects into two vectors.

2. Calculate mean/median of each attribute. Mean/median imputation separating the
classes end up with a double amount of �nal values, as the dataset was separated
into two vectors with the same attributes.

3. Search through the dataset for missing values. When a missing value appears, the
mean/median value for that attribute is used to replace the missing value. For
mean/median separating classes, we already know the class as they followed in the
dataset, and use the attribute in that class as a replacement value.

Listing 10 and 11 show the implementation of mean imputation on the whole dataset
and when separating classes, respectively. The matlab function nanmean() ignores all
NaN-values and constitutes the vector of the mean value of each attribute. Median
implementation is the same, except using the function nanmedian() instead, a function
ignoring NaN values and returning the median of each column in a matrix of numbers.
The functions may take a matrix as input, returning the mean/median value of each of
the columns. When the replacement values are found, we search for all missing values in
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the dataset and replace them with the corresponding attribute in the mean or median
value vector. Both functions return the imputed data.

1 function [imputed_data] = mean_imputation(data, num_signals)

2 %MEAN_IMPUTATION Mean imputation for the whole dataset.

3 % Calculate mean for each attribute

4 replace_value = nanmean(data);

5

6 % Replace missing data with mean values

7 for i = 1: length(data)

8 for j = 1: num_signals

9 if isnan(data(i,j))

10 data(i,j) = replace_value(j);

11 end

12 end

13 end

14

15 imputed_data = data;

16 end

Listing 10: Mean imputation implementation calculating mean of each attribute in whole
dataset.

Listing 10 shows the mean function for the whole dataset, which only takes the missing
dataset and the number of signals as input parameters. The mean value is simply cal-
culated using the nanmean function. Missing values are searched for and replaced with
the mean value of their attribute. The median imputation function is similar, only using
nanmedian instead of nanmean.

In Listing 11, input parameters are the missing data, the annotations, the number of rows
per annotation and the number of signals. First the input dataset is separated into the two
classes 'normal breathing' and 'apnea' using the annotations. These datasets constitute
two vectors of calculated mean/median values. One vector contains the mean/median
values for the class of normal breathing, and the second holds the mean/median values for
apnea. In this case, we already know the class of each attribute, and use the corresponding
class' mean/median value for the attribute of the missing value as replacement value.
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1 function [imputed_data] = mean_classes_imputation(data, annotations, pr_iter, num_signals)

2 %MEAN_IMPUTATION Mean value based on the classes 'normal breathing' and 'apnea'

3

4 normal = zeros(0, num_signals);

5 apnea = zeros(0, num_signals);

6

7 % Generating two datasets of the two classes 'N' and 'A'

8 a = false;

9 n = false;

10 pr_iter = round(pr_iter);

11 for i = 0: length(annotations)-1

12 if annotations(i+1) == 1

13 apnea = [apnea; data((i*pr_iter)+1: (i*pr_iter) + pr_iter, :)];

14 a = a + pr_iter;

15 elseif annotations(i+1) == 0

16 normal = [normal; data((i*pr_iter)+1: (i*pr_iter) + pr_iter, :)];

17 n = n + pr_iter;

18 end

19 end

20

21 % Calculate mean replacement for attributes in each of the classes

22 mean_normal = nanmean(normal);

23 mean_apnea = nanmean(apnea);

24 replace_value = [mean_normal; mean_apnea];

25

26 % Replace NaN values with mean values

27 for i = 1: length(data)

28 for j = 1: num_signals

29 if isnan(data(i,j))

30 anno_index = ceil(i/pr_iter);

31 data(i,j) = replace_value(annotations(anno_index)+1, j);

32 end

33 end

34 end

35

36 imputed_data = data;

37 end

Listing 11: Mean imputation implementation calculating mean of each attribute of each
class.
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7.6.3 Multiple Linear Regression

Contrary to mean and median imputation, Multiple Linear Regression uses the values of
the other attributes than the one being missing to infer it. The design is as follows in
these steps:

1. Fit models with complete data for each attribute containing missing values, using
all the other attributes as predictor values.

2. Temporary mean imputation on the missing dataset.

3. Make predictions for each attribute using the temporary dataset.

4. Fill the missing values with the corresponding predicted value.

5. As a Multiple Imputation twist, we repeat step 4 and 5 �ve times.

Listing 12 shows the implementation of Multiple Linear Regression using mean as tem-
porary imputation and a Multiple Imputation twist, repeating the steps �ve times. Input
parameters are the complete dataset, the missing dataset and the signals to process. The
latter is only used to handle all types of signal combinations, which is the �rst part of
the code. The function returns the imputed dataset.

Matlab has a function �tlm() which requires the input data to be in a table or dataset.
Datasets must be split to insert in dependent value column as one parameter, and all
the predictive value columns as another parameter. Using a table let all attributes be
in the same table and mark them by name, allowing for choosing which attribute to be
the dependent value and which attributes to be the predictive values easily. We convert
the dataset to a table, before �tting a model for each signal on the complete data using
�tlm().

Next, a temporary mean imputation is required for the prediction as NaN values are not
supported by the Matlab function predict(). We decide to use our own mean imputation
implementation. For each signal, the �tted model and the temporary imputed dataset
constitute the predicted response, which is used to replace the missing values. Now all
missing values are �lled with an imputed value. However, a suggestion of a Multiple
Imputation implementation in (Azur et al. 2011) was approximately the same method
as just mentioned, except they made predictions based on the �tted model and the new
imputed dataset and looped through these stages for a certain amount of times. It was
recommended to repeat 5 to 10 times if there were not many attributes. After some
experimenting our choice is 5 repetitions as 10 was computationally expensive.
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1 function [imputed_data] = MLR_imputation(complete_data, missing_data, signals)

2 %MLR_IMPUTATION: Mean and MLR_IMPUTATION with a Multiple Imputation twist

3

4 % Handle different input data combinations

5 num_signals = size(signals, 2);

6 var_names = {'RChest','RAbdomen','RNasal','SaO2'};

7 models = zeros(num_signals, 1, 0); % Alloc max signals = 4

8 predicted_responses = zeros(num_signals, 1, 0); % Alloc max signals = 4

9 max_signals = [1 2 3 4];

10 max_signals = max_signals(1:num_signals);

11

12 % fitlm require Matlab table or dataset.

13 complete_tbl = array2table(complete_data,'VariableNames',{var_names{signals}});

14

15 % Impute mean for NaN when predicting

16 temp_data = array2table(mean_imputation(missing_data, num_signals),

17 'VariableNames',{var_names{signals}});

18

19 % Train models for each variable

20 for i = 1:num_signals

21 models{i} = fitlm(complete_tbl, 'responseVar', var_names{signals(i)}); % Train MLR model

22 end

23

24 % Loop five times, as 5-10 was recommended for MICE

25 for k = 1:5

26 % Make predictions

27 for i = 1:num_signals

28 rest_signals = max_signals(max_signals~=i);

29 predicted_responses{i} = predict(models{i}, temp_data(:, rest_signals));

30 end

31

32 % Fill missing values with the predicted

33 for i = 1:length(missing_data)

34 for j = 1:num_signals

35 if isnan(missing_data(i,j))

36 pred_vec = predicted_responses{1,j};

37 temp_data(i,j) = num2cell(pred_vec(i));

38 end

39 end

40 end

41 end

42

43 imputed_data = table2array(temp_data);

44 end

Listing 12: Multiple Linear Regression implementation using mean as temporary impu-
tation for �tting the models. Using a Multiple Imputation twist as we loop through the
regression �ve times. 106



7.6.4 K-Nearest Neighbor

For K-Nearest Neighbor we implement the machine learning type of imputation method,
applying multiple linear regression. The design steps are as follows:

1. As the method requires complete data, we normalize both the complete dataset and
the dataset containing missing data.

2. A temporary imputed dataset is made by mean imputation of the missing dataset,
since K-Nearest Neighbor requires all independent values to be non-missing.

3. Fit the model for each attribute containing missing data. We use a K-Nearest
Neighbor model with 5 neighbours for this step.

4. Make predictions from the models.

5. Fill the missing values with the predicted ones.

Listing 13 shows the implementation of the K-Nearest Neighbor imputation implementa-
tion. The function takes the complete dataset, the missing dataset, the signals and the
number of rows to be moved into one row as input parameters. The latter is used to
minimize the computational costs. The imputed dataset is returned by the function.

The MathWorks function �tcknn() is used to �t the models, and its corresponding predic-
tion method predict() is used for prediction of the missing values based on the independent
values. The �rst mentioned function creates a number of objects ∗ number of objects ma-
trix, making it computationally expensive. Therefore, we decide to make objects of 60
rows for Apnea-ECG and objects of 30 rows for MIT-BIH Polysomnography database
before �tting the models, as in line 22 to 25 in the code. Making objects like these is
required for the classi�cation as it �ts the annotations.

Other MathWorks methods such as knnimpute() and knnsearch() exist. However, knnim-
pute() does not have any properties to handle a whole row of missing values, returning
an error. A possible solution is to use temporary mean imputation on the independent
attributes before calling the function. It supports usage of di�erent distance functions.
Using knnsearch() did not work as all objects containing a missing value ended up with
the same constant.
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1 function [imputed_data] = KNN_ML_imputation(complete_data, missing_data, signals, pr_iter)

2 %KNN_ML_IMPUTATION KNN Machine learning imputation

3

4 % Declare variables

5 num_signals = size(signals, 2);

6 models = zeros(num_signals*pr_iter, 1, 0);

7 predicted_responses = zeros(num_signals*pr_iter, 1, 0);

8 max_signals = [1:num_signals*pr_iter];

9

10 % Normalize the columns in both datasets

11 normA = max(complete_data) - min(complete_data);

12 normA = repmat(normA, [length(complete_data) 1]);

13 complete_data = complete_data./normA;

14

15 normA = max(missing_data) - min(missing_data);

16 normA = repmat(normA, [length(missing_data) 1]);

17 missing_data = missing_data./normA;

18

19 % Impute mean for NaN when predicting

20 temp_data = mean_imputation(missing_data, num_signals);

21

22 % Make objects of [pr_iter] rows, depending on the database

23 temp_data = make_objects(temp_data, pr_iter, num_signals);

24 missing_data = make_objects(missing_data, pr_iter, num_signals);

25 complete_data = make_objects(complete_data, pr_iter, num_signals);

26

27 % Fit training data

28 for i = 1:num_signals*pr_iter

29 rest_signals = max_signals(max_signals~=i);

30 x = complete_data(:,rest_signals);

31 y = complete_data(:,i);

32 models{i} = fitcknn(x, y,'NumNeighbors',5);

33 end

34

35 % Make predictions

36 for i = 1:num_signals*pr_iter

37 rest_signals = max_signals(max_signals~=i);

38 predicted_responses{i} = predict(models{i}, temp_data(:, rest_signals));

39 end

40

41 % Fill missing values with the predicted

42 for i = 1:length(missing_data)

43 for j = 1:num_signals*pr_iter

44 if isnan(missing_data(i,j))

45 pred_vec = predicted_responses{1,j};

46 temp_data(i,j) = pred_vec(i);

47 end

48 end

49 end

50

51 imputed_data = temp_data;

52 end

Listing 13: K-Nearest Neighbor implementation
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7.6.5 Self-Organising Maps

The design of Self-Organising Maps is as follows:

1. Both complete and missing data must be normalized and we make objects of 30 or
60 rows according to the annotation rate of the databases.

2. Train the Self-Organising Maps model on complete data.

3. Find the Best Matching Unit (BMU) of the missing dataset.

4. At last we use the BMU to impute the missing values.

Listing 14 shows the implementation of Self-Organising Maps imputation method. The
function has the complete dataset, missing dataset, number of signals and the amount
of rows to move into one object as input parameters. The latter is used to reduce the
computational complexity of the imputation as training the model and getting the Best
Matching Unit (BMU) may be computational expensive when there are many objects.
In addition, making objects of many attributes makes it less likely to �nd rows of only
missing values. Rows containing only missing values requires to be handled before using
Self-Organising maps, as the method itself does not handle it. The function returns the
imputed dataset.

The Self-Organising Maps functions used in the implementation are from a software
package called SOM-Toolbox (Vesanto et al. 2000). In order to use the package, one must
make sure it is in the Matlab path. It contains a normalizing function, but as it give
some errors we decided to use our own normalization implementation. The functions
som_make() in line 21 and som_bmus() in line 23 are from the software package, and is
used for training the model and getting the BMU, respectively. The trained model and
the missing data constitute the BMU. Having the model and the BMU, we may �nd the
missing values and give them a replacement value from the BMU. Self-Organising Maps
does not handle whole objects of missing values, and the BMU ends up returning not
a number (NaN) for that object. Therefore, when these occur, we use a simple mean
imputation on these objects.
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1 function [imputed_data] = SOM_imputation(complete_data, missing_data,num_signals,pr_iter)

2 %SOM_IMPUTATION pr_iter = 60 for Apnea-ecg and 30 for MIT-BIH Polysomnography database

3

4 % Normalize data

5 normA = max(complete_data) - min(complete_data);

6 normA = repmat(normA, [length(complete_data) 1]);

7 complete_data = complete_data./normA;

8

9 normA = max(missing_data) - min(missing_data);

10 normA = repmat(normA, [length(missing_data) 1]);

11 missing_data = missing_data./normA;

12

13 % Calculating mean for rows with all NaNs

14 mean_data = nanmean(missing_data);

15

16 % Move blocks of [pr_iter] rows for each column, to make objects

17 complete_data = make_objects(complete_data, pr_iter, num_signals);

18 missing_data = make_objects(missing_data, pr_iter, num_signals);

19

20 % Train SOM model

21 sM = som_make(complete_data);

22 % Get Best Matching Unit (BMU)

23 bmu = som_bmus(sM, missing_data);

24

25 impute_data = missing_data;

26

27 % Impute values from model (sM)

28 for i = 1:size(bmu)

29 for j = 1:pr_iter*num_signals

30 if isnan(missing_data(i,j))

31 % If all attributes in a row are NaN

32 if isnan(bmu(i))

33 signal_num = mod(j,num_signals);

34 if (signal_num == 0)

35 signal_num = 4;

36 end

37 impute_data(i,j) = mean_data(signal_num);

38 else

39 impute_data(i,j) = sM.codebook(round(bmu(i)),j);

40 end

41 end

42 end

43

44 end

45 imputed_data = impute_data;

46 end

Listing 14: Self-Organising Maps implementation.
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Chapter 8

Evaluation

In chapter 7, we presented the implementation of reading and processing input data,
conversion to EDF, and the implementation of the imputation methods. In this section,
we evaluate the results obtained by running the code of the two tasks in this thesis.

In the �rst task, we examine how using the European Data Format Plus (EDF+) a�ects
the data mining results, by examining how well the four data mining algorithms K-Nearest
Neighbor, Support Vector Machine, Arti�cial Neural Network, and Decision Tree, works
with our sensor signals in the EDF+ data format. Our motivation for using EDF+ is
that it is a standardized data format used for storing sleep apnea, and is used by the
sensors and Resmed tool NOX which we use for data acquisition. We base the evaluation
on how well the data is stored and read, and how they a�ect the classi�cation results.

For the second task, we examine how pre-processing input data using imputation methods
to handle missing data a�ects the data mining results, as we want to support usage of
sensor of all qualities, in which we must assume missing data will occur. We evaluate this
task by comparing the results of using complete datasets, datasets containing missing
data, and the imputed datasets as input data for the data mining methods. We also
compare the complete datasets to the imputed datasets to see how similar the imputed
values are to the actual value, and how that a�ects the missing data results.

Both epoch classi�cation and the subject classi�cation are applied to evaluate the EDF+
task, and compare with results from (Hugaas 2015). For the missing data challenge, we
only evaluate using our main evaluation setting, epoch classi�cation. We use the same
performance metrics and evaluation settings as in (Hugaas 2015). They are presented as
follows:

Performance Metrics: We use three common performance metrics, accuracy, sensi-
tivity, and speci�city (Section 3.5) to measure both epoch and subject classi�cation.
Accuracy is the number of correctly classi�ed objects compared to the total amount of
classi�ed objects. Sensitivity measures the number of positives that are correctly classi-
�ed, and speci�city measures the number of negatives correctly classi�ed. In addition,
we measure the training and testing time for the EDF+ task, and the imputation time
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for the missing data task.

Epoch Classi�cation: The main evaluation setting is epoch classi�cation, and is ap-
plied on both tasks in this thesis. Epoch classi�cation is based on the classi�ers' ability
to distinguish between normal breathing and apneas. We use ten-fold cross validation
(Section 3.5) to examine the generalization power of each classi�cation method. For the
EDF+ task in this thesis, we examine all �fteen signal combinations from Apnea-ECG
database, and the eleven available signal combinations from MIT-BIH Polysomnogra-
phy database. The performance metrics are measured for all signal combination in both
databases. When examining the missing data challenge, we obtain a large amount of
results with only one signal combination and decide to evaluate the signal combination
of all four signals for Apnea-ECG database, and the combination of respiration from
the abdomen, nasal respiration, and oxygen saturation for MIT-BIH Polysomnography
database.

Subject Classi�cation:: We only use subject classi�cation for the EDF+ task. This
evaluation setting was used in (Hugaas 2015) in order to include data from St.Vincent's
University Hospital database. The holdout method (Section 3.5) is applied using training
data from one database and testing data from another. We calculate the AHI index by
dividing the number of disrupted breathing occurrences by the number of hours slept,
and compare it with the database's actual AHI scoring. As these results were manually
scored and may not be accurate, it was decided in (Hugaas 2015) to base the evaluation
on the AHI severity group. We do the same, as our task is to compare the results of
both works. Subject classi�cation is performed with the following combinations (Hugaas
2015):

• Records from St.Vincent's University Hospital database are used to test models
trained with data from the Apnea-ECG and MIT-BIH Polysomnography databases.

• We use records from the Apnea-ECG database to test models trained with data
from MIT-BIH Polysomnography database and vice versa.

• Training and test data come from the same database, but during training, we
withhold one record to be used as test data. This is only applicable for the Apnea-
ECG and MIT-BIH Polysomnography database.

The results of subject classi�cation in this work is very similar to those in (Hugaas 2015),
with only minor di�erences. As evaluating these results would repeating the �ndings and
conclusions of (Hugaas 2015), we decide to exclude the evaluation in this thesis and focus
on new contributions. We include the results in Appendix A. Training and testing times
did not contain any major di�erences either, and will not be discussed, but may also be
found in Appendix A.

The remainder of the chapter is organized as follows: Section 8.1 presents the EDF+
evaluation for epoch classi�cation and cross-validation, and Section 8.2 present the epoch
classi�cation evaluation of the missing data challenge, and comparison with related work.
At last discussion and conclusions are in Section 8.3.
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8.1 European Data Format

This section presents and discusses how EDF+ works as a data format for storing and
reading, and how the data format a�ects classi�cation of sleep data.

First, we evaluate the suitability as a data format for storing and reading sleep data.
We do not have any numbers to quantify with for this task, but we discuss how well the
process of converting to EDF+ and reading the EDF+ �les worked.

Secondly, we show the results for each data mining algorithm with a short description of
the main traits of the results, and compare the results to previous work (Hugaas 2015).
Our main focus in this task, is the di�erences, in order to examine how EDF+ a�ects the
results of the epoch classi�cation. The comparison is based on the evaluation chapter in
(Hugaas 2015), and detailed evaluations of how well the data mining algorithms classify
may be found there.

8.1.1 Epoch Classi�cation

EDF+ as a Data Format

Our goal for the EDF+ task is to examine its suitability as a data format for storing and
reading sleep data, by using EDF+ �les as input data to the data mining algorithms.
We also want to compare our results to previous work (Hugaas 2015), by converting the
datasets used in the work to EDF+, and use the converted data as input data to the data
mining algorithms.

As we tried to �nd EDF+ datasets, parsers and readers, we noticed a lack of functioning
EDF software supporting annotations. We modi�ed a software to support converting
from the regular PhysioNet data format, called MIT, to EDF+, and we also modi�ed an
open source MATLAB software for reading EDF+ data. Being able to modify software
to support EDF+, prove that it is possible to make software supporting annotations as
in the EDF+ speci�cation.

We wanted to �nd some datasets that where not used in previous work (Hugaas 2015).
The datasets must be in the EDF+ data format, in order to both examine how the data
format a�ects the classi�cation results, and how the datasets a�ects the classi�cation
results. To our knowledge, there are no EDF+ datasets containing sleep apnea data with
annotations available on the web. Therefore, we decided to convert the datasets from
previous work (Hugaas 2015) to examine how well the data format works for sleep apnea
detection. To generate EDF+ �les, we modi�ed an existing data format converter, which
converted �les in the standard data format used by PhysioNet (MIT), to EDF. This
software do not support EDF+, so we added code to generate EDF+ �les containing
annotations as well as signals. To verify that the generated �les were correct according
to the EDF+ speci�cations, we ran them through an EDF+ parser and made sure that
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the output was equal to the original �les in the MIT data format. After con�rming the
�les were correctly generated, we used them as input data to the existing data mining
implementations from previous work. Reading the data format is as simple as reading
the MIT data format, where a function call with the �le as input is used to read and
output the data. The main di�erence is that the EDF+ reader reads both signal and
annotation data at once, while the MIT reader must read two �les to get all the data.
Several MATLAB functions to read EDF+ data was available on the web. However,
none of them were fully functional, so we changed code in one of the EDF readers to
fetch the data properly, and use them as input data for the data mining methods. The
fact that we could store, read and use the data in the EDF+ data format, tells us that
EDF+ is suitable for storing and processing respiration data and pulse oxymetri, as well
as storing annotations in the same �le as the signal data. Just as for the data format
used in PhysioNet, it is possible to write to and read data from an EDF+ �le containing
annotations. t

K-Nearest Neighbor

Table 8.1 and 8.2 present the accuracy, speci�city, and sensitivity of the best results
achieved for each signal combination in both databases, considering both accuracy and
sensitivity. The tables also present the number of k neighbors of the best result, the range
of accuracy for all three numbers of neighbors, as well as the corresponding training and
testing time.

Signal combination Num of k

neighbors
Accuracy Sensitivity Speci�city Accuracy

range
Resp. Chest 1 90.3% 90.4% 86.4% 89.4-90.3%
Resp. Abdomen 5 93.5% 92.2% 91.9% 93.1-93.5%
Resp. Nose 1 95.9% 94.2% 95.5% 95.1-95.9%
Oxygen saturation 10 95.0% 92.1% 95.4% 94.1-95.0%
Resp. Chest and Abdomen 1 93.8% 92.1% 92.6% 93.3-93.8%
Resp. Chest and Nose 5 96.2% 97.9% 93.1% 95.2-96.4%
Resp. Chest and Oxygen saturation 5 95.9% 92.9% 96.9% 94.9-95.9%
Resp. Abdomen and Nose 1 96.8% 95.7% 96.4% 96.0-96.8%
Resp. Abdomen and Oxygen saturation 1 95.2% 90.8% 97.3% 94.7-95.2%
Resp. Nose and Oxygen saturation 1 95.6% 92.0% 97.1% 95.2-95.6%
Resp. Chest, Abdomen and Nose 10 96.4% 95.8% 95.4% 96.1-96.4%
Resp. Chest, Abdomen and Oxygen saturation 1 95.4% 92.0% 96.5% 95.3-95.4%
Resp. Chest, Nose and Oxygen saturation 10 96.4% 93.2% 97.9% 95.5-96.4%
Resp. Abdomen, Nose and Oxygen saturation 1 96.1% 92.9% 97.3% 95.8-96.1%
Resp. Chest, Abdomen, Nose and Oxygen satu-
ration

1 95.8% 93.2% 96.3% 95.8-96.2%

Table 8.1: K-Nearest Neighbor results with input data from the Apnea-ECG database.

K-Nearest Neighbor achieves the overall best result, with an accuracy of 96.8% using
the signal combination consisting of respiration from the abdomen and nose. Having an
accuracy of 90.3%, respiration from the chest perform worst. These are approximately
the same results as in (Hugaas 2015). However, the best achieved result in (Hugaas 2015)
was using input data consisting of respiration from the chest and nose with an accuracy
of 96.6%. The same signal combination has the highest sensitivity value of 97.9% in our
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Signal combination Num of k

neighbors
Accuracy Sensitivity Speci�city Accuracy

range
Resp. Chest 1 68.5% 49.1% 50.1% 68.5-69.5%
Resp. Abdomen 5 70.5% 77.3% 76.2% 68.4-71.5%
Resp. Nose 1 64.4% 57.4% 56.1% 64.4-66.3%
Oxygen saturation 5 63.2% 60.8% 63.0% 58.9-63.2%
Resp. Chest and Nose 10 70.0% 70.4% 51.8% 66.7-70.0%
Resp. Chest and Oxygen saturation 1 64.0% 68.5% 61.0% 56.9-64.0%
Resp. Abdomen and Nose 10 71.0% 73.7% 78.9% 62.9-71.0%
Resp. Abdomen and Oxygen saturation 1 61.0% 59.7% 60.6% 59.4-61.0%
Resp. Nose and Oxygen saturation 1 59.3% 56.5% 58.91% 54.9-59.3%
Resp. Chest, Nose and Oxygen saturation 5 53.6% 75.3% 50.9% 47.7-56.9%
Resp. Abdomen, Nose and Oxygen saturation 5 61.8% 56.3% 62.4% 60.4-61.8%

Table 8.2: K-Nearest Neighbor results with input data from MIT-BIH Polysomnography
database.

results. As in (Hugaas 2015), sensitivity results are mostly lower than the speci�city,
meaning the K-Nearest Neighbor classi�es normal breathing best.

We achieve more or less the same results as in (Hugaas 2015), in all properties. The main
di�erence is the number of neighbors that outperform the others in each signal combi-
nation. In (Hugaas 2015), ten neighbors only achieved best results for the abdominal
respiration as input data from the MIT-BIH Polysomnography database, while in our
work it is dominant in three signal combinations in Apnea-ECG database, and two signal
combinations in MIT-BIH Polysomnography database. In our results, 1 neighbor obtains
the highest accuracy value in most of the signal combinations, but the performance is
overall best with number of either 5 or 10 neighbors in both databases. The optimal
number of neighbors in (Hugaas 2015) was 5.

Although a comparison of results from (Hugaas 2015) show a few di�erences of the best
achieving number of neighbors, the accuracy value is almost the same in each signal
combination. We may conclude that using EDF+ as a data format has not a�ected any
of the results for K-Nearest Neighbor.

Arti�cial Neural Network

As assumed, results are overall good with input data from the Apnea-ECG database, but
poor results with input data from MIT-BIH Polysomnography database. We present the
best results of each signal combination from both databases in Tables 8.3 and 8.4, as well
as their amount of hidden nodes and the accuracy range of all hidden nodes. The best
results are measured by combining both accuracy and sensitivity.

In Apnea-ECG database, all signal combinations except solely respiration from the chest,
achieve an accuracy of above 90%, exact same as in previous work (Hugaas 2015). Even
though the results are similar for all signal combinations, the more signals, the better the
results for all performance measures. While all four signals performed best in previous
work, the signal combination consisting of respiration from abdomen, nose, and oxygen
saturation achieve the best results in our work, yet only with a value 0.1% higher than for
all four signals. As in previous work, when using MIT-BIH Polysomnography database
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Signal combination Num of hid-
den nodes

Accuracy Sensitivity Speci�city Accuracy
range

Resp. Chest 30 84.5% 77.9% 83.1% 81.0-84.5%
Resp. Abdomen 20 and 30 91.3% 89.7% 89.1% 90.4-91.5%
Resp. Nose 50 93.2% 91.1% 92.1% 91.4-93.2%
Oxygen saturation 30 93.4% 89.7% 93.8% 92.6-93.4%
Resp. Chest and Abdomen 50 91.6% 90.0% 89.4% 90.8-91.6%
Resp. Chest and Nose 50 93.0% 91.3% 91.4% 92.3-93.0%
Resp. Chest and Oxygen saturation 50 93.1% 90.4% 92.6% 92.1-93.1%
Resp. Abdomen and Nose 20 93.7% 92.9% 91.8% 93.3-93.9%
Resp. Abdomen and Oxygen saturation 30 94.1% 91.5% 93.8% 93.2-94.1%
Resp. Nose and Oxygen saturation 50 94.2% 91.9% 93.7% 92.6-94.2%
Resp. Chest, Abdomen and Nose 100 94.1% 92.5% 92.9% 93.4-94.1%
Resp. Chest, Abdomen and Oxygen saturation 30 93.7% 91.6% 92.8% 93.0-93.7%
Resp. Chest, Nose and Oxygen saturation 10 94.0% 92.9% 92.3% 91.9-94.0%
Resp. Abdomen, Nose and Oxygen saturation 30 94.8% 92.9% 94.3% 92.9-94.8%
Resp. Chest, Abdomen, Nose and Oxygen sat-
uration

50 94.7% 93.3% 93.6% 93.1-94.7%

Table 8.3: Arti�cial Neural Network results with input data from Apnea-ECG database.

Signal combination Num of hid-
den nodes

Accuracy Sensitivity Speci�city Accuracy
range

Resp. Chest 10 67.6 10.2 43.9 67.2-68%
Resp. Abdomen 20 65.3 80.9 69.3 63.8-65.3%
Resp. Nose 30 59.2 0.3 36.4 58.9-59.2%
Oxygen saturation 10 53.0 30.3 53.8 48.5-53%
Resp. Chest and Nose 100 68.5 24.1 50.2 66.4-68.5%
Resp. Chest and Oxygen saturation 50 55.6 60.3 53.0 48.4-55.6%
Resp. Abdomen and Nose 50 64.7 83.5 67.9 31.5-65.3%
Resp. Abdomen and Oxygen saturation 20 51.5 49.3 50.8 48.2-52.6%
Resp. Nose and Oxygen saturation 20 55.0 52.6 54.2 51.9-55%
Resp. Chest, Nose and Oxygen saturation 20 57.5 64.4 54.7 45.8-57.5%
Resp. Abdomen, Nose and Oxygen saturation 10 50.6 53.4 49.9 50.3-52.1%

Table 8.4: Arti�cial Neural Network results with input data from MIT-BIH Polysomnog-
raphy database.

as input data we get completely di�erent results. The input with sole use of respiration
from the chest performs second best. This is a strange observation as it performs worst in
Apnea-ECG database. In opposition to the other databases, the sensitivity and speci�city
values are not balanced. The models output variable results, and as previous work assume
this is due to an inadequate amount of training data, we do as well. All of these �ndings
merely con�rm �ndings from previous work.

The main and maybe only notable di�erence is the number of hidden nodes achieving the
best result for each signal combination. In previous work, 50 hidden nodes achieved best
results for only one signal combination in Apnea-ECG database, compared to six signal
combinations in our work. In MIT-BIH Polysomnography database 50 hidden nodes
achieved best results for three signal combinations, compared to two signal combinations
in our work. As it might look like a big change, the accuracy and sensitivity for each
signal combination is very similar, meaning there is not actually much di�erence. For
Apnea-ECG it seems like 30 or 50 hidden nodes is the optimal amount, and 20 hidden
nodes for MIT-BIH Polysomnography database. Previous work concluded that 20 or 30
hidden nodes performed best for Apnea-ECG and did not get any clear indication for
MIT-BIH Polysomnography database.

Even though we �nd some di�erences, they are only minor di�erences expected to �nd
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when executing a data mining algorithm several times. We may conclude that EDF+
does not a�ect the results of Arti�cial Neural Network.

Support Vector Machine

Support Vector Machine achieves good results with input data from Apnea-ECG database,
and poor results with data from MIT-BIH Polysomnography database as input data.
We achieve approximately the exact same results as in previous work for Apnea-ECG
database with a maximum of di�erence in accuracy of 1%, but get slightly di�erent re-
sults for MIT-BIH Polysomnography database. Our results are shown in Table 8.5 and
8.6, presenting the best results of each signal combination based on a combination of
the accuracy and sensitivity, as well as showing the best result's kernel function and the
range of accuracy for all kernel functions.

Signal combination Kernel function Accuracy Sensitivity Speci�city Accuracy
range

Resp. Chest Guassian/Radial Basis 78.9% 57.2% 86.5% 59.4-78.9%
Resp. Abdomen Guassian/Radial Basis 92.5% 92.3% 89.7% 61.5-92.5%
Resp. Nose Guassian/Radial Basis 93.3% 96.5% 88.2% 86.7-93.5%
Oxygen saturation Polynomial w/third order 94.7% 91.5% 95.4% 87.2-94.7%
Resp. Chest and Abdomen Guassian/Radial Basis 93.1% 94.0% 89.6% 64.4-93.1%
Resp. Chest and Nose Guassian/Radial Basis 94.5% 96.6% 90.6% 86.9-94.6%
Resp. Chest and Oxygen saturation Guassian/Radial Basis 94.7% 93.0% 94.0% 86.1-94.7%
Resp. Abdomen and Nose Guassian/Radial Basis 94.6% 96.0% 91.2% 86.3-94.6%
Resp. Abdomen and Oxygen saturation Guassian/Radial Basis 94.4% 93.7% 92.6% 86.3-94.4%
Resp. Nose and Oxygen saturation Guassian/Radial Basis 96.1% 94.2% 96.1% 86.7-96.1%
Resp. Chest, Abdomen and Nose Guassian/Radial Basis 94.4% 96.9% 90.2% 86.5-95%
Resp. Chest, Abdomen and Oxygen saturation Guassian/Radial Basis 94.2% 95.0% 91.2% 85.5-94.2%
Resp. Chest, Nose and Oxygen saturation Guassian/Radial Basis 95.7% 95.8% 93.8% 86.4-95.7%
Resp. Abdomen, Nose and Oxygen saturation Guassian/Radial Basis 95.3% 96.0% 92.8% 86.1-95.3%
Resp. Chest, Abdomen, Nose and Oxygen sat-
uration

Guassian/Radial Basis 94.7% 96.8% 90.7% 86.2-94.8%

Table 8.5: Support Vector Machine results with input data from Apnea-ECG database.

Signal combination Kernel function Accuracy Sensitivity Speci�city Accuracy
range

Resp. Chest Polynomial w/third order 68.7% 2.0% 58.8% 68.4-68.7%
Resp. Abdomen Polynomial w/�rst order 62.7% 92.1% 64.2% 62.7-66.1%
Resp. Nose All 59.2% 0.0% 100 % 59.2-59.2%
Oxygen saturation Guassian/Radial Basis 50.4% 66.0% 49.6% 50.4-51.8%
Resp. Chest and Nose Polynomial w/third order 69.0% 11.5% 53.8% 68.3-69%
Resp. Chest and Oxygen saturation Polynomial w/�rst order 59.5% 97.3% 54.2% 56.9-60.8%
Resp. Abdomen and Nose Polynomial w/�rst order 65.7% 90.9% 66.8% 64.8-66%
Resp. Abdomen and Oxygen saturation Polynomial w/third order 58.1% 52.0% 58.4% 49.9-58.1%
Resp. Nose and Oxygen saturation Guassian/Radial Basis 54.5% 58.6% 53.3% 51.3-54.5%
Resp. Chest, Nose and Oxygen saturation Guassian/Radial Basis 62.1% 91.8% 56.3% 53.6-62.1%
Resp. Abdomen, Nose and Oxygen saturation Polynomial w/third order 55.0% 51.6% 54.5% 47.7-55%

Table 8.6: Support Vector Machine results with input data from MIT-BIH Polysomnog-
raphy database.

In Apnea-ECG database, the properties performing overall best is a combination of the
signal combination consisting of respiration from the nose and oxygen saturation and the
Gaussian/Radial Basis kernel function. This is equal in previous work (Hugaas 2015).
All signal combinations except sole respiration from the chest achieve an accuracy of over
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90% for both accuracy and sensitivity. The sensitivity is slightly higher than the speci-
�city for most signal combinations, meaning it is best at recognizing disrupted breathing.
Both �ndings simply con�rm �ndings from (Hugaas 2015). In previous work, the signal
combination consisting of all signals had a sensitivity value of 97%, we get an approxi-
mately equal high percentage with the value 96.8%. As pointed out in (Hugaas 2015),
having an accuracy value of 94.7% and a sensitivity value of 96.8%, we can assume that
the Support Vector Machine is able to �nd a close to optimal hyperplane for that signal
combination. Yet, results from MIT-BIH Polysomnography database show that the hy-
perplane is somewhat opposite of optimal and not able to separate the two classes. As
for the kernel functions, there is little di�erence. Polynomial with �rst order is the worst
performing of the four. The remaining three kernel functions have similar performance,
but Gaussian/Radial Basis is slightly better than the others are.

Using data from the MIT-BIH Polysomnography database as input data show big dif-
ferences in classi�cation results, for all data mining methods. Support Vector Machine
show the biggest di�erences. Either an insu�cient amount of data, too noisy data, or
the objects are too close to each other, making it hard to separate them, according to
previous work. Either way, this has so far lead to various results each time the data
mining methods are executed using MIT-BIH Polysomnography database as input data.

Although Support Vector Machine show most deviation from the results in previous
work, it is only when using MIT-BIH Polysomnography database as input data. It was
concluded in (Hugaas 2015) that MIT-BIH Polysomnography did not have a su�cient
amount of data for the machine learning methods to classify properly. Due to this con-
clusion, we decide to discard this �nding as each classi�cation execution using MIT-BIH
Polysomnography may show di�erent results due to sparse data. We may conclude that
EDF+ does not a�ect the classi�cation results with Support Vector Machine.

Decision Trees

Decision Tree's results are worst of all classi�cation methods with input data from the
Apnea-ECG database, although producing overall good results. MIT-BIH produces poor
results as input data, just as for the other classi�cation methods, but perform slightly
better than when used as input data for Support Vector Machine. Table 8.7 and 8.8
present the results using Apnea-ECG and MIT-BIH Polysomnography database as input
data, respectively.

Eight of the signal combinations have an accuracy of over 90%, while the rest have a value
higher than 80%. In previous work (Hugaas 2015), the sole use of oxygen saturation pro-
duced the best accuracy, just a little higher than the signal combination consisting of
respiration from the abdomen, nose, and oxygen saturation. Here, the signal combi-
nation consisting of respiration from the chest, nose, and oxygen saturation produced
the best accuracy and sensitivity values of 93.7% and 92.5%. The accuracy value is
closely followed by the value of 93.6% constituted by the signal combination of respi-
ration from the abdomen, nose, and oxygen saturation. The sensitivity and speci�city
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Signal combination Accuracy Sensitivity Speci�city
Resp. Chest 82.1% 77.6% 78.3%
Resp. Abdomen 87.3% 85.0% 84.1%
Resp. Nose 88.1% 85.3% 85.5%
Oxygen saturation 93.4% 90.9% 92.9%
Resp. Chest and Abdomen 86.4% 84.0% 82.9%
Resp. Chest and Nose 88.3% 85.2% 86.0%
Resp. Chest and Oxygen saturation 92.6% 91.0% 90.9%
Resp. Abdomen and Nose 88.6% 86.1% 85.9%
Resp. Abdomen and Oxygen saturation 93.2% 91.3% 91.9%
Resp. Nose and Oxygen saturation 93.4% 91.9% 92.0%
Resp. Chest, Abdomen and Nose 88.8% 85.8% 86.5%
Resp. Chest, Abdomen and Oxygen saturation 92.9% 92.0% 90.7%
Resp. Chest, Nose and Oxygen saturation 93.7% 92.5% 92.0%
Resp. Abdomen, Nose and Oxygen saturation 93.6% 91.8% 92.4%
Resp. Chest, Abdomen, Nose and Oxygen saturation 92.9% 91.4% 91.3%

Table 8.7: Decision Tree results with input data from Apnea-ECG database.

Signal combination Accuracy Sensitivity Speci�city
Resp. Chest 62.0% 41.9% 40.1%
Resp. Abdomen 62.9% 71.6% 70.2%
Resp. Nose 61.8% 38.2% 34.5%
Oxygen saturation 54.2% 53.8% 53.3%
Resp. Chest and Nose 64.0% 45.8% 43.3%
Resp. Chest and Oxygen saturation 62.1% 60.3% 60.3%
Resp. Abdomen and Nose 64.7% 71.9% 72.3%
Resp. Abdomen and Oxygen saturation 58.0% 53.8% 57.9%
Resp. Nose and Oxygen saturation 53.7% 53.6% 52.8%
Resp. Chest, Nose and Oxygen saturation 53.6% 45.2% 51.6%
Resp. Abdomen, Nose and Oxygen saturation 56.7% 56.6% 56.1%

Table 8.8: Decision Tree results with input data from MIT-BIH Polysomnography
database.

values are balanced for both databases, but the speci�city values are slightly higher in
the Apnea-ECG database, and slightly lower in MIT-BIH Polysomnography database.
Therefore, when using Apnea-ECG as input data, Decision Tree is better at classifying
epoch of normal breathing, but slightly better at recognizing disrupted breathing in MIT-
BIH Polysomnography database. All of the mentioned results are equal to �ndings from
previous work, and detailed descriptions are presented in (Hugaas 2015).

When comparing our results to previous work, we only see expected di�erences as two
executions rarely obtain the exact same results. We conclude that EDF+ does not a�ect
the results of Decision Tree.
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8.2 Missing Data

In this section, we present the results of the missing data challenge. First, we present the
results of using Apnea-ECG as input data, and then MIT-BIH Polysomnography.

When evaluating Apnea-ECG database, we start by comparing the complete, missing
and imputed datasets for all imputation methods, to get an overview of which imputation
methods that calculate replacement values similar to the actual value from the complete
dataset. We take into account this comparison when examining the classi�cation results,
to �nd correlations between how similar the imputation methods' calculated replacement
values are to its actual value from the complete dataset, and the classi�cation results
itself. For both databases, we evaluate various properties of the missing data challenge,
according to how the imputation methods a�ected the classi�cation results, with focus
on the accuracy values.

The missing data challenge obtain a great amount of results, so we use one con�guration
for each classi�cation method, and one signal combination for each dataset. Apnea-ECG
database use a signal combination of all four signals, and MIT-BIH Polysomnography
database use a signal combination consisting of respiration from the abdomen, nasal res-
piration, and oxygen saturation. Classi�cation properties chosen for this task were the
ones achieving best results from previous work. K-Nearest Neighbor has �ve neighbors,
Arti�cial Neural Network use twenty hidden nodes, Support Vector Machine uses the Ra-
dial Basis/Gaussian kernel function. Decision Trees does not have any special properties.

8.2.1 Apnea-ECG Database

Dataset Comparison

In each of the following sections for the imputation methods, we present an excerpt from
Apnea-ECG of the imputed dataset. To best illustrate how the imputation method's cal-
culated replacement value resembles the corresponding value from the complete dataset,
we chose to show the missing dataset and its imputed dataset of 50% missing data. In
the excerpts, the data have been normalized and restructured from 4 values per object,
to 240 values per object.

Tables 8.9 and 8.10 show excerpts of the 8 �rst values of the 20 �rst objects in the complete
dataset, and the dataset containing 50% missing data. We use these two excerpts to
compare with the imputed datasets where the dataset containing 50% missing data have
been imputed using each of the imputation methods. Table 8.9 contains all the values
from the original dataset, and presents the values the imputation methods ideally should
calculate and replace the corresponding missing value with to maintain the data structure.
The second table, Table 8.10 contain all the NaN-values, which are the missing values.
We include this table to give an overview of the imputed values in the excerpts in the
imputed datasets, to evaluate the imputation methods' ability to replace missing values
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compared to the complete dataset.

1 -0.036516 -0.027926 -0.013734 -0.005549 -0.025064 -0.032821 -0.045577 -0.031847
2 -0.012581 -0.013181 -0.001612 0.005353 0.005227 0.010767 0.008121 -0.011966
3 -0.049253 -0.037299 -0.023200 -0.028775 -0.042614 -0.046638 -0.042257 -0.037891
4 0.015514 0.166514 0.151678 0.095392 0.053142 0.023670 0.036420 0.039815
5 -0.078451 -0.060995 -0.066274 -0.045808 -0.066664 -0.070941 -0.047221 -0.052328
6 -0.024967 -0.020520 -0.028581 -0.023162 -0.037832 -0.041289 -0.014123 -0.021600
7 -0.037214 -0.041815 -0.058901 -0.055765 -0.066470 -0.080723 -0.075725 -0.073021
8 -0.001741 -0.021728 -0.072553 -0.019129 -0.036959 -0.065420 -0.084322 -0.057670
9 0.122428 0.073616 0.021919 0.096854 0.179175 0.238989 0.281872 0.203038
10 -0.045317 -0.050643 -0.040116 -0.021545 -0.039179 -0.063146 -0.070177 -0.071304
11 -0.030917 -0.036964 -0.033506 -0.033896 -0.051528 -0.040812 -0.042969 -0.044518
12 -0.048834 -0.038190 -0.014047 -0.011582 -0.036468 -0.025344 -0.026994 -0.045145
13 -0.026435 -0.003363 -0.023279 -0.034702 -0.023085 -0.004740 0.013887 -0.018005
14 -0.024155 -0.007595 0.063863 0.044022 -0.017441 -0.033717 0.035723 0.043235
15 0.021125 -0.059653 0.023036 0.055547 0.000940 -0.052254 0.018422 -0.004615
16 -0.089479 -0.038908 -0.061796 -0.083275 0.003093 0.090791 0.061204 -0.085875
17 0.056860 -0.037621 0.034055 0.043593 -0.045210 -0.021320 -0.000428 -0.065590
18 -0.046913 -0.032974 -0.078995 -0.111108 -0.017804 0.103228 0.240906 0.268835
19 0.017036 -0.129502 -0.037530 0.106608 0.180767 0.033078 -0.016758 0.077710
20 -0.080157 -0.011580 0.001133 -0.041902 -0.038591 -0.007921 -0.039238 -0.090702

Table 8.9: Excerpt from the complete Apnea-ECG database.
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1 NaN -0.031461 NaN NaN -0.026008 NaN NaN -0.033747
2 NaN NaN -0.001682 0.005751 0.005424 NaN NaN -0.012680
3 NaN NaN -0.024208 NaN -0.044218 NaN NaN NaN
4 0.015514 NaN NaN NaN 0.055142 NaN NaN 0.042191
5 NaN NaN NaN NaN -0.069173 NaN -0.047449 -0.055451
6 -0.024967 NaN NaN -0.024884 -0.039256 NaN NaN -0.022888
7 -0.037214 NaN NaN -0.059913 NaN NaN NaN -0.077379
8 NaN NaN NaN -0.020552 NaN NaN NaN NaN
9 0.122428 0.082935 NaN NaN NaN 0.246960 NaN 0.215153
10 -0.045317 -0.057054 -0.041860 -0.023148 -0.040654 -0.065252 -0.070515 -0.075559
11 -0.030917 -0.041643 NaN -0.036417 NaN NaN NaN -0.047174
12 NaN -0.043025 -0.014658 NaN NaN NaN NaN -0.047839
13 -0.026435 NaN -0.024290 NaN -0.023954 NaN 0.013954 NaN
14 -0.024155 -0.008556 0.066638 NaN NaN NaN 0.035895 0.045815
15 NaN -0.067205 0.024037 NaN NaN -0.053997 NaN -0.004890
16 NaN NaN NaN -0.089469 0.003210 0.093819 NaN NaN
17 0.056860 NaN NaN 0.046835 -0.046912 -0.022031 NaN -0.069504
18 NaN NaN NaN NaN NaN NaN 0.242066 NaN
19 NaN NaN -0.039161 NaN 0.187572 NaN -0.016838 NaN
20 -0.080157 -0.013046 NaN -0.045019 NaN NaN -0.039427 NaN

Table 8.10: Excerpt from Apnea-ECG database with 50% missing data.
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Mean and Median Imputation

Tables 8.11 and 8.12 show excerpts of the imputed dataset of the simple mean imputation
method and the mean imputation separating between normal breathing and disrupted
breathing, corresponding to the excerpts in Tables 8.9 and 8.10.

In Table 8.11, a dataset containing 50% missing data have been imputed with the simple
mean imputation method. Each column, or attribute, has its own mean value. All the
missing values in the same column are replaced with that exact value. For instance, in
the �rst column we see that all missing values are replaced by the value -0.017881.

1 -0.017881 -0.031461 -0.017983 -0.015570 -0.026008 -0.018523 -0.019589 -0.033747
2 -0.017881 -0.018402 -0.001682 0.005751 0.005424 -0.018523 -0.019589 -0.012680
3 -0.017881 -0.018402 -0.024208 -0.015570 -0.044218 -0.018523 -0.019589 -0.021252
4 0.015514 -0.018402 -0.017983 -0.015570 0.055142 -0.018523 -0.019589 0.042191
5 -0.017881 -0.018402 -0.017983 -0.015570 -0.069173 -0.018523 -0.047449 -0.055451
6 -0.024967 -0.018402 -0.017983 -0.024884 -0.039256 -0.018523 -0.019589 -0.022888
7 -0.037214 -0.018402 -0.017983 -0.059913 -0.017683 -0.018523 -0.019589 -0.077379
8 -0.017881 -0.018402 -0.017983 -0.020552 -0.017683 -0.018523 -0.019589 -0.021252
9 0.122428 0.082935 -0.017983 -0.015570 -0.017683 0.246960 -0.019589 0.215153
10 -0.045317 -0.057054 -0.041860 -0.023148 -0.040654 -0.065252 -0.070515 -0.075559
11 -0.030917 -0.041643 -0.017983 -0.036417 -0.017683 -0.018523 -0.019589 -0.047174
12 -0.017881 -0.043025 -0.014658 -0.015570 -0.017683 -0.018523 -0.019589 -0.047839
13 -0.026435 -0.018402 -0.024290 -0.015570 -0.023954 -0.018523 0.013954 -0.021252
14 -0.024155 -0.008556 0.066638 -0.015570 -0.017683 -0.018523 0.035895 0.045815
15 -0.017881 -0.067205 0.024037 -0.015570 -0.017683 -0.053997 -0.019589 -0.004890
16 -0.017881 -0.018402 -0.017983 -0.089469 0.003210 0.093819 -0.019589 -0.021252
17 0.056860 -0.018402 -0.017983 0.046835 -0.046912 -0.022031 -0.019589 -0.069504
18 -0.017881 -0.018402 -0.017983 -0.015570 -0.017683 -0.018523 0.242066 -0.021252
19 -0.017881 -0.018402 -0.039161 -0.015570 0.187572 -0.018523 -0.016838 -0.021252
20 -0.080157 -0.013046 -0.017983 -0.045019 -0.017683 -0.018523 -0.039427 -0.021252

Table 8.11: Excerpt from Apnea-ECG database, which had 50% missing data and was
imputed by the simple mean imputation method.

Table 8.12 presents the output of a dataset containing 50% missing values, imputed by
the mean imputation method which separate between normal breathing and disrupted
breathing. In decided to use twenty objects in the excerpts in order to illustrate the
di�erence of separating between classes when imputing. The 15 �rst objects are normal
breathing, and then the 5 last objects are values of disrupted breathing. The missing
values in the 15 �rst objects are replaced by -0.007163, and the rest is replaced by -
0.033431.

The goal of imputation methods is to maintain the data structure. In order to maintain
the data structure, the methods must �nd a replacement value similar to the actual value
from the complete dataset. When comparing the imputed values in the mean and median
imputation methods, to the actual values in the complete dataset, we notice that most
of the imputation values are far from similar to the complete value. The higher or lower
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1 -0.007163 -0.031461 -0.007204 -0.006237 -0.026008 -0.007420 -0.007847 -0.033747
2 -0.007163 -0.007372 -0.001682 0.005751 0.005424 -0.007420 -0.007847 -0.012680
3 -0.007163 -0.007372 -0.024208 -0.006237 -0.044218 -0.007420 -0.007847 -0.008514
4 0.015514 -0.007372 -0.007204 -0.006237 0.055142 -0.007420 -0.007847 0.042191
5 -0.007163 -0.007372 -0.007204 -0.006237 -0.069173 -0.007420 -0.047449 -0.055451
6 -0.024967 -0.007372 -0.007204 -0.024884 -0.039256 -0.007420 -0.007847 -0.022888
7 -0.037214 -0.007372 -0.007204 -0.059913 -0.007084 -0.007420 -0.007847 -0.077379
8 -0.007163 -0.007372 -0.007204 -0.020552 -0.007084 -0.007420 -0.007847 -0.008514
9 0.122428 0.082935 -0.007204 -0.006237 -0.007084 0.246960 -0.007847 0.215153
10 -0.045317 -0.057054 -0.041860 -0.023148 -0.040654 -0.065252 -0.070515 -0.075559
11 -0.030917 -0.041643 -0.007204 -0.036417 -0.007084 -0.007420 -0.007847 -0.047174
12 -0.007163 -0.043025 -0.014658 -0.006237 -0.007084 -0.007420 -0.007847 -0.047839
13 -0.026435 -0.007372 -0.024290 -0.006237 -0.023954 -0.007420 0.013954 -0.008514
14 -0.024155 -0.008556 0.066638 -0.029111 -0.033060 -0.034632 0.035895 0.045815
15 -0.033431 -0.067205 0.024037 -0.029111 -0.033060 -0.053997 -0.036625 -0.004890
16 -0.033431 -0.034405 -0.033622 -0.089469 0.003210 0.093819 -0.036625 -0.039734
17 0.056860 -0.034405 -0.033622 0.046835 -0.046912 -0.022031 -0.036625 -0.069504
18 -0.033431 -0.034405 -0.033622 -0.029111 -0.033060 -0.034632 0.242066 -0.039734
19 -0.033431 -0.034405 -0.039161 -0.029111 0.187572 -0.034632 -0.016838 -0.039734
20 -0.080157 -0.013046 -0.033622 -0.045019 -0.033060 -0.034632 -0.039427 -0.039734

Table 8.12: Excerpt from Apnea-ECG database, which had 50% missing data and was
imputed by the mean imputation method separating the classes during imputation.

the actual value of the missing value is, the bigger the deviation. The data have been
normalized within a range from 1 to -1. Therefore, the di�erences are quite big in the
imputed values and their actual value. For instance, the �rst value in line one in the
imputed datasets contain the values -0.0017881 and -0.007163, while the actual value
was -0.036516.

Most of the values are not only di�erent from their actual value, but the imputed datasets
also seems to be generalized. By generalized, we mean that the imputation methods
calculates a few values, and then all missing values are replaced by the general values.
The general value makes objects similar to each other. The more missing data, the more
similar the objects become, the less the data structure is maintained. This generalization
may a�ect the classi�cation results depending on which mean or median method is used.
Simple mean imputation, may generalize the whole dataset so that it is harder to separate
between the classes during classi�cation. The mean or median separating between the
classes makes all the objects within each class more similar, and makes it easier for the
classi�cation method to separate between the classes.
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Multiple Linear Regression

Table 8.13 show an excerpt of the imputed dataset where a dataset having 50% missing
data have been imputed with Multiple Linear Regression. In opposition to mean and
median imputation, each missing number has its own replacement value. We calculated
the maximum di�erence between the replacement values and their actual values, and
ended with a number of around 0.95, with a maximum number of 1 in deviance, for each
of the imputed datasets. Finding the one maximum di�erence is not of interest, but the
overall similarity to the complete dataset is.

The excerpt in Table 8.13 show that many calculated replacement values are similar to
their actual value. However, many of the imputed numbers are still the same, such as
in the second attribute, where three values are -0.018277. Similarly, the sixth attribute
have three values with the number-0.18398. The variance of the imputed values are
bigger than for mean and median imputation, but to a small grade generate objects that
are similar to each other.

1 -0.065153 -0.031461 -0.018806 -0.015465 -0.026008 -0.046859 -0.054733 -0.033747
2 -0.001334 -0.027430 -0.001682 0.005751 0.005424 0.013845 -0.003194 -0.012680
3 -0.017761 -0.011932 -0.024208 -0.015465 -0.044218 -0.064454 -0.006576 -0.021109
4 0.015514 -0.018277 -0.018916 -0.015465 0.055142 -0.018398 0.057090 0.042191
5 -0.017761 -0.004880 -0.001210 -0.007023 -0.069173 -0.018398 -0.047449 -0.055451
6 -0.024967 -0.018277 -0.030103 -0.024884 -0.039256 -0.016793 0.005230 -0.022888
7 -0.037214 -0.061214 -0.054198 -0.059913 -0.048535 -0.045686 -0.020252 -0.077379
8 0.000913 -0.003974 -0.018806 -0.020552 -0.003241 -0.018398 -0.063388 -0.021109
9 0.122428 0.082935 -0.017862 0.067909 -0.061548 0.246960 -0.179220 0.215153
10 -0.045317 -0.057054 -0.041860 -0.023148 -0.040654 -0.065252 -0.070515 -0.075559
11 -0.030917 -0.041643 -0.068803 -0.036417 -0.017563 -0.054666 -0.014915 -0.047174
12 -0.041232 -0.043025 -0.014658 0.001258 -0.041398 -0.030266 -0.019787 -0.047839
13 -0.026435 0.028056 -0.024290 -0.015465 -0.023954 0.054635 0.013954 -0.005469
14 -0.024155 -0.008556 0.066638 -0.015465 -0.025299 -0.006500 0.035895 0.045815
15 0.066925 -0.067205 0.024037 -0.015613 0.036310 -0.053997 0.005690 -0.004890
16 -0.033726 -0.045239 -0.032021 -0.089469 0.003210 0.093819 -0.019457 -0.021669
17 0.056860 -0.018277 0.095409 0.046835 -0.046912 -0.022031 -0.019457 -0.069504
18 -0.034135 -0.032669 -0.018307 -0.051969 -0.046241 0.074112 0.242066 0.231617
19 -0.048008 -0.077705 -0.039161 0.121446 0.187572 -0.036505 -0.016838 0.177907
20 -0.080157 -0.013046 0.023394 -0.045019 -0.039652 -0.046610 -0.039427 -0.064313

Table 8.13: Excerpt from Apnea-ECG database, which had 50% missing data and was
imputed by the simple mean imputation method.
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K-Nearest Neighbor

Table 8.14 shows an excerpt of the imputed dataset where a dataset having 50% missing
data have been imputed with K-Nearest Neighbor. The biggest maximum deviance for the
dataset imputed using the K-Nearest Neighbor method is 1, which is the largest deviance
number possible. However, the maximum deviance of the other imputed datasets is 0.95,
and may indicate that it is usual to have a high maximum deviation value.

The excerpt shows that some missing values are replaced with values very close to their
actual value, and a smaller share of the data deviate a lot from their actual values. In
opposition to mean, median and Multiple Linear Regression, K-Nearest Neighbor does
not �nd the most likely replacement value, which may result in several equal numbers.
K-Nearest Neighbor makes more specialized replacement numbers as they are based on
the object and its closest neighbors in similarity, and picks the numbers from a �tted
model from the complete data. The complete data contains a lot more data than the
methods only using the observed values.

One peculiar and unexpected result is that K-Nearest Neighbor seems to change the
whole dataset, not only the missing values. This may be due to internal normalization
within the method itself, or due to the imputation method generating values that a�ect
the normalization method.

1 -0.060149 -0.024733 -0.051316 -0.063537 -0.021277 -0.061224 -0.059874 -0.022971
2 -0.048470 -0.054834 -0.001353 0.005343 0.004437 -0.061224 -0.045791 -0.008631
3 -0.041738 -0.059329 -0.019474 -0.035444 -0.036175 -0.049205 -0.057592 -0.046875
4 0.012551 -0.066232 -0.021922 -0.028305 0.045112 -0.065917 -0.031133 0.028718
5 -0.048470 -0.053169 -0.057838 -0.043922 -0.056590 -0.055167 -0.035039 -0.037744
6 -0.020198 -0.054834 -0.051316 -0.023119 -0.032115 -0.061224 -0.044729 -0.015580
7 -0.030107 -0.037033 -0.050745 -0.055663 -0.056425 -0.065145 -0.060243 -0.052670
8 -0.063912 -0.064446 -0.071534 -0.019094 -0.058675 -0.068445 -0.062569 -0.058326
9 0.099045 0.065197 -0.056626 -0.043922 -0.042101 0.192869 -0.056830 0.146450
10 -0.036662 -0.044851 -0.033673 -0.021506 -0.033259 -0.050960 -0.052073 -0.051431
11 -0.025012 -0.032737 -0.061391 -0.033834 -0.043741 -0.040688 -0.060190 -0.032110
12 -0.059253 -0.033823 -0.011791 -0.066141 -0.059441 -0.061224 -0.067456 -0.032563
13 -0.021387 -0.064511 -0.019540 -0.051472 -0.019596 -0.061228 0.010305 -0.042263
14 -0.019541 -0.006726 0.053606 -0.042317 -0.055547 -0.055484 0.026507 0.031185
15 -0.063466 -0.052832 0.019336 -0.053738 -0.057207 -0.042170 -0.059597 -0.003329
16 -0.072390 -0.050237 -0.057993 -0.083123 0.002626 0.073270 -0.048968 -0.061941
17 0.046000 -0.052832 -0.029460 0.043513 -0.038378 -0.017206 -0.040406 -0.047310
18 -0.056153 -0.041468 -0.066308 -0.110905 -0.052503 -0.029939 0.178756 -0.000228
19 -0.063757 -0.114692 -0.031503 -0.023280 0.153451 -0.045578 -0.012435 -0.075088
20 -0.064848 -0.010256 -0.043088 -0.041825 -0.042101 -0.050195 -0.029115 -0.065423

Table 8.14: Excerpt from Apnea-ECG database, which had 50% missing data and was
imputed by the simple mean imputation method.
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Self-Organising Maps

Table 8.15 show an excerpt of the imputed dataset where a dataset having 50% missing
data have been imputed with Self-Organising Maps. As for the other methods, except K-
Nearest Neighbor, the highest deviance in the dataset was 0.95 with a maximum deviance
of 1. It does not seem to a�ect the overall result of the imputed dataset. All values in
the excerpts are changed, not only the missing values, making it hard to �nd deviances.
It is unexpected, but it is likely to be due to an internal normalizing function in the
imputation method itself, or that the normalization function result in a di�erent output
with individually imputed data.

The values in the dataset are to be a little closer to 0 on both ends of the scale, than in the
complete dataset. When comparing how the values correlates to the other values in the
excerpt of the complete dataset and the imputed dataset, and then comparing the corre-
lations in the excerpts to each other, it seems that Self-Organising Maps overall have the
same structure as the complete dataset. There are some major di�erences in the struc-
ture, such as the �rst four objects' seventh values are -0.029013, -0.022754, -0.021583 and
0.033918, while the values from the complete dataset are -0.045577, 0.008121, -0.042257
and 0.036420. While the �rst and the two last numbers have the same structure in both
datasets, the second number is very di�erent from each other. Such deviances change the
data structure.

1 -0.023027 -0.024733 -0.021245 -0.023705 -0.021277 -0.036563 -0.029013 -0.022971
2 -0.023996 -0.019306 -0.001353 0.005343 0.004437 -0.022874 -0.022754 -0.008631
3 -0.038426 -0.037253 -0.019474 -0.012020 -0.036175 -0.025945 -0.021583 0.001399
4 0.012551 0.053815 0.073104 0.095730 0.045112 0.050859 0.033918 0.028718
5 -0.023996 -0.019306 -0.018893 -0.018479 -0.056590 -0.022874 -0.035039 -0.037744
6 -0.020198 -0.037226 -0.028958 -0.023119 -0.032115 -0.036946 -0.039286 -0.015580
7 -0.030107 -0.010134 -0.018762 -0.055663 0.000734 0.006158 -0.009815 -0.052670
8 -0.041853 -0.046156 -0.038185 -0.019094 -0.002195 -0.010422 0.028969 0.055141
9 0.099045 0.065197 -0.018762 -0.015127 0.000734 0.192869 -0.009815 0.146450
10 -0.036662 -0.044851 -0.033673 -0.021506 -0.033259 -0.050960 -0.052073 -0.051431
11 -0.025012 -0.032737 -0.030116 -0.033834 -0.034934 -0.035577 -0.030032 -0.032110
12 -0.023736 -0.033823 -0.011791 -0.019822 -0.029757 -0.022940 -0.019675 -0.032563
13 -0.021387 -0.006168 -0.019540 -0.002038 -0.019596 -0.004917 0.010305 -0.011795
14 -0.019541 -0.006726 0.053606 0.095730 0.087575 0.050859 0.026507 0.031185
15 0.011588 -0.052832 0.019336 0.050151 0.049059 -0.042170 0.011385 -0.003329
16 -0.011230 -0.006168 -0.010342 -0.083123 0.002626 0.073270 -0.011970 -0.011795
17 0.046000 -0.036573 -0.040261 0.043513 -0.038378 -0.017206 -0.054669 -0.047310
18 0.014383 0.018524 0.028019 0.038416 0.032914 0.042683 0.178756 0.052456
19 0.035908 0.038234 -0.031503 0.056140 0.153451 0.032908 -0.012435 0.031297
20 -0.064848 -0.010256 -0.033278 -0.041825 -0.044864 -0.045265 -0.029115 -0.043357

Table 8.15: Excerpt from Apnea-ECG database, which had 50% missing data and was
imputed by the simple mean imputation method.
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Classi�cation Results

In this section, we examine how the imputation methods a�ect the classi�cation re-
sults from previous work (Hugaas 2015). Our aim is to support usage of sensors of all
qualities, in which we must assume some sensors will generate more missing data than
others will. To examine how imputation methods a�ect the classi�cation results, we im-
plemented seven imputation methods, and generated �ve datasets of di�erent missing
value percentage, 5%, 10%, 20%, 30% and 50%, resulting in one complete dataset, and
�ve datasets containing missing values. The datasets containing missing data was im-
puted using the imputation methods, resulting in 35 dataset, �ve datasets per imputation
method. Tables C.1 - C.3 show the accuracy, sensitivity, and speci�city of each of the
classi�ers' results, and all the results discussed in this section may be found in these
tables. The tables present the imputation methods used for pre-processing the input
data, the amount of missing data, and the imputation time for each imputation method.
All classi�cation methods except Decision Tree have abbreviations representing them,
K-Nearest Neighbor as KNN, Arti�cial Neural Network as ANN, and Support Vector
Machine as SVM. Classi�cation results are obtained using datasets imputed on the seven
imputation methods presented in this thesis as input data to our data mining methods.
Our focus is to compare with the complete dataset, to �nd the deviation of the optimal
classi�cation results. Classi�cation results of using the complete data as input data is
the optimal result, because a good imputation method maintain the data structure by
replacing missing values with their actual value from the complete dataset. Therefore,
we use the complete dataset as input data, and gain results to compare with the results
of using the rest of the datasets as input data. The results of using the complete data is
input data may be found as the �rst imputation method in Table C.1, called Complete
data.

For more comparison, we include another method for handling missing data. We include
the method used in previous work (Hugaas 2015), in which all missing values were replaced
with zeros. This method is included in order to compare to a way of handling missing
data in which we were certain the data structure would not be maintained, and examine
the importance of choosing proper imputation methods. The classi�cation results of the
�ve datasets having their missing values replaced with zeros, are presented as the second
imputation method in Table C.1, called Impute with zero. The contrast between simply
replacing all missing values with zeros and applying proper imputation methods show
the importance of handling missing data properly. Support Vector Machine seems to get
a�ected the most by replacing all missing values with zeros, as all percentages achieve an
accuracy value of below 90% and the speci�city values on input data containing 10% or
more missing data are below 2%. The other methods have an accuracy higher than 90%
for input data with 5 or 10% of missing data, meaning they do not get a�ected much
before a high amount of missing data occur. Decision Trees seems to be the least a�ected
by missing data. Regardless of the imputation method, performance is better than if the
missing values are replaced with zeros, and we may conclude that handle missing data
properly is important.

Overall, all results are good, even for the datasets containing 50% missing data. As as-
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sumed, the methods �nding the central tendency perform a little worse than the machine
learning methods and Multiple Linear Regression. In most related work, it was written
that the machine learning methods obtained better results than the statistical methods.
To our surprise, the results show an exception. Mean and median imputation separating
between the classes perform better the higher the amount of missing data in the dataset,
which is a highly unexpected result. K-Nearest Neighbor classi�er produced the very
best result with input data imputed with median imputation separating classes during
imputation time, with an accuracy value of 99.92%, followed closely by the second best
accuracy value of 99.87% for mean imputation separating classes during imputation time.
Both results were achieved on the dataset containing 50% missing data. When taking
into account the excerpt from the imputed dataset in Table 8.12, the good results are
easily explained as generalization of the classes, which make them easier to separate from
each other. This setting is not a very realistic one, as the objects must have their cor-
responding class before imputing, and may not be used for on-line analysis. We discard
this method when evaluating the rest of the classi�cation results.

The methods �nding the central tendency of the whole dataset performed worst. Median
imputation gains the overall worst result, with an accuracy of 69.15% when having 50%
missing data and classifying with the K-Nearest Neighbor, followed by mean imputation
with the same properties and an accuracy value of 79.22%. Although containing the worst
results of all imputation methods, the other classi�cation results are good. K-Nearest
Neighbor results are similar to those of Multiple Linear Regression, both showing good
results. The accuracy value decrease with the increase of missing data. They also achieve
approximately same results for all properties, having the worst accuracy value of about
88% when classifying with Arti�cial Neural Network with input data of 50% missing
data. The imputation time of Multiple Linear Regression is quite high, increasing with
about 250 seconds for every 10% of missing values. The imputation time is also high for
K-Nearest Neighbor, but does not vary as much as in Multiple Linear Regression, with
the range of 776.72-808.49 seconds.

Self-Organising Maps turns out to be the best performing imputation method, when
ignoring mean and median imputation separating the classes. In other words, it is the
method with the best performance when considering analysis without knowing the classes
beforehand, with the highest accuracy value of 96.3% with 5% missing values, and 95.01%
with 50% missing values. All classi�ers have a maximum range of 1.5% between the
amounts of missing data. Having a balanced set of accuracy values throughout the
amount of missing data may indicate that the imputation method does a good job with
inferring the missing values, and the excerpt of the imputed dataset in Table 8.15 re�ects
this assertion, showing that Self-Organising Maps is the only method maintaining the data
structure. The balanced set of accuracy values, the imputed dataset and the classi�cation
results demonstrates that it is the only method that should be applied if there are more
than 30% missing data in the dataset, because it is the only method not following the
phrase - the more missing data in the dataset, the worse the results. As it may seem so far
that the better the accuracy results, the longer the computational time, Self-Organising
Maps use a fairly short time in imputation within the range of 3.72-6.42 seconds. Self-
Organising Maps is the only method that works well with all aspects we examine in this
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thesis, such as data mining method, missing value percentage and time.

The property that seems to a�ect the classi�cation results the most is the missing data
percentage. For all methods, the higher the missing data percentage, the worse the
accuracy, speci�city and sensitivity results. All results having input data with missing
data percentage of 30% or lower, have an accuracy of above 90%. The only cases with
accuracy results below 90% is when data have been imputed with the imputation methods
mean, median, and K-Nearest Neighbor, and used as input data for K-Nearest Neighbor
and Arti�cial Neural Network classi�ers, and when data imputed using Multiple Linear
Regression have been used as input data for the Arti�cial Neural Network classi�er. All
of these cases have a missing data percentage of 50%. The only imputation method not
a�ected by the amount if missing data, is Self-Organising Maps.

Another aspect is the time spent imputing the datasets. The time is more important in a
future context, as on-line analysis is of interest in the CESAR project (Goebel et al. 2015).
Slow imputation methods may not be feasible as the input data is a �ow of continuous
data. In this thesis, all datasets had 3951 objects containing 240 values, resulting in a sum
of 948240 values. As the same amount of data was used in all datasets, the amount of data
is not the reason for any time di�erences. Multiple Linear Regression and the machine
learning methods have a longer imputation time than the statistical imputation methods.
Mean and median imputation of the whole dataset �nished imputation with a maximum
time of 0.07 seconds, and the ones separating between the classes use between 1.2 and
1.6 seconds. These methods simply calculate one or two values for the whole attribute,
and then replace all the missing data in the attribute with that value. In opposition,
Multiple Linear Regression and the machine learning methods go through the missing
values and �nd the most likely replacement value. Multiple Linear Regression almost
doubles the seconds per amount of missing data, adding approximately 250 seconds per
10% of missing data. The time range from 129.97 seconds for 5% missing data to 1264.45
seconds for 50% of missing data. K-Nearest Neighbor imputation uses about 800 seconds
or slightly less for all imputation methods, making it on average the slowest imputation
method. Self-Organising Maps had a surprisingly short time with a maximum of 6.42
seconds. It does not seem like the amount of missing data a�ects the imputation time, as
it is di�erent from method to method, and the amount of time never follow the amount of
missing data, except for with Multiple Linear Regression. It is hard to �nd other reasons
for these imputation times other than how the imputation methods work. These results
are most interesting for use in on-line analysis.

In previous work, K-Nearest Neighbor performed best, and still perform best on input
data containing 20% or less missing data. When overlooking mean and median imputation
separating the classes, Support Vector Machine achieve the highest accuracy values for all
imputation methods with 50% missing data, and the classi�cation method is dominant
for datasets containing 30% missing data, imputed on all of the methods except Self-
Organising Maps, in which K-Nearest Neighbor outperforms the others. Sensitivity and
speci�city is more or less balanced for all imputation methods, but mostly the sensitivity
values are higher than the speci�city for the K-Nearest Neighbor and Support Vector
Machine classi�ers, meaning these methods are better at recognizing epochs of disrupted
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breathing. Arti�cial Neural Network and Decision trees are best at classifying epochs of
normal breathing as the speci�city values are higher than the sensitivity values.
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Imputation method Classi�cation method Missing data
percentage

Imputation
time

Accuracy
%

Sensitivity
%

Speci�city
%

Complete data

KNN 0 0 96.25 97.71 92.98
ANN 0 0 94.56 93.56 93.04
SVM 0 0 93.90 88.78 97.33
Decision trees 0 0 92.58 90.67 91.17

Impute with zero

KNN

5 0.00 94.10 98.45 86.89
10 0.01 91.62 98.78 80.42
20 0.01 84.94 98.84 63.77
30 0.01 77.75 98.54 46.05
50 0.01 71.02 97.35 29.65

ANN

5 0.00 93.12 91.29 91.86
10 0.01 92.38 90.32 91.05
20 0.01 86.86 83.31 84.71
30 0.01 83.24 80.69 77.38
50 0.01 75.85 71.53 67.62

SVM

5 0.00 86.86 77.64 95.15
10 0.01 60.01 96.77 1.86
20 0.01 59.58 92.86 0.81
30 0.01 59.68 94.44 1.06
50 0.01 59.58 92.86 0.81

Decision Trees

5 0.00 90.74 88.15 89.25
10 0.01 90.13 87.69 88.13
20 0.01 89.47 87.12 87.01
30 0.01 87.14 84.00 84.52
50 0.01 84.66 81.29 80.98

Mean Imputation

KNN

5 0.02 96.10 98.15 92.17
10 0.02 95.49 98.12 90.68
20 0.03 94.91 98.69 88.69
30 0.03 92.71 98.89 83.03
50 0.04 79.22 98.76 49.60

ANN

5 0.02 93.98 92.82 92.36
10 0.02 94.48 93.28 93.16
20 0.03 93.44 91.77 92.17
30 0.03 90.99 88.41 89.62
50 0.04 84.41 80.82 80.92

SVM

5 0.02 93.42 87.83 97.33
10 0.02 93.34 87.85 97.08
20 0.03 93.57 88.21 97.20
30 0.03 93.42 88.17 96.83
50 0.04 92.99 88.50 95.15

Decision Trees

5 0.02 92.46 90.79 90.68
10 0.02 92.03 90.14 90.30
20 0.03 92.26 89.85 91.30
30 0.03 90.99 88.89 89.00
50 0.04 90.64 88.69 88.25

Mean separating classes

KNN

5 1.23 96.28 98.09 92.67
10 1.40 96.41 98.42 92.67
20 1.27 97.17 99.28 93.72
30 1.28 98.35 99.61 96.33
50 1.59 99.87 99.94 99.75

ANN

5 1.23 94.58 93.30 93.41
10 1.40 93.52 91.84 92.29
20 1.27 94.05 92.36 93.10
30 1.28 93.98 91.98 93.35
50 1.59 96.86 95.41 96.95

SVM

5 1.23 93.60 87.96 97.64
10 1.40 93.85 88.28 97.89
20 1.27 94.41 89.30 98.01
30 1.28 95.55 91.01 98.82
50 1.59 97.52 94.52 99.69

Decision Trees

5 1.23 94.89 93.72 93.72
10 1.40 95.42 94.74 93.97
20 1.27 96.25 95.63 95.15
30 1.28 96.79 96.66 95.40
50 1.59 98.05 97.52 97.70

Table 8.16: Results of epoch classi�cation using Apnea-ECG database as input data.132



Imputation method Classi�cation method Missing data
percentage

Imputation
time

Accuracy
%

Sensitivity
%

Speci�city
%

Median Imputation

KNN

5 0.07 96.10 98.21 92.11
10 0.04 95.42 98.31 90.30
20 0.05 94.00 98.45 86.64
30 0.06 90.99 98.68 78.93
50 0.05 69.15 98.51 24.61

ANN

5 0.07 93.62 91.70 92.73
10 0.04 93.55 92.21 91.92
20 0.05 92.86 90.98 91.55
30 0.06 92.43 90.68 90.74
50 0.05 85.12 81.77 81.67

SVM

5 0.07 93.37 87.73 97.33
10 0.04 93.37 87.86 97.14
20 0.05 93.47 88.06 97.14
30 0.06 93.32 88.02 96.77
50 0.05 93.01 88.50 95.21

Decision Trees

5 0.07 91.77 90.38 89.31
10 0.04 92.20 89.98 90.99
20 0.05 91.55 89.92 89.25
30 0.06 91.12 88.97 89.25
50 0.05 90.74 88.44 88.88

Median separating classes

KNN

5 1.36 96.36 97.84 93.10
10 1.31 96.76 98.30 93.66
20 1.41 97.90 99.10 95.71
30 1.27 99.19 99.94 98.07
50 1.29 99.92 99.94 99.88

ANN

5 1.36 93.39 91.25 92.67
10 1.31 94.63 92.88 94.03
20 1.41 94.00 91.78 93.66
30 1.27 94.63 92.77 94.16
50 1.29 98.05 97.28 97.95

SVM

5 1.36 93.65 88.10 97.58
10 1.31 93.60 87.96 97.64
20 1.41 94.53 89.46 98.14
30 1.27 95.47 91.00 98.63
50 1.29 97.42 94.45 99.50

Decision Trees

5 1.36 94.28 92.82 93.16
10 1.31 95.70 95.05 94.34
20 1.41 96.08 95.49 94.84
30 1.27 96.61 95.95 95.71
50 1.29 98.20 97.76 97.82

Multiple Linear Regression

KNN

5 129.97 96.20 97.71 92.85
10 255.00 96.15 97.96 92.48
20 504.72 95.98 98.14 91.86
30 762.25 95.80 98.13 91.42
50 1264.45 91.82 98.56 81.11

ANN

5 129.97 94.20 92.96 92.79
10 255.00 94.20 92.33 93.54
20 504.72 93.04 90.62 92.48
30 762.25 90.94 88.54 89.31
50 1264.45 87.83 85.03 85.08

SVM

5 129.97 93.32 87.59 97.39
10 255.00 93.44 87.88 97.33
20 504.72 93.32 87.63 97.33
30 762.25 93.32 87.93 96.89
50 1264.45 93.22 88.12 96.33

Decision Trees

5 129.97 92.08 90.50 89.99
10 255.00 91.60 89.44 89.99
20 504.72 91.14 88.88 89.43
30 762.25 91.52 89.32 89.93
50 1264.45 90.13 88.02 87.69

Table 8.17: Results of epoch classi�cation using Apnea-ECG as input data continued.
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Imputation method Classi�cation method Missing data
percentage

Imputation
time

Accuracyi
%

Sensitivity
%

Speci�city
%

K-Nearest Neighbor

KNN

5 785.52 96.10 98.02 92.29
10 795.84 95.80 98.13 91.42
20 784.47 94.96 98.16 89.31
30 808.39 93.72 98.23 86.14
50 776.72 87.78 97.79 71.60

ANN

5 785.52 94.33 93.25 92.79
10 795.84 94.41 93.48 92.73
20 784.47 92.61 91.34 90.43
30 808.39 91.45 90.30 88.50
50 776.72 88.96 86.73 86.08

SVM

5 785.52 94.68 90.88 96.64
10 795.84 94.53 90.95 96.15
20 784.47 94.94 91.47 96.58
30 808.39 94.28 91.04 95.34
50 776.72 93.57 90.11 94.59

Decision Trees

5 785.52 93.67 92.18 92.29
10 795.84 93.24 91.78 91.61
20 784.47 92.89 91.14 91.42
30 808.39 93.09 91.96 90.99
50 776.72 91.47 89.90 89.06

Self-Organising Maps

KNN

5 4.35 96.30 97.84 92.98
10 3.72 95.93 97.76 92.11
20 6.42 95.95 97.70 92.23
30 4.66 95.85 96.95 92.73
50 4.97 95.01 94.74 92.91

ANN

5 4.35 94.63 93.30 93.54
10 3.72 94.53 93.94 92.54
20 6.42 94.38 92.94 93.29
30 4.66 93.70 91.87 92.73
50 4.97 94.36 93.37 92.73

SVM

5 4.35 94.81 91.05 96.77
10 3.72 94.56 91.00 96.15
20 6.42 94.76 91.83 95.65
30 4.66 94.86 92.20 95.46
50 4.97 95.01 92.63 95.34

Decision Trees

5 4.35 93.32 92.11 91.42
10 3.72 92.79 90.86 91.49
20 6.42 92.10 90.15 90.49
30 4.66 92.58 90.67 91.17
50 4.97 92.58 90.72 91.11

Table 8.18: Results of epoch classi�cation using Apnea-ECG as input data continued.
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8.2.2 MIT-BIH Polysomnography Database

As each table of results spans over three pages, we decide to evaluate the results of the
signal combination consisting of respiration from the abdomen, nasal respiration, and
oxygen saturation. Tables C.4 - C.6 show the accuracy, speci�city, and sensitivity re-
sults from the four classi�cation methods, using imputed datasets of di�erent imputation
methods on a variety of missing data amounts. All the discussions and the numbers
presented in this section, are based on these tables. We also present the imputation time
the imputation methods use to impute the datasets. Three of the classi�cation methods
has an abbreviation, K-Nearest Neighbor is represented as KNN, Arti�cial Neural Net-
work as ANN and Support Vector Machine as SVM. As expected, we get poor results
from MIT-BIH Polysomnography database, regardless of the missing data properties. In
(Hugaas 2015), it was assumed that bad results when using MIT-BIH Polysomnography
database as input data was due to too little data, making it hard to classify properly.

We include the method of handling missing values from previous work, in which zeros
replaced missing values. The method is included to show the contrast between using
a constant for replacement and the imputation methods, and addresses the importance
of handling missing data in a suitable way. Opposite to the results in Apnea-ECG, the
imputation methods do not perform much better than replacing the missing values with
zeros. In fact, the tables show that all classi�cation methods except K-Nearest Neighbor
achieve slightly worse results when input data is imputed. It seems like the amount of
missing data do not a�ect these results, as they seem to occur at random missing data
percentages. A solution to this strange observation might be as mentioned in previous
work, that there are not enough training data, too much noisy data, and maybe the
objects are very close to each other, making it hard to separate them.

Other than not improving the results much from replacing the missing values with zeros to
using imputation methods, the results show similar traits as in Apnea-ECG. The missing
data percentage a�ects the results so that the accuracy value decreases when the missing
data percentage increases. Yet, the imputation methods �nding the central tendency
of the classes achieves higher accuracy the more missing data. These methods are the
only containing accuracy values above 70%, with a maximum accuracy value at 94.20%
in mean imputation being classi�ed by Decision Tree, followed by median imputation
with a value of 92.75%, also classi�ed by Decision Tree. Even though the results for
each classi�er increase together with the missing data value, only K-Nearest Neighbor
and Decision tree have a high increase of accuracy. It is also important to understand
that good classi�cation results do not imply that a imputation method perform well. If
a complete dataset normally would achieve poor classi�cation results, then the imputed
dataset should as well, or else the data structure have been biased. In other words, these
two method do not maintain the structure of the data, only generalize the data and
achieve good classi�cation results because it is easier for the methods to separate the
objects.

The overall best results are gained using the methods �nding the central tendency of the
classes, with the highest accuracy value of 94.2% when classifying with decision trees.
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This result is unexpected regarding both the imputation method and the classi�cation
method. As for mean and median imputation methods, separating between the classes
in Apnea-ECG this is most likely due to generalization of the classes, which makes it
easier for the classi�ers to separate between the classes. Table 8.12 shows an excerpt
of the mean imputation method separating between the classes from Apnea-ECG. The
table illustrates how the imputation methods have a replacement value for each class in
each attribute, making each class more general the more missing values there are in the
dataset.

Knowing the objects' class is not realistic in on-line classi�cation, so we overlook the re-
sults of the methods �nding the central tendencies of the classes when evaluating the rest
of the results in this section. As for Apnea-ECG database, mean and median imputation
perform worst, and share that place as K-Nearest Neighbor and Arti�cial Neural Net-
work achieve overall better results with mean imputed data than median imputed data,
and opposite for Support Vector Machine and Decision tree. The best method is Self-
Organising Maps, with balanced set of accuracy values for all amounts of missing data,
with its highest accuracy value of 58.97% using the K-Nearest Neighbor classi�er with
input data of 30% missing data. The method is closely followed by K-Nearest Neighbor
and Multiple Linear Regression, which share a very similar set of results.

The imputation time is also similar to Apnea-ECG database. All central tendency use
close to zero seconds for imputation. Multiple Linear Regression is by far the slowest
method and almost double the imputation time for each amount of missing data, with a
range of 6.68 to 64.37 seconds. K-Nearest Neighbor is second slowest, but has a stable
amount of time throughout the amount of missing data, with the maximum time of 8.20
seconds. Our best performing method uses a maximum of 0.48 seconds on imputation.
It is important to keep in mind that Apnea-ECG is a larger database, and therefore has
a longer imputation time for all the methods.

In comparison with previous work, K-Nearest Neighbor is the best classi�er for all amount
of missing data when imputing the input data with any method, except median impu-
tation with 50% missing data where Decision tree achieve an accuracy of 3.6% higher.
Almost all sensitivity values are higher than the speci�city, meaning the classi�cation
methods are better at classifying epoch of disrupted breathing.
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Imputation method Classi�cation method Missing data
percentage

Imputation
time

Accuracy
%

Sensitivity
%

Speci�city
%

Complete data

KNN 0 0.00 61.65 62.25 56.33
ANN 0 0.00 53.18 52.43 53.62
SVM 0 0.00 56.97 57.22 50.23
Decision trees 0 0.00 55.18 54.48 54.98

Impute with zero

KNN

5 0.00 57.97 58.19 52.26
10 0.00 56.74 57.63 46.15
20 0.00 55.52 55.67 47.74
30 0.00 53.29 52.93 47.06
50 0.00 51.39 50.71 48.64

ANN

5 0.00 52.62 51.72 57.92
10 0.00 52.40 51.70 51.58
20 0.00 53.40 53.00 47.96
30 0.00 48.38 47.61 47.29
50 0.00 51.73 50.96 53.85

SVM

5 0.00 56.19 55.61 54.98
10 0.00 55.41 54.73 54.98
20 0.00 54.74 54.57 48.64
30 0.00 52.29 52.07 39.82
50 0.00 52.73 54.21 26.24

Decision Trees

5 0.00 56.63 55.98 56.11
10 0.00 56.97 56.48 55.20
20 0.00 53.07 52.42 51.36
30 0.00 54.18 53.44 54.52
50 0.00 49.61 48.89 50.00

Mean Imputation

KNN

5 0.00 61.32 62.27 54.52
10 0.00 59.09 59.35 53.85
20 0.00 59.09 59.79 51.81
30 0.00 58.75 59.47 51.13
50 0.00 55.18 55.75 43.89

ANN

5 0.00 50.95 50.25 45.25
10 0.00 49.94 49.18 47.74
20 0.00 49.72 48.84 42.99
30 0.00 54.29 53.83 50.90
50 0.00 49.05 48.20 45.48

SVM

5 0.00 58.86 59.68 50.90
10 0.00 55.63 55.79 47.96
20 0.00 56.97 57.25 50.00
30 0.00 52.62 52.44 41.40
50 0.00 47.94 46.87 42.31

Decision Trees

5 0.00 55.52 54.88 54.75
10 0.00 53.96 53.22 54.30
20 0.00 53.85 53.20 52.71
30 0.00 48.94 48.25 50.00
50 0.00 49.28 48.53 48.42

Mean separating classes

KNN

5 0.02 61.98 63.12 54.98
10 0.02 59.53 60.31 52.26
20 0.02 64.44 67.83 52.94
30 0.02 72.02 77.68 60.63
50 0.02 88.85 95.48 81.22

ANN

5 0.02 51.17 50.43 52.94
10 0.02 52.17 51.56 48.64
20 0.02 51.28 50.60 47.74
30 0.02 52.84 52.49 45.25
50 0.02 54.07 53.97 46.15

SVM

5 0.02 57.53 58.01 50.00
10 0.02 54.18 53.92 48.19
20 0.02 56.19 56.53 47.96
30 0.02 58.86 59.48 51.81
50 0.02 56.41 55.94 54.30

Decision Trees

5 0.02 62.21 61.57 61.99
10 0.02 66.56 66.90 63.57
20 0.02 85.62 87.53 82.58
30 0.02 90.19 90.78 89.14
50 0.02 94.20 94.12 94.12

Table 8.19: Results of epoch classi�cation using MIT-BIH Polysomnography database as
input data.
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Imputation method Classi�cation method Missing data
percentage

Imputation
time

Accuracy
%

Sensitivity
%

Speci�city
%

Median Imputation

KNN

5 0.00 60.54 61.52 53.17
10 0.00 59.20 59.79 52.49
20 0.00 57.19 57.97 47.74
30 0.00 58.42 58.73 52.49
50 0.01 52.84 53.11 36.65

ANN

5 0.00 52.84 52.24 50.23
10 0.00 50.06 49.28 46.38
20 0.00 51.62 50.98 47.06
30 0.00 50.95 50.22 52.04
50 0.01 47.05 45.86 41.40

SVM

5 0.00 56.86 57.29 48.87
10 0.00 55.07 55.04 48.19
20 0.00 55.30 55.65 45.70
30 0.00 53.73 53.80 43.21
50 0.01 48.61 47.68 44.12

Decision Trees

5 0.00 56.41 55.84 55.20
10 0.00 56.63 56.21 54.30
20 0.00 52.29 51.54 53.17
30 0.00 55.85 55.48 52.71
50 0.01 56.41 55.86 54.98

Median separating classes

KNN

5 0.02 62.21 63.24 55.66
10 0.03 60.31 60.91 54.30
20 0.03 64.44 67.04 54.75
30 0.03 69.90 71.94 63.80
50 0.03 87.18 93.37 79.64

ANN

5 0.02 50.84 50.11 50.00
10 0.03 51.17 50.46 49.32
20 0.03 52.06 51.61 43.44
30 0.03 52.73 52.07 51.13
50 0.03 54.52 53.78 54.75

SVM

5 0.02 57.08 57.60 48.87
10 0.03 54.07 53.89 47.06
20 0.03 55.52 55.50 49.10
30 0.03 53.40 53.33 43.44
50 0.03 53.51 52.87 52.04

Decision Trees

5 0.02 56.19 55.56 55.43
10 0.03 63.77 63.21 63.35
20 0.03 78.04 77.53 78.05
30 0.03 83.61 83.15 83.71
50 0.03 92.75 93.53 91.63

Multiple Linear Regression

KNN

5 6.68 61.98 63.05 55.20
10 13.07 56.86 57.07 50.23
20 26.85 58.53 59.94 47.74
30 39.54 57.08 57.89 47.29
50 64.37 54.18 54.98 38.69

ANN

5 6.68 51.62 50.86 53.62
10 13.07 50.61 49.90 54.52
20 26.85 50.39 49.66 50.00
30 39.54 52.29 51.64 49.77
50 64.37 53.29 52.56 53.39

SVM

5 6.68 58.31 59.14 49.77
10 13.07 55.30 55.47 47.06
20 26.85 54.74 54.74 47.06
30 39.54 55.74 56.27 45.70
50 64.37 49.05 48.16 44.34

Decision Trees

5 6.68 55.96 55.45 54.07
10 13.07 56.86 56.26 55.88
20 26.85 53.73 52.88 56.11
30 39.54 53.73 53.05 53.17
50 64.37 51.28 50.55 52.04

Table 8.20: Results of epoch classi�cation using MIT-BIH Polysomnography database as
input data continued.
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Imputation method Classi�cation method Missing data
percentage

Imputation
time

Accuracy
%

Sensitivity
%

Speci�city
%

K-Nearest Neighbor

KNN

5 8.20 59.87 60.25 54.52
10 7.94 59.53 60.70 50.68
20 6.68 61.32 62.09 55.20
30 6.70 57.97 58.49 50.68
50 7.69 55.63 56.08 45.93

ANN

5 8.20 50.17 49.44 50.23
10 7.94 51.51 50.84 47.74
20 6.68 53.73 52.82 57.24
30 6.70 50.39 49.64 46.38
50 7.69 49.94 49.14 45.02

SVM

5 8.20 55.63 55.61 49.32
10 7.94 53.96 53.87 45.70
20 6.68 54.63 54.67 46.38
30 6.70 57.08 57.89 47.29
50 7.69 54.40 54.00 50.45

Decision Trees

5 8.20 55.41 54.55 57.01
10 7.94 54.18 53.56 52.71
20 6.68 58.19 58.11 54.30
30 6.70 54.85 54.35 52.26
50 7.69 50.28 49.53 47.96

Self-Organising Maps

KNN

5 0.39 60.65 61.04 55.66
10 0.41 58.86 58.92 54.52
20 0.48 60.20 60.34 56.11
30 0.35 58.97 58.77 56.11
50 0.45 58.53 57.64 59.73

ANN

5 0.39 49.83 49.01 45.02
10 0.41 53.40 52.86 50.23
20 0.48 52.29 51.69 48.42
30 0.35 51.84 51.18 48.87
50 0.45 48.49 47.90 51.58

SVM

5 0.39 54.52 54.97 42.53
10 0.41 53.40 53.21 45.02
20 0.48 54.29 54.49 43.89
30 0.35 54.85 55.30 43.67
50 0.45 55.63 56.04 46.15

Decision Trees

5 0.39 57.30 56.88 55.20
10 0.41 54.96 54.30 54.30
20 0.48 56.63 56.04 55.66
30 0.35 57.41 56.76 57.01
50 0.45 52.17 51.42 53.39

Table 8.21: Results of epoch classi�cation using MIT-BIH Polysomnography database as
input data continued.
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8.2.3 Comparison with Related Work

As far as we know, there are only two papers using imputation methods on input data for
classifying respiration patterns (Hernández-Pereira, Álvarez-Estévez, and Moret-Bonillo
2015, 2014). We did �nd other related work doing research on imputation method usage.
As median imputation and separation of classes were not used in any of the related
work, we do not mention these methods in this section. In addition, it is impossible
to compare the imputation time, as they do not show any time measurements in the
papers. Some papers only present the accuracy values achieved, and not the sensitivity
and speci�city. Some papers also measure the accuracy using Area Under the Curve
(AUC), which calculates the accuracy in a slightly di�erent way. We only compare with
the overall accuracy, sensitivity, or speci�city metrics. We do not discuss and compare
how the amount of missing data a�ect the classi�cation, or even get exact comparisons
as the studies either use the percentage of missing values for each attribute instead of the
whole dataset, or do not even mention the amount of missing data. Results that are not
obtained using the same classi�ers are mentioned, but we emphasize the results gained
with the same or similar classi�cation methods as in our work.

Our results show similar traits as in related work, such as the machine learning methods
achieving better accuracy results than the mean imputation method. The computational
cost issue has been mentioned in some papers, in which the machine learning methods
being more computationally expensive than those �nding the central tendency of the
data, and implies that the machine learning methods use a longer time.

In (Hernández-Pereira, Álvarez-Estévez, and Moret-Bonillo 2014), they use input data
imputed using the mean and Self-Organising Maps methods on the similar classi�cation
methods as in our work, proximal Support Vector Machine, Multilayer Feedforward Neu-
ral Network and Classi�cation trees. Proximal Support Vector Machine is a variant of
Support Vector Machine. Multilayer Feedforward Neural Network is similar to Arti�-
cial Neural Network, and they decided to use one hidden layer. Classi�cation trees is
a common Decision Trees strategy. Later, in (Hernández-Pereira, Álvarez-Estévez, and
Moret-Bonillo 2015), the same researchers extended the research using input data pro-
cessed with the imputation method Multiple Linear Regression, in addition to mean and
Self-Organising Maps to infer missing data. In this study, in addition to use the same
classi�cation methods as before, they use similar classi�cation methods as in our work,
Random Forest which uses a multitude of Decision trees and Deep Neural Network which
is a type of Arti�cial Neural Network with multiple hidden layers. Their �rst study
(Hernández-Pereira, Álvarez-Estévez, and Moret-Bonillo 2014), shows that all accuracy
values are highest when data is classi�ed with Feedforward Neural Network, regardless
of the imputation methods used to infer the missing values.

Mean imputation scored overall worst results for all related work. The method achieved
an accuracy value of 74.25%, 78.61% and 76.65% when classifying using proximal Support
Vector Machine, Multilayer Feedforward Neural Network and Classi�cation tree, respec-
tively, in (Hernández-Pereira, Álvarez-Estévez, and Moret-Bonillo 2014). In (Hernández-
Pereira, Álvarez-Estévez, and Moret-Bonillo 2015), they achieved the accuracy values
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74.21% with proximal Support Vector Machine classi�er, 81.19% using Multilayer Feed-
forward Neural Network, 76.77% using Classi�cation tree, 81.43% with Random Forest,
and at last 79.03% using the Deep Neural Network classi�er. Another study (Rahman and
Davis 2013) classi�es using the K-Nearest Neighbor and Decision tree methods, achieving
an accuracy value of 77% as input data K-Nearest Neighbor, and 80% as input data for a
type of Decision Tree classi�cation, J48. The sensitivity value is 11% for J48 classi�cation,
and 20% for K-Nearest Neighbor classi�cation. The speci�city values are 92% and 87%
for J48 and K-Nearest Neighbor classi�cation methods. However, the poor sensitivity
and speci�city results may be due to imbalanced distribution of classes in the input data.
They show similar accuracy values as with input data from Apnea-ECG database, with
a range of accuracy values from 79.22%-96.10% when using the K-Nearest Neighbor clas-
si�er, 84.41%-94.48% when using the Arti�cial Neural Network classi�er, 92.99%-93.57%
when using the Support Vector Machine classi�er, and 90.64%-92.46% when using the
Decision Tree classi�er. As the results were similar to those from Apnea-ECG database,
they are very good results compared to MIT-BIH Polysomnography database, with about
20-30% higher accuracy values.

We made a little Multiple Imputation twist for Multiple Linear Regression, but still
want to compare it to the Multiple Linear Regression results obtained in the study from
(Hernández-Pereira, Álvarez-Estévez, and Moret-Bonillo 2015). The study achieved ac-
curacy values 74.83%, 81.13%, 71.72%, 79.76%, and 80.39% when Multiple Linear Re-
gression imputed data was used as input data for the classi�ers proximal Support Vector
Machine, Multilayer Feedforward Neural Network, Classi�cation tree, Random Forest,
and at last Deep Neural Network respectively. These results are a little lower than those
using Apnea-ECG as input data, with a di�erence of approximately 15-20% of its sim-
ilar classi�cation method. Therefore, we assume our Multiple Imputation twist may
have improved the results. Results from related work are better than those of MIT-BIH
Polysomnograhy database, with around 20-30% higher accuracy for all methods.

As for input data imputed using the K-Nearest Neighbor method, a study (Rahman and
Davis 2013) achieves an accuracy of 80%, sensitivity of 17%, and speci�city of 90% when
used as input for J48 (Decision Tree type), and 81% accuracy, 24% sensitivity and 91%
speci�city when used as input data for K-Nearest Neighbor classi�er. This is the data as
mentioned for mean imputation containing an imbalanced distribution of classes. Class
imbalance may be the reason for the poor sensitivity and speci�city results. In our work,
input data processed with the imputation method achieve higher results regardless of the
amount of missing data, ranging from 87.78%-96.10% when using the K-Nearest Neighbor
classi�er, and 91.47%-93.67% when using the Decision Tree classi�er. Compared to when
using MIT-BIH Polysomnography database as input data, accuracy results are about
30% higher in related work.

Like in our work, Self-Organising Maps achieve the best improvements with all classi-
�cation methods in (Hernández-Pereira, Álvarez-Estévez, and Moret-Bonillo 2015) and
(Hernández-Pereira, Álvarez-Estévez, and Moret-Bonillo 2014). In (Jerez et al. 2010), it
was one of the only three methods with a signi�cant improvement from Listwise Dele-
tion. In (Hernández-Pereira, Álvarez-Estévez, and Moret-Bonillo 2014), input data pre-
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processed with this method, achieved the overall highest accuracy value of 81.15%. It also
gained the overall highest accuracy value in (Hernández-Pereira, Álvarez-Estévez, and
Moret-Bonillo 2015) with a value of 81.17%. Both values were obtained when classifying
with Multilayer Feedforward Neural Network. In both studies, proximal Support Vector
Machine and Classi�cation tree gained about 5% lower accuracy results, while Random
Forest and Deep Neural Network achieve accuracy values of 80.80% and 80.38%. We
achieved an accuracy value 20% higher with our Support Vector Machine classi�cation
method, and 15% higher with our Decision Tree and Arti�cial Neural Network classi�ca-
tion methods, than the similar methods in related work. Related work's accuracy results
are approximately 20-30% higher than those in MIT-BIH Polysomnography database.

8.3 Discussion and Conclusions

We have presented results from both tasks in this thesis, in which one task was to examine
how EDF+ a�ect classi�cation of respiratory patterns, and compare results with (Hugaas
2015). The second task was to experiment with and examine imputation methods to see
how they work and how they a�ect the data mining algorithms. The evaluation of both
tasks was presented using a ten-fold cross-validation scheme for general epoch classi�ca-
tion. Our main performance metrics was the overall accuracy, sensitivity and speci�city.
Two databases were evaluated, Apnea-ECG database and MIT-BIH Polysomnography
database. For the second task, we also evaluated the imputed datasets, compared to the
complete dataset and the missing dataset.

We noticed a lack of fully functioning EDF+ software when attempting to �nd EDF+
datasets, parsers and readers. None of the software we found fully supported annotations.
We modi�ed a software to support converting from the regular PhysioNet data format,
called MIT, to EDF+, and we modi�ed an open source MATLAB software for reading
EDF+ data. Being able to modify software to support EDF+, prove that it is possible
to make software supporting annotations as in the EDF+ speci�cation.

To our knowledge, there are no EDF+ datasets containing sleep apnea data with annota-
tions available on the web. We converted the datasets from previous work (Hugaas 2015)
to examine how well the data format works for sleep apnea detection. To generate EDF+
�les, we modi�ed an existing data format converter, which converted �les in the standard
data format used by PhysioNet (MIT), to EDF. This software do not support EDF+, so
we added code to generate EDF+ �les containing annotations as well as signals. To verify
that the generated �les were correct according to the EDF+ speci�cations, we ran them
through an EDF+ parser and made sure that the output was equal to the original �les in
the MIT data format. After con�rming the �les were correctly generated, we used them
as input data to the existing data mining implementations from previous work. Reading
the data format is as simple as reading the MIT data format, where a function call with
the �le as input is used to read and output the data. The main di�erence is that the
EDF+ reader reads both signal and annotation data at once, while the MIT reader must
read two �les to get all the data. Several MATLAB functions to read EDF+ data was

142



available on the web. However, none of them were fully functional, so we changed some
code in one of the EDF readers to fetch the data properly, and use them as input data
for the data mining methods. The fact that we could store, read and use the data in the
EDF+ data format, tells us that EDF+ is suitable for storing and processing respiration
data and pulse oxymetri, as well as storing annotations in the same �le as the signal data.
Just as for the data format used in PhysioNet, it is possible to write to and read data
from an EDF+ �le containing annotations.

We stored the databases used in previous work (Hugaas 2015) in the EDF+ data format,
and used the converted databases as input data for the existing data mining algorithms
from previous work. The accuracy, speci�city and sensitivity results, and time mea-
surements are almost equal for all properties in both epoch classi�cation and subject
classi�cation. The results are as equal as one may expect by two executions of a data
mining algorithm using same input data, as it will rarely, and only by coincidence end
up with the exact same results. Therefore, we conclude that the data format does not
a�ect the classi�cation results at all, because the

Using the databases from previous work, being in the EDF+ format, as input data for the
existing data mining algorithms from (Hugaas 2015) also allowed us to compare results.
As most accuracy results for all data mining algorithms achieve more than 90%, we may
con�rm that all data mining methods used in previous work may be used for o�-line
analysis of sleep apnea. K-Nearest Neighbor was the overall best performing method
with the highest accuracy value of 96.8% and no value under 90%, followed by Support
Vector Machine, Arti�cial Neural Network and then at last Decision Trees for general
epoch classi�cation, as in previous work. Support Vector Machine and Arti�cial Neural
network was approximately equally good at classi�cation, with a slight favor to Support
Vector Machine. Support Vector Machine is the only method that is better at detecting
disrupted breathing than normal breathing. Decision Trees was the worst method for
both detecting disrupted breathing and normal breathing.

Requirements for use of signals in the CESAR project is to use non-invasive physiological
signals that are possible to use at the patient's home, and they must show clear changes
during disrupted breathing. It was decided in previous work to use the four signals res-
piration from the chest, respiration from the abdomen, respiration from the nose and
oxygen saturation, and all 15 possible combinations of these signals was tested to �nd
the optimal combination, and see which signals may or may not be used for sleep apnea
detection. We con�rmed that all signal combinations, except the sole use of respiration
from the chest, might be used in classi�cation of sleep apnea. When using Apnea-ECG
as input data, the results vary little between the signal combinations, with an accuracy
ranging from 90.3% with the sole use of respiration from the chest, to 96.8% with respira-
tion from the abdomen and nose. In previous work, the results ranged from 90.6% with
sole use of respiration from the chest, to 96.6% with a combination of chest and nose.
Although these may seem like di�erent results, the structure of the results are more or
less the same, as all the signal combinations containing respiration from the nose have
accuracy numbers. For solely respiration from the nose, we get an accuracy of 95.8%,
which is similar to the accuracy result of 95.9% in previous work.
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As for the con�gurations of the di�erent data mining algorithms, we compared the best
performing con�gurations to those of previous work. In previous work, all numbers of k
neighbors perform almost equally good, 20-30 hidden nodes produced the best results for
Arti�cial Neural Network, and the Radial Basis/Gaussian kernel function was superior
compared to the Polynomial and Linear kernel. As these results are general, we had to
determine which con�guration of each data mining method is the best, based on the ac-
curacy, sensitivity and speci�city results. For K-Nearest Neighbor, we use �ve neighbors,
Support Vector Machine use the Gaussian kernel function, Arti�cial Neural Network use
20 hidden nodes, and then Decision Tree does not have any varying parameters.

Regarding the missing data challenge, comparing the classi�cation results of the imputed
datasets to the dataset where missing values were replaced by zeros, made it clear that
imputation methods should be used whenever a dataset contain missing data. All of
the imputation methods improve classi�cation results compared to replacing all missing
values with zeros. This conclusion may be discussed, as better classi�cation results does
not always mean it is a better way to handle missing data. In our situation, we compare
with the method of replacing all missing values with zeros, which is a much more drastic
change in replacement numbers than the replacement any of the imputation in this thesis
method does.

The goal of imputation methods is to maintain the data structure of a dataset when
the missing values are replaced. To maintain the data structure, the replaced values
should be as similar to what the values were originally before they were missing, or what
they were supposed to be if they were not missing. In other words, the classi�cation
results with an imputed dataset as input data should remain approximately the same as
when the complete data is used as input data. This means that if classi�cation with an
imputed dataset as input data achieve either lower or higher classi�cation results than
when complete data was inserted as input data, it show bad results as an imputation
method. The further away from the results of having the complete data as input data,
the worse the result. This way of thinking allow us to make the conclusions in the
following sections.

Self-Organising Maps is the overall best imputation method of all the methods used
in this thesis, and the only method to recommend using in all aspects of missing data
imputation, such as for all data mining method, for all percentages of missing data and
imputation time. This conclusion is based on the results and comparisons showing that
Self-Organising Maps maintains the data structure from the complete data in its imputed
datasets for all amounts of missing data. None of the other imputation methods replaces
the missing values in such a way that the structure is maintained for 30 and 50 percent
of missing data. When maintaining the data structure, the imputed data is similar
to the data in the complete data. Therefore, the complete and the imputed dataset
should gain almost equal classi�cation results. Both K-Nearest Neighbor and Multiple
Linear Regression share the second best place, as it is hard to choose a �winner� with
similar accuracy results, where the deviation of accuracy from the results of classifying
the complete dataset is at most 8.47% for K-Nearest Neighbor and 4,43% for Multiple
Linear Regression. At last, the worst methods are the two versions of mean and median
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imputation, which will be discussed further later in this sub-chapter.

Only Self-Organising Maps should be used if there are 30% or more missing data in the
dataset. The more missing data in the dataset, the worse the results. However, one
unexpected exception will be further discussed in the next section. Mean and median
separating between the classes when imputing gain better results the more missing data
in the dataset. With both the classi�cation results, and the comparison of the complete
datasets and the imputed datasets of 30% and 50% missing data, it is certain that Self-
Organising Maps is the only imputation method that should be used for 30% or more
missing data, because it is the only one maintaining the data structure.

Mean and median that separate between the classes should not be applied as imputation
methods. We can also assume that separating between the classes in any imputation
method is not a good practice. This is because they generalize the data for each class,
making it easier for the classi�ers to divide the data into two classes, and they get better
classi�cation results. Although this may sound good, these are bad results because the
aim of imputation is to maintain the data structure. In this case, the data was biased
so that it was easier for the algorithms to classify. These results are not easy to �nd
by solely looking at the classi�cation results when processing the Apnea-ECG database.
The highest number of deviation from the accuracy results of classifying the complete
data is only 5.47% for mean and 5.62% for median. However, when looking at the results
of using MIT-BIH Polysomnography as input data, the deviation is 37.57% for mean and
39.02% for median.

The simple mean and median imputation methods should only be used if time is a very
important factor. Similar to mean and median separating the classes at imputing time,
the simple mean and median imputation generalize the data as each signal's mean or
median value replaces all the missing values for that signal. There is one important
di�erence, the latter �nds the central tendency of each signal in the whole dataset, and
use that one value to replace all missing values of the equivalent signal. Using these
methods on datasets containing missing values results in a biased data structure. Since
using this method is better than replacing the missing values with zeros, it should only
be applied if Self-Organising Maps is to slow.

Time measurements show that mean and median imputation are faster than the oth-
ers with a time of close to zero seconds. Following is Self-Organising Maps, using less
than seven seconds with input data from the Apnea-ECG database, which is at most 200
times slower than for mean imputation, and less than one second with input data from
MIT-BIH Polysomnography database, which is at most 4.8 milliseconds slower than for
mean imputation. The slowest methods are Multiple Linear Regression and K-Nearest
Neighbors. Multiple Linear Regression is at most 30.000 timed slower than mean impu-
tation, which was gained with input data having an amount of 50% missing data. The
imputation time of Multiple Linear Regression seems to almost double for each amount
of missing data. K-Nearest Neighbor has a more stable imputation time, and is at most
25.000 slower than mean imputation.
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Chapter 9

Conclusion

In this thesis, we have presented two tasks. For the �rst task, we have modi�ed code to
convert data to the European Data Format plus (EDF+) and tested the data format as
input data on classi�cation methods from previous work. This way we both con�rmed
that the data format was suitable when using sleep data as input data, and we com-
pared to results obtained in previous work (Hugaas 2015). As in previous work, lack of
knowledge about the databases makes it hard to know whether the good results are due
to pre-processing before being published at PhysioNet, or not. Since we could not �nd
any raw data or other databases for this task, we decided to compare with previous work
by using the same databases. Before using them as input data for the classi�cation, we
converted the �les to EDF+. It is of interest to use raw data, or other databases, in the
future to ensure the quality of the results.

In the second task, we experimented with several aspects of the missing data challenge
by generating missing datasets of 5%, 10%, 20%, 30% and 50% missing data, and im-
plementing seven imputation methods to replace the missing values. The new imputed
datasets were then used as input data for the classi�cation methods from previous work.
We compared the imputed �les with the complete �les, as well as their classi�cation
results. Results are overall good, with only one accuracy value lower than when imput-
ing with zero, which is when the input data containing 50% missing data was imputed
with median imputation and classi�ed with K-Nearest Neighbor, with an accuracy of
69.15%. For all methods possible to use in on-line analysis, the highest accuracy value of
95.01% when the input data had 50% missing data, was obtained when using the Self-
Organising Maps as imputation method, and classifying with K-Nearest Neighbor and
Support Vector Machine.

This work is concluded by stating the main contributions in Section 9.1, making a critical
assessment in Section 9.2, and suggestions for future work is presented in Section 9.3.
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9.1 Contributions

The main contributions of the EDF+ and missing data tasks in this thesis is summarized
in Section 9.1.1 and 9.1.2, respectively.

9.1.1 European Data Format+

Our goal for the EDF+ task was to check its suitability as a data format for storing
and reading data, and use the �les as input data to the data mining algorithms. As we
tried to �nd EDF+ datasets, parsers and readers, we noticed a lack of functioning EDF
software supporting annotations. Our modi�cation of the software converting to EDF+
and the modi�cation of the software reading the EDF+ data, prove that it is possible to
make software supporting annotations as in the EDF+ speci�cation.

To our knowledge, there are no EDF+ datasets containing annotations available on the
web. Therefore, we had to generate the datasets ourselves in order to test the suitability of
the data format. To generate EDF+ �les, we modi�ed an existing data format converter,
which converted �les in the standard data format used by PhysioNet (MIT), to EDF. We
added code to generate EDF+ �les containing annotations as well as signals. To verify
that the generated �les were correct according to the EDF+ speci�cations, we ran them
through an EDF+ reader. After con�rming the �les were correctly generated, we used
them as input data to the existing data mining implementations from previous work.
Reading the data format is as simple as reading the MIT data format, where a function
call with the �le as input is used to read and output the data. The main di�erence is that
the EDF+ reader reads both signal and annotation data at once, while the MIT reader
must read two �les to get all the data. Several MATLAB functions to read EDF+ data
was available on the web. However, none of them were fully functional, so we changed
some code in one of the EDF readers to fetch the data properly, and use them as input
data for the data mining methods. The fact that we could store, read and use the data
from the, tells us that EDF+ is suitable for storing and processing respiration data and
pulse oxymetri, as well as storing annotations in the same �le as the signal data. Just as
for the data format used in PhysioNet, it is possible to write to and read data from an
EDF+ �le containing annotations.

We decided to test the EDF+ as input data for the existing data mining algorithms
from previous work (Hugaas 2015) to compare with our results. We con�rmed that all
data mining methods used in previous work may be used for o�-line analysis of sleep
apnea. K-Nearest Neighbor was the best performing method, followed by Support Vec-
tor Machine, Arti�cial Neural Network and then at last Decision Trees for general epoch
classi�cation, as in previous work. Support Vector Machine and Arti�cial Neural network
was approximately equally good at classi�cation, with a slight favor to Support Vector
Machine. Support Vector Machine is the only method which is better at detecting dis-
rupted breathing than normal breathing. Decision Trees was the worst method for both
detecting disrupted breathing and normal breathing.
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Requirements for use of signals in the CESAR project is to use non-invasive physiological
signals that are possible to use at the patient's home, and they must show clear changes
during disrupted breathing. It was decided in previous work to use the four signals res-
piration from the chest, respiration from the abdomen, respiration from the nose and
oxygen saturation, and all 15 possible combinations of these signals was tested to �nd
the optimal combination, and see which signals may or may not be used for sleep apnea
detection. We con�rmed that all signal combinations, except the sole use of respiration
from the chest, may be used in classi�cation of sleep apnea. When using Apnea-ECG
as input data, the results vary little between the signal combinations, with an accuracy
ranging from 90.3% with the sole use of respiration from the chest, to 96.8% with respira-
tion from the abdomen and nose. In previous work, the results ranged from 90.6% with
sole use of respiration from the chest, to 96.6% with a combination of chest and nose.
Although these may seem like di�erent results, the structure of the results are more or
less the same, as all the signal combinations containing respiration from the nose have
accuracy numbers. For solely respiration from the nose, we get an accuracy of 95.8%,
which is similar to the accuracy result of 95.9% in previous work.

As for the con�gurations of the di�erent data mining algorithms, we compared the best
performing con�gurations to those of previous work. In previous work, all numbers of k
neighbors perform almost equally good, 20-30 hidden nodes produced the best results for
Arti�cial Neural Network, and the Radial Basis/Gaussian kernel function was superior
compared to the Polynomial and Linear kernel. As these results are general, we had to
determine which con�guration of each data mining method is the best, based on the ac-
curacy, sensitivity and speci�city results. For K-Nearest Neighbor, we use �ve neighbors,
Support Vector Machine use the Gaussian kernel function, Arti�cial Neural Network use
20 hidden nodes, and then Decision Tree does not have any varying parameters.

9.1.2 Missing Data

Regarding the missing data challenge, we wanted to experiment with di�erent imputation
methods with the hope of �nding suitable imputation methods for processing missing
values in sleep data, and extract any useful information about the process of handling
missing data. The values that for some reason become missing in a dataset, may be
important in order to classify properly. Therefore, the goal of imputation methods is to
maintain the data structure in the datasets.

First, we discovered that imputation methods should be used whenever a dataset contain
missing data, as all of the imputation methods improve classi�cation results compared
to replacing all missing values with zeros. This conclusion may be discussed, as better
classi�cation results does not always mean it is a better way to handle missing data. In
our situation, we compare with the method of replacing all missing values with zeros,
which is a much more drastic change in replacement numbers than the replacement any
of the imputation in this thesis method does.

As mentioned, the goal of imputation methods is to maintain the data structure of a
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dataset when the missing values are replaced. To maintain the data structure, the re-
placed values should be as similar to what the values were originally before they were
missing, or what they were supposed to be if they where not missing. In other words, the
classi�cation results with an imputed dataset as input data should remain approximately
the same as when the complete data is used as input data. This means that if classi�ca-
tion with an imputed dataset as input data achieve either lower or higher classi�cation
results than when complete data was inserted as input data, it show bad results as an
imputation method. The further away from the results of having the complete data as
input data, the worse the result. This way of thinking allow us to make the conclusions
in the following sections.

Self-Organising Maps is the overall best imputation method of all the methods used
in this thesis, and the only method to recommend using in all aspects of missing data
imputation, such as for all data mining method, for all percentages of missing data and
imputation time. This conclusion is based on the results and comparisons showing that
Self-Organising Maps maintains the data structure from the complete data in its imputed
datasets for all amounts of missing data. None of the other imputation methods replaces
the missing values in such a way that the structure is maintained for 30 and 50 percent
of missing data. When maintaining the data structure, the imputed data is similar to the
one in the complete data, and will therefore gain the same classi�cation results. Both K-
Nearest Neighbor and Multiple Linear Regression share the second best place, as it is hard
to choose a �winner� with similar accuracy results, where the deviation of accuracy from
the results of classifying the complete dataset is at most 8.47% for K-Nearest Neighbor
and 4,43% for Multiple Linear Regression. At last, the worst methods are the two versions
of mean and median imputation, which will be discussed further later in this sub-chapter.

Only Self-Organising Maps should be used if there are 30% or more missing data in the
dataset. The more missing data in the dataset, the worse the results. However, there is
one unexpected exception that will be further discussed in the next section, that is that
mean and median separating between the classes when imputing gain better results the
more missing data in the dataset. With both the classi�cation results, and the comparison
of the complete datasets and the imputed datasets of 30% and 50% missing data, it is
certain that Self-Organising Maps is the only imputation method that should be used for
30% or more missing data, because it is the only one maintaining the data structure.

Mean and median that separate between the classes should not be applied as imputation
methods. We can also assume that separating between the classes in any imputation
method is not a good practice. This is because they generalize the data for each class,
making it easier for the classi�ers to divide the data into two classes, and they get better
classi�cation results. Although this may sound good, these are bad results because the
aim of imputation is to maintain the data structure. In this case the data was biased
so that it was easier for the algorithms to classify. These results are not easy to �nd
by solely looking at the classi�cation results when processing the Apnea-ECG database.
The highest number of deviation from the accuracy results of classifying the complete
data is only 5.47% for mean and 5.62% for median. However, when looking at the results
of using MIT-BIH Polysomnography as input data, the deviation is 37.57% for mean and
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39.02% for median.

The simple mean and median imputation methods should only be used if time is a very
important factor. Similar to mean and median separating the classes at imputing time,
the simple mean and median imputation generalize the data as each signal's mean or
median value replaces all the missing values for that signal. There is one important
di�erence, the latter �nds the central tendency of each signal in the whole dataset, and
use that one value to replace all missing values of the equivalent signal. Using these
methods on datasets containing missing values results in a biased data structure. Since
using this method is better than replacing the missing values with zeros, it should only
be applied if Self-Organising Maps is to slow.

Time measurements show that mean and median imputation are faster than the oth-
ers with a time of close to zero seconds. Following is Self-Organising Maps, using less
than seven seconds with input data from the Apnea-ECG database which is at most 200
times slower than for mean imputation, and less than one second with input data from
MIT-BIH Polysomnography database which is at most 4.8 milliseconds slower than for
mean imputation. The slowest methods are Multiple Linear Regression and K-Nearest
Neighbors. Multiple Linear Regression is at most 30.000 timed slower than mean impu-
tation, which was gained with input data having an amount of 50% missing data. the
imputation time of Multiple Linear Regression seems to almost double for each amount
of missing data. K-Nearest Neighbor has a more stable imputation time, and is at most
25.000 slower than mean imputation.

9.2 Critical Assessment

If I would do anything better, I would not assume all attributes always contain missing
values in the implementation. However, I knew that they did when running and did not
consider it important in this work.

I would also look further into imputing with K-Nearest Neighbor, as there are many
approaches for using K-Nearest Neighbor as an imputation method, and some approaches
may be better than ours.

In addition, I would add a table similar to Tables C.1 - C.6 in the evaluation chapter,
Chapter 8, but showing the classi�cation improvements in percentage from replacing all
missing values with zeros. This is strictly not necessary as it is shown in the table, but in
my opinion it better shows the target of the missing data task, which is to �nd the most
suitable imputation method.

It was a goal to modify the data mining algorithms, as well as the work done in this
thesis. If time would have allowed it, I would have tweaked the data mining algorithms
and hopefully gotten interesting classi�cation results, giving us more insight in how the
data mining algorithms works. Chapter 3 was written with this goal in mind and ideally,
the data mining algorithm descriptions would have been summarized a bit more.

150



9.3 Future Work

For future work within missing data, looking into MAR, NMAR, and MCAR might be
a possible direction. We used MCAR methods because of lack of knowledge about the
signals, how they relate to each other and might in�uence each other. It is also little
research on whether the MAR assumption holds (Lecture 20 2017), and an extension of
MAR, called MAR+, may be used to check if the MAR assumption holds in the data. In
addition, some classi�cation methods may impute the missing data internally, such as the
Decision Tree type, C4.5, which may be used as an advantage. As time is an important
factor for on-line analysis, another type of mean imputation, called mean with trimming,
may be further experimented with as well, as it may show better results than the simple
mean imputation and is a low cost method.

Missing data within annotations may also occur, and is another aspect of missing data
one may look into in the future, depending on how the annotations are used in the
application. If it is solely used for storing annotations of normal breathing and apnea,
it may not be necessary as the objects must be classi�ed �rst, and the annotations are
written.

Although more processing makes the classi�cation task more complex, adding processing
tools to smooth the data may improve the results. It is important to keep in mind that
this may increase the classi�cation time, and it might be a good idea to integrate any
pre-processing into the imputation process to minimize the computational expenses.

From the data mining perspective, having more classes to distinguish between the types
of sleep apnea, may make it easier to treat the patients as di�erent kinds of sleep apnea
require di�erent treatments. Machine decision-support systems (MDSS) are systems de-
signed for distinguishing the types of sleep apnea (Hernández-Pereira, Álvarez-Estévez,
and Moret-Bonillo 2015), and may be another direction to look further into.

The ultimate goal of the CESAR project is to have a complete sleep apnea screening
at home, without using invasive signals, and need for manual labor to record, read and
analyze the signals. As more and more health applications for smart devices recording
physical signals are made, it should be possible to create such an application with use of
data mining. For classi�cation, supervised learning must be applied, and the application
would require a trained model. Use of K-Nearest Neighbor would require the training
data to be stored on the smart device, meaning it requires more storage space than trained
models. The training data should have more data than used in this thesis, and the data
should consist of records with all stages of sleep apnea to cover the general public and
make the model more robust. All signals used in this and previous work are non-invasive
and should be easy to use at home, with elastic belts, pulse oximetry on the �nger, and
a thermistor in the nose. With today's technology advancement, it is not unlikely that
these non-invasive signals also become wireless in the future.

The modi�cations for the EDF converter was made to convert the two databases in this
thesis especially. If the function is to be used in future work, the implementation should
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be further modi�ed to fully support all EDF+ speci�cations and all types of annotations.
For instance, one should �x amount of annotations in mit2edf, e.g. changing samples
per record to amount of signals per annotation. As of now, the converter duplicates the
annotations if the sample size is a lot smaller. Another solution might be to use empty
annotations for the samples that now has duplicated the annotation. It would also be nice
to have a converter compatible with all types of databases, with di�erent denotations,
epoch durations and �le names. However, that is a complex task and might not be an
important direction for this project.
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Appendix A

Read and Process Input Data

This appendix present the MATLAB functions for reading the input data. These func-
tions are used in both tasks in this thesis, as we use EDF+ as input data throughout the
work.

The MATLAB function reading and processing the EDF+ signal data is named read_apnea_ecg,
while the MATLAB function reading MIT-BIH polysomnography database is named
read_slpdb. Both functions has two input parameters, records and signals, and return
two values, the annotations and data. The record parameter contain the �les to read,
and the signals contain the signal combination of data to fetch. The given signals and
the annotations are read from the chosen �les, and then return the signal and annotation
data to the caller.
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A.1 Apnea-ECG Database

1 function [annotations, data] = read_apnea_ecg(records, signals)

2 %READ_APNEA_ECG Read signals and annotation

3 num_signals = size(signals, 2);

4

5 % Function reads signal and annotation data for one record at a time.

6 function [data,annotations] = read_record(record_name)

7 % Read signal and annotation data.

8 [signal, annotation] = ReadEDF(record_name);

9

10 % Process annotation data

11 annotations = annotation=='A';

12

13 % Adjust the annotation rate from 6 per minute to 1 per minute.

14 annotations = annotations(1:6:(end-mod(length(annotations), 6)));

15

16 % Process signal data

17 % Adjust sampling rate from 100 Hz to 1 Hz

18 signal_length = length(signal);

19 rest = mod(signal_length,6000);

20 signal = reshape(signal(1:end-rest, signals), [], num_signals);

21 data = reshape(mean(reshape(signal, 100,[])), [], num_signals);

22 end

23

24 % Function reads signal and annotation data for all specified records and

25 % and adds data from "read_record" to "data" and "annotations" containers.

26 function [data, annotations] = read_records(records)

27 data = zeros(0, num_signals);

28 annotations = zeros(0,1);

29 for record = 1:size(records,1)

30 [d_i, a_i] = read_record(char(records(record)));

31 data = vertcat(data, d_i);

32 annotations = vertcat(annotations, a_i);

33 end

34 end

35

36 % Read records

37 [data, annotations] = read_records(records);

38

39 end
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A.2 MIT-BIH Polysomnography Database

1 function [annotations, data] = read_slpdb(records, signals)

2 %READ_SLPDB Read signals and annotation

3 num_signals = size(signals, 2);

4

5 % Function reads signal and annotation data for one record at a time.

6 function [data,annotations] = read_record(record_name)

7 % Read signal and annotation data.

8 [signal, annotation] = ReadEDF(record_name);

9

10 % Process annotations

11 annotations = annotation=='A';

12

13 % Adjust the annotation rate from 3 annotations every 30 seconds to

14 % 1 annotation every 30 seconds

15 annotations = annotations(1:3:(end-mod(length(annotations), 3)));

16

17 % Skip first annotation

18 annotations = annotations(2:end);

19

20 % Adjust the sampling rate from 250 Hz to 1 Hz and skip first signal.

21 signal_length = length(signal);

22 rest = mod(signal_length, 7500);

23 data = reshape(signal(7501:end-rest, signals), [], num_signals);

24 data = reshape(mean(reshape(data, 250,[])), [], num_signals);

25 end

26

27 % Function reads signal and annotation data for all specified records and

28 % and adds data from "read_record" to "data" and "annotations" containers.

29 function [data, annotations] = read_records(records)

30 data = zeros(0, num_signals);

31 annotations = zeros(0,1);

32 for record = 1:size(records,1)

33 [d_i, a_i] = read_record(char(records(record)));

34 data = vertcat(data, d_i);

35 annotations = vertcat(annotations, a_i);

36 end

37 end

38

39 % Read records

40 [data, annotations] = read_records(records);

41 end
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Appendix B

European Data Format Plus

B.1 EDF+ Conversion

Appendix B.1 presents two patches of the existing tool for converting from the PhysioNet
standard �les to EDF. We modi�ed the tool for Apnea-ECG and MIT-BIH Polysomnog-
raphy Database to convert them to EDF+. Each database has its own converter function.

We present the patch of Apnea-ECG database because each �le is almost 700 lines which
takes a lot of space, and also because the patches show the changes that was made. The
patches show a plus sign (+) whenever something has been added, and a minus sign (-)
if something is removed. Some changes that were not made is not shown in the patch,
and must be looked up in the original �le.

The converter code is very similar for both databases. The only signi�cant di�erence, is
the way MIT-BIH Polysomnography database converter handles the annotations. Apnea-
ECG has one annotation for each class, but MIT-BIH Polysomnography database has
several annotations and requires to handle them. Separate all annotations into normal
breathing and disrupted breathing, as in Apnea-ECG. The following snippet for writing
to the EDF+ �le show the main di�erence in the �les, and replaces the lines .
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1 if (strstr(annotation, "H") != NULL || strstr(annotation, "HA") != NULL ||

2 strstr(annotation, "OA") != NULL || strstr(annotation, "X") != NULL ||

3 strstr(annotation, "CA") != NULL || strstr(annotation, "CAA") != NULL) {

4 *(blockp[j]++) = 0x41; //41

5 printf("Apnea event\n");

6 } else {

7 *(blockp[j]++) = 78; //78

8 printf("Normal breathing\n");

9 }
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1 --- mit2edf.c 2017-07-15 15:36:05.029514302 +0200

2 +++ mit2edf_apneaECG.c 2017-07-15 16:43:26.717465217 +0200

3 @@ -31,7 +31,7 @@

4

5 char *pname;

6

7 -main(argc, argv)

8 +int main(argc, argv)

9 int argc;

10 char **argv;

11 {

12 @@ -49,6 +49,18 @@ main(argc, argv)

13 "JUL", "AUG", "SEP", "OCT", "NOV", "DEC" };

14 void help();

15

16 + /* Annotations*/

17 + char *annotation_postfix = NULL;

18 + char *anno_block;

19 + char patient_sex = 'N';

20 + char *birthdate = "01.JAN.0001";

21 + char *patient_name = "Anonymous";

22 + int nsig_anno = 0;

23 + int anno_duration = 60; /* Default: 60 sec. */

24 + int anno_per_block = 0;

25 + int bytes_per_anno = 20;

26 + int frames_per_anno = 0;

27 +

28 /* Interpret the command line. */

29 pname = argv[0];

30 for (i = 1; i < argc; i++) {

31 @@ -78,6 +90,46 @@ main(argc, argv)

32 case 'v': /* select verbose mode */

33 vflag = 1;

34 break;

35 + case 'a': /* annotation file follows (postfix) */

36 + if (++i < argc) {

37 + annotation_postfix = argv[i];

38 + nsig_anno = 1;

39 + } else {

40 + fprintf(stderr, "%s: annotation postfix must follow -a. "

41 + + "Prefix must be same as record. E.g. '-a apn'\n", pname);

42 + exit(1);

43 + }

44 + break;

45 + case's': /* Duration between each annotation in seconds */
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46 + if(++i < argc) {

47 + anno_duration = atoi(argv[i]);

48 + } else {

49 + fprintf(stderr, "%s: duration between each annotation "

50 + + "(in seconds) must follow -s. Default = 60 seconds\n", pname);

51 + exit(1);

52 + }

53 + case'S': /* Patient sex*/

54 + if(++i < argc) {

55 + patient_sex = argv[i];

56 + } else {

57 + fprintf(stderr, "%s: Sex of patient. Default: 'N'\n", pname);

58 + exit(1);

59 + }

60 + case'b': /* Birthdate of patient*/

61 + if(++i < argc) {

62 + birthdate = argv[i];

63 + } else {

64 + fprintf(stderr, "%s: Date must be in form: dd.MMMM.yyyy. "

65 + + "Default: '01.JAN.0001'\n", pname);

66 + exit(1);

67 + }

68 + case'n': /* Name of patient*/

69 + if(++i < argc) {

70 + patient_name = argv[i];

71 + } else {

72 + fprintf(stderr, "%s: Name of patient. Default: 'Anonymous'\n", pname);

73 + exit(1);

74 + }

75 }

76 }

77

78 @@ -102,7 +154,6 @@ main(argc, argv)

79 pname, ofname);

80 (void)fprintf(stderr,

81 " EDF+ file names must end with '.edf' or '.EDF')\n");

82 -

83 exit(1);

84 }

85 }

86 @@ -142,26 +193,62 @@ main(argc, argv)

87 or "data records", but this would be confusing here since "record"

88 refers to the entire recording -- so here we say "blocks".) */

89 for (i = samples_per_frame = 0; i < nsig; i++)

90 - samples_per_frame += si[i].spf;

91 + samples_per_frame += si[i].spf;
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92 +

93 frames_per_second = strtim("1:0")/60.0; /* i.e., the number of frames

94 per minute, divided by 60 */

95 frames_per_block = 10 * frames_per_second + 0.5; /* ten seconds */

96 bytes_per_block = 2 * samples_per_frame * frames_per_block;

97 + seconds_per_block = frames_per_block / frames_per_second;

98 +

99 + /* Calculate annotation per block */

100 + if (anno_duration >= seconds_per_block) {

101 + anno_per_block = 1;

102 + } else {

103 + anno_per_block = seconds_per_block / anno_duration;

104 + }

105 +

106 + /* Add bytes per block for annotations */

107 + if (nsig_anno) {

108 + bytes_per_block += bytes_per_anno * anno_per_block;

109 + }

110 +

111 /* EDF specifies 2 bytes per sample */

112 while (bytes_per_block > EDFMAXBLOCK) {

113 /* blocks would be too long -- reduce their length by a factor of 10 */

114 frames_per_block /= 10;

115 bytes_per_block = samples_per_frame * 2 * frames_per_block;

116 - }

117 + seconds_per_block = frames_per_block / frames_per_second;

118

119 - seconds_per_block = frames_per_block / frames_per_second;

120 + /* Recalculate annotation per block, if seconds_per_block changed */

121 + if (anno_duration >= seconds_per_block) {

122 + anno_per_block = 1;

123 + } else {

124 + anno_per_block = seconds_per_block / anno_duration;

125 + }

126 + if (nsig_anno) {

127 + bytes_per_block += bytes_per_anno * anno_per_block;

128 + }

129 + }

130

131 if (frames_per_block < 1 && bytes_per_block < EDFMAXBLOCK/60) {

132 frames_per_block = strtim("1:0"); /* the number of frames/minute */

133 bytes_per_block = 2* samples_per_frame * frames_per_block;

134 seconds_per_block = 60;

135 +

136 + /* Recalculate annotation per block, if seconds_per_block changed */

137 + if (anno_duration >= seconds_per_block) {
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138 + anno_per_block = 1;

139 + } else {

140 + anno_per_block = seconds_per_block / anno_duration;

141 + }

142 + if (nsig_anno) {

143 + bytes_per_block += bytes_per_anno * anno_per_block;

144 + }

145 }

146

147 + frames_per_anno = frames_per_block / anno_per_block;

148 +

149 if (bytes_per_block > EDFMAXBLOCK) {

150 fprintf(stderr, "%s: can't convert record %s to EDF\n", pname, record);

151 fprintf(stderr,

152 @@ -186,14 +273,15 @@ main(argc, argv)

153 (dmin = malloc(nsig * sizeof(int))) == NULL ||

154 (pmax = malloc(nsig * sizeof(double))) == NULL ||

155 (pmin = malloc(nsig * sizeof(double))) == NULL ||

156 - (header = malloc((nsig + 1) * 256)) == NULL ||

157 - (v = malloc(samples_per_frame * sizeof(WFDB_Sample))) == NULL ||

158 - (block = malloc(bytes_per_block)) == NULL ||

159 - (blockp = malloc(nsig * sizeof(char *))) == NULL) {

160 + (header = malloc((nsig + 1 + nsig_anno) * 256)) == NULL ||

161 + (v = calloc(1, (samples_per_frame) * sizeof(WFDB_Sample))) == NULL ||

162 + (block = calloc(1, bytes_per_block)) == NULL ||

163 + (blockp = malloc((nsig + (nsig_anno * anno_per_block)) * sizeof(char *))) == NULL) {

164 (void)fprintf(stderr, "%s: insufficient memory\n", pname);

165 exit(2);

166 }

167 - for (i = 0; i < (nsig + 1)*256; i++)

168 +

169 + for (i = 0; i < (nsig + 1 + nsig_anno)*256; i++)

170 header[i] = ' ';

171

172 if (vflag)

173 @@ -229,8 +317,13 @@ main(argc, argv)

174 p += 8;

175

176 /* Local patient identification. */

177 - if (strlen(record) > 80) record[79] = '\0';

178 - strncpy(p, record, strlen(record));

179 + /* 1. Hospital name

180 + 2. Sex (F/M or N if none given)

181 + 3. Birthdate (01.JAN.0001 if none given)

182 + 4. Patient's name (Anonymous if none given)*/

183 + //if (strlen(record) > 80) record[79] = '\0';
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184 + snprintf(buf, 80, "%s %c %s %s", record, patient_sex, birthdate, patient_name);

185 + strncpy(p, buf, strlen(buf));

186 p += 80;

187

188 /* Local recording identification.

189 @@ -240,6 +333,12 @@ main(argc, argv)

190 done here if this information is available in the input record. EDF+

191 requires this. */

192

193 + /* 1. The text 'Startdate'.

194 + 2. The startdate itself in dd-MMM-yyyy format using the English 3-character abbreviations of the month in capitals.

195 + 3. The hospital administration code of the investigation, i.e. EEG number or PSG number.

196 + 4. A code specifying the responsible investigator or technician.

197 + 5. A code specifying the used equipment. */

198 +

199 if (start_date_recorded)

200 sprintf(buf, "Startdate %02d-%s-%d", day, month_name[month-1], year);

201 else {

202 @@ -263,7 +362,7 @@ main(argc, argv)

203 p += 8;

204

205 /* Number of bytes in header. */

206 - sprintf(buf, "%ld", (nsig + 1)*256L);

207 + sprintf(buf, "%ld", (nsig + 1 + nsig_anno)*256L);

208 strncpy(p, buf, strlen(buf));

209 p += 8;

210

211 @@ -284,7 +383,7 @@ main(argc, argv)

212 p += 8;

213

214 /* Number of signals. */

215 - sprintf(buf, "%d", nsig);

216 + sprintf(buf, "%d", nsig + nsig_anno);

217 strncpy(p, buf, strlen(buf));

218 p += 4;

219

220 @@ -293,9 +392,13 @@ main(argc, argv)

221 if (strlen(si[i].desc) > 16) si[i].desc[16] = '\0';

222 strncpy(p, si[i].desc, strlen(si[i].desc));

223 }

224 + if (nsig_anno) {

225 + strncpy(p, "EDF Annotations", strlen("EDF Annotations"));

226 + p += 16;

227 + }

228

229 /* Transducer type (e.g., AgAgCl electrode). */
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230 - for (i = 0; i < nsig; i++, p += 80) {

231 + for (i = 0; i < nsig + nsig_anno; i++, p += 80) {

232 strncpy(p, "transducer type not recorded",

233 strlen("transducer type not recorded"));

234 }

235 @@ -306,53 +409,79 @@ main(argc, argv)

236 else if (strlen(si[i].units) > 8) si[i].units[8] = '\0';

237 strncpy(p, si[i].units, strlen(si[i].units));

238 }

239 + if (nsig_anno) {

240 + strncpy(p, "-", strlen("-"));

241 + p += 8;

242 + }

243

244 /* Physical minimum (e.g., -500 or 34). */

245 for (i = 0; i < nsig; i++, p += 8) {

246 sprintf(buf, "%g", pmin[i]);

247 strncpy(p, buf, strlen(buf));

248 }

249 + if (nsig_anno) {

250 + strncpy(p, "-1", strlen("-1"));

251 + p += 8;

252 + }

253

254 /* Physical maximum (e.g., 500 or 40). */

255 for (i = 0; i < nsig; i++, p += 8) {

256 sprintf(buf, "%g", pmax[i]);

257 strncpy(p, buf, strlen(buf));

258 }

259 + if (nsig_anno) {

260 + strncpy(p, "1", strlen("1"));

261 + p += 8;

262 + }

263

264 /* Digital minimum (e.g., -2048). */

265 for (i = 0; i < nsig; i++, p += 8) {

266 sprintf(buf, "%d", dmin[i]);

267 strncpy(p, buf, strlen(buf));

268 }

269 + if (nsig_anno) {

270 + strncpy(p, "-32768", strlen("-32768"));

271 + p += 8;

272 + }

273

274 /* Digital maximum (e.g., 2047). */

275 for (i = 0; i < nsig; i++, p += 8) {
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276 sprintf(buf, "%d", dmax[i]);

277 strncpy(p, buf, strlen(buf));

278 }

279 + if (nsig_anno) {

280 + strncpy(p, "32767", strlen("32767"));

281 + p += 8;

282 + }

283

284 /* Prefiltering (e.g., HP:0.1Hz LP:75Hz). */

285 - for (i = 0; i < nsig; i++, p += 80) {

286 + for (i = 0; i < nsig + nsig_anno; i++, p += 80) {

287 strncpy(p, "prefiltering not recorded",

288 strlen("prefiltering not recorded"));

289 }

290

291 /* Number of samples per block. */

292 + /* Annotations: Assume each block/record must include at least one annotation*/

293 for (i = 0; i < nsig; i++, p += 8) {

294 sprintf(buf, "%ld", frames_per_block * si[i].spf);

295 strncpy(p, buf, strlen(buf));

296 }

297 + if (nsig_anno) { // anno_per_block * 2 must be the amount of needed storage for anno

298 + sprintf(buf, "%d", (anno_per_block * bytes_per_anno) / 2);

299 + strncpy(p, buf, strlen(buf));

300 + p += 8;

301 + }

302

303 /* (The last 32*nsig bytes in the header are unused.) */

304 -

305 /* Write the header to the output file. */

306 - fwrite(header, 1, (nsig+1) * 256, ofile);

307 + fwrite(header, 1, (nsig + 1 + nsig_anno) * 256, ofile);

308 + printf("Header written!\n");

309

310 /* Check that all characters in the header are valid (printable ASCII

311 between 32 and 126 inclusive). Note that this test does not prevent

312 generation of files containing invalid characters; it merely warns

313 the user if this has happened. */

314 - for (i = 0; i < (nsig+1) * 256; i++)

315 + for (i = 0; i < (nsig + 1 + nsig_anno) * 256; i++)

316 if (header[i] < 32 || header[i] > 126)

317 fprintf(stderr,

318 "WARNING (%s): output contains an invalid character, %d,"

319 @@ -360,7 +489,7 @@ main(argc, argv)

320

321 /* In verbose mode, summarize what we've done so far. */
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322 if (vflag) {

323 - printf(" Header block size: %d bytes\n", (nsig+1) * 256);

324 + printf(" Header block size: %d bytes\n", (nsig + 1 + nsig_anno) * 256);

325 printf(" Data block size: %g second%s (%ld frame%s or %ld bytes)\n",

326 seconds_per_block, seconds_per_block == 1.0 ? "" : "s",

327 frames_per_block, frames_per_block == 1 ? "" : "s",

328 @@ -371,17 +500,39 @@ main(argc, argv)

329 " (%ld data blocks, %ld frames, %ld bytes)\n",

330 p, nblocks, nblocks*frames_per_block, nblocks*bytes_per_block);

331 printf(" Total length of file to be written: %ld bytes\n",

332 - (nsig+1)*256 + nblocks*bytes_per_block);

333 + (nsig + 1 + nsig_anno) * 256 + nblocks * bytes_per_block);

334

335 blocks_per_minute = (long)(60 / seconds_per_block);

336 blocks_per_hour = (long)60 * blocks_per_minute;

337 }

338

339 + /* Open the annotation file, using annopen */

340 + WFDB_Anninfo a;

341 + WFDB_Annotation annot;

342 + char *annotation = malloc(3);

343 + int anno_freq = (frames_per_block / seconds_per_block) * anno_duration; //6000

344 + int getan = 0;

345 + int cnt_frames = 0;

346 + double cur_time = 0;

347 + if (nsig_anno) {

348 + a.name = annotation_postfix; /* postfix name */

349 + a.stat = WFDB_READ;

350 + if (annopen(record, &a, 1) < 0) {

351 + exit(1);

352 + }

353 + annotation = "N";

354 + }

355 +

356 /* Write the data blocks. */

357 for (n = 1; n <= nblocks; n++) {

358 blockp[0] = block;

359 - for (j = 1; j < nsig; j++)

360 + for (j = 1; j < nsig; j++) {

361 blockp[j] = blockp[j-1] + 2 * frames_per_block * si[j-1].spf;

362 + if (nsig_anno && j == nsig-1) {

363 + j += 1;

364 + blockp[j] = blockp[j-1] + 2 * frames_per_block * nsig_anno;

365 + }

366 + }

367 for (i = 0; i < frames_per_block; i++) {
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368 if (nsig != getframe(v)) {

369 /* end of input: pad last block with invalid samples */

370 @@ -393,11 +544,52 @@ main(argc, argv)

371 for (k = 0; k < si[j].spf; k++) {

372 *(blockp[j]++) = (*vp) & 0xff;

373 *(blockp[j]++) = ((*vp++ >> 8) & 0xff);

374 - getchar();

375 }

376 +

377 + /* Write anno to buffer */

378 + if (nsig_anno && j == nsig-1 && cnt_frames % frames_per_anno == 0) {

379 +

380 + /* Fetch new annotation from annotation file */

381 + if (nsig_anno && cnt_frames == anno_freq) {

382 + getan = getann(0, &annot);

383 + if (getan != 0) { /* Anno read not successful, -1 = EOF*/

384 + nsig_anno = 0;

385 + fprintf(stderr, "getann failed at block/frame %ld/%d: %d\n", n, i, getan);

386 + fprintf(stderr, "Rest of annotations are padded with '0'.\n");

387 + } else {

388 + annotation = annstr(annot.anntyp);

389 + }

390 + cnt_frames = 0;

391 + }

392 +

393 + j += 1;

394 + cur_time = (((n-1)*frames_per_block) + i) * (seconds_per_block / frames_per_block);

395 + char *onset = calloc(1, 16);

396 + snprintf(onset, 16, "+%f", cur_time); //cur_time

397 + strcpy(blockp[j], onset); //onset

398 + blockp[j] += strlen(onset);

399 + free(onset);

400 + *(blockp[j]++) = 20;

401 +

402 + /* Write annotation denotation */

403 + if (!strcmp(annotation, "N")) {

404 + *(blockp[j]++) = 78;

405 + } else if(!strcmp(annotation, "A")) {

406 + *(blockp[j]++) = 0x41;

407 + } else {

408 + printf("Simply write anno, should be decimal repr of ascii\n");

409 + snprintf(blockp[j], 1, "%c", annotation[0]);

410 + blockp[j]++;

411 + }

412 +

413 + *(blockp[j]++) = 20;
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414 + *(blockp[j]++) = 0;

415 + }

416 }

417 + cnt_frames++;

418 }

419 +

420 fwrite(block, 1, bytes_per_block, ofile);

421 if (vflag) {

422 if (n % blocks_per_minute == 0) { printf("."); fflush(stdout); }

423 @@ -422,8 +614,9 @@ main(argc, argv)

424 break;

425 if (i < 0)

426 fprintf(stderr,

427 - "\nWARNING: The output file does not include EDF annotations, which are\n"

428 - " required for EDF+.\n");

429 + "\nWARNING: The output file may only include sleep apnea EDF annotations,\n"

430 + " which are annotated as 'N' or 'A'.\n"

431 + " Annotations are required for EDF+.\n");

432 }

433

434 wfdbquit();

435 @@ -433,11 +626,16 @@ main(argc, argv)

436 static char *help_strings[] = {

437 "usage: %s -r RECORD [OPTIONS ...]\n",

438 "where RECORD is the name of the input record, and OPTIONS may include:",

439 - " -h print this usage summary",

440 - " -o EDFILE write the specified European Data Format file (default:",

441 - " RECORD.edf)",

442 - " -p write the output as an EDF+ file",

443 - " -v select verbose mode",

444 + " -h print this usage summary",

445 + " -o EDFILE write the specified European Data Format file (default:",

446 + " RECORD.edf)",

447 + " -p write the output as an EDF+ file",

448 + " -a APOSTFIX write postfix of annotation file. Eg. '-a apn'. Sleep ",

449 + " apnea annotation only (N or A)",

450 + " -S Sex of patient",

451 + " -b Birthdate of patient",

452 + " -n Name of patient",

453 + " -v select verbose mode",

454 "This program reads MIT-format signal and header files and writes an EDF",

455 "file containing the same data.",

456 NULL
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B.2 Epoch Classi�cation

B.2.1 Apnea-ECG Database

The tables in this section show the classi�cation results of epoch classi�cation using
Apnea-ECG database as input data to the four data mining methods.
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Signals Nr. hidden
nodes

Training
time

Testing
time

Accuracy Sensitivity Speci�city

Resp. Chest 10 7.47 0.10 83.5 77.2 81.3
Resp. Chest 20 9.08 0.10 83.8 76.4 82.6
Resp. Chest 30 11.31 0.11 84.5 77.9 83.1
Resp. Chest 50 14.51 0.12 83.0 72.7 83.5
Resp. Chest 100 18.91 0.11 81.0 66.7 83.4
Resp. Abdomen 10 5.77 0.10 90.4 89.4 87.4
Resp. Abdomen 20 7.02 0.10 91.3 89.7 89.1
Resp. Abdomen 30 8.73 0.11 91.3 89.7 89.1
Resp. Abdomen 50 10.44 0.11 90.9 88.7 89.0
Resp. Abdomen 100 15.74 0.11 91.5 89.2 89.8
Resp. Nose 10 6.87 0.11 91.6 88.7 90.6
Resp. Nose 20 7.19 0.11 92.6 89.9 91.7
Resp. Nose 30 9.18 0.11 91.4 87.4 91.2
Resp. Nose 50 11.47 0.12 93.2 91.1 92.1
Resp. Nose 100 18.24 0.11 92.5 89.3 92.1
Oxygen saturation 10 12.55 0.10 93.0 88.6 93.8
Oxygen saturation 20 16.91 0.11 93.3 88.5 94.7
Oxygen saturation 30 24.02 0.11 93.4 89.7 93.8
Oxygen saturation 50 25.21 0.11 92.8 89.1 92.8
Oxygen saturation 100 35.48 0.12 92.6 87.1 94.3
Resp. C and A 10 6.26 0.11 91.0 90.0 88.2
Resp. C and A 20 7.11 0.11 90.8 89.4 88.2
Resp. C and A 30 8.67 0.13 91.0 89.5 88.5
Resp. C and A 50 11.27 0.12 91.6 90.0 89.4
Resp. C and A 100 19.81 0.12 91.1 89.6 88.7
Resp. Chest and Nose 10 7.41 0.11 92.8 91.2 91.2
Resp. Chest and Nose 20 8.30 0.11 92.3 90.7 90.4
Resp. Chest and Nose 30 9.62 0.11 92.8 90.9 91.4
Resp. Chest and Nose 50 12.62 0.11 93.0 91.3 91.4
Resp. Chest and Nose 100 18.72 0.12 92.6 90.6 91.1
Resp. C and O2 10 16.53 0.10 92.6 89.6 91.9
Resp. C and O2 20 19.02 0.11 93.0 90.0 92.5
Resp. C and O2 30 24.79 0.12 92.9 90.4 92.0
Resp. C and O2 50 33.88 0.11 93.1 90.4 92.6
Resp. C and O2 100 40.98 0.12 92.1 89.2 91.1
Resp. A and N 10 6.57 0.10 93.3 90.7 92.8
Resp. A and N 20 7.21 0.11 93.7 92.9 91.8
Resp. A and N 30 8.91 0.11 93.5 92.2 91.9
Resp. A and N 50 10.61 0.12 93.6 91.9 92.4
Resp. A and N 100 17.79 0.12 93.9 91.9 93.0
Resp. A and O2 10 12.65 0.10 93.2 90.9 92.4
Resp. A and O2 20 15.79 0.11 93.3 91.0 92.4
Resp. A and O2 30 20.87 0.11 94.1 91.5 93.8
Resp. A and O2 50 26.21 0.12 93.2 90.3 92.8
Resp. A and O2 100 35.04 0.13 93.4 90.6 93.0
Resp. N and O2 10 11.97 0.10 93.6 91.4 92.7
Resp. N and O2 20 18.28 0.13 93.7 91.2 93.3
Resp. N and O2 30 19.42 0.12 94.0 91.9 93.2
Resp. N and O2 50 27.04 0.12 94.2 91.9 93.7
Resp. N and O2 100 38.18 0.12 92.6 91.5 90.5
Resp. C , A and N 10 7.67 0.12 93.4 93.0 91.1
Resp. C , A and N 20 8.56 0.11 93.6 91.9 92.3
Resp. C , A and N 30 9.57 0.11 93.8 91.7 93.1
Resp. C , A and N 50 12.3 0 0.11 93.6 92.5 91.9
Resp. C , A and N 100 17.2 9 0.13 94.1 92.5 92.9
Resp. C, A and O2 10 13.2 2 0.11 93.1 90.7 92.2
Resp. C, A and O2 20 17.0 8 0.11 93.2 90.7 92.5
Resp. C, A and O2 30 20.5 8 0.12 93.7 91.6 92.8
Resp. C, A and O2 50 25.0 9 0.12 93.6 90.9 93.2
Resp. C, A and O2 100 37.9 4 0.14 93.0 91.3 91.5
Resp. C, N and O2 10 12.4 6 0.11 94.0 92.9 92.3
Resp. C, N and O2 20 16.3 4 0.11 93.2 91.5 91.8
Resp. C, N and O2 30 20.6 8 0.11 93.5 92.7 91.4
Resp. C, N and O2 50 23.0 9 0.12 91.9 91.4 89.1
Resp. C, N and O2 100 39.4 7 0.13 93.0 91.9 91.0
Resp. A, N and O2 10 11.8 5 0.11 92.9 91.9 90.8
Resp. A, N and O2 20 16.3 5 0.12 94.4 92.5 93.8
Resp. A, N and O2 30 18.7 6 0.12 94.8 92.9 94.3
Resp. A, N and O2 50 24.6 5 0.12 94.3 92.5 93.5
Resp. A, N and O2 100 36.5 1 0.13 94.0 92.9 92.3
Resp. C, A, N and O2 10 13.02 0.12 93.1 92.0 91.2
Resp. C, A, N and O2 20 16.53 0.12 94.3 92.6 93.2
Resp. C, A, N and O2 30 19.38 0.12 93.6 92.3 92.1
Resp. C, A, N and O2 50 24.91 0.12 94.7 93.3 93.6
Resp. C, A, N and O2 100 31.00 0.14 93.4 92.0 91.7

Table B.1: Results of epoch classi�cation using Apnea-ECG database as input data for
Arti�cial Neural Network.
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Signal combination Guassian/RBF Pol.
Order

Training time Testing
time

Accuracy Sensitivity Speci�city

Resp. Chest Y 5.33 0.37 78.9 57.2 86.5
Resp. Chest N 1 5.87 0.16 59.4 0.4 100.0
Resp. Chest N 2 4.01 0.18 74.8 45.4 86.2
Resp. Chest N 3 4.21 0.16 78.8 56.5 86.9
Resp. Abdomen Y 2.91 0.18 92.5 92.3 89.7
Resp. Abdomen N 1 4.61 0.17 61.5 7.5 78.6
Resp. Abdomen N 2 4.01 0.10 91.3 86.0 92.1
Resp. Abdomen N 3 4.75 0.11 92.0 88.2 91.9
Resp. Nose Y 2.84 0.18 93.3 96.5 88.2
Resp. Nose N 1 2.84 0.14 86.7 94.4 77.7
Resp. Nose N 2 2.23 0.12 92.4 94.7 87.6
Resp. Nose N 3 2.78 0.12 93.5 94.2 90.4
Oxygen saturation Y 1.79 0.14 94.6 89.9 96.5
Oxygen saturation N 1 2.55 0.15 87.2 75.1 92.1
Oxygen saturation N 2 21.72 0.09 92.8 89.1 93.1
Oxygen saturation N 3 859.67 0.19 94.7 91.5 95.4
Resp. C and A Y 4.37 0.20 93.1 94.0 89.6
Resp. C and A N 1 5.46 0.25 64.4 16.3 81.2
Resp. C and A N 2 4.60 0.13 92.3 88.3 92.5
Resp. C and A N 3 3.95 0.11 93.0 91.4 91.5
Resp. C and N Y 3.42 0.21 94.5 96.6 90.6
Resp. C and N N 1 4.88 0.16 86.9 94.5 78.0
Resp. C and N N 2 2.99 0.14 94.4 95.2 91.3
Resp. C and N N 3 2.80 0.11 94.6 94.1 92.7
Resp. C and O2 Y 2.92 0.20 94.7 93.0 94.0
Resp. C and O2 N 1 4.46 0.17 86.1 72.7 91.3
Resp. C and O2 N 2 48.88 0.15 94.2 90.8 94.6
Resp. C and O2 N 3 735.60 0.16 94.0 92.7 92.6
Resp. A and N Y 3.54 0.19 94.6 96.0 91.2
Resp. A and N N 1 6.06 0.15 86.3 93.2 77.6
Resp. A and N N 2 3.06 0.13 94.5 92.5 93.8
Resp. A and N N 3 3.24 0.13 94.5 93.2 93.3
Resp. A and O2 Y 2.32 0.17 94.4 93.7 92.6
Resp. A and O2 N 1 4.83 0.17 86.3 73.6 90.9
Resp. A and O2 N 2 46.32 0.13 94.0 89.7 95.1
Resp. A and O2 N 3 443.13 0.20 92.1 89.1 91.3
Resp. N and O2 Y 2.26 0.16 96.1 94.2 96.1
Resp. N and O2 N 1 4.81 0.15 86.7 96.0 76.9
Resp. N and O2 N 2 46.18 0.16 95.3 91.9 96.3
Resp. N and O2 N 3 309.40 0.13 94.2 90.6 94.9
Resp. C, A and N Y 4.66 0.26 94.4 96.9 90.2
Resp. C, A and N N 1 8.20 0.20 86.5 93.7 77.7
Resp. C, A and N N 2 4.19 0.13 94.6 93.2 93.5
Resp. C, A and N N 3 3.84 0.15 95.0 94.1 93.6
Resp. C, A and O2 Y 3.70 0.26 94.2 95.0 91.2
Resp. C, A and O2 N 1 7.02 0.22 85.5 72.6 89.8
Resp. C, A and O2 N 2 58.72 0.15 93.9 91.6 93.4
Resp. C, A and O2 N 3 139.48 0.18 92.6 91.1 90.8
Resp. C, N and O2 Y 3.33 0.23 95.7 95.8 93.8
Resp. C, N and O2 N 1 6.50 0.19 86.4 95.3 76.9
Resp. C, N and O2 N 2 59.86 0.13 95.5 93.3 95.6
Resp. C, N and O2 N 3 148.77 0.18 93.2 90.4 92.7
Resp. A, N and O2 Y 3.06 0.21 95.3 96.0 92.8
Resp. A, N and O2 N 1 8.01 0.17 86.1 94.6 76.7
Resp. A, N and O2 N 2 54.06 0.12 95.3 92.7 95.6
Resp. A, N and O2 N 3 81.21 0.12 93.7 91.1 93.3
Resp. C, A, N and O2 Y 5.11 0.26 94.7 96.8 90.7
Resp. C, A, N and O2 N 1 9.44 0.23 86.2 94.1 77.0
Resp. C, A, N and O2 N 2 58.90 0.24 94.8 92.5 94.5
Resp. C, A, N and O2 N 3 59.74 0.14 93.4 91.7 92.1

Table B.2: Results of epoch classi�cation using Apnea-ECG database as input data for
Support Vector Machine.
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Nr of
neighbours

Training time Testing time Accuracy Sensitivity Speci�city

Resp. Chest 1 0.19 0.27 90.3 90.4 86.4
Resp. Chest 5 0.22 0.33 89.7 90.0 85.5
Resp. Chest 10 0.19 0.34 89.4 89.6 85.1
Resp. Abdomen 1 0.18 0.27 93.2 92.0 91.3
Resp. Abdomen 5 0.18 0.33 93.5 92.2 91.9
Resp. Abdomen 10 0.22 0.34 93.1 90.9 92.1
Resp. Nose 1 0.19 0.27 95.8 94.2 95.5
Resp. Nose 5 0.16 0.33 95.7 94.2 95.1
Resp. Nose 10 0.16 0.34 95.1 93.2 94.7
Oxygen saturation 1 0.19 0.32 94.1 91.4 93.9
Oxygen saturation 5 0.19 0.33 94.9 92.0 95.4
Oxygen saturation 10 0.18 0.34 95.0 92.1 95.4
Resp. C and A 1 0.20 0.58 93.8 92.1 92.6
Resp. C and A 5 0.18 0.52 93.4 90.9 92.7
Resp. C and A 10 0.23 0.60 93.3 89.8 93.4
Resp. C and N 1 0.20 0.60 95.2 95.9 92.5
Resp. C and N 5 0.20 0.50 96.2 97.9 93.1
Resp. C and N 10 0.21 0.54 96.4 97.8 93.6
Resp. C and O2 1 0.16 0.56 94.9 91.7 95.7
Resp. C and O2 5 0.19 0.56 95.9 92.9 96.9
Resp. C and O2 10 0.18 0.53 95.8 92.7 96.8
Resp. A and N 1 0.18 0.50 96.8 95.6 96.4
Resp. A and N 5 0.67 0.53 96.4 94.4 96.6
Resp. A and N 10 0.22 0.64 96.0 93.2 96.8
Resp. A and O2 1 1.54 1.06 95.2 90.8 97.3
Resp. A and O2 5 0.32 0.63 95.1 89.7 98.2
Resp. A and O2 10 0.26 0.62 94.7 89.1 97.8
Resp. N and O2 1 0.16 0.60 95.6 92.0 97.0
Resp. N and O2 5 0.19 0.57 95.4 91.2 97.4
Resp. N and O2 10 0.19 0.57 95.2 90.4 97.7
Resp. C, A and N 1 0.19 0.85 96.1 95.9 94.5
Resp. C, A and N 5 0.16 0.75 96.3 95.9 95.0
Resp. C, A and N 10 0.17 0.85 96.4 95.8 95.4
Resp. C, A and O2 1 0.19 0.73 95.4 92.0 96.5
Resp. C, A and O2 5 0.18 0.87 95.3 90.7 97.7
Resp. C, A and O2 10 0.18 0.88 95.3 90.3 98.0
Resp. C, N and O2 1 0.20 0.86 95.5 93.0 95.8
Resp. C, N and O2 5 0.20 0.92 96.3 93.3 97.5
Resp. C, N and O2 10 0.18 0.76 96.4 93.2 97.9
Resp. A, N and O2 1 0.17 0.86 96.1 92.9 97.3
Resp. A, N and O2 5 0.18 0.88 95.8 91.5 98.2
Resp. A, N and O2 10 0.20 1.06 95.8 91.2 98.3
Resp. C, A, N and O2 1 0.24 1.00 95.8 93.2 96.3
Resp. C, A, N and O2 5 0.18 0.99 96.2 92.8 97.8
Resp. C, A, N and O2 10 0.19 1.25 96.1 92.3 97.9

Table B.3: Results of epoch classi�cation using Apnea-ECG database as input data to
K-Nearest Neighbor.
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Signal Combination Training time Testing time Accuracy Sensitivity Speci�city
Resp. Chest 2.26 0.10 82.1 77.6 78.3
Resp. Abdomen 1.58 0.04 87.3 85.0 84.1
Resp. Nose 1.76 0.04 88.1 85.3 85.5
Oxygen saturation 0.90 0.03 93.4 90.9 92.9
Resp. C and A 3.04 0.05 86.4 84.0 82.9
Resp. C and N 3.29 0.02 88.3 85.2 86.0
Resp. C and O2 1.97 0.02 92.6 91.0 90.9
Resp. A and N 2.69 0.02 88.6 86.1 85.9
Resp. A and O2 1.80 0.02 93.2 91.3 91.9
Resp. N and O2 2.12 0.02 93.4 91.9 92.0
Resp. C, A and N 3.95 0.02 88.8 85.8 86.5
Resp. C, A and O2 3.18 0.03 92.9 92.0 90.7
Resp. C, N and O2 3.31 0.02 93.7 92.5 92.0
Resp. A, N and O2 3.17 0.03 93.6 91.8 92.4
Resp. C, A, N and O2 4.59 0.03 92.9 91.4 91.3

Table B.4: Results of epoch classi�cation using Apnea-ECG database as input data to
Decision Tree.
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B.2.2 MIT-BIH Polysomnography Database

In this section, we present the tables containing the classi�cation results when using
MIT-BIH Polysomnography database in the EDF+ format as input data to the four data
mining methods.
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Signals Nr. hidden
nodes

Training time Testing time Accuracy Sensitivity Speci�city

Resp. Chest 10 5.00 0.11 67.6 10.2 43.9
Resp. Chest 20 5.64 0.12 67.4 8.4 41.4
Resp. Chest 30 5.91 0.12 67.5 7.4 41.4
Resp. Chest 50 6.80 0.13 67.2 9.0 41.1
Resp. Chest 100 13.75 0.20 68.0 7.4 45.0
Resp. Abdomen 10 4.92 0.11 64.5 79.9 68.8
Resp. Abdomen 20 5.17 0.11 65.3 80.9 69.3
Resp. Abdomen 30 5.41 0.11 64.2 79.0 68.8
Resp. Abdomen 50 6.03 0.11 63.8 79.8 68.2
Resp. Abdomen 100 7.30 0.11 64.1 80.6 68.3
Resp. Nose 10 5.74 0.11 59.0 0.1 16.0
Resp. Nose 20 6.26 0.11 58.9 0.2 18.2
Resp. Nose 30 6.83 0.12 59.2 0.3 36.4
Resp. Nose 50 9.25 0.12 58.9 0.6 30.0
Resp. Nose 100 12.27 0.14 59.0 0.3 24.1
Oxygen saturation 10 4.59 0.10 53.0 30.3 53.8
Oxygen saturation 20 5.06 0.10 49.6 29.5 47.8
Oxygen saturation 30 4.93 0.10 51.3 35.3 50.6
Oxygen saturation 50 5.81 0.11 51.1 30.9 50.3
Oxygen saturation 100 5.99 0.11 48.5 36.5 46.8
Resp. Chest and Nose 10 5.15 0.10 67.3 23.5 46.4
Resp. Chest and Nose 20 5.21 0.10 67.4 24.3 46.7
Resp. Chest and Nose 30 5.76 0.10 67.2 20.4 45.7
Resp. Chest and Nose 50 6.23 0.10 66.4 19.4 42.8
Resp. Chest and Nose 100 7.97 0.10 68.5 24.1 50.2
Resp. C and O2 10 5.01 0.10 50.3 47.9 47.9
Resp. C and O2 20 4.86 0.10 48.4 56.2 46.6
Resp. C and O2 30 4.53 0.11 51.0 54.8 48.8
Resp. C and O2 50 4.80 0.10 55.6 60.3 53.0
Resp. C and O2 100 5.07 0.11 55.6 50.7 53.6
Resp. A and N 10 5.01 0.10 31.5 30.2 68.9
Resp. A and N 20 5.18 0.10 63.5 80.6 67.7
Resp. A and N 30 5.38 0.11 65.3 81.6 69.0
Resp. A and N 50 5.19 0.10 64.7 83.5 67.9
Resp. A and N 100 6.23 0.11 62.8 79.3 67.5
Resp. A and O2 10 4.91 0.10 52.6 43.4 52.3
Resp. A and O2 20 4.47 0.11 51.5 49.3 50.8
Resp. A and O2 30 4.73 0.10 48.2 39.8 46.9
Resp. A and O2 50 4.97 0.11 50.4 49.3 49.7
Resp. A and O2 100 5.70 0.10 49.1 47.3 48.3
Resp. N and O2 10 4.54 0.10 51.9 50.3 51.0
Resp. N and O2 20 5.12 0.10 55.0 52.6 54.2
Resp. N and O2 30 4.84 0.10 52.4 47.0 51.6
Resp. N and O2 50 4.94 0.11 54.7 50.9 54.0
Resp. N and O2 100 5.75 0.10 52.1 44.7 51.3
Resp. C, N and O2 10 4.57 0.10 51.0 49.3 48.6
Resp. C, N and O2 20 4.55 0.10 57.5 64.4 54.7
Resp. C, N and O2 30 4.40 0.10 45.8 45.2 43.4
Resp. C, N and O2 50 4.56 0.10 49.7 60.3 47.8
Resp. C, N and O2 100 4.89 0.10 47.7 50.7 45.7
Resp. A, N and O2 10 4.80 0.10 50.6 53.4 49.9
Resp. A, N and O2 20 4.80 0.12 52.1 50.5 51.4
Resp. A, N and O2 30 5.16 0.10 51.4 51.4 50.7
Resp. A, N and O2 50 5.05 0.10 50.3 47.1 49.5
Resp. A, N and O2 100 5.60 0.11 51.8 48.0 51.2

Table B.5: Results of epoch classi�cation using MIT-BIH Polysomnography database as
input data to Arti�cial Neural Network.
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Signal combination Guassian/
RBF

Pol. Or-
der

Training time Testing
time

Accuracy Sensitivity Speci�city

Resp. Chest Y 1.29 0.10 68.4 0.0 0.0
Resp. Chest N 1 0.72 0.08 68.5 0.0 #DIV/0!
Resp. Chest N 2 3.52 0.07 68.5 0.0 #DIV/0!
Resp. Chest N 3 2.85 0.23 68.7 2.0 58.8
Resp. Abdomen Y 1.18 0.10 64.9 79.1 69.5
Resp. Abdomen N 1 0.91 0.08 62.7 92.1 64.2
Resp. Abdomen N 2 0.95 0.07 65.1 82.7 68.5
Resp. Abdomen N 3 0.96 0.09 66.1 83.7 69.1
Resp. Nose Y 28.96 1.02 59.2 0.0 #DIV/0!
Resp. Nose N 1 11.10 0.26 59.2 0.0 #DIV/0!
Resp. Nose N 2 24.76 0.25 59.2 0.0 #DIV/0!
Resp. Nose N 3 31.03 0.30 59.2 0.0 #DIV/0!
Oxygen saturation Y 0.68 0.10 50.4 66.0 49.6
Oxygen saturation N 1 0.49 0.11 51.5 2.5 65.0
Oxygen saturation N 2 0.62 0.07 50.8 5.4 48.3
Oxygen saturation N 3 2.52 0.08 51.8 32.6 51.4
Resp. C and N Y 1.09 0.13 68.3 1.8 42.9
Resp. C and N N 1 1.00 0.07 68.5 0.0 #DIV/0!
Resp. C and N N 2 0.86 0.08 68.4 2.7 48.1
Resp. C and N N 3 0.99 0.09 69.0 11.5 53.8
Resp. C and O2 Y 0.20 0.05 60.8 95.9 55.1
Resp. C and O2 N 1 0.21 0.05 59.5 97.3 54.2
Resp. C and O2 N 2 0.20 0.02 56.9 75.3 53.4
Resp. C and O2 N 3 0.85 0.02 58.2 63.0 55.4
Resp. A and N Y 1.28 0.11 65.9 82.6 69.3
Resp. A and N N 1 0.92 0.09 65.7 90.9 66.8
Resp. A and N N 2 1.12 0.08 64.8 84.6 67.6
Resp. A and N N 3 1.31 0.07 66.0 84.0 68.9
Resp. A and O2 Y 0.71 0.09 54.1 33.3 55.7
Resp. A and O2 N 1 0.44 0.07 49.9 43.0 49.1
Resp. A and O2 N 2 1.12 0.06 50.3 38.5 49.4
Resp. A and O2 N 3 10.26 0.04 58.1 52.0 58.4
Resp. N and O2 Y 0.79 0.12 54.5 58.6 53.3
Resp. N and O2 N 1 0.51 0.06 53.0 55.1 52.0
Resp. N and O2 N 2 1.19 0.08 51.3 48.9 50.4
Resp. N and O2 N 3 8.71 0.07 53.1 54.2 52.1
Resp. C, N and O2 Y 0.21 0.03 62.1 91.8 56.3
Resp. C, N and O2 N 1 0.19 0.05 55.6 83.6 52.1
Resp. C, N and O2 N 2 0.25 0.04 53.6 65.8 51.1
Resp. C, N and O2 N 3 0.58 0.02 54.2 56.2 51.9
Resp. A, N and O2 Y 0.70 0.09 53.1 45.7 52.7
Resp. A, N and O2 N 1 0.47 0.07 47.7 51.8 47.2
Resp. A, N and O2 N 2 1.54 0.09 54.3 49.8 53.9
Resp. A, N and O2 N 3 9.98 0.04 55.0 51.6 54.5

Table B.6: Results of epoch classi�cation using MIT-BIH Polysomnography database as
input data to Support Vector Machine.
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Signal combination Nr of
neigh-
bours

Training time Testing time Accuracy Sensitivity Speci�city

Resp. Chest 1 0.15 0.07 68.5 49.1 50.1
Resp. Chest 5 0.18 0.06 69.5 43.4 52.0
Resp. Chest 10 0.38 0.17 69.1 42.3 51.2
Resp. Abdomen 1 0.18 0.05 68.4 74.6 75.2
Resp. Abdomen 5 0.15 0.07 70.5 77.3 76.2
Resp. Abdomen 10 0.15 0.06 71.5 75.1 78.7
Resp. Nose 1 0.19 0.39 64.4 57.4 56.1
Resp. Nose 5 0.16 0.44 66.3 55.2 59.4
Resp. Nose 10 0.21 0.42 64.8 54.6 57.2
Oxygen saturation 1 0.17 0.04 58.9 57.5 58.2
Oxygen saturation 5 0.13 0.05 63.2 60.8 63.0
Oxygen saturation 10 0.14 0.05 60.7 56.9 60.5
Resp. C and N 1 0.15 0.08 66.7 54.0 47.6
Resp. C and N 5 0.14 0.09 68.6 62.0 50.2
Resp. C and N 10 0.18 0.08 70.0 70.3 51.8
Resp. C and O2 1 0.17 0.03 64.1 68.5 61.0
Resp. C and O2 5 0.13 0.03 58.8 69.9 55.4
Resp. C and O2 10 0.14 0.03 56.9 60.3 54.3
Resp. A and N 1 0.15 0.08 68.7 74.0 75.8
Resp. A and N 5 0.14 0.09 62.9 75.5 77.3
Resp. A and N 10 0.18 0.08 71.0 73.7 78.9
Resp. A and O2 1 0.16 0.04 61.0 59.7 60.6
Resp. A and O2 5 0.14 0.05 60.2 51.6 61.5
Resp. A and O2 10 0.14 0.06 59.4 45.9 61.9
Resp. N and O2 1 0.14 0.06 59.3 56.5 58.9
Resp. N and O2 5 0.15 0.05 58.4 50.5 58.8
Resp. N and O2 10 0.17 0.06 54.9 42.3 55.2
Resp. C, N and O2 1 0.17 0.03 56.9 67.1 53.8
Resp. C, N and O2 5 0.15 0.03 53.6 75.3 50.9
Resp. C, N and O2 10 0.19 0.03 47.7 69.9 46.8
Resp. A, N and O2 1 0.19 0.06 60.4 57.7 60.3
Resp. A, N and O2 5 0.16 0.06 61.8 56.3 62.4
Resp. A, N and O2 10 0.17 0.05 60.9 52.9 62.1

Table B.7: Results of epoch classi�cation using MIT-BIH Polysomnography database as
input data to K-Nearest Neighbor.

Signal combination Training
time

Testing time Accuracy Sensitivity Speci�city

Resp. Chest 0.58 0.02 62.0 41.9 40.1
Resp. Abdomen 0.57 0.18 62.9 71.6 70.2
Resp. Nose 0.26 0.01 61.8 38.2 34.5
Oxygen saturation 0.46 0.02 54.2 53.8 53.3
Resp. C and N 0.84 0.02 64.0 45.8 43.3
Resp. C and O2 0.2101 0.0131 62.1 60.3 60.3
Resp. A and N 0.74 0.02 64.7 71.9 72.3
Resp. A and O2 0.57 0.02 58.0 53.8 57.9
Resp. N and O2 0.63 0.02 53.7 53.6 52.8
Resp. C, N and O2 0.25 0.01 53.6 45.2 51.6
Resp. A, N and O2 0.75 0.02 56.7 56.6 56.1

Table B.8: Results of epoch classi�cation using MIT-BIH Polysomnography database as
input data to Decision Tree.
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B.3 Subject Classi�cation

B.3.1 Apnea-ECG Database

The following tables show the subject classi�cation results of using the Apnea-ECG
database in the EDF+ data format as input data.
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Subject: Actual
AHI
index

Resp. N: Resp. C and
N:

Resp. A, C
and N:

Resp. A,
C, N and
O2

a01r.edf 69.6 57.3006 58.4049 57.3006 0
a02r.edf 69.5 54.5455 47.8409 47.9545 47.1591
a03r.edf 39.1 55.6069 58.1503 58.0347 0
a04r.edf 77.4 29.878 37.9268 42.3171 46.3415
b01r.edf 0.24 0.8642 1.4815 0.9877 2.5926
c01r.edf 0 0.2484 0 0.7453 0.2484
c02r.edf 0 0.5988 0.3593 0.2395 0.1242
c03r.edf 0 0.2649 0.5298 0.6623 0

Table B.9: Results of subject classi�cation using Apnea-ECG database as input data to
Arti�cial Neural Network.

Subject: Actual
AHI
index

Resp. N: Resp. C and
N:

Resp. A, C
and N:

Resp. A,
C, N and
O2:

a01r.edf 69.60 58.77 59.02 59.39 60.00
a02r.edf 69.50 59.77 58.64 51.82 50.80
a03r.edf 39.10 60.00 60.00 56.19 60.00
a04r.edf 77.40 27.80 40.49 51.71 52.56
b01r.edf 0.24 0.99 1.98 5.68 6.42
c01r.edf 0.00 0.99 1.74 5.47 27.83
c02r.edf 0.00 0.60 0.60 2.52 3.59
c03r.edf 0.00 1.85 1.32 3.58 60.00

Table B.10: Results of subject classi�cation using Apnea-ECG database as input data to
Support Vector Machine.

Subject: Actual
AHI
index

Resp. N: Resp. C and
N:

Resp. A, C
and N:

Resp. A,
C, N and
O2:

a01r.edf 69.60 58.40 59.26 58.28 6.87
a02r.edf 69.50 56.36 52.95 49.55 56.36
a03r.edf 39.10 33.06 38.50 31.45 10.52
a04r.edf 77.40 42.80 52.93 51.46 44.88
b01r.edf 0.24 0.00 1.11 1.73 0.99
c01r.edf 0.00 0.12 0.00 0.12 0.12
c02r.edf 0.00 1.32 0.36 0.24 0.24
c03r.edf 0.00 0.13 0.40 0.66 0.00

Table B.11: Results of subject classi�cation using Apnea-ECG database as input data to
K-Nearest Neighbor.

Subject: Actual
AHI
index

Resp. N: Resp. C and
N:

Resp. A, C
and N:

Resp. A,
C, N and
O2:

a01r.edf 69.60 55.09 54.11 50.80 25.03
a02r.edf 69.50 46.48 44.89 48.07 49.20
a03r.edf 39.10 44.16 44.86 41.97 16.88
a04r.edf 77.40 32.32 32.56 43.05 39.02
b01r.edf 0.24 27.65 33.83 17.28 10.74
c01r.edf 0.00 9.81 35.53 49.69 1.49
c02r.edf 0.00 16.89 17.60 8.74 3.71
c03r.edf 0.00 20.40 23.31 16.56 59.21

Table B.12: Results of subject classi�cation using Apnea-ECG database as input data to
Decision Tree.
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Appendix C

Missing Data Challenge

C.1 Missing Data Implementation

C.1.1 Run Script

I provide a script to easily read and process the input data, insert missing values at �ve
percentages, 5%, 10%, 20%, 30% and 50%, then run all of these generated databases
through the imputation methods. The script also writes all generated datasets to �les,
which appears in the folder of the run script.

As the folder contain a lot of �les, I organized the folders. To run the provided script, it is
necessary to add three of the folders to path, Classi�cation, datasets, imputation_methods
and SOM-Toolbox. The path may be added by right-clicking on the folder in MATLAB,
choose Add to Path and then Selected Folders and Subfolders. The results of each exe-
cution appear in the main folder of each database, and will write over �les from other
executions if not moved.

The following listing show the script for Apnea-ECG database. The script for MIT-BIH
Polysomnography database use the same code, but with other record names in the records
variable, di�erent number for the signals, and the variable pr_iteration is changed to 30.
The latter is the number of rows that is moved into one object during imputation.

1 % Signal types: 1 = Resp. Chest, 2 = Resp. Abdomen, 3 = Resp. Nasal and 4 = Oxygen saturation.

2 signals = [1 2 3 4]; % Signal combination

3 records = cellstr(['a01r.edf'; 'a02r.edf'; 'a03r.edf'; 'a04r.edf'; 'b01r.edf']);

4 num_signals = size(signals, 2);

5 disp(signals);

6

7 %Declaring variables
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8 pr_iteration = 60; % Must be changed to rows per object (depending on DB)

9 percentages = [5, 10, 20, 30, 50];

10 missing_sets = zeros(5, 0, num_signals);

11 missing_sets_normalized = zeros(5, 0, num_signals); % for comparison with imputed datasets

12 fid = fopen( 'results.txt', 'wt' ); % Open file for classification results

13

14 % Read data sets

15 [anno, complete_data] = read_apnea_ecg(records, signals);

16

17 % Insert missing data MACR.

18 for i = 1:5

19 missing_sets{i} = generate_missing_set(complete_data, percentages(i));

20

21 % Normalizing and writing to file for comparison with imputed and

22 % complete dataset

23 missing_sets_normalized{i} = make_objects(missing_sets{i}, pr_iteration, num_signals);

24 normA = max(missing_sets_normalized{i}) - min(missing_sets_normalized{i});

25 normA = repmat(normA, [length(missing_sets_normalized{i}) 1]);

26 missing_sets_normalized{i} = missing_sets_normalized{i}./normA;

27 dlmwrite(strcat('dataset_missing', num2str(i), '.txt'), missing_sets_normalized{i}, 'delimiter','\t','precision', '%10.6f');

28 end

29

30 % Write to file

31 fprintf(fid, '%15s %5s %5s %5s %5s %5s', 'Classifier', '%', 'time', 't_tr', 't_te');

32 fprintf(fid, '%7s %7s %7s\n', 'Accur', 'Sens', 'Spec');

33

34 % Make objects and run complete data on classifiers

35 fprintf(fid, 'COMPLETE DATA\n');

36 complete_set = make_objects(complete_data, pr_iteration, num_signals);

37 normA = max(complete_set) - min(complete_set);

38 normA = repmat(normA, [length(complete_set) 1]);

39 complete_set = complete_set./normA;

40

41 % Write complete dataset to file for comparison of imputed datasets

42 dlmwrite('dataset_complete.txt', complete_set, 'delimiter','\t','precision','%10.6f');

43

44 % Run classifiers and write to result file

45 run_and_store_results(complete_set, anno, 0, 0, fid);

46

47 % NO IMPUTATION

48 fprintf(fid, 'IMPUTE WITH CERO\n');

49 for i = 1:5

50 %Fetch dataset containing missing data

51 imputed_data_cero = missing_sets{i};

52 tic;

53 imputed_data_cero(isnan(imputed_data_cero)) = 0;
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54 t_imputation = toc;

55 imputed_data_cero = make_objects(imputed_data_cero, pr_iteration, num_signals);

56

57 % Normalize the columns.

58 normA = max(imputed_data_cero) - min(imputed_data_cero);

59 normA = repmat(normA, [length(imputed_data_cero) 1]);

60 imputed_data_cero = imputed_data_cero./normA;

61

62 % Write to text-file

63 dlmwrite(strcat('dataset_cero', num2str(i), '.txt'), imputed_data_cero, 'delimiter',

64 '\t','precision', '%10.6f');

65

66 % Run classifiers and write to result file

67 run_and_store_results(imputed_data_cero, anno, t_imputation, percentages(i), fid);

68 end

69

70 % MEAN IMPUTATION

71 % Mean imputation for whole set

72 fprintf(fid, 'MEAN IMPUTATION\n');

73 for i = 1:5

74 % Impute and make objects of 60 rows

75 tic;

76 imputed_data_mean = mean_imputation(missing_sets{i}, num_signals);

77 t_imputation = toc;

78 imputed_data_mean = make_objects(imputed_data_mean, pr_iteration, num_signals);

79

80 % Normalize the columns.

81 normA = max(imputed_data_mean) - min(imputed_data_mean);

82 normA = repmat(normA, [length(imputed_data_mean) 1]);

83 imputed_data_mean = imputed_data_mean./normA;

84

85 % Write to text-file

86 dlmwrite(strcat('dataset_mean', num2str(i), '.txt'), imputed_data_mean, 'delimiter',

87 '\t','precision', '%10.6f');

88

89 % Run classifiers and write to result file

90 run_and_store_results(imputed_data_mean, anno, t_imputation, percentages(i), fid);

91 end

92

93 % Mean imputation for N and A classes

94 fprintf(fid, 'MEAN IMPUTATION - CLASSES\n');

95 for i = 1:5

96 % Impute and make objects of 60 rows

97 tic;

98 imputed_data_mean_c = mean_classes_imputation(missing_sets{i}, anno, pr_iteration, num_signals);

99 t_imputation = toc;
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100 imputed_data_mean_c = make_objects(imputed_data_mean_c, pr_iteration, num_signals);

101

102 % Normalize the columns.

103 normA = max(imputed_data_mean_c) - min(imputed_data_mean_c);

104 normA = repmat(normA, [length(imputed_data_mean_c) 1]);

105 imputed_data_mean_c = imputed_data_mean_c./normA;

106

107 % Write to text-file

108 dlmwrite(strcat('dataset_mean_c', num2str(i), '.txt'), imputed_data_mean_c, 'delimiter',

109 '\t','precision', '%10.6f');

110

111 % Run classifiers and write to result file

112 run_and_store_results(imputed_data_mean_c, anno, t_imputation, percentages(i), fid);

113 end

114

115 % MEDIAN IMPUTATION

116 fprintf(fid, 'MEDIAN IMPUTATION\n');

117 for i = 1:5

118 % Impute and make objects of 60 rows

119 tic;

120 imputed_data_median = median_imputation(missing_sets{i}, num_signals);

121 t_imputation = toc;

122 imputed_data_median = make_objects(imputed_data_median, pr_iteration, num_signals);

123

124 % Normalize the columns.

125 normA = max(imputed_data_median) - min(imputed_data_median);

126 normA = repmat(normA, [length(imputed_data_median) 1]);

127 imputed_data_median = imputed_data_median./normA;

128

129 % Write to text-file

130 dlmwrite(strcat('dataset_median', num2str(i), '.txt'), imputed_data_median, 'delimiter',

131 '\t','precision', '%10.6f');

132

133 % Run classifiers and write to result file

134 run_and_store_results(imputed_data_median, anno, t_imputation, percentages(i), fid);

135 end

136

137 % Median imputation for N and A classes

138 fprintf(fid, 'MEDIAN IMPUTATION - CLASSES\n');

139 for i = 1:5

140 % Impute and make objects of 60 rows

141 tic;

142 imputed_data_median_c = median_classes_imputation(missing_sets{i}, anno, pr_iteration,

143 num_signals);

144 t_imputation = toc;

145 imputed_data_median_c = make_objects(imputed_data_median_c, pr_iteration, num_signals);
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146

147 % Normalize the columns.

148 normA = max(imputed_data_median_c) - min(imputed_data_median_c);

149 normA = repmat(normA, [length(imputed_data_median_c) 1]);

150 imputed_data_median_c = imputed_data_median_c./normA;

151

152 % Write to text-file

153 dlmwrite(strcat('dataset_median_c', num2str(i), '.txt'), imputed_data_median_c, 'delimiter',

154 '\t','precision', '%10.6f');

155

156 % Run classifiers and write to result file

157 run_and_store_results(imputed_data_median_c, anno, t_imputation, percentages(i), fid);

158 end

159

160 % MULTIPLE LINEAR REGRESSION

161 fprintf(fid, 'MULTIPLE LINEAR REGRESSION\n');

162 for i = 1:5

163 % Impute and make objects of 60 rows

164 tic;

165 imputed_data_MLR = MLR_imputation(complete_data, missing_sets{i}, signals);

166 t_imputation = toc;

167 imputed_data_MLR = make_objects(imputed_data_MLR, pr_iteration, num_signals);

168

169 % Normalize the columns.

170 normA = max(imputed_data_MLR) - min(imputed_data_MLR);

171 normA = repmat(normA, [length(imputed_data_MLR) 1]);

172 imputed_data_MLR = imputed_data_MLR./normA;

173

174 % Write to text-file

175 dlmwrite(strcat('dataset_MLR', num2str(i), '.txt'), imputed_data_MLR, 'delimiter',

176 '\t','precision', '%10.6f');

177

178 % Run classifiers and write to result file

179 run_and_store_results(imputed_data_MLR, anno, t_imputation, percentages(i), fid);

180 end

181

182 % KNN - MACHINE LEARNING

183 fprintf(fid, 'KNN - MACHINE LEARNING\n');

184 for i = 1:5

185 % Impute and make objects of 60 rows

186 tic;

187 imputed_data_KNN = KNN_ML_imputation(complete_data, missing_sets{i}, signals, pr_iteration);

188 t_imputation = toc;

189

190 % Write to text-file

191 dlmwrite(strcat('dataset_KNN', num2str(i), '.txt'), imputed_data_KNN, 'delimiter',
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192 '\t','precision', '%10.6f');

193

194 % Run classifiers and write to result file

195 run_and_store_results(imputed_data_KNN, anno, t_imputation, percentages(i), fid);

196 end

197

198 % SELF ORGANISING MAPS

199 fprintf(fid, 'SELF ORGANISING MAPS\n');

200 for i = 1:5

201 % Impute and make objects of 60 rows

202 tic;

203 imputed_data_SOM = SOM_imputation(complete_data, missing_sets{i},num_signals,pr_iteration);

204 t_imputation = toc;

205

206 % Write to text-file

207 dlmwrite(strcat('dataset_SOM', num2str(i), '.txt'), imputed_data_SOM, 'delimiter',

208 '\t','precision', '%10.6f');

209

210 % Run classifiers and write to result file

211 run_and_store_results(imputed_data_SOM, anno, t_imputation, percentages(i), fid);

212 end

213

214 fclose(fid); % Close logging/result file

C.1.2 Generate Dataset Containing Missing Values

1 function [missing_data] = generate_missing_set(data, percentage)

2 %GENERATE_MISSING_SET Insert missing data to data set.

3 % Function for inserting missing data at random (MCAR)

4 num_elements = numel(data);

5 missing_elements = num_elements/100 * percentage;

6

7 % Generate vector with random numbers

8 random_nums = randperm(num_elements, num_elements);

9

10 % Insert NaN into data set

11 for i = 1:missing_elements

12 data(random_nums(i)) = NaN('double');

13 end

14

15 missing_data = data;

16 end
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C.1.3 Mean

1 function [imputed_data] = mean_imputation(data, num_signals)

2 %MEAN_IMPUTATION Mean imputation for the whole data set.

3

4 % Calculate mean for each variable

5 replace_value = nanmean(data);

6

7 % Replace missing data with mean values

8 for i = 1: length(data)

9 for j = 1: num_signals

10 if isnan(data(i,j))

11 data(i,j) = replace_value(j);

12 end

13 end

14 end

15

16 imputed_data = data;

17 end

1 function [imputed_data] = mean_classes_imputation(data, annotations, pr_iter, num_signals)

2 %MEAN_IMPUTATION Mean imputation. Generating replacement value based on

3 % mean for each of the classes (Normal breathing and Apnea)

4

5 normal = zeros(0, num_signals);

6 apnea = zeros(0, num_signals);

7

8 % Generating two data sets of the two classes 'N' and 'A'

9 a = false;

10 n = false;

11 pr_iter = round(pr_iter);

12 for i = 0: length(annotations)-1

13 if annotations(i+1) == 1

14 apnea = [apnea; data((i*pr_iter)+1: (i*pr_iter) + pr_iter, :)];

15 a = a + pr_iter;

16 elseif annotations(i+1) == 0

17 normal = [normal; data((i*pr_iter)+1: (i*pr_iter) + pr_iter, :)];

18 n = n + pr_iter;

19 end

20 end

21

22 % Calculate mean replacement for each of the classes

23 mean_normal = nanmean(normal);
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24 mean_apnea = nanmean(apnea);

25 replace_value = [mean_normal; mean_apnea];

26

27 % Replace NaN values with mean values

28 for i = 1: length(data)

29 for j = 1: num_signals

30 if isnan(data(i,j))

31 anno_index = ceil(i/pr_iter);

32 data(i,j) = replace_value(annotations(anno_index)+1, j);

33 end

34 end

35 end

36

37 imputed_data = data;

38 end
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C.1.4 Median

1 function [imputed_data] = median_imputation(data, num_signals)

2 %MEDIAN_IMPUTATION Median imputation for the whole data set.

3

4 % Calculate mean for each variable

5 replace_value = nanmedian(data);

6

7 % Replace missing data with median values

8 for i = 1: length(data)

9 for j = 1: num_signals

10 if isnan(data(i,j))

11 data(i,j) = replace_value(j);

12 end

13 end

14 end

15

16 imputed_data = data;

17 end

1 function [imputated_data] = median_classes_imputation(data, annotations, pr_iter, num_signals)

2 %MEDIAN_CLASSES_IMPUTATION Median imputation. Generating replacement value based on

3 % mean for each of the classes (Normal breathing and Apnea)

4

5 normal = zeros(0, num_signals);

6 apnea = zeros(0, num_signals);

7

8 % Generating two data sets of the two classes 'N' and 'A'

9 a = false;

10 n = false;

11 pr_iter = round(pr_iter);

12 for i = 0: length(annotations)-1

13 if annotations(i+1) == 1

14 apnea = [apnea; data((i*pr_iter)+1: (i*pr_iter) + pr_iter, :)];

15 a = a + pr_iter;

16 elseif annotations(i+1) == 0

17 normal = [normal; data((i*pr_iter)+1: (i*pr_iter) + pr_iter, :)];

18 n = n + pr_iter;

19 end

20 end

21

22 % Calcuate median for normal breathing class and apnea class

23 median_normal = nanmedian(normal);
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24 median_apnea = nanmedian(apnea);

25 replace_value = [median_normal; median_apnea];

26

27 % Replace NaN values with median values

28 for i = 1: length(data)

29 for j = 1: num_signals

30 if isnan(data(i,j))

31 anno_index = ceil(i/pr_iter);

32 data(i,j) = replace_value(annotations(anno_index)+1, j);

33 end

34 end

35 end

36

37 imputated_data = data;

38 end
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C.1.5 Multiple Linear Regression

1 function [imputed_data] = MLR_imputation(complete_data, missing_data, signals)

2 %MULTIPLE IMPUTATION: Mean and MLR_IMPUTATION

3

4 % Handle different input data combinations

5 num_signals = size(signals, 2);

6 var_names = {'RChest','RAbdomen','RNasal','SaO2'};

7 models = zeros(num_signals, 1, 0); % Alloc max signals = 4

8 predicted_responses = zeros(num_signals, 1, 0); % Alloc max signals = 4

9 max_signals = [1 2 3 4];

10 max_signals = max_signals(1:num_signals);

11

12 % fitlm require Matlab table or dataset.

13 complete_tbl = array2table(complete_data,'VariableNames',{var_names{signals}});

14

15 % Impute mean for NaN when predicting

16 temp_data = array2table(mean_imputation(missing_data, num_signals),'VariableNames',{var_names{signals}});

17

18 % Train models for each variable

19 for i = 1:num_signals

20 models{i} = fitlm(complete_tbl, 'responseVar', var_names{signals(i)}); % Train MLR model

21 end

22

23 % Loop five times, as 5-10 was recommended for MICE

24 for k = 1:5

25 % Make predictions

26 for i = 1:num_signals

27 rest_signals = max_signals(max_signals~=i);

28 predicted_responses{i} = predict(models{i}, temp_data(:, rest_signals));

29 end

30

31 % Fill missing values with the predicted

32 for i = 1:length(missing_data)

33 for j = 1:num_signals

34 if isnan(missing_data(i,j))

35 pred_vec = predicted_responses{1,j};

36 temp_data(i,j) = num2cell(pred_vec(i));

37 end

38 end

39 end

40 end

41

42 imputed_data = table2array(temp_data);

43 end
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C.1.6 K-Nearest Neighbor

1 function [imputed_data] = KNN_ML_imputation(complete_data, missing_data, signals, pr_iter)

2 %KNN_ML_IMPUTATION KNN Machine learning imputation

3

4 % Declare variables

5 num_signals = size(signals, 2);

6 models = zeros(num_signals*pr_iter, 1, 0);

7 predicted_responses = zeros(num_signals*pr_iter, 1, 0);

8 max_signals = [1:num_signals*pr_iter];

9

10 % Normalize the columns in both data sets

11 normA = max(complete_data) - min(complete_data);

12 normA = repmat(normA, [length(complete_data) 1]);

13 complete_data = complete_data./normA;

14

15 normA = max(missing_data) - min(missing_data);

16 normA = repmat(normA, [length(missing_data) 1]);

17 missing_data = missing_data./normA;

18

19 % Impute mean for NaN when predicting

20 temp_data = mean_imputation(missing_data, num_signals);

21

22 % Make objects of 60 rows

23 temp_data = make_objects(temp_data, pr_iter, num_signals);

24 missing_data = make_objects(missing_data, pr_iter, num_signals);

25 complete_data = make_objects(complete_data, pr_iter, num_signals);

26

27 % Fit training data

28 for i = 1:num_signals*pr_iter

29 rest_signals = max_signals(max_signals~=i);

30 x = complete_data(:,rest_signals);

31 y = complete_data(:,i);

32 models{i} = fitcknn(x, y,'NumNeighbors',5);

33 end

34

35 % Make predictions

36 for i = 1:num_signals*pr_iter

37 rest_signals = max_signals(max_signals~=i);

38 predicted_responses{i} = predict(models{i}, temp_data(:, rest_signals));

39 end

40

41 % Fill missing values with the predicted

42 for i = 1:length(missing_data)

43 for j = 1:num_signals*pr_iter
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44 if isnan(missing_data(i,j))

45 pred_vec = predicted_responses{1,j};

46 temp_data(i,j) = pred_vec(i);

47 end

48 end

49 end

50

51 imputed_data = temp_data;

52 end
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C.1.7 Self-Organising Maps

1 nction [imputed_data] = SOM_imputation(complete_data, missing_data,num_signals,pr_iter)

2 %SOM_IMPUTATION

3 % pr_iter = 60 for Apnea-ecg and 30 for MIT-BIH Polysomnography database

4

5 % Normalize data

6 normA = max(complete_data) - min(complete_data);

7 normA = repmat(normA, [length(complete_data) 1]);

8 complete_data = complete_data./normA;

9

10 normA = max(missing_data) - min(missing_data);

11 normA = repmat(normA, [length(missing_data) 1]);

12 missing_data = missing_data./normA;

13

14 % Calculating mean for rows with all NaNs

15 mean_data = nanmean(missing_data);

16

17 % Move blocks of [pr_iter] rows for each column, to make objects

18 complete_data = make_objects(complete_data, pr_iter, num_signals);

19 missing_data = make_objects(missing_data, pr_iter, num_signals);

20

21 % Train SOM model

22 sM = som_make(complete_data);

23 % Get Best Matching Unit (BMU)

24 bmu = som_bmus(sM, missing_data);

25

26 impute_data = missing_data;

27

28 % Impute values from model (sM)

29 for i = 1:size(bmu)

30 for j = 1:pr_iter*num_signals

31 if isnan(missing_data(i,j))

32 % If all attributes in a row are NaN

33 if isnan(bmu(i))

34 signal_num = mod(j,num_signals);

35 if (signal_num == 0)

36 signal_num = 4;

37 end

38 impute_data(i,j) = mean_data(signal_num);

39 else

40 impute_data(i,j) = sM.codebook(round(bmu(i)),j);

41 end

42 end

43 end
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44

45 end

46 imputed_data = impute_data;

47 end

C.2 Missing Data Results

C.2.1 Apnea-ECG Database
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Imputation method Classi�cation method Missing data
percentage

Imputation
time

Accuracy
%

Sensitivity
%

Speci�city
%

Complete data

KNN 0 0 96.25 97.71 92.98
ANN 0 0 94.56 93.56 93.04
SVM 0 0 93.90 88.78 97.33
Decision trees 0 0 92.58 90.67 91.17

Impute with zero

KNN

5 0.00 94.10 98.45 86.89
10 0.01 91.62 98.78 80.42
20 0.01 84.94 98.84 63.77
30 0.01 77.75 98.54 46.05
50 0.01 71.02 97.35 29.65

ANN

5 0.00 93.12 91.29 91.86
10 0.01 92.38 90.32 91.05
20 0.01 86.86 83.31 84.71
30 0.01 83.24 80.69 77.38
50 0.01 75.85 71.53 67.62

SVM

5 0.00 86.86 77.64 95.15
10 0.01 60.01 96.77 1.86
20 0.01 59.58 92.86 0.81
30 0.01 59.68 94.44 1.06
50 0.01 59.58 92.86 0.81

Decision Trees

5 0.00 90.74 88.15 89.25
10 0.01 90.13 87.69 88.13
20 0.01 89.47 87.12 87.01
30 0.01 87.14 84.00 84.52
50 0.01 84.66 81.29 80.98

Mean Imputation

KNN

5 0.02 96.10 98.15 92.17
10 0.02 95.49 98.12 90.68
20 0.03 94.91 98.69 88.69
30 0.03 92.71 98.89 83.03
50 0.04 79.22 98.76 49.60

ANN

5 0.02 93.98 92.82 92.36
10 0.02 94.48 93.28 93.16
20 0.03 93.44 91.77 92.17
30 0.03 90.99 88.41 89.62
50 0.04 84.41 80.82 80.92

SVM

5 0.02 93.42 87.83 97.33
10 0.02 93.34 87.85 97.08
20 0.03 93.57 88.21 97.20
30 0.03 93.42 88.17 96.83
50 0.04 92.99 88.50 95.15

Decision Trees

5 0.02 92.46 90.79 90.68
10 0.02 92.03 90.14 90.30
20 0.03 92.26 89.85 91.30
30 0.03 90.99 88.89 89.00
50 0.04 90.64 88.69 88.25

Mean separating classes

KNN

5 1.23 96.28 98.09 92.67
10 1.40 96.41 98.42 92.67
20 1.27 97.17 99.28 93.72
30 1.28 98.35 99.61 96.33
50 1.59 99.87 99.94 99.75

ANN

5 1.23 94.58 93.30 93.41
10 1.40 93.52 91.84 92.29
20 1.27 94.05 92.36 93.10
30 1.28 93.98 91.98 93.35
50 1.59 96.86 95.41 96.95

SVM

5 1.23 93.60 87.96 97.64
10 1.40 93.85 88.28 97.89
20 1.27 94.41 89.30 98.01
30 1.28 95.55 91.01 98.82
50 1.59 97.52 94.52 99.69

Decision Trees

5 1.23 94.89 93.72 93.72
10 1.40 95.42 94.74 93.97
20 1.27 96.25 95.63 95.15
30 1.28 96.79 96.66 95.40
50 1.59 98.05 97.52 97.70

Table C.1: Results of epoch classi�cation using Apnea-ECG database as input data.201



Imputation method Classi�cation method Missing data
percentage

Imputation
time

Accuracy
%

Sensitivity
%

Speci�city
%

Median Imputation

KNN

5 0.07 96.10 98.21 92.11
10 0.04 95.42 98.31 90.30
20 0.05 94.00 98.45 86.64
30 0.06 90.99 98.68 78.93
50 0.05 69.15 98.51 24.61

ANN

5 0.07 93.62 91.70 92.73
10 0.04 93.55 92.21 91.92
20 0.05 92.86 90.98 91.55
30 0.06 92.43 90.68 90.74
50 0.05 85.12 81.77 81.67

SVM

5 0.07 93.37 87.73 97.33
10 0.04 93.37 87.86 97.14
20 0.05 93.47 88.06 97.14
30 0.06 93.32 88.02 96.77
50 0.05 93.01 88.50 95.21

Decision Trees

5 0.07 91.77 90.38 89.31
10 0.04 92.20 89.98 90.99
20 0.05 91.55 89.92 89.25
30 0.06 91.12 88.97 89.25
50 0.05 90.74 88.44 88.88

Median separating classes

KNN

5 1.36 96.36 97.84 93.10
10 1.31 96.76 98.30 93.66
20 1.41 97.90 99.10 95.71
30 1.27 99.19 99.94 98.07
50 1.29 99.92 99.94 99.88

ANN

5 1.36 93.39 91.25 92.67
10 1.31 94.63 92.88 94.03
20 1.41 94.00 91.78 93.66
30 1.27 94.63 92.77 94.16
50 1.29 98.05 97.28 97.95

SVM

5 1.36 93.65 88.10 97.58
10 1.31 93.60 87.96 97.64
20 1.41 94.53 89.46 98.14
30 1.27 95.47 91.00 98.63
50 1.29 97.42 94.45 99.50

Decision Trees

5 1.36 94.28 92.82 93.16
10 1.31 95.70 95.05 94.34
20 1.41 96.08 95.49 94.84
30 1.27 96.61 95.95 95.71
50 1.29 98.20 97.76 97.82

Multiple Linear Regression

KNN

5 129.97 96.20 97.71 92.85
10 255.00 96.15 97.96 92.48
20 504.72 95.98 98.14 91.86
30 762.25 95.80 98.13 91.42
50 1264.45 91.82 98.56 81.11

ANN

5 129.97 94.20 92.96 92.79
10 255.00 94.20 92.33 93.54
20 504.72 93.04 90.62 92.48
30 762.25 90.94 88.54 89.31
50 1264.45 87.83 85.03 85.08

SVM

5 129.97 93.32 87.59 97.39
10 255.00 93.44 87.88 97.33
20 504.72 93.32 87.63 97.33
30 762.25 93.32 87.93 96.89
50 1264.45 93.22 88.12 96.33

Decision Trees

5 129.97 92.08 90.50 89.99
10 255.00 91.60 89.44 89.99
20 504.72 91.14 88.88 89.43
30 762.25 91.52 89.32 89.93
50 1264.45 90.13 88.02 87.69

Table C.2: Results of epoch classi�cation using Apnea-ECG as input data continued.
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Imputation method Classi�cation method Missing data
percentage

Imputation
time

Accuracyi
%

Sensitivity
%

Speci�city
%

K-Nearest Neighbor

KNN

5 785.52 96.10 98.02 92.29
10 795.84 95.80 98.13 91.42
20 784.47 94.96 98.16 89.31
30 808.39 93.72 98.23 86.14
50 776.72 87.78 97.79 71.60

ANN

5 785.52 94.33 93.25 92.79
10 795.84 94.41 93.48 92.73
20 784.47 92.61 91.34 90.43
30 808.39 91.45 90.30 88.50
50 776.72 88.96 86.73 86.08

SVM

5 785.52 94.68 90.88 96.64
10 795.84 94.53 90.95 96.15
20 784.47 94.94 91.47 96.58
30 808.39 94.28 91.04 95.34
50 776.72 93.57 90.11 94.59

Decision Trees

5 785.52 93.67 92.18 92.29
10 795.84 93.24 91.78 91.61
20 784.47 92.89 91.14 91.42
30 808.39 93.09 91.96 90.99
50 776.72 91.47 89.90 89.06

Self-Organising Maps

KNN

5 4.35 96.30 97.84 92.98
10 3.72 95.93 97.76 92.11
20 6.42 95.95 97.70 92.23
30 4.66 95.85 96.95 92.73
50 4.97 95.01 94.74 92.91

ANN

5 4.35 94.63 93.30 93.54
10 3.72 94.53 93.94 92.54
20 6.42 94.38 92.94 93.29
30 4.66 93.70 91.87 92.73
50 4.97 94.36 93.37 92.73

SVM

5 4.35 94.81 91.05 96.77
10 3.72 94.56 91.00 96.15
20 6.42 94.76 91.83 95.65
30 4.66 94.86 92.20 95.46
50 4.97 95.01 92.63 95.34

Decision Trees

5 4.35 93.32 92.11 91.42
10 3.72 92.79 90.86 91.49
20 6.42 92.10 90.15 90.49
30 4.66 92.58 90.67 91.17
50 4.97 92.58 90.72 91.11

Table C.3: Results of epoch classi�cation using Apnea-ECG as input data continued.
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C.2.2 MIT-BIH Polysomnography Database
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Imputation method Classi�cation method Missing data
percentage

Imputation
time

Accuracy
%

Sensitivity
%

Speci�city
%

Complete data

KNN 0 0.00 61.65 62.25 56.33
ANN 0 0.00 53.18 52.43 53.62
SVM 0 0.00 56.97 57.22 50.23
Decision trees 0 0.00 55.18 54.48 54.98

Impute with zero

KNN

5 0.00 57.97 58.19 52.26
10 0.00 56.74 57.63 46.15
20 0.00 55.52 55.67 47.74
30 0.00 53.29 52.93 47.06
50 0.00 51.39 50.71 48.64

ANN

5 0.00 52.62 51.72 57.92
10 0.00 52.40 51.70 51.58
20 0.00 53.40 53.00 47.96
30 0.00 48.38 47.61 47.29
50 0.00 51.73 50.96 53.85

SVM

5 0.00 56.19 55.61 54.98
10 0.00 55.41 54.73 54.98
20 0.00 54.74 54.57 48.64
30 0.00 52.29 52.07 39.82
50 0.00 52.73 54.21 26.24

Decision Trees

5 0.00 56.63 55.98 56.11
10 0.00 56.97 56.48 55.20
20 0.00 53.07 52.42 51.36
30 0.00 54.18 53.44 54.52
50 0.00 49.61 48.89 50.00

Mean Imputation

KNN

5 0.00 61.32 62.27 54.52
10 0.00 59.09 59.35 53.85
20 0.00 59.09 59.79 51.81
30 0.00 58.75 59.47 51.13
50 0.00 55.18 55.75 43.89

ANN

5 0.00 50.95 50.25 45.25
10 0.00 49.94 49.18 47.74
20 0.00 49.72 48.84 42.99
30 0.00 54.29 53.83 50.90
50 0.00 49.05 48.20 45.48

SVM

5 0.00 58.86 59.68 50.90
10 0.00 55.63 55.79 47.96
20 0.00 56.97 57.25 50.00
30 0.00 52.62 52.44 41.40
50 0.00 47.94 46.87 42.31

Decision Trees

5 0.00 55.52 54.88 54.75
10 0.00 53.96 53.22 54.30
20 0.00 53.85 53.20 52.71
30 0.00 48.94 48.25 50.00
50 0.00 49.28 48.53 48.42

Mean separating classes

KNN

5 0.02 61.98 63.12 54.98
10 0.02 59.53 60.31 52.26
20 0.02 64.44 67.83 52.94
30 0.02 72.02 77.68 60.63
50 0.02 88.85 95.48 81.22

ANN

5 0.02 51.17 50.43 52.94
10 0.02 52.17 51.56 48.64
20 0.02 51.28 50.60 47.74
30 0.02 52.84 52.49 45.25
50 0.02 54.07 53.97 46.15

SVM

5 0.02 57.53 58.01 50.00
10 0.02 54.18 53.92 48.19
20 0.02 56.19 56.53 47.96
30 0.02 58.86 59.48 51.81
50 0.02 56.41 55.94 54.30

Decision Trees

5 0.02 62.21 61.57 61.99
10 0.02 66.56 66.90 63.57
20 0.02 85.62 87.53 82.58
30 0.02 90.19 90.78 89.14
50 0.02 94.20 94.12 94.12

Table C.4: Results of epoch classi�cation using MIT-BIH Polysomnography database as
input data.
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Imputation method Classi�cation method Missing data
percentage

Imputation
time

Accuracy
%

Sensitivity
%

Speci�city
%

Median Imputation

KNN

5 0.00 60.54 61.52 53.17
10 0.00 59.20 59.79 52.49
20 0.00 57.19 57.97 47.74
30 0.00 58.42 58.73 52.49
50 0.01 52.84 53.11 36.65

ANN

5 0.00 52.84 52.24 50.23
10 0.00 50.06 49.28 46.38
20 0.00 51.62 50.98 47.06
30 0.00 50.95 50.22 52.04
50 0.01 47.05 45.86 41.40

SVM

5 0.00 56.86 57.29 48.87
10 0.00 55.07 55.04 48.19
20 0.00 55.30 55.65 45.70
30 0.00 53.73 53.80 43.21
50 0.01 48.61 47.68 44.12

Decision Trees

5 0.00 56.41 55.84 55.20
10 0.00 56.63 56.21 54.30
20 0.00 52.29 51.54 53.17
30 0.00 55.85 55.48 52.71
50 0.01 56.41 55.86 54.98

Median separating classes

KNN

5 0.02 62.21 63.24 55.66
10 0.03 60.31 60.91 54.30
20 0.03 64.44 67.04 54.75
30 0.03 69.90 71.94 63.80
50 0.03 87.18 93.37 79.64

ANN

5 0.02 50.84 50.11 50.00
10 0.03 51.17 50.46 49.32
20 0.03 52.06 51.61 43.44
30 0.03 52.73 52.07 51.13
50 0.03 54.52 53.78 54.75

SVM

5 0.02 57.08 57.60 48.87
10 0.03 54.07 53.89 47.06
20 0.03 55.52 55.50 49.10
30 0.03 53.40 53.33 43.44
50 0.03 53.51 52.87 52.04

Decision Trees

5 0.02 56.19 55.56 55.43
10 0.03 63.77 63.21 63.35
20 0.03 78.04 77.53 78.05
30 0.03 83.61 83.15 83.71
50 0.03 92.75 93.53 91.63

Multiple Linear Regression

KNN

5 6.68 61.98 63.05 55.20
10 13.07 56.86 57.07 50.23
20 26.85 58.53 59.94 47.74
30 39.54 57.08 57.89 47.29
50 64.37 54.18 54.98 38.69

ANN

5 6.68 51.62 50.86 53.62
10 13.07 50.61 49.90 54.52
20 26.85 50.39 49.66 50.00
30 39.54 52.29 51.64 49.77
50 64.37 53.29 52.56 53.39

SVM

5 6.68 58.31 59.14 49.77
10 13.07 55.30 55.47 47.06
20 26.85 54.74 54.74 47.06
30 39.54 55.74 56.27 45.70
50 64.37 49.05 48.16 44.34

Decision Trees

5 6.68 55.96 55.45 54.07
10 13.07 56.86 56.26 55.88
20 26.85 53.73 52.88 56.11
30 39.54 53.73 53.05 53.17
50 64.37 51.28 50.55 52.04

Table C.5: Results of epoch classi�cation using MIT-BIH Polysomnography database as
input data continued.
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Imputation method Classi�cation method Missing data
percentage

Imputation
time

Accuracy
%

Sensitivity
%

Speci�city
%

K-Nearest Neighbor

KNN

5 8.20 59.87 60.25 54.52
10 7.94 59.53 60.70 50.68
20 6.68 61.32 62.09 55.20
30 6.70 57.97 58.49 50.68
50 7.69 55.63 56.08 45.93

ANN

5 8.20 50.17 49.44 50.23
10 7.94 51.51 50.84 47.74
20 6.68 53.73 52.82 57.24
30 6.70 50.39 49.64 46.38
50 7.69 49.94 49.14 45.02

SVM

5 8.20 55.63 55.61 49.32
10 7.94 53.96 53.87 45.70
20 6.68 54.63 54.67 46.38
30 6.70 57.08 57.89 47.29
50 7.69 54.40 54.00 50.45

Decision Trees

5 8.20 55.41 54.55 57.01
10 7.94 54.18 53.56 52.71
20 6.68 58.19 58.11 54.30
30 6.70 54.85 54.35 52.26
50 7.69 50.28 49.53 47.96

Self-Organising Maps

KNN

5 0.39 60.65 61.04 55.66
10 0.41 58.86 58.92 54.52
20 0.48 60.20 60.34 56.11
30 0.35 58.97 58.77 56.11
50 0.45 58.53 57.64 59.73

ANN

5 0.39 49.83 49.01 45.02
10 0.41 53.40 52.86 50.23
20 0.48 52.29 51.69 48.42
30 0.35 51.84 51.18 48.87
50 0.45 48.49 47.90 51.58

SVM

5 0.39 54.52 54.97 42.53
10 0.41 53.40 53.21 45.02
20 0.48 54.29 54.49 43.89
30 0.35 54.85 55.30 43.67
50 0.45 55.63 56.04 46.15

Decision Trees

5 0.39 57.30 56.88 55.20
10 0.41 54.96 54.30 54.30
20 0.48 56.63 56.04 55.66
30 0.35 57.41 56.76 57.01
50 0.45 52.17 51.42 53.39

Table C.6: Results of epoch classi�cation using MIT-BIH Polysomnography database as
input data continued.
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