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Abstract

In this thesis, we study two approaches to multi-stream sequential change
detection, both based on the likelihood ratio test. In statistical sequential
change detection, the problem is to detect a change as quickly as possible, re-
stricted by a speci�ed rate of false alarms. Since changes in high-dimensional
data streams often only a�ect a small subset of the individual streams, the
mixture approach incorporates an assumption about the sparsity of a change.
The projection approach, on the other hand, �rst reduces the dimension of
the multivariate data stream, then detects changes in the transformed stream.
The existing procedures within each approach only consider changes occuring
in the mean of independent, constant-variance data streams. We extend each
procedure by deriving statistics that can detect an abrupt change in the co-
variance matrix, the mean or both. Our projection procedure handles general
covariance matrices, whereas the mixture procedure assumes that the covari-
ance matrix is diagonal. The dimension reduction techniques we consider in
combination with our projection procedure are Gaussian random projections,
principal component analysis and stationary subspace analysis.

Through simulation experiments with a 100-dimensional data stream, we
investigate which methods that yield the quickest detection in di�erent change
scenarios. The change scenarios include changes in mean, variance and corre-
lations, where we vary the size and sparsity of a change. We also discuss in
what ways the methods are limited by an increasing number of streams. Most
notably, our results show that changes in a general covariance matrix can be
detected almost instantly by using the least varying principal components in
the projection procedure, for almost any sparsity of the change. In its current
form, stationary subspace analysis proved to be un�t for sequential analysis.
If the streams are independent, the mixture procedure for a change in the
variances and/or mean also exhibits promising performance for changes in the
variance.
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Introduction

Say the operation of a machine or larger system is monitored. At each time-
point t = 1, 2, . . ., measurements xt of operationally important features are
made. The purpose of monitoring is to quickly detect that the machine is
not functioning properly, without being plagued by frequent false alarms. In
other words, an alarm should be raised as soon as the measurements indicate
with su�cient certainty that the system is no longer in its normal condition;
something has changed.

Deciding whether such a change has occured or not from the data stream
xt could be made by an experienced person. However, the decision process can
be (at least partially) automated through the use of statistical methods. The
statistical �eld of detecting when a change has occured as soon as possible,
with a minimum number of false alarms, is known as sequential change-point
detection, or simply sequential change detection. It is called sequential because
the data is gathered and analysed sequentially for each new observation xt+1.
Sequential methods are suited for online (real-time) detection, but can also be
used for o�ine (retrospective) analysis. In the statistical setting, �detecting a
change� means to infer that the underlying distribution of xt is deviating from
the distribution that describes normal behavior. The types of distributional
change can vary from application to application depending on what changes
are deemed interesting. For example, wanting to detect a change in the mean
structure of xt is very common, but it could also be changes in the variance,
correlation or any other parameter of interest.

In practice, detecting a change usually means to detect an anomaly. What
behavior counts as being anomalous is highly context dependent, which has
given birth to a wide range of techniques. Chandola, Banerjee, and Kumar
(2009) categorizes anomaly detection techniques into statistical, information
theoretical, spectral, classi�er based, clustering based and nearest neighbor
based. Application domains that drive modern research are, among others,
fraud detection, cyber-intrusion detection, �nding abnormalities in medical
images, industrial quality control, image processing and sensor networks. We
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2 1. INTRODUCTION

focus on the statistical approach to anomaly detection in this thesis since
the frequency of false alarms in online detection is explicitly controlled, and a
massive training data set is not required. More speci�cally, we will work within
a statistical hypothesis testing framework. This approach can be used in any
of the mentioned application domains as long as the data can be conformed
to the model assumptions. However, signi�cant attention has been given to
the statistical techniques from sensor network applications (Tartakovsky and
Veeravalli (2008), Xie, Siegmund, et al. (2013)), which is also a backdrop for
this thesis.

Page (1954) and Lorden (1971) laid the ground for solving change de-
tection problems by using the likelihood ratio test, or its sequential relative;
the sequential probability ratio test. Their theory for single data streams
have a long history in industrial quality control. Because data is gathered in
much larger quanta now compared to only ten years ago, the single-stream
detection procedures have recently been extended to high-dimensional data
streams (multi-streams) (Tartakovsky and Veeravalli (2008), Mei (2010), Xie,
Siegmund, et al. (2013), Chan (2015)). By �high-dimensional data stream�,
we will usually have in mind a 10�500-dimensional sensor signal, although the
methods are created for any �nite dimension.

Our problem of interest is to detect changes in both the covariance matrix
and the mean of multi-streams. Since changes in a high-dimensional stream
seldom a�ect all the comprised streams, and often only a few, we are interested
in a varying proportions of a�ected streams in addition to di�erent sizes of
the changes. Detection of sparse changes is of principal interest. A change is
sparse if the number of streams a�ected by a change is small relative to the
total number of streams. Due to a wish of developing generally applicable
procedures, we assume no prior knowledge about when a change will happen,
the size of a change and the subset of a�ected streams. Observations are
assumed to be independent in time throughout the thesis, but this only means
that time-dependence, if present, must be taken care of in a separate pre-
processing step.

The thesis is most notably inspired by the work in Xie, Siegmund, et al.
(2013) and Cao et al. (2016), which are both contributions to Gaussian likeli-
hood based multi-stream sequential change detection. The former proposes a
mixture procedure for detecting a change in the mean of independent streams,
and incorporates an assumption about the proportion of a�ected streams that
are believed to be a�ected by a change. Consequently, the mixture proce-
dure can be tailored for detecting sparse changes. A projection procedure
for detecting a change in the mean of independent streams is introduced by
the latter, where changes are detected in a linear transformation of the data
stream. The point of the linear transformation is to reduce the dimension of
the data stream considerably. Depending on the dimension reduction tech-
nique, the projection procedure can be specialized towards detecting sparse
changes or being computationally e�cient, for instance. We consider three
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dimension reduction techniques that existing research suggests can be useful
for change detection; stationary subspace analysis, random projections (some-
times referred to as �sketching�) and principal component analysis.

For applications involving messy, high-dimensional data, for instance in
the ship sensor data presented at the end of the thesis, changes in the co-
variance matrix can be just as interesting as changes in the mean. If the
variance of a sensor stream, or the correlation between two streams, changes,
that might represent important anomalous conditions of the system. More-
over, it can be hard to predetermine what kinds of distributional changes are
the most interesting to monitor. Lastly, the two mentioned procedures for
detecting a change in the mean cannot be used when the observations have
an unknown covariance matrix. Procedures that detect changes in the covari-
ance matrix through estimation can therefore be used to segment the data
stream based on changes in the �rst two moments, but only raise an alarm if
the change is primarily due to the mean. In other words, detecting changes
in both the mean and covariance matrix can result in a more correct model
of the data. For these reasons, we extend the mixture and projection pro-
cedures to detection of changes in the covariance matrix in addition to the
mean. The mixture extension assumes independence between streams, while
the projection procedure places no restrictions on the covariance matrix of the
incomming observations, neither before nor after a change.

The goal of the thesis is to explore what domains each of the procedures
excel in, with respect to the dimension of the stream and if the individual
streams are independent or not, how sparse a change is expected to be, the
size of a change, and whether the changes of interest occurs in the mean, the
variance or the correlations. We compare the performance of the methods by
simulating various change scenarios, where we vary the fraction of a�ected
streams as well as the size of changes in the mean, the variance and correla-
tions. The performance is primarily measured by the change-point litterature's
analogies of balancing Type I and Type II errors; the average run length (the
�rate of false alarms�) and the expected detection delay (the �power�). We also
discuss computing time and scalability of the methods heuristically.

The thesis is organized as follows: In Chapter 2, the classical theory on
sequential analysis of univariate data streams is introduced. In Chapter 3,
the mixture and projection procedures for a change in the mean are presented
thoroughly, before we derive two new procedures for detecting a change in
the mean, the covariance matrix or both. In Chapter 4, we present random
projections, principal component analysis and stationary subspace analysis as
dimension reduction techniques to be used together with the projection pro-
cedures. Chapter 5 contains the performance analysis of the methods through
simulation experiments and an application to ship sensor data. Finally, in
Chapter 6, we formulate concluding remarks and directions for future research.





2

Single-stream change

detection

In this chapter, we consider sequential change detection in a univariate data
stream. The purpose is to introduce notation, expressions and methodology
that will be used extensively for multivariate data streams in chapter 3. Before
deriving the most relevant univariate detection statistic in Section 2.3, we
brie�y explain its precursors; the Sequential Probability Ratio Test (SPRT)
and the Cumulative Sum (CUSUM) detection procedures.

2.1 The sequential probability ratio test

Consider a �xed sample of data x = (x1, x2, . . . , xn) with joint probability den-
sity function f(x|θ), where θ = (θ1, θ2, . . . , θk) are the true, �xed parameters.
A hypothesis test between two simple hypotheses is a test on the following
form.

H0 : f(x|θ) = f0(x|θ0)
H1 : f(x|θ) = f1(x|θ1).

It is called �simple� because both the null and the alternative hypotheses are
completely speci�ed; no parameters must be estimated. The optimal way
to decide between these two hypotheses is through computing the likelihood
ratio;

Λ(x,θ0,θ1) =
f1(x|θ1)
f0(x|θ0)

.

H0 is rejected if
Λ(x,θ0,θ1) ≥ c > 0,

and accepted otherwise. (By �accept�, we mean no more than not rejecting
H0.) The test is optimal in the sense that for any other level α test, where

α = P (Λ(x) ≥ c | H0),

5



6 2. SINGLE-STREAM CHANGE DETECTION

the power of the test cannot be larger than P (Λ(x,θ0,θ1) ≥ c | H1) (Sieg-
mund, 1985, p. 8). This is the famous Neyman-Pearson lemma.

The decision space of the likelihood ratio test is {accept, reject}, and the
sequential probability ratio test extends it to {accept, reject, sample more data}.
In other words, the SPRT runs sequentially on more and more data until it is
su�ciently sure of whether to accept or reject H0. So consider now instead a
growing sequence of data,

xt = (x1, x2, . . . , xt), t = 1, 2, . . . .

We call xt a (univariate or single) data stream. To test the same hypoteheses
as above, we now collect more data until the random time

TSPRT = inf{t ≥ 1 : Λ(xt,θ0,θ1) 6∈ (a, b)}, (2.1)

where 0 < a < b < ∞. At this point we reject H0 if Λ(xT ,θ0,θ1) ≥ b and
accept it if Λ(xT ,θ0,θ1) ≤ a.

Similar to the �xed sample version, the SPRT of simple hypotheses has a
remarkably strong optimality property, given that x1, x2, . . . are independent
and identically distributed (i.i.d.). Over all sequential tests T with the same
size and power, the SPRT minimizes E[T ] both under the null and alternative
hypotheses (Siegmund, 1985, p. 9). I.e., it minimizes the expected sample size
for a decision to be made about the hypotheses. For an informal proof, see
Siegmund (1985, p. 21).

The optimality of the SPRT is the motivation for its widespread use, also
when the hypotheses are not simple. This is because more complex hypothe-
ses often can be related to simple hypotheses, such that the optimality is
approximated in some controlled way.

A large part of the thesis is dedicated to deriving stopping rules T , such
as 2.1. We will be interested in characteristics of the distribution of T , both
under the null and alternative hypotheses, to be able to control the frequency
of false positives, and study how quickly true positives are declared. Much
research e�ort has been devoted to study properties of various types of T 's
theoretically. Here, we will mainly use simulation due to the complicated
nature of the stopping rules we derive in Sections 3.4 and 3.3.

2.2 CUSUM procedures

We will now look at the SPRT in connection to change detection with the
so-called CUSUM procedures, known from statistical quality control. In a
univariate sequential change detection problem, there is a potentially in�nite
series of measurements xt, for t = 1, 2, . . .. This process is initially said to be
in control ; it exhibits normal �behavior�. Then at the change-point t = κ, the
process changes in some respect, and becomes out of control ; the �behavior�
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is anomalous, and action should be taken. As mentioned in the introduction,
we wish to detect the change as soon as possible, while making sure that false
alarms happens rarely.

A change can materialize in di�erent ways. It can happen abruptly or
gradually, and be of a transient or persistent nature. An abrupt change is rep-
resented by a sudden jump in the value of a parameter, from one time-point to
the next, whereas the value of a parameter starts to drift when the change is
gradual. A transient change is one where the in-control distribution changes
for only a limited period of time, then jumps back into control, However, a
persistent change stays out-of-control inde�nitely (in theory). Throughout the
thesis, we restrict our attention to problem formulations of an abrupt, per-
sistent change, like the CUSUM hypotheses (2.2) below. This is the simplest
way to formulate the change detection problem. In many cases procedures
derived from it will also respond to gradual changes, although not as quickly
as a method that is tailored towards this kind of change. This also holds true
for transient changes if the change is large enough compared to the time-span
of the change.

The CUSUM procedures arise by formulating the change detection prob-
lem as the following hypothesis test:

H0 : f(xt|θ) = f0(xt|θ0), t = 1, 2, . . .

H1 : f(xt|θ) = f0(xt|θ0), t = 1, 2, . . . , κ,

f(xt|θ) = f1(xt|θ1), t = κ+ 1, κ+ 2, . . . ,

(2.2)

where κ ≥ 0. That is, we test for the existence of a change-point κ that divides
x1, x2, . . . into two segments with di�erent distributions. In particular, κ = 0
denotes an immediate change. Note that this is actually a series of tests. If t is
the current time, there is one alternative hypothesis for each κ = 0, 1, . . . , t−1,
and we want to check if at least one of them holds.

For a criterion of quick detection under a false alarm constraint, we need
some notation. Let Pκ and Eκ denote probability and expectation when there
is a true change-point at κ. P∞ and E∞ refer to the probability distribution
and expectation under H0, when there is no change. The aim is to �nd a
stopping rule T that, subject to E∞[T ] ≥ c, for some large chosen constant c,
minimizes

sup
κ≥0

Eκ
[
T − κ | T > κ

]
.

E∞[T ] is known as the Average Run Length (ARL) of T , and Eκ[T ] the
Expected Detection Delay (EDD). The ARL controls the frequency of false
alarms, or type I errors, while the EDD characterizes the power of a proce-
dure, in the sense that a procedure is deemed more �powerful� the lower EDD
it has. There are other criteria that can be used to capture the same idea, but
balancing in terms of ARL and EDD is by far the most common. κ = 0 or a
κ as small as possible is usually chosen because it is an upper bound on the
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EDD over all other choices of κ (Siegmund, 1985, p. 25). If T is geometric or
approximately exponential, as is often the case under the null hypothesis, the
ARL and EDD completely characterize the distribution.

Now say we want to test H0 against H1 for a change-point at κ = k. The
log-likelihood ratio at the current time t is then

λ(k, t,θ0,θ1) =

t∑
i=k+1

log
f1(xi|θ1)
f0(xi|θ0

).

We are interested in whether at least one of the alternative hypotheses for
0 ≤ k < t holds against H0. Thus the test statistic for the entire problem
(2.2), what we will call the detection statistic, is

max
0≤k<t

λ(k, t,θ0,θ1).

Consequently, a stopping rule for when to raise an alarm is given by

TCUSUM = inf{t ≥ 1 : max
0≤k<t

λ(k, t,θ0,θ1) ≥ b}.

I.e., raise an alarm the �rst time the detection statistic becomes larger than
a prescribed threshold b.

This stopping rule is very similar to the SPRT stopping rule (2.1), and
indeed there is a close connection. The di�erence is that a single SPRT stops
when either a decision for or against the null hypothesis is reached, whereas
the CUSUM rule only stops when H0 is rejected. Siegmund (1985, p. 25)
shows in a simple way how the CUSUM can be understood as a series of N
SPRTs, where N is the random number of SPRTs until rejection of the null
hypothesis is reached. More precisely, let

T1 = inf
{
t ≥ 1 : max

0≤k<t
λ(k, t,θ0,θ1) 6∈ (0, b)

}
be the SPRT version of TCUSUM, with lower boundary a = 0. If acceptance is
reached, form the next stopping time

T2 = inf
{
t > T1 : max

0≤k<t
λ(k, t,θ0,θ1) 6∈ (0, b)

}
,

and so on. Let N be the number of times this process is repeated until

max
0≤k<t

λ(k, t,θ0,θ1) ≥ b.

Then the CUSUM rule can be expressed as

TCUSUM =
N∑
i=1

Ti.
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Since the SPRT is optimal for testing simple hypotheses with i.i.d. data in
the sense of minimizing the sample size before a decision is made, it is perhaps
no surprise that the CUSUM procedure has an optimality property under the
same conditions as well. Lorden (1971) �rst showed that the CUSUM pro-
cedure minimimizes EDD asymptotically as the ARL goes to in�nity. Mous-
takides (1986) later strengthened this result by proving that the CUSUM had
minimal EDD for any given ARL.

However, the CUSUM assumes the in-control and out-of-control distribu-
tions to be known. In practice, they are not known, leading CUSUM proce-
dures to require an initial, possibly costly, phase of data gathering to specify
f0(xt|θ0) and f1(xt|θ1). Further, the speci�ed in-control and out-of-control
distributions will never be more than estimates, which contain random error.
This error will propagate into the tuning of the procedure, because the ARL
and corresponding threshold treat the in-control parameters as known. As a
consequence, the procedure will not have exactely the ARL it claims to have.
Secondly, the initial phase might reveal several common types of changes that
can later be detected at near optimal speed, but the procedure is not suited
for detecting other changes that might occur. The next section presents a
type of detection procedures that solves these problems.

We end this section by illustrating how to derive a speci�c CUSUM pro-
cedure, and how it works, in the simplest scenario.

Example 2.1. Let N(x|µ, σ2) denote the normal probability density function
with mean µ and variance σ2. The expression xt ∼ N(µ, σ2) means that xt is
a normal random variable with mean µ and variance σ2, where, in particular,
N(0, 1) refers to a standard normal distribution. Consider the following change
detection problem for a change in the mean.

H0 : xt ∼ N(0, 1), t = 1, 2, . . .

H1 : xt ∼ N(0, 1), t = 1, 2, . . . , κ,

xt ∼ N(µ1, 1), t = κ+ 1, κ+ 2, . . . .

(2.3)

The likelihood ratio is given by

Λ(k, t, µ1) =

k∏
i=1

N(xi|0, 1)
t∏

i=k+1

N(xi|µ1, 1)

t∏
i=1

N(xi|0, 1)

= exp

[
−1

2

t∑
i=k+1

(xi − µ1)2 +
1

2

t∑
i=k+1

x2i

]

= exp

[
µ1

t∑
i=k+1

xi −
1

2
(t− k)µ21

]
.
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Hence, after converting to the log-likelihood ratio and dividing by µ1, the
CUSUM stopping rule for a change in the mean becomes

T = inf

{
t ≥ 1 : max

0≤k<t

t∑
i=k+1

xi −
1

2
(t− k)µ1 ≥ b

}
. (2.4)

Figure 2.1 illustrates how the detection statistic with µ1 set to 1 behaves
for a random sample from both the null and the alternative hypothesis with
κ = 50. Observe that the detection statistic rises whenever there are several
positive observations in a row. As an illustration, we have set b = 5.5. This
arti�cial threshold yields a run length of 99 time-steps under the null hypoth-
esis, and a detection delay of 61 − κ = 11 time-steps under the alternative.
Running a high number of simulations like this would give us the approximate
ARL and EDD of using b = 5.5.
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Figure 2.1. The top panel of each �gure are plots of the simulated data
and their means from under the null and alternative hypothesis in (2.3),
where κ = 50 in the alternative. The corresponding detection statistics are
in the panels below, together with an arbitrary threshold (dotted line) set to
b = 5.5.
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2.3 A GLR procedure for a change in mean
and/or variance

In this section, we present a detection procedure strongly related to the
CUSUM, but which estimates the in-control and out-of-control parameters
sequentially from the data stream. Such procedures are known as General-
ized Likelihood Ratio (GLR) procedures. As opposed to CUSUM procedures,
a GLR procedure can detect changes that have not been observed before at
near optimal speed, and it can be run without an initial data gathering phase.
In addition, it takes into account the fact that the parameters are estimated,
so a precise ARL can be set. The GLR procedures will be introduced through
a problem of detecting changes in the mean and/or variance in a normal
data model. Since Hawkins and Zamba (2005) considers this problem, we
follow their paper quite closely, but with a more detailed derivation of the
log-likelihood ratio. By �detecting changes in the mean and/or variance�, we
mean detecting a change in the mean, the variance or both from a single de-
tection statistic. In the next chapter, this univariate procedure is generalized
to two di�erent multivariate scenarios. Hence the purpose of this section is to
get familiar with the problem type, important concepts and arguments that
will be reused at great extent later.

The detection statistic for a change in the mean and/or variance from
Hawkins and Zamba (2005) stems from the hypothesis testing problem

H0 : xt ∼ N(µ0, σ
2
0), t = 1, 2, . . .

H1 : xt ∼ N(µ1, σ
2
1), t = 1, 2, . . . , κ,

xt ∼ N(µ2, σ
2
2), t = κ+ 1, κ+ 2, . . . .

(2.5)

It is a test for the existence of a change-point κ ≥ 1 where the data strongly
suggests that the data stream is more correctly modelled as having di�erent
mean and/or variance before and after κ, rather than being stationary. The
change-point is required to be greater than 1, because no segmentation of
the stream takes place for κ = 0; the null and alternative hypotheses are
equivalent in that case.

Let µ = (µ0, µ1, µ2) and σ
2 = (σ20, σ

2
1, σ

2
2). For an assumed change-point

at κ = k, the likelihood ratio is given by

Λ(k, t, µ, σ2)

=

k∏
i=1

N(xi|µ1, σ21)
t∏

i=k+1

N(xi|µ2, σ22)

t∏
i=1

N(xi|µ0, σ20)

=
(σ21)−

k
2 exp

{
− 1

2σ2
1

∑k
i=1(xi − µ1)2

}
(σ22)−

t−k
2 exp

{
− 1

2σ2
2

∑t
i=k+1(xi − µ2)2

}
(σ20)−

t
2 exp

{
− 1

2σ2
0

∑t
i=1(xi − µ0)2

} .
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Taking the logarithm yields the log-likelihood ratio,

λ(k, t, µ, σ2) =
t

2
log σ20 −

k

2
log σ21 −

t− k
2

log σ22

+
1

2σ20

t∑
i=1

(xi − µ0)2 −
1

2σ21

k∑
i=1

(xi − µ1)2 −
1

2σ22

t∑
i=k+1

(xi − µ2)2.

The log-likelihood ratio is maximized by the maximum likelihood estima-
tors,

x̄k,t =
1

t− k
t∑

i=k+1

xi and S2
k,t =

1

t− k
t∑

i=k+1

(xi − x̄k,t)2.

When inserting the estimators back into λ(k, t, µ, σ2), we see that

1

2S2
0,t

t∑
i=1

(xi − x̄0,t)2 −
1

2S2
0,k

k∑
i=1

(xi − x̄0,k)2 −
1

2S2
k,t

t∑
i=k+1

(xi − x̄k,t)2

=
tS2

0,t

2S2
0,t

−
kS2

0,k

2S2
0,k

−
(t− k)S2

k,t

2S2
k,t

= 0.

Hence, the maximized log-likelihood ratio becomes

2λ(k, t, x̄, S2) = t logS2
0,t − k logS2

0,k − (t− k) logS2
k,t

= k log
S2
0,t

S2
0,k

+ (t− k) log
S2
0,t

S2
k,t

. (2.6)

Under the null hypothesis, 2λ(k, t, x̄, S2) ∼ χ2
2 asymptotically. This fol-

lows from the fact that, under some regularity conditions, two times the log-
likelihood ratio goes to a chi-square distribution with degrees of freedom equal
to the di�erence between the number of parameters under the alternative hy-
pothesis and the null hypothesis (Berger and Casella, 2002, p. 490). This
approximation is often inaccurate when sample sizes are small. A correction
that aims to adjust for the sample size � so that the log-likelihood ratio under
the null hypothesis is brought closer to its approximate distribution � is called
a Bartlett correction. Cordeiro and Cribari-Neto (2014) provides an introduc-
tion to this type of correction. Hawkins and Zamba (2005) obtains a Bartlett
correction to the log-likelihood ratio (2.6) by �nding a dividing factor that
makes the expectation of the log-likelihood ratio equal to the expectation of
its asymptotic distribution. More precisely, a Bartlett correction C(k, t) for
2λ(k, t, x̄, S2) is given by

E
[
2λ(k, t, x̄, S2)/C(k, t)

]
= 2

C(k, t) = E
[
2λ(k, t, x̄, S2)

]
/2.
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Hawkins and Zamba (2005) uses a second order Taylor expansion to �nd
the expected log-likelihood ratio, but it can be found analytically by consid-
ering the expectation of logS2

k,t. Since it will prove to be useful for later,
we derive the exact expectation as an example here. It is well known that
(t− k)S2

k,t ∼ χ2
t−k−1. In addition, if X ∼ χ2

m, it is known that

E[logX] = log 2 + ψ(m/2). (2.7)

See Pav (2015), for instance. The function ψ(x) refers to the digamma func-
tion, de�ned as the logarithmic derivative of the gamma function, known from
the gamma distribution. As a result, the Bartlett correction is given by

E[2λ(k, t, x̄, S2)] =tE
[

logS2
0,t

]
− kE

[
logS2

0,k

]
− (t− k)E

[
logS2

k,t]

=tE
[

log
(
tS2

0,t

)
− log t

]
− kE

[
log
(
kS2

0,k

)
− log k

]
− (t− k)E

[
log
(
(t− k)S2

k,t

)
− log(t− k)

]
2C(k, t) =− t log t+ k log k + (t− k) log(t− k)

+ tψ
( t− 1

2

)
− kψ

(k − 1

2

)
− (t− k)ψ

( t− k − 1

2

)
.

In total, the corrected log-likelihood ratio statistic becomes

2λ(k, t, x̄, S2)/C(k, t). (2.8)

We can thus express the corresponding GLR stopping rule of Hawkins and
Zamba as

THZ(b) = inf
{
t ≥ 4 : max

0≤k<t
2λ(k, t, x̄, S2)/C(k, t) ≥ b

}
. (2.9)

Note that t has to be at least 4 because both S2
0,k and S

2
k,t need at least two

observations to not be equal to 0.

Now, why is the Bartlett correction needed? There are two related rea-
sons. First, since the threshold b is calibrated with respect to the in-control
distribution, a reasonable ideal seems to be that the probability of the log-
likelihood ratio raising above the threshold should be as equal as possible for
all combinations of (k, t). If the null distribution varies too much for each time-
point t and possible change-point k, then certain combinations (k, t) will be
signi�cantly more probable to raise the log-likelihood ratio over the threshold
b and signal a false alarm than others. To uphold the ideal without a Bartlett
correction would entail to make the threshold depend on (k, t). When b is
found by Monte Carlo simulation, this is cumbersome and impractical. In our
case, the uncorrected log-likelihood ratio under the null hypothesis has both
a slightly increasing mean and variance as (t − k) becomes smaller, with a
maximum at t− k = 2 (Figure 2.2, top panel). This is because as few as two
observations are used in the post-change variance estimate S2

k,t when t−k = 2.
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The corrected log-likelihood ratio under the null hypothesis (Figure 2.2, bot-
tom panel), on the other hand, has a distribution that looks almost identical
for all values of (t− k).

Secondly, the threshold b of an uncorrected procedure is practically cali-
brated with respect to the distributions where t− k = 2, as a consequence of
the elevated mean and variance. This a�ected the ability of the procedure to
detect changes negatively, since the threshold would be set higher than for a
corrected version of the same procedure with the same ARL.
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Figure 2.2. A comparison of the in-control distributions of the uncorrected
and corrected log-likelihood ratio at t = 300 for di�erent potential
change-points k such that t− k = 2, . . . , 201 (the 200 most recent candidate
change-points). Each line in the �gures is one outcome of log-likelihood ratio
values of in total 200 Monte Carlo trials using an i.i.d. standard normal data
stream.

Now that a stopping rule has been established, the �nal ingredient for a
working detection procedure is a threshold. Calculating a threshold b for an
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ARL γ means theoretically to solve an equation of the form

E∞[T (b)] = γ (2.10)

for b. Neither the distribution nor the expectation of THZ(b) is known, but
simulation can provide an arbitrarily accurate estimate given enough time. To
illustrate, let b0 be an initial guess at a solution. Generating data from the
null distribution, and then running the procedure with the threshold set to
b0, will result in a run length T1(b0). Repeating this S times will result in the
ARL estimate

γ̂(b0) =
1

S

S∑
s=1

Ts(b0).

If γ̂(b0) is su�ciently close to the prescribed γ with high con�dence, b0 is an
approximate solution. If not, set a new threshold b1, obtain γ̂(b1), and repeat
until an approximate solution is reached. We will consider the approximate
solution close enough when it is within ±2.5% of γ with 95% con�dence.



3

Multi-stream change

detection

This chapter contains the core theory of the thesis, where we will ultimately
derive two new multivariate generalizations of the GLR detection statistic in
Section 2.3. Generalizing to high-dimensional streams is not straightforward,
so we begin with a brief discussion of the increasing complexity of this set-
ting in Section 3.1. Then we review and elaborate upon two approached to
multi-stream detection for a change in the mean in Section 3.2. The �rst is
the mixture approach, which is based on assuming that the multi-stream is a
mixture of single-streams that are a�ected or una�ected by a change. Sparse
changes can be detected very quickly this way. The multi-stream is assumed
to consist of independent streams, and we extend the procedure to detection
of changes in the mean and/or variances of the single-streams in 3.3. The
second mean change detection procedure also assumes that the streams are
independent, but detects changes after the data stream has been projected into
a lower-dimensional space. We therefore call this the projection approach. In
our extension in Section 3.4, we let the multi-stream have any covariance ma-
trix, and aim to detect changes in the mean and/or entire covariance matrix.

3.1 Generalizing to higher dimensions

In chapter 2, we considered the growing scalar sequence x1, x2, . . .. Now inter-
est lies in the vector sequence x1,x2, . . . in RN , so N observations are collected
at each time-step t, rather than one. As for single-streams, the change detec-
tion procedure is updated for every new xt+1. Hence at each t, we now have

17
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the matrix of observations

Xt =


x1,1 x1,2 · · · x1,t
x2,1 x2,2 · · · x2,t
...

...
. . .

...
xN,1 xN,2 · · · xN,t

 ,

where a new column is appended at each time-step.
When N is a large number the stream is �high-dimensional�. For some

applications, N ≥ 100 is considered high-dimensional, while in others, �high-
dimensionl� can be as low as N ≥ 10. The detection procedures for multi-
streams should ideally be valid for any N , and methods developed easily scal-
able. Hence, making computationally fast procedures is a much more pressing
issue than for single-streams.

When going from one to several streams, simply running a univariate pro-
cedure on each stream quickly turns out to be a bad idea. This approach has
at least two de�ciencies: (1) The correlations between streams are not taken
into account, and (2) the detection does not borrow strength across streams.
By (2) we mean that if 10 out of 10 streams are a�ected by a change, then
all these 10 streams must detect this independently, which takes longer than
some aggregate statistic of these 10 streams possibly could. This is especially
the case if the change is small. In addition, we would have to correct for the
number of tests being performed, since with a signi�cance level of 0.05, every
20th test is expected to reject the null hypothesis by chance.

The nature of the change detection problem is exponentially more complex
for multi-streams than for single-streams. Extra challenges, besides correlation
between streams, include:

� Which and how many of the streams are a�ected by a change is unknown.

� Changes of di�erent sizes can happen in di�erent streams at di�erent
times.

Because there are so many parameters that determine a given change scenario,
developing a generic detection procedure that work well for all scenarios is very
di�cult, and perhaps not even possible. In practice, e�cient multi-stream
change detection depends strongly on prior knowledge about what types of
changes are interesting, as will become clear in Chapter 5. The methods devel-
oped later touch upon all of these extra challenges to di�erent degrees, except
that we will always assume that a change happens simultaneously across all
a�ected streams.

3.2 Procedures for a change in mean

Two families of likelihood ratio based procedures for quickly detecting that
the mean has changed in high-dimensional data streams are presented in this
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section. First, the mixture procedure in Section 3.2.1, due to Xie, Siegmund,
et al. (2013), then the projection procedure of Cao et al. (2016) in Section
3.2.2. The focus lies on getting familiar with the multivariate setting, the
exact problem formulations and arguments for deriving the procedures, as this
is what we need before extending the procedures in the next two sections. A
more detailed derivation of the detection statistics is included here compared
to the respective papers.

3.2.1 Mixture procedures

Assume there are N independent data streams that are also independent in
time. For each stream n = 1, . . . , N , we observe the standard normally dis-
tributed xn,t, for t = 1, 2, . . .. At an unknown time-point κ ≥ 0, an unknown
subset N of the N streams is a�ected by a change. The complementary set
of streams, N c, is not a�ected. The proportion of a�ected streams is denoted
by p = |N |/N , where |N | is the cardinality, or �size�, of N . After the change-
point, for all t > κ, the mean of the a�ected streams has jumped to µn > 0.
Let xt = (x1,t, . . . , xN,t)

ᵀ
, and µ = (µ1, . . . , µN )

ᵀ
. In addition, N(µ,Σ) de-

notes the multivariate normal distribution with mean vector µ and covariance
matrix Σ, where the dimension of the distribution is suppressed in the nota-
tion and have to be read from the parameters. Now the mixture procedure
emerges from the hypothesis testing problem (Xie, Siegmund, et al., 2013,
p. 4):

H0 : xt ∼ N(0, I), t = 1, 2, . . .

H1 : xt ∼ N(0, I), t = 1, 2, . . . , κ,

xt ∼ N(µ, I), t = κ+ 1, κ+ 2, . . . ,

where µn > 0 for n ∈ N and µn = 0 for n ∈ N c

(3.1)

In other words, for each new observation xt we want to test whether there
exists a change-point κ < t that divides |N | of the streams into two segments
in time with di�erent means or not. How the unknown subset of a�ected
streams N is handled is treated shortly.

Remarks. (i) Note that the alternative hypothesis is one-sided. If we want to
do a two-sided test, we can run two simultaneous one-sided tests, and adjust
the detection boundaries to achieve the original ARL. A test for a decrease in
the mean can be obtained analogously.

(ii) For the a�ected streams, µn > 0 for all t > κ, i.e., we assume that the
change is persistent and not transient.

Xie, Siegmund, et al. (2013) proposes stopping rules based on either pre-
specifying a change in mean µn = µ0 > 0 for n ∈ N � a CUSUM type
statistic � or using the maxmimum likelihood estimator µ̂n � a GLR type
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statistic. The latter is the most interesting since we would like the detection
process to be as automatic as possible, without having to set some guessed
size of the change. Thus we only concentrate on the rule based on µ̂ in what
follows.

To �nd the likelihood ratio test statistic for the hypothesis testing prob-
lem (3.1), assume there is a change-point at κ = k, and hypothesize that a
fraction p0 of the streams are a�ected. Recall that N(x|µ, σ2) denotes the
normal probability density function with mean µ and variance σ2. The global
likelihood ratio Λ(t, k,µ, p0) for observations in all streams, at time t, can
then be expressed as below.

Λ(t, k,µ, p0)

=
N∏
n=1

k∏
i=1

N(xn,i|0, 1)

[
(1− p0)

t∏
i=k+1

N(xn,i|0, 1) + p0
t∏

i=k+1

N(xn,i|µn, 1)

]
t∏
i=1

N(xn,i|0, 1)

=
N∏
n=1

(1− p0)
t∏

i=k+1

exp[−xn,i/2] + p0 exp
[
− (x2n,i − 2xn,iµn + µ2n)/2

]
t∏

i=k+1

exp[−x2n,i/2]

=
N∏
n=1

(
1− p0 + p0 exp

[
t∑

i=k+1

xn,iµn − µ2n/2
])

.

Taking the logarithm gives us the global log-likelihood ratio,

λ(t, k,µ, p0) =

N∑
n=1

log

(
1− p0 + p0 exp

[
t∑

i=k+1

xn,iµn − µ2n/2
])

. (3.2)

The expression in the exponent of 3.2 is the log-likelihood up to a constant
of the observations from stream n, in the time interval after an assumed change
k < i ≤ t. We denote it by

`n(t, k, µn) =

t∑
i=k+1

(
µnxn,i − µ2n/2

)
. (3.3)

In total, the global log-likelihood ratio becomes

λ(t, k,µ, p0) =

N∑
n=1

log
(
1− p0 + p0 exp[`n(t, k, µn)]

)
, (3.4)

suggesting GLR stopping rules on the form

T (p0) = inf

{
t ≥ 1 : max

0≤k<t

N∑
n=1

log
(
1− p0 + p0 exp[`n(t, k, µ̂n)]

)
≥ b
}
. (3.5)
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Compared to the one-dimensional case, this is a very similar rule; raise an
alarm the �rst time the log-likelihood ratio, maximized with respect to possible
change-points, becomes larger than some threshold b.

Since Xie, Siegmund, et al. (2013) only consider an increased mean, they
insert the positive part of the maximum likelihood estimator,

µ̂+n =
1

t− k

( t∑
i=k+1

xn,i

)+

, (3.6)

into (3.4). By evaluating `n(t, k, µ̂+n ) the statistic can be simpli�ed somewhat,
making it more e�cient for computation.

`n(t, k, µ̂+n ) =
1

t− k

( t∑
j=k+1

xn,j

)+ t∑
i=k+1

xn,i − 1

2(t− k)

( t∑
j=i+k

xn,j

)+


=
1

2(t− k)

[( t∑
i=k+1

xn,i

)+
]2
.

Setting

Un,k,t = (t− k)−1/2
t∑

i=k+1

xn,i,

we get
`n(t, k, µ̂+n ) =

(
U+
n,k,t

)2
/2.

Finally, we have the stopping rule as de�ned in Xie, Siegmund, et al. (2013),

TMµ(p0) = inf

{
t ≥ 1 : max

t−w≤k<t

N∑
n=1

log
(

1− p0 + p0 exp[
(
U+
n,k,t

)2
/2]
)
≥ b
}
,

(3.7)
where w is the window size, which is treated below. In the subscript of
TMµ(p0), the �M� signi�es that the procedure is of a mixture type, and the
�µ� speci�es that it is for a change in mean.

The window size w limits the amount of previous time-points that are
considered as a possible change-point. Introducing a window is primarily to
reduce the computational cost. Otherwise, it would grow with t since the
likelihood ratio would have to be computed for one extra possible k for every
new time-step. Importantly, this does not mean that observations outside
the window are discarded, but merely that a maximum of w previous times
are considered as change-points. Information from observations outside the
window is still kept through the summary statistics.

The e�ect of using a window for detecting changes in the mean, and guide-
lines on setting appropriate windows, is studied in Lai (1995). A consequence
of using a window such as here is that only changes over a certain size can
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be detected e�ectively. This boundary size of a change is connected to the
ARL γ and the window w through the relation

√
2 log γ/w. For instance, an

ARL of 5000 and w of 200, as is used in Xie, Siegmund, et al. (2013), will be
ine�cient at detecting changes smaller than approximately 0.25.

Discussion. The mixture procedure has the drawback of having to guess
the proportion of a�ected streams p0. This is remedied somewhat by the
procedure's robustness to small misspeci�cations of p0 (Xie, Siegmund, et
al., 2013, p. 686), which is also con�rmed in our simulation experiments in
Chapter 5. To further increase robustness, running two or several procedures
with di�erent choices of p0 in parallel is possible, but at a great computational
cost.

An advantage of setting p0 without depending on the data is that the
method computationally scales better with N . If p0 depended on the data,
the computing task would become tougher and tougher as N grows.

Another point regards the assumption of independent data streams. If the
data stream has a known covariance matrix Σ, it can be used to obtain a
data stream with covariance matrix I. A whitening transformation is a linear
transformation that transforms a vector of random variables with covariance
matrix Σ to a vector of random variables with covariance matrix I. I.e., the
new set of variables is both decorrelated and normalized. A vector x with
covariance matrix Σ is whitened by Σ−1/2x, since

Var[Σ−1/2x] = Σ−1/2Σ(Σ−1/2)
ᵀ

= I.

The last transition is seen to follow when expressing Σ by its singular value
decomposition.

Optimal sequential detection. In Chan (2015), a modi�ed version of the
stopping rule TMµ(p0) is proven to be asymptotically optimal in terms of EDD
for detecting mean shifts when N goes to in�nity and the true proportion of
a�ected streams p is assumed known. However, to derive stopping rules for
detecting changes in variance in addition to the mean we will use likelihood
ratio methodology aligned with the theory in this section. Therefore we will
not go into this new optimal procedure for mean detection here, as it does not
serve the main purpose of the thesis in Section 3.3 and 3.4.

3.2.2 Projection procedures

We now turn to an alternative approach for detecting changes in the mean,
developed in Cao et al. (2016). It is based on �rst projecting the data streams
into a lower dimensional space, then detecting changes using the projected
streams. Letting xt denote the original data stream and At the Mt × N
projection matrix at time t, where Mt << N , gives us

yt = Atxt
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as the projected data stream. Note that we by a projection matrix here simply
mean some matrix transformation that reduces the dimensions of the original
data stream.

We let the projection matrix vary over time, both its values and the di-
mension. We concentrate on this very general setup because more applications
can �t into this framework. Cao et al. (2016) illustrates for example how time-
varying projections can be used to handle missing data through 0-1-matrices
At. Additionally, it allows us to introduce the linear algebra concept of a
pseudo-inverse, which we will need for later. However, a much simpler statis-
tic can be found by forcing At = A for all t. At the end of the section, we
will state the stopping rule for this case as well, and this version is what we
will use when exploring the methods numerically in Chapter 5.

What is not stated in Cao et al. (2016), but has become clear through
working on the thesis, is that the At's must have linearly independent rows
to guarantee AtA

ᵀ
t to be invertible. This is needed for the likelihood (3.9)

below to be de�ned. Such an assumption makes the arguments to derive
the stopping rule slightly di�erent from those in the paper, so several of the
arguments below are our own. The authors of Cao et al. (2016) have been
made aware of this, and they will redo their derivations in a revised version.

The problem for the projection procedure starts with a hypothesis test for
the original data stream xt. It is almost the same as for the mixture procedure
(3.1), with the exception being that it is not assumed that only some fraction
of the streams are a�ected in the alternative hypothesis. Such an assumption
would be super�uous from the point of view of the projected stream since for
a speci�ed t > κ,

E[yt] = Atµ =


a1,1µ1 + a1,2µ2 + · · · a1,NµN
a2,1µ1 + a2,2µ2 + · · · a2,NµN

...
aM,1µ1 + aM,2µ2 + · · · aM,NµN

 .

Hence, sparsity in µ is not transferred to the post-change mean vector of yt.

Translated into hypotheses about the projected data stream yt, we are
considering the problem:

H0 : yt ∼ N(0,AtA
ᵀ
t ), t = 1, 2, . . .

H1 : yt ∼ N(0,AtA
ᵀ
t ), t = 1, 2, . . . , κ,

yt ∼ N(Atµ,AtA
ᵀ
t ), t = κ+ 1, κ+ 2, . . . , (3.8)

where κ ≥ 0 is the unknown change-point as before. Analogous to the like-
lihood ratio for the mixture statistic, the alternative and null hypotheses are
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equal until time k + 1, giving us the likelihood ratio

Λ(t, k,µ)

=

t∏
i=k+1

(2π)−Mt/2|AiA
ᵀ
i |−1/2 exp

[
− 1

2(yi −Aiµ)
ᵀ
(AiA

ᵀ
i )
−1(yi −Aiµ)

]
(2π)−Mt/2|AiA

ᵀ
i |−1/2 exp

[
− 1

2yᵀ
i (AiA

ᵀ
i )
−1yi

]
=

t∏
i=k+1

exp
[
y
ᵀ
i (AiA

ᵀ
i )
−1Aiµ−

1

2
µ
ᵀ
A

ᵀ
i (AiA

ᵀ
i )
−1Aiµ

]
.

Thus, the log-likelihood statistic is

λ(t, k,µ) :=
t∑

i=k+1

[
y
ᵀ
i (AiA

ᵀ
i )
−1Aiµ−

1

2
µ
ᵀ
A

ᵀ
i (AiA

ᵀ
i )
−1Aiµ

]
(3.9)

Next, �nding the maximum likelihood estimator µ̂ is more complicated
than in the mixture procedure, and most of the rest of this section is devoted
to �nding it, before the stopping rule is stated at the end. Note that µ̂ also
depends on the potential change-point k and current time t, although it is
suppressed in the notation. First, we take the derivative of λ(t, k,µ) with
respect to µ and equate it to zero, yielding[

t∑
i=k+1

A
ᵀ
i (AiA

ᵀ
i )
−1Ai

]
µ̂ =

t∑
i=k+1

A
ᵀ
i (AiA

ᵀ
i )
−1yi,

on column vector form. Let

Bk,t =

t∑
i=k+1

A
ᵀ
i (AiA

ᵀ
i )
−1Ai ∈ RN×N .

If Bk,t is invertible, the maximum likelihood estimator will simply be

µ̂ = B−1k,t

t∑
i=k+1

A
ᵀ
i (AiA

ᵀ
i )
−1yi. (3.10)

However, this is not the case for all choices of At's with linearly independent
rows and all allowed combinations of k and t. For example, take

At =

(
1 0 0
0 1 0

)
and let k = t− 1. Then

Bt−1,t = A
ᵀ
t (AtA

ᵀ
t )At =

1 0 0
0 1 0
0 0 0

 ,
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which is singular. This leads us on a short detour to introduce the concept of
a pseudo-inverse.

The Moore-Penrose pseudo-inverse utilizes the singular value decompo-
sition of a matrix, given by A = UΣV

ᵀ ∈ Rm×n, where U ∈ Rm×m and
V ∈ Rn×n are orthonormal matrices, while Σ ∈ Rm×n is a diagonal ma-
trix with non-negative values σi, i = 1, . . . ,min(m,n), on the diagonal. When
A is invertible, Σ is of full rank, i.e., σi 6= 0 for all i. Then A−1 = VΣ−1U

ᵀ
,

where

Σ−1 = diag{1/σi}.
This motivates De�nition 3.1.

De�nition 3.1. Let A = UΣV
ᵀ
be the singular value decomposition of

A ∈ Rm×n, where A can be of any rank. The unique pseudo-inverse A† of A
is given by A† = VΣ†U

ᵀ
, where Σ† is a diagonal matrix with entries 1/σi if

σi > 0 and 0 if σi = 0.

To use the pseudo-inverse we need to know some properties of it. The ones
we need for later are summarized in Proposition 3.2. We have not included
proofs of the properties here, but they can be found in the standard reference
Ben-Israel and Greville (2003), or in a note by David A. Clark
(http://faculty.rmc.edu/davidclark/math/papers/pseudoinverse.pdf, downloaded
November 30, 2016).

Proposition 3.2. Let A be an m × n matrix with pseudo-inverse A†. De-

note the column space of A by Col(A) and the row space Col(A
ᵀ
). Then the

following holds:

(i) A = AA†A.

(ii) A† = A†AA†.
(iii) (AA†)

ᵀ
= AA†.

(iv) (A†A)
ᵀ

= A†A.

(v) If A is invertible, then A† = A−1.
(vi) A†Ax = x when x ∈ Col(Aᵀ

).
(vii) Col(A†) = Col(A

ᵀ
).

(viii) (A†)
ᵀ

= (A
ᵀ
)†.

(ix) A†b is the minimum least squares solution to Ax = b.

Remarks. The properties (i)-(iv) entail that A also is the pseudo-inverse of
A†. (v) means that the pseudo-inverse reduces to the regular inverse when A
is invertible, and (vi) states that the pseudo-inverse acts as a regular inverse
on A when x is in the row space of A. Lastly, (ix) implies that A† is the best
approximate solution to any linear matrix equation in a least squares sense.

Now we can continue where we left at the maxmimum likelihood estimator
for µ. In Cao et al., 2016, these �nal arguments towards the log-likelihood
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ratio statistic are not given, so the rest is self-produced. Since the pseudo-
inverse exists for any matrix, we have a best approximate solution even in the
case of a singular Bk,t in (3.10) by Proposition 3.2(ix). Replacing the regular
inverse with the pseudo-inverse therefore gives us the general maxmimum
likelihood estimator

µ̂ = B†k,t

t∑
i=k+1

A
ᵀ
i (AiA

ᵀ
i )
−1yi. (3.11)

Before inserting this µ̂ back into (3.9), set

zk,t =

t∑
i=k+1

Ai(AiA
ᵀ
i )
−1yi.

With µ̂ = B†k,tzk,t, we get

λ(t, k, µ̂) =

t∑
i=k+1

y
ᵀ
i (AiA

ᵀ
i )
−1AiB

†
k,tzk,t

− 1

2

t∑
i=k+1

z
ᵀ
k,t(B

†
k,t)

ᵀ
A

ᵀ
i (AiA

ᵀ
i )
−1AiB

†
k,tzk,t

= z
ᵀ
k,tB

†
k,tzk,t −

1

2
z
ᵀ
k,t(B

†
k,t)

ᵀ
Bk,tB

†
k,tzk,t. (3.12)

This expression can be simpli�ed further by proving the equality

(B†k,t)
ᵀ
Bk,tB

†
k,t = B†k,t. (3.13)

To do this, we will show that B†k,t is symmetric, so that

(B†k,t)
ᵀ
Bk,tB

†
k,t = B†k,tBk,tB

†
k,t = B†k,t

by Proposition 3.2(ii).

First observe that if Bk,t = B
ᵀ
k,t, then

B†k,t = (B
ᵀ
k,t)
† = (B†k,t)

ᵀ
,

where the last equality follows from Proposition 3.2(viii). In words, if Bk,t is

symmetric, the pseudo-inverse B†k,t is symmetric. Hence, it su�ces to show
that Bk,t is symmetric. To do this, we use the singular value decomposition of
Ai. So let Ai = UiΣiV

ᵀ
i , where Ui ∈ RMi×Mi , Σi ∈ RMi×N and Vi ∈ RN×N .
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Then we obtain

Bk,t =

t∑
i=k+1

A
ᵀ
i (AiA

ᵀ
i )
−1Ai

=

t∑
i=k+1

ViΣ
ᵀ
iU

ᵀ
iUi(ΣiΣ

ᵀ
i )
−1U

ᵀ
iUiΣiV

ᵀ
i

=

t∑
i=k+1

ViΣ
ᵀ
i (ΣiΣ

ᵀ
i )
−1ΣiV

ᵀ
i . (3.14)

Now observe that the product of the singular value matrices in the last line
above is almost an identity matrix.

Σ
ᵀ
i (ΣiΣ

ᵀ
i )
−1Σi =

(
IMi 0Mi×(N−Mi)

0(N−Mi)×Mi
0(N−Mi)×(N−Mi)

)
.

Multiplying this �incomplete� identity matrix with Vi from the right sets the
N − Mi right-most columns of Vi to 0, making it not the inverse of V

ᵀ

anymore. Lastly, let vj,k be the elements of a speci�c Vi, then

ViΣ
ᵀ
i (ΣiΣ

ᵀ
i )
−1ΣiV

ᵀ
i =


∑
v21,k

∑
v1,kv2,k . . .

∑
v1,kvN,k∑

v2,kv1,k
∑
v22,k . . .

∑
v2,kvN,k

...
...

. . .
...∑

vN,kv1,k
∑
vN,kv2,k . . .

∑
v2N,k

 ,

where the sums run for k = 1, . . . ,Mi, and not until N as a consequence
of the �incomplete� identity matrix. Thus, we see that each term in (3.14)
is symmetric, entailing that the whole sum is symmetric, which is what we
wanted to prove.

Finally, we can get back to the log-likelihood expression (3.12) again. Now
we can write it as

λ(t, k, µ̂) = z
ᵀ
k,tB

†
k,tzk,t −

1

2
z
ᵀ
k,tB

†
k,tzk,t

=
1

2

(
t∑

i=k+1

A
ᵀ
i (AiA

ᵀ
i )
−1yi

)ᵀ

B†k,t

(
t∑

i=k+1

A
ᵀ
i (AiA

ᵀ
i )
−1yi

)
.

(3.15)

Without specifying the form of the At's, we can't simplify (3.15) any further.
Hence, the general stopping rule with time-varying projections in Cao et al.
(2016) becomes

TPµ(Mt) = inf

{
t ≥ 1 : max

t−w≤k<t
λ(t, k, µ̂) ≥ b

}
, (3.16)
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for a suitable threshold b > 0. In the naming of the stopping rule, �P� indicates
that this is a projection stopping rule, and �µ� that it is for mean change
detection only, while Mt signi�es that the projections are time-varying.

When the projections are �xed, At = A for all t, the stopping rule TPµ
reduces to

TPµ(M) = inf

{
t ≥ 1 : max

t−w≤k<t

t− k
2

ȳTk,t(AAT )−1ȳk,t > b

}
. (3.17)

The derivation of this stopping rule follows a similar pattern as for the general
case, although much simpler. Note that if A = IN , this procedure is equivalent
to the mixture procedure with p0 = 1. In Section 3.4 we will use similar
methodology to extend the stopping rule for �xed projections to detection of
changes in the covariance matrix as well.

3.3 Mixture procedures for a change in mean
and/or variance

Until now we have reviwed methods for detecting abrupt changes in the mean.
In this section, we use the basic principles of the mixture procedure (3.4) from
Xie, Siegmund, et al. (2013) to derive a detection statistic that detects abrupt
changes in the mean, the variance or both.

First we need some notation. Let µ = (µ1, . . . , µN )
ᵀ
and σ2 = (σ21, . . . , σ

2
N )

ᵀ
.

By diag{σ2}, we will mean the diagonal matrix with the vector σ spanning
the diagonal. Recall that N ⊆ {1, 2, . . . , N} denotes the true subset of streams
a�ected by a change, while p = |N |/N is the corresponding proportion of af-
fected streams. The true change-point is denoted by κ, but it must be greater
than or equal to 1 for the hypothesis test below to be meaningful. The relevant
hypothesis testing problem is now

H0 : xt ∼ N
(
µ0, diag{σ2

0}
)
, t = 1, 2, . . .

H1 : xt ∼ N
(
µ1, diag{σ2

1}
)
, t = 1, 2, . . . , κ,

xt ∼ N
(
µ2, diag{σ2

2}
)
, t = κ+ 1, κ+ 2, . . . ,

where µ1,n 6= µ2,n and σ21,n 6= σ22,n only for n ∈ N .

(3.18)

The hypothesis testing problem states that we want to test for the existence of
a time-point κ ≥ 1, where the data strongly suggests that 100p% of the data
streams are more correctly modelled as having di�erent mean and/or variance
before and after t = κ, instead of being stationary. Note that it is also assumed
that this change happens to the mean and variance simultaneously, and then
persists for all t > κ.

Remark. For the mixture procedure for a change in mean, we saw that the
assumption of the data streams being independent with variance 1 can be
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upheld when xt has known covariance matrix through a whitening transfor-
mation. In the setting of a changing variance, a similar point can be made,
with the di�erence that it is su�cient to know the correlation matrix. The
correlation matrix can be used to decorrelate the data such that xt is trans-
formed to get a diagonal covariance matrix. A decorrelation transformation
can be constructed from the eigenvectors of the correlation matrix.

3.3.1 The detection statistic

Like for the mean detection procedure, we introduce an hypothesized propor-
tion of a�ected streams p0. With an assumed change-point at κ = k, the
likelihood ratio is given by

Λ(k, t,µ,σ2, p0)

=
N∏
n=1

(1− p0)
t∏
i=1

N(xn,i|µn,0, σ2n,0) + p0
k∏
i=1

N(xn,i|µn,1, σ2n,1)
t∏

i=k+1

N(xn,i|µn,2, σ2n,2)
t∏
i=1

N(xn,i|µn,0, σ2n,0)

=

N∏
n=1

1− p0 + p0

k∏
i=1

N(xn,i|µn,1, σ2n,1)
t∏

i=k+1

N(xn,i|µn,2, σ2n,2)
t∏
i=1

N(xn,i|µn,0, σ2n,0)

 .

For compactness, let

Un,j(k, t) =
1

2σ2n,j

t∑
i=k+1

(xn,i − µn,j)2, j = 0, 1, 2.

Then the log-likelihood ratio for each data stream n = 1, . . . , N can be ex-
pressed as

`(k, t, µn, σ
2
n, p0)

= log
[
1− p0 + p0(σ

2
n,0)

t
2 (σ2n,1)

− k
2 (σ2n,2)

− t−k
2 exp

{
Un,0(0, t)− Un,1(0, k)− Un,2(k, t)

}]
.

The log-likelihood ratio is maximized by the maximum likelihood estima-
tors,

x̄n,k,t =
1

t− k
t∑

i=k+1

xn,i, S2
n,k,t =

1

t− k
t∑

i=k+1

(xn,i − x̄n,k,t)2.
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Replacing the parameters in Un,j(k, t) with these estimators (making the j
subscript obsolete) reveals that

Ûn,j(k, t) =
1

2S2
n,k,t

t∑
i=k+1

(xn,i − x̄n,k,t)2

=
1

2S2
n,k,t

(t− k)S2
n,k,t

=
t− k

2
.

Hence, for each n, the maximized log-likelihood ratio becomes

`(k, t, x̄n, S
2
n, p0)

= log

[
1− p0 + p0(S

2
n,0,t)

t
2 (S2

n,0,k)
− k

2 (S2
n,k,t)

− t−k
2 exp

{
t

2
− k

2
− t− k

2

}]
= log

[
1− p0 + p0 exp

{
t

2
logS2

n,0,t −
k

2
logS2

n,0,k −
t− k

2
logS2

n,k,t

}]
.

Summing over all n gives us the global log-likelihood ratio,

λ(k, t, x̄, S2, p0) =

N∑
n=1

`(k, t, x̄n, S
2
n, p0). (3.19)

Ideally, we would now declare the mixture stopping rule as

T = inf
{
t ≥ 4 : max

2≤t−k≤w+1
λ(k, t, x̄, S2, p0) ≥ b

}
. (3.20)

Such a stopping rule would check for the t − 3 most recent possible change-
points at each time-step when t ≤ w+3, and the w most recent ones when t >
w+ 3. However, the distribution of λ(k, t, x̄, S2, p0) under the null hypothesis
of no change depends quite heavily on (t−k) (Figure 3.1), like in the univariate
case in Section 2.3. We see that large values of the likelihood ratio are most
likely at t − k = 2, where the peaks are located, then the chance decreases.
Such a stopping rule would have low detection power outside the immediate
vicinity of t− k = 2 because the threshold b is calibrated with respect to the
maximum over the window under the null distribution. In other words, way
more extreme observations would be needed farther away from t−k = 2 for an
alarm to be raised. In the next section we �nd a correction for this skewness.

Remark. When t ≤ w + 3 an equivalent peak of the log-likelihood distribu-
tions is found at t = 2 as for t − k = 2 because just as few observations are
used in S2

n,0,k as in S
2
n,k,t. For t ≥ w+3, the minimum number of observations

used in S2
0,k also grows because of the window, so the mean log-likelihood ratio
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Figure 3.1. The in-control distributions of the uncorrected mixture
log-likelihood ratio (3.19) at t = 300 for di�erent potential change-points k
in a window of size w = 200, for p0 = 0.1 and p0 = 0.3. This is a
representative picture of the distributions for approximately t ≥ w + 10.
Each line in the �gures is one outcome of log-likelihood ratio values of in
total 200 Monte Carlo trials using an i.i.d. standard multivariate normal
data stream with N = 100.

quickly �attens out on this side of the window. To avoid a messy discussion
below, we pretend t is large enough for there to be only a single peak in the
window. Nonetheless, all the following points made about S2

k,t are equally

applied to S2
0,k when t is small.

3.3.2 A corrected detection statistic

Correcting for the non-identical distributions of the log-likelihoods (3.19) within
each window can be done in at least four ways:

(1) Dividing λ(k, t, x̄, S2, p0) by a value that varies with (k, t).
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(2) Standardizing λ(k, t, x̄, S2, p0). I.e., subtracting its expected value, then
dividing by its standard deviation.

(3) Using the distribution of λ(k, t, x̄, S2, p0) to �nd a P-value for each pos-
sible change-point k at each time-step, then compare the minimum of
these to a threshold.

(4) Using non-constant thresholds bk,t(p0).

It is important to keep in mind that large-sample results are of no help here
since the sample sizes are exactely what we want to correct for.

We have chosen alternative (1) in the form of a Bartlett correction, in-
troduced in Section 2.3. The next section contains a thorough discussion of
the di�erent options. In essence, the distribution of λ(k, t, x̄, S2, p0) under
H0 is unavailable, and so is its standard deviation, excluding alternatives (2)
and (3). (4) is too inconvenient, since without the distribution of the log-
likelihood, we would have to �nd and store threshold values by simulation
over a a three-dimensional grid of input-values.

The Bartlett correction Cp0(k, t) for the mixture log-likelihood ratio is
found by setting up the same type of equation as in the univariate case. Let
A(p0) be the expected value of the asymptotic distribution of the log-likelihood
ratio under the null hypothesis for a given p0.

E
[
λ(k, t, x̄, S2, p0)/Cp0(k, t)

]
= A(p0)

Cp0(k, t) = E
[
λ(k, t, x̄, S2, p0)/A(p0)

]
.

With N data streams and p0 = 1, the asymptotic null-distribution of two
times the log-likelihood ratio 2λ(k, t, x̄, S2, p0) is known to be chi-square with
N degrees of freedom by standard results on likelihood ratio tests (Berger and
Casella, 2002, p. 490). For other values of p0, the asymptotic distribution
is unknown, and so is E[λ(k, t, x̄, S2, p0)]. However, good estimates can be
obtained from simulation at the cost of restricting the general applicability of
the procedure. Details are given in Section 3.3.3.

Finally, we de�ne the mixture log-likelihood ratio statistic for detecting
changes in the mean and/or variance as

λ(k, t, x̄, S2, p0)/Cp0(k, t). (3.21)

The corresponding stopping rule is

TM (p0) = inf
{
t ≥ 4 : max

2≤t−k≤w+1
λ(k, t, x̄, S2, p0)/Cp0(t− k) ≥ b

}
. (3.22)

Because we estimate the Bartlett correction, this stopping rule has to be
modi�ed somewhat. The �nal version that we will use in the rest of the thesis
is given in (3.24), while (3.22) can be viewed as the stopping rule given a
Bartlett correction found theoretically. Figure 3.2 shows that the corrected
detection statistic behaves as we want it to, with an approximately equal
distribution for di�erent values of t− k.
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Figure 3.2. The in-control distributions of the corrected mixture
log-likelihood ratio (3.19) at t = 300 for di�erent potential change-points k
in a window of size w = 200, for p0 = 0.1 and p0 = 0.3. This is a
representative picture of the distributions for approximately t ≥ w + 10.
Each line in the �gures is one outcome of log-likelihood ratio values of in
total 200 Monte Carlo trials using an i.i.d. standard multivariate normal
data stream with N = 100.

3.3.3 Computation

This section deals with implementational details of the mixture detection pro-
cedure.

Estimating the expected log-likelihood ratio. It is intractable to es-
timate E[λ(k, t, x̄, S2, p0)] for all combinations of (k, t) for each p0. For this
reason, we have made one simpli�cation and one restriction, so that in total w
estimates per desired value of p0 is su�cient. The restriction is that t ≥ w+10
before detection can start. From that time-point and onwards, the expected
log-likelihood ratios in a window changes very little as t grows; the expected
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values for k such that 2 ≤ t− k ≤ w+ 1 at t = w+ 10 is approximately equal
to those at t = w + 200, for instance. Consequently, the restriction justi�es
making the simpli�cation that the Bartlett correction only depends on the
di�erence between t and k,

Cp0(k, t) ≈ Cp0(t− k).

Hence, for a given p0, one expected value is needed for every 2 ≤ t−k ≤ w+1,
w in total.

The required expected values can be estimated for each p0 by simulating
draws from the N(0, I)-distribution, then estimating the expected value by

1

S

S∑
s=1

1

t∗ − (w + 10)

t∗∑
t=w+11

2λs(k, t, ȳ,S), (3.23)

where S is the number of simulated streams and t∗ a chosen length of the
streams in each simulation. What value of t∗ is reasonable depends on the
wanted ARL, as this determines what stream lengths are probable before a
false alarm is given. Since we will use an ARL of 500 when running simulations
in Chapter 5, we have estimated the expected values by setting a t∗ that gives
500 full-length windows, i.e., t∗ = w+510. S was set to 2000 for a total of 106

simulated observations being averaged to form the expected value estimates.
We can use standard normal observations to simulate the null-distribution

of λ(k, t, x̄, S2, p0) since the log-likelihood ratio is invariant to a�ne trans-
formations of the individual data streams. Let zi = axi + b be transformed
observations from a single data stream. Then the mean and variance is given
by

z̄k,t = ax̄k,t + b and Z2
k,t = a2S2

k,t.

It follows that the log-likelihood ratio for the zi's equals the log-likelihood
ratio for the xi's.

`(k, t, z̄, Z2, p0)

= log

[
1− p0 + p0 exp

{
t

2
logZ2

0,t −
k

2
logZ2

0,k −
t− k

2
logZ2

k,t

}]
= log

[
1− p0 + p0 exp

{
−k

2
log

a2S2
0,k

a2S2
0,t

− t− k
2

log
a2S2

k,t

a2S2
0,t

}]
=`(k, t, x̄, S2, p0)

In other words, the distribution of the log-likelihood ratio under the null hy-
pothesis does not depend on the true σ2.

As an approximation for A(p0), we have taken the estimated expected
value for the largest available value of t − k, which is t − k = w + 1. This
roughly corresponds to the right-most points on the mean lines in Figure 3.1,
which suggests that not much is gained by using a higher value of t− k.
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Taking the computational details into account, the stopping rule is most
correctly stated as

TM (p0) = inf
{
t ≥ w+10 : max

2≤t−k≤w+1
λ(k, t, x̄, S2, p0)/Ĉp0(t−k) ≥ b

}
, (3.24)

where Ĉp0(t−k) signi�es that the Bartlett correction is estimated, and depends
on the di�erence t− k rather than the 2-tuple (k, t).

It is important to note that we have restricted the mixture procedure more
than necessary by estimating the expected log-likelihood ratio as described
above. We have done it this way because it is su�cient for a fair comparison
of the methods in Chapter 5. However, given enough time for simulations,
estimates for all combinations of (k, t) when t ≤ w + 10 is possible to attain
with arbitrary accuracy, enabling the procedure to be run from the minimum
of t ≥ 4. These expected values need only be estimated once, and can then
be stored for later use.

Recursive formulas for the sample variance. The mixture procedure
involves 2 · min(t − 2, w + 1) + 1 sample variances for each data stream n,
at each time t. Consequently, appropriate reusage of previous computations
is essential to the speed of the procedure. Table 3.1 illustrates the evolution
of quantities needed to run the detection procedure at each t. Note that for
t ≥ w + 3, the number of quantities does not grow because of the window.

Table 3.1

The sample variances needed for each data stream n at each time t in (3.24).

t S2
0,t S2

k,t S2
0,k

4 S2
0,4 S2

2,4 S2
0,2

5 S2
0,5 S2

2,5 S3,5 S2
0,2 S

2
0,3

6 S2
0,6 S2

2,6 S3,6 S
2
4,6 S2

0,2 S
2
0,3 S

2
0,4

...

w + 3 S2
0,w+3 S2

2,w+3 S
2
3,w+3 · · ·S2

w+1,w+3 S2
0,2 S

2
0,3 · · ·S2

0,w+1

w + 4 S2
0,w+4 S2

3,w+4 S
2
4,w+4 · · ·S2

w+2,w+4 S2
0,3 S

2
0,4 · · ·S2

0,w+2

w + 5 S2
0,w+5 S2

4,w+5 S
2
5,w+5 · · ·S2

w+3,w+5 S2
0,4 S

2
0,5 · · ·S2

0,w+3
...

All the sample variances needed can be computed from the running sum,

ut =
t∑
i=1

xi = ut−1 + xt,
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and the running sum of squares about the sample mean,

V0,t =

t∑
i=1

(xi − x̄0,t)2

= V0,t−1 +
t− 1

t

(
xt −

1

t− 1
ut−1

)2
.

The mean and sample covariance is then given by

x̄k,t =
ut − uk
t− k and S2

k,t =
1

t− kVk,t,

respectively, where

Vk,t = V0,t − V0,k −
k(t− k)

t
(x̄0,k − x̄k,t)2.

3.4 Projection procedures for a change in mean
and/or covariance

Now we derive the extension of the projection procedure (3.17) from Cao et
al. (2016), to include detection of abrupt changes in the covariance matrix in
addition to the mean. That is, we end up with a stopping rule based on a
single statistic that can detect changes occuring in the mean, the covariance
matrix or both. No prior knowledge is assumed about what the in-control
(H0) or out-of-control (H1) parameters are. Among the methods studied in
the thesis, this is the most general due to no restrictions being put on the
covariance matrix.

The hypothesis for an abrupt change in the mean and covariance matrix
at κ ≥ 1 in the original, growing data stream xt (3.25) is similar in fashion to
the mixture hypotheses (3.18).

H0 : xt ∼ N(µx0 ,Σ
x
0), t = 1, 2, . . .

H1 : xt ∼ N(µx1 ,Σ
x
1), t = 1, 2, . . . , κ

yt ∼ N(µx2 ,Σ
x
2), t = κ+ 1, κ+ 2, . . . .

(3.25)

Note again that it is assumed that the change happens to the mean and covari-
ance matrix simultaneously, and then stays that way. The mixture procedure
incorporates the assumption of a sparse change, and assumes that the data
streams are independent or have a known covariance matrix. Here, the spar-
sity assumption is dropped, but the streams can have any covariance matrix.

As for the projection procedure for detecting a shift in the mean, we obtain
a reduced data stream yt = Axt, where A ∈ RM×N , M << N . The aim is to
detect a change in xt by monitoring the reduced stream yt. We keep A �xed
here, and not time-varying as for the mean detection procedure. The reason
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being that a �xed A is su�cient to cover all the ways to �nd A's considered
in this thesis, like PCA and random projection.

The testing problem (3.25) translated to yt is

H0 : yt ∼ N(Aµx0 ,AΣx
0A

ᵀ
), t = 1, 2, . . .

H1 : yt ∼ N(Aµx1 ,AΣx
1A

ᵀ
), t = 1, 2, . . . , κ,

yt ∼ N(Aµx2 ,AΣx
2A

ᵀ
), t = κ+ 1, κ+ 2, . . . .

(3.26)

In what follows, let

µl := Aµxl and Σl := AΣx
l A

ᵀ
, l = 0, 1, 2.

To avoid too many subscripts, we will use the unsubscripted versions µ and
Σ when it is not necessary to specify which of the l = 0, 1, 2 parameters we
are referring to.

Before we move on to the detection statistic, it is helpful to see how a
change in the distribution of xt manifests itself in yt. As seen in Section
3.2.2, the reduced mean vector has elements on the form

∑N
n=1 ainµ

x
n, for

i = 1, . . . ,M . Analogously, the elements of the reduced covariance matrix are
given by

(Σ)ij =

N∑
n=1

N∑
k=1

ajnaik(Σ
x)kn, fori, j = 1, . . . ,M.

Assuming that A is a dense matrix, a change in for instance (Σx)11 will
therefore result in a change in every element of the reduced covariance ma-
trix. This means that the procedure will have a hard time detecting sparse
changes, since a change in only a few paramters will shift each parameter in
the reduced stream only slightly. However, sparse changes can be detected if
A is calculated with the aim of removing streams where no changes seem to
happen, making the contribution from actual shifts more signi�cant.

3.4.1 The detection statistic

Denote the log-likelihood from observation k + 1 to time t by

`(k, t,µ,Σ) :=
t∑

i=k+1

logN(yi|µ,Σ).

The log-likelihood ratio for an assumed change-point at κ = k in the hypoth-
esis test (3.26) is

λ(k, t,µ,Σ) = `(0, k,µ1,Σ1) + `(k, t,µ2,Σ2)− `(0, t,µ0,Σ0). (3.27)

Let

Sk,t =
1

t− k
t∑

i=k+1

(yi − ȳk,t)(yi − ȳk,t)
ᵀ

and ȳk,t =
1

t− k
t∑

i=k+1

yi
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be the maximum likelihood estimators for the covariance matrix and mean,
respectively, for observations from k + 1 to t. Then each of the terms in the
log-likelihood ratio (3.27) can be written on the form

`(k, t,µ,Σ) =

t∑
i=k+1

[
−M

2
log 2π − 1

2
log |Σ| − 1

2
(yi − µ)

ᵀ
Σ−1(yi − µ)

]
2`(k, t,µ,Σ) =

− (t− k)
[
M log 2π + log |Σ|+ tr(Sk,tΣ

−1) + (ȳk,t − µ)
ᵀ
Σ−1(ȳk,t − µ)

]
.

This follows because

t∑
i=k+1

(yi − µ)
ᵀ
Σ−1(yi − µ)

=

t∑
i=k+1

(yi − ȳk,t + ȳk,t − µ)
ᵀ
Σ−1(yi − ȳk,t + ȳk,t − µ)

=
t∑

i=k+1

(yi − ȳk,t)
ᵀ
Σ−1(yi − ȳk,t) + (t− k)(ȳk,t − µ)

ᵀ
Σ−1(ȳk,t − µ)

= tr

[
t∑

i=k+1

(yi − ȳk,t)(yi − ȳk,t)
ᵀ
Σ−1

]
+ (t− k)(ȳk,t − µ)

ᵀ
Σ−1(ȳk,t − µ)

= (t− k)
(
tr
[
Sk,tΣ

−1]+ (ȳk,t − µ)
ᵀ
Σ−1(ȳk,t − µ)

)
.

With such a formulation, we see that inserting the maximum likelihood esti-
mators yield

2`(k, t, ȳ,S) = −(t− k)
[
M log 2π + log |Sk,t|+M

]
(3.28)

given that Sk,t is of full rank, i.e., t− k > M .
It is important to remember that the aim is to detect a change as soon

as possible. To quickly pick up on signs that something is happening in the
data streams, it is critical to be able to compute the log-likelihood ratio before
t−k = M+1; when S is singular. There are at least two ways to solve this. The
�rst, which we will mainly pursue, is to use a pseudo-determinant in (3.28),
related to the pseudo-inverse we encountered earlier. Sullivan and Woodall
(2000) does exactely this for o�ine (i.e., retrospective or �xed sample) change
detection for a change in the mean and/or covariance matrix, making the
following material an adaptation of their work to the sequential, projection
setting. Another, which we will discuss brie�y at the end of the section, is to
use one of the many techniques for estimating large covariance matrices from
too little data, such as regularized maximum likelihood. Both choices allow
the log-likelihood ratio to be computed for t − k ≥ 2, and thus enables the
procedure to make use of potential information about a change even when
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t − k = 2, . . . ,M . Note that such an adjustment of the procedure becomes
increasingly pressing with the dimensionality of the reduced stream M . If M
is low, a procedure based on (3.28) might be su�cient.

We now turn to the pseudo-determinant adjustment for singular covariance
matrix estimates. A regular determinant of a symmetric, positive de�nite
matrix B can be computed as the product of its eigenvalues. This motivates
the de�nition of a more general determinant in De�nition 3.3. Note that if B
is of full rank, the pseudo-determinant and the determinant coincide.

De�nition 3.3. Let B ∈ Rn×n be a symmetric, non-negative de�nite ma-
trix of rank r ≤ n, with positive eigenvalues λ1, λ2, . . . λr. Then the pseudo-
determinant of B is

|B|r =

k∏
i=1

λi.

Sullivan and Woodall (2000) shows what the consequence is of inter-
changing the determinant in (3.28) with a pseudo-determinant |Sk,t|r, r =
min(M, t− k− 1). It corresponds to switching the multivariate normal distri-
bution with a singular multivariate normal distribution in (3.27), maximized
with respect to µ and Σ, where the maxmimization over Σ is restricted to
matrices with the same rank and range space as S. The n-dimensional singular
multivariate normal distribution with rank(Σ) = r ≤ n is given by (Mardia,
Kent, and Bibby, 1979, p. 41)

Nr(x|µ,Σ) = (2π)−r/2|Σ|r exp
(1

2
(x− µ)

ᵀ
Σ†(x− µ)

)
, (3.29)

where we recognize Σ† as the pseudo-inverse. Restricting the potential Σ-
maximizers of the singular multivariate normal likelihood is necessary to avoid
an unbouned or zero likelihood function.

Denote the singular version of `(k, t, ȳ,S) by

`r(k, t, ȳ,S) =
t∑

i=k+1

logNr(yi|ȳk,t,Sk,t).

Making the switch to the log-likelihood ratio with the singular multivariate
normal distribution results in the log-likelihood expressions

2`r(k, t, ȳ,S) = −(t− k)
[
r(log 2π + 1) + log |Sk,t|r

]
. (3.30)

Plugging this back into the log-likelihood ratio (3.27) gives us the adjusted
maximum log-likelihood ratio statistic

λ(k, t, ȳ,S) = `r1(0, k, ȳ,S) + `r2(k, t, ȳ,S)− `r0(0, t, ȳ,S)

2λ(k, t, ȳ,S) = (log 2π + 1)(t(r0 − r2) + k(r2 − r1))
− k log |S0,k|r1 − (t− k) log |Sk,t|r2 + t log |S0,t|r0 , (3.31)
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where r0 = min(M, t−1), r1 = min(M,k−1) and r2 = min(M, t−k−1). This
is a sequentially growing version of the �xed sample statistic derived in Sullivan
and Woodall (2000). Note that if all the covariance matrix estimates are of
full rank, we are only left with the terms involving the pseudo-determinants,
and the pseudo-determinants reduce to the regular determinants.

The exact distribution of λ(k, t, ȳ,S) under H0 is unknown, but asymptot-
ically, it has a chi-squared distribution with M(M + 3)/2 degrees of freedom
(Sullivan and Woodall, 2000, p. 539). When the sample covariance matrices
in (3.31) are all non-singular, the exact distribution is known, but the distri-
bution function takes on a too complicated form to be used in practice. We
will come back to this in the next section.

As expected, the distribution of λ(k, t, ȳ,S) under the null hypothesis also
depends heavily on (t − k), illustrated in Figure 3.3). Observe that sharp
peaks are located at t − k = M + 1, and that the curve �attens out as t − k
grows like for the mixture procedure. When t− k ≤M , we see that the mean
of the distribution decreases steeply as the rank of the singular post-change
covariance matrix estimate decreases. Hence, a correction is needed for the
projection procedure as well.

Remark. When t < w + 3 an equivalent peak is found at t = M + 1 as for
t−k = M+1 since the pre-change covariance matrix estimate S0,k is singular,
just as the post-change estimate Sk,t. For t ≥ w + 3, the minimum number
of observations used in S0,k also grows because of the window, so it quickly
becomes non-singular over the entire window. To avoid a messy discussion
below, we think of t as large enough to make S0,k non-singular for all k's in
the window, but all comming points made about a singular Sk,t are equally
applied to S0,k when t is small.

3.4.2 A corrected detection statistic

Recall the four di�erent ways to correct for the non-identical distributions of
the log-likelihood ratio.

(1) Divide λ(k, t, ȳ,S) by a value that varies with (k, t).

(2) Standardize λ(k, t, ȳ,S). I.e., subtract its expected value, then divide
by its standard deviation.

(3) Use the distribution of λ(k, t, ȳ,S) to �nd a P-value for each possible
change-point k at each time-step, then compare the minimum of these
to a threshold.

(4) Use non-constant thresholds bk,t(M).
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Figure 3.3. The in-control distributions of the uncorrected mixture
log-likelihood ratio (3.31) at t = 300 for di�erent potential change-points k
in a window of size w = 200, for M = 5 and M = 20. This is a representative
picture of the distributions for t ≥ w +M + 10. Each line in the �gures is
one outcome of log-likelihood ratio values of in total 200 Monte Carlo trials
using an i.i.d. standard multivariate normal data stream with N = 100. A
Gaussian random projection matrix A was used for the dimension reduction
(see Section 4.2).

The viability of each alternative becomes clear with a discussion of the null
distribution of the detection statistic. LetWq(Σ,m) denote the q-dimensional
Wishart distribution with m ≥ q degrees of freedom, and χ2

m a chi-square
distributed random variable with m degrees of freedom. It is well known
that (t − k)Sk,t ∼ WM (Σ0, t − k − 1) under the null hypothesis. Further, if
t − k − 1 ≥ M (the sample covariance is non-singular), then (Mardia, Kent,
and Bibby, 1979, p. 73)

|(t− k)Sk,t| = |Σ0|
M∏
i=1

χ2
t−k−i, (3.32)
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where the chi-square random variables are independent. Because the pre- and
post-change sample covariance matrices are correlated with the overall sample
covariance matrix, we, unfortunately, cannot plug this result directly back into

2λ(k, t, ȳ,S) = −k log |S0,k| − (t− k) log |Sk,t|+ t log |S0,t|, t− k − 1 ≥M.

The exact distribution hence remains unknown, making alternative (3) out of
the question.

What (3.32) can be used to, however, is to �nd an exact expression for the
expectation of two times the log-likelihood ratio 2λ(k, t, ȳ,S) when t−k−1 ≥
M . First, we look at the log deteriminants separately;

E[log |Sk,t|] =E
[

log
(
(t− k)−M |(t− k)Sk,t|

)]
= −M log(t− k) + E

[
log

(
|Σ0|

M∏
i=1

χ2
t−k−i

)]

= −M log(t− k) + log |Σ0|+
M∑
i=1

E
[

logχ2
t−k−i

]
.

Recall from equation (2.7) that

E
[

logχ2
m

]
= log 2 + ψ(m/2).

Thus, combining the above yields

E[2λ(k, t, ȳ,S)] =− kE
[

log |S0,k|
]
− (t− k)E

[
log |Sk,t|

]
+ tE

[
log |S0,t|

]
=k
(
M log k −

M∑
i=1

E
[

logχ2
k−i
])

+ (t− k)
(
M log(t− k)−

M∑
i=1

E
[

logχ2
t−k−i

])
− t
(
M log t−

M∑
i=1

E
[

logχ2
t−i
])

=M [k log k + (t− k) log(t− k)− t log t]

−
M∑
i=1

[
kψ
(k − i

2

)
+ (t− k)ψ

( t− k − i
2

)
− tψ

( t− i
2

)]
.

(3.33)

Just as the expectation of a log chi-square random variable is known, so is
the variance. Nevertheless, the expression for Var[2λ(k, t, ȳ,S)] includes the
unknown quantity Cov

[
log |S0,t|, log |Sk,t|

]
, and therefore is of little help. For

this reason, we have to abandon alternative (2) as well.
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Now we are left with alternative (1) or (4). Alternative (4) seems unattrac-
tive since it would either need the distribution, which we do not have, or in-
volve an unfeasible amount of simulation to �nd thresholds for each t and k
such that 2 ≤ t − k ≤ w + 1. This would also have to be repeated for every
M of interest.

We have thus opted for alternative (1), dividing 2λ(k, t, ȳ,S) by a factor
that varies with (k, t), again in the form of a Bartlett correction. This is the
same approach chosen by Sullivan and Woodall (2000) in the �xed sample
case, where such a factor is found trough simulation alone, whereas we derive
one analytically as far as it is possible.

We stated earlier that the asymptotic distribution is a chi square with
M(M + 3/2) degrees of freedom, so the Bartlett correction factor CM (k, t) is
given by

E
[
2λ(k, t, ȳ,S)/CM (k, t)

]
= M(M + 3)/2

CM (k, t) =
2

M(M + 3)
E
[
2λ(k, t, ȳ,S)

]
.

When t − k > M , the expression for the expected log-likelihood ratio (3.33)
provides an exact Bartlett correction, whereas for t−k ≤M , we have to resort
to estimation. More computational details are given in Section 3.4.3.

As a comparison with the uncorrected log-likelihood ratio (Figure 3.3),
Figure 3.4 displays how the corrected detection statistic,

λ(k, t, ȳ,S)/CM (k, t) (3.34)

behaves under the null hypothesis. For t− k > M , when the Bartlett correc-
tion is theoretical, the distributions appear to be equal. When the Bartlett
correction is estimated, for t − k ≤ M , the distributions are more uneven,
but by a much smaller margin than for the uncorrected version. As a conse-
quence, caution should be taken when applying the projection procedure with
inclusion of the singular covariance matrix estimates.

Finally, the projection stopping rule for detecting changes in the mean
and/or variance is given as

TP (M) = inf
{
t ≥ 4 : max

2≤t−k≤w+1
λ(k, t, ȳ,S)/CM (k, t) ≥ b

}
. (3.35)

The next section deals with implementational details of this detection proce-
dure.

3.4.3 Computation

Estimating the expected log-likelihood ratio for t− k ≤M . We have
tried numerous approaches for deriving an expected value of the log-likelihood
ratio (3.31) for the singular cases, when t − k ≤ M , without success. This
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Figure 3.4. The in-control distributions of the corrected mixture
log-likelihood ratio (3.34) at t = 300 for di�erent potential change-points k
in a window of size w = 200, for M = 5 and M = 20. This is a representative
picture of the distributions for t ≥ w +M + 10. Each line in the �gures is
one outcome of log-likelihood ratio values of in total 200 Monte Carlo trials
using an i.i.d. standard multivariate normal data stream with N = 100. A
Gaussian random projection matrix A was used for the dimension reduction
(see Section 4.2).

problem boils down to �nding the expectation of a log pseudo-determinant
of a singular Wishart-distributed random variable. The Wishart distribution
Wq(Σ,m) is de�ned for m ≥ q, and the singular Wishart is the generalization
to 1 ≤ m < q as well (Srivastava et al., 2003).

However, even a theoretical expected value would have to rest partly on
estimation in practice because the singular expected values depend on the
true, but unknown, in-control covariance matrix Σx

0 . Figure 3.5 shows this
dependence by simulation for a number of covariance matrices. An explanation
is that whereas the true covariance matrices cancel each other in (3.33) for
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Figure 3.5. Average in-control log-likelihood ratios (3.31) for di�erent
diagonal covariance matrices Σx

0 = diag{σ2} when t− k ≤M = 20. All
elements of σ were set to the value σ. N = 100 and a Gaussian random
matrix A was used.

non-singular covariance matrices, this is not the case when at least one sample
covariance matrix is singular.

In Sullivan and Woodall (2000), the dependence in the true covariance
matrix is overlooked or ignored, so they use simulation with standard normal
data to estimate the expected values. Through experimentation, such an
approximation seems to make the procedure too unreliable to be useful in
practice, especially when M is large, for example M ≥ 20.

Our (ad-hoc) solution is to use the average log-likelihood ratio of J previous
observations to adaptively learn what the expected value is. That is, at the
current time t, we estimate the expectations by

1

J

t∑
i=t−J+1

2λs(k, i, ȳ,S), (3.36)

for k's such that 2 ≤ i − k ≤ M . Note that one can also use all previous
observations, J = t. A reasonable choice of J depends on which method is
used to get a projection matrix A, and we will come back to this in Chapter
5.

The advantage of this approach to calculating the Bartlett correction for
the singular log-likelihood ratios is the generality; it can in principle be used
for any M , Σx

0 and A. The drawback is that it will be slightly harder to
detect early changes quickly compared to a hypothetical scenario where the
expectations has been precalculated. This is because observations after a
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change will be part of the average (3.36). If J is large enough, the impact of
post-change observations will be small, so if J grows with t, this will have a
noticable impact only if a change happens early. Another consequence of using
the previous realizations of the log-likelihood ratio is that a short training
period with observations from the null distribution is needed before detection
can start for t − k ≤ M . Detection for values of k such that t − k > M can
run regularly.

Such performance loss may cause dismay. This is misplaced because it is
still a strength of this procedure that it can detect changes in the entire N×N
covariance matrix after as little as 2 observations, rather than of M + 1, while
controlling the rate of false alarms. Other ways of estimating the covariance
matrix from too little data, like regularizing between the overall estimate and
the post-change estimate, would also su�er equivalently.

Recursive formula for the sample covariance matrix. Computation-
ally, the same ideas as for the mixture procedure apply; previously used quan-
tities should be reused. We can replace S2

k,t with |Sk,t| in Table 3.1 for an
overview of which covariance matrix estimates are needed at each time-step.

The recursive formulas needed are multivariate versions of the ones given
for the mixture procedure in Section 3.3.3. The running sum,

ut =
t∑
i=1

yi = ut−1 + yt,

and the running sum of squares about the sample mean,

V0,t =

t∑
i=1

(yi − ȳ0,t)(yi − ȳ0,t)
ᵀ

= V0,t−1 +
t− 1

t
(yt −

1

t− 1
ut−1)(yt −

1

t− 1
ut−1)

ᵀ
,

can be used to compute all the sample covariance matrices needed. Then the
means and sample covariance matrices are given by

ȳk,t =
ut − uk
t− k and Sk,t =

1

t− kVk,t,

respectively, where

Vk,t = V0,t −V0,k −
k(t− k)

t
(ȳ0,k − ȳk,t)(ȳ0,k − ȳk,t)

ᵀ
.

Together with the running sums and sums of squares, the log-determinants
|Sk,t|r can be computed and stored for later use.
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3.4.4 Discussion

The projection procedure just derived is aimed at being very general, in the
sense that it assumes almost no prior knowledge about the nature of the
change. It can potentially be run in any combinations of settings where it is

(1) unknown what type of change is most interesting, or known that more
than the mean is;

(2) unknown how many streams will be a�ected;

(3) the size of the change is unknown.

We now discuss heuristically the pros and cons of taking such a general ap-
proach.

Often it is hard to predetermine what type of change is interesting. The
point of this procedure is to be able to detect changes in distributional char-
acteristics other than the �rst moment alone, without assuming that the co-
variance matrix is known. One should bear in mind, though, that there is a
trade-o� between generality and speci�city. By this, we mean that if we know
that what is of interest is a change in the mean, then a procedure tailored
towards mean change will be more powerful.

However, many mean-only procedures assume the covariance matrix to be
known, so that the streams can be whitened. This might entail a lengthy,
costly data-gathering period before detection can start. Thus, an advantage
of the procedure derived here, even for mean detection alone, is that it can be
run almost immediately since no prior knowledge on the covariance structure
of the stream is assumed. For this reason, we also investigate how good the
projection procedure derived here is at detecting changes in the mean alone
in Chapter 5. If the covariance matrix is known, or is not too hard to get a
reliable estimate of, a procedure that takes this information into account will
most likely yield a more powerful, computationally faster procedure once set
up.

Naturally, the procedure's ability to deal with an unknown number of
a�ected streams and changes of di�erent sizes is highly dependent on the
method for computing A. Given an A that reduces the data to only what
is relevant for detecting changes, the projection procedure can potentially
detect sparse changes more e�ciently than using the original data stream
directly, and do it faster. A random projection, for instance, as used in Cao
et al. (2016) and summarized in Section 4.2, will not be e�cient for detecting
changes that only occur in a small portion of the streams. It can nonetheless
be a good option if N is so high that it cannot be worked on unless reduced.
Stationary subspace analysis, on the other hand, aims to �nd a few directions
in the data that are most informative for mean and/or covariance changes.
This method has other challenges, however. We present di�erent dimension
reduction techniques for change detection in the next chapter.
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As already touched upon, another major advantage of this projection pro-
cedure is that it scales withM rather thanN computationally. This considera-
tion disregards the computing time of A. Procedures that use the information
in the N original data streams to calculate A would still depend on N in the
dimension reduction stage of the procedure.

Extensions and modi�cations. As has already been mentioned, another
detection statistic can be made by using other remedies to the singular co-
variance matrices than the pseudo-determinant. Something along the lines of
regularizing the singular covariance estimate with a small portion from the
overall covariance matrix estimate could be such a solution. That is, using

S∗k,t := αSk,t + (1− α)S0,t, α ∈ (0, 1),

when t− k ≤M . A conceptual advantage of this approach is that the regular
multivariate normal distribution could still be used as the likelihood, rather
than the singular version, and only the estimator would change. However, the
problem of choosing an optimal α might undermine this bene�t. Moreover,
the expectation of the log-likelihood ratio would still have to be estimated by
simulation since a determinant of the form |A + B| cannot be simpli�ed any
further.

A possible extension to the procedure is to use an information criteria for
model selection instead of the pure log-likelihood ratio. Then the di�erence
in the number of parameters under the two hypotheses would also be taken
into account, penalizing more parameters. As M grows, the number of extra
paramters under the alternative hypothesis quickly becomes large.



4

Dimension reduction for

change detection

In the projection procedures from Chapter 3, we have worked with a general
dimension reduction matrix A, or matrices At, t = 1, 2, . . .. The purpose of
this chapter is to introduce three methods for constructing the dimension re-
duction matrices, when change detection is the aim. Section 4.1 summarizes
principal component analysis, and explains its surprising use when looking
for change-points. The Gaussian random projection, a so-called �sketching�
technique in numerical linear algebra, is presented in Section 4.2. Lastly, Sec-
tion 4.3 presents stationary subspace analysis, which, in the change detection
setting, aims at �nding the most non-stationary directions to project the data
onto.

As the work on the thesis progressed, stationary subspace analysis, in
its current form, turned out to be un�t for sequental change detection. We
present it here nonetheless because the idea behind it is interesting for future
exploration, and it proves to be a useful exploratory data analysis tool during
the analysis of the ship sensor data in Section 5.2.

4.1 Principal component analysis

In regression problems, Principal Component Analysis (PCA) is commonly
used to reduce the number of covariates p in an (n×p)-dimensional data matrix
X. It does not do this by selecting a set of covariates, but rather forms linear
combinations of them � yk = Xvk, k = 1, . . . , p � called Principal Compo-

nents (PCs). The principal component direction vk ∈ Rp is the eigenvector of
X

ᵀ
X corresponding to the k'th largest eigenvalue, λk, for k = 1, . . . , p. This

transformation rotates the coordinate system of Rp, where the row vectors of
X reside, in such a way that the most variation is found along the �rst axis,
second most along the next axis, and so on, while these axes are orthogonal to
each other. Therefore, the dimension can be reduced by considering only the

49
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principal components that in total contain, for instance, 95% of the variation
in the full data set, where all these derived varibles will be uncorrelated.

There is a theoretical explanation for the progressively decreasing maxi-
mum variance property of the principal components. In fact, the k-th principal
component direction vk ∈ Rp is given by the optimization problem (Hastie,
Tibshirani, and Jerome, 2013, p. 81):

argmaxα Var[Xα] (4.1)

subject to ‖α‖ = 1, α
ᵀ
X

ᵀ
Xvl = 0, l = 1, . . . , k − 1,

where ‖·‖ denotes the L2-norm. The conditionsα
ᵀ
X

ᵀ
Xvl = 0 ensures that the

currently computed principal component yk is orthogonal (i.e., uncorrelated)
with all previous yl.

It is important to note that principal components depend on the scale of
the data, so common practice is to standardize the data �rst. We therefore
assume that the data has been standardized in this section.

Back in the multi-stream change detection setting, we have available the
(N × t)-matrix of observations

Xt =
(
x1 x2 · · · xt

)
. (4.2)

We want to reduce the number of rows N to a much lowerM , or, equivalently,
reduce the number of columns of X

ᵀ
t . The eigenvectors we are interested in

are thus of XtX
ᵀ
t ∈ RN×N . Now let Vt ∈ RN×M denote the matrix with M

such principal component directions as its columns. We will come back to the
choice of which subset of principal component directions to use in Vt below.
The corresponding M principal components are given as the columns of

Y
ᵀ
t = X

ᵀ
tVt ∈ Rt×M . (4.3)

Taking the transpose of (4.3) brings us back to the setting of the projection-
based detection rule (3.35) with A = V

ᵀ
t ,

Yt = V
ᵀ
tXt ∈ RM×t. (4.4)

Note that we are still in the setting of �xed projections here. For every
time-point t, the matrix with M eigenvectors Vt−1 is updated to Vt, and
then a new matrix Yt is calculated. Hence, all the yt's used to calculate the
log-likelihood ratio (3.34) at a given time have been produced by the same
projection A = V

ᵀ
t . The drawback of this approach is that it is actually not

sequential since the whole reduced data matrix Yt is recomputed at every t.
The previous covariance matrix estimates are based on the slightly di�erent
matrix Yt−1. Thus, to be exact, all covariance matrix estimates needed in
the projection procedure TP(M) (see Table 3.1) must be calculated anew for
every t. Fortunately, these covariance matrix estimates depend on M rather
than N .
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Now, how do we choose which principal components to use? Contrary
to standard use of PCA, Kuncheva and Faithfull (2014) argues that the
least varying principal components are more sensitive to changes than the
most varying ones. Their argument is based on a theoretical example of
2-dimensional Gaussian data, and the Bhattacharyya distance between two
probability distributions p and q;

DB(p, q) = − log

∫ √
p(y)q(y)dy,

which is a general version of the more widely known Mahalanobis distance.
They assume that the eigenspace of the original, unchanged data is known,
and start from the point where the original data has been rotated by PCA,
so that the principal components y1 and y2 are modelled by

y =

(
y1
y2

)
∼ N

((
0
0

)
,

(
σ21 0
0 σ22

))
,

where σ21 > σ22 > 0. Let the marginal probability distributions of y1 and y2 be
referred to by o1 and o2 respectively. The distributions o1 and o2 then changes
to marginal distributions c1 and c2. They consider three types of changes to
the distribution of the principal components; a change in the mean, a change
in the variances, and a rotation of the covariance matrix. For all cases, they
show that

DB(o1, c1) < DB(o2, c2).

In other words, the �di�erence� between the pre- and post-change marginal
distributions is greater in the second component than in the �rst component,
for these three types of changes. Hence, a change should be more pronounced
in the second principal component, making it easier to detect.

There are several reasons why this result is not directly applicable to our
change detection setting. Obviously, we operate with higher dimensions than
2, but more importantly, the changes considered in Kuncheva and Faithfull
(2014) a�ect all streams, while we are interested in several degrees of a�ected
streams. Moreover, their change in the mean is a radially symmetric random
variable centered at the origin. They proceed to take the expected sign of
the Bhattacharyya distances with respect to this random change. However,
it is not given from this argument that a speci�c change in the mean will be
more visible in the less varying principal components, especially not a sparse
change. The result is nonetheless interesting, so we explore the use of the
least varying principal components in our simulation experiments in Chapter
5, rather than the most varying ones.

When it comes to the number of principal components to keep, this is best
decided upon by trial and error for the speci�c case. It is common to decide
based on the amount of total variance to keep or dismiss. The total variance
is de�ned as the sum of the univariate variances in a covariance matrix, and
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is equivalent to the sum of the eigenvalues of the covariance matrix,
∑N

n=1 λn.
Thus, when the eigenvalues are sorted in descending order,

r(k) =

k∑
n=1

λn

/ N∑
n=1

λn

signi�es how much total variance is explained by the k �rst principal compo-
nents. Kuncheva and Faithfull (2014) experiments with di�erent amounts of
total variance to dismiss as a selection criterion of which principal components
to keep, between K = 0% (keep all components) and K = 95% (discard the
�rst components that account for 95% of the variance). Of their tested values
of K, the more components that were discarded, the greater the improvement
was for detecting changes.

Algorithm 1 summarizes the computation of the projection matrix A when
using PCA, and selecting M by the ammount of variance to discard.

Algorithm 1 PCA for change detection

Input: a standardized Xt, K
1: Compute eigenvalues and eigenvectors {λn, vn}Nn=1 of XtX

ᵀ
t

2: Sort {λn, vn}Nn=1 by λ1 ≥ λ2 ≥ . . . ≥ λN
3: i← max{k ∈ {1, . . . , N} : r(k) ≤ K}
4: A←

(
vi+1 . . . vN

)ᵀ
Return: A

When we use Algorithm 1 later, we use the number of principal components
M as an input value directly, instead of calculating it through the amount of
variance to discard K. The reason is that using K can result in any choice of
M for every time-step, requiring the threshold value for every available choice
of M . Compared to the computational cost of �nding every threshold, we
considered the gain from experimenting with K rather than a few set values
of M to be too small.

4.2 Random projection

Random projection is a computationally simple dimension reduction tech-
nique that has attracted increasing attention over the past couple of decades.
Its popularity stems from the fact that it is a linear transformation that ap-
proximately preserves distances between points in a vector space, without
depending on the data to construct the matrix, as with PCA. For that reason,
Indyk and Motwani (1998) used it as a cure against the curse of dimensionality
in the approximate nearest neighbors problem, and it has also been applied
to clustering by Fern and Brodley (2003). It is popular especially within
text and image analysis (Bingham and Mannila, 2001), where data sets are
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particularly large, but it has also been suggested as a promising method for
streaming data because of its independence of the incoming data stream. A
thorough introduction to the technique is given in Woodru� (2014).

The random projection matrix we will use in this thesis is an (M × N)-
matrix A with i.i.d. N(0, 1/M) entries, where M << N . How this can be a
useful technique for dimension reduction might seem odd, but we will present
the theoretical result that justi�es its widespread use below.

The Johnson-Lindenstrauss lemma (Johnson and Lindenstrauss, 1984) pro-
vides the key property of a random projection. (Dasgupta and Gupta (1999)
contains a simpler proof of the lemma.) Woodru� (2014, p. 29) contains the
most relevant version of the lemma for our purpose. Denote the L2-norm by
‖ · ‖.

Proposition 4.1. Let x1, . . . ,xk ∈ RN , ε ∈ (0, 1), and let c be a constant.

If A is an (M × N)-matrix of i.i.d. N(0, 1/M) random variables, then for

M = cε−2 log k simultaneously for all i ∈ {1, . . . k},

P
[
(1− ε)‖xi‖2 ≤ ‖Axi‖2 ≤ (1 + ε)‖xi‖2

]
≥ 1− 1

k
.

Proposition 4.1 states that the squared Euclidean length of Axi ∈ RM will
be approximately that of xi ∈ RN , for i = 1, . . . , k, with probability almost 1
when there are su�ciently many data points. A version closer to the original
Johnson-Lindenstrauss lemma is obtained by setting xi = ui − vi, for vectors
ui,vi ∈ RN . In this way, the lemma regards approximate preservation of
distances between all pairs of points instead.

To understand why a matrix of i.i.d. N(0, 1/M) random variables pre-
serves distances, it is illustrative to consider the expectation of ‖Ax‖2 when
x is a unit vector. In this case, note that y = Ax is an M -vector with i.i.d.
entries yi ∼ N(0, 1/M). For i = 1, . . . ,M ,

E[ai1x1 + · · ·+ aiNxN ] = 0,

Var[ai1x1 + · · ·+ aiNxN ] =
1

M
(x21 + · · ·+ x2N ) =

1

M
.

Hence,

E
[
‖Ax‖2

]
= E

[ M∑
i=1

y2i

]
= M

1

M
= 1.

In other words, we see that the length (or distance between pairs) is pre-
served in expectation. By a similar argument, one can show that ‖Ax‖2 is a
chi-square random variable with M degrees of freedom scaled by M−1. Con-
sequently, as M becomes larger, the probability density tightens about 1.

For detecting changes in the mean, Cao et al. (2016) showed that for
standard normal data and a change in all streams from mean 0 to 1, the
dimension could be reduced from 500 to 50 while still detecting the change
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within one extra time-step compared to using the full data. Dasgupta (2000)
showed the usefulness of random projections in learning Gaussian mixtures,
which includes di�erent covariance matrices, as opposed to Cao et al. (2016).
Thus, we expect random projections to be a useful preprocessing step when
looking for changes in the covariance matrix as well.

What we cannot expect from random projection is a performance gain in
terms of quicker detection. It is rather aimed towards reducing a large data
set to a more handleable size in short time, with minimal performance loss.
Moreover, a random projection will not be particularly useful for detecting a
sparse change quickly, whereas using the least varying PCA directions might
expose the few changed streams more clearly than in the original data. How-
ever, it is still interesting to see how much the data stream can be reduced in
such a simple way without distorting it too much.

4.3 Stationary subspace analysis

Principal component analysis is the predominant procedure for extracting a
few useful features of data, but it is not made speci�cally for �nding a sub-
space with the most information about potential changes. Stationary Sub-
space Analysis (SSA), however, is a dimension reduction technique tailored
towards change detection. In PCA, the directions that maximize variance
is found, whereas with SSA, the directions maximize a weak version of non-
stationarity. This section follows Von Bünau et al. (2009) and Blythe et al.
(2012) to explain stationary subspace analysis in relation to change detec-
tion. Then we present the approximate analytic solution to the optimization
problem due to Hara et al. (2012). Unfortunately, using SSA for sequential
change detection, as opposed to change detection in �xed samples that al-
ready contain changes, proved to be problematic. Hence, Section 4.3.3 is used
to elaborate on the problems we encountered and suggest modi�cations for
future research. SSA is therefore not among the versions of the projection
procedure in the performance analysis of the next chapter.

In SSA, stationarity is de�ned as weak stationarity that does not take time
dependence into account. I.e., for all time-points t1, t2 = 0, 1, . . .,

E[xt1 ] = E[xt2 ]

E[xt1x
ᵀ
t1 ] = E[xt2x

ᵀ
t2 ].

(4.5)

Hence, the most non-stationary directions are the ones that maximize the
di�erences in mean and covariance matrices at di�erent times. This is exactely
what we want for detecting changes in the mean and covariance matrix. We
will come back to how the procedure measures the mentioned di�erence after
looking at its foundation.

The basic assumption of SSA is that a multivariate time series x(t) ∈ RN
can be linearly factorized into its stationary and non-stationary components,
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or sources. Say ss(t) is the ds-dimensional stationary source and sn(t) the
non-stationary source of dimension dn = N −ds. Then the assumption is that
the observed time series x(t) is a linear mix of these underlying sources,

x(t) = As(t) =
(
As An

)(ss(t)
sn(t)

)
, (4.6)

where A is invertible. In this way, s(t) = A−1x(t).
The goal of SSA is to �nd an estimate

B̂ =

(
B̂s

B̂n

)
of the demixing matrix A−1. This yields estimates of the stationary and non-
stationary sources � ŝs(t) and ŝn(t) � where changes can be detected in the
non-stationary sources ŝn(t). Thus, in our previous notation, the idea is that
B̂n can be the projection matrix A, giving

yt = B̂nxt = ŝn(t).

It is important to note that B̂ is not unique in two ways. First, the sepa-
ration of non-stationary from stationary sources is not unique. The true non-
stationary sources are impossible to identify since the non-stationary source
is still non-stationary if stationary components are added. Therefore we have
to settle for the most non-stationary sources rather than of the true ones.
Secondly, given an estimated B̂, observe that for any matrix D, Dŝs(t) is also
stationary. Similarly, Dŝn(t) is also non-stationary. Thus the two groups of
sources can only be determined up to linear transformations.

To maximize non-stationarity as de�ned through (4.6), a measure of the
di�erence in mean and covariance matrix between two time-points is needed.
SSA uses the Kullback-Leibler (KL) divergence between normal distributions
as such a measure. The KL divergence is a concept from probability and
information theory, linked to statistics through the likelihood ratio test. For
two continuous probability distributions p(x) and q(x), the KL divergence of
q from p is de�ned as

DKL(p || q) =

∫ ∞
−∞

p(x) log
p(x)

q(x)
dx,

i.e., the expected log-likelihood ratio with respect to p(x). KL divergence
is often interpreted as a measure of the distance between two probability
distributions, but this is a conceptual simpli�cation since the KL divergence
is neither symmetric, nor satis�es the triangle inequality. More precisely, it is
a measure of how much information is lost when using q as an approximation
of p. Or in Bayesian terms, a measure of how much information is gained
when moving from a prior distribution q to a posterior distribution p. The
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reason for using the KL divergence between normals is not to assume that the
data is normally distributed, but rather that the normal distribution is the
least restrictive distributional assumption when comparing two distributions
up to mean and covariance (Jaynes, 1957).

Now, since the true mean and covariance matrix at each time point is
unknown, SSA �rst estimates the means and covariance matrices of k non-
overlapping epochs of the time series x(t). If the disjoint T1, . . . , Tk ⊂ N
denote these time-intervals, the estimates are given by

µ̂i =
1

|Ti|
∑
t∈Ti

x(t) (4.7)

Σ̂i =
1

|Ti| − 1

∑
t∈Ti

(x(t)− µ̂i)(x(t)− µ̂i)
ᵀ
, (4.8)

for i = 1, . . . , k. The mean and covariance of the non-stationary sources in
each epoch is thus

µ̂ni = B̂nµ̂i

Σ̂
n
i = B̂nΣ̂i(B̂

n)
ᵀ
.

A measure of non-stationarity of the non-stationary sources is then the sum
of the normal KL divergences from the average epoch to each epoch,

k∑
i=1

DKL

[
N(µ̂ni , Σ̂

n
i ) || N(µ̄n, Σ̄

n
)
]
, (4.9)

where

µ̄n =
1

k

k∑
i=1

µ̂ni and Σ̄
n

=
1

k

k∑
i=1

Σ̂
n
i .

B̂n is found by maximizing (4.9) over possible B ∈ Rdn×N .
Before arriving at the �nal objective function to optimize, two simpli�ca-

tions are made. First, the time series xt is whitened and centered so that

µ̄ =
1

k

k∑
i=1

µ̂i = 0 and Σ̄ =
1

k

k∑
i=1

Σ̂i = I.

Recall that a whitening transformation is a transformation that sets the co-
variance matrix to the identity matrix. Here it is achieved by multiplying

x(t) by Σ̄
−1/2

, since this is the covariance matrix we whiten with respect to.
Such a transformation is allowed since the non-stationary sources only can be
determined up to a linear transformation, and because such a transformation
does not change the relative di�erence in epoch distributions (Blythe et al.,
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2012, p. 633). Secondly, the search for B̂n can be restricted to matrices with
orthonormal rows, such that B̂n(B̂n)

ᵀ
= I. Consequently,

µ̄n = B̂n 1

k

k∑
i=1

µ̂i = 0,

and

Σ̄
n

= B̂n

(
1

k

k∑
i=1

Σ̂i

)
(B̂n)

ᵀ
= B̂n(B̂n)

ᵀ
= I. (4.10)

To calculate the KL divergence below, let zi be random variables with
N(µ̂ni , Σ̂

n
i ) distributions. Then optimization problem becomes

B̂n = argmax
BBᵀ=I

k∑
i=1

DKL

[
N(µ̂ni , Σ̂

n
i ) || N(0, I)

]
= argmax

BBᵀ=I

k∑
i=1

E

[
−1

2
log |Σ̂n

i | −
1

2
(zi − µ̂ni )

ᵀ
(Σ̂

n
i )−1(zi − µ̂ni ) +

1

2
z
ᵀ
i zi

]

= argmax
BBᵀ=I

k∑
i=1

−1

2
log |Σ̂n

i | −
1

2
tr
(
E
[
(zi − µ̂ni )(zi − µ̂ni )

ᵀ]
(Σ̂

n
i )−1

)
+

1

2
(µ̂ni )

ᵀ
µ̂ni

B̂n = argmax
BBᵀ=I

k∑
i=1

− log |Σ̂n
i |+ (µ̂ni )

ᵀ
µ̂ni . (4.11)

From the second line to the third line, we have used the cyclic permutation
property of the trace operator. In the next transition, we utilized equation
(4.10).

There are several reasons why solving the optimization problem (4.11)
directly is not the best way to use SSA, even though it is possible through
available software. All the arguments amounts to the algorithm being slow
or unstable. First, it is a non-convex optimization problem, so the solution
depends on a set of initial values. Thus, to avoid local minima, the whole
procedure must be rerun an unknown number of times. Secondly, Hara et
al. (2012) shows that (4.11) is �at near the global solution, adding to the
computational cost. Thirdly, such a global solution is only for a single choice of
the number of non-stationary sources dn. The whole procedure must therefore
be rerun for all desired choices of dn, before deciding which of these choices
of dn is the best. These di�culties have lead to the development of Analytic
Stationary Subspace Analysis (ASSA), which we explore next.

4.3.1 Analytic stationary subspace analysis

ASSA overcomes the challenges with regular SSA by �nding an approximate
closed-form solution. In this way, stability is ensured, and no tuning of initial
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values are needed. Hara et al. (2012) proves that the solution is optimal when
the covariance between the stationary and non-stationary sources is time-
constant. Although this is not necessarily the case in practice, they also show
the superiority of ASSA to regular SSA when this assumption is violated to
various degrees, through simulation experiments. ASSA also �nds all numbers
of possible stationary or non-stationary sources in a single step. What it does
not do, is to automatically decide how many non-stationary sources to use.
However, this is an open problem with all forms of SSA. We will come back
to the choice of the number of non-stationary directions in Section 4.3.2.

In ASSA, the problem of �nding the stationary and non-stationary di-
rections is reformulated in terms of a generalized eigenvalue problem. This
is achieved through substituting the log-term in (4.11) with an upper bound
of its second-order Taylor approximation. An ordinary eigenvalue problem
Av = λv, where A is an (n × n)-dimensional square matrix, is generalized
through an additional square matrix B on the right-hand side;

Av = λBv.

There are standard routines to �nd the generalized eigenvectors vi and gen-

eralized eigenvalues λi, i = 1, . . . , n, of A and B, especially when A and B
are symmetric (Parlett, 1998). The package 'geigen' is made for this purpose
in R.

The generalized eigenvalue problem in ASSA is

Sϕ = λΣ̄ϕ (4.12)

where

S =
1

k

k∑
i=1

(
µ̂iµ̂

ᵀ
i + 2Σ̂iΣ̄

−1
Σ̂i

)
− µ̄µ̄ᵀ − 2Σ̄. (4.13)

Thus, the solution consists of λj and ϕj ∈ RN , j = 1, . . . , N , where N still is
the dimension of the time series x(t). Order the eigenvalues from largest to
smallest, λ1 ≥ λ2 ≥ . . . ≥ λN . The projection onto the most non-stationary
directions is then given by the dn generalized eigenvectors corresponding to
the dn largest eigenvalues,

B̂n =
(
ϕ1 . . . ϕdn

)ᵀ
.

Remarks. (i) The eigenvalues can be interpreted as scores for non-stationarity,
and can therefore help in deciding how many non-stationary directions dn is
useful for change-detection.

(ii) The ASSA solution is unique if all the eigenvalues are unequal, as
opposed to the solution being determinable up to a linear transformation in
regular SSA.
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4.3.2 Using stationary subspace analysis

Algorithm 2 summarizes the computation of B̂n as the projection matrix A in
the projection-based change detection procedure. Because only the most re-
cent non-stationarity is relevant, it is not necessary to keep more observations
in the matrix Xt than the observations needed to test for w change-points,
which is w+ 3 observations. So in Algorithm 2, Xt is the (N ×w+ 3)-matrix
with the w+3 most recent observations. It is assumed that T1, . . . , Tk is chosen
to be of as equal length as possible.

Algorithm 2 ASSA for change detection

Input: Xt, dn, k
1: for i in 1 to k do
2: Compute µ̂i . See (4.7)
3: Compute Σ̂i . See (4.8)
4: end for

5: Compute S . See (4.13)
6: Compute {λj ,ϕj}Nj=1 by solving Sϕ = λΣ̄ϕ

7: Sort {λj ,ϕj}Nj=1 by λ1 ≥ λ2 ≥ . . . ≥ λN
8: A← B̂n ←

(
ϕ1 . . . ϕdn

)ᵀ
Return: A

We now turn to the question of how to set the input parameters required
in SSA; the number of non-stationary sources, dn, the number of epochs, k,
and the number of observations in each epoch, n.

Setting the number of non-stationary sources dn. Currently, there
exists no simple procedure for choosing the number of non-stationary sources.
Hara et al. (2012) observes that the objective function (4.11) is zero when a
source is truly non-stationary. Thus, a jump in the generalized eigenvalues
should be visible, dividing the stationary from the non-stationary sources.
Unfortunately, their empirical studies suggest that such a jump is blurred
because of estimation errors. Inspecting the eigenvalues might provide some
guidance nonetheless.

The most appropriate way to chose the number of non-stationary sources
would there for be through a test for stationarity. That is, starting with the
most stationary source, then adding the increasingly less stationary sources
until the test rejects stationarity. The remaining sources would then be the
signi�cantly non-stationary ones. However, this approach would make a com-
putationally heavy procedure even heavier. Using information in the eigen-
values might therefore be the preferable option, even if it is approximate.

Setting the number of observations in each epoch n. Observations
from a changed distribution will have more impact on an epoch estimate if
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there are fewer observations in an epoch. Experimental results in Hara et al.
(2012) suggests that ASSA's ability to �nd the true non-stationary subspace
starts to decrease due to estimation errors when n < 2N . Hence, n = 2N
can work as a rule of thumb, and the number of epochs set accordingly as
k ≈ t/2N .

Note that because n depends on the dimension of the data streamN , SSA's
usefulness for quickly detecting changes in high-dimensional data streams is
dramatically limited. For example, if N = 50, n should be set to 100. As
a consequence, the in�uence of new observations from a changed distribution
will be minor for some time depending on the magnitude of the change.

4.3.3 Problems with stationary data

SSA in any of its current forms proved not to be suitable for sequential change
detection. We will explain why in this section, and suggest a modi�cation that
could solve the issue in future research.

The main problem is that the most non-stationary sources will not be
entirely stationary even when the original data is stationary (Figure 4.1(a)).
However, the null hypothesis of the reduced data stream for the projection
procedure TP(M) is that there is no change in the mean or variance. Thus,
when using SSA to generate A, the reduced stream yt never ful�lls the null
hypothesis. The e�ect this has on the corrected log-likelihood ratio of TP(M)
can be seen in Figure 4.1(b).

This problem could be solved by restricting the possible B's di�erently in
the optimization problem (4.11), restated below.

B̂n = argmax
BBᵀ=I

k∑
i=1

− log |Σ̂n
i |+ (µ̂ni )

ᵀ
µ̂ni .

Rather than allowing B̂n to take any values as long as the matrix has orthonor-
mal rows, one could restrict it so that only variable selection is performed.
That is, restricting B̂n to only allow 0 or 1 as entries, with a single 1 per
row, and maximally one 1 per column. In this way, the optimization problem
�nds the combination of M data streams that are the most non-stationary. If
the data is from the null distribution, this combination will still be stationary
even though it is the most non-stationary combination.

Studying and implementing this variable selection version of SSA goes
beyond the scope of this thesis, and is left for future research. Our work on
SSA in this thesis is concluded here.
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(a) The two most non-stationary sources in an i.i.d. 100-dimensional standard
multivariate normal data stream.
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(b) The distribution of the corrected log-likelihood ratio (3.34) when using SSA
with the M = 2 most non-stationary directions and N = 100.

Figure 4.1. Observe that the two most non-stationary sources are not
stationary, even though the original data streams are. As a consequece, the
in-control data is not distributed according to the in-control distribution of a
projected stream, which has an expected value of 5 for all t− k when M = 2.





5

Numerical performance

analysis

So far, a number of sequentical change detection procedures for di�erent types
of data streams and change scenarios has been derived. For a change in
mean, we reviewed the mixture and projection procedures, which both assume
that the streams are i.i.d. standard normal, or have a known covariance
matrix such that the streams can be whitened. By retaining the assumption of
independence between streams, we extended the mixture procedure to one that
also can detect changes in the variances of the streams. Lastly, a projection
procedure for detecting changes in the mean and/or covariance matrix was
derived, where the streams can be related through any covariance structure.
Random projections, PCA with the least varying principal components and
SSA were introduced as pre-processing steps for the projection procedure.
SSA turned out to need re�nement before being suitable for sequential change
detection, so we are left with the �rst two. To summarize, the �ve classes of
methods that are analysed in this chapter are:

� TMµ(p0) � the mixture procedure for a change in mean.

� TRPµ(M) � the projection procedure for a change in mean, using ran-
dom projection.

� TM(p0) � the mixture procedure for a change in mean and/or variance.

� TRP(M) � the projection procedure for a change in mean and/or co-
variance matrix, by using random projection.

� TPCA(M) � the projection procedure for a change in mean and/or co-
variance matrix, by using PCA.

TP(M) denotes the general projection procedure, without specifying the di-
mension reduction method. Note that the subscript M signi�es that the pro-

63
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cedure is of a mixture type, and the function argument M is the dimension of
the reduced data stream in the projection procedures.

The analysis consists of comparing the performance of these procedures
through an extensive simulation study in Section 5.1. The two projection
procedures for a change in mean and/or covariance is then tested on sensor
data from a ship in Section 5.2.

5.1 Simulation experiments

In this section, we present the results of the simulation experiments. The
simulations were performed to compare the EDD of the �ve di�erent proce-
dures for various types of changes. Through measuring the methods' ability
to detect changes, the aim is to determine recommended practices for di�er-
ent change scenarios. The classes of change scenarios we considered are listed
below.

Independent data streams (Section 5.1.1):

� Mean changes.

� Variance changes.

� Variance changes and a small change in the mean.

Correlated data streams (Section 5.1.2):

� Variance changes.

� Variance changes and a small change in the mean.

� Correlation changes.

� Correlation changes and a small change in the mean.

For all scenarios, the proportion of a�ected streams p was varied over the
interval (0, 1]. Since the procedures are tailored for di�erent data types and
changes, only the relevant procedures were compared for each scenario. How-
ever, in some cases it is interesting to study how model violations a�ect the
methods, for instance how the mean detection methods respond to di�erent
changes in the variance.

Remark. The distinction between independent and correlated data streams
lies in the model assumptions, and not necessarily in the raw data stream. Re-
call for instance that the mean detection procedures can be used for correlated
data streams if the true covariance matrix is known, so that the streams can
be whitened. If a multi-stream has a constant, non-identity covariance matrix,
and a change only occur in the mean, this is equivalent to a change scenario
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where the multi-stream has an identity covariance matrix. This follows be-
cause the only di�erence is that the correlated stream is whitened before being
fed into one of the mean change procedures. Therefore, it is super�uous to
test changes that only occur in the mean for correlated data streams.

In all simulations, we started detection at t = t0+1 = 261, where t0 denotes
the number of initial in-control readings that is gathered before testing starts.
The reason for this particular starting point is that the projection procedure
needs some �ramp-up-time� in control to estimate the singular expected log-
likelihood ratio values under the null hypothesis. After some experimentation,
we considered around 60 observations after a full window (of size w = 200) to
be su�cient for the procedure to work as intended. We have also restricted the
mixture procedure TM (p0) to need 210 initial in-control observations because
of the estimated expected values. The more initial familiarization with the in-
control-setting, the quicker a change will be detected, but since a comparison
is the aim, all methods must be compared under the same conditions rather
than their respective �rst possible starting points.

As for the remaining parameter setup, all experiments were run with
N = 100 streams, window size w = 200, change-point κ = 260 and an ARL of
500 beyond detection start. That is,

E∞[T − t0] = 500,

where all stopping rules T run for t > t0 = 260. A change-point at κ = 260
means that a change occurs just as detection starts. The resulting EDDs in
this study represent upper bounds on the EDD for κ > 260 when detection
start is at t = 261. The number of streams and the window size were set based
on what is typical in the litterature. Xie, Siegmund, et al. (2013) and Cao et
al. (2016) use an ARL of 5000, but 500 is su�cient here for a good comparison.
It roughly corresponds to a 1/500 probability of a false alarm (0.2% chance of
a Type I error) at each time-step, given that no alarms have been given yet
(Hawkins and Zamba, 2005). What ARL is reasonable in practice depends
on the sampling rate, as well as how severe a false alarm is for the particular
application.

The thresholds b (Table 5.1) for an ARL of 500 beyond t0 were found by
simulation as explained at the end of Section 2.3. A standard multivariate
normal data stream was used in all cases. 6150 Monte Carlo trials were used
to �nd each b to be approximately 95% con�dent that the ARL thereof lies
within ±2.5% of 500. In this calculation, we have used that the run lengths
have equal mean and standard deviation, which the simulations revealed.

In principle, the thresholds for the projection procedures TP(M) does not
depend on what kind of projection matrix A is used. However, since we
estimate the Bartlett correction from previous time-steps, this is no longer
entirely true. For PCA, using previous observations to estimate the expected
log-likelihood ratio when the covariance matrix estimate is singular proved to
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be too inaccurate. We therefore opted for running PCA with the restriction
that t−k > M , in the sense that the log-likelihood ratio values for t− k ≤M
were dropped. Thus, we found thresholds both for the case when the singu-
lar covariance estimates are used, and when they are discarded (the column
marked t−k > M). Random projections were used in the simulations in both
cases.

Table 5.1

Threshold values b for ARL ≈ 500 with t0 = 260 obtained from 6150 Monte
Carlo trials. Only thresholds that were needed for the simulations later were

found, hence the missing values.

p0 TM(p0) TMµ(p0)

0.03 25.88 9.85
0.1 47.38 16.15
0.3 81.82 27.01
1 140.55 47.77

M TP(M) TP(M), t− k > M TPµ(M)

2 24.32 24.45 7.83
3 33.09 33.6
5 54.18 55.2 11.46
10 124.9 128.5 16.28
20 342.2 353 24.56
30 660 31.98
50 1608 45.88

Note that more extensive simulation experiments have been performed
than what is visible in the �gures below. Most parameter con�gurations found
in Table 5.1 have been run with all procedures, on almost all scenarios. What
has been excluded is either because it added little insight, or because the
performance was too poor. If the latter was the case, this is mentioned in
the text. Also, only EDDs that are either below 50 or 100 are shown so that
the di�erences between the most promising procedures are visible. Tables
containing all results with standard deviations are given in Appendix A.
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5.1.1 Independent data streams

In the simulation experiments for independent data streams, in-control data
was drawn from N(0, I), and out-of-control data from N(µ,diag{σ2

2}). The
values of p used were {0.02, 0.05, 0.1, 0.3, 0.5, 1}. p indicate the proportion of
the entries in the parameter vectors that were changed from their in-control
values. All changed entries in the parameter vectors were changed to the same
value.

Mean changes (Figure 5.1). When only the mean changes, TMµ(p0) has
the smallest detection delay for all p and µ = 0.7, 1, 1.3, with the di�erence
between the methods increasing as µ decreases. On average over both p and
µ, TM(p0) has 115% greater EDD than TMµ(p0) for p0 = 0.1, with EDD
di�erences having Q1 = 2 (�rst quartile) and Q3 = 6 (third quartile). Thus,
even though TM(p0) has slightly more than double the EDD on average, a
large portion of the detection delays are very low, such that a doubling does
not mean more than an EDD increase of maximally 6 time-steps for 75% of
the combinations of µ and p. Observe that both the mixture procedures are
quite robust to the choice of p0, as the di�erence in EDD between p0 = 0.1
and p0 = 1 is only substantial for p = 0.02 and somewhat for p = 0.05. For
M ≥ 30, TRPµ(M) performs comparable to TM(p0) for p as low as 0.1 for all
µ. TRP(M) is slow at detecting a change in the mean. TPCA(M) was also run
for this scenario, but achieved EDDs around the ARL. Hence, a change in the
mean was not visible in the 20 least varying principal components.

Variance changes (Figure 5.2). In this scenario, the mean is kept at
µ = 0 and the standard deviation is varied from a halving to a doubling of
its in-control value, σ2 = 0.5, 0.75, 1.5, 2. Unsurprisingly, TM(p0), is the quick-
est detection procedure. Similar to the previous scenario with changes in the
mean, TM(p0) only has noticably varying performance for di�erent choices of
p0 when p ≤ 0.05. TRP(50) has the same EDD as TM(p0) when the change is
a variance increase and approximately p ≥ 0.3. Notice that both procedures
detect increases in the variance quicker than decreases. The detection proce-
dures for a change in mean were also run for this scenario, but if the variance
decreases, the EDD is even higher than the ARL because the detection statis-
tic vary less than it is supposed to in control. TPCA(M) performed poorly,
only achieving EDD of less than 100 time-steps when p = 1.

Variance changes and a small change in mean (Figure 5.3). Now
µ = 0.5 and σ2 = 0.5, 0.75, 1.5, 2. When the change in variance is small, i.e.,
σ2 = 0.75 or σ2 = 1.5, TM(p0) and TMµ(p0) have comparable detection delay,
while TM(p0) is quicker when the variance change is larger. TMµ(p0) has 25%
greater EDD than TM(p0) on average for p0 = 0.1. Interestingly, TRPµ(M)
detects these changes much quicker than TRP(M) when the variance decreases,
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and just as quick or quicker when the variance increases. Otherwise, the same
trends are visible as for a variance-only change, and the change is barely
noticeable for TPCA(M) .
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Figure 5.1. Comparison of EDD for a change in the mean obtained from
500 Monte Carlo trials. The lower EDD, the better. Results for
µ = 0.7, 1, 1.3 and various proportions p are displayed. N = 100,
ARL ≈ 500, w = 200 and t0 = κ = 260. The mixture methods use
p0 = 0.1, 1, and the random projection matrices have dimensions
M = 10, 30, 50. Exact values and standard deviations are given in Table A.1.
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Figure 5.2. Comparison of EDD for a change in the variance of
independent data streams with µ = 0 obtained from 500 Monte Carlo trials.
The lower EDD, the better. Results for σ2 = 0.5, 0.75, 1, 1.5 and various
proportions p are displayed. N = 100, ARL ≈ 500, w = 200 and
t0 = κ = 260. The mixture method use p0 = 0.03, 0.1, 0.3, 1, and the random
projection matrices have dimensions M = 10, 20, 30, 50. Exact values and
standard deviations are given in Table A.2.
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Figure 5.3. Comparison of EDD for a change in the variance of
independent data streams with µ = 0.5 obtained from 500 Monte Carlo
trials. The lower EDD, the better. Results for σ2 = 0.5, 0.75, 1, 1.5 and
various proportions p are displayed. N = 100, ARL ≈ 500, w = 200 and
t0 = κ = 260. The mixture methods use p0 = 0.1, 1, and the random
projection matrices have dimensions M = 10, 30, 50. Exact values and
standard deviations are given in Table A.3.
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5.1.2 Correlated data streams

In the simulation experiments for correlated data streams, we utilized that a
covariance matrix Σ can be decomposed into its univariate standard deviations
σ and correlation matrix R by

Σ = diag{σ} R diag{σ}.

The in-control data was drawn from N(0,R1), where R1 was generated at
random by using the package �clusterGeneration� in R. For each Monte Carlo
trial, a new R1 was drawn, data generated, and then all procedures were run
on the same simulated data.

The out-of-control data for the scenarios with changes in variance was
drawn from

N
(
µ, diag{σ2} R1 diag{σ2}

)
,

where µ = 0, 0.5 and σ2 = 0.5, 0.75, 1.5, 2. The proportion of a�ected streams
was varied over p = 0.02, 0.05, 0.1, 0.3, 0.5, 0.7, 0.9, 0.95, 1. Note that the cor-
relation matrix was not changed.

The correlation change scenarios used out-of-control data drawn from

N
(
µ, R2

)
.

To explain how R2 was generated, let

R1 =

(
R11 R12

R
ᵀ
12 R22,

)
,

where R11 is a (pN × pN)-matrix, R12 (pN ×N − pN)-dimensional etc. Out-
of control R2's were created by multiplying the o�-diagonal elements of R11

by a factor s. The values of p used were 0.02, 0.05, 0.1, 0.3, 0.5, 1. In other
words, all the the correlations betweeen 2, 5, 10, 30, 50 and 100 of the streams
were changed. Since s > 1 quickly turns very many correlations to either 1
or −1, we only studied decreases in correlations, where s = 0, 0.25, 0.5, 0.75.
Decreases in correlations might also be the more realistic scenarios, since it
means that two streams that usually are related, suddenly is related less to
each other or not at all. This might, for instance, indicate a failure of one of
the sensors in a sensor network.

Variance changes (Figure 5.4). TPCA(M) detects a change in variance
impressively quickly from only the few least varying principal components.
For p between 0.05 and 0.95, the EDD of the best choice of M in every case
lies between 1�4 for all tested values of σ2. In other words, even small, sparse
changes are detected almost immediately. When p = 0.02, the size of the
change matters more for quick detction, where σ2 = 0.75 is detected after
more than 100 time-steps and σ2 = 1.5 after 66 at best. TPCA(20) is slightly
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slower than other choices of M because at least 21 observations are used in
the covariance matrix estimates to make them non-singular. For an increase
in the variance, TRP(M) for M = 50 or M = 30 performs comparable to the
PCA procedure when p ≥ 0.3 and p ≥ 0.5, respectively. If p = 1, such that
the change occurs in every stream, TRP(M) outperforms TPCA(M) by a large
margin.

Figure 5.8 shows how a change in the variance manifests itself in the two
least varying principal components when p = 0.05 and p = 1. The behavior for
p = 0.05 is representative for p up to 0.95. Notice how much more pronounced
the change is (to the right of the dotted lines) when p is not equal to 1.

Variance changes and a small change in mean (Figure 5.5). The
same general trend is visible when a small change in the mean is added to
the change in variance, but with a uniform decrease in detection delay. Since
TPCA(M) barely can be improved upon for a majority of the choices of the
input parameters, TRP(M) improves the most.

Correlation changes. TPCA(M) also detects a decrease in the correlations
with a delay mostly lying between 1 and 5. Even the small decrease in corre-
lations s = 0.75 is detected with a delay in this range. The di�erence from a
change in the variances is that the detection delay is larger when p = 0.02, but
much lower for p = 1. A correlation change in all streams is detected almost
immediately, whereas we have seen that a change in variance becomes harder
to detect close to the boundary of p = 1. TRP(M) is not powerful for detecting
this type of change unless M ≥ 50 and the change occurs in a majority of the
streams.

Correlation changes and a small change in mean (Figure 5.7). Adding
a small change in the mean in addition to the changes in correlations uniformly
improves the detection speed. When p = 0.02, for the best choice of M in
TPCA(M) in each scenario, the EDD is lower than 10 time-steps for all tested
decreases in correlation s.
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Figure 5.4. Comparison of EDD for a change in the variance of correlated
data streams with µ = 0 obtained from 500 Monte Carlo trials. The lower
EDD, the better. Results for σ2 = 0.5, 0.75, 1, 1.5 and various proportions p
are displayed. N = 100, ARL ≈ 500, w = 200 and t0 = κ = 260. The
random projection matrices have dimensions M = 10, 20, 3050, and the PCA
procedure use M = 2, 5, 10, 20 principal components. Exact values and
standard deviations are given in Table A.4.
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Figure 5.5. Comparison of EDD for a change in the variance of correlated
data streams with µ = 0.5 obtained from 500 Monte Carlo trials. The lower
EDD, the better. Results for σ2 = 0.5, 0.75, 1, 1.5 and various proportions p
are displayed. N = 100, ARL ≈ 500, w = 200 and t0 = κ = 260. The
random projection matrices have dimensions M = 10, 20, 3050, and the PCA
procedure use M = 2, 5, 10, 20 principal components. Exact values and
standard deviations are given in Table A.5.



5.1. SIMULATION EXPERIMENTS 75

TRP (10)
TRP (20)

TRP (30)
TRP (50)

TPCA(2)
TPCA(5)

TPCA(10)
TPCA(20)

0.0 0.2 0.4 0.6 0.8 1.0

0
20

40
60

80
10

0

p

E
D
D

s = 0

0.0 0.2 0.4 0.6 0.8 1.0

0
20

40
60

80
10

0

p

E
D
D

s = 0.25

0.0 0.2 0.4 0.6 0.8 1.0

0
20

40
60

80
10

0

p

E
D
D

s = 0.5

0.0 0.2 0.4 0.6 0.8 1.0

0
20

40
60

80
10

0

p

E
D
D

s = 0.75

Figure 5.6. Comparison of EDD for a change in the correlations of
correlated data streams with µ = 0 obtained from 500 Monte Carlo trials.
The lower EDD, the better. Results for σ2 = 0.5, 0.75, 1, 1.5 and various
proportions p are displayed. N = 100, ARL ≈ 500, w = 200 and
t0 = κ = 260. The random projection matrices have dimensions
M = 10, 20, 3050, and the PCA procedure use M = 2, 5, 10, 20 principal
components. Exact values and standard deviations are given in Table A.6.
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Figure 5.7. Comparison of EDD for a change in the correlations of
correlated data streams with µ = 0.5 obtained from 500 Monte Carlo trials.
The lower EDD, the better. Results for σ2 = 0.5, 0.75, 1, 1.5 and various
proportions p are displayed. N = 100, ARL ≈ 500, w = 200 and
t0 = κ = 260. The random projection matrices have dimensions
M = 10, 20, 3050, and the PCA procedure use M = 2, 5, 10, 20 principal
components. Exact values and standard deviations are given in Table A.7.
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Figure 5.8. Both plot (a) and (b) show the two least varying principal
components of the data, but with di�erent proportions of streams a�ected
by a change, p = 0.05 and p = 1, at κ = 260 (the dotted, vertical line).
N = 100, w = 200, t0 = 260 and σ2 = 2. The change in variance is much
more pronounced in (a), and is representative for p ∈ (0.05, 0.95).
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5.2 Example: Ship sensor data
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Figure 5.9. The residuals of the ship sensor data after AAKR signal
reconstruction for a representative sample of the 22 sensors.

In this section, we apply the projection procedures TPCA(M) and TRP(M)
to data xn,t consisting of 684 measurements from 22 ship sensors; t = 1, . . . , 684
and n = 1, . . . , 22. The sensors monitor the condition of a diesel engine's main
bearing through measuring quantities such as air pressure, various tempera-
tures, generator power and vessel speed. As the original sensor data is highly
irregular, it has �rst been preprocessed by the signal reconstruction method
auto-associative kernel regression (AAKR), so that we are left with the resid-
uals (Figure 5.9). These residuals are what we refer to by the 22-dimensional
time series xt. See Brandsæter et al. (2016) or Baraldi et al. (2015) for an
introduction to AAKR.

As can be seen from Figure 5.9, the sensors are highly correlated with a
changing covariance matrix. 47% of the 231 sample correlations are higher
than 0.4, and 27% are higher than 0.5. It is hard or intractable to whiten a
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data stream that has an unknown, changing covariance matrix. Thus, methods
that rely on this type of preprocessing cannot be appropriately applied to
these data. Among the methods studied here, versions of TP(M) are the only
procedures that are suitable.
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Figure 5.10. The autocorrelation function and partial autocorrelation
function of all time-steps of sensor 16. The other sensors have similar
dependence structure.

In our stopping rules, both independence in time and normality is assumed.
The sampling rate of the sensor measurements is once per minute, resulting
in a high degree of time-dependence (Figure 5.10). As a remedy, we have
chosen to sequentially �t an autoregressive model of order 3 (AR(3)) to each
sensor stream independently, and then run the detection procedure on the
standardized residuals. More precisely, at time t, for each sensor n = 1, . . . , 22,
an AR(3) model is �t to (xn,1, . . . , xn,t), and then the detection procedure is
run on the collection of standardized residuals. At the next time t + 1, the
process is repeated entirely, and so forth. In this way, the detection process
still mimics an online detection scenario. We used the partial autocorrelation
functions of the sensors to heuristically set the order of the AR model. This is
a coarse and computationally ine�cient way to handle the time-dependence,
but it works for the sake of the example. The normality assumption is hard
to assess because the distribution seems to be changing quite often. Figure
5.11 displays the autocorrelation function and normal Q-Q-plot for sensor 10
over a time-period where the distribution looks relatively stable, both for the
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original data and the AR(3) residuals. This sensor is an average case, with
some sensors showing more normality, and some less. The residuals tend to
be slightly closer to a normal distribution than the original data.
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Figure 5.11. The autocorrelation function and normal Q-Q-plot of x10,t,
t = 100, . . . , 380, and of the residuals of the same time series after �tting an
AR(3) model.

No known deviations from the ship's normal conditions exist in this data
set, but changes in the distribution are nonetheless visible, both in the mean
and the covariance matrix (Figures 5.12 and 5.9). The point of this example is
therefore to illustrate how the methods work on real data, see which change-
points are detected, and visually inspect how the time series is segmented as
a consequence. In other words, we are not interested in the detection delay,
as this requires a known change-point to compare with, but rather using the
methods to estimate change-points.

The maximum likelihood estimate κ̂ of a change-point κ is the value of k
corresponding to

argmax
M+1≤t−k≤w+1

2λ(k, t, ȳ,S),

if the detection statistic has raised above the threshold. When a change-point
is declared, the stopping rule is reapplied to xt for t = k + 1, k + 2, . . .. This
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Figure 5.12. The marginal empirical densities of the AAKR residuals of
the ship sensor data for a representative sample of sensors.

process is repeated until all the data has been used. Note that we have set the
lower limit of t − k such that only non-singular covariance matrix estimates
are used. This is required for the estimation purpose, because detection must
start at a low t0 to not hamper the repeated detection process, and to capture
changes that last for few observations. If we wanted to include the singular
covariance matrix estimates, we would have to constrain t0 ≥ w+60. Because
PCA is applied to xt, t0 is bounded with respect to N rather than M . We
chose to set t0 to 25. Since the changes are quite pronounced, and N = 22,
the sacri�ce for TRP(M) by using only the non-singular covariance matrix
estimates is not substantial.

We ran both TRP(M) and TPCA(M) for M = 2 and M = 5, but only
present the results for TRP(2) and TPCA(5) here. The di�erence to the other
choices ofM were minimal. We have chosen to illustrate the change detection
on the data projected onto four of the most non-stationary directions found by
ASSA since these summarize the non-stationary features across all the sensors
neatly. The seventh most non-stationary source was chosen instead of the
fourth, because more new features were visible in it. For the threshold values
we found by simulation for ARL = 500, many change-points are declared
(Figures 5.13 and 5.14). It seems likely that this can be attributed to the
non-normality, and somewhat spikey nature, of some of the sensors, combined
with the fact that the distribution might be changing quite often depending
on operating conditions of the ship.

By adjusting the thresholds, the changes considered most signi�cant by the
prcedures are revealed (Figures 5.15 and 5.16), resulting in what appears to be
a quite accurate segmentation. Consistent with the simulation experiments,
TPCA(M) looks more sensitive to covariance matrix changes than changes
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in the mean since the large mean jump at around t = 410 is not detected.
TRP(M) seems more balanced. TRP(M) probably performs well here for the
adjusted threshold, even with a dimension reduction ratio of M/N = 2/22 =
0.09, because the visible changes often a�ect more than half of the sensors.
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Figure 5.13. Segmentation of the ship sensor data using TRP(2) with
b = 24.45, corresponding to a simulated ARL of 500, illustrated on the most,
second, third and seventh most non-stationary sources found by ASSA.
t0 = 25, w = 200.
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Figure 5.14. Segmentation of the ship sensor data using TPCA(5) with
b = 55.2, corresponding to a simulated ARL of 500, illustrated on the most,
second, third and seventh most non-stationary sources found by ASSA.
t0 = 25, w = 200.



84 5. NUMERICAL PERFORMANCE ANALYSIS

0 100 200 300 400 500 600 700

-1
2

-8
-4

Index

ϕ
T 7
x
t

0 100 200 300 400 500 600 700

-1
2

-8
-6

Index

ϕ
T 3
x
t

0 100 200 300 400 500 600 700

-5
0

5
10

Index

ϕ
T 2
x
t

0 100 200 300 400 500 600 700

-3
5

-2
5

-1
5

t

ϕ
T 1
x
t

Figure 5.15. Segmentation of the ship sensor data using TRP(2) with
b = 110, illustrated on the most, second, third and seventh most
non-stationary sources found by ASSA. t0 = 25, w = 200.
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Figure 5.16. Segmentation of the ship sensor data using TPCA(5) with
b = 220, illustrated on the most, second, third and seventh most
non-stationary sources found by ASSA. t0 = 25, w = 200.
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5.3 Discussion and recommendations

From the results of the simulation experiments and the ship sensor example,
we have seen that all the detection procedures considered in the thesis excel
at di�erent change scenarios.

When only a change in the mean occurs, the mixture procedure for a
change in the mean was the quickest for all numbers of a�ected streams and
sizes of the change. The result is not surprising, because the mixture proce-
dure TMµ(p0) is tailored toward detecting sparse increases in the mean of an
i.i.d. data stream. Simultaneously, this is the drawback of the procedure, since
many model assumptions must be ful�lled for it to be used in practice; in-
dependence between streams and constant variance � or a known covariance
matrix � as well as independence in time and normality. Our experiments
also con�rmed that using p0 ≈ 0.1 is a good all-round choice, which is also
suggested in Chan (2015). It also depends on N computationally, so for very
high-dimensional streams, using the projection procedure TRPµ(M) can be
a more viable option, since it scales with the reduced dimension M . If the
constant variance assumption needs to be dropped, the mixture procedure for
changes in variance TM(p0) can be used instead with about the double detec-
tion delay. If both the independence and constant variance assumption does
not hold, some version of the projection procedure TP(M) can be used, but
at a great performance loss if the change is small or a�ects less than half of
the streams. Another way of performing the dimension reduction in TP(M)
than considered here might be bene�cial for reducing the loss in mean change
detection ability.

For a change in the variance of independent data streams, the mixture
procedure TM(p0) performed the best on our simulation setup for all numbers
of a�ected streams and sizes of the change. Similar to the mean detection
procedure, TM(p0) also exhibited robustness to the choice of p0, with p0 = 0.1
being a good compromise for all true values of p. If a small change in the mean
is also present (µ ≈ 0.5 in a standardized stream), TMµ(p0) detects small
changes in variance with comparable detection delay to TM(p0). However,
the mean detection procedure fails if the change only occurs in the variance,
making it an unstable choice for this type of change.

A slight drawback of the procedure TM(p0) is that a signi�cant amount
of time for setup is required before the procedure can be employed for t ≥ 4;
all expected values of the log-likelihood ratio for valid combinations of (k, t)
when 4 ≤ t ≤ w + 10 must be estimated by simulation. The remedy is that
once the expected values are calculated, they can be stored for later use. A
theoretical approximation to the expected values would make the procedure
more easily applicable.

For applications, perhaps the most interesting scenario is when indepen-
dence between data streams is not assumed, and both changes in the mean and
the whole covariance matrix can be detected. TPCA(M) detected both small
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and larger changes in the variances and correlations almost immediately in as
few as the two least varying principal components, unless the change was very
sparse (2 out of 100 a�ected streams) or a�ected close to all streams. This is
surprising and impressive. Because the singular covariance matrix estimates
are not used, the number of initial observations t0 is not restricted by the need
for simulation, and is restricted by its theoretical minimum; being greater than
N + 1. The dependence of t0 on the dimension of the raw data stream N is a
crucial limitation for very high-dimensional applications of using PCA in the
projection procedure. It also scales poorly computationally by depending on
N in the singular value decomposition being performed at every time-step, on
a growing number of observations. In addition, no previous estimates can be
reused since the whole data matrix Yt is recomputed for each new observa-
tion, making it signi�cantly slower in use than TRP(M) . Fortunately, this is
remedied by the fact that M can be very low without a loss in performance.
Lastly, the least varying principal components are not sensitive to a change in
the mean exclusively, which questions the generalizability of the 2-dimensional
theoretical example of Kuncheva and Faithfull (2014) to higher dimensions.
To conclude, TPCA(M) is very powerful within its domain; detecting changes
in the covariance matrix of a moderate to high number of original streams.

Although TRP(M) generally had the highest EDD across all scenarios in
the simulation experiments, the �gures are not entirely fair to the procedure.
Firstly, the ship sensor example illustrates that it is able to reduce the data
stream dimension considerably provided that the interesting changes are larger
than what is considered in our simulation experiments, and the threshold
adjusted. Secondly, using a random projection is computationally much more
e�cient than PCA since the dependence on dimension of the original data
N is only through the generation of random numbers in A, and the matrix
product Axt. Depending on whether the singular covariance matrix estimates
are used or not, the number of initial observations t0 required are as few as
4 or M + 1, respectively. The procedure TRP(M) can therefore be used for
far larger N than TPCA(M) , where t0 can be minimally N + 1. However, for
the lower bound of t0 to be 4, a theoretical approximation for the singular
expected log-likelihood ratio values is needed. Such an approximation might
be hard to attain due to the fact that these expected values depend on the
true covariance matrix. Thirdly, not being so sensitive to changes might give
it the advantage of being more robust to non-normality of the data. Thus,
if the data stream is of a higher dimension than say 100, large changes to
the variance are among the relevant changes, and the change a�ects a decent
amount of streams, TRP(M) can be useful. How many streams counts as a
�decent amount� is hard to give guidelines on, since this varies with both N
and the size of the changes.

A conclusion that can be drawn from this performance analysis is that
if the aim is to detect various types of changes as quickly as possible, sev-
eral procedures should be run in parallell, each tailored for a speci�c change.
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Knowledge about exactely what types of changes are relevant is integral to
quick detection.



6

Concluding remarks

In practice, changes in the distribution of a stream of data can indicate a
system failure onboard a ship, sensor failures, outlier data points, fraudulent
bank account behaviour or other anomalies. In this thesis, we have studied
multivariate relatives of the classical CUSUM statistic for sequential change
detection. Detecting changes in the mean is often su�cient, but sometimes a
change in the covariance matrix of a multi-stream can be equally indicative
of something anomalous. After reviewing two recently developed methods for
detecting changes in the mean of high-dimensional data streams, we therefore
derived similar procedures that detect changes in the covariance matrix in
addition to the mean.

The mixture procedures model the out-of-control data as a normally dis-
tributed mixture between a�ected and una�ected, independent streams, en-
abling prior indication of how many streams are believed to be a�ected by
a change. Typically, a change in a high-dimensional data stream does not
a�ect all streams, so incorporating this information facilitates quick detection
of sparse changes.

The projection procedures are built around detecting changes in a reduced
data stream obtained from applying some dimension reduction technique to
the incoming data. Which dimension reduction technique that should be used
depends on what purpose the reduction serves. We concentrated on three
methods for dimension reduction; random projections, principal component
analysis and stationary subspace analysis. Random projections are compu-
tationally e�cient for very large data streams, but require the changes to
be large or occur in many streams for quick detection. Principal component
analysis with the least varying principal components proved to be very ef-
fective for detecting changes in a general covariance matrix, but is restricted
by being computationally heavy. Stationary subspace analysis is very useful
for exploratory data analysis and retrospective change detection, but needs
modi�cations to be applied to sequential detection. A notable advantage of
the projection procedure for detecting changes in the covariance matrix and/or

89
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mean is that the streams can have any in-control and out-of-control covariance
matrix.

The ultimate aim of the thesis was to compare how quickly each method de-
tected changes of di�erent sizes and degrees of sparsity, in the mean, the vari-
ances and the correlations of both independent and correlated data streams.
This was used as a basis to discuss what domains the procedures would be
useful in. The previous section (5.3) contains the detailed conclusions on the
performance of the various methods.

We conclude the thesis by pointing out directions for further research.

6.1 Future research

Firstly, deriving the expected log-likelihood ratio of TM(p0) theoretically, or
a good approximation, would make the extended mixture procedure easier
to apply. A similar point is valid for the projection procedure TP(M). An
approximation to the expected log-likelihood ratios of TP(M) when there is
a singular covariance matrix estimate would remove the need for a warm-
up period with in-control data for the singular log-likelihood ratios. This,
however, is a harder problem because the expected values depend on the true
out-of-control variance.

A way to modify the issue for TP(M) is to �nd other ways of handling the
estimation of the covariance matrices when t−k ≤M than the pseudo-inverse.
See section 3.4.4 for suggestions.

For the mean detection procedures, Xie, Siegmund, et al. (2013) and Cao et
al. (2016) derive theoretical approximations to the ARL and EDD as functions
of the threshold and the other input parameters. Finding such approximations
for the new stopping rules TM(p0) and TP(M) would simplify their application
greatly. These quantities can be found with arbitrary accuracy by simulation,
but especially �nding the threshold for a speci�c ARL is a very heavy process
computationally for high N or M .

Because TPCA(M) detected changes in the covariance matrix almost im-
mediately from the very few least varying principal components, but not the
mean, an interesting question is what types of changes manifest themselves
most clearly in what principal components. One could ask whether there is a
systematic relationship between the type of change and what principal com-
ponents the change will reveal itself in, independently of the dimension of the
data.

PCA for change detection is slow computationally partly because an SVD
is performed at every time-step. Thus, a way to incrementally update the
eigensystem for every new data-point would e�ectivize the detection proce-
dure. This has been done in relation to other algorithms, such as for spectral
clustering (Ning et al., 2010).
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Conceptually, SSA seemed like a promising dimension reduction technique
for change detection in moderately sized (N ≤ 50) streams, but failed for
sequential change detection since the most non-stationary sources are not sta-
tionary. In Section 4.3, we proposed to solve this issue by recasting the SSA
optimization problem as a feature selection problem. In that way, the most
non-stationary streams would be selected as a subset of the original data
stream, rather than combined into linear combinations. If no streams had
changed, even the most non-stationary stream would have the null distribu-
tion.

More generally, an interesting research question is how to characterize and
�nd an optimal dimension reduction technique for sequential change detection.

Lastly, in Xie, Siegmund, et al. (2013), a distinction between structured
and unstructured problems is made. We have only studied unstructured prob-
lems in this thesis. Structured problems include a model that relate the
changes seen in di�erent streams. Take the mean detection scenario for a
sensor network as an example. Let there be N sensors, where the n'th sensor
is located at the two-dimensional point sn in space. Also assume there is a
single source of a change located at z. The mean of the n'th sensor can then
be given by

µn = rαz(sn),

where r represents the unknown size of the change, and αz(s) is a function that
describes how the �change signal� at z has weakened at sn. Letting αz(s) be
a decreasing function of the distance |z− sn| is common. With this structure
imposed on the mean, a detection statistic can be derived by maximizing with
respect to r, the possible source locations z and change-points k.

Such an additional modeling step increases the detection ability of the
mixture procedure in Xie, Siegmund, et al. (2013) considerably. Including a
spatial model to relate the variances as well would thus be an interesting and
useful problem to explore in the future.
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A

Tables

A.1 Results for independent data streams

Table A.1

Comparison of EDD for a change in the mean obtained from 500 Monte
Carlo trials. Standard deviations of the EDD are in parenthesis.

N = 100, ARL ≈ 500, w = 200 and t0 = κ = 260.

p Method EDD, µ = 0.7 EDD, µ = 1 EDD, µ = 1.3

0.02 TRP(10) 335.7 (14.24) 294.8 (13.5) 242.1 (12.66)
TRP(30) 234.8 (10.94) 211.4 (10.1) 187.9 (9.43)
TRP(50) 217.5 (10.8) 203.9 (10.77) 168.2 (8.09)
TRPµ(10) 166.2 (6.75) 85.5 (3.09) 55 (2.04)
TRPµ(30) 78.6 (2.29) 43.9 (1.17) 28.3 (0.73)
TRPµ(50) 59.8 (1.49) 32.7 (0.74) 21.2 (0.45)
TM(0.1) 48.8 (1.14) 24.6 (0.49) 15.2 (0.28)
TM(1) 92.1 (4.48) 39 (0.91) 22.9 (0.48)
TMµ(0.1) 24.6 (0.52) 13.6 (0.26) 8.4 (0.16)
TMµ(1) 35.7 (0.8) 18.9 (0.41) 11.8 (0.23)

0.05 TRP(10) 293.7 (14.24) 192.1 (11.48) 126.9 (8.72)
TRP(30) 204.4 (10.84) 153.9 (7.27) 85.7 (3.71)
TRP(50) 182.5 (9.38) 162 (8.13) 93.9 (5.19)
TRPµ(10) 75.2 (2.91) 39.7 (1.39) 25 (0.82)
TRPµ(30) 36.2 (0.96) 20.1 (0.45) 12.5 (0.27)
TRPµ(50) 27.6 (0.61) 14.6 (0.31) 9.3 (0.18)
TM(0.1) 22.4 (0.42) 12.2 (0.2) 8.1 (0.11)
TM(1) 30 (0.65) 15.8 (0.27) 10 (0.17)
TMµ(0.1) 12.8 (0.23) 7.2 (0.13) 4.6 (0.07)
TMµ(1) 14.7 (0.31) 8.2 (0.15) 5.1 (0.09)

0.10 TRP(10) 213.5 (11.89) 90.7 (5.35) 54.1 (2.67)
TRP(30) 165.7 (8.73) 85.8 (4.27) 48 (1.23)

97



98 A. TABLES

TRP(50) 152.2 (8.08) 82.5 (3.88) 50.8 (1.67)
TRPµ(10) 40.3 (1.48) 23.5 (1.08) 13.5 (0.42)
TRPµ(30) 20.7 (0.5) 11.1 (0.24) 7 (0.13)
TRPµ(50) 15.5 (0.31) 8.3 (0.15) 5.3 (0.1)
TM(0.1) 14.2 (0.23) 7.7 (0.1) 5.4 (0.06)
TM(1) 16.2 (0.3) 8.9 (0.13) 5.9 (0.08)
TMµ(0.1) 7.9 (0.15) 4.5 (0.07) 3 (0.05)
TMµ(1) 7.6 (0.16) 4.4 (0.07) 2.9 (0.05)

0.30 TRP(10) 59.2 (3.59) 28.6 (0.84) 18.9 (0.49)
TRP(30) 53.2 (1.37) 30.1 (0.73) 17.6 (0.53)
TRP(50) 58.3 (1.97) 27.9 (1.1) 10.9 (0.66)
TRPµ(10) 16.8 (0.54) 8.5 (0.25) 5.6 (0.16)
TRPµ(30) 7.9 (0.16) 4.3 (0.09) 2.8 (0.05)
TRPµ(50) 5.9 (0.1) 3.4 (0.06) 2.2 (0.03)
TM(0.1) 6.6 (0.08) 4.1 (0.04) 3.1 (0.03)
TM(1) 6.4 (0.09) 3.9 (0.04) 2.9 (0.03)
TMµ(0.1) 3.5 (0.06) 2 (0.03) 1.4 (0.02)
TMµ(1) 2.6 (0.05) 1.6 (0.03) 1.1 (0.02)

0.50 TRP(10) 36.5 (1.21) 19.6 (0.49) 12.3 (0.33)
TRP(30) 35.8 (0.88) 18.4 (0.53) 6.9 (0.34)
TRP(50) 35.8 (1.27) 12.6 (0.72) 2.5 (0.15)
TRPµ(10) 10.6 (0.3) 5.5 (0.16) 3.8 (0.11)
TRPµ(30) 5.2 (0.11) 2.9 (0.05) 1.9 (0.03)
TRPµ(50) 4 (0.06) 2.2 (0.04) 1.5 (0.02)
TM(0.1) 4.9 (0.05) 3.3 (0.03) 2.6 (0.02)
TM(1) 4.5 (0.05) 3 (0.03) 2.3 (0.02)
TMµ(0.1) 2.3 (0.04) 1.4 (0.02) 1.1 (0.01)
TMµ(1) 1.6 (0.03) 1.1 (0.01) 1 (0.01)

1.00 TRP(10) 19.9 (0.56) 11.1 (0.28) 6.6 (0.21)
TRP(30) 18.9 (0.55) 5.5 (0.29) 1.9 (0.06)
TRP(50) 12.9 (0.69) 1.9 (0.06) 1.2 (0.02)
TRPµ(10) 5.9 (0.16) 3.1 (0.07) 2 (0.05)
TRPµ(30) 2.9 (0.05) 1.8 (0.03) 1.2 (0.02)
TRPµ(50) 2.2 (0.04) 1.4 (0.02) 1 (0.01)
TM(0.1) 3.4 (0.03) 2.5 (0.02) 2 (0.01)
TM(1) 3 (0.03) 2.1 (0.02) 2 (0.01)
TMµ(0.1) 1.3 (0.02) 1 (0.01) 1 (0.01)
TMµ(1) 1 (0.01) 1 (0) 1 (0)
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Table A.2

Comparison of EDD for a change in the variance of independent data
streams with µ = 0 obtained from 500 Monte Carlo trials. Standard

deviations of the EDD are in parenthesis.
N = 100, ARL ≈ 500, w = 200 and t0 = κ = 260.

p Method EDD, σ = 0.5 EDD, σ = 0.75 EDD, σ = 1.5 EDD, σ = 2

0.02 TRP(10) 329.6 (13.83) 341 (14.73) 338.9 (14.43) 306.9 (13.49)
TRP(20) 270.6 (11.79) 249.1 (11.02) 259.2 (11.58) 251.5 (11.38)
TRP(30) 229 (10.22) 232.4 (9.99) 229 (10.01) 236.3 (11.51)
TRP(50) 240.5 (10.71) 234.7 (10.37) 204.1 (9.86) 177.7 (10.25)
TM(0.03) 28.8 (0.48) 188.5 (10) 50 (1.49) 14.9 (0.34)
TM(0.1) 34.6 (0.62) 245.5 (15.43) 63.4 (2.2) 17.2 (0.41)
TM(0.3) 42.8 (0.82) 297.7 (16.51) 100.5 (7.27) 21.2 (0.52)
TM(1) 53.9 (1.08) 331.5 (18.17) 168.2 (11.59) 26.6 (0.69)

0.05 TRP(10) 343.3 (14.58) 338.3 (14.55) 339.8 (13.95) 299.8 (14.23)
TRP(20) 259.9 (11.79) 257.9 (11.06) 251 (11.66) 228.7 (11.34)
TRP(30) 255.7 (11.23) 245.8 (11.66) 224.8 (10.06) 153 (7.77)
TRP(50) 214.6 (9.72) 244.4 (11.49) 188.1 (10.31) 78.8 (5.31)
TM(0.03) 16.6 (0.23) 70.9 (1.61) 24.1 (0.51) 7.7 (0.15)
TM(0.1) 17.8 (0.26) 78.4 (1.89) 26.2 (0.56) 8.2 (0.16)
TM(0.3) 19.6 (0.31) 90.5 (2.95) 30.1 (0.67) 9 (0.18)
TM(1) 22.8 (0.4) 113.3 (5.45) 34.4 (0.86) 10.5 (0.22)

0.10 TRP(10) 351.9 (16.05) 357.6 (14.92) 350.1 (17.65) 165.7 (8.62)
TRP(20) 261.7 (10.77) 279.4 (12.05) 263.1 (11.81) 93.2 (4.14)
TRP(30) 212.8 (9.71) 235.7 (10.92) 206 (9.82) 59.5 (3.11)
TRP(50) 208.5 (9.43) 223.2 (10.58) 129.7 (7.6) 18 (1.27)
TM(0.03) 11.8 (0.12) 43.7 (0.86) 15 (0.29) 4.9 (0.09)
TM(0.1) 11.4 (0.13) 44 (0.9) 15.1 (0.3) 5.1 (0.09)
TM(0.3) 11.7 (0.15) 46.1 (1.01) 16.2 (0.33) 5.5 (0.1)
TM(1) 12.6 (0.18) 51.2 (1.18) 17.8 (0.36) 5.9 (0.1)

0.30 TRP(10) 191.6 (9.66) 330 (15.72) 140.1 (7.34) 25.4 (0.61)
TRP(20) 117.8 (5.09) 262.2 (12.16) 89.6 (3.58) 11.1 (0.5)
TRP(30) 80.3 (2.06) 223.1 (10.04) 54.4 (3.38) 3.7 (0.15)
TRP(50) 65.2 (1.33) 216.8 (9.42) 9.7 (0.87) 2 (0.04)
TM(0.03) 6.5 (0.07) 20.8 (0.34) 7 (0.12) 2.7 (0.04)
TM(0.1) 5.8 (0.06) 19 (0.32) 6.7 (0.11) 2.6 (0.04)
TM(0.3) 5.5 (0.06) 18 (0.3) 6.7 (0.11) 2.7 (0.04)
TM(1) 5.3 (0.06) 17.9 (0.31) 7 (0.12) 2.7 (0.04)

0.50 TRP(10) 51.9 (1.13) 252.7 (12.65) 49.5 (1.24) 10 (0.3)
TRP(20) 41.4 (0.83) 193.8 (10.16) 32.5 (1.11) 3.2 (0.1)
TRP(30) 38.6 (0.68) 149.4 (7.68) 11.5 (0.68) 1.9 (0.03)
TRP(50) 40.2 (0.58) 137.7 (5.83) 3 (0.1) 1.4 (0.02)
TM(0.03) 5 (0.05) 14.7 (0.22) 5 (0.07) 2.1 (0.03)
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TM(0.1) 4.3 (0.05) 12.8 (0.21) 4.7 (0.06) 2 (0.03)
TM(0.3) 4 (0.04) 11.8 (0.19) 4.6 (0.06) 2 (0.03)
TM(1) 3.8 (0.04) 11.5 (0.19) 4.7 (0.06) 2 (0.03)

1.00 TRP(10) 12.1 (0.15) 43.1 (0.87) 14.4 (0.42) 2.6 (0.07)
TRP(20) 12.7 (0.18) 41.6 (0.79) 4.4 (0.17) 1.6 (0.03)
TRP(30) 13.3 (0.2) 42.8 (0.87) 2.3 (0.05) 1.2 (0.02)
TRP(50) 14.5 (0.21) 47.1 (0.99) 1.5 (0.02) 1 (0.01)
TM(0.03) 3.6 (0.03) 9.4 (0.12) 3.4 (0.04) 1.4 (0.02)
TM(0.1) 3 (0.03) 8 (0.1) 3.1 (0.04) 1.4 (0.02)
TM(0.3) 2.8 (0.03) 7.2 (0.09) 3 (0.04) 1.4 (0.02)
TM(1) 2.5 (0.03) 6.8 (0.09) 3 (0.04) 1.4 (0.02)

Table A.3

Comparison of EDD for a change in the variance of independent data
streams with µ = 0.5 obtained from 500 Monte Carlo trials. Standard

deviations of the EDD are in parenthesis.
N = 100, ARL ≈ 500, w = 200 and t0 = κ = 260.

p Method EDD, σ = 0.5 EDD, σ = 0.75 EDD, σ = 1.5 EDD, σ = 2

0.02 TRP(10) 478.3 (21.54) 449.8 (20.51) 484.6 (22.1) 477.4 (22.49)
TRP(30) 481 (22.57) 480.9 (23.04) 453.7 (21.26) 424 (20.8)
TRP(50) 523.8 (26.17) 504.6 (24.17) 441.7 (22.9) 357.5 (21.64)
TRPµ(10) 279.5 (13.18) 271.7 (11.83) 247.1 (11.5) 215.2 (9.93)
TRPµ(30) 155.7 (5.71) 151.8 (5.38) 137.4 (4.96) 129.1 (5.16)
TRPµ(50) 117.3 (3.4) 115.7 (2.96) 83.4 (2.62) 58.6 (2.27)
TM(0.1) 25.7 (0.44) 57 (1.31) 37.5 (1.07) 14.8 (0.34)
TM(1) 37.8 (0.76) 96.7 (4.58) 68 (3.14) 21.7 (0.58)
TMµ(0.1) 50.1 (0.93) 48.1 (0.98) 38.1 (1.08) 32.8 (1.1)
TMµ(1) 69.6 (1.61) 69.2 (1.56) 57.2 (1.67) 55.6 (1.68)

0.05 TRP(10) 489.6 (22.87) 485.4 (21.46) 432.4 (20.28) 345 (21.02)
TRP(30) 442.8 (20.27) 445 (21.27) 410.9 (20.99) 226.9 (15.05)
TRP(50) 447.4 (24.07) 460.9 (22.62) 366.2 (19.75) 156.6 (16.21)
TRPµ(10) 155 (6.91) 143.9 (5.8) 129.8 (5.34) 106.9 (5.13)
TRPµ(30) 75 (1.92) 68.3 (1.78) 61.1 (1.64) 52.7 (1.68)
TRPµ(50) 55.8 (1.18) 51.5 (1.21) 37.5 (1.08) 20.3 (0.74)
TM(0.1) 13.3 (0.18) 27.2 (0.47) 16.8 (0.34) 7.2 (0.14)
TM(1) 16.7 (0.27) 35.4 (0.74) 22.3 (0.5) 8.9 (0.18)
TMµ(0.1) 28.2 (0.43) 26.8 (0.46) 18.8 (0.51) 14.9 (0.44)
TMµ(1) 30.5 (0.61) 29.3 (0.6) 24.1 (0.62) 19.9 (0.58)

0.10 TRP(10) 387.5 (18.27) 400.9 (18.84) 322.9 (17.11) 122.5 (8.62)
TRP(30) 291.6 (17.15) 400.3 (20.42) 301.7 (18.32) 48.4 (2.07)
TRP(50) 231.8 (14.83) 452.5 (23.87) 183.5 (17.35) 15.3 (0.93)
TRPµ(10) 84.3 (3.53) 76.3 (3.04) 63.9 (2.39) 59 (2.44)
TRPµ(30) 39.2 (0.89) 38.3 (0.89) 31.9 (0.92) 26.7 (0.78)
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TRPµ(50) 32.7 (0.6) 30.8 (0.61) 17.2 (0.54) 7.3 (0.25)
TM(0.1) 8.5 (0.1) 17.1 (0.26) 10.3 (0.18) 4.4 (0.07)
TM(1) 9.4 (0.12) 19.2 (0.34) 11.9 (0.22) 5.2 (0.09)
TMµ(0.1) 18.7 (0.27) 16.4 (0.28) 10.4 (0.26) 7.8 (0.23)
TMµ(1) 16.1 (0.28) 15.1 (0.31) 11.6 (0.29) 9.4 (0.25)

0.30 TRP(10) 62 (2.15) 117.8 (7.85) 54.2 (1.59) 20.1 (0.47)
TRP(30) 49.3 (0.84) 81.5 (3.48) 31.2 (1.17) 4.3 (0.1)
TRP(50) 50.9 (0.65) 90.4 (1.87) 6.5 (0.45) 1.8 (0.03)
TRPµ(10) 33.7 (1.19) 34 (1.31) 22.8 (0.77) 17.4 (0.63)
TRPµ(30) 16.4 (0.32) 15.3 (0.32) 11 (0.27) 7.5 (0.22)
TRPµ(50) 13.8 (0.2) 12.8 (0.2) 4.4 (0.13) 1.5 (0.04)
TM(0.1) 4.8 (0.04) 8.3 (0.1) 4.8 (0.07) 2.4 (0.03)
TM(1) 4.3 (0.04) 7.8 (0.1) 4.9 (0.07) 2.5 (0.03)
TMµ(0.1) 9.2 (0.12) 7.4 (0.12) 3.6 (0.09) 2.4 (0.06)
TMµ(1) 6 (0.09) 5.3 (0.09) 3.2 (0.08) 2.3 (0.06)

0.50 TRP(10) 30.5 (0.53) 48.2 (1.61) 27.9 (0.64) 9.2 (0.26)
TRP(30) 29.8 (0.39) 45.4 (0.87) 7.5 (0.32) 2.8 (0.03)
TRP(50) 35.1 (0.41) 56.6 (0.86) 2.3 (0.05) 1.3 (0.02)
TRPµ(10) 22.5 (0.62) 20 (0.62) 14.7 (0.53) 9.8 (0.36)
TRPµ(30) 12 (0.21) 10.1 (0.19) 6.6 (0.17) 3.8 (0.11)
TRPµ(50) 9.9 (0.12) 8.8 (0.12) 2.1 (0.05) 1.1 (0.01)
TM(0.1) 3.7 (0.03) 5.9 (0.06) 3.6 (0.05) 1.8 (0.03)
TM(1) 3.2 (0.03) 5.3 (0.06) 3.6 (0.04) 1.9 (0.03)
TMµ(0.1) 6.4 (0.09) 5.1 (0.08) 2.1 (0.05) 1.4 (0.03)
TMµ(1) 4 (0.05) 3.2 (0.05) 1.7 (0.04) 1.3 (0.03)

1.00 TRP(10) 11.2 (0.11) 21.3 (0.38) 10.4 (0.3) 3.4 (0.06)
TRP(30) 12.8 (0.14) 25.4 (0.34) 2.9 (0.03) 2.1 (0.01)
TRP(50) 13.5 (0.16) 31.4 (0.41) 1.4 (0.02) 1 (0)
TRPµ(10) 13.7 (0.35) 11.8 (0.31) 6.3 (0.2) 4 (0.12)
TRPµ(30) 7.3 (0.1) 6 (0.09) 2.8 (0.07) 1.6 (0.04)
TRPµ(50) 6.8 (0.06) 5.6 (0.07) 1.1 (0.01) 1 (0)
TM(0.1) 2.8 (0.02) 4 (0.04) 2.5 (0.03) 1.3 (0.02)
TM(1) 2.2 (0.02) 3.4 (0.03) 2.4 (0.03) 1.3 (0.02)
TMµ(0.1) 4 (0.05) 2.9 (0.04) 1.1 (0.02) 1 (0.01)
TMµ(1) 2.2 (0.03) 1.7 (0.03) 1 (0.01) 1 (0)
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A.2 Results for correlated data streams

Table A.4

Comparison of EDD for a change in the variance of correlated data streams
with µ = 0 obtained from 500 Monte Carlo trials. Standard deviations of the

EDD are in parenthesis.
N = 100, ARL ≈ 500, w = 200 and t0 = κ = 260.

p Method EDD, σ = 0.5 EDD, σ = 0.75 EDD, σ = 1.5 EDD, σ = 2

0.02 TRP(10) 350.1 (15.99) 355.8 (15.64) 325 (14.39) 308.1 (14.43)
TRP(20) 275.8 (13.59) 263.1 (11.83) 276.9 (12.87) 239 (11.39)
TRP(30) 235 (10.48) 236.2 (10.15) 227.3 (10.4) 201.7 (10.18)
TRP(50) 147.4 (6.59) 156.6 (7.58) 135.1 (6.81) 98.4 (6.72)
TPCA(2) 59 (9.56) 111.5 (11.68) 98.2 (12.81) 45 (7.27)
TPCA(5) 27.8 (6.98) 126.4 (13.3) 62.6 (9.02) 26 (5.83)
TPCA(10) 30.5 (5.14) 205.7 (16.7) 111.1 (11.8) 35.9 (6.01)
TPCA(20) 90.4 (11.65) 308.4 (19.17) 221.6 (17.71) 102.5 (10.76)

0.05 TRP(10) 335.3 (16.13) 334.9 (14.03) 324.8 (15.4) 269.4 (13.69)
TRP(20) 269.3 (12.6) 248.5 (12.23) 255.4 (11.54) 179.6 (9.8)
TRP(30) 212.9 (8.92) 214 (9.7) 195 (9.33) 106.8 (5.9)
TRP(50) 155 (7.39) 157.4 (6.83) 91.1 (5.32) 23.3 (2)
TPCA(2) 3 (0.19) 22.6 (6.29) 4.4 (1.16) 3.1 (0.76)
TPCA(5) 3 (0.11) 21.5 (6.32) 4.5 (0.81) 2.4 (0.55)
TPCA(10) 4.7 (0.17) 52.9 (9.56) 8.1 (2.05) 4.6 (1.71)
TPCA(20) 10.3 (0.79) 150.1 (14.46) 42.8 (7.43) 8.2 (1.45)

0.10 TRP(10) 327.6 (14.76) 343.8 (13.98) 298.9 (13.32) 140.9 (7.7)
TRP(20) 266.4 (12.17) 258.8 (10.85) 245.7 (12.34) 64.3 (2.14)
TRP(30) 196 (9.24) 235.3 (10.66) 177.9 (9.29) 31.8 (1.4)
TRP(50) 99.4 (3.95) 173.1 (7.89) 46.7 (3.42) 5.5 (0.26)
TPCA(2) 2 (0.08) 3.7 (0.17) 2.2 (0.09) 2 (0.06)
TPCA(5) 2 (0.07) 4.8 (0.23) 2.3 (0.08) 1.6 (0.04)
TPCA(10) 2.8 (0.1) 10.5 (2.4) 3.3 (0.12) 1.9 (0.05)
TPCA(20) 5.5 (0.17) 48.9 (8.38) 8.8 (1.17) 4.3 (0.72)

0.30 TRP(10) 168.6 (9.27) 325.4 (15.8) 131.1 (8.53) 22.4 (0.56)
TRP(20) 85.2 (2.54) 262.4 (12.57) 68.1 (2.66) 7.5 (0.33)
TRP(30) 61.9 (1.37) 197.4 (9.09) 30.5 (1.56) 2.9 (0.09)
TRP(50) 48 (0.79) 159.6 (6.71) 4.7 (0.2) 1.5 (0.03)
TPCA(2) 1.6 (0.04) 2.2 (0.08) 1.8 (0.06) 2.6 (0.07)
TPCA(5) 1.4 (0.03) 2.4 (0.08) 1.7 (0.05) 2 (0.05)
TPCA(10) 1.6 (0.04) 3.7 (0.15) 2.2 (0.06) 2.2 (0.05)
TPCA(20) 2.7 (0.07) 8 (0.3) 4.7 (0.12) 3.6 (0.08)

0.50 TRP(10) 49.7 (1.03) 234.8 (11.49) 45.5 (1.26) 8.3 (0.28)
TRP(20) 39.2 (0.73) 171.2 (8.64) 26.9 (1.01) 2.6 (0.07)
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TRP(30) 34.8 (0.59) 140.8 (6.43) 6.6 (0.34) 1.6 (0.03)
TRP(50) 34.6 (0.51) 91.5 (2.58) 2.2 (0.06) 1.1 (0.02)
TPCA(2) 1.6 (0.04) 2 (0.06) 1.9 (0.06) 3.1 (0.08)
TPCA(5) 1.3 (0.03) 2.2 (0.07) 1.8 (0.05) 2.6 (0.06)
TPCA(10) 1.4 (0.03) 3.2 (0.11) 2.4 (0.06) 3 (0.06)
TPCA(20) 2.1 (0.05) 6.7 (0.22) 5 (0.12) 5.3 (0.1)

0.70 TRP(10) 25.4 (0.4) 92.7 (3.29) 27 (0.64) 4.5 (0.15)
TRP(20) 23.7 (0.35) 78.1 (2.36) 10.2 (0.48) 1.9 (0.04)
TRP(30) 23.2 (0.36) 70.3 (1.73) 3.3 (0.11) 1.4 (0.02)
TRP(50) 26.4 (0.37) 64.7 (1.45) 1.7 (0.03) 1.1 (0.01)
TPCA(2) 1.5 (0.04) 2 (0.07) 2 (0.06) 3.2 (0.1)
TPCA(5) 1.2 (0.02) 2.2 (0.07) 2 (0.06) 2.8 (0.07)
TPCA(10) 1.3 (0.03) 3.3 (0.12) 3 (0.09) 3.8 (0.09)
TPCA(20) 2 (0.05) 6.9 (0.26) 6.8 (0.17) 8.2 (0.16)

0.90 TRP(10) 15.2 (0.2) 54.8 (1.26) 17.1 (0.48) 3.1 (0.09)
TRP(20) 15.4 (0.21) 52.3 (1.03) 5.1 (0.21) 1.6 (0.03)
TRP(30) 16 (0.24) 49.3 (1.04) 2.2 (0.05) 1.2 (0.02)
TRP(50) 18.2 (0.26) 54.5 (1.11) 1.4 (0.02) 1 (0)
TPCA(2) 1.6 (0.05) 4.2 (0.85) 3.1 (0.14) 3.9 (0.21)
TPCA(5) 1.5 (0.04) 3.7 (0.14) 3.6 (0.13) 4.2 (0.19)
TPCA(10) 1.9 (0.06) 8.1 (1.14) 6.1 (0.2) 7.6 (0.23)
TPCA(20) 3.1 (0.1) 28.8 (7.81) 15.4 (0.44) 16.8 (0.35)

0.95 TRP(10) 13.4 (0.17) 48.4 (1.07) 15.3 (0.44) 2.7 (0.07)
TRP(20) 14.1 (0.2) 45.3 (0.94) 4.1 (0.15) 1.5 (0.02)
TRP(30) 14.9 (0.2) 45.2 (0.97) 2.2 (0.05) 1.2 (0.02)
TRP(50) 15.9 (0.24) 49.7 (1.08) 1.4 (0.02) 1 (0)
TPCA(2) 2.4 (0.31) 22.5 (6.69) 6.8 (0.62) 9.2 (0.8)
TPCA(5) 2.1 (0.07) 19.7 (2.91) 7.4 (0.42) 7.3 (0.46)
TPCA(10) 2.8 (0.1) 26.5 (3.61) 12.4 (0.58) 13.4 (0.49)
TPCA(20) 5.1 (0.17) 75.3 (8.1) 29.7 (1.03) 26.2 (0.57)

1.00 TRP(10) 12.5 (0.16) 45.5 (0.86) 13.7 (0.39) 2.7 (0.07)
TRP(20) 13 (0.17) 41.4 (0.81) 3.8 (0.13) 1.5 (0.02)
TRP(30) 13.3 (0.19) 42 (0.85) 2 (0.04) 1.1 (0.02)
TRP(50) 14.2 (0.22) 48.4 (0.97) 1.3 (0.02) 1 (0)
TPCA(2) 40.8 (0.93) 248.2 (11.92) 137.6 (4.59) 89.8 (1.42)
TPCA(5) 30.4 (0.56) 207.1 (10.88) 115.5 (2.17) 78.9 (1.1)
TPCA(10) 30 (0.41) 180.8 (9.01) 110.6 (1.73) 74.5 (0.98)
TPCA(20) 28.8 (0.38) 173.8 (9.56) 105 (1.58) 66.1 (0.9)
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Table A.5

Comparison of EDD for a change in the variance of correlated data streams
with µ = 0.5 obtained from 500 Monte Carlo trials. Standard deviations of

the EDD are in parenthesis.
N = 100, ARL ≈ 500, w = 200 and t0 = κ = 260.

p Method EDD, σ = 0.5 EDD, σ = 0.75 EDD, σ = 1.5 EDD, σ = 2

0.02 TRP(10) 353.9 (16) 361.5 (17.29) 330.1 (15.21) 298.7 (14.31)
TRP(20) 253.5 (11.32) 270.5 (12.08) 245.8 (12.69) 268 (12.75)
TRP(30) 223.8 (10.21) 230 (10.95) 218.1 (10.19) 174.4 (8.19)
TRP(50) 142.9 (6.63) 158.5 (7.44) 121.2 (5.97) 72.6 (4.73)
TPCA(2) 32 (6.12) 25.2 (4.81) 42.6 (9.08) 66.8 (10.75)
TPCA(5) 8.6 (1.59) 16.9 (4.08) 11.2 (2.58) 17.5 (4.52)
TPCA(10) 9.1 (1.24) 13.2 (2.36) 15.8 (3.36) 36.6 (8)
TPCA(20) 16.6 (0.95) 23.6 (2.05) 37.2 (3.96) 74.1 (9.72)

0.05 TRP(10) 303 (13.89) 302.3 (13.89) 322 (15.04) 219.4 (10.98)
TRP(20) 241.4 (12.11) 234.5 (11.17) 219.1 (10.91) 139.5 (7.74)
TRP(30) 177.2 (9.14) 199.8 (9.34) 184.4 (8.92) 75.2 (4.39)
TRP(50) 103.7 (4.45) 125.4 (5.98) 70.2 (4.98) 17.8 (0.98)
TPCA(2) 2.5 (0.13) 16.1 (4.8) 3.4 (0.6) 2.6 (0.63)
TPCA(5) 2.2 (0.08) 9.5 (2.86) 3 (0.45) 1.7 (0.05)
TPCA(10) 3.1 (0.12) 5.7 (0.58) 3.6 (0.15) 2.3 (0.07)
TPCA(20) 6.7 (0.22) 16.5 (2.85) 13.3 (2.81) 4.8 (0.16)

0.10 TRP(10) 225.5 (10.7) 260.4 (12.42) 223.7 (11.16) 85.6 (3.94)
TRP(20) 169.5 (8.26) 206.7 (9.77) 162.3 (8.99) 47 (1.44)
TRP(30) 99.1 (3.6) 149.5 (7.9) 101.5 (5.2) 26.1 (1.04)
TRP(50) 58.3 (1.59) 99.1 (5.23) 27 (1.55) 4.4 (0.17)
TPCA(2) 1.9 (0.11) 3 (0.2) 2.4 (0.36) 1.9 (0.06)
TPCA(5) 1.6 (0.04) 2.6 (0.18) 1.9 (0.06) 1.6 (0.04)
TPCA(10) 2 (0.06) 3.6 (0.17) 2.5 (0.09) 1.8 (0.04)
TPCA(20) 3.8 (0.11) 11.3 (1.77) 5.8 (0.22) 4 (0.55)

0.30 TRP(10) 49.9 (1.42) 88.3 (5.08) 50.5 (1.46) 17.7 (0.46)
TRP(20) 40.7 (0.84) 62.4 (2.17) 34.4 (1.1) 6.2 (0.26)
TRP(30) 36.1 (0.67) 53.3 (1.25) 14.8 (0.76) 2.5 (0.06)
TRP(50) 34.5 (0.55) 46.5 (1.03) 2.9 (0.11) 1.4 (0.02)
TPCA(2) 1.9 (0.05) 2.1 (0.08) 2.2 (0.07) 2.9 (0.08)
TPCA(5) 1.4 (0.03) 1.8 (0.08) 1.7 (0.04) 2.2 (0.05)
TPCA(10) 1.5 (0.03) 2.3 (0.12) 2 (0.06) 2.4 (0.06)
TPCA(20) 2.3 (0.06) 8.1 (1.75) 4.3 (0.13) 4 (0.08)

0.50 TRP(10) 25.5 (0.49) 43 (1.18) 25.7 (0.6) 6.9 (0.23)
TRP(20) 24.1 (0.36) 37.7 (0.8) 11.6 (0.49) 2.5 (0.06)
TRP(30) 24.5 (0.32) 35.6 (0.66) 3.9 (0.15) 1.6 (0.03)
TRP(50) 25.1 (0.36) 34.9 (0.67) 1.7 (0.03) 1.1 (0.01)
TPCA(2) 2 (0.05) 2.4 (0.08) 2.4 (0.06) 4.1 (0.12)
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TPCA(5) 1.5 (0.03) 1.8 (0.07) 2 (0.06) 3.2 (0.08)
TPCA(10) 1.4 (0.03) 2.1 (0.11) 2.5 (0.07) 3.5 (0.07)
TPCA(20) 1.9 (0.05) 6.1 (0.33) 5.3 (0.15) 5.9 (0.12)

0.70 TRP(10) 16.5 (0.26) 28.2 (0.62) 15.8 (0.41) 3.9 (0.12)
TRP(20) 17.3 (0.22) 27.1 (0.49) 5.2 (0.2) 1.8 (0.03)
TRP(30) 18 (0.24) 26.6 (0.45) 2.3 (0.05) 1.3 (0.02)
TRP(50) 18.4 (0.27) 28.9 (0.55) 1.3 (0.02) 1 (0.01)
TPCA(2) 2 (0.05) 2.6 (0.08) 2.9 (0.09) 4.4 (0.12)
TPCA(5) 1.6 (0.03) 2 (0.08) 2.6 (0.08) 4 (0.1)
TPCA(10) 1.5 (0.04) 2.4 (0.13) 3.5 (0.11) 5.2 (0.12)
TPCA(20) 2 (0.06) 6.7 (0.34) 8.8 (0.23) 9.8 (0.2)

0.90 TRP(10) 11.9 (0.14) 21.3 (0.41) 10.7 (0.32) 2.6 (0.06)
TRP(20) 12.8 (0.16) 21.5 (0.32) 3 (0.11) 1.5 (0.02)
TRP(30) 12.9 (0.18) 22.3 (0.34) 1.8 (0.04) 1.1 (0.01)
TRP(50) 13.4 (0.18) 23.5 (0.48) 1.2 (0.02) 1 (0)
TPCA(2) 2.2 (0.06) 5.3 (0.95) 4.6 (0.25) 6.8 (0.45)
TPCA(5) 1.9 (0.06) 4.3 (0.43) 4.8 (0.21) 6.3 (0.27)
TPCA(10) 1.7 (0.06) 6.9 (1.07) 9 (0.43) 10.4 (0.34)
TPCA(20) 2.7 (0.12) 47.9 (5.9) 23.2 (0.86) 20.9 (0.44)

0.95 TRP(10) 10.9 (0.13) 20.2 (0.4) 9.4 (0.28) 2.5 (0.06)
TRP(20) 11.8 (0.14) 20.4 (0.31) 2.9 (0.08) 1.4 (0.02)
TRP(30) 12.1 (0.15) 20.7 (0.34) 1.8 (0.03) 1.1 (0.01)
TRP(50) 12 (0.17) 23.1 (0.42) 1.2 (0.02) 1 (0)
TPCA(2) 3.4 (0.35) 34.4 (5.32) 12.4 (1.73) 14.2 (1.01)
TPCA(5) 2.3 (0.1) 21.3 (3.32) 9.3 (0.58) 11.7 (0.69)
TPCA(10) 2.3 (0.1) 38.3 (6.73) 18 (0.86) 18.2 (0.64)
TPCA(20) 4.1 (0.21) 95.3 (9.3) 43.1 (1.46) 31.6 (0.71)

1.00 TRP(10) 10.1 (0.12) 18.4 (0.32) 8.6 (0.27) 2.3 (0.05)
TRP(20) 10.7 (0.13) 19.2 (0.29) 2.6 (0.07) 1.4 (0.02)
TRP(30) 10.7 (0.14) 20.6 (0.3) 1.6 (0.03) 1.1 (0.01)
TRP(50) 10.7 (0.14) 22.3 (0.42) 1.1 (0.02) 1 (0)
TPCA(2) 28.6 (1.18) 174.1 (11.38) 118.5 (6.8) 73.4 (1.96)
TPCA(5) 14.9 (0.83) 117.7 (8.93) 86.7 (3.16) 66.2 (1.7)
TPCA(10) 9.7 (0.62) 107.9 (12.39) 99 (2.44) 75 (1.12)
TPCA(20) 10.3 (0.61) 119.5 (8.85) 104.2 (1.82) 68.4 (0.92)
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Table A.6

Comparison of EDD for a change in the correlations of correlated data
streams with µ = 0 obtained from 500 Monte Carlo trials. Standard

deviations of the EDD are in parenthesis.
N = 100, ARL ≈ 500, w = 200 and t0 = κ = 260.

p Method EDD, s = 0 EDD, s = 0.25 EDD, s = 0.5 EDD, s = 0.75

0.02 TRP(10) 336 (15.62) 324.2 (13.51) 325.4 (13.95) 353.2 (17.6)
TRP(20) 277.1 (12.76) 267.3 (11.83) 267.5 (10.98) 287.3 (12.28)
TRP(30) 216.4 (9.51) 223.2 (10.22) 227.6 (10.51) 253.1 (11.22)
TRP(50) 160.1 (8.74) 144.3 (6.72) 155.5 (7.51) 163.2 (7.87)
TPCA(2) 76.3 (8.47) 93.5 (10.18) 146.6 (13.97) 197.9 (15.03)
TPCA(5) 74.9 (9.43) 94.3 (12.2) 143.8 (14.73) 202.1 (14.41)
TPCA(10) 109.6 (13.37) 94.1 (9.52) 159.3 (13.27) 236 (15.95)
TPCA(2)0 141.9 (13.27) 157.4 (13.17) 220.6 (14.97) 297.2 (17.07)

0.05 TRP(10) 314.1 (14.72) 330.8 (13.98) 340.3 (16.01) 338.6 (13.97)
TRP(20) 256.9 (10.85) 264.9 (12.71) 262 (13.05) 260.5 (10.89)
TRP(30) 230.3 (10.39) 252.9 (10.16) 246.2 (10.95) 226.9 (9.68)
TRP(50) 154.6 (7.19) 159.2 (7.31) 154.8 (7.6) 158.7 (7.38)
TPCA(2) 5.5 (1.14) 10.6 (3.56) 10.6 (1.87) 26.9 (3.56)
TPCA(5) 3.5 (0.16) 5 (0.41) 13.2 (4.45) 22.8 (2.58)
TPCA(10) 5.3 (0.25) 7.3 (0.41) 15 (3.7) 31.9 (2.79)
TPCA(20) 11.8 (0.46) 14.8 (0.72) 22.5 (1.46) 63.7 (7.39)

0.10 TRP(10) 360.4 (15.16) 334.1 (14.83) 340.1 (15.24) 348.1 (15.19)
TRP(20) 270.6 (11.26) 261.3 (11.58) 278.1 (12) 258.9 (11.3)
TRP(30) 232.8 (9.66) 235 (10.35) 235.7 (9.86) 236.4 (10.09)
TRP(50) 127.4 (5.82) 157.9 (7.42) 152 (7.1) 150.7 (8.23)
TPCA(2) 1.8 (0.06) 2 (0.07) 2.5 (0.27) 4.5 (0.43)
TPCA(5) 1.8 (0.05) 2 (0.06) 2.6 (0.09) 5 (0.24)
TPCA(10) 2.4 (0.07) 2.8 (0.11) 4 (0.16) 8.1 (0.33)
TPCA(20) 4.6 (0.13) 5.5 (0.19) 8.3 (0.31) 16.8 (0.62)

0.30 TRP(10) 330.5 (13.94) 338.6 (14.47) 358.1 (15.3) 323.8 (14.48)
TRP(20) 255.8 (10.87) 271.4 (12.87) 242.2 (11.89) 267.1 (11.41)
TRP(30) 189 (9.54) 212.5 (10.4) 216.4 (10.05) 227.6 (10.77)
TRP(50) 42.7 (3.35) 72.8 (4.48) 101.6 (5.5) 151.7 (7.83)
TPCA(2) 2 (0.06) 1.8 (0.05) 1.7 (0.05) 1.9 (0.06)
TPCA(5) 1.4 (0.03) 1.4 (0.03) 1.4 (0.03) 1.8 (0.05)
TPCA(10) 1.4 (0.03) 1.4 (0.03) 1.6 (0.04) 2.5 (0.08)
TPCA(20) 2 (0.04) 2.3 (0.05) 2.8 (0.07) 4.8 (0.14)

0.50 TRP(10) 300.1 (12.75) 320.1 (14.23) 316.9 (14.39) 334 (14.66)
TRP(20) 206.8 (9.96) 256.4 (12.56) 267.6 (12.06) 239.3 (11.17)
TRP(30) 92.4 (4.39) 174.6 (9.86) 207.7 (10.61) 239.1 (10.25)
TRP(50) 7.2 (0.36) 16.4 (0.83) 56 (4.27) 93.8 (5.68)
TPCA(2) 2.9 (0.07) 2.4 (0.06) 2 (0.06) 1.8 (0.05)
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TPCA(5) 2 (0.04) 1.7 (0.04) 1.5 (0.03) 1.5 (0.04)
TPCA(10) 1.8 (0.04) 1.5 (0.03) 1.5 (0.03) 1.7 (0.04)
TPCA(20) 2.1 (0.03) 2 (0.03) 2.2 (0.04) 2.8 (0.07)

1.00 TRP(10) 151.9 (8.75) 279.6 (14.75) 317 (14.96) 349.5 (15.22)
TRP(20) 43.6 (1.03) 72.3 (2.39) 188.2 (10.29) 270.9 (12.29)
TRP(30) 12.6 (0.51) 24 (0.93) 65.3 (3.04) 177.1 (9.36)
TRP(50) 1.7 (0.03) 2.1 (0.05) 3.6 (0.13) 14.8 (1.08)
TPCA(2) 6.4 (0.14) 5.1 (0.11) 3.9 (0.09) 2.5 (0.07)
TPCA(5) 5.6 (0.11) 4.1 (0.09) 2.9 (0.07) 1.7 (0.04)
TPCA(10) 5.1 (0.09) 3.8 (0.07) 2.5 (0.05) 1.6 (0.03)
TPCA(20) 4.4 (0.07) 3.4 (0.05) 2.5 (0.04) 2.1 (0.03)

Table A.7

Comparison of EDD for a change in the correlations of correlated data
streams with µ = 0.5 obtained from 500 Monte Carlo trials. Standard

deviations of the EDD are in parenthesis.
N = 100, ARL ≈ 500, w = 200 and t0 = κ = 260.

p Method EDD, s = 0 EDD, s = 0.25 EDD, s = 0.5 EDD, s = 0.75

0.02 TRP(10) 321.1 (14.41) 342.3 (16.36) 316.3 (14.76) 313.7 (14.85)
TRP(20) 268.7 (12.86) 281.3 (11.79) 271.9 (12.34) 289.3 (13.47)
TRP(30) 226.2 (9.99) 215.2 (10.08) 245.8 (10.81) 226.4 (10.55)
TRP(50) 150.4 (7.04) 147.2 (7.36) 137.8 (6.41) 139.7 (6.81)
TPCA(2) 27.4 (5.11) 32.5 (6.96) 16.6 (3.25) 42.4 (7.59)
TPCA(5) 9.9 (2.21) 7.5 (0.58) 9.2 (1.22) 9.7 (1.17)
TPCA(10) 8.8 (0.48) 10.3 (0.52) 16.3 (6.05) 12 (0.78)
TPCA(20) 18.1 (0.72) 20.6 (0.85) 20.7 (1.16) 22.5 (0.96)

0.05 TRP(10) 320.5 (14.43) 327.1 (14.08) 318 (15.84) 324.5 (14.69)
TRP(20) 249.4 (11.93) 245.2 (10.85) 264.4 (12.21) 264.4 (12.38)
TRP(30) 214 (10.91) 221.6 (10.35) 202 (8.98) 202.9 (9.47)
TRP(50) 120.9 (6.93) 130 (6.75) 126.1 (6.14) 131.9 (6.36)
TPCA(2) 3.5 (0.61) 8 (2.31) 5.6 (1.38) 14.5 (3.71)
TPCA(5) 2.2 (0.08) 2.7 (0.19) 3.6 (0.42) 4.4 (0.46)
TPCA(10) 3.1 (0.1) 3.6 (0.15) 4.3 (0.23) 6.2 (0.49)
TPCA(20) 6.9 (0.22) 7.6 (0.27) 9.6 (0.36) 13.7 (0.61)

0.10 TRP(10) 247.8 (11.55) 277.3 (13.56) 261 (13.17) 274.5 (12.78)
TRP(20) 200.1 (9.28) 220.1 (11.66) 213.9 (9.44) 221.5 (10.95)
TRP(30) 171.7 (8.45) 193.8 (9.21) 184.2 (10.41) 173.7 (8.33)
TRP(50) 91.8 (5.14) 97.4 (5.45) 106.3 (6.34) 105.8 (5.8)
TPCA(2) 1.8 (0.06) 1.9 (0.08) 2.1 (0.13) 3 (0.29)
TPCA(5) 1.6 (0.04) 1.6 (0.05) 1.9 (0.13) 2.2 (0.11)
TPCA(10) 1.9 (0.05) 2.1 (0.07) 2.6 (0.15) 3.5 (0.19)
TPCA(20) 3.5 (0.1) 4.3 (0.14) 5.4 (0.18) 8.2 (0.36)

0.30 TRP(10) 97.6 (5.19) 114.7 (7.9) 108 (8) 124.8 (7.33)
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TRP(20) 70.6 (2.6) 75.1 (3.56) 84.6 (5.17) 87.4 (3.95)
TRP(30) 48.7 (1.51) 61.5 (2.09) 64.4 (2.7) 73.8 (2.55)
TRP(50) 11.7 (0.59) 16.3 (0.8) 29.5 (1.4) 37.2 (1.61)
TPCA(2) 2.4 (0.06) 2.1 (0.05) 2 (0.06) 2 (0.06)
TPCA(5) 1.7 (0.04) 1.6 (0.03) 1.5 (0.04) 1.5 (0.04)
TPCA(10) 1.7 (0.04) 1.5 (0.03) 1.6 (0.04) 1.8 (0.06)
TPCA(20) 2.2 (0.04) 2.3 (0.05) 2.6 (0.06) 4 (0.14)

0.50 TRP(10) 59.5 (3.67) 55.5 (2.56) 60.5 (3.43) 65.4 (3.91)
TRP(20) 39 (1.01) 44.5 (1.12) 46.6 (1.2) 49.2 (1.45)
TRP(30) 24.6 (0.8) 31.6 (0.92) 36.8 (1.07) 44 (1.19)
TRP(50) 3 (0.1) 4.2 (0.18) 7.9 (0.41) 13 (0.71)
TPCA(2) 3.3 (0.07) 2.9 (0.07) 2.4 (0.06) 2.2 (0.06)
TPCA(5) 2.5 (0.05) 2.1 (0.05) 1.7 (0.04) 1.7 (0.04)
TPCA(10) 2.1 (0.04) 1.9 (0.03) 1.7 (0.04) 1.7 (0.04)
TPCA(20) 2.5 (0.04) 2.4 (0.04) 2.4 (0.04) 2.9 (0.08)

1.00 TRP(10) 24.8 (0.68) 26.7 (0.73) 29.6 (0.86) 32.9 (2.17)
TRP(20) 15.8 (0.44) 18.6 (0.52) 23.1 (0.54) 25.4 (0.65)
TRP(30) 4.1 (0.16) 6.4 (0.24) 9.2 (0.39) 16.4 (0.67)
TRP(50) 1.3 (0.02) 1.4 (0.02) 1.6 (0.03) 2.2 (0.07)
TPCA(2) 8.2 (0.16) 6.4 (0.14) 4.8 (0.11) 3.3 (0.08)
TPCA(5) 6.8 (0.12) 5.2 (0.1) 3.8 (0.07) 2.5 (0.05)
TPCA(10) 6.2 (0.09) 4.5 (0.08) 3.4 (0.05) 2.4 (0.04)
TPCA(20) 5.2 (0.07) 4.2 (0.06) 3.3 (0.04) 2.7 (0.04)
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Code

This chapter contains the R-code used for the simulation experiments. We
have only included the code for the procedures that detect changes in the
covariance matrix since these are the new methods.

Sections B.1, B.2 and B.3 contain the code that is speci�c to each detection
procedure. Section B.4 displays the implementation of the three ways we
have considered for generating the dimension reduction matrix A. Section
B.5 shows how the correlated data (with changes) was generated. The code
from all the �rst �ve sections was then put to use when simulating the EDD
for each method (Section B.6), and �nding the thresholds (Section B.7).

B.1 Functions for TM(p0)

1 UpdateMixtureSums <- function(sums, new.x, t, w) {

2 # Updates the collection of running sums and variance estimates for

3 # the mixture proceudre.

4 #

5 # Args:

6 # sums: List of all the previous sums and variance estimates.

7 # new.x: The current observation vector.

8 # t: The current time-point.

9 # w: The window size.

10 #

11 # Returns:

12 # sums: List of all current sums and variance estimates.

13 t2 <- min(w + 4, t)

14 previous.w <- sums$w[, t2 - 2]

15 previous.v <- sums$v[, t2 - 2]

16 new.w <- previous.w + new.x

17 new.deviation <- new.x - 1 / (t - 1) * previous.w

18 new.v <- previous.v + (t - 1) / t * new.deviation^2

19 new.s <- new.v / t

20 if (t <= w + 3) {

109



110 B. CODE

21 sums$w[, t2 - 1] <- new.w

22 sums$v[, t2 - 1] <- new.v

23 sums$s[, t2 - 1] <- new.s

24 } else {

25 sums$w <- cbind(sums$w[, 2:(t2 - 2), drop = FALSE], new.w)

26 sums$v <- cbind(sums$v[, 2:(t2 - 2), drop = FALSE], new.v)

27 sums$s <- cbind(sums$s[, 2:(t2 - 2), drop = FALSE], new.s)

28 }

29 return(sums)

30 }

31

32 CalcLogLikelihoodsMixture <- function(sums, t, w, p0,

33 n.liks = min(t - 3, w)) {

34 # Calculates the log likelihood ratios at time t for maximally

35 # w possible change-points for the mixture procedure.

36 #

37 # Args:

38 # sums: List of all the current sums and variance estimates.

39 # t: The current time-point.

40 # w: The window size.

41 # p0: Mixture hypothesized fraction of affected streams.

42 # n.liks: Optional. Number of previous time-points to evalute

43 # as a change-point.

44 #

45 # Returns:

46 # log.likelihoods: A vector of log likelihood ratios for

47 # 2 <= t - k <= w + 1

48 t2 <- min(w + 3, t)

49 w.full <- sums$w[, t2 - 1]

50 v.full <- sums$v[, t2 - 1]

51 s.full <- sums$s[, t2 - 1]

52 ks <- max(2, t - (w + 1)):(t - 2)

53 log.likelihoods <- rep(0, n.liks)

54 for (i in 1:n.liks) {

55 j <- max(t2 - 3 - n.liks, 0) + i

56 k <- ks[j]

57

58 s.pre <- sums$s[, j]

59

60 w.pre <- sums$w[, j]

61 avg.pre <- w.pre / k

62 avg.post <- (w.full - w.pre) / (t - k)

63 v.pre <- sums$v[, j]

64 v.post <- v.full - v.pre - (k * (t - k)) / t * (avg.pre -

avg.post)^2

65 s.post <- 1 / (t - k) * v.post

66 if (sum(s.post <= 0) > 0) {

67 s.post[which(s.post <= 0)] <- min(s.post[s.post > 0])

68 }
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69

70 log.likelihoods[i] <-

71 sum(log((1 - p0) + p0 * exp(t / 2 * log(s.full) - k / 2 *

log(s.pre) -

72 (t - k) / 2 * log(s.post))))

73 }

74 return(log.likelihoods)

75 }

76

77 GetLrMeanMixture <- function(file, p0) {

78 # Returns the expected likelihood ratios found by simulation for

p_0.

79 p0 <- paste('X', p0, sep = '')

80 all.mean.lr <- read.table(file, header = TRUE)

81 mean.lr <- all.mean.lr[, p0]

82 return(mean.lr)

83 }

B.2 Functions for TRP(M)

1 LogGdet <- function(X, r) {

2 # Computes the logarithm of the rank r generalized inverse of

symmetric,

3 # non-negative definite X.

4 eigen.values <- svd(X, nu = 0, nv = 0)$d

5 log.det <- sum(log(eigen.values[1:r]))

6 return(log.det)

7 }

8

9 UpdateSums <- function(sums, new.y, t, w) {

10 # Updates the collection of running sums for the projection

procedure

11 # with fixed projections (here: only for random projections).

12 #

13 # Args:

14 # sums: List of all the previous sums.

15 # new.y: The current projected observation vector.

16 # t: The current time-point.

17 # w: The window size.

18 #

19 # Returns:

20 # sums: List of all current sums.

21 t2 <- min(w + 4, t)

22 previous.w <- sums$w[, t2 - 2]

23 previous.v <- sums$v[, , t2 - 2]

24 new.w <- previous.w + new.y

25 new.deviation <- new.y - 1 / (t - 1) * previous.w
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26 new.v <- previous.v + (t - 1) / t * new.deviation %*%

t(new.deviation)

27 if (t <= w + 3) {

28 sums$w[, t2 - 1] <- new.w

29 sums$v[, , t2 - 1] <- new.v

30 } else {

31 sums$w <- cbind(sums$w[, 2:(t2 - 2)], new.w)

32 sums$v <- abind(sums$v[, , 2:(t2 - 2)], new.v)

33 }

34 return(sums)

35 }

36

37 UpdateLogDet<- function(log.det, sums, t, w) {

38 # Updates the vector of log determinants of the covariance matrix

estimates

39 # S_{0, t}. These are the ones that can be reused.

40 #

41 # Args:

42 # log.det: Vector of the previous log determinants.

43 # sums: List of all the current sums.

44 # t: The current time-point.

45 # w: The window size.

46 #

47 # Returns:

48 # log.det: List of all current log determinants (|S_{0, t}| added

to the

49 # running vector log.det.)

50 current.length <- length(log.det)

51 current.S <- 1 / t * sums$v[, , min(w + 2, current.length + 1)]

52 ind.start <- as.numeric(current.length >= w + 2) + 1

53 M <- ncol(current.S)

54 r <- min(M, t - 1)

55 log.det <- c(log.det[ind.start:current.length], LogGdet(current.S,

r))

56 return(log.det)

57 }

58

59 CalcLogLikelihoods <- function(log.det, sums, t, w, M,

60 n.liks = min(t - 3, w)) {

61 # Calculates the log likelihood ratios at time t for maximally

62 # w possible change-points for the projection procedure with

63 # fixed projections.

64 #

65 # Args:

66 # log.det: Vector of current the log determinants.

67 # sums: List of all the current sums and variance estimates.

68 # t: The current time-point.

69 # w: The window size.

70 # M: Dimension of the reduced data stream.
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71 # n.liks: Optional. Number of previous time-points to evalute

72 # as a change-point.

73 #

74 # Returns:

75 # log.likelihoods: A vector of log likelihood ratios for

76 # 2 <= t - k <= w + 1

77 length.log.det <- length(log.det)

78 log.det.full <- log.det[length.log.det]

79 v.full <- sums$v[, , length.log.det]

80 w.full <- sums$w[, length.log.det]

81 ks <- max(2, t - (w + 1)):(t - 2)

82 log.likelihoods <- rep(0, n.liks)

83 for (i in 1:min(t - 3, n.liks)) {

84 j <- max(length.log.det - 2 - n.liks, 0) + i

85 k <- ks[j]

86 r <- min(M, t - 1)

87 r1 <- min(M, k - 1)

88 r2 <- min(M, t - k - 1)

89

90 w.pre <- sums$w[, j]

91 avg.pre <- w.pre / k

92 avg.post <- (w.full - w.pre) / (t - k)

93 v.pre <- sums$v[, , j]

94 v.post <- v.full - v.pre - (k * (t - k)) / t *

95 (avg.pre - avg.post) %*% t(avg.pre -

avg.post)

96 s.post <- 1 / (t - k) * v.post

97 log.det.post <- LogGdet(s.post, r2)

98 log.det.pre <- log.det[j]

99

100 log.likelihoods[i] <- (log(2 * pi) + 1) * (t * (r - r2) + k * (r2

- r1)) -

101 k * log.det.pre - (t - k) * log.det.post + t * log.det.full

102 }

103 return(log.likelihoods)

104 }

105

106 CalcBartlettCorrection <- function(w, t, singular.lr.mean) {

107 # Calculates the Bartlett correction needed at time t for a

108 # window of size w.

109 #

110 # Args:

111 # singular.lr.mean: The singular log likelihood ratios estimated

112 # from previous time-steps.

113 singular.lr.mean <- rev(singular.lr.mean)

114 M <- length(singular.lr.mean) + 1

115 if (t <= w + 3) {

116 nonsingular.window <- (M + 1):(t - (M + 1))

117 singular.lr.mean.left <- singular.lr.mean
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118 } else if (t <= w + 3 + M - 2) {

119 j <- t - (w + 2)

120 nonsingular.window <- (M + 1):(t - (M + 1))

121 singular.lr.mean.left <- singular.lr.mean[j:(M - 1)]

122 } else {

123 nonsingular.window <- (t - w - 1):(t - (M + 1))

124 singular.lr.mean.left <- c()

125 }

126 nonsingular.lr.mean <- sapply(nonsingular.window,

127 function(x) ExpectedLr(t, x, M))

128 lr.mean <- c(singular.lr.mean.left, nonsingular.lr.mean,

rev(singular.lr.mean))

129 C <- 2 / (M * (M + 3)) * lr.mean

130 return(C)

131 }

132

133 ExpectedLr <- function(t, k, M) {

134 # Calculates the expected log likelihood ratio for the projection

135 # procedure for non-singular (k, t)-combinations.

136 i <- 1:M

137 M * (k * log(k) + (t - k) * log(t - k) - t * log(t)) -

138 sum(k * digamma((k - i)/2) +

139 (t - k) * digamma((t - k - i)/2) -

140 t * digamma((t - i)/2))

141 }

142

143 UpdateSingularLrMean <- function(singular.lr.mean, log.lik, M, t,

t.start) {

144 # Updates the running estimate of the expected log likelihood ratio

145 # when the covariance matrix estimates are singular.

146 n.liks <- length(log.lik)

147 singular.log.lik <- log.lik[(n.liks - (M - 1) + 1):n.liks]

148 n <- t - t.start + 1

149 if (is.na(singular.lr.mean[1])) {

150 singular.lr.mean <- singular.log.lik

151 } else {

152 singular.lr.mean <- ((n - 1) * singular.lr.mean +

singular.log.lik) / n

153 }

154 return(singular.lr.mean)

155 }

B.3 Functions for TPCA(M)

1 Standardize <- function(x) {

2 # Returns a row-wise standardized version of the data matrix x.

3 sds <- apply(x, 1, sd)
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4 means <- apply(x, 1, mean)

5 standardized.x <- (x - means) / sds

6 return(standardized.x)

7 }

8

9 CalcDeterminants <- function(Y, w, M) {

10 # Calculates all needed log determinants from the data matrix Y

11 # with window size w when previous calculates cannot be used (PCA,

SSA).

12 # That is, w prechange determinants, w postchange determinants,

13 # and the determinant of the pooled/full covariance matrix.

14 CalcDeterminants2 <- function(Y2, w, M) {

15 m <- ncol(Y2)

16 i.start <- max(2, m - (w + 3) + 2)

17 covariance <- list()

18 log.det <- rep(0, length(i.start:m))

19 for (i in i.start:m) {

20 Y2.current <- Y2[, 1:i]

21 Y2.mean <- apply(Y2.current, 1, mean)

22 Y2.centered <- Y2.current - Y2.mean

23 covariance <- 1/i * Y2.centered %*% t(Y2.centered)

24 r <- min(M, i - 1)

25 log.det[i - i.start + 1] <- LogGdet(covariance, r)

26 }

27 return(log.det)

28 }

29 pre.change.det <- CalcDeterminants2(Y, w, M)

30 m <- ncol(Y)

31 post.change.obs <- t(apply(Y[, max(3, m - w):m], 1, rev))

32 post.change.det <- CalcDeterminants2(post.change.obs, w, M)

33

34 k <- length(pre.change.det)

35 log.dets <- list('full' = pre.change.det[k],

36 'pre.change' = pre.change.det[1:(k - 2)],

37 'post.change' = post.change.det)

38 return(log.dets)

39 }

40

41 CalcLogLikelihoodsWindow <- function(log.det, t, M, w, obs.w,

42 n.likelihoods = min(t - 3, w)) {

43 # Calculates the log likelihood ratios at time t for maximally

44 # w possible change-points for the projection procedure

45 # when the whole data matrix Y changes at every time-step (PCA, SSA)

46 #

47 # Args:

48 # log.det: List of all log determinants from CalcDeterminants.

49 # t: The current time-point.

50 # M: Dimension of the reduced data stream.

51 # w: The window size.
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52 # obs.w: The maximum number of observations that are kept.

53 # n.liks: Optional. Number of previous time-points to evalute

54 # as a change-point.

55 #

56 # Returns:

57 # log.likelihoods: A vector of log likelihood ratios for

58 # 2 <= t - k <= w + 1

59 log.det.full <- log.det$full

60 log.det.pre <- log.det$pre.change

61 log.det.post <- log.det$post.change

62 n.log.det <- length(log.det.pre)

63

64 t2 <- min(obs.w, t)

65 log.likelihoods <- rep(0, n.likelihoods)

66 for (i in 1:n.likelihoods) {

67 k <- t2 - (i + 1)

68

69 r <- min(M, t2 - 1)

70 r1 <- min(M, k - 1)

71 r2 <- min(M, i)

72

73 log.likelihoods[i] <-

74 (log(2 * pi) + 1) *

75 (t2 * (r - r2) + k * (r2 - r1)) -

76 k * log.det.pre[n.log.det - (i - 1)] -

77 (t2 - k) * log.det.post[i] +

78 t2 * log.det.full

79 }

80 return(rev(log.likelihoods))

81 }

B.4 Functions for generating projection matrices

This section contains the code for generating the projection matrix A by
ASSA, PCA and as a random projection matrix.

1 library(geigen)

2

3 #### ASSA

4 ASSA <- function(X, d.n, k) {

5 # Computes the projection to the d.n most non-stationary sources by

6 # analytic stationary subspace analysis.

7 #

8 # Args:

9 # X: (N x w)-dimensional data matrix.

10 # d.n: Number of non-stationary sources to return.

11 # k: Number of epochs.
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12 #

13 # Returns:

14 # \hatB^n, the projection to the d.n most non-stationary sources.

15 N <- nrow(X)

16

17 # Computing the means and covariance matrices for all epochs.

18 moments <- ComputeEpochMoments(X, k)

19

20 # Computing S and and the average covariance matrix over epochs.

21 S.result <- ComputeS(moments$mu.hat, moments$sigma.hat)

22 S <- S.result$S

23 sigma.bar <- S.result$sigma.bar

24

25 # Returns the generalized eigensystem sorted from

26 # smallest to largest eigenvalues.

27 geigen.result <- geigen(S, sigma.bar, symmetric = TRUE)

28 A <- t(geigen.result$vectors[, (N - d.n + 1):N])

29 return(A)

30 }

31

32 ComputeEpochMoments <- function(X, k) {

33 # Computes the means and covariances of k

34 # approximately equally sized epochs of X.

35 #

36 # Args:

37 # X: (N x w)-dimensional data matrix.

38 # k: Number of epochs.

39 #

40 # Returns:

41 # mu.hat: A matrix of the epoch means.

42 # sigma.hat: A list of the epoch covariance matrices

43 N <- nrow(X)

44 w <- ncol(X)

45

46 # Calculating the number of observations in each epoch.

47 n.in.epoch <- rep(w %/% k, k)

48 n.extra <- w %% k

49 if (n.extra > 0) {

50 n.in.epoch[1:n.extra] <- n.in.epoch[1:n.extra] + 1

51 }

52

53 # Initialization

54 mu.hat <- matrix(0, nrow = N, ncol = k)

55 sigma.hat <- list()

56 first <- 1

57

58 # Computes the k epoch mean and covariance matrices.

59 for (i in 1:k) {

60 last <- first + n.in.epoch[i] - 1
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61 indices <- first:last

62 mu.hat[, i] <- apply(X[, indices], 1, mean)

63 sigma.hat[[i]] <- cov(t(X[, indices]))

64 first <- last + 1

65 }

66 return(list('mu.hat'=mu.hat, 'sigma.hat'=sigma.hat))

67 }

68

69 ComputeS <- function(mu.hat, sigma.hat) {

70 # Computes the matrix S needed for the generalized eigenvalue

problem in ASSA.

71 #

72 # Args:

73 # mu.hat: A matrix of all epoch means.

74 # sigma.hat: A list of all epoch covariance matrices.

75 #

76 # Returns:

77 # S: Equation (4.13)

78 # sigma.bar: The average covariance matrix over epochs.

79 sigma.dim <- ncol(sigma.hat[[1]])

80 mu.bar <- apply(mu.hat, 1, mean)

81

82 # Computing sigma.bar.

83 sigma.bar <- matrix(rep(0, sigma.dim^2), nrow = sigma.dim, ncol =

sigma.dim)

84 k <- length(sigma.hat)

85 for (i in 1:k) {

86 sigma.bar <- sigma.bar + sigma.hat[[i]]

87 }

88 sigma.bar <- 1/k * sigma.bar

89

90 inv.sigma.bar <- solve(sigma.bar)

91

92 # Computing the sum in S.

93 sum.S <- matrix(rep(0, sigma.dim^2), nrow = sigma.dim, ncol =

sigma.dim)

94 for (i in 1:k) {

95 sum.S <- sum.S + mu.hat[, i] %*% t(mu.hat[, i]) +

96 2 * sigma.hat[[i]] %*% inv.sigma.bar %*% sigma.hat[[i]]

97 }

98 S <- 1/k * sum.S - mu.bar %*% t(mu.bar) - 2 * sigma.bar

99 return(list('S'=S, 'sigma.bar'=sigma.bar))

100 }

101

102 #### PCA

103 PCA <- function(X, K = 0, M = 0) {

104 # Computes the least varying principal component directions of X^t

105 # that account for (1 - K)*100% of the variance,

106 # or the M least varying principal components.
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107 #

108 # Args:

109 # X: (N x w)-dimensional data matrix.

110 # K: K*100% of the variance to dismiss.

111 # M: Number of the least varying principal componets to return.

112 #

113 # Returns:

114 # A: (N - i x N)-matrix of the N - i least varying PC directions

as rows.

115 # i is calculated based on K, or i = M.

116 N <- nrow(X)

117 if (M != 0) {

118 eigen <- svd(X, nv = 0)

119 eigenvectors <- eigen$u

120 A <- t(eigenvectors[, (N - M + 1):(N)])

121 }

122 return(A)

123 }

124

125 #### Random projection

126 RandomProjection <- function(M, N) {

127 # Computes a Gaussian random projection matrix.

128 #

129 # Args:

130 # M: Dimension to reduce the data stream to, M << N.

131 # N: The original dimension of the data stream.

132 A <- matrix(rnorm(M * N, sd = sqrt(1/M)), nrow = M, ncol = N)

133 return(A)

134 }

B.5 Generation of changing correlated data

1 GenerateCorrelatedData <- function(N, stream.length, n.affected = 0,

kappa = 0,

2 mu = 0, sigma = 1, rho.scale = 1) {

3 # Generates a row-wise correlated data stream X (with or without a

change)

4 #

5 # Args:

6 # N: The dimension of the data stream.

7 # stream.length: The maximum length of the stream.

8 # n.affected: The number of affected streams.

9 # kappa: The true change-point.

10 # mu: The out-of-control mean.

11 # sigma: The out-of-control standard deviation.

12 # rho.scale: The out-of-control correlation scaling factor.

13 #
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14 # Returns:

15 # X: The data stream matrix as specified by the arguments.

16

17 R <- genPositiveDefMat(N, covMethod = 'onion', rangeVar = c(1,

1))$Sigma

18 Sigma1 <- R

19 X <- t(rmvnorm(stream.length, method = 'svd',

20 mean = rep(0, N), sigma = Sigma1))

21

22 if (n.affected > 0) {

23 Sigma2 <- R

24

25 # Correlation change handling

26 R.changed <- rho.scale * R[1:n.affected, 1:n.affected, drop =

FALSE]

27 if (sum(R.changed > 1) > 0) R.changed[R.changed > 1, drop =

FALSE] = 1

28 if (sum(R.changed < -1) > 0) R.changed[R.changed < -1, drop =

FALSE] = -1

29 diag(R.changed) = 1

30 Sigma2[1:n.affected, 1:n.affected] <- R.changed

31

32 # Variance change handling

33 sigma2.vec <- c(rep(sigma, n.affected), rep(1, N - n.affected))

34 Sigma2 <- diag(sigma2.vec) %*% Sigma2 %*% diag(sigma2.vec)

35

36 mu2 <- c(rep(mu, n.affected), rep(0, N - n.affected))

37

38 length.affected <- stream.length - kappa

39 X.affected <- t(rmvnorm(length.affected, method = 'svd',

40 mean = mu2, sigma = Sigma2))

41 X[, (kappa + 1):stream.length] <- X.affected

42 }

43 return(X)

44 }

B.6 Simulating the EDDs

This section contains the code for simulating the EDD of TM(p0) , TRP(M)
and TPCA(M) , where all the functions above are used, as well as the setup
for a run on variance changes in correlated streams.

1

2 FindMixtureEDD <- function(p0, x, kappa, N) {

3 # Finds the detection delay of the mixture procedure for

4 # the data stream x that contains a change-point at kappa.

5
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6 w <- 200

7 all.thresholds <-

read.table('Thresholds/MixtureThresholdsFinal260.txt',

8 header = TRUE)

9 threshold <- all.thresholds$threshold[all.thresholds$p0 == p0]

10 mean.lr <-

GetLrMeanMixture('Thresholds/MixtureExpectedLogLiks.txt', p0)

11 C <- mean.lr / mean.lr[1]

12

13 # Initialization:

14 sums <- list('w' = matrix(0, nrow = N, ncol = w + 2),

15 'v' = matrix(0, nrow = N, ncol = w + 2),

16 's' = matrix(0, nrow = N, ncol = w + 2))

17 sums$w[, 1] <- apply(x[, 1:2], 1, sum)

18 sums$v[, 1] <- x[, 1]^2 + x[, 2]^2 - 1 / 2 * sums$w[, 1]^2

19 sums$s[, 1] <- sums$v[, 1] / 2

20 sums <- UpdateMixtureSums(sums, x[, 3], 3, w)

21

22 detection.statistic <- 0

23 t <- 3

24 while (detection.statistic < threshold) {

25 t <- t + 1

26 sums <- UpdateMixtureSums(sums, x[, t], t, w)

27

28 if (t >= kappa + 1) {

29 log.likelihoods <- CalcLogLikelihoodsMixture(sums, t, w, p0)

30 corrected.log.liks <- log.likelihoods / C

31 detection.statistic <- max(corrected.log.liks)

32 }

33 }

34 run.length <- t - kappa

35 return(run.length)

36 }

37

38 FindRandomProjEDD <- function(M, x, kappa) {

39 # Finds the detection delay of the random projection procedure for

40 # the data stream x that contains a change-point at kappa.

41

42 w <- 200

43 t.start <- kappa - 60

44 all.thresholds <-

read.table('Thresholds/ProjThresholdsFinal260.txt',

45 header = TRUE, fill = TRUE)

46 threshold <- all.thresholds$threshold[all.thresholds$M == M]

47

48 A <- RandomProjection(M, N)

49 y <- matrix(0, nrow = M, ncol = ncol(x))

50

51 # Initialization.
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52 y[, 1:2] <- A %*% x[, 1:2]

53 sums <- list('w' = matrix(0, nrow = M, ncol = w + 2),

54 'v' = array(0, dim = c(M, M, w + 2)))

55 sums$w[, 1] <- apply(y[, 1:2], 1, sum)

56 sums$v[, , 1] <- y[, 1] %*% t(y[, 1]) + y[, 2] %*% t(y[, 2]) -

57 1 / 2 * sums$w[, 1] %*% t(sums$w[, 1])

58 log.det <- LogGdet(sums$v[, , 1], 1)

59 singular.lr.mean <- rep(NA, M - 1)

60

61 detection.statistic <- 0

62 t <- 2

63 while (detection.statistic < threshold) {

64 t <- t + 1

65 y[, t] <- A %*% x[, t]

66 sums <- UpdateSums(sums, y[, t], t, w)

67 log.det <- UpdateLogDet(log.det, sums, t, w)

68

69 if (t >= t.start) {

70 log.likelihoods <- CalcLogLikelihoods(log.det, sums, t, w, M)

71 singular.lr.mean <- UpdateSingularLrMean(singular.lr.mean,

72 log.likelihoods,

73 M, t, t.start + 1)

74 if (t >= kappa + 1) {

75 C <- CalcBartlettCorrection(w, t, singular.lr.mean)

76 corrected.log.lik <- log.likelihoods / C

77 detection.statistic <- max(corrected.log.lik)

78 }

79 }

80 }

81 run.length <- t - kappa

82 return(run.length)

83 }

84

85 FindPCAEDD <- function(M, x, kappa) {

86 # Finds the detection delay of the PCA procedure for

87 # the data stream x that contains a change-point at kappa.

88

89 w <- 200

90 obs.w <- 1000

91 n.max <- 60

92 t.start <- kappa - n.max

93

94 all.thresholds <-

read.table('Thresholds/ProjNonSingularThresholdsFinal260.txt',

95 header = TRUE, fill = TRUE)

96 threshold <- all.thresholds$threshold[all.thresholds$M == M]

97

98 singular.lr.mean <- rep(NA, M - 1)

99 detection.statistic <- 0
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100 t <- t.start

101 while (detection.statistic < threshold) {

102 t <- t + 1

103 k <- max(1, t - obs.w + 1):t

104 x.standardized <- Standardize(x[, k])

105 A <- PCA(x.standardized, M = M)

106 y <- A %*% x.standardized

107

108 log.dets <- CalcDeterminants(y, w, M)

109 log.likelihoods <- CalcLogLikelihoodsWindow(log.dets, t, M, w,

obs.w)

110 if (t > kappa) {

111 C <- CalcBartlettCorrection(w, min(obs.w, t), singular.lr.mean)

112 corrected.log.lik <- (log.likelihoods / C)[1:(w - M + 1)]

113 detection.statistic <- max(corrected.log.lik)

114 }

115 }

116 run.length <- t - kappa

117 return(run.length)

118 }

119

120 ## EDD mean and covariance matrix change --------------

121 # Var change

122 N <- 100

123 kappa <- 260

124 max.stream <- 10000

125 n.sim <- 500

126

127 p <- rev(c(0.02, 0.05, 0.1, 0.3, 0.5, 0.7, 0.9, 0.95, 1))

128 mu <- 0.5

129 sigma <- c(0.5, 0.75, 1.5, 2)

130 M.RP <- c(10, 20, 30, 50)

131 b <- length(M.RP)

132 M.PCA <- c(2, 5, 10, 20)

133 c <- length(M.PCA)

134 write.file <- 'Output/CovarVarChangeMean05EddFINAL.txt'

135

136 c1 <- makeCluster(3, outfile = '', type = 'PSOCK')

137 registerDoParallel(c1)

138

139 write('', 'LogFile.txt')

140 for (i in 1:length(p)) {

141 for (j in 1:length(sigma)) {

142 all.run.lengths <- foreach(l = 1:n.sim, .combine = 'rbind',

143 .packages = c('abind', 'MASS',

144 'clusterGeneration'))

%dopar% {

145 x <- GenerateCorrelatedData(N, max.stream, n.affected =

round(p[i] * N),
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146 kappa = kappa, mu = mu, sigma =

sigma[j])

147 run.length.rp <- rep(0, b)

148 run.length.pca <- rep(0, c)

149 for (k in 1:b) {

150 run.length.rp[k] <- FindRandomProjEDD(M.RP[k], x, kappa)

151 }

152 for (k in 1:c) {

153 run.length.pca[k] <- FindPCAEDD(M.PCA[k], x, kappa)

154 }

155 c(run.length.rp, run.length.pca)

156 }

157 for (k in 1:b) {

158 run.lengths <- all.run.lengths[, k]

159 edd <- mean(run.lengths)

160 edd.conf.int <- CalcCLTConfInt(run.lengths, alpha = 0.05)

161 stored.values <- round(c(M.RP[k], p[i], sigma[j], edd,

sd(run.lengths),

162 edd.conf.int, n.sim), digits = 2)

163 write(c('RP', stored.values), file = write.file,

164 append = TRUE, ncolumns = length(stored.values) + 1)

165 }

166 for (k in 1:c) {

167 run.lengths <- all.run.lengths[, b + k]

168 edd <- mean(run.lengths)

169 edd.conf.int <- CalcCLTConfInt(run.lengths, alpha = 0.05)

170 stored.values <- round(c(M.PCA[k], p[i], sigma[j], edd,

sd(run.lengths),

171 edd.conf.int, n.sim), digits = 2)

172 write(c('PCA', stored.values), file = write.file,

173 append = TRUE, ncolumns = length(stored.values) + 1)

174 }

175 }

176 }

177

178 stopCluster(c1)

B.7 Finding thresholds

The functions for estimating the ARL is very similar to the functions used to
�nd the EDD in the previous section. Therefore we only include the code that
shows how the thresholds are found, i.e. how the equation

E∞[T (b)] = γ = 500

is solved for b.

1 c1 <- makeCluster(3, outfile = '', type = 'PSOCK')



B.7. FINDING THRESHOLDS 125

2 registerDoParallel(c1)

3 N <- 100

4 w <- 200

5 ARL.goal <- 500

6 Ms <- c(2, 3, 5, 10, 20, 30, 50)

7 threshold.starts <- c(24.5, 26, 30, 100, 280, 666, 1616)

8 relative.deviances <- c(0.2, 0.1, 0.05, 0.025, 0.1)

9 threshold.change.factor <- c(0.05, 0.04, 0.04, 0.03, 0.025, 0.02,

0.02)

10 n.sims <- CalcNSim(0.05, relative.deviances)

11

12 for (j in 1:length(Ms)) {

13 M <- Ms[j]

14 threshold <- threshold.starts[j]

15 for (d in 1:length(n.sims)) {

16 n.sim <- n.sims[d]

17 ARL.conf.int <- c(0, 0)

18 while ((ARL.conf.int[1] > ARL.goal) | (ARL.conf.int[2] <

ARL.goal)) {

19 run.lengths <- FindARL(N, M, w, threshold, n.sim)

20 ARL <- mean(run.lengths)

21 ARL.conf.int <- CalcCLTConfInt(run.lengths, alpha = 0.05)

22 stored.values <- c(N, M, w, ARL, sd(run.lengths), ARL.conf.int,

threshold,

23 n.sim, quantile(run.lengths)[2:4])

24 write(stored.values, file =

'Output/ProjNonSingularThresholds260.txt',

25 append = TRUE, ncolumns = length(stored.values))

26 ARL.diff <- ARL.goal - ARL

27 threshold.change <- ARL.diff / ARL.goal *

threshold.change.factor[j]

28 threshold <- threshold * (1 + threshold.change)

29 }

30 }

31 }

32

33 stopCluster(c1)
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