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Foreword 

These notes, based on lectures given during the autumn of 1991, are specifically geared to 
the needs ofthe course ST 202 at the University of Oslo. The main body of this course is an 
introduction to generalized, linear models, using the book by McCullagh and Nelder. But 
there is also a part dealing with the classical Neyman-Pearson theory of hypothesis testing, 
the link to the other part being inference in exponential families of models. Norwegian 
authors have written a lot about Neyman-Pearson theory. In presenting still another 
version I have been motivated by two considerations. 

i) Most of the existing literature is quite old and can not discuss the relevance of the 
theory from the perspective of the nineties, following the enormous growth in statis
tical method and technology. I also wanted more emphasis than usually provided on 
the limitations of the theory. 

ii) It is, of course, always desirable that lectures are adapted to the background of 
the students. The standard ST 202 student will have read the book by Bickel and 
Doksum and also have a decent amount of probability theory behind him, but no 
measure theory. These lectures starts from there. No Lebesgue theory is used, except 
for the dominated convergence theorem, which is postulated. I do not think the lack 
of measure theory matters much. In my view the basic issues of Neyman-Pearson 
theory can be well understood without it. 

There are hardly any new thoughts regarding theory in these lectures, but, perhaps, a few 
examples are, or the way they are presented. In selecting examples I have had the connec
tions to the other part of the course in mind. To some extent the examples complement 
those found in the writings of Sverdrup. 

Oslo, November 11, 1991 

Erik B125lviken 
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1 Introduction and overview. 

Statistical inference is the art and science of extracting information from statistical ex
periments. Define, for the purpose of these lectures, the latter as a random vector X. 
Suppose the distribution of X can be characterized by some continuous or discrete prob
ability density function f, and imagine that there is a unique, "true" f having generated 
X. The purpose of statistical inference is to find out as much as possible about f. This 
process clearly depends on what is known about f in advance. The tradition in modern 
statistical theory is to specify such prior knowledge as precise mathematical statements. 
In the non-bayesian version of the theory, the only one to be considered here, this takes 
the form of a class F of possible densities for f. It may well be that some members of F 
will be more likely candidates for f than others, but such considerations are not a part of 
the non-bayesian formalism until the impact of the experiment X is taken into account. 
F is known as a statistical model. It may sometimes be reasonably clear how it should 
be defined to represent what is known about the experiment. However, more often than 
not, this has no more than a rather obscure basis. The popular normal distributions, for 
examples, are, at best, rarely more than a rough approximation to the reality. This is not 
to say that normal distributions should not be used. On the contrary, there are countless 
situations where it is quite sensible to approach statistical inference in terms of these dis
tributions. Often this has to do with what is practical or operational, and what kind of 
conclusions scarce and noisy data permit anyhow. What is important for the relevance of 
the theory presented in these lectures is, to realize that the selection of a statistical model 
Fis a highly subjective task that can not be trusted to yield distributions that are literally 
true. This, in turn, means that the performance of statistical methods can not be solely 
judged within the narrow specifications for F that will be used throughout. 

These lectures are concerned with theory for testing statistical hypothesis. Let F0 C F 
be some subclass of the statistical model F. A hypothesis testing problem H : f E Fo 
means that we are to decide on whether the true f belongs to F 0 or not. This is a quite 
modest objective compared to the estimation of the true f, but as the reader will know, 
there are many situations where such problems are the relevant ones. A test 5 = 5( x) for 
the hypothesis is a real function on the sample space of X, so that 0 S:: 5( x) S:: 1 everywhere. 
A so-called non-randomized test only permits the values 0 or 1, and this is the type used 
in practice. However, it is for theoretical reasons convenient to allow randomized versions 
where 0 < 5( x) < 1 for one or more values x of the sample space. The interpretation is that 
the hypothesis is rejected with probability 5(x) when x = x. If 5(x) = 1, the hypothesis 
is to be rejected with certainty. The usefulness of randomization for theory will be become 
apparent later. 

One way to measure the performance of a test 5 is through its power function 

(3(!, 5) = Et{ 8(X)}, ( 1.1) 

where E1 stands for expectation under density f. The test has significance level a, if 

sup (3(!, 5) S:: a, (1.2) 
fE:Fo 
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saying that the probability of a false rejection of the hypothesis is at most a:, whatever 
f E F 0 is the true one. Usually a: is some small number so that a rejection of the hypothesis 
is likely to be a true statement. Let Ca be the class of all tests 5 having significance level 
a:, i.e. 5 E Ca if and only if (1.2) is true. 

The restriction of tests to the a-level ones means that there is no control on the so
called type II error. If an hypothesis is not rejected, this may not necessarily imply it is 
likely to be true. It could equally well be due to low power at some f outside F 0 . Indeed, 
if f E F - F 0 , but close to F 0 in some sense, we would, for reasons of continuity, expect 
the power to be close to the significance level a and hence low. The issue we now adress 
is how to obtain tests in Ca that are as sensitive as possible in rejecting H for densities 
f E F - F0 . Such densities will be called alternatives. A very ambitious objective would 
be to construct a test 50 E Ca possessing the property that 

sup /3(!, 5) = /3(f, bo), (1.3) 
6ECa 

for any f E F - F0 . Such a test 50 would be the best, i.e. most powerful one for any 
alternative. It is called a uniformly most powerful test. Using 50 we are guaranteed so 
good a chance in rejecting untrue hypoteses as the data will permit, when the risk of false 
rejections is to be controlled. However, it is important to note that this optimum power 
is restricted to the assumed statistical model F. The criterion (1.3) says nothing about 
the performance outside F. This would not matter if F was specified so wide that it 
contained every distribution that could conceivably have generated the data. The trouble 
is that we shall only be able to obtain solutions of (1.3) under rather narrow parametric 
models, mostly those belonging to the exponential family. If reliance can be placed on 
the model, the optimum test 50 is surely a good one. However, as indicated above, this is 
often not the case. Gaussian assumptions, for example, rarely have any firm foundation. 
In such situations we can not be quite content with the optimality inside F. We must 
also consider how the test behaves under plausible deviations from the assumed model. A 
discussion of this so-called robustness problem is beyond the scope of these lectures. The 
point here is merely to raise the issue. Do the optimal tests keep their good performance 
for distributions outside :F? The general answer is complicated in that it depends on the 
situation. Folklore holds that the t- and F-tests derived in sections 5 and 7 remain powerful 
under considerable deviations from normality, although there are those who disagree. 

The reader should not think that the value of optimality studies is confined to the 
optimality itself. Solutions of optimum problems may also be useful in a constructive 
sense, leading to methods we might not have thought of otherwise. The tests in section 4 
are not of a type that would have been our first idea. 

There is one special case admitting a simple general solution of (1.3), namely if :F = 
{f0 , f 1 } consists of just two densities and F 0 = {Jo} is one of them. In this situation, as we 
shall see in section 2, the optimum test coincides with the likelihood ratio test. Although 
the example may appear artificial, it is nevertheless a stepping stone for proving results 
in more practical models. We shall in section 3 be able to find uniformly most powerful 
tests for one-sided hypotheses under a class of one-parameter models. However, these are 
about the only cases where uniformly most powerful tests exist. One reason is that the 
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class Ca of all a-level tests is too wide. It contains, as we shall see in section 4, tests we 
would not dream of using in practice, although powerful under certain alternatives (but 
also very poor for others). We shall be able to extend the theory considerably if these 
stupid methods are removed from the competition. Two implementations of this idea is 
through the concepts of unbiasedness (section 4) and invariance (section 6), which both 
restrict the class of tests under consideration to subclasses of Ca. 

The theory to be presented was initiated by Neyman and Pearson in the early 1930's and 
developed over the ensuing decades. The classical book by Lehman (1959) contains a much 
more thorough discussion than the one given here, and is still very readable1 . Relevant 
material can also be found in volume II of Sverdrup (1965) and in Sverdrup (1979). The 
present lectures try to give a non-technical account. Measure theory will not be used, and 
not much emphasis is placed on distributional details. The presentation concentrates on 
general arguments and ideas, stating results for classes of models. An effort is also made 
to indicate limitations of the theory. 

2 The Neyman-Pearson lemma. 

Consider first an oversimplified hypothesis testing problems where F = {fo, Ji} and F0 = 
{/0 }. The model contains only two distributions, and we are to decide, on the basis of X, 
which one of them is true. Ca is now the class of tests for which 

f3(fo, 8) :=; a. (2.1) 

We seek a test 50 maximizing the power /3(/i, 5) subject to (2.1). The solution turns out 
to coincide with the likelihood ratio test. Let 

L(x)=f1(x)
1 

fo(x) 

and suppose 

5o(x) 1, ifL(x)>c 

1, if L(x) = c 

0, ifL(x)<c, 

where c and/ is determined to ensure that 

f3(fo, 80) = a. 

We have the following result, usually known as the Neyman and Pearson lemma. 

(2.2) 

(2.3) 

(2.4) 

Proposition 1. 50 , as defined by (2.2)- (2.4) maximizes /3(/i, 5) among all tests 5 satis
fying (2.1 ). 

1There is a revised, extended version from 1986. 
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Proof. Suppose fi satisfies (2.1). Then 

/3(!1, 5o) - /3(!1, 5) j { fio( x) - fi( x)} /1 ( x )dx 

> j { 5o( x) - 5( x)} /1( x )dx - c{/3(!0, 50) - /3(10, 5)} 

j { 5o( x) - 5( x)} f 1 ( x )dx - c j { 50 ( x) - 5( x)} / 0 ( x )dx 

j {5o(x) - 5(x)}{f1(x) - cfo(x)}dx. 

Since o0 (x) = 1 when f 1(x)- cf0 (x) > 0 and= 0 in the opposite case, the integrand of the 
last integral is non-negative everywhere. Hence /3(11, 50 ) - /3(11, 5) 2 0 for any level a test 
fi, and the proposition is proved. 

Corollary 1. /3(!1, bo) 2 /3(fo, 5o) 

Proof. Let o(x) =a, which is a level a test. Then /3(!1, 50 ) 2 /3(!1, 5) =a= /3(10 , 50). 

Both the proposition and the corollary will be useful later. Although the test problem 
is oversimplified, the result uncovers some of the structure of optimal tests. We should 
look at ratios between densities under alternative and hypothesis. The rest of the lectures 
applies this idea to models of practical interest. 

3 Uniformly most powerful tests. 

Uniformly most powerful tests, as defined in section 1, do not exist very often. The most 
prominent exceptions are one-sided hypotheses in one-parameter families of distributions, 
although not all such families. Suppose 

F = {fe, B E I}, (3.1) 

where I is some finite or infinite interval on the real line. The assumption means that :Fis 
a parametric model with the real parameter e as the only unknown. We shall write /3( e, fi) 
instead of /3(fe, 5) for power functions and Ee rather than Et6 for expectations. Similar 
conventions will be used for p-parameter families later on. 

Consider the hypothesis H : e ::; B0 , where B0 E I is some known value. It is possible to 
find uniformly most powerful tests if the model has a so-called monotone likelihood ratio. 

Definition. F = {fe, B E J} has a monotone likelihood ratio with respect to T = T( x) if 
there exists, for any pair of parameters 81 < B2 , some non-decreasing function h such that 

fez(x) = h(T(x)). 
fe1 ( x) 
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An important example is independent samples from the one-parameter exponential family, 
where each observation Xi in X = (X1 , ... , Xn)' has a density of the form 

fe(xi) = exp{BT(xi) + S(xi) + d(B)}, Xi EA, (3.3) 

and the support A does not depend on B. Clearly the joint distribution of X 1 , ... , Xn has a 
monotone ratio in terms of :E T(xi)· Gaussian distributions with known variance, poisson, 
binomials and gammas are all of this type. An example outside the exponential class is 
the rectangular one over (0, B). If X = (X1 , ... , Xn)' is an independent sample from this 
distribution, then 

fe(x) = B-n, 0 <min xi< max xi< B 
= 0, otherwise. 

It is easy to check that this satisfies (3.2) with T( x) = max Xi. Still another example is the 
hypergeometric family 

/: ( ) - (!) (~~:) 
JI} x - (~) ' 

where n and N are known. Now T(x) = x. 
To find a uniformly most powerful test for distributions of the monotone ratio type, 

consider some fixed alternative B1 > B0 . We shall, according to proposition 1, maximize 
the power at B1 , among tests 5 for which /3( B0 , D) :S a if we take 

5o(x) 1, iffe1 (x)>c1fe0 (x) 
I, if f e1 ( x) = cde0 ( x) 
0, iffe1 (x)<cde0 (x), (3.4) 

where/ and c1 are determined from 

/3( Bo, 5o) = a. (3.5) 

But since the ratio fe 1 (x)/fe0 (x) is an increasing function of T(x) we can clearly rewrite 
(3.4) as 

5o(x) 1, 

}, 

o, 

if T(x) > c 

if T(x) = c 

ifT(x)<c, (3.6) 

for another constant c. Note that the test defined by (3.5) and (3.6) does not depend on the 
alternative 81 we started out with2 This means that if /3( e0 , 5) ::; a, then /3( e, 80 ) ::'.:'.: (3( e, D), 
not only for B = 81 , but for any B > 80 . A test 5 E Ca, automatically satisfies (3( 80 , 8) :S a, 
and so must be uniformly less powerful then D0 . 

It remains to check that Do is itself a member of Ca, i.e. that j3(B, Do) :S a: for e :S Bo. 
This is a consequence of corollary 1 above. Indeed, fix B1 < 80 and consider the hypothesis 
H1 : B = B1 against B = B0 . The optimal test at level o:1 = (3(81 , Do) is, by proposition 1, 
again D0 . Hence by the corollary, (3(8 1 ,Do) :S (3(80 ,Do) =a. We have thus proved 

2 c1 in (3.4) does depend on 81 , but c does not since it is fixed by (3.5) where 81 does not enter. 
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Proposition 2. Suppose X has a monotone likelihood ratio with respect to T( x) Then 
50 , as defined by (3.5) and (3.6), is uniformly most powerful for testing H : e :S e0 . 

Note that the final part of the argument also established that the power function /3( e, 50 ) 

must be monotone upwards in B. 

4 Unbiased tests. 

We start with two examples suggesting that uniformly most powerful tests are rare. 

Example 1. Consider the two-sided hypothesis problem H : B = B0 against B =I Bo 
under the one-parameter, monotone likelihood ratio model of the preceding section. The 
optimum one-sided test defined by (3.5) and (3.6) are for alternatives B > B0 more powerful 
than any other test even in the two-sided case. However, this is now a poor test, since the 
power is less than a when e < B0 . It is, for example, beaten in this region by the trivial 
test 8 _ a, which has larger power there. Hence, a uniformly most powerful test can not 
exist. 

Example 2. Let X1, ... , Xn be an independent sample from a Gaussian distribution with 
mean < and variance o-2 • Consider the hypothesis H : e :S 0. We shall see at the end of 
this section that the ordinary t-test is the only candidate for a uniformly most powerful 
test. Introduce, as a competitor, the test that rejects if 

(4.1) 

where X = (X1 + · · · + Xn)/n, and ( > 1 is a prechosen constant. The power function is 

( 4.2) 

where </> is the standard Gaussian integral and Li = yin( U <T). It is readily seen that the 
maximum probability of false rejections occurs at .6. = 0. 3 The significance level of the 
test is thus determined by the maximum of ,81 (0, O') with respect to O'. A straightforward 
computation yields 

( 4.3) 

where a(()= {2log(()/((2 - 1)}t. The test can be assigned any level of significance by 
adjusting (. It is shown in appendix 2 that it is more powerful than the t-test at certain 
alternatives far from the hypothesis. This means that the t-test is not uniformly most 

3 For example, interprete the right hand side of ( 4.2) as an area under the standard normal curve. It is 

geometically obvious that the maximum among .6. :=::; 0, for fixed er, is obtained at .6. = 0 (or equivalently 

at~=O). 
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powerful, and since it was the only candidate, no uniformly most powerful test exists. 

The preceding counterexamples illustrate that tests that behave well in some regions of the 
parameter space may be very poor in other regions. For example, the test in example 2, 
although better than the t-test for certain alternatives, has the ridiculous property that its 
power, for fixed Ll > 0, goes to zero as ()--+ 0 (or +oo ). This follows easily from inspection 
of ( 4.2). No one would dream of using such a test. Yet it prevents other tests from being 
uniformly most powerful. It is not unreasonable not bar such stupid methods (and the one 
in example 1 too) from the competition. One way to implement this idea is through the 
concept of unbiasedness. 

Definition. An a-level test is called unbiased if its power is at least a at any alternative. 

Note that neither of the counterexamples above are unbiased. In mathematical terms a 
test 8 is unbiased if it satisfies (1.2), to account for the level, and 

inf /3(!, 8) :2: a, 
fE:F-:Fo 

( 4.4) 

to guarantee a minimum power no less than a over the set of alternatives. The class of all 
tests for which (1.2) and ( 4.4) hold, will be denoted C;f N. 

We shall now investigate to what extent uniformly most powerful tests can be con
structed within this smaller class. Thus we seek a test 80 E C;f N such that 

/3(!, 80) = sup /3(!, 8), ( 4.5) 
oECi{N 

for any f E :F - F 0 . First note the obvious 

Lemma 1. A test which is uniformly most powerful, is unbiased, and hence uniformly 
most powerful among unbiased tests. 

Proof. Suppose 80 is uniformly most powerful. Then 80 is, in particular, more powerful 
than the trivial test 8 a, which has constant power a. Thus, /3( 80 , J) :2: a for any 
f E :F - :Fo, and so 80 E C;fN. 

The lemma says that a successful uniform optimization within the class C~N will have 
lead us to a uniformly most powerful test, if the latter exists. 

The criterion of uniformly most powerful, unbiased tests has been successfully applied to 
models belonging to exponential families (and not many others). We shall now develope the 
argument for this class of models, emphasizing at every step what makes the construction 
work. 
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Suppose F ={fa, BE w }, where, almost in the notation of Bickel and Doksum (1975). 4 

fe(x)=exp{t,eiTi(x)+S(x)+d(B)}, xEA ( 4.6) 

the support A not depending one= (81 , ... , ep)· In practice w will be some simple set of 
parameters. 5 

Note that the density fe is continuous as a function of e (the normalizing constant 
d( B) automatically becomes continuous). This property carries over to power functions, no 
matter how strangely looking the test. 

Lemma 2. Power functions /3( e, 5) are under the model ( 4.6) continuous in B for any test 
5. 

Proof. The crucial point is that test functions 8(x) are bounded, i.e. j8(x)I::; 1, so that 
the dominated convergence theorem of appendix 1 applies. Thus 

lim /3(8, 5) 
8-+80 

lim j fe( x )5( x )dx 
8->Bo 

I lim fe(x)8(x)dx 
e-eo 

j fe0 ( x )8( x )dx 

j3(eo,8). 

We shall consider hypotheses of the one-sided type, say H : e1 ::; 0, where e1 refers to 
the first component in e = (e1 , .. .,ep)6 Two-sided hypotheses can be handled in a similar, 

4Bickel and Doksum use the superficially more general formulation exp { itl c; ( 8)T; ( x) + S( x) + d( 1:1)}. 

However, ( 4.6) is merely a renaming of the parameters to the so-called canonical ones, of special interest 

for modelling, see McCullagh and Nelder (1989). 
5 In fact, the "natural set" is convex. The expression on the right in ( 4.6) can be made a density (by 

suitable definition of the normalizing constant d( 1:1)) if he( x) = exp{L 8;Ti ( x) + S( x)} has finite integral 

over A. It is often reasonable to let w be the set of all such 8. If any two points 1:1 and 8' belong to this 

set w, then so does an arbitrary point on the line segment between them. Let 1:1" = )..{:) + (1 - >-.)1:1', where 

0 <).. < 1. Note that he11(x) = {h9 (x)f'{he•(x)} 1-A. Hence, by Holders inequality (Royden (1968), p. 89) 

J hl!'•(x)dx J {he(x)f'{he•(x)} 1-Adx 
A A 

< {! he(x)dx}' {! he<(x)dx} ,_,, 

and he" has finite integral whenever he and he• have. Hence, the set of 1:1 for which J he < oo is convex. 
A 

6 We do not distinguish typographically between vectors and reals. Throughout this and the next 

section notation such as 81 (and later {31 ) will always refer to the first element of vectors 8 = ( 81 , ... , 8P) 

(and f3 = ({31 ,. . ., /3p)). 
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although more complicated manner, which, in particular, requires an extension of propo
sition 1. 7 Thus, we are now assuming that the set of distributions under the hypothesis 
is Fo = {fe, e E wo}, where Wo = {(B1, ... , Bp) E w!B1 :::; O}. Of particular interest is the 
boundary set OWo = {(O, B2, ... , ep) E w} between hypothesis and alternatives. 

Lemma 3. Suppose 5 E C"f:N. Then /3( B, 5) =a on 8w0 . 

Proof. Any B E 8w0 can be reached as limits of sequences {B(v)} and {e'(v)} in w0 and 
w - ... 0 . respectively. Suppose 5 E C"f:N. Then /3(8(v)) :::; a :::; /3(8'(v)). But, /3(8, 5) = 
lim &1• '. fij = lim/3(8'(v), 5) because oflemma 2. Hence, f3(B, 5) =a, as was to be proved. 

cont mm 

(4 f) 

similarity of unbiased tests on the boundary set is a consequence of the 
le as a function of e, and has nothing to do with the special form assumed in 

the latter comes in to characterize similar tests. Note that on 8w0 (where 

( 4. 7) 

l T2(X), ... , Tp(X)) ( 4.8) 

is sufficient for X under the restriction B E 8w0 . Moreover, if this restricted family is of 
the regular type, i.e. 8w0 contains an open set in p - 1-space, then Z is also complete (see 
Bickel and Doksum(1975 ), p. 123.) These properties yield: 

Lemma 4. Suppose 8w0 contains a p - I-dimensional, open set, so that the model is 
regular on Or...'o. A necessary and sufficient condition for a test 5 to the similar is that 

E{o(X)IZ = z} =a, (4.9) 

over z. Here E refers to expectation with respect to an arbitrary B E 8w0 . 

Proof. Suppose B E 8w0 . By the rule of double expectation 

Ee6(X) = Ee{Ee(5(X)jZ)}. 

Recall that Z was sufficient on 8w0 . This means that E11(8(X)jZ) = E(8(X)IZ), not 
depending on B. Thus, if 5 is similar (i.e. E 11 5(x) a on 8w0 ), then 

Ee{E(5(X)jZ)} =a, 

7This is dealt with in the exercises of the course. See, in particular, exercise 11 in the collection compiled 

by Borgan. 
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on 8w0 . But since Z was complete on 8w0 under the conditions stated, this can not occur 
unless ( 4.9) is true. The proof of the opposite, i.e. that ( 4.9) implies similarity, is obvious. 

Lemmas 3 and 4 together show that unbiased tests have conditional power a on the bound
ary set 8w0 . This is a much simpler condition than the original one that involved all e E w, 

since it, in effect, refers to a single point in the parameter space. It suggests that unbiased 
tests might be constructed conditionally on the value obtained for Z. This idea works. We 
need the conditional density fe(xlz) of X given Z(X) = z, which is easy to write down for 
the exponential families ( 4.6). Indeed, by exploiting the special form of these densities, it 
emerges that 

(4.10) 

where again the support AZ has no relation to B1 8 . Note that this is, for given z, a 
one-parameter exponential density, with monotone likelihood ratio in T1 ( x ), as defined in 
section 3. Thus, the test 

bo(x) 1, if T1(x) > c(z) 
1(z), if T1(x) = c(z) 

- O, if T1 ( x) < c( z), 

(4.11) 

defined conditionally on Z = z, is motivated by proposition 2. It turns out that the test is 
uniformly most powerful among unbiased tests, if the functions c( z) and "Y( z) are selected 
appropriately. 

Proposition 3. Consider the hypothesis H : 81 :::; 0, relating to an exponential family, 
which is assumed regular on the boundary set {(O, 82 , ... ,BP) E w }. Suppose the functions 
c( z) and 1( z) in ( 4.11) are determined so that 

Pr{T1(X) > c(z)IZ = z} + 1(z)Pr{T1(X) = c(z)IZ = z} =a, ( 4.12) 

for all z, where the probability refers to B = (0, 82, ... BP) (any such 8). Then 50 E c-;:N and 
is uniformly most powerful among tests in this class. 

Proof. Suppose z is fixed. It follows from proposition 2 that 50 is uniformly most powerful 
as a test of H : 81 :::; 0 in the conditional model ( 4.10). This means that 

( 4.13) 

and for any other test satisfying ( 4.9), 

(4.14) 

8 The derivation of (4.10) is a simple matter of dividing the right hand side of (4.6) on the density for 

Z, whatever it is. Note that only 81 matters for the conditional distribution. The others, i.e. 82 , .. .,ep, go 

into the normalizing constant dz(8 1 ), which, eventually, can depend on 81 only. 
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In particular 

( 4.15) 

Multiply ( 4.13)-( 4.15) by the density of Z and integrate over z. Then ( 4.13) and ( 4.15) 
yield 

Ee{ Do(X)} ::::; a, 
Ee{ bo(X)} ~ a, 

if 81::::; 0 

if 81>0, 

so that bo E c;:N. By ( 4.14), 

Ee{80(X)} ~ Eo{8(X)}, if 81 > O 

which is valid for any test 8 satisfying ( 4.9), in particular (by lemmas 3 and 4), by any 
8 E c;:N. This completes the proof. 

The proposition reveals uniformly, most powerful tests as conditional tests. Sometimes, as 
we shall see below, the conditioning can be removed. A useful result in this connection is 
the following lemma, due to Basu. 

Lemma 5. Let Z = Z(X) be a sufficient and complete statistic. Suppose the distribution 
for Y = Y(X) is the same for any value of the parameters of the model. Then Z and Y 
are stochastically independent. 

Proof. By the rule of double expectation: 

Eh(Y) = Ee{Ee[h(Y)IZ]}, 

where the left hand side does not depend on 8. Hence, rearranging 

Eo{E[h(Y)IZ] - Eh(Y)} = o, 

noting that the conditional mean E[h(Y)IZ] is constant in e, since Z is sufficient. But the 
completeness in Z now yields 

E[h(Y)IZ] = Eh(Y), 

and so Y and Z are stochastically independent. 
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Example 2 continued. Let X 1 , X 2 , ... , Xn be stochastically independent and identically 
Gaussian distributed with mean e and variance 0"2 . Consider the hypothesis H : e :S fo, 
where e0 is given. The likelihood of the data can be written 

where x = ( x1 + ... +xn)/n, B1 = n(e -eo)/ u 2 , B2 = -l/2cr2 and d( B1 , 82 ) some normalizing 
constant. Note that the hypothesis is the same as H : B1 :S 0. Clearly the model belongs 
to a regular exponential family. It follows from proposition 3 that the uniformly most 
powerful unbiased test is the one that rejects if 

X - eo > c(Z), 

where Z = I:;(Xi - fo) 2 . The function c(z) is determined from 

Pr{X-eo > c(Z)[Z = z} =a, 

(4.16) 

(4.17) 

where the probability refers to e = fo. (We need not bother with randomization.) It 
is possible to rewrite the test in more familiar terms. Observe that the distribution of 
( x - eo) I ../Z is on the boundary e = eo the same for all 0" 2 . Since z is sufficient and 
complete on this set, it follows from lemma 5 that (X - fo)/./Z and Z are stochastically 
independent when e = e0 . Hence, 

Pr(X - e0 > c(Z)[Z = z) P ( X-eo c(Z)[Z- ) 
r -jZ >.;z -Z 

P ( X - eo c(z) [Z _ ) 
r -jZ >Vz -Z 

P ( X-eo c(z)) 
r -vz>vz, 

and ( 4.17) implies that c( z) is of the form c-.,/Z. The uniformly most powerful unbiased 
test thus rejects when (X - eo)/ .JZ > c. But the ordinary t-statistic9 

1 

T = fa(X-eo)/(I)Xi-X) 2/(n-1)) 2 

can be written 

and so is an increasing function of (X - fo)/VZ. This means that the test criterion can 
equivalently be written T > c, and we have thus proved that the t-test is uniformly most 
powerful. 

9 The t-statistic is denoted T, as is standard notation. Note that T is here used in a meaning different 

from the sufficient statistics T1 , ... , Tp in (4.6) above. 

14 



Example 3. Suppose we are to compare two poisson processes with intensities ,\ 1 and 
,\ 2 on the basis of the number of accidents X1 and X 2 during times of exposure t 1 and t 2 . 

We imagine that the two processes run independent of each other so that X 1 and X 2 are 
independent random variables. Consider the hypothesis H : ,\1 :::; ).. 2 . The likelihood of 
the data is 

which can be written 

where 81 = log(>.i/.A 2 ) and B2 = log.A2 . The expressions for S(x 1 ,x 2 ) and d(B 1 ,B2 ) are 
immaterial. Note that the hypothesis concerns whether 81 :::; 0 or not. Since the model 
clearly is a regular, exponential family, we can immediately write down a uniformly most 
powerful, unbiased test as 

1, 

1(x1 + x2), if X1 = c(x1 + x2) 

0, if x1 < c(x1 + x2), 

where 

Pr(X1 > c(z)IX1 + X2=z)+1(z)Pr(X1 = c(z)IX1 + X2 = z) =a. 

Here Pr represents a probability under .A1 = ,\2 . The conditional test can not be made 
unconditional. But this does not matter, since the conditional distribution of X 1 given the 
sum X 1 + X 2 = z is a very simple one when ,\1 = .A 2 . Indeed, it can easily be proved to be 
binomial with parameters p = tif (t1 + t 2 ) and n = z. Thus, the uniformly most powerful 
unbiased test is the same as conditional, binomial testing. This is simple, elegant and a 
solution we might not have hit on otherwise. 

5 Regression coefficients in generalized, linear mod

els. 

One potential application of the theory of the preceding section is to test the significance 
of regression coefficients in generalized, linear models. Suppose YJ., ... , Yn are independent 
random variables with densities 

f(yi,ei,r) = exp{BiYi + rV(yi) + S(yi) + d(Bi,r)}, Yi EA ( 5.1) 
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which are two-parameter exponential families. The support A does not depend on parame
ters, r is a nuisance parameter, common to all Yi, and Bi is related to covariates Xii, ... , Xip 
through10 

p 

ei = I: Xij/3j. ( 5.2) 
j=l 

The relation (5.2) corresponds to the so-called canonical link in the theory of generalized, 
linear models. It means, in particular, that the joint distribution of Y =(Yi, ... , Yn) also 
belongs to an exponential family with /3 = (/31 , ... , (3p) and T as parameters. Indeed, 
replace ei in (5.1) with the sum in (5.2) and multiply over i. With obvious redefinitions of 
V, S, d and A this yields 

f(y,/3, r) =exp { t /3iTi(Y) + rV(y) + S(y) + d(/3, r) }, y EA 
J=l 

(5.3) 

where 
n 

TAy) = L XijYi ( 5.4) 
i=l 

Consider the hypothesis H : /31 :::;; 0. If (5.3) is a regular family, the theory of the preceding 
section immediately reveals the structure of unbiased tests as being defined conditionally 
on Z = (T2 , •.. , Tp, V). The uniformly most powerful unbiased test is the one defined by 
( 4.11) and ( 4.12). With the present-day advance in statistical computing, it may be quite 
feasible to implement such tests in computers, even when a reduction to simplified form is 
not possible. Stochastic simulation is here a strong tool, but a discussion of this issue is 
outside the scope of these lectures. 

The reader will be well aware that there are countless special cases contained in the 
model outlined above. Hypothesis testing theory is discussed for a few of them in Sverdrup 
(1979). We shall here consider two specific examples, which each, in a different way, throws 
light on the relevance of the theory in section 4. 

Example 4. Suppose the }i's are Bernoulli variables with success probabilities 7r;, i.e. 
Pr(li = 0) = l-Pr(li = 1) = 7ri. It is easily verified, and should be well known, that the 
distribution of Yi is of the form (5.1), with canonical parameters e; = log{7r;/(1 - 7r;)}. 
There is no nuisance parameter r. If the Bi's are linked to covariates through (5.2), the 
resulting model for Y = (Yi,···, Yn) follows a regular, p-parameter exponential family. 
Hence, the uniformly most powerful, unbiased test of H : /31 :::;; 0 rejects if T1 > c(Z), 
where Z = (T2 ,···,Tp), and with probability 1(Z) if T1 = c(Z). The two functions c(z) 
and 1( z) are determined as explained in section 4. 

10The same symbol f3 is used for the regression coefficients as for the power functions earlier, in both 

cases following standard conventions. 
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Is this a sensible procedure? Consider the case of one covariate with intercept term. 
( 5. 2) is then specialized to e i = /30 + /31 Xi. The test on the slope, i.e. of H : /31 ::; 0, is to 
reject when 

( 5.5) 

with randomization in case of equality. To determine the test we need at the boundary 
(where /31 = 0) the conditional distribution of I: xiYi given I: Yi= z. Recall that /31 = 0 
means that all B;,, and hence all 7r;,, are equal. The distributional problem is thus the same as 
if z individuals are sampled randomly, without replacement, from a population with labels 
xi, ... , Xn 11 . The sum of labels in the sample is then the value of the test statistic I: Xi Yi. 
This distribution is studied in survey sampling (see, for example, Sverdrup(1965), vol I). 
The exact solution is complicated, but a Gaussian approximation is available for large z, 
appearing as a limit when z ___, oo. Another approach is through stochastic simulation, 
easily implemented in this case. 

The test obtained for /31 seemed like a good one. Contrast this with the outcome of the 
theory for an hypothesis on the intercept, say H : /30 :=:; 0. (5.5) is then replaced by 

(5.6) 

as rejection criterion. We now need the conditional distribution of I: Yi given I: xi Yi, to 
calculate the functions c and /. However, unless the x/s are equidistant, it could well 
happen that the value of the conditioning statistic I: xiYi eqactly determines which Yi's 
are zero and which are not. If so, there is no way to obtain o: as the conditional level other 
than by complete randomization, the hypothesis being rejected with probability a::. If this 
phenomenon occured for any possible value of I: xiYi, then the only unbiased test would 
be the trivial one 8 = a. Although proposition 3 remains formally true, its statement is 
an empty one. 

Example 5. The preceding example showed that the theory of optimal, unbiased tests 
can not be applied at will to discrete data. Some sort of symmetry in the conditioning 
statistics seems necessary to yield sensible results. These problems disappear when the 
data are continuous. Among the latter Gaussian models merit special attention, since the 
optimum test can then be rewritten in a more transparent form. 

Normal models have the nuicance parameter T = -1/2cr2 in (5.3) and V(y) = I: yf. 
The rejection region is 

Ti > c(T2, ···,Tr, V), (5. 7) 

11The conditional distribution of Yi, ... , Yn given I: Yi = z is easily calculated when all ?r.; are equal. 

It turns out, as is indeed obvious from the symmetry of the situation, that any collection of n - z zeros 

among Y1 , ... , Yn is equally likely. The common value of 7r; drops out of the distribution. 
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which will now be reformulated in terms of the least-squares estimates /3 for f3 and the 
corresponding estimate 0-2 for a 2 . Let X = ( Xij) be the n x p design matrix, which is 
assumed to be of full rank p. The least-squares estimates are then defined by12 

(5.8) 

writing T = (T1 , · · ·, Tp)'. Also recall the sum of squares decomposition 

Y'Y = (n - p)0-2 + /3 1(X1X)/3, (5.9) 

which in terms of T can be written 

..,.,,, .. _i - )'2+T'(X'X)-1,.,, , • ·- 1 n p er ..... (5.10) 

It i~ C< r·v,..m<:.>nt to develope the argument under the condition that the first column in the 
desi.~;, W<\I nx 1s orthogonal on the others. Write 

p-1 

ri )( 1 and X 2 n x (p - 1) matrices, and suppose 

(5.11) 

and /32 , in this sequel, represents the last p - 1 regression coefficients in /3. It is always 
possible to write 

where r is some p-1-dimensional vector. Of course this does not alter the model, and 
neither the first regression coefficient, which is still /31 . However, the first columns of the 
design matrix is now X 1 - r X 2 and the p-1-vector /32 + r/31 has taken over for the former 
/32 . The point is that r can be defined so that (X1 - X 2r)'X2 = 0, as required by (5.11). 

This means that (5.11) can be assumed without loss of generality. From this assumption 

(X'X)-1 = ((X{X01t1 0 ) 
(X~X2)- 1 ' 

and hence, from (5.8) and (5.10) 

/31 (X~ X1)-1 T1 

Y'Y (n - p)0-2 + (X~X1)- 1 T12 + T~(X~X2t 1 T2 

12 ' is used as notation for matrix transposition. 
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writing T2 = X~Y for the last p-1 elements in T 13 . Let 

s Y'Y - T~(X~X2t1 T2 
(n - p)0-2 + (X~X1)-1T12 
(n - p)0-2 + (X~X1),8f, 

which is a positive number. Multiply (5.7) on both sides by (X~X1 t1 /s. This yields the 
equivalent rejection criterion 

(X~X1)-1 Tif s > c(Y'Y, T2)(X~X1t 1 / s 

c(Y'Y, T2)(X~X1t 1 / {Y'Y - T~(X~X2t1 T2}t, 

or, on redefining the function c, 

But T1 and s can be replaced by their expressions in ,81 and 0- 2 . The criterion then reads 

Observe that the left hand side is an increasing function of /3i/ 0-. 14 Hence 

/3i/ 0- > c(Y'Y, T2) (5.12) 

is still another rejection criterion, redefining c once again. 
The function on the right is determined by the conditional power being a when 

/31 = 0. But the fact that the distribution of the ratio /31 / 0- is then independent of the other 
parameters 15 , means, by lemma 5, that /3i/ 0- is independent of the statistic Z = (Y'Y, T2 ), 

which is sufficient and complete when /31 = 0. The conditional power must become a for a 
constant c in (5.12) ,and the test rejects when /3i/ 0- > c. But, except for a multiplicative 
constant, /3i/ f:r is the ordinary t-statistic. Thus we have now proved that standard t-tests 
are uniformly most powerful unbiased for testing the significance of regression coefficients. 

13 As with f3 above block T as 

T- ( T1 ) }l 
- Tz }p- 1. 

14Divide the numerator and the denominator on &. The resulting expression depends on the ratio /3i/ fj 
in a relationship that is monotone upwards. 

15This is elementary. /32 , ... ,/3p play no part, and when /31 = 0, neither of the independent random 

variables /Ji/ O" and fj / O' depends on O' in distribution. Since /3i/ 0- = /ja-'/;, the assertion follows. 

19 



6 Reduction by invariance. 

Let g be a mapping from the sample space on to itself, and suppose that g is one-to-one, 
which means that g(x1) =J. g(x2) whenever X1 =J. Xz. Define transformed data X 9 = g(X) 
(g(X) will henceforth be written gX). A density f for X is, under suitable conditions on 
g, transfered to another density f 9 for X 9 . Write F 9 = {!9} for the set of possible densities 
for X 9 following a similar set F = {f} for X. A subset Fa C F, associated as before with 
an hypothesis, has a counterpart Fg C F 9 . 

Clearly X 9 contains exactly the same information about the hypothesis as X. Whether 
we work in terms of X or X 9 should be immaterial and lead to the same conclusion. Hence, 
if 5 is the test based on X and 59 the one for X 9 , it is reasonable to require that 

5(x) = 89 (gx) (6.1) 

Sverdrup (1965), whose discussion we are now following, calls this consistency in conclusion. 
Now, suppose that 

( 6.2) 

( 6.3) 

This says that the transformation from X to X 9 changes neither the statistical model F 
nor the hypothesis Fa, although usually f 9 =J. f. The problem formulated in terms of X 
is thus not to distinguish from the one in X 9 . The two problems are exactly the same. 
It could be argued that identical problems demand identical methods. Sverdrup calls it 
consistency in methodology. If this view is taken, then 

59 (x) = 5(x ), 

and combining (6.1) and (6.4) 

5(x) = 8(gx ). 

(6.4) 

( 6.5) 

The two consisting requirements thus imply a test function which is invariant under g. 

The so-called invariance principle is to insist on using test functions that are invariant 
with respect to all one-to-one transformations leaving the hypothesis problem invariant. 
The purpose of this and the next section is to characterize invariant test functions, and 
discuss consequences of demanding invariance. 

Common examples of transformations 16 that can be applied are, with x = ( x1 , ... , xn)', 

16The set of all transformations 9 satisfying (6.2) and (6.3), to be denoted G, is a mathematical group. 

A group is a set of objects with a product relation, here functional composition. Thus, if 9i, 92 E G, then 

91 o g2 is defined by (91 o 9z)x = g1 (92X ). It is easy to verify that 91 o 92 E G whenever 91 and 92 are. Clearly 

G also contains an identity element e (which is the identity mapping), and 9 E G defines an inverse 9- 1 E G 

by gog = e. No direct use of the group structure will be made, however. 
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gx = (x 1 +a,···, Xn +a)', (translation) 
a any real 

gx = ( bx1 , · • • , bxn)', (change of scale) 
b any positive real 

gx = (t:1X1, ... , EnXn)' (reflection) 
ti= ±1 

gx = ex (rotation) 
c any orthonormal n x n matrix 

If a group G leaving the problem invariant has been identified, it becomes a question of 
characterizing test functions that are invariant. The key concept is the so-called maximal 
invariance. 

Definition. A function S( x) is called maximal invariant with respect to a group G = {g} 
if it is invariant, i.e. S(gx) = S(x) and 

( 6.6) 

That this is the right concept is shown by the following proposition. 

Proposition 4. Let S(x) be a maximal invariant function with respect to G. Then a 
function 5(x) is invariant if and only if there exists another function h such that 

8(x) = h(S(x)). (6.7) 

Proof. If 5(x) = h(S(x)), then 5(gx) = h(S(gx)) h(S(x)) = 5(x), and so 5(x) is 
invariant. On the other hand, suppose 5(x) is invariant. If S(x 1 ) = S(x 2 ), it is possible 
to find some g E G connecting x 1 and x 2 . i.e. such that x 2 = gx 1 . But this means that 
8(x 2 )=5(gx 1 )=5(x1 ), since 5(x) was invariant. Hence 5(x) is constant over x's having the 
same S-value, and so is of the form (6.7). 

Maximal invariants for the four groups of transformations above are 17 : 

S(x) = (x1 - x, ... , Xn-1 - x) (translation) 

x=(X1 + ··· + Xn)/n 

S(x) = (xifz, ... ,xn_ifz) (change of scale) 

Z = ( X1 + · · · + Xn) 

S(x) = (lx1I, ... , lxnl) (reflection) 

S(x) = x'x (rotation) 

17Maximal invariants are not unique. There will obviously be many such functions. 
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It is clear that all four are invariant18 To prove maximal invariance, suppose in the case 
of translations that Xi-x =yi-f}, i = 1 ... , n - 1 This can not happen unless Xn -x = Yn-fJ 

as well, and so Yi = Xi+ a, i = 1 ... , n, where a= y - x, as was to be proved. Change of 
scale and reflection are equally simple. Only rotation requires longer reasoning. Suppose 
x'x = y'y. Define an orthonormal matrix ex having x'/(x'x) 1 l 2 as the first row (this is 
possible by the Gram-Schmidt construction). Then CzX = ((x'x) 117Q ... O)'. 19 But we 
can also find an orthonormal Cy in the same way such that cyy = ((y'y) 1 l7Q ... O)'. Hence 
CzX = c.yy, and y = c;1 ( CzX) = ( c~cx)x. But the product c~c,, is again an orthonormal matrix, 
and so maximal invariance has been established. 

Before embarking on a longer example in the next section, let us first consider a simple 
one. 

Example 5. Let X 11 ... , X 1m and X21 ... , X2n be two independent samples from expo
nentially distributed populations, i.e . .A11 exp{ -x1i/ .A1 } is the density for Xii and 
.A21 exp{-x2j/.A2 } for X 2j, with .A1 and .A2 two positive parameters. Consider the hypothe
sis H : >.1 s; >.2 . Recall that the family of exponential distributions is closed under changes 
of scale, i.e. if b > 0, then bX1i is again an exponential random variable, the parameter 
changing from ) 1 to b.A1 . It is thus easy to see that the problem is invariant when all 
observations are multipled with a common, positive factor. A maximal invariant is 

U1i = X1i/Z, 

U2j = X2i/Z, 

m n 

i=l, .. . ,m 

j=l, ... ,n-1, 

where Z = I: Xii + I: X 2j. By proposition 4 invariant tests depend on the data through 
i=l j=l 

these statistics. We shall now find the uniformly most powerful invariant test. 
The joint density of the maximal invariant can be derived by standard techniques for 

transformations of random variables. It is straightforward to show that the density of 
(U11 ... , U1m, U21 ... , U2n-1) is given by the integral 

m n-l 

with support u 1i > 0, Uzj > 0 and I: u1i + I: Uzj < 1 (the density is zero outside this 
i=l j=l 

region). The integral can easily be calculated, but the form above is sufficient to establish 
m 

that R = I: U1i is a sufficient statistic for the maximal invariant (by the factorization 
i=1 

theorem for sufficient statistics, (see Bickel and Doksum (1975), p. 65). As shown in one 
of the exercises (exercise 6), there exists to any given test, another one, based on sufficient 

18For the last one (rotation) note that S( ex)= (ex)' (ex)= x' ( e' e )x = x' x = S( x). 

19 An orthonormal matrix Cx 

i = 2, ... ,n. 

n 

(cxij) having x' /(x'x) 112 as first row must satisfy 2:: exijXj 
j=l 
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statistics, having the same power function. It follows that nothing is lost by demanding 
invariant tests to depend on the maximal invariant through R. 

In terms of the original variables 

m 

{~x,,} / {~Xi.+ t,x,;} 
F/(I+F), 

where 

n 

F ~ X1;/ LX2j. 
'" l j=l 

Sinn· tL•rr ii> a one-to-one relationship between R and F, we might as well use F as the 
te:st t'~r.L t: The density of F depends on .:\1 and .:\ 2 through their ratio "Aif .:\ 2 only, and it 
is .,-;uv t "' that it has monotone likelihood ratio. The reader will have to do this for 
lunHr!f h follows by proposition 1 that the uniformly most powerful test based on 
F 1!i t'°. rv:· when F > c. This is a uniformly most powerful invariant test. The constant 
c can "'Mil~ l-e determined from tables of the F-distribution. 

The arp.::n.-nt given above deviates from the one in Sverdrup (1965), p. 95-98 in vol II 
for the nrne- example. Sverdrup applies sufficiency first to reduce the sample space to LXii 
and L:X2;, and then scale invariance to arrive at the same statistic F as above. This is 
technically simpler, but does not quite lead to the desired conclusion, i.e. that the test with 
rejection region F > c is uniformly most powerful among invariant tests (Sverdrup gives a 
slightly weaker statement). However, there is no coincidence that the two constructions 
produce the E>ame conclusion. It was proved by Hall, Wijsman and Ghosh (1965), under 
mild assumptions on the transformation group, that the two operations of sufficiency and 
invariance can be interchanged without affecting the outcome. Hence, by appealing to the 
Hall, \Vijsma.n, Ghosh theorem, the technically simpler Sverdrup argument is enough. 

7 The general linear hypothesis. 

One type of problem where invariance reduction can be attempted is to hypothesis testing 
in linear and Gaussian models. Let y·= (Yi, ... , Yn)' with mean vector e = ( e1 , ... , en)' be 
the observations. Assume all of Yi, ... , Yn to be Gaussian and independent with common 
variance u 2 • The usual prior assumption in linear statistical analysis is that e belongs to 
some linear subspace20w 21 of then-dimensional one. Let w0 C w be another linear subspace 

20The term "linear subspace" means that linear combinations of vectors in the subspace remain in the 

subspace. Linear subspaces have a well-defined dimension, as is demonstrated below. 
21 Note that w is here used in a meaning slightly different from earlier sections, since it only defines the 

parameter set for~- The nuisance parameter O" comes in addition. 
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and consider the hypothesis H : .; E w0 with al tern a ti ves .; E w - w0 . We shall see how far an 
invariance reduction of the sample space will take us, using some standard linear algebra 
that will be developed almost from scratch. The standard distribution theory for linear, 
Gaussian models will follow as a by-product. 

Underlying the present approach is a belief that a firm grasp of linear algebra is highly 
important, not only for this example, but also for multivariate analysis (where each Yi is a 
vector) and for time series analysis (where each Yi is attached to some point in time, often 
implying that the Yi-s are correlated, rather than independent). Thus it seems worthwile 
to review some basic linear algebra, with an eye towards the special needs in statistics. 

Suppose w0 and w have dimensions q and p, with 0 :S: q < p < n. This means that there 
exists an n x n orthonormal matrix A, which can be blocked as, 

A= ( Ai A2 As ), 
'-v-' -........-- '-v-' 

q p-q n-p 

( 7 .1) 

where the q columns of Ai spans w0 , and the p ones in (A1 A2 ) spans w. Such a matrix 
is known to exist by Gram-Schmidt orthogonalization. Orthonormality obviously entails 
that 

0, 

identity, i = J (7.2) 

Any vector v in n-space has the representation 

(7.3) 

where the coordinate vector ei are given by 

(7.4) 

(to see this, multiply (7.3) with A~ and use (7.2)). The orthonormality relations (7.2) also 
immediately expands the squared length llvl/ 2 = v'v of the vector as the sums of squares 
of the coordinate vectors, i.e. 

(7.5) 

We shall be interested in projections of v onto the subspaces w0 and w. For example, the 
projection P0 ( v) of v onto w0 is defined as the vector u E w0 minimizing the distance to v, 
i.e. 

llPo(v) - vll 2 = inf llu - vll 2 
uEwo 

(7.6) 

Note that an u E w0 is of the form u = A1 e, since A1 spans w0 . Thus, u - v = A1 ( e - e1 ) -

A2e2 - Ase3 , and from (7.3) and (7.5), 
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which is minimized by taking e = e1 , so that 

( 7. 7) 

Also observe that v - P0 ( v) = A 2 e2 + A 3 e3 , which means that the "error" is 

(7.8) 

Moreover, 

u' ( v - Po ( v)) = 0, (7 .9) 

for any u E w0 . This says, as is geometrically obvious, that the vector v - Po( v) is perpen
dicular on w0 . An immediate consequence is the phytagorean identity 

llvl! 2 = llPo(v)ll 2 + llv - Po(v)ll 2 · (7.10) 

A similar projection P1 can clearly be defined for w. The analogy to (7. 7) must be 

(7.11) 

with properties similar to P0 . Also note that 

Po{P1(v)} = Po(v), (7.12) 

which follows from (7. 7) and (7.11 ). This rule of "double projection", a cousin of the 
rule of "double expectation", shows that projection down to the smallest subspace can be 
obtained in two steps, projecting to the larger subspace :first. 

Let us return to the statistical problem. Least squares estimation can profitably be phrased 
in projection terms. Indeed, the least squares estimates under w0 amount to choosing the 
vector u E w0 closest to the data vector Y, i.e. minimizing 

n 

llu - u11 2 = l:(ui - Yi) 2 ) 

i=l 

among all u E w0 . The solution, according to the projection theory above, is 

(7.13) 

where 

(7.14) 

Moreover, the least squares estimate with respect tow must similarily be, from (7.11) 

(7.15) 

where 

(7.16) 
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There are immediate expressions for the errors as well (see (7.8)): 

JIY - [oll 2 

llY - {111 2 

llU2Jl 2 + JIU3IJ 2 , 

JJU3ll 2 , 

where, similar to (7.14) and (7.16), 

U3 = A~Y. 

Also note that 

( 7 .1 7) 

( 7 .18) 

(7.19) 

( 7.20) 

Invariance reduction is cumersome in terms of the original data vector Y. It is much easier 
to transform to so-called canonical form. Indeed, let 

( 
U1 ) }q 

U = U2 }p- q 
U3 }n - p, 

(7.21) 

where Ui = A~Y are the random vectors defined above. There is a one-to-one correspon
dence between Y and U (since U = A'Y), and the invariance reduction can equally well be 
carried out in terms of U. 

The fact that A is orthonormal implies that the components of U are still independent 
and Gaussian with common variance CT 2 • The means T/i = EUi = A~EY = A~e. Recall that 
A1 spans Wo and (A1A2) w. Hence, 

r;1 rv unrestricted, 7]1 has length q 
T/2 = 0 {=:::} e E Wo' 7]2 has length p- q 
T/3 = 0 {=:::} ~ E w, 7]3 has length n - p 

This means that r;3 is zero under the model assumption ~ E w so that the hypothesis can 
be rephrased H : r;2 = 0. It follows that four groups of transformations leave the problem 
invariant: 

91 U1 = U1 + C1 ' 

g2U2 = c2U2, 
g3U3 = C3U3, 
g4U = c4U, 

c1 any q x q matrix 
c2 any (p-q) x (p-q) orthonormal matrix 
c3 any (n-p) x (n-p) orthonormal matrix 
c4 any positive real 

Maximal invariant under the first group is U2 and U3 , then under the second and third 
U~U2 and U~U3 (see section 6) and finally under the fourth the ratio (U~U2 )/(U~U3). It 
follows that any invariant test depends on the data through 

F = U~U2 = JIU2Jl 2 

u~u3 11u311 2 • 

From (7.18) and (7.20) it emerges that 

F _ Jll1 - loJl 2 

- llY - l1ll 2 ' 

(7.22) 

(7.23) 
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which is, except for a constant, the usual F-statistic, expressed in terms of ordinary sums 
of squares. The invariance principle has lead to an enormous reduction of the data. We 
have also derived the distributions of relevant statistics, which can be read off from the 
expressions in U. 

It remains to establish that the standard rejection criterion F > c actually corresponds to 
an uniformly most powerful, invariant test. This requires some distributional technicalities 
we shall omit (but see Lehmann (1959), p. 318-319 and Sverdrup (1965), vol II, p.27-30). 
Again it is a question of proving that F has a monotone likelihood ratio, as defined in 
section 3. 
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Appendix 1. Dominated convergence. 

A problem frequently appearing in theoretical statistics is whether it is legal to interchange 
limits and integrals. The so-called dominated convergence theorem provides a sufficient 
condition. A useful form of it, proved in Royden (1968), p. 89, is as follows. Suppose {fn} 
and {gn} are sequences of functions such that everywhere 

and 

fn(x) 

9n(x) 
fn(x) 

--+ f(x), 
--+ g(x), 

< 9n(x) 
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Then also 

J~/ fn(x)dx = J f(x)dx. 

In the application in section 4 fn(x) was of the form fn(x)5(x), where fn are densities and 
5 a test function. Taking gn(x) = fn(x) we can immediately deduce 

Ji~.; fn(x)5(x)dx = j f(x)5(x)dx, 

from the assumption fn( x) ---+ f( x ), the other conditions being trivially satisfied. 
Another application, used in Appendix 2, takes fn(x) = Kn(x)f(x), where f is some 

density, and Kn are uniformly bounded functions (i.e. IKn(x)I :S: M for all n and x) con
verging pointwise to some K (i.e. Kn(x)---+ K(x)). Now, let gn(x) = Mf(x). Then the 
four conditions above are satisfied, and we can conclude that 

n~! Kn(x)f(x)dx = j K(x)f(x)dx. 

Appendix 2. The t-test is not uniformly most powerful. 

Consider the one-sided t-test for the hypothesis in example 2 in section 4. It is well-known 
(and easily proved) that its power function is 

{ N+.6. } /30(.6.) =Pr viz > c , (A2.l) 

where N and Z are stochastically independent, N a standard normal variable, (n- l)Z 
chisquare with n-1 degrees of freedom and .6. = fa ( U o} An alternative expression is in 
terms of the statistic T = N /viz, which is destributed as a central t (with n-1 degrees of 
freedom). From (A2.l), 

/30(.6.) =Pr{ T > c - .6./vlz}, (A2.2) 

which is useful since T and Z are stochastically independent. 22 Indeed, 

1 - /30(.6.) = 1-: Pr{ T < c - .6./ vz}h(z )dz, (A2.3) 

writing h(z) for the density of Z. Hence, 

.6.n-1{1- /30(.6.)} =I: K(.6./vz){z(n-1)/2h(z)}dz, (A2.4) 

where 

K(t) = tn-i Pr{T < c - t}. 

22This can be verified by direct means or by applying lemma 5 of section 4. 
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A simple application of l'Hopital's rule shows that K(t) _, 61 as t--+ oo, where 0 < b1 < oo. 
This, in particular, means that K(t) is bounded on the positive half-axis. Note also that 
the second factor z(n-I)/2h(z) in the integrand in (A2.4) has finite integral (since it is, 
essentially, a chisquare density). These observations establish that it it legal to apply the 
dominated convergence theorem (appendix 1) to conclude that 

lim .6. n-l {1 - ,Bo( .6.)} = b2 , 
A--+oo 

(A2.5) 

where b2 > 0 is another finite constant. 
On the other hand, the power function of the test ( 4.1) in section 4 was given m 

(4.2). It was of the form ,81(.6.,a), depending on er as well as .6.. Choose, in particular, 
a = at>. = {2.6./ (1 + ()}-1 . Then, 

( ' - 1 ) ( ( - 1 ) ,81 (fl' <TA) = cf> ( + 1 fl - cf> - ( + 1 fl ' (A2.6) 

so that 

1 - ,81 ( ~, <TA) = 2 { 1 - </> ( ~ ~ ~ Ll) } (A2.7) 

Another application of l'Hopital's rule shows that 23 

{l((-1)2 } lim .6. exp - -;-- .6. 2 {l - ,81 ( .6., a D.)} = b3 , 
A-+oo 2 ':. + 1 

(A2.8) 

where b3 > 0 is still another constant. Compare the two limits (A2.5) and (A2.8). The 
latter implies that the power of (4.1) along the sequence (.6., O".o,) goes to one at exponential 
rate, which is faster than the polynomial rate for the t-test. This means that it is possible 
to choose an alternative far away from the hypothesis, where the t-test has lower power. 
Hence, it can not be uniformly most powerful. 

23Recall that <I> is the standard gaussian integral. 
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