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a b s t r a c t

Optimisation is a basic principle of nature and has a vast variety of applications in research
and industry. There is a plurality of different optimisation procedures which exhibit
different strengths and weaknesses in computational efficiency and probability of finding
the global optimum. Most methods offer a trade-off between these two aspects. This paper
proposes a hybrid genetic deflated Newton (HGDN)method to find local and global optima
more efficiently than competing methods. The proposed method is a hybrid algorithm
which uses a genetic algorithm to explore the parameter domain for regions containing
local minima, and a deflated Newton algorithm to efficiently find their exact locations. In
each iteration, identifiedminima are removed using deflation, so that they cannot be found
again. The genetic algorithm is adapted as follows: every individual of every generation of
offspring searches its adjacent space for optima using Newton’s method; when found, the
optimum is removed by deflation, and the individual returns to its starting position. This
procedure is repeated until no more optima can be found. The deflation step ensures that
the same optimum is not found twice. In the subsequent genetic step, a new generation
of offspring is created, using procreation of the fittest. We demonstrate that the proposed
method converges to the global optimum, even for small populations. Furthermore, the
numerical results show that the HGDN method can improve the number of necessary
function and derivative evaluations by orders of magnitude.
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1. Introduction

Optimisation is one of the most fundamental principles of nature. Most physical principles can be formulated in the
structure of an optimisation problem. Additionally, inversions, like seismic tomography andweather predictions, are typical
optimisation problems. It is therefore important to develop efficient methods to optimise functions. This paper is concerned
with the problem of finding the local and global minimisers {x∗

} of a real-valued function f : Rn
→ R. More precisely, we

are seeking points x∗
∈ Rn for which the optimality condition

f (x∗) ≤ f (x) ∀x ∈ Rn
: ∥x − x∗

∥ < r (1)

holds for a sufficiently small r > 0. The search for maxima is analogous and will be treated accordingly. The objective
function f can be highly non-linear, but we assume that it is continuous and at least twice differentiable. In many practical
applications, evaluating f or its derivatives involves computationally expensive operations, such as the solution of a
discretised partial differential equation. Therefore, it is crucial to solve the problem with as few functional and derivative
evaluations as possible.

Solving problem (1) is numerically challenging, because f can have multiple local and global optima. Local knowledge
about the function, such as evaluations and derivatives, is therefore not sufficient to find the global solution or to identify
whether an optimum is a local or a global optimum [1]. Hence, existing local optimisation methods cannot be applied
directly. Instead, a solution strategy must explore the global parameter space. Genetic algorithms and simulated annealing
are popular methods that use randomised search strategies motivated from natural processes. They are robust, find the
proximity of the optimal solutions in a reasonable time for a small number of dimensions, are parallelisable and easy to
implement [2,3]. Furthermore, theyhave little assumptions on the objective function f . However, they requiremany function
evaluations, especially in high dimensional spaces. To improve the efficiency, hybrid schemes have been proposed which
combine the efficiency of local optimisation methods with the generality of global methods [4–7]. Renders and Flasse [7]
in particular showed that hybrid methods can offer a significant improvement compared to genetic algorithms. We are
referring to these hybrid methods as traditional hybrid methods in the course of the paper.

This paper presents a new hybrid optimisation method that combines a genetic algorithmwith a fast, local optimisation
method. The algorithm is based on two basic components: a global search method based on the genetic algorithm, and a
local searchmethod. For the local search, we employ a deflated Newton scheme [8]. The deflated Newtonmethod efficiently
identifies multiple local minima or maxima in proximity of the starting point, and deflates the function accordingly. As a
result, a smaller population size is sufficient to efficiently map the local and global optima of f , which we show, can result
in a significant performance increase of the overall algorithm. The key to the success of the deflated Newton method is
that the found optima are ‘‘removed’’, meaning that a deflation is placed where the optimum was located. A subsequent
Newton search will not converge to the same point, but will find another optimum or diverge, meaning that there are no
optima in the vicinity of the individual. This leads to a performance gain of the overall algorithm compared to traditional
hybrid methods. The following genetic algorithm will relocate the individuals by using procreation of the fittest. In the
new locations, all offspring individuals will again start the search for optima. The proposed method is easy to implement
because existing implementations of genetic and local optimisation methods can be reused. The overall goal is to minimise
the required function and derivative evaluations to find local and global optima of a function.

The remainder of the paper is organised as follows. In Section 2, the ingredients of the proposed method are mentioned
and explained briefly. The following sections will give some information about global and local optimisation schemes. Next,
it is explained how these methods work together to form the basis of the proposed hybrid method. Afterwards, the method
of deflation is described and used to improve the existing hybrid methods. The proposed method was applied in several
standard problems and benchmarked against genetic and traditional hybrid optimisation methods. The numerical results
are shown in Section 3.

2. Methodology and theory

Two classes of methods exist when it comes to optimising functions: local methods and global methods. In most fields,
the use of either local or global methods means a trade-off between computing time and probability of finding the global
optimum. This sectionwill give an introduction to local and global optimisation schemes andwill use them to draw the path
to the proposed method.

2.1. Global methods

Global methods, like the Monte-Carlo method or the genetic algorithm are randomised algorithms and can guarantee to
find the global optimum [9]. For our purposes the genetic algorithm is particularly interesting. This algorithm is inspired by
the natural selection in biological evolution and works as follows. The core of a genetic algorithm is called recombination
and is shown in Algorithm 1. A random population is created and placed in the search space. We refer to a population as
a plurality of chosen points (individuals) in the search space. The fittest individuals have the best chance to procreate and
produce offspring. The fitness in this context is the function value at the point that is associated with a certain individual.
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Algorithm 1: Recombination(Population)
select fittest individuals;
perform crossover;
perform mutation;
return Population

Algorithm 2: Function: Newton(Position x)
while change in position > ϵ do

compute gradient and Hessian of function at position x;
Solve H(x)γ = −∇f (x) for example with CG or MINRES method
update position x = x + γ ;

The offspring is built by crossover of the genome (the location in the search space) of the parent individuals. There are many
different types of crossover, ranging from one-point crossover to completely random methods [10]. After the crossover,
mutation can happen randomly, which gives the genetic algorithm the ability to find the global optimum eventually.
Mutation means a random change of the genome (the location) of an affected individual. Mutation, and the chance for
individuals that are not among the fittest to procreate, give the genetic algorithm an unbiased behaviour. However, for real
life applications, global optimisation methods are often not feasible because the number of necessary function evaluations
exceeds feasibility for a high number of dimensions of the search space. It is potentially useful to consider other global
methods besides the genetic algorithm. The Monte-Carlo [11] method and particle swarm optimisation [12] could, among
others, also lead to satisfying results.

2.2. Local methods

Local methods are mostly derivative-based methods, like the steepest decent and the Newton method. Local methods
are computationally cheap compared to global methods, but they have a high risk of converging to a local optimum. The
Newtonmethod is of particular interest for our purpose for reasons that will become apparent later on. The Newtonmethod
computes the gradient and the Hessian at a certain point of the function and uses this information to predict a new location
for the individual by solving

H(x)γ = −∇f (x), (2)

where H is the Hessian matrix, H(x)ij =
∂ f (x)
∂xi∂xj

, x is the current position and γ is the improvement from the current to the
next position. For strictly convex functions, theNewtonmethod is successful in finding the global optimum. The pseudo code
of the Newton method is shown in Algorithm 2. In practice, most functions we seek to optimise show more complicated
properties. If a function is not convex, the Newton method can converge in a local optimum or a saddle point. It is possible
to find several stationary points using the Newton method repeatedly. The deflated Newton method is an extension to the
Newton method that allows to identify multiple local minima [13,8,14]. The deflation process removes an identified root
froma function tomake sure that in a subsequentNewton step individuals cannot find the sameoptimumagain. The deflated
Newtonmethod works as follows: The Newton optimisation method searches for stationary points of f , i.e. points x∗ where
f ′(x∗) = 0. Let x1, . . . , xN be stationary points that have already been identified. Then, further stationary points of f can be
found by considering the deflated gradient of the function f by using

∇fx0(x) =
∇f (x)

N
i=1

∥x − xi∥2

, (3)

where N is the number of deflated points. The deflated function has no roots at the known optima xi, and hence the local
search method will not converge to these roots again (see Fig. 1(d)). We will implement the method of deflation, using a
genetic algorithm for many individuals, which presents the main novelty of the proposed method.

2.3. Traditional hybrid methods

To combine the strengths of global and local optimisation, hybrid methods have been developed in the past [7]. Hybrid
methods are using a global search algorithm to explore the search space on a global level. At this stage, we will focus on
hybrid schemes that use the genetic algorithm as a global search scheme and the Newton method as a local scheme. After
each iteration of the genetic algorithm, all individuals perform a Newton search to find a stationary point of the function.
When all individuals have converged, the genetic algorithm chooses the fittest individuals and creates offspring. The next
generation is, in general, fitter than the last one which leads to the convergence of the algorithm. After a new generation is
created, all individuals start again the search using the Newton scheme.
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(a) The hybrid method applies local optimisation to each
individual. In the next iteration, the same optima can be
identified again.

(b) The Euclidean norm of the gradient of the function. Optima
in the original function are roots in the gradient.

(c) The gradient of the function is deflated at the optima of the
function. The roots are removed.

(d) The hybrid genetic deflated Newton method removes any
identified optima after each iteration. Therefore, already found
optima cannot be identified again. Every individual can find
new optima.

Fig. 1. Illustration of the key idea of deflation. Traditional hybrid methods can find already identified optima. Deflation, on the other hand, prevents the
algorithm from identifying the same optima again.

2.4. The new hybrid scheme

How can the existing hybrid methods further be accelerated? Consider one genetic iteration of such a hybrid scheme as
visualised in Fig. 1(a). An obvious drawback is that the local search method might compute the same optima for different
individuals; also, these optima might be re-identified over and over again in each genetic iteration. Therefore, a significant
amount of computational effort is potentially utilised identifying already known optima. Only if an individual is positioned
sufficiently close to a new optimum, then the local search will converge to this new optimum. At this point, the key idea
comes into play. Combining hybrid schemes with the knowledge about deflations, a new scheme can be created. The new
scheme places a plurality of individuals randomly in the search space. Subsequently, every individual uses a Newtonmethod
to find a stationary point of the function. Once at the stationary point, the gradient of the function is deflated (see Fig. 1(b)
and (c)) at this location and the point and its function value are stored in a list of stationary points.When a certain amount of
individuals has converged, all individuals are set back to their original locations to start a new local search. The individuals
cannot converge to the same points thanks to the deflations (see Fig. 1(d)). This procedure is repeated until a user defined
percentage of individuals cannot find a stationary point anymore. When this happens, a genetic iteration relocates the
population by creating offspring using procreation of the fittest and the local search is started again. This way, progressively
more stationary points are found. The search can be terminated when no new stationary points can be found or when a
certain amount of new found optima shows a similar function value.

Themodified algorithm for the hybrid genetic deflated Newtonmethod is given in Algorithms 3 and 4. If a hybridmethod
is already implemented, the required changes are minimal: the only change is to replace the Newton method with the
deflated Newton method, and to keep a list of all identified minima.

2.5. Deflation operators

When coping with challenging optimisation problems, the simple deflation strategy given in Eq. (3) is often numerically
not robust and alternative deflation operators need to be investigated. Amore general version of the basic deflation operator
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Algorithm 3: Top-level structure of the new hybrid algorithm.
initialise Population of individuals of length n;
initialise OptiList = []
Population = DNewton(Population, OptiList);
while Change in population fitness > ϵ do

Population = Recombination(Population);
Population = DNewton(Population, OptiList);

Algorithm 4: Function: DNewton(Population, OptiList)
while Convergence criterion not fulfilled do

for all individuals in parallel do
while Change in fitness of the individual > ϵ do

deflate gradient of function based on OptiList
compute deflated gradient and Hessian of function at position x;
Solve H(x)γ = −∇f (x) for example with CG or MINRES method
update position x = x + γ ;

append x to OptiList;
set Population back to initial position;

return fittest N components of OptiList

(3) for deflating a single root x0 is

∇fx0(x) =
∇f (x)

∥x − x0∥p
, (4)

where p ∈ N. The application of the deflation operator (4) is numerically problematic, because the deflated function
converges to 0 for x → ∞ if f is bounded. Subsequently, applying Newton to fx0 might diverge. This can be avoided by
introducing a shifting of the deflation operator of the form

∇fx0(x) =


1

∥x − x0∥p
+ 1


∇f (x), (5)

as shown by Farrell et al. [14]. Here, for x → ∞ the deflated function behaves as the original function.
A main drawback of the deflation operators (4) and (5) is that they alter the function globally, which results in

degeneration if the deflation is applied many times. This can be seen when applying the deflation to two different roots
x0 and x1

∇fx0,x1(x) =


1

∥x − x0∥p
+ 1


∇fx1(x)

=


1

∥x − x0∥p
+ 1


1

∥x − x1∥p
+ 1


∇f (x). (6)

The function is multiplied by a scalar coefficient > 1, which grows quickly if many deflations are applied. Traditional
deflation, as well as shifted deflation, leads to an altering of the function outside a vicinity of the deflation and is therefore
numerically problematic when many deflations occur. For many deflations, the function values can fall below machine
precision or grow beyond feasibility which leads to numerical problems. The principle is illustrated in Fig. 3(a).

To solve this problem, we introduced the localised deflation operator. The localised deflation operation uses a bump
function (a smooth function with compact support) to affect an area close to the deflation only. The normalised bump
function in n dimensions is given by

bx0(x) =


n

i=1

exp


−α

r2−(xi−xi0)2


exp


−α

r2

 if xi0 − r < xi < xi0 + r

0 else

(7)

where x0 is the location of the centre of the deflation, r is the radius of the deflation and α is a coefficient to adjust the shape
of the bump function as can be seen in Fig. 2. An adapted shape of the bump function leads to a more efficient prevention of
individuals converging into the deflated optimum. The deflated function is then given by

∇fx0(x) =
∇f (x)

1 − bx0(x)
. (8)
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(c) The resulting change in the deflated function. The dashed curve shows the new deflation
using the bump function with α = 0.1.

Fig. 2. Two different bump functions and their effect on the deflated function. Note that the boundaries of the deflation are much more distinct when
using lower values for α.

The employment of the localised deflation with coefficient α allows for highly shapeable deflations at the right locations,
without altering the function anywhere else. Highly shapeable bump functions mean a better avoidance of the convergence
of an individual in the Newton step. The effect of different deflation operators can be seen in Fig. 3.

3. Experiments and results

To prove the functionality of the proposed hybrid method, four experiments were conducted. The experiments are
standard benchmark examples for genetic algorithms [15] and introduced hereafter. The proposed method, referred to as
hybrid genetic-deflatedNewtonmethod (HGDN),was challenged to find the globalmaximumof the example functions using
less function and derivative evaluations than a genetic algorithm and a traditional hybrid genetic/Newton algorithm [7],
referred to as Genetic-Newtonmethod. The number of function and derivative evaluations is, as ameasure,moremeaningful
than the overall computing time, which highly depends on the implementation, the forward problem and the computer
architecture.

The genetic algorithm uses a crossover which creates a child individual by using alternate genes from themother and the
father individual. In all our experiments, mutation of one percent of the genome value could occur with a probability of 80%.
To improve the unbiased behaviour of the algorithm, a second stage ofmutation could occurwith a probability of ten percent.
This kind of mutation changed the value of the genome randomly in the limits of the search space. The Newton algorithm
is terminated when the change in location from one iteration to the next falls below a certain user-defined threshold (10−6

for our experiments).
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(a) An original sine function, and deflated sine functions, obtained by using the
basic deflation operator (3). Note that the function is altered everywhere when
deflation is applied. The single deflated sine function exhibits much smaller
amplitudes and presents a phase shift. The multiple deflated sine function
shows nearly no visible amplitude.
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(b) A sine function, and the deflated sine functions, obtained by using shifted
and localised deflation. Note, that applying the shifted deflation operator (5)
multiple times yields changed amplitudes and a phase shift in the adjacent
areas of the deflation points. The localised deflation, on the other hand, leaves
the function unaffected outside a certain radius.

Fig. 3. The effect of different deflation operators applied to a sine function. Note, that only the localised deflation leaves the global shape of the function
uncompromised.

3.1. Ackley’s function

The Ackley’s function in n dimensions is defined as

f (x) = 20 exp


−0.2

1
n

n
i=1

x2i


+ exp


1
n

n
i=1

cos(2πxi)


− 20 − exp(1) (9)

and is shown in Fig. 4. It is considered to be relatively easy to optimise for a genetic algorithm [15] due to the guiding
slope giving a preferred search direction. We included Ackley’s function because of its potential relevance in real world
applications [15]. For the first experiment, we want to optimise Ackley’s function in the limits −10 ≤ xi ≤ 10 (see Fig. 4).
The search space gives the limits of the random placement of the first generation of individuals. Ackley’s function comprises
many local optima but shows a steep guiding slope towards the global optimum.
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Fig. 4. Ackley’s function exhibits a steep guiding slope towards the global optimum, which is located in the centre. The function contains many local
optima, which can mislead local gradient based methods.

3.2. Rastrigin’s function

We define Rastrigin’s function in n dimensions as

f (x) = −10n −

n
i

x2i − 10 cos(2πxi). (10)

Rastrigin’s function is illustrated in Fig. 5. It has a less steep guiding slope than Ackley’s function which complicates the
optimisation process. On the other hand, there are less local optima in the search space −5.12 ≤ xi ≤ 5.12.

3.3. Schwefel’s function

The Schwefel’s function in n dimensions is defined as

f (x) = −418.9829n −

n
i


−xi · sin(


|xi|) if − 500 ≤ xi ≤ 500

0.02 · x2i else
(11)

and is shown in Fig. 6. The function does not exhibit a guiding slope which points in the direction of the global optimum. In
addition, the function is less symmetric than the previous functions and the global optimum is located close to the border
of the search space −500 ≤ xi ≤ 500, which complicates the optimisation because the average distance of the randomly
placed individuals of the first generation to the optimum is greater than for a centred global optimum.

3.4. Schaffer’s F6 function

The Schaffer’s F6 function in n dimensions is defined as

f (x) = −0.5 −

sin2


n

i=1
x2i


− 0.5

1 + 0.001


n
i=1

x2i

2 (12)

and is shown in Fig. 7. The Schaffer’s F6 function represents a special challenge for the proposed algorithm since it exhibits
local optima that are n−1dimensional.More formally said, the null space of theHessian at the optimum isn−1-dimensional.
An infinite amount of deflations is necessary to deflate a n − 1 dimensional optimum entirely, which poses a challenge for
the HGDNmethod. Another challenge lies in the increasing amplitude of the wave-like function towards the optimum. The
search space was chosen to be −20 ≤ xi ≤ 20.

3.5. Comparison of number of function and derivative evaluations

In most inversion problems, the forward modelling is the most costly step; therefore, it is desirable to minimise the
number of function evaluations of an optimisation procedure. Furthermore, the number of gradient/Hessian computations
has a large impact on the computational performance and therefore, need to be minimised as well. The proposed method
was up against a genetic algorithm and the hybrid Genetic-Newton method. The three methods were supposed to find the
global optimum of the above introduced functions. All experiments were run 50 times with random starting populations
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Fig. 5. Rastrigin’s function exhibits a less steep guiding slope towards the global optimum than Ackley’s function. The function contains a plurality of
optima in the search space, which can mislead local gradient based methods.
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Fig. 6. Schwefel’s function exhibits no guiding slope towards the global optimum which is located close to the border at xi = 420.97 for i = 1, . . . , n.
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Fig. 7. The difficulty in optimising the Schaffer’s F6 function lies in the fact that the function value of the local minima increases towards the global
maximum. Furthermore, the local optima of an n dimensional Schaffer’s F6 function are n − 1 dimensional, which complicates a successful deflation.

and optimised parameters, and sortedwith respect to the number of function evaluations. The break conditionwas reaching
the global optimum. The number of starting individuals is given in Table 1. The number of starting individuals was chosen
in order to guarantee the convergence, in most cases, to allow for a fair comparison. The genetic algorithm was not applied
to the ten-dimensional case because the superiority of the Genetic-Newton and the HGDN method is already apparent in
the two-dimensional example. Also, the high number of individuals needed, renders the genetic algorithm uncompetitive
in ten dimensions.

The number of function evaluations to optimise Ackley’s function (Fig. 4) is presented in Fig. 8 and Tables 2 and 3. The
guiding slope leads to a fast convergence of the genetic algorithm into the global optimum. Since the local gradient is not
used in the genetic algorithm, the many local optima cannot degrade the convergence rate. The guiding slope, on the other
hand, is used implicitly, since fitter individuals have a higher probability of procreating. The hybrid methods use the local
gradient which degenerates the convergence. The small wave length structure of the function misleads the methods that
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Fig. 8. The number of function evaluations in two and ten dimensions for Ackley’s function of 50 optimisation runs. The genetic algorithm is outperformed
by the Genetic-Newton and the HGDN algorithm in 2 dimensions. In ten dimensions, the HGDN algorithm optimises Ackley’s function in fewer function
evaluations than the Genetic-Newton algorithm.

Table 1
Table showing the number of starting individuals. Note that the proposed method used the same number or less starting
individuals than the competing methods.

Ackley Rastrigin Schwefel Schaffer F6

Genetic 2d 20 200 200 200
Genetic-Newton 2d 20 50 20 10
HGDN 2d 20 40 20 10
Genetic-Newton 10d 200 50 20 10
HGDN 10d 20 40 20 10

Table 2
Means and variances of 50 runs using Ackley’s function in twodimensions. Runs that did not converge and the corresponding
runs of the competing methods were excluded.

Method Func. Eval. σ Func. Eval Grad./H. Comp σ Grad./H. Comp.

Genetic Alg. 1670.0 4451.5 0 0
Genetic-Newton 4354.5 11932.7 12695.3 34830.1
HGDN 845.8 2865.3 6308.0 21669.2

Table 3
Means and variances of 50 runs on Ackley’s function in ten dimensions. Runs that did not converge and the corresponding
runs of the competing methods were excluded.

Method Func. Eval. σ Func. Eval Grad./H. Comp σ Grad./H. Comp.

Genetic-Newton 9820.0 2115.2 36163.1 7452.5
HGDN 1221.2 268.4 7962.3 1736.2

use local gradient information, which leads to an increased number of function and derivative evaluations. Nevertheless,
the proposed HGDN method showed a fast convergence towards the global optimum as shown in Fig. 8. The superiority
of the HGDN algorithm is more apparent in the ten dimensional case. It has to be stated here that the Genetic-Newton
algorithm needed more individuals to guarantee the convergence in ten dimensions. Using the same number of individuals
for all competing algorithms leads to many runs of the Genetic-Newton algorithm not converging to the global optimum
within a given allowed maximum number of genetic steps. The HGDN method, on the other hand, needs fewer individuals
to converge.

Rastrigin’s function (Fig. 5) does not show a steep guiding slope which leads to more function evaluations for the genetic
algorithm. TheHGDNmethod outperforms its opponentswhen optimising Rastrigin’s function (see Fig. 9 and Tables 4 and 5).
The tables not only show clearly that the HGDNmethod needed fewer function and derivative evaluations, the variances are
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Fig. 9. The number of function evaluations of Rastrigin’s function in two and ten dimensions of 50 optimisation runs. Both hybrid methods perform well
optimising Rastrigin’s function in two and ten dimensions. The reason is the quadratic envelope of Rastrigin’s function which leads to a fast convergence
of the local Newton optimisation scheme. The HGDN method performs better because it avoids frequent convergence in one of the many local optima.

Table 4
Means and variances of 50 runs on Rastrigin’s function in two dimensions. Runs that did not converge and the corresponding
runs of the competing methods were excluded.

Method Func. Eval. σ Func. Eval Grad./H. Comp σ Grad./H. Comp.

Genetic Alg. 2908.0 8772.1 0 0
Genetic-Newton 1578.7 7353.0 4384.8 19954.1
HGDN 94.9 78.1 769.8 691.3

Table 5
Means and variances of 50 runs on Rastrigin’s function in ten dimensions. Runs that did not converge and the corresponding
runs of the competing methods were excluded.

Method Func. Eval. σ Func. Eval Grad./H. Comp σ Grad./H. Comp.

Genetic-Newton 20856.5 12712.8 70892.2 43082.6
HGDN 4677.5 2609.0 27766.5 14085.6

Table 6
Means and variances of 50 runs on Schwefel’s function in two dimensions. Runs that did not converge and the corresponding
runs of the competing methods were excluded.

Method Func. Eval. σ Func. Eval Grad./H. Comp σ Grad./H. Comp.

Genetic Alg. 53 400.0 63925.8 0 0
Genetic-Newton 1636.0 5427.1 7049.1 22575.3
HGDN 232.0 860.2 6557.7 26279.9

also smaller. Rastrigin’s functionwas optimised reliably and efficiently by both hybrid algorithms. The reason is the quadratic
shape which leads to a fast convergence of the local Newton method. However, the proposed method outperformed its
opponents, which becomes more apparent in ten dimensions than in two.

Schwefel’s function (Fig. 6) is much more difficult to optimise due to the missing guiding slope, the missing symmetry
and the non-centred optimum. The performance of the proposed method was of particular importance in this experiment
because of its relevance for real life optimisation problems. The HGDNmethod outperforms both opponents (see Fig. 10 and
Tables 6 and 7). Again, the tables show a smaller andmore stable number of function and derivative evaluations. The results
also show that the proposed method benefits from a higher number of dimensions.

Schaffer’s F6 function poses (Fig. 7) the problem of n−1 dimensional local optima. Nevertheless, the proposed approach
outperforms its opponents, as seen in Fig. 11 and Tables 8 and 9. The results for Schaffer’s F6 function confirm earlier results.
The proposed method optimises the function more efficiently than the competing methods. The HGDN method does not



108 M.M. Noack, S.W. Funke / Journal of Computational and Applied Mathematics 325 (2017) 97–112

Fig. 10. The number of function evaluations of Schwefel’s function in two and ten dimensions of 50 optimisation runs. The HGDN method outperforms
genetic and Genetic-Newtonmethods optimising Schwefel’s function. In the two dimensional case, Genetic-Newton also converges fast towards the global
optimum. In ten dimensions the Genetic-Newton is clearly outperformed by the proposed method.

Table 7
Means and variances of 50 runs on Schwefel’s function in ten dimensions. Runs that did not converge and the corresponding
runs of the competing methods were excluded.

Method Func. Eval. σ Func. Eval Grad./H. Comp σ Grad./H. Comp.

Genetic-Newton 12254.7 5908.6 162648.1 76878.9
HGDN 1408.7 566.4 34540.1 14329.3

Table 8
Means and variances of 50 runs on Schaffer’s F6 function in two dimensions. Runs that did not converge and the
corresponding runs of the competing methods were excluded.

Method Func. Eval. σ Func. Eval Grad./H. Comp σ Grad./H. Comp.

Genetic Alg. 1336.0 1113.9 0 0
Genetic-Newton 1082.8 2803.6 3923.4 9956.5
HGDN 30.88 19.6 252.2 195.2

Table 9
Means and variances of 50 runs on Schaffer’s function in ten dimensions. Runs that did not converge and the corresponding
runs of the competing methods were excluded.

Method Func. Eval. σ Func. Eval Grad./H. Comp σ Grad./H. Comp.

Genetic-Newton 1231.4 1028.1 4824.7 3954.7
HGDN 181.5 275.9 1109.2 1577.6

benefit from higher dimensions in this experiment. The reason is the n − 1-dimensional optima of the function, which
cannot be deflated entirely by the deflation operators introduced in this paper.

It should be noted, that compared to the competing methods, the case of divergent runs never appears when applying
the proposed method.

4. Selected comparisons to state-of-the-art hybrid methods

The HGDNmethod showed in the preceding sections that it can optimise complex functions efficiently compared to basic
algorithms. To show that our method performs well compared to state-of-art optimisation procedures, we challenged the
HGDN method against the published results of three hybrid methods. All results of the HGDN runs are averages of 50 runs.
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Fig. 11. The number of function evaluations of Schaffer’s F6 function in two and ten dimensions of 50 optimisation runs. Despite difficulties linked to the
shape of the optima, the improvement in the number of function evaluations used for optimising Schaffer’s function is significant compared with the two
competing methods.

Fig. 12. The Rosenbrock function depicted in Eq. (13). The function has one stationary point which can be costly to find since it is located in a curved valley.

For the reader to comprehend the comparisons, we introduce two more test functions. The Rosenbrock function

f (x) =

n−1
i=1

(100(xi+1 − x2i )
2
+ (1 − xi)2) (13)

(see Fig. 12) has only one stationary point. In this case, the HGDN method becomes a hybrid Newton/Genetic algorithm.
However, the shown results still confirm the efficiency of theHGDNmethod. The Rosenbrock function is commonly regarded
as easy to optimise because the function has only one stationary point; however, the function is well suited to test the
efficiency of algorithms since the optimum is located in a curved valley.

The HGDN method is designed to optimise functions with many optima. To show this, the method is challenged to
optimise the test function

f (x, y) = − cos(x) − cos(y) − 1.5 sin(2πx) sin(2πy) − 3e−
x2
400 −

y2
100 , (14)

illustrated in Fig. 13, as efficient as possible. This test function has more than 162 billion optima in the chosen interval [16].
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Fig. 13. The test function depicted in Eq. (14). The function was chosen because of the vast number of optima. In addition, the function only shows a
guiding slope in proximity to the optimum.

Table 10
Parameters and performance details reported byMiranda and Fonseca [17] for the EPSOmethod and results of HGDNapplied
to the same problems as specified in the table. For the Rosenbrock function the HGDNmethod can use only one individual in
which case themethod falls back to a commonNewton scheme. The number of function evaluations in this case is presented
in brackets.

Test function Dimensions Interval F. Eval. EPSO F. Eval. HGDN

Schaffer’s F6 2 [−50, 50] 11862.1 1980.0
Rosenbrock 30 [0, 30] 27005.3 280.0 (15.0)

4.1. Comparison to EPSO

Miranda and Fonseca [17] proposed a hybrid method of evolutionary and particle swarm algorithm. The method was
applied to several test functions i.e. the Schaffer’s F6 and the Rosenbrock function. Miranda and Fonseca [17] reported the
results presented in Table 10. The result of HGDN applied to the same problems was added to Table 10. It has to be stated
here that the HGDN method was applied to the test functions as if we did not know which function we were optimising.
Otherwise, the Rosenbrock function could be optimisedmore efficiently using only one individual; in which case, the HGDN
method would fall back to a common Newton scheme.

4.2. Comparison to a local optimiser/feasible point finder

Xu [16] proposed a global optimiserwhich employs local optimisation and a feasible point finder. Results are reported for
several test functions. For the comparisonwe chose the test function (14) illustrated in Fig. 13. Xu [16] reported the CPU time
until the global optimum is found. The average CPU time to find the minimum of the chosen test function in 2 dimensions
in the interval [−106, 107

] × [−106, 107
] is 10.77 s on a Pentium II 400 MHz processor. We executed the experiment on a

2.7 GHz Intel i7 Processor. Our average run time was 0.2 s.

4.3. Comparison to a hybrid simulated annealing/downhill simplex method

Liu et al. [18] proposed a hybrid simulated annealing/downhill simplex method in the scope of geophysics. The method
was applied to the Rosenbrock function (13). Liu et al. [18] reported the results presented in Table 11. The interval is not
explicitly reported, therefore, we chose the interval to be [−30, 30]n. Experiments show that the interval does not have a
large impact on the performance.

5. Parallelisation of the method

In times where processing units become rather cheaper than faster, it is important for a method to take advantage
of parallel computer architectures. The presented approach offers an inherent possibility to be parallelised, since every
individual can search for a local optimum independently. In the current implementation, thiswas achieved by usingOpenMP
to parallelise the loop over all individuals in Algorithm 4. The downside of this strategy is that two individuals can converge
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Table 11
Performance details reported by Liu et al. [18] for the hybrid simulated annealing/downhill simplex method and the
performance details of HGDN applied to the same problems, as specified in the table.

Dimensions Trials F. Eval. Reported F. Eval. HGDN Newton. Eval. HGDN

10 2 3.0e4 17.2 255.2
50 2 8.0e5 25.0 1250.3

100 3 5.0e6 100.1 954.2

to the same optimum in one genetic step. However, since a small number of individuals can typically be chosen with the
HGDN approach, the probability for this to occur is relatively low.

6. Discussion and conclusion

Weproposed a novel hybrid genetic-deflated Newton (HGDN) optimisation schemewhich combines the benefits of local
and global optimisation schemes, and a procedure called deflation, which can effectively remove roots from functions. The
implementation of the scheme is simple, since implementations of genetic algorithms and the Newton algorithm can be
reused. The proposed HGDNmethod leads to a significant performance gain compared to the other tested methods, namely
the genetic algorithm and the Genetic-Newton algorithm, in most situations.

The HGDNmethod was challenged to optimise various test functions more efficiently than state-of-the-art optimisation
methods. For that,we did not implement the competingmethods ourselves, but used the published results to guarantee a fair
comparison. The HGDN optimised the chosen test functions about ten times more efficiently. It is important to point out,
however, that, though the HGDN method drastically improves on the necessary function evaluations, the method needs
Newton steps (Gradient+Hessian) which can be costly to compute, depending on the problem at hand. Alternatively, the
HGDNmethod could be executed using quasi-Newton or steepest decentmethods. In this case, Hessian computationswould
not be necessary but the local optimisation might require more iterations to converge. If the Hessian is computed, it cannot
only be used for a faster convergence, it also builds the basis for uncertainty and resolution analysis.

The success of the method depends mainly on the number of local optima within the search space and the null space at
the optimum. However, even in the worst case, the proposed HGDN falls back to a Genetic-Newtonmethodwithout causing
any disadvantages. The method performs best compared to other methods, when used for what it is designed for: search
spaceswhich exhibitmany local optima. It is important to note, that the superiority of the proposedmethod seems to benefit
from higher dimensions of the search space which is linked to problems other search algorithms have in high dimensions,
like the possibility for a vast plurality of local optima, which can be identified many times if deflation is not applied. An
important observation is that the HGDN method performed better when the chosen number of individuals was low. The
reason for this behaviour is the effect of deflation. The fewer individuals used, the faster optima can be removed from the
function.
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