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ABSTRACT 

Recent developments in wireless sensors to measure physiological parameters and environmental 
parameters enable a new generation of applications for health monitoring. However, the complexity of 
many physiological signals and the need to process sensor data in real-time makes programming such 
applications a challenging task. This chapter motivates the need to step-wise reduce the complexity of 
sensor data to enable medical experts to tailor and develop (parts of) applications without having in 
depth programming skills. To achieve this goal, a methodology for application development with real-
time sensor data processing is presented. The methodology is based on the concepts of physical and 
logical sensors, which can detect atomic and composite events. The combination of using the declarative 
approach of Complex Event Processing and modularization allows processing most data in the event 
space instead of signal processing. A use case for a home care application demonstrates the strength of 
this methodology. 
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INTRODUCTION 

Sensors and the processing of sensor data play an increasingly important role in modern health care and in 
medical research. Especially wearable and wireless sensors that can monitor physiological signals of 
various kinds promise to enable researchers to gain more efficiently new knowledge in physiological 
processes, diseases and their diagnosis, and to improve methods for treatment. The abundance of portable 
electronic devices for consumers creates opportunities for radical changes in the health care industry, see 
for example a recent article by Eric J. Topol (Topol 2015): “Over the past decade, smart phones have 
radically changed many aspects of our everyday lives, from banking to shopping to entertainment. 
Medicine is next. With innovative digital technologies, cloud computing and machine learning, the 
medicalized smart phone is going to upend every aspect of health care.” Similar predictions can for 
example be found in (Open mHealth 2015), (Robson 2014), (Smartphones in Health Care 2013), and 
(Wayner 2012). From the authors´ understanding it is not only the smart phone with its in-built sensors 
and always-online capability that will foster these changes in health care. The increasing amount of low-
cost sensors that can be connected to smart phones, either through short wires or through wireless 
network technology, like BlueTooth or ZigBee, and especially new software solutions for automatic 
sensor data analysis will be as important enablers as the smart phone. 
 
The use of sensors in all modes of health care provision, i.e., in-patient, day care, out-patients, and home-
based care (OECD 2011) will not be limited to monitor physiological parameters for diagnosis and 
treatment control (Øyri et al. 2006; Øyri et al. 2013; Øyri et al. 2014), but also to support rehabilitation 
and prevention by monitoring for example the patient’s context, or activities performed. There are two 



fundamental modes to process this patient specific and environmental sensor data: (1) on-line respectively 
in real-time, and (2) off-line. Both modes are important in the medical domain. The off-line analysis of 
time sequence data produced by sensors that is stored in a computing system enables researchers to gain 
new insights in physiological processes and to improve existing processes or develop new models for 
them. Equally important, this analysis enables practitioners for example in primary and secondary care to 
understand what happened to a patient before a severe event occurred, like a heart attack. Automatic on-
line analysis allows to develop systems that can raise immediate alarms if a patient is reaching a critical 
state or a harmful event is likely to happen or has just happened, to either prevent this event or to facilitate 
timely response. In all these cases, data from individual sensors might be useful as well as the aggregated 
data from several (different) sensors. As such, modern sensor and computing technology promise to 
enable faster, more accurate, as well as more efficient and cheaper medical research and health care.  
 
However, processing of sensor data such that it is useful for the various kinds of possible applications is 
often very challenging due to the heterogeneity of sensor data, the complexity of many signals, the need 
to fuse heterogeneous sensor data, and potentially inaccurate data. The data provided by (physiological) 
sensors can range from rather simple data types, i.e., body temperature or heart beat rate expressed as 
integers, to complex signals, like those produced by 3D accelerometers or high resolution ECG sensors. 
Many times data from individual sensors is used, but data from several and different sensors is desirable 
to gain insight in physiological processes and detect events of interest. Furthermore, there is no guarantee 
that the data from sensors is correct. Sensor systems might be susceptible to noise or might not be 
properly calibrated for the actual use. Additionally, the potential sensor-based applications in health care 
and medical research have strong requirements on reliability, robustness, and correctness. Medical 
devices generate multitudes of alarms, and studies have shown that up to 90% of all alarms in intensive 
care monitoring systems are false positives. Typically such monitoring is based on threshold alarm 
systems that generate alarms with high sensitivity but low specificity (Siebig et al. 2010) (Imhoff et al. 
2009). 
 
Clinical experts can provide the knowledge to use high-level data in applications, but in-depth computer 
science skills are necessary to turn the low-level signals and data from sensors into useful high-level data 
and to develop a corresponding system for these applications. Since it is rather rare that one individual has 
the necessary in-depth knowledge in medicine and computer science, an interdisciplinary collaboration is 
needed to develop the system and application. However, it is widely known that it is not easy to 
efficiently and successfully perform and implement interdisciplinary work. On-line analysis of data from 
physiological sensors introduces additional challenges, because the data must be analyzed in real-time, 
i.e., only a single shot is possible. Since patient conditions and the settings they are monitored in vary, 
there is a need to customize and personalize the on-line analysis. Requiring for every customization and 
personalization the help of a computer science expert would increase costs and the time it takes to have 
one instance of an application ready for a single individual patient. Thus, it is the aim of this chapter to 
describe how to mitigate this problem, by enabling medical experts to design as much as possible of the 
data processing independently without need for in-depth computer science skills. The core idea to achieve 
this goal is based on two components. The first component is to leverage the paradigm of declarative 
programming for sensor-based systems through Complex Event Processing (CEP) systems. The broad 
introduction of declarative programming with SQL databases demonstrated its huge benefit that the 
design and use of databases and applications can be properly done by non-computer science experts. The 
second component is the concept of physical and logical sensors that can form a hierarchical tree structure 
(directed acyclic graph). In this structure, the leaves represent the physical sensors, which provide as 
output low-level signals and data. All higher-level nodes in the structure are logical sensors to 
incrementally reduce the complexity of the low-level signals and data and to turn them into high-level 
data as required by the application. Thus, logical sensors can be seen as modules to perform some kind of 
model reduction. Another view at this approach is that physical sensors perform some signal processing 
to generate some basic events. These events are than further analyzed through logical sensors. Thus, most 



of the data analysis is performed in the event space and implemented through declarative queries and 
processed by a CEP system. 
 
This chapter focuses on the most novel aspect, i.e., the real-time analysis of data streams from sensors and 
a methodology to incrementally reduce the complexity of low-level signals and data through logical 
sensors implemented through a CEP based declarative approach. A case study of home-based care in 
Ambient Assisted Living (AAL) is used to illustrate the use of the methodology and demonstrate through 
a proof-of-concept implementation how the complexity of data analysis is reduced in this application. 
Therefore, the background section gives a brief overview on some recent (physiological) sensors and the 
data they produce, and explains the concepts of events and CEP. In the next section, the problem 
statement, the concepts introduced to address the identified problem, and a presentation of a proof-of-
concept implementation for AAL to solve this kind of problem are presented. A brief discussion of future 
research directions and the conclusion ends this chapter. 

BACKGROUND 

Sensors play since a long time an important role in the health care domain to monitor the health status of 
patients. The classical approach in high acuity medical environments is to use output from wired invasive 
or non-invasive sensors to monitor vital signs continuously to facilitate clinical decision support for direct 
diagnostic or therapeutic interventions. Time series of sensor data are displayed as real-time waveforms 
or tabular data in point-of-care monitors. In non-acute medical settings non-invasive medical sensors are 
widely used for the same purposes. However, the frequency of data sampling is lower, and the 
physiological parameters monitored fewer and less intrusive. In wired monitoring analogue signals are 
amplified and converted to digital signals inside the patient monitor. In wireless medical sensors the 
analogue to digital conversion takes place before transmission to the monitor. Wireless sensor systems 
with air-based propagation are more susceptible to electromagnetic interference followed by data loss. In 
a medical sensor system, assessment and interpretation of monitored data is performed by clinical experts. 
The data deluge in increasingly complex medical environments represents a risk for inadequate detection 
and prevention of adverse events based on human error.  
The new generation of sensors is based on wireless technology, which in turn promises more flexibility 
and mobility for the patients and the use of sensors in every day situations. This includes monitoring 
applications that are directly related to medical care, but also those that are related to well-being, sports, 
or assisted living. In this context, two solutions can be distinguished that enter the market: (1) closed 
applications which provide a ready to use application with a sensor and a computing device, like a smart 
phone equipped with sensors and a corresponding app, and (2) open solutions in which the interfaces to 
gather data from sensors are open and third parties can implement their own sensor based applications. 
The latter approach does not only enable for example researchers to investigate new ways of sensor data 
analysis and their application, but it also allows to change and adapt sensor data analysis and the 
application to individuals and their particular environment.  
Examples of commercial sensors that can be used as platforms for the development of new and open 
mobile health applications are Shimmer motes (Burns et al. 2010), (Shimmer 2015) and the BITtalino 
sensor toolkit (Placido da Silva et al. 2014), (Bitalino 2015). A microcontroller is in both these systems 
the core of the technical solution to which on the one hand a range of additional boards with 
physiological, kinematic and ambient sensing capabilities are connected and on the other hand modules 
for wireless communication (e.g., Bluetooth) to transfer the sensor data to a base station are connected. 
Currently, Shimmer motes provide the following sensing capabilities: Accelerometer, Gyroscope, 
Magnetometer, Altimeter, ECG, EMG, GSR, Temperature and Barometric Pressure; and BITalino 
provides sensors for ECG, EMG, EDA, accelerometer, and light. Furthermore, there exist open 
application programming interfaces (APIs) to capture the sensor data on the base station, which could be 
an Android smart phone, a RaspberryPi, or a Linux PC/Laptop. On the research side on-going work 



explores design and implementation options for future implanted physiological sensors. In (Walk et al. 
2014) an overview on such sensors with wireless power supply and communication for autonomous 
operation is given. 
One simple class of applications would be the visualization of the captured data on the screen of a smart 
phone or a laptop. However, the access to the entire raw data allows for much more elaborated 
applications to analyse in real-time the sensor data and detect for example patterns that indicate that some 
severe health issues are likely to occur soon. The prediction of an approaching heart attack could be such 
an application. 
The main challenge is to process the sensor data properly and in real-time. This comprises typically signal 
processing (e.g. moving averages, peak detection, or Fast Fourier Transformation) and machine learning 
techniques, like Bayesian Networks, Artificial Neural Networks, and Support Vector Machines, which are 
for example popular computational methods for stress recognition (Sharma & Gedeon 2012). State-of-
the-art human activity recognition systems use additionally decision tree, Fuzzy Logic, regression 
methods, Markow models, and classifier ensembles (Lara & Labrador 2013). The developer of sensor 
data processing software, which is called application developer throughout this chapter, is required to be 
on the one hand an expert in the medical domain to understand the data and know which patterns to look 
for, and on the other hand a computing expert to be able to program complex signal processing solutions. 
It is not the norm that a single person has sufficient skills in both these areas. It is no option to refrain 
from application domain knowledge without having a negative impact on the quality of resulting 
applications. However, computer science has aimed throughout its existence to provide high-level 
abstractions such that application developers do not need to care about all low-level details. Two 
examples for ground-breaking approaches to achieve this are object-oriented programming and 
declarative interfaces, like SQL for database systems. In both cases programmers need only to specify 
what should be done, but not how.  
Experiences with the advantages of SQL and the emergence of new applications for sensor networks, 
Internet traffic analysis, financial tickers, online auctions and analysis of transactional logs from web 
usage and telephone records introduced in the beginning of this century the need for new software 
solutions to be able to analyse data streams in real-time (Golab & Özsu 2003).  These new software 
solutions, called Data Stream Management Systems (DSMS), introduced the concept of data streams. A 
data stream is basically a continuous, ordered sequence of data tuples. Conceptually, data streams are 
similar to classical data base tables. Furthermore, the concept of classical database queries has been 
adopted to run continuous queries over data streams to return continuously new results as new data tuples 
arrive. The query languages for DSMS, called Continuous Query Language (CQL), are very similar to 
SQL. The main difference between CQL and SQL is the need to use windows over the data stream for 
processing. Operators that can only be used with the entire data set to produce a result, like average or 
sum, introduce this need. The size of a window is either defined by time or by number of samples that 
should be considered from a data stream. Once the set of samples in a window is processed, the result for 
this window is returned and the window is forwarded over the data stream and processed again with the 
new sample(s). DSMS are capable of querying several streaming sources at once, and additionally joining 
and correlating them in real-time. Large queries can easily be distributed, since a query usually results in 
another stream that can be sent to another query for further analysis. Examples of DSMS include 
SQLstream, STREAM, AURORA, StreamGlobe and Esper.  
Esper is also a good example how new achievements in data stream processing lead to a new class of 
systems, called Complex Event Processing (CEP) systems, with even stronger abstractions and stronger 
stream processing capabilities. These innovations are based on the concept of events. An event can 
intuitively be defined as “something that happens” and is either an atomic event or a composite event 
(also called complex event). In probability theory, an atomic event (also called elementary event or 
simple event) is a subset of the sample space that only contains a single outcome. In computer science an 
atomic event is often understood as an event that can be detected by a system within a minimum time 



period and cannot divide into other events.   The authors understand in the presented methodology an 
atomic event as a single sample from a sensor measuring a signal in the real world, or it is a 
transformation of an atomic event. For example, a sample from a sensor measuring temperature in 
degrees of Celsius is an atomic event, as well as a later transformation of this sample into a corresponding 
value in degrees of Fahrenheit. A composite event is the result of processing a set of events that are 
combined with operators, like statistical, logical, temporal, or spatial operators. The basic idea is that 
application programmers define the event they are interested in and the CEP system is analysing in real-
time the incoming data stream(s) and informs the application as soon as it is detected. An important 
difference between DSMS and CEP is the ability of CEP to handle state that lasts beyond individual 
windows. Examples of existing CEP systems are SQLstream, StreamInsight, EVAM, or Esper. 
Even thought declarative SQL like programming interfaces simplify application development, it has been 
recognized in (Paschke 2008) that “first industrial experiences in using CEP technology and setting up 
CEP applications have shown that the early adopters have major problems in adequately engineering 
successful CEP solutions.” To reduce the necessary effort to implement CEP applications the author 
introduced design patterns for CEP. Design patters are a well-established software engineering approach 
to achieve reusable solutions for commonly occurring problems. The solution is not a fully implemented 
piece of program code, but instead more like a template on how to solve a problem in different contexts. 
Applying design patterns for CEP should reveal the same advantages for CEP based application 
development, i.e., to reduce the development burden. Architectural and functional design patterns for 
event processing are presented in (Vincent et al. 2011). Languages for design patterns are described in 
(Paschke 2008) and (Tsimelzon 2006). Furthermore, (Tsimelzon 2006) and (Castro Alves 2010) describe 
design patterns for filtering. Design patterns for CEP are to the best of the authors knowledge the only 
software engineering approach for application development with CEP, except their earlier work on 
CommonSens (Søberg et al. 2010a,b; Søberg et al. 2011; Søberg 2011). 

 

 
 

Figure 1: Conceptual model of events and stream processing for event detection 

CommonSens is driven by the insight that it is very hard to implement and maintain smart environments, 
like smart apartments for elderly home care. On the one hand there are many systems issues related to the 
various sensors that could be deployed and the need for personalization, because every care-receiver and 
every apartment is different. Furthermore, such systems should be designed and implemented in such a 
way that they can evolve over time such that new sensors and new functionality can be added with low 
overhead. CommonSens (Søberg 2011) uses models for events, environments and sensors to achieve 
personalisation, reuse and adaptation. CommonSens provides the abstractions of capabilities, logical and 
physical sensors, and locations of interest to facilitate the task of the application programmer and system 
supported sensor selection. Figure 1 illustrates the conceptual model of events and the relationship to 
sensors. Conceptually, the physical world can be represented by a set of state variables, like a persons 
body temperature, heart rate, or position. These state variables have a well-defined semantic, like 



temperature, heart rate, or blood pressure. It should be noted that there might be many state variables that 
have the same semantics. Location is often used as discriminator to distinguish between state variables 
with the same semantics. For example, the temperature in the bedroom, the kitchen and bathroom in an 
apartment might be different. The values of these state variables can be measured with sensors at a certain 
rate to for example detect changes in the values of state variables. Thus, an event is visible through a 
measurement of a state variable value, which is performed by a sensor. Application developers specify in 
queries the events of interest and the CEP system analyses continuously the data stream from the sensors 
to detect events of interest. The capability of a sensor describes the meaning of what it can measure and 
its output. In order to measure a certain state variable the capability of a sensor needs to match the 
semantics of the state variable. With a model of all sensors that are used in a particular deployment and a 
model of the apartment, including which sensors are installed where, it is possible to refrain from 
specifying particular sensors in the queries. Instead, the application developer only specifies what should 
be measured with the capability and where it should be measured, i.e., the location of interest. Using the 
environment and sensor model CommonSens can then instantiate these abstract queries by binding to the 
appropriate sensors. The event model and the relation to physical and logical sensors is extended and 
elaborated in this chapter in the following section. 

CEP AND SENSOR HIERARCHIES FOR MODEL REDUCTION 

The previous section gives several examples of sensors for health care applications and software systems 
to process the output of such sensors in real-time. The focus of this section is to explain the issues and 
problems that arise when using sensors to efficiently implement and maintain health care applications, 
and an approach to solve these problems. The fact that a lot of advanced technology, also in form of 
consumer electronics, is already today commercially available does not mean that it is easy to implement 
and maintain sensor based health care applications. First of all there is a need to understand the 
physiological signals that are captured by sensors and give meaning to the data they produce. In new 
solutions this is achieved (e.g., in activity recognition) through introduction of complex signal processing 
and machine learning approaches to extract the important features from the data. The design and 
implementation of such complex signal processing approaches requires good computing skills. However, 
to implement a sensor based health care application one cannot assume that a computer science domain 
expert alone has all necessary skills and knowledge. Thus, design and implementation of sensor based 
health care applications require intensive collaboration between application domain experts and 
computing experts. Once an application (respectively a software product in general) is implemented and 
tested, many instances of it are directly used. In the health care domain this requires some modifications, 
since all patients and the settings they are monitored in are different. Therefore, there is a need to 
customize and personalize the sensor based health care applications. Foreseeing all possible settings and 
required customization during the design phase of the software might turn out to be impossible. 
Therefore, customization might require changing the software. If the main part of the data analysis in the 
health care application is encapsulated in signal processing, an expert in signal processing is needed for 
each customization and personalization. This can impose rather high monetary costs and introduces 
delays, which in turn reduce the efficiency of performing the monitoring task. Thus, computing solutions 
are required that enable application domain experts to solve themselves parts of the computing challenges 
resulting from the customization needs. One powerful computing paradigm to achieve this is declarative 
programming. Declarative programming requires a developer to state what should be done (i.e., the logic 
of the computation), but not how it should be performed (i.e., the control flow of the computation). 
Relational database systems with their declarative SQL interfaces are the most prominent and successful 
examples to enable individuals with modest computing skills to develop their own database applications. 
Since this chapter targets real-time analysis of sensor data, DSMS respectively CEP systems are the 
technology of choice. 
 



The authors investigated in their earlier work in an interdisciplinary research effort with the Intervention 
Centre at Oslo University Hospital Rikshospitalet the use of DSMS technology for real-time detection of 
myocardial ischemia (Støa et al. 2008). Myocardial ischemia is in non-medical terms a precursor to heart 
attacks due to inadequate oxygen supply to heart tissues. Elle et al. (Elle et al. 2005) developed an off-line 
analysis method in MatLab to identify myocardial ischemia in data from an ECG monitor and a 3-axis 
accelerometer attached to the surface of the left ventricle of a pig heart. The re-design and implementation 
of this analysis method in the DSMS Esper demonstrates that it is possible to perform this analysis in 
real-time with a simple declarative interface. All necessary signal and data processing is encapsulated in a 
so-called user-defined function in Esper. The declarative interface makes it very easy to use the 
implementation, but any changes in the implementation to for example fix bugs, customize, or personalize 
the solution requires a computing expert since all processing is encapsulated in a single user-defined 
function. Instead of designing a monolithic system, it should be structured into a set of smaller and less 
complex objects, providing an API that allows using the objects without knowing how they are 
implemented, and enabling re-use such that simpler objects can be used to implement more powerful 
objects. At the same time it should be possible to step-wise reduce the complexity of the raw sensor data, 
which in turn should make it easier to analyze the data respectively to program with a declarative 
approach the necessary data processing. In this way, a solution is envisaged that does not draw a clear line 
between what could be implemented with modest computing skills and what requires in depth computing 
skills. Instead, the given level of computing skills and interest of a non-computer science expert defines 
how much of the system and application can be implemented and maintained without the involvement of 
a computer science expert. Currently, the main contribution of medical experts to development and 
maintenance of sensor-based systems and applications for health care and medical research is the 
specification of functional and non-functional requirements. The goal of this chapter is to change this 
situation. The presented approach shall enable medical experts to adapt a given system, for example to 
personalize or extent it, and even to contribute to its implementation. 
 
Therefore, the authors promote in this chapter a methodology based on the three following principles: 
• Declarative application programming interface by using CEP. 
• Few and powerful abstractions: A good example for such abstractions is the use of file descriptors in 

operating systems, which abstract away the real nature of the file or even device behind the file 
descriptor.  

• Fine granular modularization: A declarative API is not sufficient if the entire logic to analyze data 
streams is encapsulated in a single signal processing module, because someone with basic computing 
skills could only use the module, but not change it.  

 
There are two basic abstractions to be used in the proposed methodology, namely sensors and events. 
These are originally introduced in (Søberg 2011). The understanding of events in general and the 
difference between atomic events and composite events is presented in the background section. Sensors 
are typically regarded as devices that convert analog signals from the real world into digital data. These 
sensor types are referred to as physical sensors, because they receive as input signals from the real world. 
Additionally, the methodology is based on logical sensors. An example for a logical sensor is the 
software that analyses data streams from ECG and the 3-axis accelerometer to detect in real-time 
myocardial ischemia. The two fundamental differences between physical and logical sensors are their 
implementation and their input. While physical sensors receive as input an analog signal from the real 
world, logical sensors receive as input one or more data streams. The implementation of a physical sensor 
must comprise a hardware element for A/D conversion to convert the analog signal into a data stream. In 
contrast, logical sensors can be solely implemented in software.  In all other aspects physical and logical 
sensors are conceptually equivalent. Most importantly, both types have as output one data stream with 
well-defined semantics. The capability of a sensor determines the semantic of the data stream generated 
by a sensor. Thus, the capability of a sensor describes which type of event the sensor can detect. If a 



sensor detects the event in the incoming data stream(s) it produces as output a tuple that describes the 
detected event. It should be noted that different sensors can have the same capabilities, e.g., a 3D 
accelerometer sensor and a video sensor can be used to provide information about the movements of a 
person. Table 1 summarizes these abstractions. 
 
The core of a sensor-based application can than be implemented as one or more sensor hierarchies. The 
sensor hierarchy has a tree structure in which the leaves are physical sensors and all other nodes are 
logical sensors. The data streams generated by the physical sensors are forwarded to their parent sensors, 
which detect higher-level events in the incoming data streams. The detected events are forwarded in the 
form of data streams to the next level in the sensor hierarchy until they reach the root of the tree. The root 
of the tree detects the composite event the application is interested in (see Figure 2-a). 
 
Table 1: Summary of core abstractions and definitions 

Term/abstraction Description 
State Set of state variables 
Event Atomic event or composite event 
Atomic event Event that is based on the value of a single state variable 
Composite event Aggregation of events 
Event of interest An event someone has subscribed to 
Physical sensor Sensor that measures the value of a state variable  

Input: signals from real world  
Output: stream of atomic events, i.e., values of the state variable 

Logical sensor Sensor that detects events  
Input: stream(s) of events  
Output: stream of events 

Capability of a sensor Semantics of what the sensor can measure and its output 
 
There are strong relations between sensors and events: (1) physical sensors detect atomic events and their 
output is a stream of the detected atomic events, (2) logical sensors process one or more input data 
streams and detect in most cases composite events and the detected composite events form the output data 
stream of logical sensors1. Events can be used to refer to what the application developer is interested in 
and sensors to refer to how the data of interest should be gathered, which in turn is the difference between 
the declarative interface of the system and its implementation (see Figure 2-b). 
 

                                                
1 An exception are logical sensors that simply transfrom an atomic event, like the transformation of temperature in 
Celsius to Fahrenheit. In such cases the output of a logical sensor is an atomic event. 
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Figure 2: (a) Idealized sensor hierarchy and (b) relationship between events and sensors  

Since events are part of a declarative interface it is obvious that they match perfectly with the use of CEP. 
Even thought it might not be so obvious, logical sensors also match ideally CEP. A logical sensor is 
typically implemented in software and its task is to analyze respectively aggregate in real-time input data 
stream(s) to detect a composite event. Thus, a CEP system can in many cases be used to implement 
logical sensors, which means that a logical sensor will consist of a query in CQL. This in turn suggests 
that implementation and especially customization and personalization of logical sensors are simplified. 
Logical sensors that are implemented with CQL require less computing skills than those sensors that are 
implemented with complex signal processing to identify certain features or events. An example of the 
latter are 3D accelerometer sensors, video sensors, and the short-range radar sensor described in the next 
section. Signal processing is needed for this kind of sensors to extract from the signals they gather useful 
information. Thus, at the lowest level and for certain sensors in depth computing and signal processing 
skills are needed. However, to enable non-computer science experts to customize and personalize as much 
as possible of a sensor based application it is important to perform as much processing as possible with 
CEP, i.e., in the event space, instead of signal processing, i.e., in the signal space.  
 
Thus, the main engineering challenges to implement a sensor-based application are to create sensor 
hierarchies that have the following properties: 

• The necessary signal processing should be limited to the lowest levels in the sensor hierarchy to 
perform most of the processing in the event space instead of the signal space.	  

• Logical sensors should be identified that could be re-used for different purposes (an example for 
this is given in the next section). This requires that a good level of granularity for the logical 
sensors must be found.	  

• The information provided by the logical sensors should be stepwise enriched when moving 
upwards in the sensor hierarchy.	  

 
TRIO: SENSOR HIERARCIES TO DETECT POSITION RELATED EVENTS 
 
In the TRIO project (Trio 2012), the authors have used a safety radar and CEP to develop home care 
solutions. To demonstrate how two simple atomic events can be used in a rather powerful way to detect 
several composite events in an AAL application, this section describes the results of the authors’ recent 
work in the TRIO project (Novelda 2015). The goal of the application is to analyze the location, 
movements and activity of a care-receiver to identify abnormal patterns and to send an alarm in such a 
case to a care-giver. Two types of physical sensors are used, i.e., a clock and the XeThru sensor from 



Novelda AS, which is based on impulse radar technology. The radar produces a rather noisy signal, but 
with proper signal processing it can be used to measure distances between the radar and objects in its 
range with very high accuracy. To demonstrate the capabilities of this sensor Novelda AS has developed 
complex signal processing solutions for object tracking, presence of a person in a room, etc. To follow the 
presented methodology, signal processing is only used for distance measurements from two XeThru 
sensors and their combination in a trilateration module to calculate the position of the care-receiver in the 
apartment. For the application, several zones of interest in the apartment are identified, like bedroom, 
bathroom, kitchen, and the sofa in the living room, because the frequency of visits in these zones at 
different times of the day and the duration the care-receiver stays in a particular zone are used to identify 
normal and abnormal behavioral patterns. The latter are used to raise an alarm or inform the care-giver. 
Thus, the application is interested in the detection of composite events that describe the care-receiver’s 
trajectory, activity level, duration of stays in zones, frequency of visits of zones, etc. Figure 4 illustrates 
for some of these composite events the sensor hierarchies the authors have developed. Physical sensors 
are represented by a grey rectangle and logical sensors are represented by a white rectangle. All sensors 
are given a name that indicates their capability. It should be noted that all sensor hierarchies are based on 
two types of physical sensors, i.e., the clock and the XeThru sensor, and only one logical sensor 
performing signal processing called Position. All other logical sensors are implemented as CQL queries, 
or to be more precise as Esper Processing Language (EPL) statements since Esper is used as the CEP 
engine.  
 

 
Figure 3: Selected sensor hierarchies for important composite events 

 
The following sections give a more detailed description of the sensors in the sensor hierarchy, including 
the physical XeThru sensor, the data it provides, and how these are processed before the data is passed to 



the CEP engine. Afterwards, the different types of logical sensors that are designed to give higher-level 
meaning to this data are explained. 
 
Sensors in the Signal Space 
 
The XeThru sensor is besides the Clock sensor the only physical sensor used in TRIO. It is a radar that 
can be used in applications to determine the position of an object moving at a distance of up to 60 meter 
from the sensor. In this example, the sensor is used for a home-care application to continuously track the 
position of a person. The radar measures the time it takes for a series of low-energy, ultra wide-band 
electromagnetic pulses to travel from the radar to the person, and back again after being reflected off the 
person. The resulting data consists of a series of arrays of 256 floating point numbers that quantify the 
amount of electromagnetic energy that is reflected at different distances from the radar. 
 
To translate this into positions, two logical sensors are required, called Distance and Position. The 
Distance sensor implements a ranging algorithm to determine the distances between the tracked person 
and the XeThru sensor. To distinguish between the tracked person and the background environment, i.e., 
the apartment walls and the furniture, the ranging algorithm relies on a preliminary step of mapping out 
the reflections produced by the environment without any person. The result, called a clutter-map, is 
deducted from the actual measurements to discover objects that were not in the environment during 
clutter-map creation. Due to the high bitrate of the raw data stream, this has to be performed within the 
device driver (Novelda 2015). This logical sensor is implemented in C and compiled to run natively on 
the computer architecture. The distances obtained by the sensor are used as input to the logical sensor 
Position. Together with the known locations of the two radars, the distances between the person and 
the two XeThru sensors provide sufficient information to determine the position of the person using 
trilateration. The resulting output stream of the Position sensor contains tuples of x- and y-
coordinates. Each of these tuples is an estimate of the current position of the person within a pre-defined 
coordinate system. A hybrid approach is used to implement the Position sensor to perform the 
trilateration in MatLab and to represent the resulting positions as events in Esper. 
 
The x- and y-coordinates produced by the Position sensor cannot be directly used to analyze the 
behavior of the care-receiver. The reason is that positions alone do not carry enough meaning to provide a 
foundation for reasoning about what a person is doing. The amount of data produced by the XeThru 
sensors and the Position sensor is too high for some types of long-term movement characterization. 
Due to the complexity of analyzing this data to extract the necessary high-level meaning, performing the 
data analysis using traditional signal processing would be also rather complex and in contradiction to the 
goals of the presented approach. Therefore, CEP is used to reduce the complexity of the position data by 
searching for patterns that have meaning, and encapsulate this meaning in higher-level events. These 
higher-level events can then be used to reason about what is happening in the apartment, and to identify 
normal and abnormal behavior. 
 
Sensors in the Event Space for Short Term Movement Characterization 
 
The stream of x- and y-coordinates from the Matlab-part of the Position sensor are continuously 
transmitted to the CEP engine via a TCP-socket. In the CEP engine, the second part of the Position 
sensor operates in the event space. For each pair of x- and y-coordinates it receives from the MatLab-part 
it produces an atomic event containing the x- and y-coordinates and a timestamp denoting the time of 
event creation. These atomic events provide the foundation of all movement characterization performed in 
the other logical sensors. Thus, the event stream produced by the Position sensor is used as input into 
all sensor hierarchies that are composed of logical sensors carefully designed to contribute with a specific 



type of meaning. These logical sensors collectively provide a complete, high-level picture of the 
important aspects of the behavior of the monitored person. 
 
The sensors of the next level of the hierarchies are designed to be generic enough to be used as a basis for 
a wide range of logical sensors specialized to solve the problems identified in the problem description. 
The sensors Velocity, Trajectory and Zone are chosen for this purpose, each of which requires 
multiple Position events to generate each individual output event. While Zone provides the 
foundation to characterize apartment-wide, long-term movement patterns in terms of movement between 
areas of interest in the apartment, Trajectory and Velocity provide the foundation to characterize 
more detailed, short-term movement patterns within such areas. Below, these logical sensors are 
explained separately. 
 
The velocity of a person appears to be highly useful for a range of sensors that describe important aspects 
of movement activity. It allows to discriminate between whether or not the person is stationary, which is 
important to assess the risk of, e.g., immobility or the lack of sleep at night. It provides information about 
the amount of movement over time, and thus allows us to quantify the activity level of the person. 
 
The calculation of velocity is based on pairs of successively received events from the Position sensor. 
An EPL pattern statement is used to obtain these pairs, and their coordinates are passed to a custom 
aggregate function (CAF) that calculates the velocity. The EPL statement used to implement the 
Velocity sensor is presented and explained as part of Appendix B. The acceleration is measured in a 
similar way based on pairs of events from the Velocity sensor. To account for inaccuracies in the radar 
data, two additional sensors are used, i.e., AverageVelocity and AverageAccelleration, that 
calculate the average velocity and acceleration from multiple events in a sliding window. 
 
To determine whether a person is moving or not, it is important to consider that the velocity rarely 
reaches exactly 0 m/s. The reason is that even when a person is not moving, the XeThru sensor captures 
very small movements of (parts of) the body, e.g., due to breathing and heartbeats. In addition, minor 
inaccuracies in the measurement of distances yield perceived positions that move slightly over time. Thus, 
instead of 0 m/s velocity a configurable threshold is used (set currently to 0.5 m/s) to determine whether a 
person is moving or not. The logical sensors Stationary and NotStationary are designed to 
generate events every time velocity drops below or above this threshold, respectively. 
 
The logical sensor Trajectory is used to measure characteristics of the short-term movement 
trajectory. A trajectory is simply defined as a window of position events, e.g., the trail of positions 
generated during the last n seconds, where n is configurable. This sequence of positions is analyzed by a 
CAF that provides summaries describing key characteristics of the trajectory. For instance, it is possible 
to calculate a number quantifying how straight the person is moving. This can be useful to assess, e.g., the 
risk of medical disorders that affect motor skills, or mental disorders. To fulfill this task, the 
Trajectory sensor currently uses a CAF that applies linear regression to find the line with a best fit, 
and returns the sum of distances between each position and this line. 
 
Sensors in the Event Space for Long-Term Movement Characterization 
 
The above-described logical sensors help to describe short-term movement patterns of seconds or 
minutes. However, due to the large amount of data they produce, they are not suitable for the analysis of 
long-term movement activities spanning several hours or days. To reduce the amount of data, it is 
necessary to produce information about movement at a higher, less detailed, apartment-wide level. At this 
level, it also becomes important to consider that normal behavior may vary between different parts of the 



apartment and between different periods of the day. Thus, additional abstractions are needed for the 
context of a person, which are in the presented solution zone and Period of Day (PoD). 
 
To enable the description of long-term, apartment-wide movement patterns, the concept of a zone is 
introduced. A zone is defined as a rectangular area that covers a portion of the apartment. Such areas are 
separated from their surroundings either physically or in terms of the activities that normally occur within 
the area. Examples include rooms in the apartment separated by walls, or rooms that serve different 
purposes associated with particular types of activity. For instance, the kitchen and the living room may 
not be physically separated, but are associated with different types of activities. Other examples include 
the area around a medical cabinet or in the aisle, or those covering different types of furniture like a bed 
or a sofa. It is also useful to define "Outside" as the area not covered by any other zone, i.e., that which 
surrounds the apartment. Like the apartment is spatially separated into zones with naturally different 
definitions of normal behaviors, the day is temporally separated into PoDs such as night, morning and 
day. Normal behavior differs among these periods of the day. For instance, the behavior during daytime 
normally differs substantially from that of nighttime in terms of zone occupancy, activity level and the 
fraction of time spent stationary. It is thus necessary to provide sensors that allow context to be defined in 
both time (PoD) and space (zones) dimensions. Zones and PoDs are pre-defined and customized for a 
given scenario, and stored persistently such that logical sensors can access them. 
 
The logical sensors Zone, StartPeriod and EndPeriod implement the above concepts. 
StartPeriod and EndPeriod use as input the sensor Clock and produce event timestamps for when 
a PoD begins and ends, respectively. How they produce the events at the correct times is up to the 
underlying timing mechanisms. In the implementation PoDs are defined in the highly flexible Crontab-
format. Zone takes as input events from the Position sensor and the list of pre-defined zones to 
determine in which zone the person resides at all times. The person is regarded to be within a zone if at 
least x% of the last y positions fall within the boundaries of that zone. x and y are set to minimize the 
impact of inaccuracies of the given XeThru sensor. Experiments indicate relatively good accuracy of 
correct zone assessment with x = 90 and y = 30. The sensor ChangeZone takes events from the Zone 
sensor as input. Using the pattern "every (z1=Zone -> z2=Zone(id != z1.id))", 
ChangeZone is able to produce one event for every change of zones. This is useful to, e.g., count the 
number of times a person has visited a zone over a given time period (implemented in the 
VisitationFrequency sensor) or during a period of the day (implemented in the 
NumberOfTimesInZone sensor). 
 
ChangeZone generates events only for a small fraction of the Position events it uses as input. This 
significantly reduces the event rate of a large portion of the sensors in the sensor hierarchy. The 
Position sensor typically produces 10 - 100 events per second (the sampling rate of the XeThru 
sensors), but only 10 – 100 of these per day is expected to result in ChangeZone events. The reduced 
event rate impacts ChangeZone as well as all other sensors above it in the sensor hierarchies (see Table 
2 in Appendix A). 
 
The system includes also a definition of a set of legal transitions between zones that have a physical 
opening intended to walk through, e.g., a door. Examples where this is useful is (1) to detect when the 
person leaves the apartment from a zone lacking a door, e.g., via a window in a tall building, (2) to detect 
when a person enters a zone without a main door, e.g., during a burglary, and (3) to detect physically 
impossible transitions between zones separated by walls, e.g., due to inaccuracies of the XeThru sensor. 
As with zones, transitions are pre-defined according to the given apartment, and stored persistently to be 
available for logical sensors. The sensor IllegalZoneTransition compares the parameters of each 
event from the ChangeZone sensor to the stored information about allowed transitions to determine 
whether the change of zones is legal, and generates an event when it is not.  



 
Use-Cases 
 
The events from the sensor hierarchies provide a characterization of the movement of the care-receiver 
that is meaningful enough to enable high-level reasoning about the likelihood of health problems. To 
continuously evaluate this likelihood, we compare the observed event patterns with patterns that are 
known to emerge during health problems. During such evaluation, it is important to consider that different 
care-receivers may in certain aspects exhibit different behaviors (personalization), and that the behavior 
of a care-receiver can change with the location in the apartment and the time of day (context). Below, we 
describe two example use-cases to explain how the events from the sensor hierarchy are queried to detect 
health problems and signal care-givers, and how we can adjust the queries to account for personalization 
and context. 
 
In our first use-case, we construct a query to detect situations with a high likelihood that the person has 
become unconscious or immobile. In such a situation, the logical sensor Stationary will begin to 
generate a series of events. The timestamps in each event indicates the duration the person has been 
stationary, and the care-givers are signaled once the duration exceeds a configurable threshold. It is 
important to consider the context of the care-receiver; while it is normal to remain stationary for a long 
period of time on the sofa at daytime, or in the bed during nighttime, it may not be normal to remain 
stationary for a long time on the middle of the living room floor or in the aisle. Remaining stationary on 
the bathroom floor for a long period of time might imply a higher likelihood of unconsciousness than on 
the living room floor. The threshold can be adjusted to account for personalization. For some care-
receivers it might be normal to remain stationary for an extended period of time on the living room floor 
while, e.g., gazing through the window, or in the aisle while, e.g., tying their shoe lazes. For other care-
receivers such movement patterns are indicative of a health problem. Listing 1 presents the EPL-query 
that implements the desired functionality. 

1 context LivingroomFloor 
2 insert into AlarmTooLongStationary 
3 select description = "Too long stationary on floor" 
4 from Stationary 
5 where durationStationary > normalStationaryLRF + 3.0 * SDStationaryLRF 

Listing 1: EPL Query to detect unconsciousness and immobility 
 
The most important parts of the query in Listing 1 are in Lines 1 and 5. The statement in Line 1 specifies 
the context of the query. This query is active only when the care-receiver resides on the living room floor. 
Line 5 specifies when care-givers are notified that the care-receiver has been observed to be stationary 
abnormally long. normalStationaryLRF and SDStationaryLRF are parameters of the statistical 
distribution that describe how long the care-receiver is normally seen stationary on the living room floor. 
Personalization is achieved by adjusting these numbers to fit the normal behavior of a particular care-
receiver. In this case, care-givers are notified whenever the observed duration exceeds the normal 
duration by three standard deviations. 
 
The lack of sleep is a common symptom of multiple different health problems. In our second use-case, we 
construct a query to detect situations where the care-receiver is likely to experience restlessness and a lack 
of sleep during the night. The sensor PercentageOutsideOfZone provides the events necessary to 
unveil such situations. If the sensor indicates that the care-receiver has been outside of bed for more than 
a certain percentage of the night, the care-givers are notified. Context is central in this case, since the 
behavior in question is relevant only at night. In this case, context is thus a given period of the day, e.g., 
between 10:30 PM and 6:30 PM. Personalization is highly relevant, since the amount of time spent in bed 



can vary significantly between care-receivers. One EPL-query to achieve the desired functionality is 
presented in Listing 2. 

1 context Night 
2 insert into AlarmNotInBedAtNight 
3 select description = "Not enough in bed at night" 
4 from PercentageOutsideOfZone 
5 where id = 3 and (frac > 0.5 or frac > normalOutOfBed + 3.0 * SDOutOfBed) 

Listing 2: EPL Query to detect lack of sleep  
 
As in the previous case, the most important parts of the query in Listing 2 are the Lines 1 and 5. Line 1 
states that the query is active only at night time. Line 5 determines when care-givers should be notified 
about insufficient bed occupancy. The string "id = 3" specifies that the query regards the zone with ID 
3, i.e., the one covering the bed. The variables normalOutOfBed and SDOutOfBed describe the 
fraction of the night normally spent in bed at night. Personalization is achieved by adjusting these values 
to fit the particular care-receiver. Care-givers are notified whenever the care-receiver spends more than 
half of the night outside of the bed, or if this fraction (frac) exceeds the normal by three standard 
deviations. 
 
In most cases it is not very alarming that a care-receiver looses a single nights sleep. Loosing several 
nights of sleep during, e.g., the last week may however indicate that a sleep disorder is developing. Using 
the concept of windows, we are able to detect such deviations. One example is presented in Listing 3. 

1 select count(*) as sleeplessNights, description = "No sleep for 5 nights" 
2 from AlarmNotInBedAtNight.win:time(7 days) 
3 group by description having count(*) > 5 

Listing 3: EPL Query to detect potentially developing sleep disorder 

The query in Listing 3 counts the number of events produced by the query in Listing 2 during the last 
seven days (Line 2), and generates an alarm once that number exceeds five (Line 3). 
 
In the use-cases above, personalization is achieved by adjusting key aspects of individual queries, i.e., by 
adjusting an alarm threshold. For certain types of personalization, it is necessary to use several queries for 
the same aspect of behavior. We illustrate this with the second use-case. For certain groups of people, 
e.g., the elderly, it is not uncommon to have an afternoon nap and sleep a bit less during the night. The 
query in Listing 2 is easily adjustable to account for the latter aspect, i.e., variations in the amount of 
sleep during night. However, since it works only during nighttime (Line 1), it cannot simultaneously 
monitor sleep behavior during the afternoon. We can capture this aspect by adding the query in Listing 4. 

1 context Afternoon 
2 insert into TooLenghtyAfternoonNap 
3 select description = "Too lengthy afternoon nap" 
4 from PercentageInZone 
5 where id = 3 and (frac > 0.9 or frac > normalANNap + 3.0 * SDANNap) 

Listing 4: EPL Query to detect potential health-problem indicated by abnormally long afternoon nap 

This query in Listing 4 is similar to the one in Listing 2, except for two key differences: (1) the query is 
active during the “Afternoon” (Line 1), e.g., the time period from 1 PM to 4PM, and (2) since we use 



the sensor PercentageInZone rather than PercentageOutsideOfZone, the situation is the 
opposite to that in Listing 2 – we notify care-givers when the care-receiver has been sleeping abnormally 
long, which in some cases can indicate a serious health problem. 

 FUTURE RESEARCH DIRECTIONS 

The authors ongoing and future work is concerned with the fine-tuning and extensive use of the presented 
methodology. For the home care use-case this includes design and implementation of more elaborate 
logical sensors, like a sensor for fall detection. This sensor will be based on the existing Velocity 
sensor, but it requires at least three XeThru sensors to track movements in the 3D plane. Another 
direction of the ongoing and future work is to apply and verify the methodology in a mobile health 
application for obstructive sleep apnea detection and detection of related events that are important for 
diagnosis, treatment, and early warnings. 

Furthermore, the support of Quality-of-Information in the context of real-time analysis of physiological 
data for health care applications is an important topic for future work. Typically, it is assumed that sensor 
data is “correct”, but this is not necessarily the case. Sensors might not be properly calibrated for the 
particular use, be prone to noise, and not be properly placed on the body to measure correctly a certain 
physiological signal. Thus, it is important to develop new solutions to quantify the quality of data 
readings and to consider the confidence in the collected sensor data during data processing. Such 
solutions could foster more specific projects to integrate processing of data from multiple sensors and 
increase the specificity of alarms by use of additional logical sensors to improve the precision of clinical 
decision support systems and decrease the high incidence of false alarms. 

CONCLUSION 

The use of wireless sensors in medical applications with real-time analysis of sensor data introduces new 
challenges to the domain of processing physiological data. One important part of these new challenges is 
caused by the real-time requirement for processing, and another one by the typical need to adapt and tailor 
the implementation of these class of applications for example to achieve personalization. Thus, design and 
implementation of the necessary data processing needs to be simplified such that individuals with 
restricted programming skills can also perform many adaptations. The methodology presented in this 
chapter addresses this need through a few powerful abstractions, including physical and logical sensors, 
and atomic and composite events; the use of CEP with a declarative API and modularization. The role of 
modularization is twofold, on the one hand it supports re-use of sensor implementations and on the other 
hand it enables to perform most sensor data processing in the event space. The complexity of the 
physiological signals measured by physical sensors can be step-wise reduced in well-designed sensor 
hierarchies. At the same time the information provided by the events is enriched step-wise from the leaves 
in the sensor hierarchy to its root. The home care use-case demonstrates how this methodology is applied 
and how it achieves the goals, i.e., step-wise reduction of data complexity, step-wise increase of 
information, and a substantial reduction of required programming skills to adapt, change and extend the 
implementation. 
 
The approach presented in this section deviates from traditional model reduction approaches due to the 
need for real-time analysis and the goal to reduce the complexity of the application programmer, but it 
achieves the same goals. Namely, the reduction of the complexity of data and the reduction of the amount 
of data, to be able to process the data properly (which is in the case of this chapter means in real-time). 
The increasing importance of health applications using data from wireless sensors implies an increasing 
need for efficient approaches of analyzing physiological data in real-time with respect to the design and 
implementation process and the computational complexity. 
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APPENDIX A: LIST OF SENSORS FOR THE TRIO POSITIONING EXAMPLE 
Table 2 presents the details about the sensors found in Figure 1. R denotes the sampling rate of 
positioning with the physical XeThru sensor. Usually R is between 10 and 100 positions per 
second, depending on the computational load of the ranging algorithm chosen to execute in the 
Matlab script. P denotes the rate of ticks generated by the periodic timer sensor. The default 
value of P is 1 tick per second, and should be adjusted to the requirements and resources at hand. 
In addition to the output event parameters listed in the table below, all output events have an 
additional parameter “timestamp”, which is an integer denoting the time at which the event was 
created. Time is measured in milliseconds, and stored as values of type long. Timestamps are 
specified in terms of the number of milliseconds since Unix Epoch 
[http://pubs.opengroup.org/onlinepubs/9699919799/basedefs/V1_chap04.html#tag_04_15]. 
 
Most sensors are implemented using a single EPL statement. Some of the more complex ones are 
implemented using multiple statements, e.g., PercentageInZone which relies on nine 
statements. 
 
Name Capability Input Output 

Event 
Parameters. 
Format: 
Name (type): 
description 

Sampling 
Rate 

Custom 
Aggregate 
Functions Used. 
Format: Name 
(parameters): 
Description 

Notes 

Position The 
positions of 
a tracked 
person. 

Physical Sensor: 
XeThru + Matlab 

X (long): X-
coordinate of 
position of 
person. 
 
Y (long): Y-
coordinate of 
position of 
person. 
 

R  Using only two radars, 
we can only perform 
2D positioning. In this 
case, Z is always set to 
0. 



Z (long): X-
coordinate of 
position of 
person. 

Trajectory The 
characterist
ics of the 
sequence of 
the last X 
positions. 

Logical Sensor: 
Position 

Trajectory(arr
ay of 
Positions): 
The sequence 
of positions 
making up the 
trajectory. 
 
DeviationFro
mLine 
(double): A 
number 
quantifying 
how much the 
trajectory 
deviates from 
a straight line. 

R avgDeviation-
FromLine(windo
w of positions): 
Calculates the 
event parameter 
DeviationFrom-
Line as the sum of 
distances of each 
position from the 
best fitted line 
using linear 
regression. 

The number of 
positions X is 
configurable, and can 
be defined in terms of 
time, e.i., all positions 
generated during the X 
last seconds, or 
explicitly as the last X 
number of positions. 

Zone The zone in 
which the 
person 
currently 
resides. 

Logical Sensor: 
Position 
 
External Source: 
Definitions of 
zone coverage 

ID (integer): 
A unique ID 
identifying 
the zone the 
person resides 
within. 

R inZone(position): 
Finds the zone 
among the storage 
of zone definitions 
that  contains the 
position. 

Several CQL 
statements are used to 
to (1) handle 
inaccuracies in the 
physical sensor 
(explained in the text), 
(2) improve 
performance by 
preventing extensive 
calculation in the 
inZone function by 
first consulting a cache 
of recently visited 
zones. 

Velocity The 
velocity of 
the tracked 
person. 

Logical Sensor: 
Position 

Velocity 
(double): The 
velocity of 
the tracked 
person in 
meters per 
second. 

R velocity(position 
a, position b): 
calculates the 
velocity of the 
tracked person 
based as the 
Euclidian distance 
between a and b 
divided by the 
difference 
between the 
timestamps of a 
and b. 

 

PeriodicTimer Intervals of 
duration P 

External Source: 
The timing sub-
system 

Type (String): 
the type of 
timer tick, 
e.g., “regular 
tick” 
 
(the 
timestamp 
available in 
all events is 
particularly 
essential – 
see 
explanation 
in text) 

P  Generates updates 
every P seconds using 
the timing facility 
available on the 
platform (e.g., that of 
Esper, a simulation 
event loop or the Java 
platform). 

AverageVelocity The 
average 
velocity 
based on 
the last X 
velocities. 

Logical Sensor: 
Velocity 

AverageVelo
city(double): 
The average 
velocity of 
the tracked 
person. 

R  The number X is 
configurable. 

Acceleration The Logical Sensor: Acceleration( R Acceleration(velo Since we can only 



acceleration 
of the 
tracked 
person. 

Velocity double): The 
acceleration 
of the tracked 
person in 
meters per 
second per 
second. 

city a, velocity b, 
timestamp aTS, 
timestamp bTS): 
calculates the 
acceleration of the 
tracked person as 
(b - a) / (bTS - 
aTS). 

track positions in 2D, 
we can currently only 
measure acceleration 
in the 2D-plane 
(explained in the text). 

Stationary When a 
person 
becomes 
stationary. 

Logical Sensor: 
Velocity 

(only the 
timestamp 
available in 
all events – 
see 
explanation 
in text) 

Once every 
time the 
person starts 
being 
stationary. 

  

NotStationary When a 
person 
stops being 
stationary 

Logical Sensor: 
Velocity 

(only the 
timestamp 
available in 
all events – 
see 
explanation 
in text) 

Once every 
time the 
person stops 
being 
stationary. 

  

DurationStationary The 
duration for 
which the 
person has 
been 
stanationar
y so far. 

Logical Sensors: 
Stationary, 
NotStationary, 
PeriodicTimer. 

DurationStati
onary(long): 
The current 
duration the 
person has 
been 
stationary. 

P  Updates the duration 
every P seconds. 

ChangeZone When a 
person 
moves 
between 
one zone 
and another 

Logical Sensors: 
Zone 

Current(Zone
): The zone 
into which the 
person has 
moved. 
 
Previous(Zon
e): The zone 
from which 
the person has 
moved. 

Once every 
time the 
person 
changes 
zones. 

 Zone is the class of the 
events produced by the 
logical sensor with the 
same name. 
 
Contributes to context 
(see explanation in 
text). In the current 
implementation, we 
employ the Esper-
specific keyword 
“context” 
[www.esper.org] 

VisitationFrequency The 
number of 
times a 
person has 
visited a 
zone during 
the last X 
time units 

Logical Sensor: 
ChangeZone 

ID(integer): 
A number 
uniquely 
identifying a 
zone Z. 
 
Frequency(lo
ng): The 
number of 
times person 
has visited the 
zone Z during 
the last X 
time units. 

Once every 
time the 
person 
changes 
zones. 

 This is a complex 
logical sensor 
composed of five CQL 
statements. 

DurationInZone The 
duration for 
which a 
person has 
visited a 
zone so far. 

Logical Sensors: 
ChangeZone, 
PeriodicTimer 

ID(integer): 
A number 
uniquely 
identifying a 
zone Z. 
 
EnterTime(lo
ng): The time 
at which the 
person enters 
zone Z. 
 
Duration 
(long): How 

P  Generates one updates 
every P seconds using 
the timing facility 
available on the 
platform (e.g., that of 
Esper, a simulation 
event loop or the Java 
platform). 



long the 
current visit 
to the zone 
has lasted so 
far. 
 

StartPeriod The 
beginning 
of a period 
of the day 

External Source: 
The timing sub-
system  

Name(String)
: Name of the 
period of day, 
e.g., “Night”, 
“Day or 
“Evening”. 
 
StartTime(lon
g): The time 
of day at 
which the 
period starts. 
 
Duration(long
): The 
duration of 
the period of 
day. 

Once every 
start of a 
period of day. 

 Contributes to context 
(see explanation in 
text). In the current 
implementation, we 
employ the Esper-
specific keyword 
“context” 
[www.esper.org] 

EndPeriod The end of 
a period of 
the day 

External Source: 
The timing sub-
system 

Name(String)
: Name of the 
period of day, 
e.g., “Night”, 
“Day or 
“Evening”. 
 
StartTime(lon
g): The time 
of day at 
which the 
period starts. 
 
Duration(long
): The 
duration of 
the period of 
day. 

Once every 
start of a 
period of day. 

 

NumberOfTimesInZo
ne 

The 
number of 
times the 
tracked 
person has 
visited a 
zone during 
a period of 
the day. 

Logical Sensors: 
CangeZone, 
StartPeriod, 
EndPeriod 

ID(integer): 
An ID 
uniquely 
identifying a 
zone Z. 
 
Number(long)
: The number 
of times the 
tracked 
person has 
visited zone 
Z. 

Once for 
every 
ChangeZone 
event and 
once every 
StartPerdiod 
and 
EndPeriod 
events. 

 This is a complex 
logical sensor 
composed of five EPL 
statements. 

PercentageInZone The 
percentage 
of the 
duration of 
a period of 
day that has 
been spent 
in a zone. 

Logical Sensors: 
CangeZone, 
PeriodicTimer, 
StartPeriod, 
EndPeriod 

ID(integer): 
An ID 
uniquely 
identifying a 
zone Z. 
 
ContextDurati
on(long): The 
duration of a 
period of day 
PD. 
 
SumDuration
s(long): The 
sum of the 

Once every P 
seconds and 
once every 
ChangeZone, 
StartPeriod 
and 
EndPeriod 
event. 

ZoneStayWithinP
eriod(PoDStart, 
PoDDuration, 
StayStart, 
StayDuration): 
Returns the 
amount of time 
from a given 
period of stay 
within a zone 
(defined by 
StayStart and 
StayDuration) is 
spent in that zone 
during a given 

This is a complex 
logical sensor 
composed of nine EPL 
statements. 



durations 
spent in the 
zone Z in the 
period PD. 
 
Percentage(do
uble): The 
percentage of 
time in PD 
that has been 
spent in zone 
Z. 

period of day 
(defined by 
PoDStart and 
PoDDuration). 

PercentageOutsideOf
Zone 

The 
percentage 
of the 
duration of 
a period of 
day that has 
been spent 
outside of a 
zone 

Logical Sensors: 
PercentagInZone 

ID(integer): 
An ID 
uniquely 
identifying a 
zone Z. 
 
ContextDurati
on(long): The 
duration of a 
period of day 
PD. 
 
SumDuration
s(long): The 
sum of the 
durations 
spent outside 
the zone Z in 
the period 
PD. 
 
Percentage(do
uble): The 
percentage of 
time in PD 
that has been 
spent outside 
of zone Z. 

Once every P 
seconds and 
once every 
ChangeZone, 
StartPeriod 
and 
EndPeriod 
event. 

  

 
Table 2: Overview of logical sensors 

 
APPENDIX B: EXAMPLES OF EPL STATEMENTS USED FOR LOGICAL SENSORS 
 
The EPL used for Velocity is found in Listing 5. 
 
INSERT INTO Velocity 
SELECT velocity(a.x, a.y, b.x, b.y) as velocity, (b.timestamp - 
a.timestamp) / 2 as timestamp 
FROM PATTERN [every a = Position -> b = Position] 
 
Listing 5: EPL for the logical sensor Velocity 
 
The pattern statement found between "[" and "]" obtains all pairs of successively generated 
Position events "a" and "b". The coordinates of "a" and "b" are then passed to the custom 
aggregate function "velocity", which (1) determines the distance between the positions in time 
(dT) and space (dS), and (2) calculates and returns the velocity as dS/dT. The resulting value is 
stored in the parameter "timestamp". The “INSERT INTO” statement determines the name of the 
logical sensor. 



 
The EPL used for ChangeZone is found in Listing 6. 
 
INSERT INTO ChangeZone 
SELECT z1 as previous, z2 as current, current_timestamp() as ts  
FROM PATTERN [every (z1 = Zone -> z2 = Zone(id != z1.id))] 
 
Listing 6: EPL for the logical sensor ChangeZone 

The difference between this pattern and the one for Velocity is that instead of selecting every 
pair of successively generated events, it selects only a subset that satisfies a specific criteria. In 
this case, the criteria is that the two Zone events in each pair must have differing values in their 
parameter “id”. This is specified in the last part of the pattern statement,  i.e., “z2 = Zone(id != 
z1.id)”, where the first “id” refers to the parameter “id” of the second Zone event in the pair 
named “z2”, and “z1.id” refers to the parameter  “id” of the first Zone event in the pair named 
“z1. 

An example of a more an EPL using windows is that of Trajectory, found in Listing 7. 

INSERT INTO Trajectory 
SELECT window(*) as trajectory, avgDeviationFromLineCount(window(*)) 
as deviationFromLine  
FROM Position.win:length(30) 
 
Listing 7: EPL for the logical sensor Trajectory 

The part of the “FROM”-statement “.win:length(30)” determines that the trajectory should be composed 
of the last 30 events from the logical sensor Position. These events are accessed collectively via the 
keyword “window(*)”, and stored in the parameter “trajectory”  and passed to the CAF 
“avgDeviationFromLine” to compute the parameter “deviationFromLine”. To restrict the number of 
events in the trajectory via a time window, the last part of the “FROM”-statement can be substituted with 
“.win:time(X seconds)”, where X is the duration of the time window specified in seconds. 


