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Abstract

Antideuteron cosmic rays constitute a promising channel for indirect detec-
tion of dark matter, and experimental data sensitive to prospective dark
matter signals can be expected in the near future. The antideuteron chan-
nel has a substantial uncertainty component originating from the theoretical
description of antideuteron formation. We here investigate the uncertainty
contributions from Monte Carlo hadronization modeling, and explore the
prospects of tuning Monte Carlo event generators specifically for antideuteron
formation. We further calculate the antideuteron spectra from gravitino de-
cays in supersymmetric models with trilinear R-parity violation (RPV), and
estimate the limits on the RPV couplings that can be set by near future
experimental data. As an alternative to the established coalescence model
of antideuteron formation, we introduce an alternative model based on ex-
perimentally measured antideuteron formation cross sections. We find this
model to give a more consistent description of experimental antideuteron
data, giving a significantly better description of recent data from the ALICE
experiment, which the coalescence model fails to reproduce.

Many well motivated dark matter models originate from models of new
physics with large numbers of free parameters, whose phenomenology can
vary drastically across their parameter spaces. In order to identify the model
that is in best agreement with current experiments, global fits, taking all rel-
evant data into account, are necessary. A significant part of the work behind
this thesis has been contributions to the development of the GAMBIT fitting
code; the most significant contribution being the development of a Monte
Carlo cascade decay code that will allow cosmic ray data to be included in
the fits.
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Preface

The main topic of this thesis is indirect detection of particle dark matter
with cosmic ray antideuterons, focusing on the theoretical description of the
antideuteron formation in high-energy processes. The work has led to the
publication of three papers, which form the basis for this thesis. A significant
amount of the work behind this thesis have also been contributions to the
development of the GAMBIT global fitting code; the main contribution being
the development of a cascade decay Monte Carlo code, which will enable
cosmic ray data to be included in the fits.

This thesis is divided into three parts: Part I gives a general introduction
to the field, and introduces some of the physics relevant to this work; Part II
introduces the papers and the work performed as a part of this thesis, and
discusses the papers in context of the field; Part III contains the papers that
form the basis for this thesis. In Chapter 1, we give an overview of some of
the most important evidence for dark matter, and in Chapter 2, we introduce
some of the most popular dark matter candidates. In Chapter 3, we discuss
supersymmetry — one of the most studied New Physics models — and its
prospective dark matter candidates, while Chapter 4 closes Part I with a
discussion of the most important dark matter searches. Chapter 5, being the
first chapter of Part II, discusses the physics of antideuteron formation, and
puts the papers of this work in context of the field; while Chapter 6 discusses
the importance of parameter scans in New Physics models, and introduces
the contributions of this work to the GAMBIT fitting code. Finally, Chapter 7
gives a summary of the work and results presented in Part II.
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Part I

Background
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Chapter 1

The case for dark matter

The existence of Dark Matter (DM) is well documented, and its presence
is currently one of the strongest indications of physics beyond the Standard
Model (SM) of particle physics. In this chapter, we will review some of the
most important evidence for dark matter, and why it necessitates Beyond
the Standard Model (BSM) physics.

1.1 Kinematics

Evidence for dark matter has been found across the board from intragalactic
to cosmological scales. The first observations were made almost simultane-
ously at galaxy and cluster scales, and in both cases by inferring missing mass
from the kinematics of the systems. While Fritz Zwicky, whom we shall re-
turn to shortly, is often quoted to be the first to discover dark matter though
his observations of the Coma cluster in 1933 [1], J. H. Oort postulated the
presence of dark matter in the Milky Way in a publication a year earlier [2].
Using Doppler shifts to study the velocities of stars near the Galactic plane,
Oort found the velocities of the stars to be too large to be gravitationally
bound by the luminous mass in the Galaxy. He thus concluded that, barring
erroneous measurements, either 85% of the light from the Galactic center
had to be occluded by dust (thus giving an underestimate of the amount
of luminous matter), or there had to be a large amount of unobserved non-
luminous matter in the Galaxy. In the following year, Zwicky published his
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4 Chapter 1. The case for dark matter

famous work, in which he used Doppler shifts to measure the velocity dis-
persions in clusters of galaxies; bringing particular attention to the Coma
cluster. Estimating the mass of the Coma cluster based on its nebulae, he
used the virial theorem to find the expected velocity dispersion, and found
the observed velocities to far exceed the possible velocities for a gravitation-
ally bound system. Indeed, he estimated that in order to fulfill the virial
theorem, the density of the cluster had to be at least 400 times larger than
his prediction based on luminous matter. It has since been found that Zwicky
significantly overestimated the mass-to-light ratio of the cluster due to as-
suming a too large value of the Hubble parameter, and it has also been found
that ∼15% of the mass of the cluster is contained in hot intracluster gas [3].
While the amount of dark matter needed to describe the Coma cluster today
is significantly lower than Zwicky estimated, it still stands as a strong piece
of evidence for dark matter. With modern techniques, X-ray observations
of virialized intracluster gas, together with gravitational lensing studies can
be used to obtain far more accurate measurements of the masses of galaxy
clusters, but the basic principles are still the same.

While dark matter was independently discovered at both galaxy and clus-
ter scales already in the early 30s, the connection between the two was not
drawn at the time. The idea of dark matter was generally received by skep-
ticism for years to come, and it was not until the 70s that the dark mat-
ter hypothesis truly began to gain traction in the astrophysics community.
Through numerical and theoretical studies, it was found that a configuration
where the mass of the galaxy is distributed in the galactic plane is inher-
ently unstable, and should collapse towards a bar shape on cosmologically
short time scales. Using N-body simulations, Ostriker and Peebles [4] found
that this the problem could be resolved by adding an additional spherical
halo component of unseen matter. At the same time, large scale studies of
galactic rotation curves (orbital speed as function of radius) were performed
by Vera Rubin and others; see e.g. Refs. [5, 6]. Studying spiral galaxies
whose plane is close to parallel to the line of sight, the difference in the
Doppler shift between the approaching and receding side of a galaxy can be
used to precisely measure its rotation curve. What was found, and what is
still our strongest evidence for dark matter on galactic scales, is that while
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the rotation curves expected from the distributions of luminous matter drop
relatively quickly towards large radii, the observed rotation curves typically
flatten. The rotation curve of NGC6503 is a perfect example of this be-
haviour, as seen in Fig. 1.1. As the figure shows, the contributions to the
orbital speed from the disk and the intragalactic gas are not nearly sufficient
to describe the observed rotation curve, necessitating a large contribution
from an extra halo component.

Dark matter is not the only theory capable of explaining the observed
kinematical distributions of galaxies and galaxy clusters; modified gravity
theories being the main alternatives. We will not discuss modified gravity
theories in any detail here, but in the following sections rather comment
on them in context of some of the observations typically attributed to dark
matter.

1.2 Gravitational lensing
On galaxy cluster scales, one of the most powerful approaches to measuring
the abundance of dark matter, is to combine optical and X-ray measure-
ments with gravitational lensing studies. Optical and X-ray observations of
the galaxies and the intracluster gas gives a measure of the baryonic matter
content, while gravitational lensing measurements gives us the total mass of
a cluster; thus allowing us to infer the dark matter abundance. The concept
of gravitational lensing is based on light from background objects being de-
flected by the gravitational field of the cluster in question, and in the case of
strong lensing producing up to several magnified and distorted images of the
background objects around the cluster1. More commonly, the lensing effects
are not strong enough to be observed in a single background source, but pro-
duce a systematic distortion in the background sources around the cluster.
Through analysis of the background distortions, the gravitational potential
of a cluster can be mapped out, thus inferring the total mass and the mass
distribution of the cluster. The most famous example of gravitational lens-
ing in the context of Dark Matter, is the 1E 0657-56 ‘Bullet Cluster’, shown

1In extreme cases, the distorted image can even envelop the entire cluster in a so-called
Einstein ring.
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Figure 1.1: Rotation curve of the spiral galaxy NGC6503. The data points
show the observed rotation curve, while the dashed and dotted lines show
the contributions from the disk and intragalactic gas, respectively. The dot-
dashed line shows the contribution attributed to dark matter, which is re-
quired for the total orbital speed (solid line) to fit the observational data.
Figure from Ref. [7].
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Figure 1.2: Composite image of the 1E 0657-56 Bullet cluster [8]. The X-ray
emissions from the hot intracluster gas are here shown in pink, while the blue
color shows the mass distribution inferred from gravitational lensing.

in Fig. 1.2. The Bullet cluster is a case of two galaxy clusters that have
recently collided. The galaxies of each cluster have largely passed through
the other cluster without collisions, while the intracluster gas clouds — ex-
periencing considerable friction in passing through each other — have been
slowed down, giving a spatial separation between the galaxies and the gas
clouds. As the primary baryonic mass contribution in the clusters comes from
the intracluster gas, one would expect the mass distribution of the cluster to
roughly follow the distribution of the gas. What is observed, however, is that
the mass distribution follows the galaxies, inferring a large mass contribution
from (weakly self-interacting) dark matter. Even in modified gravity theo-
ries, some amount of dark matter is generally required in order to explain
this observation.

On smaller scales, so-called microlensing studies can be used to search
for dark matter in the form of low-luminosity massive objects like faint stars,
neutron stars, Jupiter-like objects, or black holes — collectively referred to
as Massive Compact Halo Objects (MACHOs). These objects are not heavy
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enough to produce resolvable background distortions the way galaxy clusters
do, but the lensing effects will produce characteristic enhancements of the
luminosity of background objects when passing in front of them. While
MACHOs have been observed using this technique, microlensing events have
for MACHO masses above ∼ 10−9 Solar masses been found to be too rare to
be consistent with an all-MACHO dark matter halo in the Milky Way [9].

1.3 Cosmology

While the evidence discussed so far gives some indication that dark matter
is non-baryonic, the most definitive evidence of its exotic nature comes from
cosmology. Cosmology offers several probes for both the nature and abun-
dance of dark matter, and we will here discuss some of the most important
ones.

1.3.1 Big Bang nucleosynthesis

In order to get a handle on the dark matter density of the universe, it is nec-
essary to have a measure of the abundance of ordinary baryonic matter. Big
Bang Nucleosynthesis (BBN) describes the synthesis of the lightest elements
(D, 3He, 4He, and 7Li) during the first few minutes after the Big Bang, and
is our most reliable probe of the baryon density. With the exception of some
dependence on neutrino physics, the process depends purely on the baryon-
to-photon ratio η ≡ nb/nγ and nuclear reaction rates that can be measured in
laboratory experiments. nb and nγ are here the baryon and photon number
densities, respectively. The baryon-to-photon ratio η is directly related to
the baryon mass density Ωb, and by deriving the photon density nγ from the
present Cosmic Microwave Background (CMB) temperature Tγ0 = 2.7255 K,
Ωb can be shown to be given by [10]

Ωb ≡ ρb
ρcrit
� η10h

−2

274 , (1.1)
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where η10 ≡ η × 1010, h ≡ H0/(100 km s−1 Mpc−1) 2, H0 = 67.74 ±
0.46 km s−1 Mpc−1 [11] is the Hubble parameter, which describes the (present)
expansion rate of the universe, and ρcrit is the critical density — the energy
density required for a geometrically flat universe. By measuring the abun-
dances of the various light elements, and comparing them with the predictions
from BBN, the baryon-to-photon ratio η — and hence the baryon density
Ωb — can be fixed, as seen in Fig. 1.3. The best fit combination of the dif-
ferent elements yields 0.021 ≤ Ωbh2 ≤ 0.025 at 95% CL [10], corresponding
to Ωb ≈ 0.05. As seen in the figure, this is in excellent agreement with the
corresponding value obtained from CMB measurements. It should be noted
that the 7Li/H ratio does not agree very well with the best fit baryon den-
sity, an issue commonly referred to as the lithium problem. The origin of this
discrepancy has not yet been determined; it could simply be an issue in cor-
rectly determining the primordial lithium abundance from the experimental
measurements, or it could be a hint of new physics or missing contributions
in the theory. We refer to Ref. [12] for a recent BBN review that also covers
the lithium problem.

1.3.2 CMB and BAO

Measurements of the Cosmic Microwave Background (CMB) and Baryon
Acoustic Oscillations (BAO) provide some of our most powerful probes, not
only of dark matter, but of the entire energy content of the universe. The
CMB is the relic radiation from the time of recombination, when the fully
ionized baryonic matter in the universe started forming neutral atomic states,
and the universe went from being opaque to transparent to radiation. The
CMB originates directly from the surface of last scattering, and anisotropies
in the CMB reflect the structure of the ionized plasma at the time of recom-
bination.

Before recombination, the photons and ionized baryons3 were tightly cou-
pled through Thomson scattering, comprising a baryon-photon fluid. In the

2Due to the historically large uncertainties on H0, it is common to parameterize this
uncertainty through the quantity h.

3‘Baryons’ in this context also includes the free electrons.



10 Chapter 1. The case for dark matter

Figure 1.3: Abundances of light elements, as predicted by (Standard Model)
Big Bang nucleosynthesis. Y here denotes the 4He mass fraction, while the
other quantities are given as number density ratios with respect to hydrogen.
The bands show 95% CL ranges, while the yellow boxes indicate observed
abundances. The narrow vertical band indicates the 95% CL baryon density
inferred by CMB measurements, while the wider band is the 95% CL baryon
density resulting from a combined fit of the different BBN observables. Figure
from Ref. [10].
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time after inflation (a period of rapid expansion in the early universe)4, initial
density perturbations in the dark matter density would grow due to gravita-
tional attraction, and the baryon-photon fluid would fall into the resulting
gravitational wells. Gravity and pressure here constitute restoring forces,
leading to an oscillatory system: as the baryon-photon fluid falls in, it pro-
duces a region of overdensity and overpressure, which in turn leads to an
outgoing acoustic spherical wave. As the wave expands, it is slowed down
and eventually halted by the gravitational attraction of the density pertur-
bation, and the system recollapses. These oscillations are referred to baryon
acoustic oscillations. During recombination, the strong coupling between the
baryon and photons disappeared, and the photons could freely escape the
density perturbations, producing what would become the CMB we see to-
day. The baryons — now no longer coupled to the radiation pressure waves
— would stall, forming spherical shells around the dark matter density per-
turbations. The baryonic matter would then go on to collapse and form
galaxies; in most cases at the center of the original perturbations, but in
other cases in the spherical shells instead — leading to correlations in the
distribution of galaxies at a scale corresponding to the characteristic radii of
the shells.

Baryon acoustic oscillations are required to explain the large scale struc-
ture of the Universe, and require the presence of cold or possibly warm dark
matter, capable of forming the necessary density perturbations, in order to
form the observed structure. ‘Cold’ and ‘warm’ here refers to dark mat-
ter that was non-relativistic or borderline relativistic when the dark matter
density stabilized in the early universe. The dark matter cannot be hot,
i.e. relativistic, or it would freely stream out of the gravitational potentials,
washing out the perturbations.

Large scale structure surveys, such as BOSS [13] and WiggleZ [14], and
CMB measurements with experiments like WMAP [15] and Planck [11] are
sensitive to different aspects of both BAO physics and the expansion of the
universe, and thus provide complementary probes of numerous cosmologi-

4While inflation is not a part of ‘standard’ Big Bang cosmology, it is a widely well
regarded solution to the flatness and horizon problems of the Universe: why the Universe
is flat, and why apparently causally disconnected regions have the same temperature.
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cal parameters related to the shape, content, and history of the universe.
Figure 1.4 shows a now slightly outdated combined fit of BAO, CMB, and
supernova type Ia data (which we will not discuss in detail here), and gives
a remarkably self-consistent picture of the universe: the universe is (more
or less) geometrically flat (Ωtot ≡ ρtot

ρcrit
≈ 1), has a total matter density of

Ωm ∼ 0.3, and is dominated by some yet unexplained ‘dark energy’ parame-
terized through ΩΛ ∼ 0.7. A more recent fit by the Planck collaboration gives
the precise values of Ωm = 0.3089±0.0062 and ΩΛ = 0.6911±0.0062 [11]; the
energy contribution from radiation, i.e. photons, is negligible in this context.
With a baryon density fixed at Ωb ≈ 0.05 by both BBN models and CMB
measurements, it is clear that the vast majority of the matter content in
the universe must be made up of non-baryonic dark matter. This picture is
consistent with the observational evidence for dark matter at smaller scales,
strongly favoring dark matter over pure (dark matter-less) modified gravity
theories, which generally are only able to describe observations in a small
range of scales at a time.



1.3. Cosmology 13

Figure 1.4: Best fit matter and dark energy densities for the ΛCDM concor-
dance model of cosmology from BBN, CMB, and supernova type Ia measure-
ments [16]. The shaded regions show 68.3%, 95.4%, and 99.7% bounds. The
supernova (SNe) data used here includes statistical errors only. For more a
recent fit that uses recent Planck data, see Ref. [11]. Figure from Ref. [16].





Chapter 2

Dark matter candidates

A plethora of dark matter candidates have been suggested over the years,
and we will here only give a brief introduction to some of the more popular
models.

2.1 Standard Model dark matter?

The natural first place to search for dark matter candidates, is among the
known particles of the Standard Model. As discussed in the previous sec-
tions, cosmological constraints on the baryon density of the Universe strongly
disfavour baryonic dark matter candidates. Microlensing searches further
constrain baryonic dark matter in the form of MACHOs, and also put strong
constraints on dark matter in the form of primordial black holes [9]. The
Standard Model does, however, contain one set of particles that fulfill the
requirements for a particle dark matter candidate: the neutrinos. The neutri-
nos are apparently stable, massive, and interact only through the weak force.
However, with an experimental mass constraint of ∑mν < 0.23 eV from cos-
mological fits [11], neutrinos produced through thermal processes would be
relativistic in the early Universe, and thus constitute hot dark matter. Hot
dark matter, as discussed earlier, would wash out density perturbations in the
early Universe, breaking the formation of the observed large scale structure.
While Standard Model neutrinos are ruled out as the primary dark matter

15



16 Chapter 2. Dark matter candidates

component, their existence dictates that they must at least constitute some
minor fraction of the total dark matter density1.

Right-handed or ‘sterile’ neutrinos are not part of the Standard Model,
but are viable dark matter candidates. Unlike ordinary neutrinos, sterile
neutrinos do not interact through the weak force, but can couple to Standard
Model particles through mixings with the Standard Model neutrinos. Sterile
neutrinos would typically produced through non-thermal processes in the
early Universe, and can thus constitute cold or warm dark matter, even with
low masses.

2.2 The axion

The strong force of the Standard Model should a priori be expected to vio-
late CP , but this has not been observed experimentally; a problem referred
to as the strong CP problem. A natural solution to this problem is found
by introducing a new spontaneously broken global U(1) symmetry, as first
proposed by Peccei and Quinn [18]. The spontaneous breaking of this sym-
metry leads to the introduction of a new Goldstone boson: the axion. Axion
dark matter is restricted to masses in the μeV–meV range by astrophysical
and cosmological constraints [19, 20], but due to its production mechanisms
in the early universe, axions can still constitute cold dark matter. The axion
couples to photons through a two-photon vertex given by

L = gaγγa �E · �B, (2.1)

where �E and �B are the electric and magnetic field components, a is the axion
field, and gaγγ is a coupling constant. This coupling allows the axion to decay
into photons, but more importantly also allows for conversion of axions to
photons in electromagnetic fields.

1If produced through thermal freeze-out, as will be discussed in Section 2.3.1, their
current abundance is given by [17]

Ωνh2 =
∑
umνi

94.12 eV
< 2.4× 10−3,

a rather insignificant fraction of the total matter density.
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While the axion decay rate is extremely low, the photon conversion rate
can be significantly higher [21], giving an astrophysical gamma ray flux from
axion–photon conversion in the Galactic magnetic fields, and also allowing
for axion detection using specialized EM cavity experiments. Due to its
extremely low mass, axion dark matter would not give a decay signal in any
other cosmic ray channels.

2.3 WIMPs

Weakly Interacting Massive Particles (WIMPs) are by far the most studied
class of dark matter candidates. WIMPs are, as the name suggests, massive
particles that interact with Standard Model particles only through the weak
force. WIMPs can in principle have any mass, but the term is predominantly
used to describe cold dark matter candidates with masses near the weak
scale Eweak ∼ 100 GeV. Examples of WIMP dark matter candidates include
the lightest neutralino in supersymmetric theories, the lightest Kaluza-Klein
state in theories of extra dimensions, and the (now excluded) Standard Model
neutrino. There are several reasons for the popularity of the WIMP dark
matter hypothesis, and we will here discuss a couple of the more compelling
arguments.

2.3.1 Miraculous freeze-out

The current dark matter density of the Universe, often referred to as the
‘relic density’, is determined by the dark matter production mechanisms
in the early Universe. Dark matter candidates are often divided into two
groups, thermal and non-thermal dark matter, referring to whether or not
the dark matter candidate was thermally produced, and in chemical equilib-
rium with the radiation and ordinary matter in the early universe. By ther-
mal production, we here refer to dark matter production through scatterings
of Standard Model particles in the hot primordial plasma, shortly after the
Big Bang. Chemical equilibrium entails that the thermal production and the
destruction of dark matter through annihilations or decays proceed at equal
rates. WIMPs predominantly fall in the category of thermal dark matter,
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while sterile neutrinos, axions, and gravitinos (which we will discuss later) are
non-thermal dark matter candidates. While the latter candidates can also be
produced through thermal processes, they generally do not reach chemical
equilibrium, and hence are not regarded thermal dark matter. The reason
for this distinction is the mechanism through which the dark matter density
becomes fixed. For non-thermal dark matter candidates, the relic density
depends strongly on initial conditions and details of the production mech-
anism, while for thermal dark matter, the relic density can be determined
from thermodynamics.

Consider a simple scenario, where WIMP dark matter candidates χ are
created and annihilated through 2→ 2 processes with Standard Model par-
ticles SM, SM× SM → χχ and χχ → SM× SM. As the Universe expands,
the temperature drops, and at some point the average energy of SM parti-
cle interactions drops below the threshold for dark matter pair production,
rendering the SM× SM → χχ process inefficient. The annihilation process
χχ → SM× SM, on the other hand, remains in full effect, and the dark
matter density proceeds to drop exponentially, ∼ e−mχ/T , where T is the
temperature, until the point where the expansion rate of the Universe and
the annihilation rate are of similar magnitudes. At this point, the dark
matter particles have become too diluted for the annihilation process to be
effective, and the dark matter density per co-moving volume stabilizes. This
process is commonly referred to as chemical decoupling or ‘freeze-out’2, and
is illustrated in Fig. 2.1, where we show the time/temperature evolution of
the dark matter number density. As illustrated by the figure, the resulting
dark matter relic density is largely determined by the DM annihilation cross
section; a larger cross section leading to a lower relic density because of later
freeze-out.

For a quantitative description of the freeze-out process, the time evolution
of the number density nχ of a thermal dark matter candidate is described by

2Scattering processes SMχ→ SMχ can still be effective after the chemical decoupling,
keeping the dark matter candidate in thermal equilibrium with the Standard Model par-
ticles. These processes, too, become inefficient when the expansion rate of the Universe
exceeds the respective interaction rate, and this is referred to as thermal decoupling/freeze-
out.
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Figure 2.1: Illustration of the evolution of the DM number density as the
universe cools. The lower end of the temperature axis, x = m/T = 1, is
the temperature at which the dark matter production process SM× SM →
χχ starts to become inefficient, and the dark matter density begins to fall
exponentially. As the temperature drops due to expansion, the annihilation
process χχ → SM× SM eventually also becomes inefficient, fixing the DM
density. The solid line shows the number density for a dark matter particle
while it remains in equilibrium, while the dashed lines show the freeze-out of
dark matter particles with different annihilation cross sections. Figure from
Ref. [7].

the Boltzmann equation

dnχ
dt

= 3Hnχ + 〈σv〉(n2
eq − n2

χ), (2.2)

where H = ȧ/a is the Hubble expansion rate, and 〈σv〉 is the thermal aver-
age of the dark matter annihilation cross section times the relative velocity of



20 Chapter 2. Dark matter candidates

the annihilating dark matter particles. The first term on the right hand side
describes the dilution of dark matter due to the expansion of the universe,
while the second term describes the change in density due to deviation from
the equilibrium density neq. The Boltzmann equation can be solved numer-
ically using DM calculation tools such as DarkSUSY [22] or MicrOMEGAs [23]
to obtain the relic densities of prospective dark matter candidates. In many
BSM models — supersymmetry in particular — complications can arise when
the dark matter candidate is close to mass degenerate with other particles
in the BSM spectrum. Coannihilations between the dark matter candidate
and other BSM particles with masses within 10–20% of the DM mass can
significantly increase the DM annihilation rates in the early universe, giving
a far lower relic density than one would naively expect.

For a model with no coannihilations or other complicating features, the
present relic density of a WIMP dark matter candidate with a mass near the
weak scale is to good approximation given by [7]

Ωχh2 = 0.1 3× 10−26cm3s−1

〈σv〉 . (2.3)

To get the correct dark matter relic density today, we thus require an anni-
hilation cross section of 〈σv〉 ≈ 3× 10−26cm3s−1. From dimensional analysis,
a “natural” value of this cross section can for a weakly interacting particle
be estimated as 〈σv〉 ∼ α2

w/E
2
weak ≈ 10−25cm3s−1, where αw ≈ 1/29.5 is the

weak fine structure constant, and Eweak ≈ 100 GeV is the weak scale. The
remarkable coincidence (or non-coincidence) that a weakly interacting dark
matter candidate with a mass near the weak scale naturally gives a relic
density within an order of magnitude of the observed value, is often referred
to as the ‘WIMP miracle’, and is considered a highly compelling piece of
evidence for WIMP dark matter.

2.3.2 WIMPs and the hierarchy problem

A reason why the WIMP miracle is so compelling, is how it coincides with the
need for new physics close to the weak scale to resolve the hierarchy problem
of the Standard Model. The hierarchy problem is a fine-tuning problem
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involving radiative corrections to the Higgs mass. Self-energy diagrams for a
fundamental scalar like the ones shown in Fig. 2.2 are quadratically divergent
in UV cutoff scale, Δm2

H ∝ Λ2
UV. While fermions and bosons give opposite

sign contributions, barring an incredible numerical accident, this does not
lead to a cancellation given only the Standard Model field content. The

H H

f

H H

Figure 2.2: Fermionic (left) and bosonic (right) self-energy diagrams for the
Higgs boson.

cutoff scale is generally interpreted as the scale at which new physics becomes
important, and in the absence of new physics below the Planck scale MP =
2.4 × 1018 GeV, where quantum gravity is assumed to become important,
there is no a priori reason to expect a Higgs mass near the weak scale, or at
all significantly below the Planck scale. The physical Higgs mass is given by
the sum of the tree level mass and the radiative corrections, m2

H ∼ Λ2
UV−μ2,

and in order to obtain the measured Higgs mass of mH ≈ 125 GeV, we
must have a cancellation between terms hundreds of orders of magnitude
larger. In order for this cancellation to be of a more probable magnitude3,
new physics will have to appear relatively close to the weak scale. While one
could argue that the hierarchy problem is merely a cosmetic problem, fine-
tuning of this kind seems unnatural, and is a likely symptom of an underlying,
more fundamental theory.

2.4 FIMPs, superWIMPs and freeze-in
As previously mentioned, it is possible for non-thermal dark matter candi-
dates to be produced through thermal processes. This is the case when the

3Exactly what a probable magnitude is, is much debated matter.
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dark matter candidate is too weakly interacting, and has a too low annihi-
lation cross section to reach chemical equilibrium. This class of dark matter
candidates is some times referred to as Feebly Interacting Massive Particles
(FIMPs) [24], and rather than being subject to the freeze-out process seen in
WIMP dark matter, the relic density of FIMPs is fixed by a process referred
to as ‘freeze-in’. Freeze-in can be thought of as the opposite of freeze-out:
as the dark matter never reaches chemical equilibrium, the number density
steadily increases until the temperature of the primordial plasma drops below
the dark matter mass, rendering the thermal production process inefficient.
As the self-annihilation cross section of these dark matter candidates is very
low, the expansion rate of the Universe is already higher than the annihila-
tion rate at this point, and instead of dropping exponentially, the number
density freezes in. In contrast to the freeze-out mechanism, where a stronger
coupling to SM particles leads to a higher annihilation cross section, and thus
a lower relic density, a stronger coupling in the freeze-in mechanism generally
increases the FIMP production rate, leading to a higher relic density.

A related class of particles are the so-called superWIMPs — Superweakly
Interacting Massive Particles [25]. This classification is most commonly used
to describe even more weakly interacting particles that are produced predom-
inantly through decays of heavier BSM particles. The heavier particle(s) are
here typically WIMPs or FIMPs, produced through the thermal freeze-in
or freeze-out processes discussed earlier. The relic density of a superWIMP
dark matter candidate X is directly related to the would-be relic density of
the particle Y that decayed to produce it, and is given by

ΩX = mX
mY

ΩY , (2.4)

where Ωi and mi respectively are the relic density and mass of particle i. The
gravitino in supergravity theories is an example of a possible superWIMP
candidate, and can be produced through decays of heavier supersymmetric
particles — more on this in the following sections.
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Supersymmetry

The by far most studied theory in the context of both dark matter and BSM
physics in general, is supersymmetry (SUSY). Supersymmetry introduces
a symmetry that transforms bosons into fermions and vice versa, implying
that every standard model particle has one or more superpartner particles —
commonly abbreviated ‘sparticles’1. As we will see, supersymmetry is capable
of solving numerous problems of the Standard Model, such as the hierarchy
problem, and provides several good dark matter candidates. The perhaps
most appealing feature is, however, that these are emergent properties of the
theory, and not put in by construction.

3.1 Theoretical motivations

One of the original motivations for introducing supersymmetry was unifying
the spacetime symmetries of the Poincaré group (which describes special
relativity) with the internal gauge theory symmetries of particle physics in
a non-trivial way. This idea was severely obstructed by a series of “no-go”
theorems, proving that under a set of reasonable assumptions, no non-trivial
extension of the Poincaré group is possible; culminating in the 1967 paper
“All possible symmetries of the S-matrix” by Coleman and Mandula [26].

1For later reference, we note that the naming convention for sparticles is for super-
partners of SM fermions to have an ‘s’-prefix added to the name of the fermion, while the
superpartners of SM bosons are given an “ino” suffix.

23
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By 1975, however, a loophole in these theorems had been discovered: The
theorems are based on the assumption that the symmetry groups of the
theory are Lie groups, whose algebra is based on commutation relations. By
changing the rules, and introducing the concept of graded Lie algebras, which
also allow for anticommutators, the no-go theorems can be avoided. With
the paper “All possible generators of supersymmetries of the S-matrix” [27],
Haag, Lopuszanski and Sohnius showed that not only is supersymmetry a
possible non-trivial extension of Poincaré algebra, it is also the most general
extension of special relativity that can be formulated without violating a set
of physically very well motivated assumptions, such as causality and finiteness
of the number of particles.

Using graded Lie algebras, the Poincaré group can be extended by intro-
ducing a set of four anticommuting operators Qa, which are the generators
for supersymmetry transformations. It is also possible to have extended su-
persymmetries with several sets of supersymmetry generators, Qαa , where
α = 1 . . . N , giving so-called N > 1 supersymmetries. Chiral fermions are,
however, only allowed by N = 1 supersymmetry, and if extended supersym-
metries are realized in nature, they must necessarily be broken at higher
scales, possibly leaving a N = 1 supersymmetry that could have implica-
tions at experimentally relevant energies. It should be noted that N = 1
supersymmetry does not fulfill the original motivation of unifying the inter-
nal gauge symmetries with the symmetries of spacetime; though it might be
possible in N > 1 supersymmetries.

The generators Qa of N = 1 supersymmetry can be shown to fulfill the
relations

{Qa, Q̄b} = 2 /Pab, (3.1)

[Qa, Pμ] = [Q̄a, Pμ] = 0, (3.2)

{Qa, Qb} = {Q̄a, Q̄b} = 0, (3.3)

where Pμ is the energy-momentum operator. Irreducible representations of
supersymmetry are called ‘supermultiplets’, and contain equal numbers of
fermionic and bosonic states, which transform into each other under su-
persymmetry transformations. Particles from the same supermultiplet are
superpartners of each other. Since the supersymmetry operators Qa com-
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mute with Pμ, they also commute with the mass operator P 2, implying that
SM particles and their superpartners should have the same mass. This is
obviously not the case in nature, as such particles would easily have been
discovered experimentally. If supersymmetry is realized in nature, it must
necessarily be a broken symmetry at low energies.

One very appealing feature of unbroken supersymmetry, is that it nat-
urally provides an elegant solution to the hierarchy problem. As briefly
touched upon in Section 2.3.2, bosonic and fermionic loops provide opposite
sign contributions to the Higgs mass, and in unbroken supersymmetry, the
contributions from SM particles and the corresponding superpartners cancel
exactly. It is, however, clear that supersymmetry must be broken, and it is
therefore natural to ask if the breaking of supersymmetry will re-introduce
the quadratic divergences it so elegantly abolished. The answer is that it all
comes down to how supersymmetry is broken.

For a theorist, spontaneous supersymmetry breaking, similar to the Higgs
mechanism of the Standard Model, would by far be the most appealing op-
tion, as the symmetry would remain in the Lagrangian. While it is possible
to formulate models in which supersymmetry is spontaneously broken at the
electroweak scale, it turns out to be very difficult to avoid having at least some
sparticles that are lighter than their SM equivalents, which in turn subjects
the model to severe experimental constraints. In absence of a satisfactory
supersymmetry breaking mechanism, it is common to parameterize our ig-
norance of this mechanism by introducing explicit supersymmetry breaking
terms in the Lagrangian, presumably corresponding to interactions with some
decoupled hidden sector of a more general theory at a high energy scale. In
order to do this without re-introducing quadratic (or worse) divergences in
scalar mass corrections, one is limited to a set of so-called ‘soft terms’, whose
dependence on the UV cutoff is at most logarithmic. We will come back to
these later.

3.2 The MSSM

The Minimal Supersymmetric Standard Model (MSSM) is the minimal su-
persymmetric extension of the Standard Model in terms of field content, in-
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troducing only the fields necessary to make the Standard Model Lagrangian
invariant under N = 1 supersymmetry transformations. This means intro-
ducing scalar superpartners for the Standard Model fermion fields, as well
as fermionic superpartners for the gauge boson fields. Supersymmetriza-
tion of the Higgs sector requires the introduction of a second Higgs doublet,
as well as fermionic superpartners for all the Higgs fields. Not only is the
HC = −i(H†σ2)T construction that gives masses to up-type quarks in the
SM forbidden by supersymmetry invariance, but having only a single Higgs
doublet will also lead to gauge anomalies in a supersymmetric model. In the
MSSM, the up- and down-type quarks are given masses by different Higgs
doublets,

Hu =
(
H+
u

H0
u

)
, (3.4)

giving masses to the up-type quarks, and

Hd =
(
H0
d

H−d

)
, (3.5)

giving masses to the down-type quarks, as well as the leptons2.
The introduction of the new field content allows for a number of new

interactions, most of which, for unbroken supersymmetry, are derived from
the ‘superpotential’. The superpotential for the MSSM is given by

W =εab
[
μHauH

b
d + (yu)ijQaiHbuŪj + (yd)ijQaiHbdD̄j + (ye)ijLaiHbdĒj

]
, (3.6)

where the indices i, j = 1 . . . 3 denote generations, and are implicitly summed
over; as are SU(2)L doublet indices a, b = 1. εab is the antisymmetric Levi-
Civita tensor, and yu, yu, and ye are respectively the Yukawa coupling
matrices for up- and down-type quarks and leptons. The coupling between
the two Higgs doublets, μ, is a free parameter of the model. All the terms
are here expressed in terms of ‘superfields’ — generalized fields, whose com-
ponent fields constitute supermultiplets; in other words containing both the
standard model fields and their superpartners. A Lagrangian expressed in

2In the MSSM, as in the Standard Model, the neutrinos are massless.
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terms of superfields in a superpotential is inherently supersymmetric, and the
superfield formalism is therefore an elegant tool for formulating supersym-
metric theories. The superfields Q and L in Eq. (3.6) respectively contain
the SU(2)L doublet (s)quark and (s)lepton fields, while Ū , D̄, and Ē contain
charge-conjugates of the right-handed SU(2)L singlets: up-type (s)quarks,
down-type (s)quarks, and (s)leptons, respectively. Derivatives of the super-
potential with respect to its superfields give rise to all non-gauge interaction
terms for the Standard Model particles and their superpartners. The deriva-
tion of the resulting Lagrangian is not of particular relevance to the following
discussion, and will therefore not be reproduced here. We instead refer to
Ref. [28] for a detailed description.

As previously discussed, supersymmetry must be a broken symmetry if
realized in Nature, and soft breaking terms are commonly introduced to
parameterize our ignorance of the supersymmetry breaking mechanism. The
MSSM includes the most general set of soft breaking terms, given by the
Lagrangian

Lsoft =−
[
Q̃†i (m2

Q)ijQ̃j + d̃†Ri(m2
D)ij d̃Rj + ũ†Ri(m2

U )ijũRj

+ L̃†i (m2
L)ijL̃j + ẽ†Ri(m2

E)ij ẽRj
]

− 1
2
[
M1

¯̃B0B̃0 +M2
¯̃WAW̃A +M3 ¯̃gB g̃B

]

− i2
[
M ′1

¯̃B0γ5B̃0 +M ′2 ¯̃WAγ5W̃A +M ′3 ¯̃gBγ5g̃B
]

−m2
Hu |Hu|2 −m2

Hd
|Hd|2 + [bHauHda + h.c]

+ εab
[
(au)ijQ̃aiHbdũ

†
Rj + (ad)ijQ̃aiHbdd̃

†
Rj + (ae)ijL̃aiHbdẽ

†
Rj + h.c.

]
+ εab

[
(cu)ijQ̃aiH∗bd ũ

†
Rj + (cd)ijQ̃aiH∗bd d̃

†
Rj + (ce)ijL̃aiH∗bd ẽ

†
Rj + h.c.

]
.

(3.7)

The tilded operators here denote sparticle fields. Q̃i and L̃i are respectively
left-handed squark and slepton (quark and lepton superpartner) fields; ẽR,
ũR, and d̃R are, respectively, the right-handed3 slepton and up- and down

3Right- and left-handed in the context of squarks and sleptons refers to the chirality
of their fermionic superpartners. The sfermions themselves are scalars, and hence do not
have a chirality.
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type squark fields; and B̃0, W̃A, and g̃B are the fermionic superpartners of
the SM gauge bosons — the gauginos. A = 1 . . . 3 and B = 1 . . . 8 are gauge
field indices, and are implicitly summed over, as are i, j and a, b = 1, 2,
which have the same meanings as in Eq. (3.6). The first and second lines
in Eq. (3.7) are explicit mass terms for right- and left-handed squark and
sleptons, implying that the superpartners of fermions with different chiralities
can have different masses. The matrices m2

k are Hermitian 3 × 3 matrices,
and yield a total of 45 free parameters. The third and fourth lines are gaugino
mass terms, expressed using real mass parametersM,M ′ 4. The terms on line
four violate CP , and are therefore subject to strong experimental constraints.
The fifth line contains contains mass and interaction terms for the Higgs
sector, and the last two lines are trilinear couplings between the Higgs sector
and the squarks and sleptons. ak and ck are complex 3× 3 Yukawa coupling
matrices, adding a total of 108 free parameters. Note that the ck terms tend
to be negligibly small in models of spontaneous supersymmetry breaking,
and can lead to quadratic divergences in theories with chiral superfields that
are singlets under all gauge groups [28]. For these reasons, these terms are
typically neglected, and usually not considered to be a part of the MSSM.

In including all possible soft breaking terms, the MSSM has acquired
a huge number of free parameters, though many of the parameters can be
transformed away by re-definitions of the fields. Even taking this into ac-
count, we are still left with a 124-dimensional parameter space, which almost
entirely originates from the soft breaking terms — the μ-parameter in the
superpotential being the only exception. As such a large parameter space
is practically impossible to handle, physically (more or less) well motivated
assumptions and simplifications are made to reduce its dimensionality. These
range from empirically motivated assumptions like lack of large CP -violating
terms and flavour changing neutral currents, as used in the phenomenolog-
ical MSSM (pMSSM) [29], to assumptions on the supersymmetry breaking
mechanism and assumptions of mass and gauge coupling unifications, e.g.
used in the minimal supergravity model (mSUGRA). Even with the simpli-

4In literature, the terms on line four of Eq. (3.7) are often combined with the terms
on line three by instead using complex mass parameters (and adding Hermitian conjugate
terms).
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fying assumptions, commonly studied supersymmetry models have anywhere
from 5 to 25 free parameters, and exploring the parameter spaces can still
be a daunting task. We will come back to this in Section 6.1.

3.3 R-parity
In deriving the MSSM Lagrangian, there one issue we have neglected to men-
tion, which warrants particular attention. In the Standard Model, baryon
number (B) and lepton number (L) conservation is an accidental symme-
try that follows from gauge invariance — any gauge invariant B- or L-
violating operators would have to be dimension 5 or higher, and thus non-
renormalizable5. In supersymmetric models, however, the introduction of
scalar fields carrying lepton and baryon numbers makes renormalizable B-
and L-violating operators possible.

The superpotential of a supersymmetric theory should naively contain all
interaction terms that are not disallowed, and for the field content of the
MSSM there are several possible superpotential terms,

WRPV = εab
[
μ′iL

a
iH
b
u + λijkLaiLbjĒk + λ′ijkLaiQbjD̄k

]
+ λ′′ijkŪiD̄jD̄k, (3.8)

which violate either baryon or lepton number. Of the terms in Eq. (3.8),
the first three violate lepton number, while the last term violates baryon
number. While these terms are not in themselves problematic, baryon- and
lepton number violating processes are strongly constrained by experiments,
and the combination of B- and L-violation also allows for proton decays. To
ensure proton stability, many supersymmetric models — MSSM included —
introduce the concept of R-parity [31]: a quantum number

R = (−1)3(B−L)+2s, (3.9)

where s is the spin of a given particle, which is assumed to be multiplicatively
conserved. Standard Model particles by construction have R = 1, while their

5Baryon and lepton number violation is actually possible in the Standard Model
through non-perturbative processes called electroweak sphaleron transitions [30]. These
processes violate separate baryon and lepton number conservation, but conserve B − L.
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superpartners, differing only in spin by 1
2 , have R = −1. The conservation

of R-parity thus forbids interactions between one sparticle and two particles.
This excludes the terms in Eq. (3.8), which give rise to such interactions, and
thus ensures the conservation of lepton and baryon number. While theories
that naturally originate an R-parity can be constructed, we note that there
is no a priori reason to expect R-parity to be conserved; in models like the
MSSM the requirement is put in entirely by hand.

The conservation of R-parity has a number of phenomenological conse-
quences; the perhaps most appealing being that it ensures the stability of the
Lightest Supersymmetric Particle (LSP). R-parity conservation implies that
sparticles can only be created or destroyed in pairs, and consequently that
the LSP cannot decay. If colorless and neutral, it thus constitutes an excel-
lent dark matter candidate. There are three frequently studied dark matter
candidates in minimal supersymmetric models: sneutrinos, neutralinos and
gravitinos — the superpartners of the neutrinos, neutral gauge bosons and
higgses, and graviton, respectively. Left-handed sneutrino dark matter in
minimal supersymmetric models has been excluded as the primary compo-
nent of dark matter by direct detection experiments [32], and we will here
only discuss the latter two in further detail.

3.4 The Neutralino

The MSSM has four neutralinos, consisting of the superpartners of the neu-
tral electroweak gauge bosons and the neutral higgs bosons. As the bino B̃,
wino W̃ 0 and higgsinos H̃0

u,d have the same quantum numbers, it is possible
for them to mix, and they will generally not be mass eigenstates themselves.
In the basis χ̃0

i = (B̃, W̃ 0, H̃0
d , H̃

0
u), the neutralino mass term in the La-

grangian after electroweak symmetry breaking (EWSB) is given by

LMχ0 = −1
2(χ̃0)TMχ̃χ̃+ h.c., (3.10)
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where

Mχ̃ =

⎛
⎜⎜⎜⎜⎜⎝

M1 0 −g′vd√2
g′vu√

2
0 M2

gvd√
2 −gvu√2

−g′vd√2
gvd√

2 0 −μ
g′vu√

2 −g′vu√2 −μ 0

⎞
⎟⎟⎟⎟⎟⎠ . (3.11)

The μ-terms here come directly from the superpotential, while the g, g′-
terms originate from electroweak symmetry breaking; vu, vd being the up-
and down-type higgs VEVs. The matrix Mχ̃ can be diagonalized, and the
corresponding (mass) eigenstates are the neutralinos. The lightest neutralino,
often just referred to as “the neutralino”, is the most studied supersymmetric
dark matter candidate, and is a perfect example of WIMP dark matter.

The gaugino and higgsino constituent fields all have different couplings,
and different mixings can therefore lead to significantly different phenomenol-
ogy. Annihilations of bino-like neutralinos into fermions are helicity-suppressed,
and resonant annihilation or co-annihilations are typically required to avoid
a too large relic density in bino DM scenarios. Wino- or higgsino-like neu-
tralinos, on the other hand, can in some scenarios have greatly enhanced
annihilation cross sections due to Sommerfeld enhancement [33], decreasing
the relic density, and leading to strong indirect detection signatures. The
mixings are also central in collider phenomenology, but we will not go into
the details of this here.

3.5 The gravitino

An attractive feature of supersymmetry, is that making the supersymmetry
transformations local leads to (super)gravity. It is, however, worth noting
that N = 1 supergravity is non-renormalizable, and must hence be consid-
ered a low-energy effective theory. Analogous to local gauge transformations,
the requirement of local supersymmetry invariance of the kinetic Lagrangian
of a chiral fermion field and its scalar superpartner necessitates the introduc-
tion of auxiliary fields. One of these fields is a spin-2 field that couples to
the energy-momentum tensor known from general relativity, and can read-
ily be identified as the graviton. The other is an initially massless spin-3

2
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superpartner of the graviton — the gravitino. In order to be a prospective
DM candidate, the gravitino can, of course, not remain massless. Similar
to how the weak gauge bosons obtain their masses by “eating” the Gold-
stone bosons of electroweak symmetry breaking, the gravitino obtains its
mass from absorbing the Goldstone boson of local supersymmetry breaking.
This is commonly referred to as the Super-Higgs mechanism. The mass of
the gravitino will depend on the supersymmetry breaking mechanism, and
could a priori be any value.

Being the superpartner of the graviton, the gravitino interacts gravita-
tionally, and its interactions are generally suppressed by factors ∼ √s/MPl
or higher powers thereof. The gravitino is hence not a WIMP, but can rather
be classified a superWIMP — a superweakly interacting particle. This im-
plies that gravitino dark matter is invisible to direct detection experiments
(see Section 4.2), and has a far too low annihilation cross section to give a
detectable cosmic ray signature. Given R-parity conservation, LSP graviti-
nos are also stable, and altogether a nightmare scenario for most dark matter
searches; collider searches being a possible exception. If R-parity is violated,
however, it is possible for the gravitino to decay, producing a possibly de-
tectable cosmic ray signature.

3.5.1 Gravitino decays

The R-parity violating (RPV) terms in Eq. (3.8) do not involve the grav-
itino, so in order to describe gravitino RPV decays, let us first discuss its
possible low-energy interactions. As mentioned, the gravitino interactions
are suppressed by powers of ∼ √s/MPl, and at scales

√
s � MPl, only the

dimension-5 terms [34]

Lψ =− 1√
2MPl

D̃νφ∗iψ̄μγνγμχiR −
1√

2MPl
D̃νφiχ̄iLγνγμψμ

− i

8MPl
ψ̄μ[γν , γρ]γμλaF aνρ,

(3.12)

are relevant. ψ is here the gravitino field, while the fields χi and φi in
Eq. (3.12) are respectively chiral fermion fields and their scalar superpartners,
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Figure 3.1: Tree level gravitino decays through ŪiD̄jD̄k operators [35]. The
arrows indicate the flow of momentum of the associated particles, and the c
superscript denotes charge conjugation, implying that none of the final state
quarks are antiquarks. Charge conjugate reactions where all final states are
antiquarks are also possible, and of particular interest for antimatter cosmic
ray searches.

the index i denoting the species. D is the covariant derivative, Dνφi =
(∂μδij + igT aijAaμ)φj, where Aa is a gauge field with a corresponding gaugino
superpartner λa. a are here gauge field indices, and are implicitly summed
over. F aνρ are the field strength tensors for the given gauge fields, and T aij are
the generators of the gauge groups. The two first terms in Eq. (3.12) lead
to couplings between a gravitino and a particle–sparticle pair, and similar
couplings with an additional gauge boson. The last term leads to couplings
between a gravitino and a gauge boson–gaugino pair, and couplings between
a gravitino, two gauge bosons and a gaugino.

Gravitino RPV decays initialize through one of these couplings, and the
resulting of-shell sparticle subsequently decays through an R-parity violating
coupling. An example of this is shown in Fig. 3.1, where a gravitino decays
through a trilinear ŪiD̄jD̄k operator. These particular operators lead to
decays with three final state quarks or antiquarks, and are of particular
interest for cosmic ray antideuteron searches, as will be discussed in detail in
Section 5.3.
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3.5.2 Gravitino cosmology

The presence of gravitinos can be highly problematic in standard Big Bang
cosmology. In the case of a stable gravitino LSP, its mass is severely con-
strained by relic density considerations. Due to its low self-annihilation cross
section, the gravitino decouples very early. Unless the gravitino is extremely
light, mG̃ � 1 keV [36], it leaves a very high relic density, overclosing the
Universe. If, on the other hand, the gravitino is not the LSP, its mass is
restricted from below, mG̃ � 10 TeV [37], by Big Bang nucleosynthesis con-
straints. Large masses are in this case required for the gravitino decay rate
to be large enough for it to decay before BBN. Gravitino decays at a high
rate during or after nucleosynthesis would inject particle content and en-
tropy that would break the successful predictions for the abundances of the
light elements. These mass limits are problematic for supergravity models
aimed at solving the hierarchy problem [38], and the high mass regime was
initially believed to be incompatible with particle physics limits [37]6. These
issues were dubbed the “(cosmological) gravitino problem” by the authors of
Ref. [37]; a term that has since also been applied to other similar problems.

The preferred solution to the original gravitino problem, is the intro-
duction of inflationary cosmology, as first suggested in Ref. [37], but as we
shall see, even this leads to new gravitino problems. In the early Universe,
gravitinos would be produced in the so-called reheating phase after infla-
tion, where fields responsible for the rapid expansion during inflation decay,
(re)heating the Universe. The gravitinos can here be produced either ther-
mally7 (mainly) through supersymmetric QCD processes, or through decays
of the Next-to-Lightest Supersymmetric Particle (NLSP), inflation related
fields, or the supersymmetry breaking sector fields. For thermally produced
gravitinos, the relic abundance is given by [39]

ΩG̃h2 � 0.5
(
TR

1010 GeV

)(100 GeV
mG̃

)(
mg̃(μ)
1 TeV

)2

, (3.13)

6The limits in question were, however, derived under the requirement of a cosmological
constant Λ = 0.

7Note that while the gravitino can be thermally produced, it does not reach chemical
equilibrium, and would thus be categorized as a non-thermal dark matter candidate.



3.5. The gravitino 35

where mG̃ is the gravitino mass, mg̃ is the gluino mass, and TR is the reheat-
ing temperature. An R-parity conserving gravitino LSP can have the correct
relic density for a range of gravitino masses in this scenario, but the weak
gravitational coupling of the gravitino implies that the NLSP can be long
lived enough to cause the same type of problems for BBN that the gravitino
itself caused in the original gravitino problem; see e.g. Ref [40] and references
therein. As before, non-LSP gravitinos can be problematic for Big Bang nu-
cleosynthesis, and BBN will in this scenario set stringent upper limits on the
reheating temperature. While the reheating temperature is not much con-
strained by empirical data, a low reheating temperature is inconsistent with
thermal leptogenesis [41] — an attractive model for the matter/antimatter
asymmetry of the universe.

The gravitino problem(s) can be avoided altogether if the gravitino is
the LSP, and R-parity is violated. In this case, the NLSP will decay rela-
tivity rapidly through RPV couplings, saving BBN, provided that the RPV
couplings are not extremely small (λ, λ′ > 10−14) [42]. As the reheating tem-
perature is poorly constrained, so is the gravitino mass in this scenario. Inter-
estingly, a gravitino mass of ∼ 100 GeV and a gluino mass of ∼ 1 TeV, typical
of weak scale supersymmetry, and a reheating temperature TR ∼ 1010 GeV
characteristic of leptogenesis, leads to the correct order of magnitude dark
matter relic density in Eq. (3.13).





Chapter 4

Dark matter searches

There are three conventional approaches to searching for dark matter, often1

illustrated by reading the Feynman diagram in Fig. 4.1 in different directions.
When read from left to right, we have an annihilation process with two
incoming dark matter particles and two outgoing SM particles. This is the
basis for the field of indirect dark matter detection: searching for Standard
Model cosmic ray particles originating from annihilations or decays of dark
matter. When read from right to left, we have a process in which two SM
particles annihilate to produce a pair of dark matter particles. Many BSM
models predict that dark matter can be produced in high energy collisions at
particle colliders; processes of this form being the simplest example. When
read vertically, the figure shows an elastic scattering between a dark matter
particle and a Standard Model particle. Direct detection experiments look
for such interactions using large, super low-noise detectors.

Not all dark matter candidates can be detected through all three tech-
niques. The gravitino, for instance, has a far too low nucleon interaction cross
section to be seen in direct detection experiments, and if stable, will not be
detectable in indirect detection experiments either. WIMPs, on the other
hand, are here the golden dark matter candidates, as their weak interactions
enable them to interact through all the process shown in Fig. 4.1. WIMPs
will therefore be the main subject in many of the following discussions. In
the following sections, we will give a brief overview of the different detection

1To the point of becoming a cliché.
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Figure 4.1: Feynman diagram illustrating the three primary approaches to
dark matter detection.

techniques, with particular emphasis on indirect detection, which is the main
topic of this thesis.

4.1 Collider searches
Particle dark matter can in most models be produced in particle accelerator
experiments, as illustrated by Fig. 4.1; though not always through this par-
ticular 2 → 2 process. In fact, this exact process is of no value to collider
searches, as the dark matter particles would typically escape the detector
without interactions, leaving no evidence of a collision. In order to be able
to detect dark matter production, the process must also produce detectable
standard model particles, and the presence of dark matter can then be in-
ferred from missing energy/momentum in the event. If the transverse mo-
menta of the observed particles in an event do not sum up to zero (as they
do in the beams), this can be attributed to the production of particles that
escape the detector without interaction. In order for the pair production
process in Fig. 4.1 to be detectable, the simplest modification we can make,
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is to let a Standard Model particle be radiated off from one of the incoming
particles. This is the basis for monojet searches in hadron colliders, which
look for dark matter pair production processes where one of the initial state
quarks or gluons from the proton radiates off a gluon or splits into a q̄q-pair,
respectively, producing a particle jet. An excess of monojet events with sig-
nificant missing energy would be a characteristic signature of dark matter
production. So far, no monojet signals have been observed, setting upper
limits on the DM-nucleon scattering cross section; see Refs. [43, 44] for the
most recent LHC results.

Dark matter can also be produced in more complex processes, such as
cascade decays — production of BSM particles that undergo subsequent de-
cays, producing SM final states and possibly dark matter — in theories with
a non-minimal particle content, giving characteristic shapes in the kinematic
spectra of observed final states in addition to missing energy; this is of par-
ticular relevance to weak scale supersymmetric theories. Another possibility,
is to infer the properties of dark matter by identifying the underlying the-
ory through measurements of other BSM particles. These approaches are,
however, highly model specific, and cannot be used to constrain generic dark
matter models.

A general downside to collider searches, is that there is no way to tell if
the prospective dark matter particles escaping the detector are indeed the
same particles that constitute the astrophysical dark matter. For example,
in scenarios with gravitino dark matter, a neutralino NLSP can be long-
lived enough to escape a detector, but decay to a gravitino LSP through
processes like χ̃0

1 → γG̃ on longer time scales. Collider searches give no
direct measure of the relic density or lifetime of such dark matter candidates,
making it difficult to validate a dark matter hypothesis against cosmological
observations. In general, collider searches are well suited for measuring the
particle physics properties and identifying the theoretical origin of a dark
matter candidate, but require complementary measurements from direct or
indirect detection experiments for confirming its role as dark matter.
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4.2 Direct detection

Direct detection experiments are based on the idea of detecting scatterings of
dark matter particles on nuclei in the detector material of specialized high-
sensitivity experiments. WIMP dark matter candidates interact with SM
particles through the weak force, and should therefore have weak scale cross
sections for scattering on nuclear matter; they are therefore prime targets for
direct dark matter searches.

For a detector of mass M , the event rate per unit of nuclear recoil energy
Er is given by [45]

dR

dEr
= ρ0M

mNmχ

∫ vesc

vmin
vf(v) dσ

dEr
dv, (4.1)

where
dσ

dEr
= mN

2v2μ2 (σSIF
2
SI(Er) + σSDF

2
SD(Er)), (4.2)

is the differential WIMP-nucleus scattering cross section, mχ and mN re-
spectively are the WIMP and target nucleus masses, and μ is the reduced
WIMP-nucleus mass. f(v) is the dark matter halo velocity distribution, and
is integrated over the range of possible velocities v, from the lowest velocity
vmin that can induce a nuclear recoil Er, to the Milky Way escape velocity
vesc ≈ 544 km s−1. Fi and σi in Eq. (4.2) are respectively the nuclear form fac-
tors and cross sections for spin-independent (SI) and spin-dependent (SD)
scattering. The spin-dependent cross section originates from axial-vector
couplings, and is a function of both the total spin of a target nucleus, and
the individual spins of the constituent nucleons. The spin independent cross
section, on the other hand, originates from scalar or vector couplings, and
has no spin dependence. Different detector materials have different sensitiv-
ities to SI and SD-interactions, and experiments can thus be optimized for
probing different DM-nucleon couplings and DM spin.

Due to the very low nuclear interaction cross sections of WIMP dark
matter, direct detection experiments have to be extremely sensitive in order
to achieve even tiny event rates of a few events per kg year. Background
suppression is a crucial and highly challenging part in the design of these ex-
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periments, and the experiments are typically placed deep underground in old
mine shafts to shield them from cosmic ray induced background. Direct de-
tection experiments have three main ways of detecting a nuclear recoil signal:
ionization of the detector material, phonons (lattice vibrations in crystalline
detectors), and scintillation (photon emission by atoms excited by the colli-
sion). Experiments can have different combinations of the three, depending
on the detector material. The main background in a properly shielded detec-
tor is produced by photons and electrons from natural radioactivity in the
environment around the detector, which interact with the atomic electrons of
the detector, giving electron recoil events. WIMPs, on the other hand, pri-
marily interact with the nuclei of the detector material, giving nuclear recoil
events. Electron recoils and nuclear recoils will typically have different ratios
of scintillation, ionization or phonon signals, and experiments can make use
of this to eliminate a large fraction of the background events.

In spite of extensive shielding and sophisticated background exclusion
techniques, understanding and eliminating background in direct detection
experiments is a highly challenging task. Over the years, several experiments
have reported signals that have not been seen by other experiments; the most
famous case in this respect being the DAMA/LIBRA experiment [46]. As the
Earth orbits the Sun, the relative velocity of the Earth with respect to the
Galactic dark matter halo varies over the course of a year. This modulation
in velocity affects the WIMP-nucleus scattering cross section, and one would
therefore expect a dark matter signal to have an amplitude modulation with
a period of one year. This allows for easier detection, even in the presence of a
substantial constant background. An apparent signal with such a modulation
has been observed by the DAMA/LIBRA experiment over several years, and
has now reached a statistical significance of 9.3σ [46]. No corresponding
signal has been observed by other experiments, and as can be seen from
Fig. 4.2, the dark matter interpretation of the DAMA signal corresponds
to cross sections several orders of magnitude above the upper limits set by
other experiments. Since 2013, other ‘anomalies’ reported by the CoGeNT
and CRESST-II experiments have disappeared [47], and only the DAMA
signal and a signal reported by the CDMS-Si experiment [48] remain. Both
of these signals are in significant tension with both other direct detection
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Figure 4.2: Spin-independent WIMP-nucleon cross section results from vari-
ous direct detection experiments. The lines show 90% CL upper limits from
the different experiments, while the colored regions indicate the dark matter
interpretation of signals seen by the DAMA/LIBRA and CDMS-Si experi-
ments. Figure from Ref. [47].

experiments and constraints from neutrino cosmic ray searches [49, 50], and
it seems unlikely that any of them are related to dark matter.

The nuclear interaction cross sections of WIMP dark matter are typically
expected of the order 10−50–10−40 cm2 [51], and both direct detection and
collider searches are now probing well into the WIMP parameter space. If
no hints of a signal is found in the relatively near future, alternatives to the
standard WIMP dark matter must be considered.
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4.3 Indirect detection

Indirect detection of dark matter is the search for cosmic rays originating from
dark matter annihilations or decays. We will here discuss some important
aspects of cosmic ray production and propagation, and give a summary of
the most relevant channels.

4.3.1 Cosmic ray production

In the majority of dark matter models where the dark matter particle can
annihilate or decay into Standard Model final states, the primary channels
will have two-body final states, simply due to phase space. Assuming that
the interactions involved do not violate lepton- or baryon number or any of
the SM charges, there is only a limited number of possible final states. In
indirect detection, it is therefore common to present results separately for
each possible channel, e.g. χχ→ bb̄ or χχ→ W+W−, under the assumption
of 100% branching ratio into each channel. For a specific dark matter model,
the results can then be combined by a simple re-weighting according to the
branching ratios of the different channels2.

4.3.1.1 Cascade decays

In models where the dark matter particle can annihilate or decay into lighter,
unstable BSM final states, the situation is not quite so simple. Depending on
the model in question, these final states can undergo a series of subsequent
decays; processes commonly referred to as cascade decays. Such processes
are particularly relevant for supersymmetry models, where, if the heavy higgs
states are lighter than the dark matter candidate, dark matter annihilations
into heavy higgses will lead to cascade decays. The particles produced in
each step in the cascade are boosted with respect to the COM frame of the
initial interaction3, and are emitted at random angles, whose distributions
are given by the spin correlations in the chain. Cascade decays can therefore

2Note that if the results are given as cosmic ray yields after propagation through the
Galaxy, this combination will not be trivial if the propagation model has self-correlations.

3This is in practice the Galactic rest frame.
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give spectra that differ significantly from those of two-body decays. A rather
simple feature of particular interest, is that a single step cascade — in the
absence of spin correlations — leads to a box-shaped spectrum. This feature
is particularly relevant for gamma rays, where the spectrum is preserved in
propagation through the Galaxy, and such a feature in the observed spec-
trum would be a smoking gun signature for dark matter annihilations/decays.
This feature is heavily made use of in the cascade decay code discussed in
Section 6.4, and we will therefore show how this feature emerges.

Consider an on-shell particle A of massmA with momentum �pA = (pA, 0, 0)
in the lab frame, that decays into two particles of type B, with masses mB.
The B-particles are emitted back-to-back in the COM frame with energies
EB = mA/2 and momenta ±�pB. Assuming no spin correlations, the direction
of their momenta are drawn from an isotropic distribution in the COM frame.
The x-components of the COM momenta are thus given by pB,x = ±pB cos θ,
where θ is the angle between the COM–lab boost direction (here, the x-axis)
and the direction in which one of the B-particles are emitted. Boosting to
the lab frame, the energies of the final state particles are given by4

E ′B = γEB ± βγpB cos θ, (4.3)

where γ and β relate to the boost between the lab and COM frame, and
primed quantities are given in the lab frame. Since the momenta of the final
states are drawn from an isotropic distribution, cos θ will follow a uniform
distribution between −1 and 1. All the other variables in Eq. (4.3) are
uniquely determined by the kinematics of the problem, which implies that E ′B
must necessarily also follow a uniform distribution — a box distribution. The
extremal energies E ′B± of the distribution are obtained when the final state
momenta are parallel/antiparallel to the boost direction, i.e. when cos θ =
±1,

E′B± = γEB ± βγpB. (4.4)

4Note that the angle θ is still given in the COM frame.
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4.3.2 Neutral channels

Neutral cosmic rays are particularly valuable in indirect dark matter searches,
as they transverse the Galaxy in (more or less) straight lines. This is in con-
trast to their charged cousins, which are deflected by the Galactic magnetic
fields, losing all directional information. Neutral cosmic rays can thus be
traced back to their points of origin — Galactic or extragalactic — and
searches can thus be focused on celestial objects and regions of the Galaxy
that we expect to have high concentrations of dark matter and/or low back-
grounds.

4.3.2.1 Photons

While dark matter, as the name suggests, does not couple directly to photons,
dark matter can in most models lead to photon production; either through
annihilations or decays involving charged intermediate or final states, or indi-
rectly through synchrotron radiation or inverse Compton scattering by DM-
produced electrons/positrons. In our own galaxy, the Galactic centre and
halo regions make prime targets for gamma ray searches. The Galactic cen-
tre is an obvious target due to the high inferred dark matter density, but
has difficult background contributions and a poorly known dark matter dis-
tribution5. The Galactic halo away from the Galactic plane, on the other
hand, has a better understood dark matter density profile and few gamma
ray sources, but the diffuse astrophysical background from cosmic ray in-
teractions with the interstellar gas and radiation field depends strongly on
propagation effects, and have large theoretical uncertainties. Outside our
galaxy, the dwarf spheroidal satellite galaxies of the Milky Way are particu-
larly valued targets for dark matter searches [52]. These galaxies have very
high mass-to-light ratios, and their mass is largely attributed to dark matter.

The largest downside to the photon channel, is the large background
from astrophysical sources, which has to modeled very accurately in order to
detect a prospective dark matter signal. Over the years, claimed dark matter
signals in the photon channel have come and gone as understanding of the

5For annihilating dark matter, the signal scales as the square of the dark matter density,
making searches in the Galactic centre region highly sensitive to the exact density profile.
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astrophysical backgrounds has improved, but so far no definitive dark matter
signal has been seen. In the last few years, two notable claims of possible dark
matter signals from the Galactic centre have been reported. The first and
most persistent signal, is an excess in the Fermi LAT data compatible with
a � 30 GeV WIMP annihilating into bb̄ [53]. The dark matter interpretation
is, however, in tension with constraints from antiproton and radio data [54],
and could also be explained by unresolved millisecond pulsars [55] or burst-
like cosmic ray injection events, e.g. from supernova remnants or accretion
around the Galactic supermassive black hole [56, 57]. Nevertheless, the dark
matter interpretation is not excluded, and the situation currently remains
unresolved. The other signal is a ∼ 130 GeV line feature in the Fermi LAT
data with a significance of 3.2σ [58], confirmed by a number of independent
analyses. No corresponding signal has been observed in other dark matter
rich targets, but similar signal has been found in the Earth limb calibration
data [59], where no dark matter signal would be expected; possibly indicating
instrumental effects. The significance of the signal has also decreased with
updated data sets, pointing towards the signal being a statistical fluke [60].

4.3.2.2 Neutrinos

The neutrino channel can be in principle be used to study the same celestial
objects as gamma rays, but due to low event statistics and poor angular
resolution, neutrino telescopes are not as well suited for studying highly
localized sources. The Galactic centre is an important target also for neutrino
searches, and very recently the ANTARES and IceCube neutrino telescopes
released their first Galactic centre analysis results [61, 62]. Both experiments
observe neutrino fluxes consistent with the background expectation, and set
limits in the mDM–〈σv〉-plane that are complementary to — but not quite
competitive with — the limits from gamma ray searches.

A unique strength of the neutrino channel, is that it allows for detection
of WIMP annihilations inside the Sun or the Earth. As WIMP dark matter
can scatter on baryonic matter, dark matter particles passing through the
Sun or the Earth have a chance of interacting with the baryonic matter,
and lose enough energy to become gravitationally bound. Over time, the
WIMPs will undergo further scatterings, accumulating at the centre of the
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Sun/Earth, where they can annihilate with each other, eventually building
up an equilibrium distribution of dark matter. Of the SM particles produced
in these annihilations, only the neutrinos can escape to the surface and be
detected. The dark matter capture process involves the WIMP-nucleon cross
section, and allows neutrino experiments to set limits directly comparable to
those of direct detection experiments. The Sun consists predominantly of
hydrogen, for which the spin-dependent coupling is much larger that the
spin-independent one. The capture process is thus particularly sensitive to
the spin-dependent cross section, and neutrino searches are capable of setting
competitive limits on these cross sections — the strongest neutrino limits
coming from the Super-Kamiokande [49] and IceCube [50] experiments.

4.3.3 Antimatter channels

Unlike the neutral cosmic rays, charged cosmic rays do not travel in straight
lines from their point of origin to Earth, but undergo a diffusion process in
the Galactic magnetic fields — more on this in Section 4.3.5. We therefore
cannot rely on directional information for identifying their source, but have to
distinguish a dark matter signal from the astrophysical background based on
the energy spectrum alone. In order for this to be a viable option, we need
channels where a prospective dark matter signal would not be completely
drowned by background, and due to the matter-antimatter asymmetry of
the universe, in combination with few astrophysical production mechanisms,
antimatter cosmic rays are the perfect candidates. The primary background
in “ordinary” cosmic ray channels originates from astrophysical accelerators
like supernovae, while antimatter cosmic rays can only be produced in high
energy pair production processes; typically through cosmic ray interactions
with the interstellar medium (ISM). dark matter annihilations and decays
will in most models produce matter and antimatter in equal amounts, and
one can therefore expect a far higher signal to background ratio in antimatter
channels in than in ordinary matter channels.
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4.3.3.1 Positrons

Positrons can be produced either through direct pair production, or as a
result of more complex cascade processes, and are therefore a natural search
channel for a dark matter signal. Hints of an anomalous increase in the cosmic
ray positron fraction φ(e+)/(φ(e+) +φ(e−)) above 10 GeV have been present
since the 70s [63], pointing towards an exotic contribution on top of the
strictly falling background expectation. Such a rise was, however, seemingly
ruled out by the end of the 90s by the absence of any significant excess in
the data of the HEAT experiment [64]. The excitement was therefore great
when measurements by the PAMELA satellite experiment in 2009 showed a
clear, strong rise in the positron fraction above 10 GeV, as hinted by many
of the older experiments; spawning a large number of possible dark matter
interpretations. The excess has since been firmly established by a number of
experiments, as seen in Fig. 4.3; most recently and precisely by the AMS-02
experiment.
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Figure 4.3: The cosmic ray positron fraction, as measured by various exper-
iments. The solid line shows a representative theoretical model prediction
for the expected background. The apparent discrepancies in the data at low
energies can be attributed to solar modulation effects. Figure from Ref. [65].
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Despite the excitement, there are several aspects of the excess that make
the dark matter interpretation problematic. Most prominently, the shear
magnitude of the excess is difficult to explain in WIMP scenarios; a typical
WIMP candidate producing orders of magnitude too few positrons to explain
the excess. As WIMP annihilation into quarks also predicts the production
of antiprotons, mechanisms enhancing the WIMP annihilation cross section
will lead to antiproton fluxes in tension with measured values. Furthermore,
the production of electrons/positrons by dark matter also leads to gamma ray
production, e.g. through final state radiation, inverse Compton scattering on
CMB and star light photons, and synchrotron radiation during propagation
in the Galactic magnetic fields; subjecting the dark matter hypothesis to
further experimental constraints. Pulsars in the Solar neighborhood provide
an alternative, perhaps more likely explanation, and are fully capable of
producing the observed excess without need of a dark matter component;
see Ref. [66] for a recent analysis of the two competing hypotheses. In the
end, the nature of the rise in the positron fraction still remains an unresolved
question, and cannot be considered evidence for a dark matter signal unless
a corresponding signal is observed in other channels.

4.3.3.2 Antiprotons

Most models of decaying or annihilating dark matter have a non-zero branch-
ing fraction into quark/antiquark final states, which, unless the dark mat-
ter candidate is very light, leads to production of antiproton final states.
While the PAMELA positron data caused great excitement, the correspond-
ing antiproton data shows no signs excess over the expected astrophysical
background. This sets stringent constraints on WIMP annihilation cross
sections, and initially led to an increased popularity in leptophilic dark mat-
ter models. Very recently, the AMS-02 collaboration presented preliminary
antiproton data [67], which was claimed to show an excess at high energies
with respect to the expected astrophysical background. As shown in an anal-
ysis in Ref. [68], however, while the observed flux is higher than the expected
background in many propagation models, it is still compatible with the back-
ground in propagation models with thick Galactic magnetic halos. Fig. 4.4
shows their estimate of the uncertainty in the theoretically predicted antipro-
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ton flux6, along with the recent AMS-02 data and the older PAMELA data.
As can be seen from the figure, the AMS-02 data points lie at the edge of the
physically credible background estimates, but compatible models can still be
found. Dark matter models have already been proposed for explaining this
possible excess, but until an excess over any reasonable background model
can be clearly established, the situation remains unresolved.

Figure 4.4: The cosmic ray antiproton flux, as measured by AMS-02 and
PAMELA, overlain the median expected background model with estimated
uncertainty bands. Figure from Ref. [68].

4.3.4 The antideuteron channel

In the absence of a definitive signal in the positron and antiproton chan-
nels, the logical next step is looking for cosmic ray antinuclei; the lightest of
which is the antideuteron, comprising only a single antiproton–antineutron
pair. Antinuclei have the particularly salient feature that the astrophysical
background processes have a kinematic low-energy suppression, whereas dark

6This is not a well defined uncertainty in the statistical sense, but instead somewhat
ad hoc estimates for upper and lower limits on the antiproton flux.
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matter induced production processes do not7. The primary background of
the antideuteron channel comes from cosmic ray spallations on interstellar
matter; predominantly cosmic ray protons in interstellar hydrogen, i.e. pp
scattering. In order for an antideuteron to be produced, the COM energy of
the interaction must be sufficient to produce a p̄n̄-pair, but baryon number
conservation then requires the production of another two protons and a neu-
tron. The minimal background process is thus a pp→ d̄pppn process, which
has a threshold energy of

√
s ≈ 6mp. As the interstellar hydrogen is at rest in

the Galactic frame, we have a threshold energy for the cosmic ray proton of
E ≈ 17mp for this process. Taking momentum conservation into account, the
final states will be quite boosted, and the low energy antideuteron injection
spectrum is therefore strongly suppressed, as can be seen in Fig. 4.5.

0.1 1 10 10010−38

10−37

10−36

10−35

10−34

Kinetic energy per nucleon Td̄ [GeV/n]

Q
se

c
(T

d̄
)

[ (
cm

3
sG

eV
/n

) −
1
]

Total
pp

p He
He p
p̄p

p̄ He

Figure 4.5: Contributions to the antideuteron background source spectrum
from different astrophysical processes. Qsec(Td̄) is the number of secondary
antideuterons produced in the Galactic disk per unit volume, time, and ki-
netic energy per nucleon Td̄. Aside from being restricted to the Galactic
disk, this is a the same quantity as qsec(�r, E) that will be introduced in Sec-
tion 4.3.5. Figure from Ref. [69].

Unfortunately, this suppression is partially washed out by energy losses
7This feature is present in the position and antiproton channels as well, but is not as

prominent in the antiproton channel, and is entirely negligible in the positron channel.
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during propagation from the site of production to Earth. This will be dis-
cussed in more detail in Section 4.3.5. The background flux after propagation
was most recently calculated in Ref. [69], and compared with the results of
older analyses — which were based on an outdated version of the antideuteron
formation model — in Fig. 4.6. The colored bands at the top show exper-
imental sensitivities for the planned GAPS balloon-borne experiment and
AMS-028, which is currently collecting data aboard the International Space
Station. As seen in the figure, neither of the experiments are even close to
being sensitive to the background flux, and even the observation of a single
antideuteron event would be a very tantalizing hint of a dark matter signal.
It should come as no surprise that so far, no cosmic ray antideuterons have
been observed. The current strongest upper limit on the antideuteron flux
comes from a series of flights of the balloon-borne BESS experiment [71] in
the late 90s, and an updated limit based on the more recent BESS-Polar II
flights is currently in preparation [70].
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Figure 4.6: Antideuteron background flux after propagation, as calculated
by Ref. [69], compared with results from older analyses.

The kinematic suppression seen in the background spectrum is not present
in dark matter annihilations or decays, where the dark matter particles are

8These sensitivities are now slightly outdated; see Ref. [70] for updated values.
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more or less at rest in the Galactic frame, and the processes typically produce
equal amounts of matter and antimatter. Even with the low energy back-
ground contributions from energy losses, dark matter signals at low energies
will typically be one or more orders of magnitude above the background ex-
pectation. Unlike the positron and antiproton channels, however, there is a
large uncertainty in both the signal and background predictions, related to
the nuclear physics involved in the formation of the antideuteron. This, as
well as this thesis’ contributions to the field, will be discussed in detail in
Chapter 5.

As the antiproton is a constituent of the antideuteron, the antiproton
and antideuteron spectra are strongly correlated. This unfortunately implies
that most dark matter models that predict a cosmic ray antideuteron flux
large enough to be detected by the upcoming experiments are already under
considerable strain from the experimental measurements of the cosmic ray
antiproton flux [72].

4.3.5 Cosmic ray propagation

After their production in the Galaxy, cosmic rays must transverse the Galac-
tic environment before we can observe them here at Earth. Charged cosmic
rays such as antideuterons do not travel in straight lines through the Galaxy,
but are scattered and deflected by the Galactic magnetic fields, plasma cur-
rents, and interstellar medium. This propagation process is well described
as a diffusion process, governed by the transport equation

�∇ ·
{
−K�∇ψ + �Vcψ

}
+ ∂
∂E

{
foψ − so ∂ψ

∂E

}
= qsrc(�r, E)− Γdstψ, (4.5)

where ψ ≡ dn
dE

(�r, E) is the differential density of the cosmic ray species in
question.

The first term on left hand side Eq. (4.5) describes spatial diffusion and
convection. Convection comes into play due to plasma flows from the Galactic
disk sweeping charged cosmic rays away from the disk, and this is parame-
terized by the convection velocity �Vc. �Vc is a priori position dependent, but
is in many models assumed to be a constant velocity normal to the disk,
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�Vc = Vc sign(z)ẑ. Diffusion takes place due to scattering of the cosmic rays
on inhomogenities in the Galactic magnetic field, leading to a random walk
behaviour. As particles at different energies are sensitive to inhomogenities
of different size scales, the diffusion coefficient K must necessarily be energy
dependent, and related to the power spectrum of the magnetic inhomogen-
ities. It should a priori also be position dependent, K = K(�r, E), though
this is in many models assumed not to be the case. As the power spectrum
of the magnetic inhomogenities is poorly known, one has to resort to phe-
nomenological models for the energy dependence of the diffusion coefficient;
the perhaps most commonly used form being a power law dependence in the
particle rigidity R = pc/(Ze),

K(�r, E) = βK0

( R
1GV

)δ
, (4.6)

where K0 and δ are (constant) free parameters of the model, β = v/c, and
Z is the charge of the cosmic ray species in question, in units of e.

The second term in Eq. (4.5) describes first (fo) and second (so) order
energy loss and reacceleration terms. The first order term takes into account
energy losses from Coulomb collisions in ionized plasma, ionization losses in
neutral ISM, and adiabatic losses due to gradients in the Galactic wind �Vc.
Alfvén waves in the interstellar plasma cause energy drift and reacceleration,
contributing a first order reacceleration term to fo(�r, E), and giving rise to
the so(�r, E) term in Eq. (4.5).

The right hand side of the equation consists of source and sink terms
for the cosmic rays. qsrc(�r, E) = qpri(�r, E) + qsec(�r, E) + qter(�r, E) describes
the cosmic production rate. The ‘primary’ production term qpri(�r, E) in the
context of antimatter cosmic rays describes cosmic ray production due to
dark matter decays or annihilations in the DM halo. For antideuterons it is
given by

qd̄pri(�r, Ed̄) = 1
2〈σv〉

dNd̄
dEd̄

(
ρDM(�r)
mDM

)2

, (4.7)
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for annihilating dark matter, and

qd̄pri(�r, Ed̄) = 1
τDM

dNd̄
dEd̄

ρDM(�r)
mDM

, (4.8)

for decaying dark matter. dNd̄
dEd̄

is here the average per-event source spectrum
of antideuterons, 〈σv〉 is the thermally averaged dark matter annihilation
cross section discussed in Section 2.3, τDM is the DM lifetime, and ρDM(�r) is
the dark matter density profile of the Galaxy. The ‘secondary’ term qsec(�r, E)
describes cosmic ray production by other cosmic rays, e.g. from cosmic ray in-
teractions with the interstellar matter in the Galactic disk, and is the primary
source of background for antimatter cosmic rays. Finally, the ‘tertiary’ term
qter(�r, E) describes energy redistribution due to inelastic non-annihilating
scattering of cosmic rays on the interstellar medium.

The second term on the right hand side of Eq. (4.5) describes the destruc-
tion of cosmic rays through annihilation or fission interactions with interstel-
lar matter. For the case of antideuterons, this term is usually expressed
as

Γd̄dst = (nH + 42/3nHe)vd̄σann(d̄p→ X), (4.9)

where nH ≈ 0.9 cm−3 and nHe ≈ 0.1 cm−3 [73] respectively are number
densities of hydrogen and helium in the Galactic disk. The factor 42/3 is
here a simple geometrical scaling factor, taking into account the difference in
cross section between H and He collisions. This approximation is necessary
due to lack of experimental data on the d̄He → X process. Experimental
data for estimating the annihilation cross section σann(d̄p→ X) is also sparse,
necessitating the use of charge conjugate processes and re-scaled pp̄ processes.
This has recently been discussed in detail in Ref. [74].

In order to apply the transport equation (4.5) to our galaxy, one can either
make use of numerical codes, such as GALPROP [75] or DRAGON [76], or make
a number of simplifying assumptions, allowing the equation to be solved
semi-analytically. In the latter context, the Galaxy is typically described
by the two-zone diffusion model, consisting of two cylindrical propagation
regions of radius R = 20 kpc: a magnetic halo of half-height L, in which
charged particles diffuse, but have no interactions with interstellar matter;
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and a thin disk of half-height h = 100 pc, where annihilations and energy
redistribution effects take place. L is here a free parameter of the model. For
the case of antideuterons produced by dark matter, energy redistribution
effects can be neglected [77], and under assumption of a constant convective
wind perpendicular to the disk, �Vc = Vc sign(z)ẑ, the transport equation (4.5)
can be written as

−K(�r, E)∇2ψ + ∂
∂z

(sign(z)ψVc) = qd̄pri(�r, Ed̄)− 2hδ(z)Γd̄dstψ. (4.10)

This equation can be solved semi-analytically, giving an antideuteron flux
near the Earth of

Φd̄,ann(T,�r�) = vd̄4π

(
ρ0
mDM

)2
Rann(T )〈σv〉2

dNd̄
dT
, (4.11)

for annihilating dark matter, and

Φd̄,dec(T,�r�) = vd̄4π
ρ0
mDM
Rdec(T ) 1

τDM

dNd̄
dT
, (4.12)

for decaying dark matter, where T is the antideuteron kinetic energy. The
astrophysics of the propagation is here encoded in the functions R(T ), and is
fully separated from the particle physics of the dark matter decay/annihila-
tion process. The forms of the R(T ) functions depend on the free parameters
of the model, L, δ, K0 and Vc, and the full analytical expressions can be found
e.g. in Refs. [77, 78]. The propagation parameters can be constrained by mea-
sured ratios of radioactive and stable isotopes in cosmic rays, but still leave
considerable room for variation. Cosmic ray propagation is consequently the
largest source of uncertainty in the antideuteron flux.

Upon reaching our solar system, the cosmic rays finally have to transverse
the Solar heliosphere before eventually reaching Earth. Encountering the
Solar wind, cosmic rays undergo diffusion and energy loss processes similar
to those discussed in the context of the Galactic environment. The net effect
of this is often approximated using a simple force field model, where the
heliosphere corresponds to an electric field potential. This gives a shift in
the kinetic energy of the cosmic rays, from T to T⊗ = T − |Ze|φFisk near
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Earth; where φFisk is the so-called Fisk potential, which has a magnitude of
φFisk ≈ 0.5 GV at Solar minimum. This gives a flux of

Φ⊗ = p
2
⊗
p2

Φ = 2mT⊗ + T 2
⊗

2mT + T 2 Φ, (4.13)

near Earth, where m is the mass of the cosmic ray species in question. More
realistic modeling of solar modulation in the context of antideuteron cosmic
rays has been discussed in Ref. [77], where the difference between the force
field approximation and more realistic models was shown to be small com-
pared to the uncertainties in Galactic scale propagation and the antideuteron
formation modeling.
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Chapter 5

Antideuteron formation and
hadronization effects

As indicated by the name of this thesis, the formation of antideuterons in
dark matter annihilation/decay processes has been the main topic of this
work. In this chapter, we will discuss the physics of antideuteron formation
in some detail, and set the work performed in this thesis in the context of
the field. Note that only some of the results from the papers of this thesis
will be discussed here, and we refer to the actual papers for the full results.

5.1 The coalescence model

The state-of-the-art model for the antideuteron formation process has so
far been the so-called coalescence model. This is a simple phenomenological
model, in which any antiproton–antinucleon pair with a momentum difference
less than some specified value p0,

|�pp̄ − �pn̄| < p0, (5.1)

will coalesce to produce an antideuteron. In recent literature, this condition
is typically either evaluated in the COM frame of the two antinucleons, or
formulated as a condition

−Δ2 < p20, (5.2)
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on the relativistic invariant momentum difference Δμ = pμp̄ − pμn̄. These
conditions can be shown to be equivalent in the limit mn = mp, which is a
very good approximation. The coalescence momentum p0 is a free parameter
of the model, and must be fixed by calibration against experimental data.

The coalescence model was first proposed by Schwarzschild and Zupančič
as early as 1963 [79], and was used to describe antideuteron production in
heavy ion collisions. It has since been adopted for describing antideuteron
formation from the final state antinucleons in high energy elementary parti-
cle collisions. In its initial form, assumptions of isotropic and uncorrelated
antinucleon spectra were made, allowing for the derivation of an analytic
expression that applies to the average antiproton and antineutron spectra,
(
dNd̄
dT

)
Td̄

= p
3
0

6
md
mnmp

1√
T 2
d̄

+ 2mdTd̄

(
dNn̄
dT

)
Tn̄=

T
d̄

2

(
dNp̄
dT

)
Tp̄=

T
d̄

2

, (5.3)

where Ti is the kinetic energy of particle i, and the subscripts denote the
kinetic energies at which the spectra are evaluated. This was crucial for the
application of the model in a time before the onset of Monte Carlo event
generation. As found during earlier work [80], and independently discovered
by the authors of Ref. [81], the assumptions of isotropic and uncorrelated
antinucleon spectra are badly broken in high energy collisions. The final
state antinucleons are here produced in geometrically confined jets, and have
strong angular correlations. In order to take these correlations into account,
the coalescence prescription has to be applied on a per-event basis in Monte
Carlo simulations.

More recently, it has also been pointed out by the authors of Ref. [72]
that nuclear interactions typically take place on scales of a few femtometers,
and that antinucleons produced in weak decays thus will be produced too far
from the primary vertex to have a chance to interact with antinucleons from
the primary interaction. In recent papers, antinucleons from weak decays are
therefore excluded in the coalescence evaluation.
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5.2 Monte Carlo hadronization uncertainty

In Paper I, we investigate the uncertainty in the predicted antideuteron spec-
trum from DM annihilations due to the modeling of hadronization in Monte
Carlo event generators. The hadronization step in a Monte Carlo takes place
after the parton showering — the emission of partons (quarks and gluons)
from virtual colored particles — and describes the formation of hadrons from
the near on-shell would-be final state quarks and gluons. This is a non-
perturbative process, taking place at energies around the QCD IR cutoff
scale ΛQCD ∼ 200 GeV, where perturbative QCD breaks down. The process
is poorly understood, and Monte Carlo event generators therefore have to rely
on phenomenological models, motivated from certain theoretical principles.

In Paper I, we compare the predictions for the antideuteron spectrum
from the Herwig++ [82, 83] and Pythia 8 [84, 85] event generators, which
respectively employ ‘cluster hadronization’ and ‘Lund string fragmentation’
hadronization models. The cluster hadronization model is based on the idea
of ‘color preconfinement’, introduced by the authors of Ref. [86], in which
quarks and gluons emerging from the perturbative showering will organize
into colorless ‘clusters’, which subsequently undergo a decay process, produc-
ing the observed final state hadrons. According to the color preconfinement
principle, the mass distribution of these clusters should be independent of
the hard process and the COM energy, and falls rapidly at high masses.

The string fragmentation model, on the other hand, is based on the con-
cept of linear confinement. Due to the self-interactions of gluons, QCD field
lines (analogous to electromagnetic field lines) attract each other, and at
large spatial separations compress into a tube-like region, referred to as a
string1. Color-connected particles are here modeled as strings, and as they
move apart, the potential energy of the string increases linearly, to the point
where qq̄-production becomes energetically favorable, causing the string to
break. The process continues until there is no longer enough energy available
for any strings to fragment further, and resulting string fragments are finally
identified with hadrons. Both of these hadronization models have a number
of free parameters that are tuned against hadronic datasets from various ex-

1Not to be confused with the string concept of string theory.
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periments, see e.g. Refs. [82, 87, 88]. While the physics of the underlying
models is fundamentally different, this tuning enables both Monte Carlos to
reproduce experimental data reasonably well.

For antideuteron production, however, the situation is more complicated.
Formation of nuclei is not a part of hadronization physics, and formation
models like the coalescence model have to be applied to the final state antin-
ucleons emerging from the hadronization processes of the Monte Carlos. The
coalescence model relies on momentum differences of the order ∼ 100 MeV,
and, as pointed out in Paper I, thus becomes highly sensitive to two-particle
correlations between the final state nuclei. Indeed, in calibrating the co-
alescence parameter p0 against the same ALEPH dataset [89], we obtain
significantly different best fit values in the two Monte Carlos; p0 = 110 MeV
in Herwig++ vs. p0 = 160 MeV in Pythia2. Furthermore, using these sepa-
rate, self-consistent calibrations, we compare the antideuteron spectra from
DM annihilations, and find factors of 2–4 difference at most energies due to
the difference in the hadronization procedures. This can be seen in Fig. 5.1.
At high and low energies, the difference between the Monte Carlos increases
rapidly. The high energy region lies above experimentally relevant energies,
but the low energy difference could still be of importance. For the q̄q-channels
we find the low-energy value at which the difference starts to increase to lie
at a roughly constant value of T , below any experimentally relevant energies.
For W+W−, on the other hand, the low energy point at which the difference
increases appears to lie at a constant value of x = T/mDM, and for dark mat-
ter masses mDM in the TeV range, this could lead to very large uncertainties
at experimentally relevant energies. The difference between the quark and
gauge boson channels here arises from the fact that while quark final states
produce increasingly large showers with increasing COM energies, the gauge
bosons are essentially on-shell particles decaying in their rest frame. Increas-
ing the COM energy will hence only boost the spectrum from the gauge
boson final states, and at high COM energies low energy uncertainties can
be boosted up to relevant energies.

2Note that this work was done before the argument of excluding weak decays was made
in Ref. [72]. The best fit values therefore differ significantly from those presented in more
recent works.
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Figure 5.1: Ratios of the antideuteron spectra from Herwig++ to those from
Pythia 8 for DM annihilations into bb̄ and W+W− for a selection of dark
matter passes and annihilation channels, as function of the scaled kinetic
energy x = T/mDM.

In a later work by Ibarra and Wild [72], it was found that even calibrating
the value of p0 against different experiments within the same Monte Carlo —
in this case Pythia — will not yield a consistent best fit value. In Paper II, we
find the same to be true in Herwig++. This could either be an indication that
the coalescence model does not give a good description of antideuteron pro-
duction, or that the hadronization models of the Monte Carlos do not yield
consistent results for experiments with different hard processes and differ-
ent COM energies. In both Herwig++ and Pythia, the experimental spectra
can individually be well fitted, pointing towards a process dependence in the
hadronization modeling. The hadronization parameters of Monte Carlos like
Herwig++ and Pythia are not tuned specifically, if at all, for reproducing
two-particle correlations; and nucleon spectra are not given higher priority
than other spectra in the tuning. A spread in best fit p0-values, as well as dis-
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agreement between the Monte Carlos is therefore not unexpected. In Paper
II, we investigate the prospects of consistently reproducing all available ex-
perimental antideuteron spectra using a single value of p0 in a given Monte
Carlo by specifically tuning the hadronization parameters of Herwig++ for
antideuteron production. Tuning of Monte Carlos specifically for improving
the physics description of a given process can further be used to estimate the
uncertainty in the Monte Carlo prediction due to the tuning itself, and has
previously been done in the context of Higgs production in Ref. [90].

We identify the three hadronization parameters that have the strongest
effect on the antideuteron spectrum, and tune them together with p0 against
antideuteron data from the ALEPH [89], CLEO [91] and ZEUS [92] exper-
iments, and antiproton data from ALEPH [93] and OPAL [94]. The inclu-
sion of antiproton data here is necessary, as one cannot expect a consistent
description of the antideuteron spectrum if the spectra of the constituent
particles are wrong. Inclusion of more experiments or hadronization parame-
ters was not feasible in this context, as optimization in this parameter space
turned out to be highly non-trivial, and the calculation of antideuteron spec-
tra in the per-event coalescence model is highly CPU-intensive, requiring
orders of 108− 109 Monte Carlo events per experiment per parameter point.

To find the best fit parameter point, we perform a least squares fit, min-
imizing the quantity

S =

bins,
experiments∑

i

(
yexp
i − yMC

i (αj)
σi

)2

, (5.4)

where yexp
i and yMC

i , respectively, are the measured and Monte Carlo values
for bin i of an experiment, αj are the four parameters we are minimizing
over, and the sum is over all bins of all experiments. For the uncertainties
σi, we here use the combined Monte Carlo and experimental uncertainties.
In order to be able to perform this minimization over our four-dimensional
parameter space with the low number of samples we can practically generate,
we first perform grid scans of the parameter space, and then use so-called
radial basis functions to approximate the functional shape of S. We then
use this functional approximation to estimate the position of the global min-
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imum, and use an iterative procedure of calculating the true value of S at
the estimated minimum, and updating the radial basis functions, giving a
new estimate for the minimum, until a stable minimum is found.

The best fit parameter values found is given in Table 5.1, and yields a
very good fit of χ2

min = 10.6 for 14.2 effective degrees of freedom. We find
that it is indeed possible to describe the experiments in the fit using a single
value of p0 in Herwig++, and we use the parameter uncertainties to estimate
the resulting uncertainty in the cosmic ray antideuteron flux from decaying
gravitino dark matter — see the following section.

Parameter Default value Value at χ2
min Uncertainty

p0 – 143.2 +6.2
−5.5

ClMaxLight 3.25 3.03 +0.18
−0.15

PSplitLight 1.20 1.31 +0.19
−0.32

PwtDIquark 0.49 0.48 +0.15
−0.04

Table 5.1: Results from hadronization parameter fit compared to default
values in Herwig++. p0-values are in units of MeV.

5.3 Antideuterons from gravitino RPV de-
cays

As a second topic of Paper II, we calculate for the first time the predicted
antideuteron flux from decays of gravitino dark matter in models of trilinear
R-parity violation. We further estimate the prospective limits the AMS-02
and GAPS experiments can set on the trilinear RPV couplings in the event
that no antideuteron signal is observed, and calculate the current limits from
the non-observation of antideuterons at the BESS experiment [71]. In this
context, only the λ′ijkLiQjD̄k and λ′′ijkŪiD̄jD̄k terms introduced in Section 3.3
are of relevance, as gravitino decays involving the λijkLiLjĒk couplings will
primarily produce leptonic final states.

Gravitinos decaying through trilinear RPV couplings are particularly in-
teresting in the context of antideuteron cosmic rays, as decays with the
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ŪiD̄jD̄k operators have three-quark/antiquark final states. This leads to
a higher antinucleon production rate than with the typical qq̄ final states
of DM decay/annihilation in generic models. The higher antinucleon pro-
duction rate leads to a higher probability of finding an antiproton and an
antineutron in the same event, leading to an increase in the antideuteron
formation probability. As a consequence, these particular decays also give
a higher antideuteron-to-antiproton ratio than typical DM models, making
this one of the few DM models that can potentially yield a high cosmic ray
antideuteron flux while avoiding the constraints from the antiproton chan-
nel. Figure 5.2 shows the spectra for 800 GeV gravitinos decaying through
RPV couplings with λ = 10−9, which is within the current experimental
limits from the antiproton channel. As can be seen from the figure, decays
through ŪiD̄jD̄k operators can yield antideuteron fluxes large enough to be
observed by upcoming experiments. Lower gravitino masses can yield even
higher fluxes.

Using antideuteron fluxes calculated at different gravitinio masses, in
combination with the fact that the flux scales as λ2, we calculate 95% CL
upper limits on the RPV couplings λ as function of the gravitino mass for
the BESS experiment, and prospective limits for the AMS-02 and GAPS ex-
periments in the absence of a signal3. Figure 5.3 shows the prospective limits
from the GAPS experiment with the expected sensitivity of the Long Dura-
tion Balloon (LDB+) flights [77], and is the experiment that is capable of
setting the strongest limits. For the ŪiD̄jD̄k operators, these limits are a fac-
tor ∼ 4 stronger than the current strongest limits from antiproton data [95],
while for LiQjD̄k, the limits are similar in magnitude to the existing limits.
The prospective limits from AMS-02 are a factor 2-4 weaker than the GAPS
limits at low gravitino masses, but similar at higher masses. The existing
limit on the antideuteron flux from the BESS experiment is too weak to set
competitive limits on the RPV couplings.

3For the GAPS experiment we assume zero antideuteron candidates, while for the
AMS-02 experiment we assume a single observed event, corresponding to the background
expectation.
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Figure 5.2: Antideuteron flux at the Earth from gravitino decays with
mG̃ = 800 GeV and λ = 10−9, calculated using Herwig++ with re-tuned
hadronization parameters. The cosmic ray propagation is done using the
NFW DM halo profile and ’med’ propagation parameters — see Paper II for
details. The error bars show the uncertainty originating from the tuning of
p0 and the hadronization parameters, and the colors indicate different RPV
couplings. The shaded regions show the expected 95% CL exclusion limits
of various experiments, assuming that only the expected number of back-
ground events are observed. The black line shows the expected astrophysical
background calculated in Ref. [69].
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Figure 5.3: Expected achievable upper limits on various RPV couplings λ
as a function of gravitino mass from the LDB+ flight of the GAPS experi-
ment. The limit assumes zero observed events. All limits are for the ’med’
propagation model and NFW DM halo profile — see Paper II for details.

5.4 A new model for antideuteron formation

The coalescence model, while easy to use, in its extreme simplicity does not
appear that physically well motivated. The antideuteron formation process in
the coalescence model is entirely deterministic, and the formation probability
can be described as a step function in the COM momentum difference of the
p̄n̄-pair

P (p̄n̄→ d̄ | k) = θ(p0 − k), (5.5)

where k = |�pp̄− �pn̄|. From quantum mechanics, one would not expect a rela-
tion like this, but rather a formation probability that varies as function of k,
as in a scattering process. For free antinucleons, this formation probability
should be proportional to the cross section for the process p̄n̄ → d̄X. In
Paper III, we therefore propose an alternative model in which antideuteron
formation is a probabilistic process, where the probability for two antinucle-
ons N̄1 and N̄2 to form an antideuteron through a process N1N̄2 → d̄Xi is
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given by
P (N̄1N̄2 → d̄Xi | k) =

σN̄1N̄2→d̄Xi(k)
σ0

. (5.6)

In contrast to the coalescence model, N̄1 and N̄2 are here not restricted to be-
ing an antiproton-antineutron pair. Xi can in principle be any energetically
allowed set of final state particles. In this work, we consider contributions
from the processes listed in Table 5.2: the processes we expect to yield the
largest contributions to the antideuteron spectrum. The normalization pa-
rameter σ0 in Eq. (5.6) is a free parameter of the model, analogous to p0 in
the coalescence model, and similarly has to be calibrated through fits against
experimental data.

Effective field theory calculations of processes considered here are highly
challenging, and is an entire field in itself; see e.g. Ref. [96] for a review.
These calculations have not yet reached a level where the cross sections
σN̄1N̄2→d̄Xi(k) can be reliably calculated at typical values of k that are of
interest, and we therefore have no choice but to base our model on fits to
experimental data. As no experimental data is available for the antinucleon
processes in Table 5.2, we instead base our fits on data for the charge conju-
gate processes, under the assumption σN̄1N̄2→d̄X = σN1N2→dX̄ .

1) p̄n̄→ d̄γ 5) p̄p̄→ d̄π−
2) p̄n̄→ d̄π0 6) p̄p̄→ d̄π−π0

3) p̄n̄→ d̄π+π− 7) n̄n̄→ d̄π+

4) p̄n̄→ d̄π0π0 8) n̄n̄→ d̄π+π0

Table 5.2: Antideuteron production processes considered in Paper III.

Using our model, we calculate the antideuteron spectra for several col-
lider experiments using Herwig++ and Pythia 8, and compare the results
to the predictions of the coalescence model. We find our model to give a
similar or better description of the experimental data for all experiments,
and for recent deuteron and antideuteron data from ALICE experiment [97]
in particular, our model gives a consistent fit, whereas the coalescence model
does not. This is the first clear breakdown of the coalescence model in a
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single experiment. We use the same experiments to calibrate the free pa-
rameter σ0 of the model, and find that while our model gives a significantly
better simultaneous fit to all experiments than the coalescence model, also in
this model we not able consistently describe all experiments using a common
value of σ0. It is, however, not unlikely that this is largely caused by the
Monte Carlo hadronization models, rather than the antideuteron formation
models, as discussed in Paper II. This is supported by the fact that the best
fit values of the parameters p0 and σ0, controlling the normalization of the
antideuteron spectrum, are quite strongly correlated between the different
experiments. Given a common calibration for the two models in one exper-
iment, we thus typically see an under- or overproduction of antideuterons
in the same experiments. This might be an indication of an energy and/or
process dependence in the antinucleon spectra and two-particle correlations
of the Monte Carlos that differs from what is found in Nature.

As we are not able to obtain a consistent simultaneous fit for all ex-
periments, we instead perform separate fits to experiments with colored and
colorless initial states, and obtain significantly better fits. If there is indeed a
problematic process dependence in the hadronization or the antideuteron for-
mation model, a calibration against experiments with colorless initial states
— whose processes more closely resemble those expected in DM annihila-
tions or decays — is more likely to give a correct prediction for the cosmic
ray antideuteron flux from dark matter.

Figure 5.4 shows the antideuteron flux from generic dark matter annihi-
lating into bb̄ in the two models, calculated using Pythia 8 and the ‘colorless’
calibration of the models. As can be seen from the figure, our model predicts
a softer spectrum with a steeper falloff at high energies than the coalescence
model. This leads to an enhancement of the flux at energies relevant to
upcoming experiments. Comparing the results of the two formation mod-
els using Herwig and Pythia 8 for varying processes and DM masses, using
both the colored and colorless calibrations of the models, we typically ob-
serve an enhancement of the low energy antideuteron flux of a factor 1.5–2
in our model. We note, however, that the magnitude of this enhancement is
not fixed, but determined by the calibration against experimental data.
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Figure 5.4: Antideuteron spectra at Earth from dark matter annihilation
into bb̄, calculated using Pythia 8 with p0 = 140 MeV in the coalescence
model, and 1/σ0 = 1.18 barn−1 in the cross section based model. The bands
indicate the 1σ statistical uncertainty of our Monte Carlo event generation.
The dashed line shows the expected astrophysical background calculated in
Ref. [69]. The light shaded regions show the latest predicted sensitivities of
the AMS-02 and the GAPS experiments [70].





Chapter 6

Dark matter and BSM
parameter scans

In addition to the three cosmic ray antideuteron papers, a significant amount
of the work behind this thesis has been contributions to the development of
the Global And Modular BSM Inference Tool (GAMBIT) code. The GAMBIT [98]
project is an international effort to develop a modular and model independent
open source BSM parameter fitting tool. In this chapter, we will give a
brief introduction to BSM parameter scans and global fits, and motivate
the development of a new fitting tool. We will also give an overview of the
GAMBIT code, and discuss and the contributions from the work behind thesis
in detail.

6.1 BSM parameter scans
As exemplified by the MSSM in Section 3.2, BSM models usually come with
a number of parameters that are not fixed by the theory. Typically, the
model in question is also assumed to be a low energy effective theory, where
the free parameters parameterize our ignorance of the full theory at higher
scales. The phenomenology of these models can vary strongly between differ-
ent regions of their parameter spaces, making the models tricky to search for
experimentally, and difficult to exclude. In order to make signal predictions
for current and future experiments, it is therefore necessary to scan the model
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parameter spaces to find regions that are preferred by existing experimental
data. Parameter scans are similarly used in global fits — simultaneous sta-
tistical fits against all available data, which can be used to determine which
model is in best agreement with current experiments. These are highly non-
trivial tasks that require robust statistical combination of experimental data
from both astrophysics and particle physics. The typical dimensionality of
the parameter spaces in question further necessitate the application of so-
phisticated scanning algorithms and supercomputing hardware.

Existing BSM model scanning tools have a number of shortcomings that
call for the development of a new, improved code framework. The most press-
ing constraint of existing tools, is that they are strongly tied to specific BSM
models — almost exclusively sub-models of the MSSM. With the veritable
zoo of proposed BSM models in existence, a fully model-independent param-
eter scanning framework will be crucial in identifying the correct model if
signs of new physics should be discovered at the LHC, or in other near future
experiments.

Parameter scanning tools rely on external codes for calculating the theo-
retical predictions of experimental observables, and existing tools are closely
linked to specific codes for these calculations. This limits these tools to the
allowed models of the external codes, hampers comparison of different the-
ory codes, and prohibits the users from making use of codes better suited for
their needs. These restrictions typically also apply to the available sets of
scanning algorithms.

Partially due to the computational power required, and partially due to
the extensive detail of the involved analysis, previous BSM parameter scans
have been restricted to a relatively low number of experimental observables.
Among dark matter observables, charged cosmic rays have mostly been left
out, and only the DM relic density along with a few neutrino, gamma ray, or
direct detection experiments are typically included. For global fits in high-
dimensional parameter spaces to converge in reasonable time, each parameter
point has to be evaluated in a matter of (at most) seconds. Incorporating an
experimental analysis in a global fit thus requires fast theory calculations of
quantities like cross sections and cosmic ray spectra, as well as fast simulation
of the experimental analysis itself. Making reasonable approximations and
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assumptions for speeding up the process requires detailed knowledge of both
theory and experiment, and performing global fits of BSM models should
therefore be a collaborative endeavor.

6.2 GAMBIT

The GAMBIT [98] collaboration comprises 26 theorists and experimentalists
from various fields of particle and astroparticle physics, working together to
develop a modular and fully model independent open source fitting tool,
which is aimed at resolving the aforementioned shortcomings of existing
codes. The combined expertise in the different fields enables the develop-
ment not only of the fitting tool itself, but also of the fast and reliable
(astro)particle calculation algorithms necessary for large scale global fits. At
the completion of this thesis, the GAMBIT code is yet to be be released, and no
physics results have been published. In the following sections, we will there-
fore introduce some of the central features of the GAMBIT code framework,
and discuss the main contributions of this thesis to the code and framework
in particular detail.

6.2.1 Code features

GAMBIT is a c++ code, and utilizes a number of features introduced in the
c++11 standard. The code itself is technically complex, so aside from the
contributions from this thesis, we will not discuss details of the implementa-
tion.

6.2.1.1 The backend system

The primary strength of the GAMBIT code is its modularity, and this is closely
connected to the way it interfaces to external physics codes — here referred to
as ‘backends’. While other codes either interface through standardized SLHA
files or static linking to the external codes, GAMBIT is based on dynamic link-
ing: loading functions and variables from external codes at runtime. This
has several advantages. Linking to the external codes is much faster than



78 Chapter 6. Dark matter and BSM parameter scans

reading and writing SLHA files to disk, and also gives us direct access to in-
ternal functions and variables that may not be accessible through the SLHA
interface. Static linking would here have the disadvantage of giving an ex-
plicit dependence on all allowed backend codes, including codes that will
not be used in a given scan. Implementing a plug-and-play system, where
backends can be optional, would necessitate an intricate makefile system and
recompilation of the code whenever a backend is added or removed. With
dynamic linking, on the other hand, the presence of a backend code is only
checked at runtime, and backends with an existing interface in GAMBIT can
thus be added or removed without having to recompile the code.

6.2.1.2 Module functions and capabilities

Having direct access to internal functions of the backend codes allows us to
perform different parts of a calculation using different backend codes. For
example, in calculating the gamma ray flux from dark matter, we can use
MicrOMEGAs to calculate the DM relic density, and feed it into DarkSUSY for
calculation of the gamma ray spectrum. To enable such interactions in a
generalized framework, GAMBIT internally consists of a number of standalone
‘module functions’1. Each module function is labeled according to its ‘capa-
bility’, i.e. to what quantity it returns — be it a physical quantity like the
DM relic density, a likelihood, or just an utility quantity like the name of
the DM candidate. A module function can be tied to specific functions from
backend codes, providing a quantity calculated by the given backend(s) as
its capability. The module functions can have dependencies on any number
of other capabilities, but rather than having explicit dependencies on specific
module functions, they accept input from any module functions that provide
the correct capability. This allows the user to mix and match input and
output from different backend codes and internal GAMBIT functions without
having to construct specialized interfaces between them. Furthermore, acti-
vation and combination of module functions is specified at runtime through
the GAMBIT input files, without any need for recompilation. The module
functions are inherently model independent, and unless specified to only be

1In terms of implementation, the module functions are c++ functor objects, not func-
tions.
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compatible with some given BSM models, can be used in parameter scans of
any model.

6.2.1.3 Physics modules

While the module functions are in themselves standalone quantities that
only depend on other module functions through capabilities, we have chosen
to group these functions into ‘modules’, according to the physical quantities
they relate to. GAMBIT is currently divided into five different physics modules:

• ColliderBit comprises module functions responsible for calculating
likelihoods and observables for collider experiments like the LHC and
LEP.

• DarkBit is responsible for dark matter related observables and likeli-
hoods, and is the module to which this work has contributed the most.
It will be discussed in further detail in Section 6.3.

• DecayBit is largely an utility module, and is responsible for providing
SM and BSM particle decay widths.

• EWPOBit implements tests of electroweak precision observables.

• SpecBit provides BSM mass spectra and RGE running, as well as mass
eigenstates.

The modules are designed to be largely self-contained, and several of the
modules will be released as standalone code packages. GAMBIT also features
a ScannerBit, responsible for statistics, parameter sampling, and optimiza-
tion algorithms. As the scanners control the entire parameter scan, Scanner-
Bit has a unique role in this context, essentially behaving like an external
program that manages multiple instances of the main GAMBIT code.

6.2.1.4 The core

As previously mentioned, module functions have no explicit dependencies on
each other, and can be freely combined at runtime. This necessitates a sys-
tem for determining the correct function call order, and relaying input and
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output information between module functions. These are some of the re-
sponsibilities of the GAMBIT ‘core’ framework. The core is at the heart or the
GAMBIT code, and manages all per-parameter-point level calculations. The
core handles communication with backend codes and between module func-
tions, and is also responsible for checking if all module function capability
requirements can be fulfilled, checking if multiple module functions provide
the same capability (in which case the user must specify which one to use),
as well as handling logging and printing. It is also responsible for commu-
nicating parameter point information and likelihoods between the scanners
and the rest of the code.

6.2.1.5 Double-layer parallelization

Multi-dimensional BSM parameter scans are extremely resource intensive in
terms of computation time, and require supercomputers with hundreds or
thousands of cores. Modern scanning algorithms are capable of making use
of multiple cores, but their per-core efficiency typically drops dramatically
when reaching hundreds of cores. In order to make full use of the resources
at hand, GAMBIT is parallelized both at scan and point level. The core has
a specialized setup for running module functions in parallelized loops us-
ing OpenMP [99], allowing repeated calculations to be run in parallel. In
ColliderBit, this is used to run multiple instances of Pythia in parallel,
thus essentially parallelizing a backend code that does not inherently make
use of multiple cores. On scan level, ScannerBit uses OpenMPI [100] to run
multiple copies of GAMBIT in parallel, providing a second layer of paralleliza-
tion. For supercomputer use, this gives a significantly better utilization of
the available resources than a pure scan level parallelization.

6.2.2 Fortran interface

Interfacing to backend codes through dynamic linking can be problematic
when dealing with backends written in other programming languages. Dif-
ferent languages can for example have different standards for function call
signatures, or different memory structures for their variables. GAMBIT is writ-
ten in c++, and the most relevant external language case in this context is
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fortran, in which numerous physics codes are written.
Perhaps the most important issue when interfacing between c/c++ and

fortran codes, is how arrays are represented. While one-dimensional c/c++
and fortran arrays have the same memory structure, c-style arrays in the
code have a lower index of 0, while fortran arrays by default have a lower
index of 1. Fortran more generally also allows for arbitrary user-specified
index ranges. In terms of user friendliness, this is problematic, as c/c++ does
not allow for re-definition of index ranges. Leaving the transformation of
array indices to the user is not only cumbersome, but also very likely to lead
to errors. Another, more fundamental difference between arrays in c/c++
and fortran, is how multidimensional arrays are represented in memory.
While the elements of c-style arrays are stored in a row-major order, elements
of fortran arrays are stored in column-major order. This is illustrated in
Fig. 6.1 for a two-dimensional array. In row-major ordering, each row has a
continuous memory structure, while in column-major ordering each column
has a continuous memory structure. This essentially implies that c-style
arrays and fortran arrays are transposed with respect to each other, and
when accessing a multidimensional fortran array from c/c++, the indices
have to be given in reverse order. This, again, is highly inconvenient, and can
easily lead to misunderstandings and errors. The resolution of these issues
in GAMBIT forms parts of this thesis’ contribution, and the relevant c++ code
can be found in Appendix A.

As we are working in c++, the obvious approach to solving both of these
problems is to introduce a new class to represent the fortran arrays. In the
first iteration, this class was built as a wrapper around a pointer to a backend
fortran array, but this led to complications in interfacing to arrays inside
fortran common blocks, and to passing arrays to fortran functions. For the
final version, the class was instead designed to have the exact same memory
structure as a true fortran array. This makes the fortran array class fully
interchangeable with an actual fortran array, and it can be accessed and
passed between functions exactly as a native fortran array.

In order to maintain the exact same memory structure, the fortran array
class cannot contain any member variables aside from the array itself. The
class must, however, somehow contain information on the upper and lower
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Figure 6.1: Column- vs. row-major memory structure for arrays.

index limits for all dimensions of the array. This was achieved by writing the
class as a variadic template class — a feature that was introduced as a part
of the c++11 standard. The class is templated on the upper and lower array
indices, which essentially entails that arrays with different dimensionalities
and/or different upper or lower limits are defined as separate classes. By
using variadic templates, the class can be defined with an arbitrary number
of index limit pairs, thus allowing for arrays of any dimensionality. The infor-
mation about index limits and array dimensions is automatically hardcoded
into the accessor functions of the different specializations by the compiler,
and the only member variable of the class(es) is then the array itself. The
array is internally represented by a one-dimensional array with

Nel =
D∑
i=1
Ni, (6.1)

elements; where D is the dimensionality of the fortran array, and Ni is
the number of elements in dimension i. Given a D-dimensional fortran
array, with (inclusive) lower index limits L = {L1, . . . , LD} and (inclusive)
upper limits U = {U1, . . . , UD}, from which the user requests element n′ =
{n′1, . . . , n′D}, the corresponding index for the internal one-dimensional array
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can be calculated through

n =
D∑
i=1

(n′i − Li)
i−1∏
j=1

(Uj − Lj + 1)

=
D∑
i=1

(n′i − Li)
i−1∏
j=1
Nj,

(6.2)

where the number of elements in dimension j is given by Nj = (Uj − Lj +
1). This translation of the array indices is done internally in the accessor
functions for the class, and is entirely hidden from the user.

A sub-class of fortran arrays that requires particular attention, is strings
(character arrays). In c and fortran, strings are represented by arrays of
characters, while in c++, strings are typically handled through the standard
library string class. An important difference between strings in c/c++ and
fortran, is that while the end of a string in c/c++ is denoted by a null termi-
nator (the ‘\0’ character), a fortran string has a pre-determined length, and
a string shorter than this length is padded with trailing spaces. In order to
be able to handle fortran strings in the same way as the native c++ string
class, a specialized fortran string class was implemented, which inherits
from the fortran array class, but has specialized functionality for dealing
with null termination and trailing spaces, and has overloaded assignment
operators allowing for assignment to and from c and c++ strings.

6.3 DarkBit

DarkBit is the GAMBIT module responsible for the calculation of dark mat-
ter related observables and likelihoods, and is the module where this thesis
contributes the most. The primary tasks here have been to implement a fast
Monte Carlo cascade decay code (which will be discussed in detail in Sec-
tion 6.4), writing interfaces to relevant backend codes, and writing module
functions for gamma ray yield calculations. In addition to this, the work has
involved writing module functions that set up the so-called ‘process catalog’:
a structure containing all decay, annihilation and mass information relevant
for indirect detection calculations. These code contributions are too lengthy
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to be included as an appendix in this thesis, but the full code will be available
from the GAMBIT Hepforge repository [98] once GAMBIT has been released.

DarkBit has a large number of planned physics analyses, and we will
here give a brief overview of the analyses that will be included in the first
GAMBIT release. DarkBit also has numerous technical features that will not be
discussed in detail. For the first release, DarkBit will contain likelihood cal-
culations for the DM relic density, direct detection searches, and gamma and
neutrino cosmic ray searches. Future versions will also support charged cos-
mic rays, but this will require implementation of fast cosmic ray propagation
algorithms. DarkBit features a model-independent setup for calculating the
DM relic density for any WIMP dark matter candidate, relying on DarkSUSY
routines for solving the Boltzmann equation. The calculation of the relic
density likelihood itself is currently a basic implementation using

ln(L) = (ΩDM,th − ΩDM,obs)2

σ2
ΩDM

, (6.3)

rather than a full implementation of the relevant experimental analyses —
e.g. Planck or WMAP. ΩDM,th and ΩDM,obs are respectively the theoretical
and observed relic densities, while σ2

ΩDM
is the experimental uncertainty.

For the direct and indirect detection likelihoods, on the other hand, we
implement full event level analyses. These likelihoods are calculated using
gamLike, nuLike, and DDcalc: external codes that are being developed as a
part of the GAMBIT project2. DDcalc implements experimental analyses for a
number of planned and existing direct detection experiments, currently en-
compassing XENON100 2012 [101], LUX 2013 [102], SuperCDMS 2014 [103],
DARWIN-Ar, and DARWIN-Xe [104]; a wider range of direct detection ex-
periments than used in any previous global fit. nuLike calculates event-level
likelihoods based on the IceCube-22, IceCube-79, and IceCube-99 results,
taking the full information on the observed events, such as the direction of
the incoming neutrino, into account. Finally, gamLike implements gamma
ray likelihoods for various search regions, currently based on Fermi LAT
results.

2DDcalc is planned to be released as a standalone command line tool, while the others
are libraries that likely will only be distributed as a part of GAMBIT.
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For the first release, DarkBit relies on DarkSUSY and MicrOMEGAs for
neutrino yield calculations due to the technical details involved in correctly
incorporating neutrino oscillations. For the gamma ray yields, we import
pre-calculated spectra for two-body annihilations/decays from DarkSUSY and
MicrOMEGAs, and weight them according to the branching fractions for the
given model. We also rely on these codes for differential gamma ray yields
from three-body decay spectra, the integration of which is performed inter-
nally in GAMBIT.

As discussed in Section 4.3.1, contributions from cascade decays can be
very important in non-minimal BSM models. Cascade decays can be calcu-
lated using external codes, such as DarkSUSY, but these codes are typically
model dependent, and thus not suitable for DarkBit. One can also use Monte
Carlo event generators like Herwig++ or Pythia, but these codes are slower,
and do not inherently support parallelized calculations. In DarkBit, we have
therefore implemented a fully parallelized and model independent cascade
decay Monte Carlo.

6.4 Fast cascade decays

We have chosen to implement the cascade decays as a Monte Carlo code, as
the angular correlations between subsequent steps in long decay chains be-
come horrendously complicated to handle analytically. In codes like DarkSUSY,
simplified averages of the involved angles are made, but this can in principle
lose spectral features arising from angular correlations. The cascade decay
code in DarkBit is implemented in two main parts: a decay chain Monte
Carlo and an accompanying analysis framework. The Monte Carlo code gen-
erates decay chains based on the relative branching fractions for each decay.
In the current iteration, all particles in the decay chain are assumed to be on-
shell, and this extends to only allowing two-body decays in each step of the
decay chain. Due to the confinement of QCD, particles carrying color charge
can never appear as free particles, and require special treatment; the details
of which will be discussed below. In this section, we will give a step-by-step
description of the cascade decay code, and discuss the rationale behind the
choices made in the implementation.
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Identifying what cascades must be calculated This is the first step in
the algorithm, and is done by iterating over all annihilation channels of the
DM particle. If a given channel is a ‘fundamental’ channel, such as χχ→ bb̄
or χχ → W+W−, for which tabulated spectra exist, the tabulated spectra
will be used, and nothing needs to be done in terms of cascades. If, on the
other hand, this is a ‘complex’ channel, where one or more of the final states is
an unstable (BSM) particle, whose decay spectrum is not already tabulated,
the unstable particle(s) are added to a list of initial states for cascade decays.

Initializing histograms Each particle of interest, i.e. each particle we are
interested in searching for in cosmic rays, is given separate histograms for
each of the initial states determined in the previous step.

Generating Monte Carlo decay chains Decay chains are generated for
each of the aforementioned initial states by Monte Carlo. The generation
of decay chains, and the following analysis steps described below, are fully
parallelized — each available CPU core independently generating, analyzing,
and histogramming events. The decay chain Monte Carlo code in DarkBit
is implemented as a doubly linked tree: each particle in the decay chain is
represented by an instance of a class named ChainParticle, which contains
pointers to its parent particle, and any child particles (decay products). A
decay chain is generated by first creating an initial state ChainParticle,
which is initialized using a decay table containing relevant masses and de-
cays for all particles that can occur in the cascade. The ChainParticle
class features a member function named generateDecayChainMC, which is
used to (recursively) generate a decay chain starting from the initial state
ChainParticle instance. The function uses the internal decay table to se-
lect a decay from the list of possible processes, using probabilities equal to
the relative branching fractions for the allowed decays3. It then creates dy-
namically allocated ChainParticle instances for each of the resulting child
particles, connects the relevant parent/child pointers, and generates the nec-
essary Lorentz matrices for boosting between the COM frame of the child

3Relative, as the branching ratios of the two-body decays may not always sum up to
one.
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particles and the parent and lab frames4. Finally, the function calls the
generateDecayChainMC functions of each of the child particles.

This recursive process continues until either stable particles are reached,
in which case generateDecayChainMC does nothing, or until a pre-defined
cutoff condition is reached. This condition can be either a maximum number
of allowed decay steps, or a cutoff on the lab frame energy of the decaying
particle. The amount of available energy decreases the further down the de-
cay chain one gets, and the user will typically not be interested in final states
with arbitrarily low energies. The cutoff conditions thus serve to improve the
performance of the code by not wasting computation time on calculating the
spectrum at energies below the range of interest.

Identifying special case decays There is one exception to the recursive
process described in the previous step. Certain decays — decays with colored
final states in particular — have a nature that makes them unsuitable for
cascade decays. Colored particles can never appear as free particles, but
will undergo showering and hadronization, producing high multiplicity jets.
Such processes cannot be described as mere decay processes, and therefore
require special treatment in the cascade decay code. Full simulations of these
processes are complex and computationally expensive, and are responsible for
a large fraction of the computation time in conventional Monte Carlo event
generators, such as Pythia or Herwig++. Instead of explicitly calculating
these processes, our code makes use of pre-computed spectra from full particle
physics Monte Carlos for these processes. Decays ending up in colored final
states are therefore put on hold during generation of decay chains, to be
taken care of at a later point in the code.

There are also other cases where one might want to use pre-computed
spectra for a process, instead of handing it through cascades. Examples
include cases where off-shell corrections, e.g. from final state radiation, are
of particular importance. In these cases too, the decays are put on hold, to
be taken care of at a later point. In the current version of the code, decays
into W+W− and ZZ, as well as decays of single gauge bosons are treated as

4The lab frame is here defined as the rest frame of the initial state particle in the
cascade.
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special case decays.

Analyzing final states Once a full decay chain has been generated, the
final state particles of the chain are collected and analyzed, and final states
of interest are histogrammed. Decays that require sampling from tabulated
spectra are taken care of at this point. Pre-tabulated spectra for photons
and other relevant particles from a number of different would-be final states
are here obtained from backend codes like DarkSUSY or MicrOMEGAs. These
spectra are given in the COM frame of the decay, and must for each decay
be boosted to the lab frame.

Let us in the following, without loss of generality, consider photons as
particles of interest. Boosting a spectrum to the lab frame, and adding
it to a histogram can be done in two ways: by generating discrete events
from the spectrum by Monte Carlo, or by use of weighted events. We have
here chosen the latter, but with significant Monte Carlo elements. In a case
where the spectra would not need to be boosted, the use of weighted events
would for each bin in the histogram entail adding a contribution given by
the integral of the spectrum over the energy range of the bin. Having to
boost the spectra complicates this, however. When boosting a spectrum, the
angles at which the particles are emitted must be taken into account, and
should be integrated over. Combining the boost itself with integration over
angles and bin energies is not trivial, and we here employ a Monte Carlo
based approach:

• We begin by creating a temporary histogram, with the same binning
as the main histogram, to hold the contributions from the decay. This
is necessary in order to later be able to calculate the bin errors of the
main histogram.

• We proceed by sampling the COM frame photon spectrum log-linearly
in the energy range E− to E+. In the COM frame of the decay, the
photons are assumed to be emitted isotropically, and as discussed in
Section 4.3.1.1, monochromatic photons in the COM frame lead to a
box shaped spectrum when averaged over angles, and boosted to the
lab frame. The upper and lower limits for the sampling, E+ and E−,
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are determined from Eq. (4.4), and are chosen such that given a line
signal at the lower energy limit E−, the upper edge of the box spectrum
resulting from a boost to the lab frame hits the lower edge of the lowest
histogram bin, and vice versa for the upper limit.

• For each sampled energy, we calculate the resulting box spectrum from
a boost to the lab frame. We add these box contributions (with proper
normalizations) to the temporary histogram, using Eq. (4.4) to deter-
mine which bins receive a contribution, and how large contribution
bins only partially covered by the box receive. To compensate for the
log-linear sampling, each sample j is weighted down by a factor

gj = Ej log(E+

E−
)
(
dN

dE

)
j

, (6.4)

where
(
dN
dE

)
j

is the spectrum at the sampled COM energy Ej.

• We normalize the temporary histogram by dividing by the number of
samplings.

• The bin contents wi,j of the temporary histogram are added to the
corresponding bin in the main histogram as weighted events. i is here
the index of the bin, and j is the index of the (decay) contribution,
running over all single photon and special case decay contributions to
bin i. Single photons, i.e. endpoints of the Monte Carlo decay chains,
contribute wi,j = 1 to a single bin. In the end, the contents of bin
i in the main histogram will be given as a sum of weighted events,
wi = ∑j wi,j. The corresponding bin uncertainties are given by σwi =√∑

j w
2
i,j. A second set of histograms is used to hold the sum of the

squared weights ∑j w2
i,j for this calculation.

Checking Monte Carlo end conditions The number of Monte Carlo
cascade decays to generate can either be set to a fixed value, or be dy-
namically determined by a set of accuracy conditions. For the first GAMBIT
release, only gamma ray indirect detection is included, and the termina-
tion of the event generation is determined only by an accuracy condition on
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the gamma ray spectrum. The experimentally measured gamma ray back-
ground is well described by a power law distribution dN

dE
∝ (E/1 GeV)Γ,

where Γ ≈ −2.6 [105]. We use this relation to construct relative signal-to-
background ratio estimates

Ri = si
(Ei/1 GeV)Γ , (6.5)

for all histogram bins, where si and Ei, respectively, are the bin content and
central energy value of bin i. The value of Γ is set through the GAMBIT input
files, and can be freely changed by the user. Using the quantityRi, we identify
the bin where the estimated signal-to-background ratio is highest, and apply
a relative accuracy condition σsi/si > C, where C is a free parameter and
σsi is the uncertainty of bin i, to this bin to determine whether or not to
generate more Monte Carlo events. In this way, we can ensure sufficiently
high statistics in regions where the DM signal is most likely to overcome the
background, without wasting CPU time trying to achieve the same level of
accuracy in unimportant energy ranges.

As a demonstration of the cascade decay code, Fig. 6.2 shows the pho-
ton spectrum from neutralino annihilations in two MSSM parameter points
where cascade decay contributions are important, calculated in DarkBit and
DarkSUSY. The mass hierarchy in Point 1 leads to short decay chains, and
here DarkSUSY and the cascade decay Monte Carlo in DarkBit give more
or less identical results5. Point 2, on the other hand generally has longer
cascades, and here the spectra from two codes differ somewhat. This is not
unexpected, due to the loss of correlations in the angular averaging scheme
employed in DarkSUSY.

5The appearent differences at the endpoints are merely binning effects in the production
of the plot.
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Figure 6.2: Photon spectra from neutralino annihilations in DarkBit and
DarkSUSY for two different MSSM parameter points where cascade decay
contributions are important.





Chapter 7

Summary

This work has been dedicated to the search for dark matter — through con-
tributions to indirect searches with cosmic ray antideuterons, and through
contributions to the GAMBIT project, which will conduct the most compre-
hensive global fits of DM and BSM models yet. The primary focus of this
thesis has been to improve the theoretical predictions for the cosmic ray
antideuteron flux, and to develop a better understanding of the involved
uncertainties.

In Paper I, we investigated the uncertainties from the hadronization mod-
els employed by particle physics Monte Carlo event generators. We found
the predictions of the cluster hadronization and string fragmentation models
used by Herwig++ and Pythia to differ by factors of 2 − 4 for most an-
tideuteron energies, implying that hadronization uncertainty is one of the
largest theoretical uncertainties on the cosmic ray antideuteron flux.

In Paper II, we investigated the prospects of reducing the hadroniza-
tion uncertainty by tuning Monte Carlos hadronization models specifically
for antideuteron production. We tuned Herwig++ against experimental an-
tideuteron data from the ALEPH, CLEO, and ZEUS experiments, as well
as antiproton data from ALEPH and OPAL. Employing this method, we
were able to more consistently reproduce experimental antideuteron spec-
tra with a common value of the coalescence parameter p0, and the method
further allowed us to calculate a combined uncertainty from the tuning of
the hadronization parameters and the calibration of the coalescence momen-
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tum. In this paper, we also calculate the predicted antideuteron spectra from
gravitino decays through trilinear RPV couplings, and most importantly, find
decays through ŪiD̄jD̄k operators to be able to yield fluxes high enough to
be detected by current experiments, without being excluded by antiproton
limits.

In Paper III, we introduced an alternative model for antideuteron forma-
tion in high-energy collisions, which is based on fits to experimentally mea-
sured antideuteron formation cross sections. We found the model to yield
better fits to most experimentally measured antideuteron spectra — recent
ALICE data in particular, which the coalescence model fails to reproduce.
We also found that the model gives more consistent fits when combining
multiple experiments.

A significant part of this work has been dedicated to the development
of the GAMBIT global fitting project. The primary contributions to GAMBIT
have been backend interface development, and development of the DarkBit
module. For the core GAMBIT code, specialized classes for representing strings
and arrays from backends written in fortran have been created. In DarkBit,
work has consisted of setting up much of the gamma ray calculation frame-
work, and in particular implementing a fast cascade decay Monte Carlo event
generator. The GAMBIT code is due to be released along with the first physics
analysis results, which is planned to take place late summer 2015.
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Appendix A

Fortran array class

1 /// Array c l a s s that matches the memory s t r u c t u r e and
f u n c t i o n a l i t y o f a r rays in Fortran codes

2 /// Syntax : Farray <[ type ] , [ lower index , dim 1 ] , [ upper index ,
dim 1 ] , [ a l t e r n a t i n g lower /upper i n d i c e s f o r subsequent
dimensions ]>

3 /// Accessed us ing the ( ) operator , r a the r than the standard c++
[ ] array operator .

4 /// Array ac c e s s syntax i s i d e n t i c a l to ( nat ive ) f o r t r a n array
a c c e s s .

5 template <typename T, int . . . l ims>
6 class Farray
7 {
8 protected :
9 s t a t i c _ a s s e r t ( s izeof . . . ( l ims )%2==0, " Farray e r r o r : Odd

number o f index l i m i t s . " ) ;
10 s t a t i c _ a s s e r t ( s izeof . . . ( l ims ) !=0 , " Farray e r r o r : No array

index l i m i t s g iven . " ) ;
11 // Allowed array ac c e s s types
12 typedef mult_types< short , const short , short&,
13 const short&, unsigned short , const unsigned short ,
14 unsigned short&, const unsigned short&, int , const int ,
15 int&, const int&, unsigned , const unsigned , unsigned&,
16 const unsigned&, long , const long , long&, const long&,
17 unsigned long , const unsigned long , unsigned long&,
18 const unsigned long&, long long , const long long ,
19 long long&, const long long&, unsigned long long ,
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20 const unsigned long long , unsigned long long&,
21 const unsigned long long&> allowed_types ;
22 // Helper s t r u c t s f o r c a l c u l a t i n g number o f e lements
23 template<int . . . _lims>
24 struct calc_nElem {} ;
25 template<int limL , int limU , int . . . _lims>
26 struct calc_nElem<limL , limU , _lims . . . >
27 {
28 enum{ va l= ( limU−limL+1)∗calc_nElem<_lims . . . >:: va l } ;
29 s t a t i c _ a s s e r t ( limU>limL , " Farray e r r o r : Upper array index

l i m i t i s lower than lower l i m i t . " ) ;
30 } ;
31 template<int limL , int limU>
32 struct calc_nElem<limL , limU>
33 {
34 enum{ va l=(limU−limL+1) } ;
35 s t a t i c _ a s s e r t ( limU>limL , " Farray e r r o r : Upper array index

l i m i t i s lower than lower l i m i t . " ) ;
36 } ;
37 public :
38 typedef calc_nElem<l ims . . . > nElem ;
39 T array [ nElem : : va l ] ;
40 Farray ( ) {}
41 Farray ( Farray<T, l ims . . . > &in ) {∗ this = in ; }
42 // enable_if_all_member f a i l s to compi le i f argument i s not

o f one o f the types in allowed_types , o therwi se g i v e s
type T

43 template <typename . . . Args>
44 typename enable_if_all_member<allowed_types , T&, Args . . . > : :

type : : type
45 operator ( ) ( Args . . . a )
46 {
47 s t a t i c _ a s s e r t (2∗ s izeof . . . ( a )==s izeof . . . ( l ims ) , " Farray

e r r o r : I n v a l i d number o f arguments passed to ( )
operator . " ) ;

48 int i n d i c e s [ ] = { int ( a ) . . . } ;
49 int l i m i t s [ ] = { l ims . . . } ;
50 int idx = 0 ;
51 // Ca lcu la te index f o r array a c c e s s
52 for ( int i = 0 ; i < int ( s izeof . . . ( l ims ) /2) ; ++i )
53 {
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54 int idx_i = i n d i c e s [ i ] ;
55 i f ( idx_i<l i m i t s [ 2∗ i ] | | idx_i>l i m i t s [ 2∗ i +1])
56 {
57 s t r errmsg = " Farray e r r o r : Array index out o f bounds .

" ;
58 u t i l s _ e r r o r ( ) . r a i s e (LOCAL_INFO, errmsg ) ;
59 }
60 idx_i −= l i m i t s [ 2∗ i ] ;
61 for ( int j =0; j<i ; j++) idx_i ∗= ( l i m i t s [ 2∗ j +1]− l i m i t s

[ 2∗ j ]+1) ;
62 idx += idx_i ;
63 }
64 return array [ idx ] ;
65 }
66 // enable_if_all_member f a i l s to compi le i f argument i s not

o f one o f the types in allowed_types , o therwi se g i v e s
type T

67 template <typename . . . Args>
68 typename enable_if_all_member<allowed_types , const T&, Args

. . . > : : type : : type
69 operator ( ) ( Args . . . a ) const
70 {
71 s t a t i c _ a s s e r t (2∗ s izeof . . . ( a )==s izeof . . . ( l ims ) , " Farray

e r r o r : I n v a l i d number o f arguments passed to ( )
operator . " ) ;

72 int i n d i c e s [ ] = { int ( a ) . . . } ;
73 int l i m i t s [ ] = { l ims . . . } ;
74 int idx = 0 ;
75 // Ca lcu la te index f o r array a c c e s s
76 for ( int i = 0 ; i < ( s izeof . . . ( l ims ) /2) ; ++i )
77 {
78 int idx_i = i n d i c e s [ i ] ;
79 i f ( idx_i<l i m i t s [ 2∗ i ] | | idx_i>l i m i t s [ 2∗ i +1])
80 {
81 s t r errmsg = " Farray e r r o r : Array index out o f bounds .

" ;
82 u t i l s _ e r r o r ( ) . r a i s e (LOCAL_INFO, errmsg ) ;
83 }
84 idx_i −= l i m i t s [ 2∗ i ] ;
85 for ( int j =0; j<i ; j++) idx_i ∗= l i m i t s [ 2∗ j +1]− l i m i t s [ 2∗

j ]+1;
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86 idx += idx_i ;
87 }
88 return array [ idx ] ;
89 }
90 Farray<T, l ims . . . >& operator= ( const Farray<T, l ims . . . > &

o r i g )
91 {
92 i f ( this == &o r i g ) return ∗ this ;
93 for ( int i =0; i<nElem : : va l ; ++i )
94 {
95 array [ i ] = o r i g . array [ i ] ;
96 }
97 return ∗ this ;
98 }
99 } ;

100
101 /// Farray s p e c i a l i z a t i o n f o r Fortran s t r i n g s . This i s a 1−

dimens iona l char array with i n d i c e s 1 to l en .
102 /// I t has ass ignment ope ra to r s f o r standard s t r i n g types , and

a c c e s s o r s that re turn std : : s t r i n g o b j e c t s .
103 /// S t r i n g s l onge r than l en w i l l be truncated by the ass ignment

operators , and s h o r t e r s t r i n g s w i l l be g iven t r a i l i n g spaces .
104 /// Syntax : Fstr ing <[ s t r i n g l ength ]>
105 template <int len>
106 class Fst r ing : public Farray<char , 1 , len>
107 {
108 public :
109 Fst r ing ( ) {}
110 Fst r ing ( const std : : s t r i n g &in ) {∗ this = in ; }
111 Fst r ing ( const char∗ in ) {∗ this = in ; }
112 Fst r ing ( char in ) {∗ this = in ; }
113 template<int i l e n >
114 Fst r ing ( const Fstr ing <i l e n > &in ) {∗ this = in ; }
115 Fst r ing& operator= ( const std : : s t r i n g &in )
116 {
117 for ( unsigned int i =0; i<l en ; i++)
118 {
119 Farray<char , 1 , len >: : array [ i ] = ( i<in . l ength ( ) ) ? in [ i ] :

’ ’ ;
120 }
121 return ∗ this ;
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122 }
123 Fst r ing& operator= ( const char∗ in )
124 {
125 for ( unsigned int i =0; i<l en ; i++)
126 {
127 Farray<char , 1 , len >: : array [ i ] = ( i<std : : s t r l e n ( in ) ) ? in [

i ] : ’ ’ ;
128 }
129 return ∗ this ;
130 }
131 Fst r ing& operator= ( char in )
132 {
133 Farray<char , 1 , len >: : array [ 0 ] = in ;
134 for ( int i =1; i<l en ; i++)
135 {
136 Farray<char , 1 , len >: : array [ i ] = ’ ’ ;
137 }
138 return ∗ this ;
139 }
140 template<int i l e n >
141 Fst r ing& operator= ( const Fstr ing <i l e n > &in )
142 {
143 i f ( reinterpret_cast<const void∗>(this ) ==

reinterpret_cast<const void∗>(&in ) ) return ∗ this ;
144 for ( int i =0; i<l en ; i++)
145 {
146 Farray<char , 1 , len >: : array [ i ] = ( i<i l e n ) ? in . array [ i ] :

’ ’ ;
147 }
148 return ∗ this ;
149 }
150 /// Get std : : s t r i n g copy o f the Fstr ing , i n c l u d i n g a l l

t r a i l i n g spaces
151 std : : s t r i n g s t r ( ) const
152 {
153 return std : : s t r i n g ( Farray<char , 1 , len >: : array , l en ) ;
154 }
155 /// Get std : : s t r i n g copy o f the Fs t r ing without t r a i l i n g

spaces
156 std : : s t r i n g trimmed_str ( ) const
157 {



112 Appendix A. Fortran array class

158 int idx ;
159 for ( int i =1; i<=len ; i++)
160 {
161 idx=len−i ;
162 i f ( Farray<char , 1 , len >: : array [ idx ] != ’ ’ ) break ;
163 }
164 return std : : s t r i n g ( Farray<char , 1 , len >: : array , idx +1) ;
165 }
166 } ;
167
168 /// Farray s p e c i a l i z a t i o n f o r Fortran arrays o f s t r i n g s .
169 /// This i s an N+1−dimens iona l char array , where N = 1/2 ∗ the

number o f s p e c i f i e d array index l i m i t s .
170 /// The s p e c i a l ( ) operator i s intended to be used in s t ead o f

the ope ra to r s o f the Farray base c l a s s , and takes 1 argument
l e s s than the Farray c l a s s ope ra to r s

171 /// ( the array index f o r the l e t t e r s in the s t r i n g s should not
be passed ) .

172 /// This opera to r r e turns r e f e r e n c e s to Fs t r ing o b j e c t s that can
be as s i gned to and read from .

173 /// Syntax : Fstr ingArray <[ s t r i n g l ength ] , [ lower index , dim 1 ] ,
[ upper index , dim 1 ] , [ a l t e r n a t i n g lower /upper i n d i c e s f o r
subsequent dimensions ]>

174 template <int len , int . . . l ims>
175 class Fstr ingArray : public Farray<char , 1 , len , l ims . . . >
176 {
177 public :
178 template <typename . . . Args>
179 typename enable_if_all_member<typename Farray<char , 1 , len ,

l ims . . . >:: al lowed_types , Fstr ing <len >&, Args . . . > : : type : :
type

180 operator ( ) ( Args . . . a )
181 {
182 s t a t i c _ a s s e r t (2∗ s izeof . . . ( a )==s izeof . . . ( l ims ) , "

Fstr ingArray e r r o r : I n v a l i d number o f arguments passed
to ( ) operator " ) ;

183 int i n d i c e s [ ] = {1 , int ( a ) . . . } ;
184 int l i m i t s [ ] = {1 , len , l ims . . . } ;
185 int idx = 0 ;
186 // Ca lcu la te index f o r array a c c e s s
187 for ( int i = 0 ; i < int ( ( s izeof . . . ( l ims )+2)/2) ; ++i )
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188 {
189 int idx_i = i n d i c e s [ i ] ;
190 i f ( idx_i<l i m i t s [ 2∗ i ] | | idx_i>l i m i t s [ 2∗ i +1])
191 {
192 s t r errmsg = " Fstr ingArray e r r o r : Array index out o f

bounds . " ;
193 u t i l s _ e r r o r ( ) . r a i s e (LOCAL_INFO, errmsg ) ;
194 }
195 idx_i −= l i m i t s [ 2∗ i ] ;
196 for ( int j =0; j<i ; j++) idx_i ∗= ( l i m i t s [ 2∗ j +1]− l i m i t s

[ 2∗ j ]+1) ;
197 idx += idx_i ;
198 }
199 return ∗reinterpret_cast<Fstr ing <len >∗>(&Farray<char , 1 , len

, l ims . . . >:: array [ idx ] ) ;
200 }
201 } ;
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