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SUMMARY 

The present paper contains objections to Berger's treatment of three 
examples: Example 8 in [3], Example 9 in [3] and Example 13 in [3] 
(Example 17 in [4)). 

The main objections are as follows: 

1 Berger uses concepts as "initial and final precision", "recogni
zable subsets" or "two different sample spaces", which are the same 
thing as "ancillary statistics". Berger does not use the word "ancil
lary" at all, though the term was introduced by Fisher in 19351 

2 Berger names his solutions of the examples "Bayes solutions", though 
ne mentions no a priori distribution of the unknown parameter. 

3 Berger uses the expression "the classical statistician" as if it 
were only one sort of them. In Berger's version "the classical statis
tician" is a person who uses unreasonable statistical methods. In [3] 
Example 13 ([4] Example 17) the classical statistician behaves simply 
like a clawn. In this connection we refer to Piet Hein [10] and Arne 
N~ss [11 ], seep. 16 and p. 17 in the present paper. 

I wish to thank Arne Bang Huseby, Bent Natvig and Ragnar Norberg for 
very fruitful discussions concerning the present paper. 

E.S. 
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Consider Berger [3] Example 8 (p. 19). 

•II Initial and final precision. 

Classical criteria for evaluating decision rules tend to measure 

how well the rules would perform in a long series of identical 

experiments. For example, a hypothesis test of size a=0.05 has 

the interpretation that, in a longs series of identical tests, 

the null hypothesis will be incorrectly rejected only 5% of the 

time. A 95% confidence interval is an interval which would con

tain the unknown parameter in 95% of a long series of identical 

experiments. This type of accuracy we call initial precision. 

Before the experiment is even run, we can specify the initial 

precision the decision rule will have. (The terms initial and 

final precision were first used by Savage (1962).) 

The use of initial precision in evaluating decision rules is 

clearly reasonable when considering a situation in which a cer

tain statistical procedure will be routinely used over and over 

again in the same setting. Sampling products coming off a produc

tion line is one such situation. When dealing with a one time 

situation, however, it is not clear what the relevance of initial 

precision is. Indeed, it is then final precision which is prob

ably of interest. By final precision is meant the accuracy with 

which it is felt the conclusion holds after the data or sample 

information has been observed. (Several measures of final preci

sion will be given in Chapter 4.) In evaluating a one time 95% 

confidence interval for example, it is of little comfort to know 

that in 95% of a long series of such experiments the interval 

would contain e. What is desired is a feeling as to how likely 

it is that e is contained in the particular interval being 

considered. The difference is forcefully exhibited in the follow

ing well-known example. 
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EXAMPLE 8. Let X= (x1 ,x2 , ••. ,Xn) be an independent sample from 

the u(e-~,9+~) distribution. It is desired to give a confidence 

interval for e. The classical 95% confidence interval for 9, 

when 
A A A 

n=25, is {9-0.056, 9+0.056), where 9=~{min{X.}+max{X.}) 
l. l. 

is 

the sample midrange. Now suppose that when the experiment is 

conducted, the outcome x is such that min{x. }=3.1 and 
l. 

max{x.}=3.2. All that is really now known about e is that it 
l. 

lies somewhere between [max{x.}-~]=2.7 and 
l. 

[min{x. }~]=3.6, with nothing in the sample giving information as 
l. 

to which of these possible values might be more "likely" than 

others. Thus to state that the classical confidence interval 

(3.094, 3.206) has a precision of 95% is very misleading, in that 

if you had to state a true feeling of the "chance" that the 

interval contained 9 you would probably say it was something 

like 3.206-3.094)/(3.6-2.7)=0.124. This "final precision" of 

12.4% is vastly different from the initial precision of 95%. Of 

course, it was ulucky to obtain such an uninformative sample x, 

but if we do it seems silly to use initial precision as a measure 

of accuracy. A similar problem can occur with a "too accurate" 

sample. If for instance, min{x. }=3.0 and max{x.}=3.96 we know 
l. l. 

for sure {i.e. with 100% precision) that 3.46<9<3.5. The classi-

cal procedure states that 3.424<9<3.536 with "confidence" 95%. 

This conclusion also seems ridiculous, in light of our certain 

knowledge that 9 is in the smaller interval. 

The classical statistician will argue that initial precision, as 

a measure of accuracy, can only be interpreted through the long 

range viewpoint. Unfortunately it is again a case of widespread 

misuse, in that to nonspecialists a statement of initial preci

sion is frequently taken as a statement concerning the precision 

or accuracy of the conclusion in that given instance." 
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Berger•s description of how 11 The classical statistician .. will argue is 

not convincing. We refer to Hein [10] and Naess [11 ], and what 

follows. 

This Example 8 is as taylormade for R.A. Fisher•s ancillary principle 

stated in [ 8]. There he writes 

(p. 48) 

n ancillary statistics, which themselves tell us nothing about 

the value of the parameter, but, instead, tell us how good an 

~stimate we have made of it 11 • 

In Fisher [9] (p. 256) he writes 

"The procedure of this kind the most general possible would be, 

from a sample of n observations, to specify (a) the estimate, 

or a set of estimates of the unknown parameters, having the 

greatest likelihood; and (b) a set of functionally independent 

ancillary statistics, sufficient in conjunction with (a) to allow 

the observations to be reconstructed in their entirety, and hav-
I < 

ing the additional property that these ancillary quantities shall 

all be distributed in samples in distributions independent of the 

unknown parameters 11 • 

Consider again [3) Example 8. The 11 Customary11 95% confidence interval 

for 9 is 
1\ 

1\ 1'. 
(9-0.056, 9+0.056), when the number of observations is n=25 

and 9=~(minXi+maxXi). Conditional density of 

Y=max x.-minX.=y, ·is u[9-~(1-y), 9+~(1-y)]. 
1 1 

1\ e, given the ancillary 

Suppose at first that min X.=3.10 and max X.=3.20. Conditional con-
1 

fidence coefficient, given Y=0.1, equals 
0. h 2 
0.9 

= 0.124, exactly as 

in [3) E~ample 8. Then suppose that min X. = 3.00 and max X. = 3.96. 
1 1 

Then conditional confidence coefficient, given Y=0.96, equals 1, 

exactly as in [3), Example 8. 
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The references in the present paper contain a lot of examples in 

common with this one. Often the number of observations n is an 

ancillary statistic. Then one considers n as given, even if it is a 
I 

stochastic variable in the model. When one afterwards wants to use, 

for instance the confidence coefficient as a measure of the precision 

of the confidence interval, one uses the conditional confidence coef-

ficient, given n. 

Conclusion. It is astonishing that Berger [3] discusses misleading 

confidence coefficients, etc., and in fact uses the ancillary prin

ciple to adjust this, without mentioning the word "ancillary" and 

knowing that this notion was created by R.A. Fisher in 1935. 

A rough description of the ancillary principle is the following: 

An observator whose distribution does not depend on any unknown para

meter, is called ancillary. In a statistical decision problem the 

relevant variance (the relevant confidence coefficient etc.) to the 

point estimator (to the confidence interval etc.) equals the conditio

nal variance of the point estimator (the conditional confidence coef

ficient, etc.), given a "suitable" ancillary observator. 

How to find a "suitable" ancillary observator is a question. 

Berger [3] writes in his preface: 

"(i) The Bayesian measures of accuracy of a conclusion seem more rea

listic than the classical measures (the final precision versus initial 

precision argument)." 

Now consider Berger [3] Example 9 (p. 20). 

" A second interesting illustration of the difference between 

.initial and final precision occurs in an example due to Cox 

(1958). 
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EXAMPLE 9. Assume an observation X which is N(O,o 2 ) is to be 

observed, and that it is desired to test H0 :9=0 versus H1 : 

9=10. The experimenter will be supplied with one of two possible 

measuring instruments to obtain the observation X. The first has 

o=l (a new accurate instrument), while the second has o=10 (an 

old inaccurate instrument). The experimenter will receive the 

first instrument with probability p and the second with proba

bility (1-p), and will know which instrument he has received. Two 

possible siie a tests of H0 versus H1 are 

Test 1: Reject H0 if x>K1 o, where K1 is chosen to give the 

desired size 

Note that, since the test done with each instrument separately is 

of size a the size of the combined experiment (i.e., the overall 

probability of rejecting when 9=0) is also a. 

Test 2: Choose K2 so that 

(Assume a>(l-p).) Reject H0 if x>K2 for the first instru

ment, and always reject with the second instrument. From the 

definition of K2 , it is clear that the size of the combined test 

is again a. 

It can be shown (see for example Cornfield (1969)) that, for many 

values of a and p, Test 2 is more powerful than Test 1 (i.e., 

the probability of Test 2 incorrectly accepting H0 is less than 

the probability of Test 1 incorrectly accepting H0 ). Hence a 

classical statistician concerned only with initial precision 

would recommend Test 2. One can imagine the reaction of the 

experimenter, who happens to get stuck with using the second 

instrument, when he is told by the statistician to ignore the 

experimental result and reject. If the experimenter is doing a 

long series of similar experiments (being assigned a different 
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instrument each day) it might be possible to convince him to use 

Test 2, but if he is involved in a one-time experiment he will 

be considerably less than enthusiastic about the advice. The 

experimenter in the latter case is interested only in final pre

cision (which is the precision he can obtain using the measuring 

instrument he is given}. The problem of what to do in this ex

ample can most reasonably be resolved using the Bayes principle. 

See Cornfield (1969) for discussion of this." 

Sverdrup [14] treats this example in the following way (here in an 

abbreviated form): 

The measuring instrument which has been used is an ancillary stati

stic, if p=P (using the first instrument) is knmm. It follows from 

the ancillary principle that the instrument which has been used shall 

be considered as given (and that we may forget that we perhaps could 

have got to use the other instrument) when we make decisions about e 

in the usual classical way after having observed X=x. 

If we proceed in this way, we shall not get this unreasonable conclu

sion of Berger. 

But Berger prefers the "Bayes solution" of Cornfield [6] 

(p.620-p.622). 

Why is Cornfield's "Bayes' solution" better than Sverdrup's ancillary 

solution? By the way, how can Cornfield's solution be called a Bayes' 

solution? He certainly does not use any a priori distribution for 91 
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THE BAYESIAN OUTLOOK AND ITS APPLICATION 

Jerome Cornfield 

SUMMARY 

This is a review of the general argument which says that the Bayesian 

formulation is necessary and sufficient to avoid certain logical in

consistencies. These inconsistencies relate both to the generation of 

recognizable subsets, examples of which are given in sections 2-4, and 

of mutually inconsistent confidence intervals. The argument that Baye

sian probability assignments are necessary and sufficient to avoid 

such inconsistencies is sketched out in section 5 and given in full 

detail for finite sample and parameter spaces in section 6. A related 

formalization for estimation is reviewed in section 7. Section 8 con

siders in detail the problem of extending proofs from finite to infi

nite spaces, and section 9 considers likelihoods without priors. 

Section 10 reviews an application of Bayesian methods to a clinical 

trial now in progress, with special emphasis on the assignment of 

prior probabilities and the sensitivity of the analysis to such 

assignment. 

3. A RECOGNIZABLE SUBSET DUE TO D.R. COX 

An aspect of Fisher's criticism that may have detracted from its force 

is the small difference between the unconditional probability, ~, in 

(2.2) and the minimum over y of the conditional probabilities, given 

c, 0.100 in the first case and 0.108 in the second. Before dismissing 

the idea of recognizable subsets as simply a matter of opinion, it 

might be of value, therefore, to consider an example in which the 

discrepancy between the unconditional and the minimum of the conditio-
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nal probabilities is larger. To this end we start with a modification 

of an example due to D.R. Cox [1958] which leads to an unconditional 

probability of error of 0.05 and a conditional probability, given a 

certain recognizable subset, of unity. 

We wish to test the hypothesis H, that 9, the mean of a normal popu

lation is 0 against the alternative that it is 10. With probability p 

we select a normal population with mean 9 and o=10 and with proba

bility 1-p a normal population with mean 9 and 0=1, and then 

choose an observation from the selected population. Given the obser

vation, t, we know whether it comes from the population with o=1 or 

o=10. As a physical instance we can think of random selection of one 

of two measuring instruments, the imprecise one (o=10) having proba

bility p of being selected and the precise one (o=1) probability 

1-p. Since the o's are known, once the observation is made, the 

experiment yields two recognizable subsets, o=10 and o=1. 

One test that suggests itself is to reject H when t exceeds some 

multiple k of o, where k is the same for o=1 and o=10. This 

would lead to probabilities of rejection, given 9=0, that are the 

same for bouth subsets. This is not the most powerful test, however. 

The following test, which is not quite the most powerful, but is more 

powerful than the one sugg.ested, consists of rejecting H if t 

exceeds a quantity t 0 when o=1 and of rejecting no matter what the 

value of t when o=lO, where 

t 0 = ~ - 1 [ < 1- a> 1 < 1 -p) ] . ( 3 • 1 ) 

~(x) is the cumulative normal from -~ to x, so that t 0 is the 

normal deviate corresponding to a cumulative probability of 

(1-a:)/(1-p), and a(>p) is the significance level. This second test 

has significance level a: and greater power than the first (see 

below). 

But the second and more powerful test has the remarkable feature of 

rejecting H when t=O for o=1 0. This seems very much like flying 
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in the face of the evidence, and most biometricians would be reluctant 

to use it, despite greater power. 

If we denote the rejection value for t for this second test by 

v(o), where v{l) = t 0 and v(10) = -m, we note that for H true 

P[t>v(o)] =a., (3.2) 

P [ t > v ( a ) I o= 1 0 ] = 1 , ( 3 • 3 ) 

the first equation giving the unconditional and the second the condi

tional probability of Type I error for a recognizable subset. It seems 

clear that the reluctance is precisely explicated by the existence of 

a recognizable subset for which the conditional Type I error exceeds 

the unconditional and that this applies not merely to this test but to 

the Aspin-Welch test as well, as is shown by the parallelism between 

equations (3.2) and {3.3) of this section and (2.2) and {2.3) of the 

previous one. For in general, no matter what the power, who would be 

reconciled to a high conditional Type I error for the subset he is in 

by the knowledge that had been so fortunate as to fall in another 

subset the Type I error would have been smaller? 

To compare the probabilities, ~. of Type II errors, note that a. for 

the second test is given by 

and is by {3.1) seen to be identically a.. If the multiple k in the 

first test is set equal to ~- 1 (1-a), both tests then have the same 

a. 

The ~·s are {1-p)~[~- 1 (l.,-a)-10] + p~[~- 1 (1-a)-1] for the first 

test and 

for the second test. 

While it is easy enough to produce values of a. and p for which the 

first expression exceeds the second, a little more insight results 
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from noting that (1) if values of a and p are selected so that 

t 0 -10 ( -5, ~ for the second test can be made arbitrarily close to 

zero; (2) at the same time the quantity p~[~- 1 (1-a)-1 ], and hence the 

~ for the first test, need not go to zero. Thus set t 0=4.5 so that 
-6 

p=a-(1-a)[l-~(4.5)]/~(4.5), and a=O.OS, so that p=0.05-3x10 . Then 

a for the first test > p~(0.645) 

= 0.037, 

~ for the second test= (1-p)~(-5.5), 

and the second test has considerably smaller Type II error probabi

lity. 

An additional word.of clarification may be helpful, even though the 

major point has been made. The likelihood ratio, for o known, is 

where o = either 1 or 10 depending on the instrument selected. Stati

sticians of all persuasions would agree that a sensible test for this 

example would consist of rejecting H whenever R(t) > some constant, 

A, or more specifically when 

t > 5 + (o 2 logA)/10, ( 3. 5) 

although there would be less agreement on the criterion to use in 

selecting A. If one took the position that a hypothesis should not be 

rejected when there is more evidence for it than for its alternative, 

A would be set at least equal to 1. For A=1 one would reject for 

t>5 for both o=1 and o=10; for A=2 for t>5.07 for o=1 and 

>11.93 for a=10, etc. Although this does not give equal conditional 

a's for the two recognizable subsets, it does give a more reasonable 

test for most purposes than either the first or the second test alone. 

The unconditional probabilities of a Type I error can be calculated as 

equal to 0.016 for A set equal to 1, 0.006 for A set equal to 2 

from the fact that 
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P[R(t) > AjH) = p{l-~(~+logA)} 

+ ( 1-p) { 1 -~ [ 5+ log A j1 0] } . (3.6) 

If one insisted on setting the right hand side of (3.6) equal to 0.05 

on the general grounds that 0.05 is a sort of universal constant to be 
1 

used in hypothesis testing then a A somewhat less than lG' and a 

test very much like the second test above results. The remarkable 

consequence of this requirement argues against this postulate, how-

ever. 

On the other hand, no values of A can be excluded a priori and deci-

sion arguments can be produced that lead to 
1 

this is in A<lG. But no 

way inconsistent with the main argument, that small unconditional a 

and ~ do not necessarily lead to a sensible test, since the condi

tional errors for recognizable subsets may be large, and in the ab

sence of special cost considerations or prior knowledge, this will be 

unacceptable." 

Treatment of Berger [3] Example 13 (p.24-p.25) and Berger [4] Example 

17 (p.30-p.31). 

"EXAMPLE 13 (Pratt (1962)). "An engineer draws a random sample of 

electron tubes and measures the plate voltages under certain 

conditions with a very accurate voltmeter, accurate enough so 

that measurement error is negligible compared with the variabi

lity of the tubes. A statistician examines the measurements, 

which look normally distributed and vary from 75 to 99 volts with 

a mean of 87 and a standard deviation of 4. He makes the ordinary 

normal analysis, giving a confidence interval for the true mean. 

Later he visits the engineer's laboratory, and notices that the 

voltmeter used reads only as far as 100, so the population 

appears to be "censored". This necessitates a new analysis~ if 

the statistician is orthodox. However,. the engineer says he has 

another meter, equally accurate and reading to 1000 wolts, which 
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he would have used if any voltage had been over 100. This is a 

relief to the othodox statistician, because it means the popula

tion was effectively uncensored after all. But the next day the 

engineer telephones and says, "I just discovered my high-range 

voltmeter was not working the day I did the experiment you analy

zed for me." The statistician ascertains that the engineer would 

not have held up the experiment until the meter was fixed, and 

informs him that a new analysis will be required. The engineer is 

astounded. He says, "But the experiment turned out just the same 

as if the high-range meter had been working. I obtained the pre

cise voltages of my sample anyway, so I learned exactly what I 

would have learned if the high-range meter had been available. 

Next you'll be asking about my oscilloscope."" 

In this example, two different sample spaces are being discussed. 

If the high-range voltmeter had been working, the sample space 

would have effectively been that of a usual normal distribution. 

Since the high-range voltmeter was broken, however, the sample 

space was truncated at 100, and the probability distribution of 

the observations would have a point mass at 100. Classical analy

ses (such as the obtaining of confidence intervals) would be 

considerably affected by this difference. The Likelihood Prin

ciple, on the other hand, states that this difference should have 

no effect on the analysis, since values of x which did not 

occur (here x>lOO) have no bearing on inferences or decisions 

concerning the true mean. In this example, the likelihood prin

ciple certainly seems correct." 

I do not agree with Berger that a classical statistician would treat 

this example in the way he describes it. 

I, a classical statistician, would proceed in the following way: "The 

voltmeter which reads to 1000 volts is broken. If I use the volt-
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meter which reads to 100 volts, I must be prepared to get one of the 

two possibilities: 

A: All measurements are < 100, 

A: At least one measurement is > 100. 

In case A I would construct the usual 95% confidence interval. In case 

A I would construct a 95% confidence interval with means of the n 

measurements, of which at least one is truncated at 100. This last 

interval I do not need to construct if A does not occur. 

Then we get: P(the interval covers the true e >= 

= P(A) P(the interval covers the true 9IA> + 

+ P(A) P(the interval covers the true e IK> = 
= P(A) 0.95 + P(A) 0.95 = 0.95 

In general, let T1 , •.• ,Tn be the measurements obtained when using 

the voltmeter which reads to 1000, and let Y1 , ••. ,Yn be the corre-

sponding measures truncated at 100. If only the Y. 1 s were observable, 
l. 

I would consider the simulaneous distribution of the Y . 1 s in order to 
l. 

construct a confidence interval for e. This distribution equals, for 

n=2, 

~ -2 ( "21t • 4) exp ( 

f7'il-=: -1 (r2'1l•4) exp( 

-2 ( 121t•4) exp( 

ICy.-9) 2 
l. 

2•16 . ) 

(y -9)2 
1 . )(1-~(100-9)) 

2•16 4 
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At this point we think it appropriate to quote Piet Rein [10] and Arne 

Naess (11]. Piet Rein: 

Arne Naess: 

THE IMPUTERS 

The most infallible of tricks 

in all polemic politics 

is to impute to folks a fad 

which all can see is raving mad. 

"Fourth principle. Avoiding tendentious argument from alleged 

implication." 

Principle Two referred to tendentious reports. Principle Four 

refers to tendentious presentations of other people's views in 

cases where the matter is not brought out exclusively by means of 

reports of already formulated standpoints, but by departing in a 

tendentious way from the original. 

It is, of course, entirely acceptable to judge a statement T, 

not only on the basis of the assertions made by the proponents of 

T, but also on the basis of propositions that one believes are 

deductive or inductive consequences of T, or which in some way 

give a fuller presentation of the viewpoint expressed by T. 

However, when giving an account of the view T states, it is 

tendentious to attribute to a proponent of the view assertions 

which one assumes or considers to be inferred from T. 

For example, someone argues as follows: "Opponents say that he 

accepts T. But from T follows U and U is untenable. There

fore T is untenable." Here it is important to know whether an 

opponent does in fact accept that U follows from T. If he does 

not and yet we proceed under the assumption that he does, then we 

have broken an elementary rule for relevant argument. And quite 

apart from this, of course, it can be quite tendentious for us to 

bring in U at all before we have discussed whether U does or 

does not follow from T." Further: 
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"Principle Four is directed against the case where one gives an 

account of another person's viewpoint 1) without saving whether 

the person in question is likely to accept the account, or 2) 

without bringing up the arguments one has for attributing to 

someone a view he himself says he does not hold. 

Precization: Some matter in serious discussion violates Principle 

Four if, and only if, it attributes to a person (or group) a 

viewpoint (assertion, opinion, argument) and the following three 

conditions are fulfilled. 1) A does not agree to T, and the 

speaker fails to produce arguments to show that A supports T 

or fails to mention the viewpoints which A has expressed. 2) 

The difference between the viewpoint which the public will pro

bably attribute to A, if it believes the speaker, and the stand

point which the public would reasonably take A to hold if A 

had a chance to speak for himself, affects the issue's acceptabi

lity positively or negatively, or affects the combined strength 

of evidence in pro- or in contra-arguments. 3) This difference is 

such as to strengthen the speaker's (or his group's ) stand

point." 
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