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Abstract

Sleep apnea is a common sleep disorder that affects the natural breathing cycle dur-
ing sleep with periods of reduced respiration or no airflow at all. The effects of disrupted
breathing can be observed in physiological signals such as the electrocardiogram, elec-
troencephalogram, electromyogram, electrooculogram, oxygen saturation and respiratory
effort signals. Today’s diagnosis setting usually involves the recording of these physio-
logical signals during a sleep study in a laboratory, known as a polysomnography. The
recorded data is subject to a manual evaluation, which is a timely and tedious process.
With the resources spent on analyzing the data, there are ways of making the process
more effective by replacing the manual labor with an automatic analysis tool. One ap-
proach often used to analyze large amounts of data is data mining, which involves meth-
ods at the intersection of artificial intelligence, machine learning, statistics and database
systems.

Classification is a concept within data mining where algorithms assign a data object
to a given class based on its attribute values. In this thesis, we use these algorithms to
analyze physiological signal data from PhysioNet databases in order to classify epochs of
data as either disrupted or normal breathing. We design and implement four well-known
and popular data mining methods: Artificial Neural Network, Support Vector Machine,
Decision Tree and K-Nearest Neighbor. In addition to automatizing the analysis of the
signal data, we want the physiological signals to be noninvasive and possible to record
at home, in order to set the foundation for a complete automatic at-home sleep apnea
diagnosis system. Based on these requirements, the best-suited signals are respiration
from the abdomen, chest and nose and oxygen saturation, and all combinations of these
are used and evaluated as input data. This thesis provides a comparison of four data
mining methods in addition to an evaluation of the input data, where a large fraction of
the signal combinations has not been used in related work.

We use three data sets from PhysioNet containing polysomnography data from several
healthy subjects and sleep apnea sufferers. Using ten-fold cross-validation, we are able to
achieve an accuracy of 96.6% with a combination of respiration data from the chest and
nose as input data. This accuracy is to our knowledge higher than any reported accuracy
for epoch classification of sleep apnea data. In addition, we are able to achieve an accuracy
of more than 90% for all signal combinations, meaning that only one signal is sufficient
to detect disrupted breathing, instead of the various signals patients must record today.
The K-Nearest Neighbor method produces the best accuracy for all signal combinations
except one and the Decision Tree method performs worst, but results are similar for all
four methods. Unlike previous solutions, we apply no heavy signal processing tools, only a
sample rate reduction, and a simple normalization technique. Overall, these results show
that data mining is very effective for classifying disrupted breathing, even with only one
signal and a simple input data pre-processing scheme.
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Chapter 1

Introduction

1.1 Background and Motivation
Sleep apnea is a common sleep disorder that affects the natural breathing cycle during
sleep with periods of reduced respiration or no airflow at all. Disruptions of normal
airflow will cause a decrease in the amount of oxygen in the blood, commonly referred
to as the oxygen saturation. If the amount of oxygen is too low, the brain will force
an awakening in order to resume normal breathing. The sufferer will most likely not
remember the continuous awakenings. With such disrupted sleep, the person will in
some cases never go into deep sleep, resulting in daytime sleepiness and fatigue. Feeling
tired during the day is normal for many people due to various reasons, and without any
recollection of the nightly awakenings, the disorder often goes undiagnosed. About one
in six persons in Norway suffer from a variant of the disorder, obstructive sleep apnea
(helsenorge 2014), where the airway is physically obstructed, resulting in a reduction or
a complete stop of air passing through. In general, it is estimated that 70-80% of those
affected, remain undiagnosed (Punjabi 2008). As proper sleep is crucial for maintaining
good physical and mental health, leaving the disorder untreated can lead to serious
health implications and in worst-case death if the person is unable to wake up, as a
result of suffocation. Hypertension, stroke and other cardiovascular diseases, metabolic
syndromes such as diabetes, depression and anxiety have all been linked to sleep apnea
(Young, Skatrud, and Peppard 2004), (Punjabi 2008) and (Huang et al. 2008). With the
daily drowsiness, sleep apnea sufferers are more prone to accidents, especially motor
vehicle accidents (Teran-Santos, Jimenez-Gomez, and Cordero-Guevara 1999) and other
activities that require a high level of concentration. Diagnosing the disorder at an early
stage, can alleviate or reverse the course of the disorder. With the health implications,
untreated sleep apnea sufferers can become costly to society as many might end up as
heavy users of health services. The increased risk of accidents is also a danger to others.

A sleep apnea diagnose is usually obtained in a sleep laboratory with a polysomnog-
raphy (Punjabi 2008). This study requires the patient to stay overnight and record
various physiological signals during sleep, such as the electrocardiogram (ECG), elec-
troencephalogram (EEG), electromyogram (EMG), electrooculogram (EOG), oxygen
saturation, heart rate, blood pressure and respiration from the abdomen, chest and nose.
All signals show changes during disrupted breathing and they are manually evaluated
by a sleep technician who based on the patterns shown in the signals, gives a diagnose.
Not only can the setting be uncomfortable for the patients as they are monitored by
personnel at the laboratory, but signals such as EEG, ECG, EMG, and EOG require the
use of wires attached to the head or body. Movements during sleep are then restricted
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which can result in an unnatural sleep pattern for the patient. As for many physical
studies, there can be a waiting line, and a diagnosis delay might worsen the effects
of the disorder. Sleep laboratories are expensive as they require personnel to monitor
and analyze the results, and the latter part can be time-consuming. Performing a quick
diagnosis with less needed resources, such as sleep laboratories and manual labor, is
therefore of interest. Ideally, the diagnosis setting would be in the home of the patient.
In order to perform a diagnosis without the need for personnel, we need a tool that can
automatically analyze the data generated from the sleep study, such as for instance data
mining.

Data mining is a set of methods at the intersection of artificial intelligence, ma-
chine learning, statistics and database systems where algorithms search through large
data sets in order to find patterns that define the structure of the data, in other words,
a generalization of the data. They are used throughout many application domains,
ranging from business to medicine. As humans are good at recognizing patterns and
finding correlations in smaller data sets, analyzing millions or billions of for instance
database records, becomes an impossible task. Computers, on the other hand, can
process large amounts of data in a matter of milliseconds and they never become tired or
lose concentration. Data recorded during a polysomnography show clear changes during
disrupted breathing, with, for instance, a decrease in oxygen saturation, abnormally low
or no respiratory movements, a frequency shift in the EEG signal (Lin et al. 2006), and
increased heart rate and blood pressure (MayoClinic 2014a) and (Harvard 2011b). These
changes can then be viewed as patterns describing epochs with disrupted breathing.
Although a sleep study does not produce a very large amount of data, it is still a
timely and tedious process to score the data manually. Replacing manual labor with an
automatic evaluation system, will reduce costs and provide a quicker diagnose. It can
also be installed in the home of the patient, resulting in an overall cheaper and more
easily accessible diagnosis setting.

There have been attempts of using data mining to detect the presence of sleep ap-
nea (Section 4.4). Several of the contributions come from a challenge that involved the
use of data mining to detect sleep apnea with the ECG signal as input data. The contest
was hosted by PhysioNet, the world’s largest freely available repository of recorded
physiological signals, and Computers in Cardiology in the year 2000 (CINC 2014),
(PhysioNet 2011c) and (Penzel, Moody, et al. 2000). Some papers use other input data,
such as respiration signals, oxygen saturation, EEG, EOG and data from questionnaires,
but the ECG signal is the input data for the majority of related work. The focus on
noninvasive signals that are also possible to record at home without the presence of
sleep laboratory personnel is important in this thesis, and signals such as the ECG,
EEG, EMG, and EOG require the use of wires therefore restricting patient movements
throughout the night. We want the recordings to affect the patient as little as possible.
Respiration signals from the abdomen and chest can be measured easily with the use
of elastic belts that are not affected by patient movements or the belt being trapped
(Mazeika and Swanson 2007). Nasal respiration can be measured in several ways, with
for instance a thermistor (CleveMed 2014), which is a little mask with small insertions
in the nostrils, which is not very invasive or restrictive in terms of patient movements.
Oxygen saturation is often measured with a pulse oximeter (JohnsHopkins 2014b), which
is a little sensor device placed on the fingertip or an earlobe. Both the respiratory signals
and oxygen saturation can easily be measured at home. Discovering that maybe one
signal is sufficient for detecting disrupted breathing, in combination with an automatic
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analysis, can revolutionize how we diagnose sleep apnea. With access to a much simpler
and less costly diagnosis setting, more people are likely to get a diagnosis, reducing the
overall effects this disorder has on society. In addition, the resources spent on sleep
apnea screening at the sleep laboratories could be spent on other patients.

1.2 Problem Description
In this thesis, we design and implement four data mining methods to detect the presence
of disrupted breathing using noninvasive physiological signals that are possible to record
at home. The evaluation focuses primarily on how well the methods are able to separate
epochs of disrupted breathing from normal breathing, but also time measurements in
order to evaluate how fast they are able to analyze the data, which is important for on-
line analysis in a monitoring setting. The work in this thesis will consist of three main
tasks:

• Find the best suited physiological signals that are noninvasive, possible to record at
home and show clear changes during disrupted breathing.

• Design and implement the four data mining methods.

• Evaluate how well the methods perform with the given input data.

Finding suitable physiological signals and available data sets is a combined search. As
there is no sleep study especially designed for this thesis, the data must be collected
elsewhere. As PhysioNet, hosted by MIT and Harvard (Computational Physiology 2010),
contains several databases with sleep apnea recordings, and their data have been used
in related work, these data sets appear to be suitable in this context. This task will
therefore mainly consist of finding data sets that are appropriate in terms of having
noninvasive physiological signals recorded with tools possible to use at home.

Related works (Section 4.4) usually focus more on the medical domain and various
signal processing tools, not the data mining. Most of them use only one method, with
no comparison to other options. The second main task consists of finding data mining
methods that are suitable in this context and have achieved good results in related
work. In this context, we want to classify an epoch of data as either normal breathing or
disrupted breathing. We, therefore, focus on methods that perform classification, which
is a genre within data mining where data objects are assigned to a given class based on
their attribute values.

Evaluating the methods and comparing them, is the final main task. As we are
focusing on classification, we have standard evaluation metrics such as accuracy, sensi-
tivity, and specificity (Tan, Steinbach, and Kumar 2006). These metrics will in this thesis
evaluate a method’s ability to correctly identify an epoch as either disrupted or normal
breathing. Sensitivity and specificity are terms used when there are two classes. With a
two-class setting, we usually refer to one of them as the positive or target class. This is
the class that contains the “abnormal” data, the patterns we mostly want to find. In this
context, the positive class corresponds to the class representing epochs with disrupted
breathing. Sensitivity measures the method’s ability to classify the positive class, and
specificity measures the method’s ability to classify the negative class, meaning the class
representing epochs with normal breathing. The accuracy is the combination of these
metrics, meaning all epochs that have been correctly classified. We also include time
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measurements to evaluate how fast the methods are able to analyze the data and classify
the epochs. In addition to evaluating the methods, we evaluate the data sets and the
physiological signals as we want to identify the best performing physiological signals in
order to hopefully reduce the amount of signals recorded today. An analysis of the data
sets is also beneficial in terms of finding possible weaknesses in the data quality, making
it easier to set requirements for input data in future work.

1.3 Outline
The rest of the thesis is organized in the following manner: Chapter 2 presents an
overview of sleep apnea, its various types, pathogenesis, epidemiology and diagnosis
tools. Chapter 3 provides a general overview of data mining with the various concepts
and methods, and standard evaluation procedures. Our main focus is on classification
methods as they are at the center of this thesis. A requirement analysis is presented in
Chapter 4, where we discuss the requirements for the input data and the data mining
methods, in addition to an overview of related work. The input data and data mining
design is presented in Chapter 5, followed by an implementation in Chapter 6. An
evaluation of our solutions is given in Chapter 7, followed by a conclusion where we dis-
cuss the main contributions in addition to some suggestions for future work in Chapter 8.

There are two appendices in this thesis. In Appendix A, we present all implemented code
and a manual on how to set up the implementation and execution environment, with
execution examples for all scripts. All test results are presented in Appendix B.
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Chapter 2

Sleep Apnea

This chapter presents an overview of sleep apnea. The general characteristics of the dis-
order are presented in Section 2.1, followed by a presentation of the various forms of
sleep apnea in Section 2.2. In Section 2.3-5, we present the pathogenesis and epidemiol-
ogy. A brief overview of disorders often linked to sleep apnea is given in Section 2.6. The
physiological signal data used in sleep apnea diagnosis are presented in Section 2.7 and
Section 2.8 describes the diagnostic tools used today.

2.1 Disorder Characteristics
Sleep apnea is a common sleep disorder that affects the natural breathing cycle during
sleep with periods of reduced respiration or no airflow at all. Disruptions in normal air-
flow will cause a decrease in the amount of oxygen in the blood, commonly referred to as
the oxygen saturation. If the amount of oxygen is too low, the brain will force an awaken-
ing in order to resume normal breathing. The sufferer will most likely not remember the
continuous awakenings. With such disrupted sleep, the person will in some cases never
go into deep sleep resulting in daytime sleepiness and fatigue. Feeling tired during the
day is normal for many people due to various reasons, and without any recollection of the
nightly awakenings, the disorder often goes undiagnosed. In general, it is estimated that
70-80% of those affected remain undiagnosed (Punjabi 2008). As proper sleep is crucial
for maintaining good physical and mental health, leaving the disorder untreated can lead
to serious health implications and in worst-case death if the person is unable to wake up,
as a result of suffocation. With the daily drowsiness, sleep apnea sufferers are more prone
to accidents, especially motor vehicle accidents and other activities that require a high
level of concentration. In (Teran-Santos, Jimenez-Gomez, and Cordero-Guevara 1999), a
study shows that people with moderate sleep apnea have a 6.3 times more likelihood of
being in a traffic accident compared to people who do not suffer from sleep apnea. With
the health implications, untreated sleep apnea sufferers can become costly to society as
many might end up as heavy users of health services. In the year 2000, it was reported
that sleep apnea related motor vehicle accidents were estimated to cost 15.9 billion dol-
lars. In addition, the annual cost of treating medical consequences in the United States
alone, was 3.4 billion dollars (Kapur 2010). With the serious health and economic con-
sequences, the disorder has a big impact on society. An early diagnose can alleviate or
reverse the course of the disorder.
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2.2 Sleep Apnea Types
In sleep apnea, the decrease in oxygen saturation can be the result of a reduction in
airflow or no airflow at all. A complete stop is referred to as an apnea, while a reduction
is referred to as a hypopnea (Qureshi, Ballard, and Nelson 2003). Apnea events must last
for 10 or more seconds. Hypopnea events are not of clinical significance unless there is
a 30% reduction in airflow for at least 10 seconds resulting in a 4% or more decrease in
oxygen saturation. These events present themselves differently in the three main forms
of sleep apnea, which are the following:

Obstructive Sleep Apnea: The most common form of sleep apnea, obstructive sleep
apnea (OSA) (Qureshi, Ballard, and Nelson 2003) and (ASAA 2014a), is characterized
by periodic complete or partial upper airway obstruction during sleep. An obstruction
can cause both apnea and hypopneas, depending on the blockage. When both apneas and
hypopneas are present, the disorder is referred to as obstructive sleep apnea-hypopnea
(OSAHS). During the apnea and hypopnea events, the respiratory effort is ongoing. A
blockage can occur at the tongue or soft palate. The presence of snoring is common for
those with OSA as the little air that passes through the blockage creates a snoring sound.
Gasping is also common as the body needs to compensate for the lack of air during the
wake-ups. Bedside partners can witness both snoring and gasping. This can be helpful
when diagnosing a sufferer.

Central Sleep Apnea: A form of sleep apnea that presents itself quite differently than
the obstructive variant. In central sleep apnea (CSA) (Thalhofer and Dorow 1997) there
is no ventilatory effort. Hypopneas are therefore not present. The non-behavioral part of
the brain controls respiration during sleep, and a disease affecting this area can lead to
abnormal breathing patterns. A sufferer will not show any struggle or respiratory effort
movements during the apneas, making it more difficult to notice by bedside partners.
Central sleep apnea is less common than obstructive sleep apnea, constituting for about
20% or less of all cases of sleep apnea (ASAA 2014a).

Mixed or Complex Sleep Apnea: When there is a combination of both central and
obstructive sleep apnea, the disorder is known as mixed or complex sleep apnea (ASAA
2014b) and (Wikipedia 2014). In mixed sleep apnea, the patient starts having central
sleep apnea after a long time suffering from the obstructive form. A person who suffers
from complex sleep apnea originally suffered from the obstructive variant, but later de-
veloped central sleep apnea after applying continuous airway pressure (CPAP), which is
a facial mask that helps maintain airway pressure (MayoClinic 2014b).

2.3 Pathogenesis - Obstructive Sleep Apnea
There are a number of factors that can contribute to the pathogenesis of obstructive sleep
apnea (Kapur 2010) and they are as follows:

Anatomy: The skeletal and soft tissue structure around the airway are key factors
for the presence of obstructive sleep apnea. Enlarged soft tissue and malformation in
the bony structure, especially where the skull interacts with the soft tissue, can cause a
collapse of the upper airway.
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Muscle Activity: Dilator and contraction muscles are important for keeping the air-
way open to sustain normal respiration. The largest dilator muscle, the genioglossus,
forms the majority of the tongue. It is important for opening up the upper part of the
airway. Neurons control the muscle contraction and dilation movements. Any fault in the
signaling can result in abnormal muscle movements.

Lung Volume: A reduction of the end-expiratory lung volume can result in upper air-
way collapse. Obese people are prone to a lower end-expiratory lung volume.

Stability of Sleep: When oxygen saturation is decreasing to a point where you have an
arousal from sleep, the awakening can sometimes be premature. An arousal could lead
to hyperventilation causing the ventilatory system to become even more unstable and
worsen the effects of obstructive sleep apnea.

Fluid Shifts: Excessive bodily fluids that shift from the lower to the upper body are
linked to obstructive sleep apnea. Lack of exercise and a sedentary lifestyle increase
the amount of fluid in the legs. This fluid will in turn travel towards the upper body
when the downward pressure is lighter, and the excess fluids might increase the neck
circumference decreasing the opening in the upper airway.

Genetics: Genetics plays a role in facial muscle and skeletal composition. Studies on
how racial and familial traits affect obstructive sleep apnea show that there is a strong
correlation between genetics and the disorder with 35-40% of the variance attributed to
these factors.

2.4 Pathogenesis - Central Sleep Apnea
The factors contributing to the development of central sleep apnea differ from the ob-
structive variant by being more related to neurological processes (Javaheri 2010) and
(Thalhofer and Dorow 1997) and consist of the following:

Systolic Heart Failure: Heart failure is the most common cause of central sleep ap-
nea. More than 10% over the age of 65 have heart failure, and many of these suffer from
central sleep apnea. When having heart failure, one develops a special breathing pat-
tern due to an extended arterial circulation time and a decreased metabolic rate. The
increased circulation time will delay the information transfer of oxygen saturation and
carbon dioxide saturation. This will result in periodic breathing with hyperventilation
and hypoventilation.

Brainstem and Spinal Cord Disorders: As respiratory centers are located in the
brainstem, disorders affecting this area can lead to severe hypoventilation and central
sleep apnea. Tumors, edema, ischemia, infarct, encephalitis, neurodegenerative disorders
and accidents show correlation with central sleep apnea. Breathing can still be normal
when the person is awake.
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Neuromuscular Disorders: Neurons control all muscle movement, whether it is dila-
tion or contraction. Whenever a fault occurs during signaling, muscles may fail to dilate
or contract. The muscles in the airway from the tongue to the lunges can be affected and
cause obstruction of the airway. One disorder that can affect the breathing muscles is
Guillain–Barré syndrome (MayoClinic 2015a).

Opioids: Medication consisting of opioids can cause sleep disordered breathing, both
central and obstructive sleep apnea, with central sleep apnea being more dominant. For
obstructive sleep apnea, the leading factor is the negative affect the opioids have on the
genioglossus, which consists of the majority of the tongue. The negative affect on the
neurons that control the inspiratory rhythm generator contributes to central sleep apnea
events, but neurons that control the expiratory rhythm are not affected.

Endocrine Disorders: Central and obstructive sleep apnea have both shown correla-
tion with two endocrine disorders: acromegaly and hyperthyroidism.

2.5 Epidemiology - Obstructive Sleep Apnea
With so many undiagnosed (70-80%), epidemiology studies help uncover certain aspects
of lifestyle and genetics that contribute to the prevalence of sleep apnea. This knowledge
makes it easier to predict if a person might be suffering from sleep apnea or be in the
danger zone. As central sleep apnea is more related to specific medical illnesses, most of
the literature focus on obstructive sleep apnea. Some of the most common epidemiological
factors are presented in (Punjabi 2008), and are as follows:

Excessive Body Weight: Epidemiological studies from around the world present ex-
cessive body weight as a key factor for the development of obstructive sleep apnea. An
increased fat disposition in areas like the upper airway can result in a more narrow air-
way passage. Obesity is also contributing to a lower lung volume which adds to the risk
of developing obstructive sleep apnea. With the increasing number of overweight people,
more people are likely to develop the disorder. Losing weight can be an effective way to
lessen the implications and may be curative. For central sleep apnea, most sufferers are
normal weight (Thalhofer and Dorow 1997).

Sex: Clinical studies show that men are 60% more likely to develop obstructive sleep
apnea as compared to women. Epidemiological studies, on the other hand, present a 50%
more likelihood for males. Anatomical, hormonal and ventilatory differences can be the
contributing factors. Post-menopausal women are more likely to develop obstructive sleep
apnea than pre-menopausal women.

Age: Obstructive sleep apnea prevalence increases steadily with age until hitting a
plateau at the age of 60. Explanatory factors can be an increase in weight and anatomical
changes. A study presented in (Huang et al. 2008) reports of peaks at age 0-4 and 55-59
for both males and females. Adolescent years showed less prevalence. The increasing rate
after age 25-29 is mostly due to an increase in excessive weight.
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Race: Studies show that the disease prevalence in North America and Europe is sim-
ilar to that of Asians, even though obesity is more widespread in the West. For a given
age, sex and BMI, Asians have a greater disease severity. The craniofacial structure of
Asian people is the contributing factor. African-American people show comparable dis-
ease prevalence to the West.

Smoking and Alcohol: Both smoking and alcohol are factors associated with sleep
apnea. There is also a correlation between second-hand smoking and sleep apnea. The
mechanical and neurological properties of the upper airway can be affected when in-
flammation and damage due to smoking occur. Alcohol before sleep can cause disrupted
breathing even in otherwise healthy individuals. It can also prolong and worsen the oxy-
gen saturation in the blood. Although the mechanisms are not well known, experimental
studies have shown that alcohol reduces the respiratory motor output in the upper air-
way.

Hormonal Disorders: Polycystic ovary syndrome (PCOS) (MayoClinic 2015b), hy-
pothyroidism, pregnancy, and post-menopause are all associated with obstructive sleep
apnea. Higher androgen levels in PCOS and post-menopause may alter upper airway
mechanical and neural control properties. The link with hypothyroidism is more contro-
versial as obesity can also be the triggering factor.

2.6 Comorbid Disorders - Obstructive Sleep Apnea
As for the epidemiology, most of the literature focus on obstructive sleep apnea as it is
more common and more related to obesity, which is also an attributing factor in many of
the comorbid diseases. In addition to the general fatigue and daytime sleepiness, there
are several comorbid diseases linked to obstructive sleep apnea such as hypertension,
coronary arterial diseases, congestive heart failure, myocardial infarction and stroke,
diabetes and mental disorders such as depression and anxiety (Young, Skatrud, and Pep-
pard 2004), (Punjabi 2008) and (Huang et al. 2008). These additional disorders add to
the importance of an early diagnosis, as sleep apnea can be the root cause for a variety of
health problems.

2.7 Physiological Signals Used in Sleep Apnea Diag-
nosis

Various physiological signals are recorded when performing a sleep study used to screen
for sleep apnea (Punjabi 2008) and (CleveMed 2014), and they are as follows:

EEG: The electroencephalogram (EEG), is the recording of electrical activity in the
brain (MayoClinic 2014c). It usually requires that you have electrodes attached to your
scalp and for many this can be uncomfortable and invasive although it is safe and pain-
less. The EEG pattern splits into waveforms and the basic waveforms are alpha, beta,
theta, and delta. Alpha waves occur at frequency 8-12 Hz when a person is awake, but
with eyes closed. They stop when the eyes open or the person tries to concentrate men-
tally (JohnsHopkins 2014a). When a sleep apnea event ends as a result of an awakening,
there is an abrupt EEG shift from delta to alpha waves in the range 4 Hz-14 Hz (Lin
et al. 2006).
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EMG: The electromyogram (EMG) (JohnsHopkins 2014c), is a recording of muscle re-
sponse or electrical activity when a nerve is stimulating the muscle. It is used to doc-
ument periods when the person is awake, have an arousal or a spastic movement. Ob-
taining an EMG during sleep studies is harmless, but it requires the patient to have
electrodes placed on the skin over the muscles.

EOG: The electrooculogram (EOG), is recording of eye movement and position with
electrodes placed on either side of the eye. The difference in the electrical potential be-
tween the two will then provide the movements (Farlex 2009).

ECG: The electrocardiogram (ECG), records electrical signals in the heart (MayoClinic
2014d) using wires attached to the chest. Different features of the ECG signals have been
used to detect sleep apnea, like QRS complexes and the signal amplitude (Chazal et al.
2003).

Oxygen Saturation: The amount of oxygen in the blood is commonly referred to as
oxygen saturation. At sea level, the normal saturation is 96%-97%. A reduction to 90%
is considered mild. Dropping to range 89%-80% is moderate and below 80% is severe
(Harvard 2011a). Oxygen saturation can be measured easily with pulse oximetry (John-
sHopkins 2014b), which uses a sensor device on the fingertip or earlobe.

Blood Pressure: Blood pressure is measured in two ways: systolic and diastolic. The
first refers to the pressure when the heart is beating while the other refers to the pres-
sure when the heart is at rest between beats. Normal pressure is less than 120 for systolic
pressure and less than 80 for diastolic pressure (NHLBI 2012). A sudden drop in oxygen
saturation can cause an increase in blood pressure and overall strain on the cardiovascu-
lar system as it has to make up for the reduced oxygen (MayoClinic 2014a) and (Harvard
2011b). As hypertension is also one of the most common diseases associated with sleep
apnea (Young, Skatrud, and Peppard 2004) and (Punjabi 2008), many patients can have
an overall high blood pressure.

Heart Rate: The number of heartbeats per unit of time is the same as the heart rate
(MedicineNet 2014). It is often measured as beats per minute and can be measured easily
around the wrist or with today’s smart watches. When the oxygen saturation decreases,
the heart will try to compensate by increasing the heart rate (Harvard 2011b).

Respiratory Effort Signals: Respiration is at the core of sleep apnea, and signals
measuring respiratory movements are therefore very important. We divide the respira-
tory signals into three types depending on where on the body they measure respiration,
which is at the nose, chest and abdomen. Nasal respiration measures the airflow through
the nose, and it can be recorded with a thermistor (CleveMed 2014), which is a small
mask with tubes inserted in the nostrils. There are issues with sleep apnea studies that
only measure nasal airflow, as the signal alone can not distinguish between central and
obstructive sleep apnea. If the airway is completely blocked due to an obstruction, a ces-
sation of nasal airflow will occur. The same will happen during a central apnea. In order
to separate between the two, we must record respiratory signals from the abdomen or
chest. Both these signals can be recorded in a noninvasive way with the use of elas-
tic belts, which are placed around the abdomen and chest. They measure the change
in volume, also referred to as plethysmography (Farlex 2012). Change in lung volume
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occurs when the patient tries to inhale or exhale. There are three noninvasive ways to
measure plethysmography (Mazeika and Swanson 2007): Elastomeric Plethysmography,
Impedance Plethysmography and Respiratory Inductance Plethysmography (RIP). The
latter is recommended by the American Academy of Sleep Medicine (CleveMed 2014).
Elastomeric Plethysmography uses an elastic belt to measure change in tension as the
chest or abdomen expands or contracts. This way of measuring is not good when the pa-
tient moves and the belt becomes trapped. Measurements can become inaccurate and
produce false positives or false negatives. Impedance Plethysmography includes two or
sometimes four electrodes placed on the skin with a weak electrical current passing
through. As the body contracts or extracts, changes in impedance can be measured. This
is more invasive and the electrical current can interfere with other equipment placed on
the patient. Respiratory Inductance Plethysmography (RIP) uses an elastic belt with an
alternating current passing through the belt generating a magnetic field. When respira-
tory effort changes, the magnetic field changes. Since RIP does not rely on belt tension,
it is not affected by the belt being trapped when the patient moves.

Recommended Sampling Rates: In (Sleep Medicine, Iber, et al. 2007) we are pre-
sented with the desired and minimum sampling rates for the recording of the physiolog-
ical signals, see Table 2.1.

Signal: Desired: Minimal:
EEG 500 Hz 200 Hz
EOG 500 Hz 200 Hz
EMG 500 Hz 200 Hz
ECG 500 Hz 200 Hz
Nasal airflow 100 Hz 25 Hz
Pulse oximetry 25 Hz 10 Hz
Esophageal pressure 100 Hz 25 Hz
Body position 1 Hz 1 Hz
Snoring sounds 500 Hz 200 Hz
Chest and abdominal movements 100 Hz 25 Hz

Table 2.1: Recommended sampling rates for physiological signals recorded in sleep stud-
ies.

2.8 Sleep Apnea Diagnosis Tools
There is a variety of tools used to diagnose sleep apnea, ranging from the gold standard
polysomnography (Punjabi 2008) to questionnaires used for screening of patients at
risk for the obstructive variant (OSMI 2014d). In order to make things more convenient
for the patient, some portable devices have become available on the market making it
possible to record the data at home, but some physicians do not think they are suitable
and believes that the best way is still to use a full polysomnography (ASAA 2014c).
In order to assess the severity of sleep apnea, two indexes, AHI and RDI, have been
developed. A set of guidelines has been made to cover the requirements of different types
of monitors (CleveMed 2014).

This section will continue with a description of the AHI and RDI indexes, followed
by a presentation of the polysomnography study in Section 2.8.1. Requirements related
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to the portable devices are presented in Section 2.8.2. Questionnaires used to screen for
obstructive sleep apnea are presented in Section 2.8.3.

AHI Index: The Apnea Hypopnea Index (AHI) (Harvard 2011a) indicates the severity
of sleep apnea. It is the average amount of apnea and hypopnea events recorded per hour
of sleep, and is defined as follows:

• None/Minimal: AHI < 5 per hour

• Mild: AHI >= 5, but < 15 per hour

• Moderate: AHI >= 15, but < 30 per hour

• Severe: AHI >= 30 per hour

RDI Index: The Respiratory Disturbance Index (RDI) (Medilexicon 2014) is another
way of measuring the severity of sleep apnea. It is calculated as the average number
of incidents that disturbs sleep, including leg movements and spasms. A person can,
therefore, have a higher RDI index than AHI.

2.8.1 Polysomnography
A polysomnography is a sleep study that takes place in a sleep laboratory. It requires
the person to stay overnight in order to record physiological signals throughout the sleep
duration. The signals recorded are the electroencephalogram (EEG), electrooculogram
(EOG), electromyogram (EMG), electrocardiogram (ECG), respiratory signals and oxygen
saturation. Figure 2.1 illustrates a typical polysomnography setting in a sleep laboratory.

Center for Medicare and Medical Services (CSM) and the American Academy of
Sleep Medicine (AASM) (CleveMed 2014) have a list of four different types of monitors. A
polysomnography in a sleep laboratory is a type I monitor and the device must measure
EEG, EOG, ECG, chin EMG, limb EMG, respiratory effort at chest and abdomen,
nasal airflow, and pulse oximetry (CleveMed 2014). The American Academy of Sleep
Medicine (AASM) states that type I monitors must be in a laboratory, have a technician
in attendance and be performed overnight (CleveMed 2014).

2.8.2 Portable Devices
With the cost and inconvenient setting of a polysomnography, portable devices have
been made in order to record the physiological signal data at home. There are three
types of portable monitors (CleveMed 2014) and what they are required to record differ.
Type II monitors must record EEG, EOG, ECG, and EMG, respiratory effort and oxygen
saturation. The recordings match that of a regular polysomnography, or Type I monitor,
but can be performed outside the sleep laboratory without a technician. Type III mon-
itors measure respiratory movements, ECG or heart rate, and oxygen saturation. The
last type of monitor, Type IV monitor, must measure nasal airflow or chest/abdominal
movement and arterial oxygen saturation. These monitors do not require the presence of
a technician.

In (ASAA 2014c), there has been listed various viewpoints on these portable de-
vices. They mostly go in favor of them, but some express concern about the accuracy of
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Figure 2.1: Standard polysomnography in a sleep laboratory (ParadiseSleep 2012).

the measurements. One concern is raised by Dr. Steven Feinsilver, a specialist in sleep
medicine who teaches at New York University, says the following "Without an EEG, you
have no way of knowing if somebody is asleep or awake." Most of the positive viewpoints
revolve around the fact that a sleep laboratory study is inconvenient for the patient. In
addition, the diagnosis delay due to the prevalence of the disorder accompanied by an
insufficient number of sleep laboratories is not acceptable.

2.8.3 Questionnaires
A number of questionnaires such as Epworth Sleepiness Scale, G.A.S.P, Berlin and STOP-
BANG have been made to cover aspects that can identify if a person is at risk of obstruc-
tive sleep apnea, but they can not replace proper diagnosis tools such as a polysomnogra-
phy or a physical exam (OSMI 2014d). As obstructive sleep apnea more often correlates
to lifestyle than central sleep apnea, it is easier to make questionnaires. These question-
naires are usually a part of a proper physical exam and the first step towards a diagnosis.

Epworth Sleepiness Scale (ESS): The Epworth Sleepiness Scale (ESS), is a simple
questionnaire that covers sleepiness, or the chance of falling asleep in various daily sit-
uations like sitting and reading, watching TV etc. (OSMI 2014b). This questionnaire is
just a measure of sleepiness and is not sufficient to screen for obstructive sleep apnea
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as it lacks other important physical questions and questions about witnessed apneas or
specific questions directly related to activities during sleep like gasping and snoring.

G.A.S.P. – A self Administered Screening Questionnaire: The Graduated Apnea
Screening Protocol (GASP) questionnaire (OSMI 2014c) covers questions like weight,
sleep/fatigue and questions about observed snoring, and absence or struggles with
breathing. It is the simplest and least valued questionnaire (OSMI 2014d).

STOP-BANG Questionnaire: The STOP-BANG questionnaire (OSMI 2014e), is a
two-part questionnaire where the “STOP” part focuses on snoring, cessation of airflow,
being tired/fatigued and if the patient has been treated for high blood pressure. The
“BANG” part focuses on more general questions about BMI, age, neck circumference, and
gender. It is easy to use and has less scope than the Berlin questionnaire, but still covers
more than G.A.S.P (OSMI 2014d).

Berlin Questionnaire: The Berlin Questionnaire (OSMI 2014a), covers a broader set
of questions than G.A.S.P. It has a set of ten questions, which focus on snoring and its
frequency, cessation of airflow, feeling tired or fatigued, falling asleep when driving a
vehicle, blood pressure, and BMI. It is considered the best studied and validated ques-
tionnaire (OSMI 2014d), but it has been hard to get physicians to use it due to the time
it takes to score the schema.
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Chapter 3

Data Mining

This chapter presents an overview of the main concepts in data mining in addition to a
description of some of the most popular data mining methods. It is mainly based on the
material found in (Tan, Steinbach, and Kumar 2006), (Roiger and Geatz 2003), (Marsland
2009) and (Dunham 2003). An introduction to data mining including some definitions
of the term, a description of “Knowledge Discovery in Databases”, and an overview of
input data types and challenges they might impose is presented in Section 3.1. In Section
3.2, we present the main genres within data mining such as classification, clustering,
association analysis and anomaly detection with examples of standard methods. Common
evaluation procedures for classification methods are presented in Section 3.3.

3.1 Introduction
The term “Data Mining” is a relatively new concept that emerged in the 1990s with
a new approach to data analysis and finding useful information within data sets (Yoo
et al. 2012). In 2001, Massachusetts Institute of Technology (MIT) identified data mining
as one of the ten emerging technologies that would change the world (MIT 2001). The
meaning of the concept varies depending on who is giving it, but some definitions have
been given as follows:

“Data mining is the application of specific algorithms for extracting patterns from
data.” (Fayyad, Piatetsky-Shapiro, and Smyth 1996)

“Broadly, data mining can be defined as a set of mechanisms and techniques, real-
ized in software, to extract hidden information from data.” (Coenen 2011)

“Data mining is the process of automatically discovering useful information in large data
repositories.” (Tan, Steinbach, and Kumar 2006)

“We define data mining as the process of employing one or more computer learning
techniques to automatically analyze and extract knowledge from data contained within
a database.” (Roiger and Geatz 2003)

Despite its many definitions, the core of data mining is to deploy one or more com-
puter learning methods over a large data set with the hope of finding interesting
patterns within the data. The patterns can be completely new information or more like a
confirmatory analysis.
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3.1.1 Knowledge Discovery in Databases - KDD
The process commonly referred to as “Knowledge Discovery in Databases”, is the nontriv-
ial process of identifying valid, novel, potentially useful, and ultimately understandable
patterns in data (Fayyad and Stolorz 1997). Data mining and KDD are terms often used
interchangeably, although data mining is actually one of the steps in KDD. There are
several variants of the KDD process, but the main steps are consistent. In (Roiger and
Geatz 2003) a seven-step process is presented:

1. Goal identification:
The first step involves the understanding of the application domain, and a desired
outcome should be documented.

2. Creating a target data set:
Gather the data set that you want to analyze.

3. Data pre-processing:
The data set is examined for noisy and missing data.

4. Data transformation:
At this stage, elements are added, removed, converted and made ready for the anal-
ysis.

5. Data mining:
One or more data mining methods are applied to the final data set.

6. Interpretation and evaluation:
An examination of the results is performed, and depending on the outcome, the
previous steps might be repeated.

7. Taking action:
The knowledge gathered from the process is considered of value and incorporated
in some form.

3.1.2 Data Types
Before we present the main challenges imposed by the data sets, we need to first look at
the characteristics of the main types of data (Tan, Steinbach, and Kumar 2006), which
are as follows:

Categorical Attributes: Synonymous with qualitative attributes and lack most of the
properties numerical attributes have. Numbers can represent them, but they are treated
more as symbols. A grade can be represented numerically, but is still a categorical at-
tribute. Some other examples include gender, eye color and street numbers.

Numerical Attributes: Synonymous with quantitative attributes. They have most of
the properties that numbers have and they can be continuous or discrete. Some examples
are age, weight, height, length and calendar dates.

Continuous Attributes: Attributes that consist of real numbers without any finite set
are usually represented as floating points. Some examples include temperature, height,
weight and age.
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Discrete Attributes: The opposite of continuous, discrete attributes are finite, mean-
ing they have a fixed set of possible values. They are often represented by integers, but
floating points can occur. Some examples of discrete values are zip codes, employee iden-
tification numbers and telephone numbers. Binary values, 0 and 1, are a special case of
discrete values.

Variable Transformation: Some situations might require that a data type must be
converted due to requirements imposed by the data mining method. Depending on the
given data set, it can be a difficult or a straightforward task. For instance, if we have a
set of colors that we want to convert from a categorical to a numerical data type, transfor-
mation can be performed easily. Having four colors: red, blue, green and pink, a numer-
ical conversion could be 1, 2, 3, and 4. Although the example can make transformation
seem like a trivial task, it can be challenging when you transform between numerical
attributes. It is important that the data distribution remains the same after transforma-
tion. Given a range of values: 1, 2, 3 and you transform them by 1

X
, this would result in 1,

1
2
, 1
3
. If the order is important, this transformation has failed. In addition to maintaining

order, it should be noted that dealing with negative values and special numbers like “0”
can make transformation even more difficult.

3.1.3 Data Challenges
There are several challenges related to the input data one might have to face when ap-
plying data mining (Tan, Steinbach, and Kumar 2006) and (Roiger and Geatz 2003), but
the main challenges are the following:

Dimensionality: Data can grow alongside two dimensions, vertically in the form
of number of objects/instances, and horizontally in the form of the number of at-
tributes/features (Fayyad and Stolorz 1997). The term “dimensionality” often refers to
the number of attributes. An analysis becomes harder when the dimensionality increases,
commonly referred to as “The Curse of Dimensionality” (Bellman 1957). In order to re-
duce computational cost, avoid a too sparse data distribution and eliminate possibly
useless data, a reduction in the number of attributes is usually performed. A process
commonly referred to as feature selection. There are three standard ways of performing
feature selection:

• Embedded: The data mining method chooses which features to use and which to
ignore during runtime.

• Filter: Features are selected before runtime independent from the data mining
session.

• Wrapper: Similar to the embedded technique, but it usually does not consider all
features.

Missing data: Considering the large data sets usually processed during a data min-
ing session, the probability of encountering missing data is high. Attributes can contain
missing values or entire records can be missing from the data set. There are several
ways of dealing with missing values such as eliminating the records containing the miss-
ing values or try to estimate replacement values. Deleting records is straightforward, but
estimating substitution values can be difficult and time-consuming. Substitution can be
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a result of a variety of estimation approaches, but some examples include finding val-
ues from objects with similar values in the other attributes or the average value for that
attribute. Another option is to ignore the missing values. However, not all data mining
methods might be able to handle missing values.

Noise: A noisy object is defined as a random component not meant to be in the data set.
The overall effects of noise depend on the size of the data set, number of noisy components
and the importance of the attributes that are affected. Noise can also occur in the form of
duplicate records. Discovering noise can be very difficult. Even with knowledge about the
application domain and the attributes, the size of the data set can make it a very timely
process. Adding some constraints to the data set can be a solution, with for instance rules
that specify legal values for the attributes.

Outliers: An outlier is an item that clearly separates from the rest of the data set.
Anomaly detection (Section 3.2.4), is closely related to outliers. Outliers must be distin-
guished from noise as they are legitimate objects.

3.2 Data Mining Tasks
In data mining, we usually divide the analysis setting into four main tasks: classification,
clustering, association analysis and anomaly detection. These are described in detail in
Section 3.2.1-4. Depending on the objective of the analysis, the type of data mining comes
in two main forms: predictive and descriptive data mining (Dunham 2003) and (Tan,
Steinbach, and Kumar 2006). The output of a data mining method is generally referred
to as a model, as the patterns we find in the data can be seen as a model representing
the structure of the data. We, therefore, use the terms predictive models and descriptive
models. In addition to the objective comes the learning process, which can either be su-
pervised or unsupervised (Roiger and Geatz 2003) and (Dunham 2003). We describe these
terms as follows:

Predictive Models: In predictive data mining, the model tries to predict the value of
an attribute based on the values of the other attributes. The value being predicted is
also known as the target, class or dependent value. All other attributes in the data set
are viewed as explanatory and independent attributes. In other words, the relationship
between these attributes determines the value of the target attribute. An example can
be to assign an animal to its animal group. The target class would be the animal group
and the explanatory attributes would constitute the animal characteristics. A predictive
analysis includes tasks such as classification (Section 3.2.1), estimation and prediction,
where the latter two are variants of classification.

Descriptive Models: In descriptive data mining, the model aims, to summarize, the
underlying relationships in the data. The outcome can be in the form of patterns, clusters
and correlations. Descriptive methods are often exploratory in nature as their search is
usually driven by the objective of finding new properties. Even though the method is
responsible for extracting relationships within the data, descriptive models often require
post-processing and further analysis to make sense of the results. A descriptive method
can, for instance, be used to look for similarities in genes, and the output model could be
a set of clusters representing the genes with similar traits. Tasks such as clustering and
association analysis (Section 3.2.2-3) are examples of a descriptive analysis.
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Supervised Learning: In supervised learning or directed learning, we use methods
that produce predictive models. Target attributes are predefined and the algorithm uses
example data, also known as training data, to build the model. The training data contains
sample objects and their actual class, and the data mining method uses this data to learn
the patterns in the explanatory attributes that correspond to a given class. When the
training phase is over, the output model uses its derived patterns to assign an unseen
object to its class. If the model has adapted too well to the data, chances are that the
model has lost its ability to generalize. This scenario is a problem area for supervised
learning and is commonly referred to as overfitting. It is, therefore, important to stop
the training phase before the patterns go from general to specific. An additional issue in
supervised learning is the data distribution. If we have set of classes and they are not
represented somewhat equally, then we might end up with a class imbalance problem,
resulting in difficulties for the method to find patterns representing all classes.

Unsupervised Learning: In unsupervised learning, we use methods that produce
descriptive models. We have no target attributes and explanatory attributes as all at-
tributes are treated the same. You apply the algorithm without knowing exactly what to
look for. Despite its exploratory nature, the method can be restricted by imposing some
constraints. For instance, in cluster analysis it is common to specify how many clusters
the analysis can form. With prior data and domain knowledge, it is also possible to direct
the search into areas of possible interest.

3.2.1 Classification
In classification, we want to classify an object to some class based on its attribute values.
It is maybe the most familiar, best understood and popular data mining task (Dunham
2003). Some examples include setting a medical diagnosis, detecting email that contains
spam and classifying outer space objects such as stars, asteroids, and planets. In addi-
tion to using supervised learning and producing a predictive model, the target attribute
has to be categorical (Roiger and Geatz 2003). Even though we use the term predic-
tive model, classification does not “predict” the target class, as it uses no time perspective.

Estimation and prediction are variants of classification that also try to determine
the correct class given a set of explanatory attributes. However, they are slightly
different (Dunham 2003) (Roiger and Geatz 2003). An estimation model outputs only
numerical data. Prediction models can use both numeric and categorical data types as
output. In addition, a prediction model tries to forecast the future outcome, for instance
predicting what a stock price will be the following week. Only the current outcome
is of interest in classification. The output of a predictive analysis is continuous while
classification uses a discrete set of values. An overview of some of the most popular
classification methods is presented in Section 3.2.1.1-6.

3.2.1.1 Decision Trees

A hierarchical representation of relationships between attributes can be presented as a
tree structure. In data mining, these trees are referred to as Decision Trees (Tan, Stein-
bach, and Kumar 2006), (Roiger and Geatz 2003) and (Dunham 2003). The tree consists
of three types of nodes: a root node, internal nodes, and leaf nodes. All nodes, except the
root node, have exactly one incoming edge. Leaf nodes represent the classes, and each
class can be represented by several leaf nodes as it is likely that several patterns corre-
late to the same class. Internal nodes are not mandatory, but each tree must consist of a
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root node and one or more leaf nodes. Each node except the leaf nodes represents a test
on an attribute. The outgoing edges from these nodes separate the data set based on the
selected split value for that attribute. A split on a node in a binary tree adds exactly two
child nodes, but non-binary trees can have splits resulting in more than two child nodes
(Apté and Weiss 1997). The Decision Tree easily maps to a set of rules that are usually
mutually exclusive since they partition the data into disjoint regions (Apté and Weiss
1997). See Figure 3.1 for an illustration of a generic Decision Tree, where the attributes
are denoted as f1, f2, f3 and f4, and the split values are denoted as T1, T2, T3, T4.

Figure 3.1: A generic Decision Tree with numerical input data (UOE 2014).

Building Decision Trees is an NP-complete problem (Hyafil and Rivest 1976). This is due
to all the various split combinations which are a result of many possible attributes and a
large value-set within each attribute. Many Decision Tree algorithms employ heuristic-
based algorithms in order to find a sufficient solution within a timely manner. Several
issues affect the performance of Decision Trees (Dunham 2003) and (Tan, Steinbach, and
Kumar 2006), and they are as follows:

Splitting Attributes: The choice of splitting attributes has a major impact on the per-
formance. Selecting an attribute that barely separates the data will only lead to an extra
level in the tree structure in addition to an increase in the computational time building
the tree. The optimal attribute separates as much of the data set as possible. Not only is
finding the optimal attribute to split on difficult, but finding the value to split on makes
it even harder. During an exhaustive search, all distinct values within an attribute are
evaluated as a split value. If we have a set of discrete values and we split the tree binary,
then an exhaustive search results in 2k−1 possible split values. For continuous attributes,
a split value can be any value between two adjacent distinct values in the attribute. As
the optimal split is a combination of both the attribute and the value, the search for this
combination can be a timely process.

Stopping Criteria: In order to avoid a tree structure that has adopted too much to
the training data resulting in an overfitted tree, it is necessary to have some criteria for
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when to stop further construction. An obvious stopping criterion is when the tree is able
to classify all instances in the training set correctly. However, it is sometimes better to
stop at an earlier stage for performance and generalizations reasons.

Pruning: In order to avoid overfitting and increase the ability to generalize, a tech-
nique known as pruning is often applied. The technique trims branches and nodes in
order to make the tree less specific and more general. Pruning can be done dynamically
during runtime, also referred to as pre-pruning, or after tree construction, a technique
known as post-pruning (Tan, Steinbach, and Kumar 2006). The latter technique is
more computationally expensive as the tree is first grown to maximum size before
applying the pruning technique. In (Kamber et al. 1997), it is reported that during
their study, post-pruning and pre-pruning techniques showed no difference in terms of
how well the model was able to classify unseen objects, meaning that both techniques
perform equally good. Considering that post-pruning is more computationally expensive,
applying pre-pruning might be more effective.

Several advantages and disadvantages characterize Decision Trees (Roiger and Geatz
2003), (Tan, Steinbach, and Kumar 2006):

• It is a white-box method, meaning that the model visually displays all derived pat-
terns.

• Patterns are easy to understand, at least if the trees are not too large and complex.

• A tree structure maps nicely to a set of production rules.

• Input data can be both numerical and categorical making them very flexible.

• They make no prior assumptions on the data set.

• When a tree is constructed, classifying an item is very fast, with a worst-case com-
plexity of O(w), where w is the maximum depth of the tree.

• Quite robust when it comes to noise and redundant attributes.

• Output must be categorical, can not be used for estimation tasks.

• Decision trees are easily affected by the choice of splitting attributes and values,
which can lead to variable results.

• Numerical data sets can result in large and complex trees as the splits are usually
performed binary.

3.2.1.2 Rule-Based

The Rule-Based classifier (Tan, Steinbach, and Kumar 2006) and (Dunham 2003) is a
method that uses a basic “if...then...” style, see Figure 3.2. Rules are generated in a direct
or indirect manner. The latter occurs when rules are derived from a model such as a
Decision Tree (Section 3.2.1.1). Classes are on the right side of the equation, after the
“then” part. Exploratory attributes and their corresponding values are on the left side
of the equation, after the “if”, but before the “then” part. A set of rules is exhaustive if
every record is covered by at least one rule. If every record is covered by only one rule,
the rule set is mutually exclusive. This is usually the case for indirect rules generated
from Decision Trees. The quality of a rule set is measured by how many records that
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Figure 3.2: Rule-Based classifier representing the Rock, Paper and Scissor game (Amis
2012).

can be classified solely from that rule and how many of the objects that are classified
correctly. Rules that cover many records are also highly desirable. This results in a trade-
off between the number of rules and how well the rules are able to classify new unseen
objects. Too many rules will increase classification time, but an insufficient rule set will
degrade the classification performance. Just as Decision Trees, Rule-Based classifiers are
also subject to pruning by removing one or more attribute tests inside the condition part.

3.2.1.3 Nearest-Neighbor

The Nearest-Neighbor classification method (Tan, Steinbach, and Kumar 2006) and
(Roiger and Geatz 2003) introduces a new way of learning from data. Nearest-Neighbors
are known as “lazy learners” while the other classification methods presented in this
thesis are referred to as “eager learners”. The difference is that the latter uses training
data to build the model representing the patterns in the data, while the “lazy learner”
approach includes no proper training phase. It simply “stores” the training data and
performs all the work during run-time.

The Rote Classifier, which the Nearest-Neighbor classifier originates from, memo-
rizes the entire training data and is only able to classify an unseen object if it perfectly
matches at least one of the objects in the training set. While this method provides a per-
fect classification score for the objects that have a match in the training set, many objects
that share similarities with objects in the training set would be left unclassified. There
is no proper generalization of the data. A more flexible approach, the Nearest-Neighbor,
finds all objects in the training data that are similar to the test object and assigns the
same class as the closest neighbor. The requirement for a perfect match is replaced with
a similarity search. A popular phrase that describes the method is: “If it walks like a
duck, quacks like a duck, and looks like a duck, it probably is a duck”. There are several
ways of measuring the similarity between objects, but the Euclidean distance is the most
commonly used distance function for numerical data when there is no prior knowledge
about the data (Tan, Steinbach, and Kumar 2006). A variant of the Nearest-Neighbor is
the K-Nearest Neighbor, which is described as follows:
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K-Nearest Neighbor: In this approach, a test object is classified according to its closest
k neighbor objects in the training set. If the k closest neighbors have more than one class
label, the assigned class is the majority class among the neighbors. If there is a tie, the
following schemes can break it:

• Select the class randomly.

• Select the class that has the nearest neighbor.

• Select the class that has the smallest index. For instance, if there is a binary class
setting and classes are denoted as 0 and 1, the smallest index would be class 0.

An example showing three K-Nearest-Neighbor settings, with the number of k being 1, 2
and 3 is shown in Figure 3.3. 1

Figure 3.3: The 1-, 2-, and 3-nearest neighbors of a test object (Whitney 2012).

Having a set of neighbors instead of just one, can reduce the possibility that a test object
is wrongly classified due to an atypical object in the training set. Choosing the right
number of neighbors is crucial for performance. If k is too small, overfitting can occur,
but a too large k can result in misclassification. In addition, as we use majority voting
to decide on the class label if the neighbors have more than one class label, it might we
wise to assign more importance to neighbor objects that are closer to the test object, a
technique known as distance weighting.

The characteristics of Nearest-Neighbor classifiers result in several advantages,
but also major disadvantages (Cunningham and Delany 2007), (Roiger and Geatz 2003)
and (Tan, Steinbach, and Kumar 2006):

• The algorithm is relatively easy to understand and implement.

• By being a lazy learner, all work is done at run-time, and a large training set can
make it very computationally expensive. A test object must measure its distance to
all objects in the training set resulting in a run-time complexity of O(n), where n is
the number of objects in the training set.

• They operate locally, hence a small k can make them susceptible to noise.

• They are very sensitive to irrelevant attributes as the similarity is calculated
equally among the attributes. For example, if there are 20 attributes and only two
are relevant for classification, objects that have similar values in the two important
attributes may nevertheless be distant from each other in the 20-dimensional space.
Eliminating irrelevant attributes is important.

1In the 1-Nearest Neighbor scheme, the test object is classified as A as that is the class of the closest
neighbor. In scenario 2, the object can be classified as either class A or class B. For the three neighbors, the
class is determined by a majority class voting, which would result in class A.
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3.2.1.4 Bayesian Classifiers

A simple, yet powerful classification method, Bayesian classifiers (Tan, Steinbach, and
Kumar 2006), are based on the statistical method, Bayes Theorem, see Equation 3.1. Even
though this is a classification method we use the term “predict” as it uses probability
theory.

P (Y |X) =
P (X|Y )P (Y )

P (X)
(3.1)

Using prior probability P(Y), Bayes Theorem tries to predict the posterior probability for
Y in P(Y|X), also known as the conditional probability. More precisely, Y is the predicted
class and P(Y|X) means that Y will take on a value y given that the attribute set X has
an observed value x. Bayes theorem is best explained with an example. The following
example is based on a similar example in (Tan, Steinbach, and Kumar 2006):

Consider a tennis match with two representing countries, USA and Australia. Prior
history shows that when they compete, USA wins 65% of the time and Australia wins the
remaining 35%. Of all the games USA has played in Australia, only 30% have been won.
Australia has won 75% of all the games they have played at home. If Australia hosts the
next game, which team is most likely to win?

• The probability that USA will win the match is P(Y=USA) = 65%

• The probability that Australia will win is P(Y=Australia) = 35%

• The probability that Australia hosts a game won by USA is
P(X=Australia|Y=USA) = 30%

• The probability that Australia wins the match it hosts is
P(X=Australia|Y=Australia) = 75%

What is the probability that Australia will win the next match against USA if they are
playing at home? More precisely: P(Y=Australia|X=Australia). USA is represented as
team 1 and Australia as team 2 in Equation 3.2-7.

P (Y = 2|X = 2) => (3.2)

(P (X = 2|Y = 2))× (P (Y = 2))

(P (X = 2))
=> (3.3)

(P (X = 2|Y = 2))× (P (Y = 2))

(P (X = 2, Y = 2)) + (P (X = 2, Y = 1))
=> (3.4)

(P (X = 2|Y = 2))× (P (Y = 2))

(P (X = 2|Y = 2)P (Y = 2) + P (X = 2|Y = 1)P (Y = 1))
=> (3.5)

0.75× 0.35

((0.75× 0.35) + (0.3× 0.65))
=> (3.6)

0.5738 (3.7)

In Equation 3.4, the law of total probability (Wolfram.Alpha 2014c) is used to expand
P(X=2) from Equation 3.3. The conditional probability that Australia will win the next
match they are hosting over USA is 0.5738 and the probability that USA will win the
game is P(Y=USA|X=Australia) = 0.4262.
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A variant of Bayes classifier, the Naive Bayes classifier, assumes all attributes to
be independent of each other and have equal importance. It is reported in (Rish, Heller-
stein, and Thathachar 2001) that performance is equally good when the attributes are
functionally dependent or completely independent of each other and that it performs
worst in between. In (Zhang 2004) they report that Naive Bayes can be optimal if
the dependencies distribute evenly among the classes or that they cancel each other
out. Naive Bayes classifiers are robust to noise as the items are averaged out when
calculating the conditional probabilities. They can also handle irrelevant attributes as
they become almost uniformly distributed. A major problem with Bayes classifier is
zero-valued attributes (Roiger and Geatz 2003), as every multiplication with zero gives
a total probability value of zero.

3.2.1.5 Artificial Neural Networks

Inspired by the pattern recognition abilities in the human brain, Artificial Neural Net-
works (Marsland 2009), (Tan, Steinbach, and Kumar 2006) and (Roiger and Geatz 2003),
attempt to simulate the biological neural system in the brain. The processing unit in the
brain is within nerve cells called neurons. A neuron connects to other neurons through
synapses. Scientists have discovered that the brain learns by changing the strength of
the synaptic connection between neurons. This is due to repeated stimulations by the
same impulse. If two neurons fire at the same time, the connection between them grows
stronger. An Artificial Neural Network tries to emulate neurons and synapses and in
computational terms, these are commonly referred to as nodes and weights. Artificial
Neural Networks can be divided into two main categories, depending on the complexity
of the network structure. The simplest network type is the Single-Layer Artificial Neural
Network, commonly just referred to as the Perceptron. A more advanced and complex
network type is the Multi-Layer Artificial Neural Network. Both concepts are presented
in the remainder of this section.

The Perceptron: The simplest form of an Artificial Neural Network is the Perceptron.
These networks have two types of nodes: input nodes and output nodes. Output nodes
correspond to classes and the input nodes to the attributes, see Figure 3.4, where the
input nodes/attributes are denoted as x1,x2,x3...xn and the output node/class as y. When
there are only two classes, it is sufficient with only one output node, as it can fire for one
class, and not fire for the other class. However, for more than two classes, there needs
to be as many output nodes as there are classes (Tan, Steinbach, and Kumar 2006).
All input nodes are connected to the output nodes through a set of weights, which are
denoted as w1,w2,w3...wn in Figure 3.4. These weights can be positive or negative, which
correspond to excitatory and inhibitory connections that make biological neurons more
or less likely to fire. Both these synapses are seen in the human brain, but they do not go
from being positive to negative as they do in Artificial Neural Networks. The value of an
outgoing weight from an input node corresponds to the importance of that attribute for
making the output node fire, meaning how relevant an attribute is for a given class.

In the human brain, the neurons use a membrane to collect the incoming electrical
input. If the electrical input is above some threshold, the neuron will fire. We use
the same concept in Artificial Neural Networks by taking the attribute values and
multiplying those with the values of the weights and summarize that at the output node.
Depending on the summarized value, a step function decides if the output node fires or
not. Functions that determine if a node fires or not are usually referred to as activation
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Figure 3.4: Perceptron (Crittenden and Evans 2008).

functions. The activation function used by the Perceptron is the step function which is
defined as follows:

y =


1 if

m∑
i=0

wixi > 0

0 if
m∑
i=0

wixi ≤ 0

The training phase mainly consists of adapting the weights to better represent the re-
lationship between the attributes and their corresponding classes. Weights are usually
initialized randomly. For each item, the network is not able to classify correctly in the
training data, meaning that the output node fires when it should not and vice versa, the
network must learn and update the weights. Even though, it might seem complicated,
learning the network can be straightforward. If the output neuron fired when it should
not have, we know that some or all of the weights are too large. In the opposite scenario,
some or all of the weights are too small. All weights must be updated according to what
their target values should have been. We need to compute the difference between what
the output neuron should have received versus the actual input (tj−yj) and multiply that
with the input connected to that weight. The complete learning function for updating the
weights is presented in Equation 3.8.

wij ← wij + n(tj − yj)× xi (3.8)

The learning rate n is necessary to avoid too drastic changes, which can make the network
unstable. If this factor is excluded, the network might never settle down as it always
adapts too much to each training item. Having a small learning rate makes the network
more stable and resistant to noise and other inaccuracies in the data, but it needs to
be exposed to the items in the training set more. Depending on the expected error, the
learning rate is usually moderate with 0.1 < n < 0.4 (Marsland 2009). A bias node is
usually added to the network in order to make a node fire when, for instance, all input
nodes are zero-valued. It does not matter what the weights are when all input values
are zero as everything multiplied with zero equals zero. The bias node is usually given a
static value of -1, and it is usually the first node, meaning we represent it as w0j.

26



Multi-Layer Artificial Neural Network: Even though the Perceptron is quite good at
solving simple classification problems, it is only able to separate the data linearly. When
it was discovered that even the simple Exclusive or (XOR) function and other interesting
problems could not be modeled (Minsky and Seymour 1969), Artificial Neural Network
development was halted for a long time. In Figure 3.5, we see that the two classes in XOR
are not linearly separable, as denoted by the red circles and the blue Xs.

Figure 3.5: XOR (Pui 2014).

A more complex structure that is able to divide the data non-linearly is the Multi-Layer
Artificial Neural Network. The network introduces more layers between the input nodes
and the output nodes, known as hidden layers while the Perceptron has only one layer of
weights. Embedded in these layers are another type of nodes referred to as hidden nodes.
An example of a Multi-Layer Artificial Neural Network is presented in Figure 3.6.

Figure 3.6: Multi-Layer Artificial Neural Network (SPIE 2014).

These networks can come in two variations: feed-forward or recurrent. Being feed-
forward means that the connections between the nodes are only directed forward. There
are no links going backward. A recurrent scheme introduces the possibility of having
connections going in both directions, adding to the complexity.
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What makes the Multi-Layer Artificial Neural Network able to separate nonlinear
data is the introduction of other activation functions than the step function used by the
Perceptron. The most commonly used functions are Sigmoid functions, both the Logistic
function (Wolfram.Alpha 2014b) and the Hyperbolic Tangent (Wolfram.Alpha 2014a).
Their respective formulas are presented in Equation 3.10 and Equation 3.9.

y =
1

1 + e−x
(3.9)

tanhz ≡ sinhz

coshz
(3.10)

In Figure 3.7-9, the graph representations show that the step function has a big jump
in the middle giving it a hard threshold while the Sigmoid functions allow the network
to represent a nonlinear function (Russel and Norvig 2010). This corresponds better to
the biological neural system in the brain. A neuron can have a weak fire, or it can have a
strong fire. These nonlinear activation functions output floating point numbers between
0 and 1 for the Logistic function and -1 and 1 for the Hyperbolic Tangent function. The
threshold value for the Logistic function is when the y axis has a value of 0.5, as can
be seen in Figure 3.8. An output value of 0.6 is a weak fire, and 0.9 can be considered a
strong fire. As for the Hyperbolic Tangent, the threshold between what can be considered
a fire or no fire, is when both the x and y axis are 0, see Figure 3.9.

Figure 3.7: Step function (Wikipedia 2015g).

Figure 3.8: Logistic Sigmoid function (Wolfram.Alpha 2014b).

The learning algorithm for updating weights becomes more complex in Multi-Layer
Artificial Neural Networks, as weights at every layer in the network must be updated.
For hidden nodes, it is difficult to calculate the error when they do not know what their
output values should be. Solving this problem, introduces a new term referred to as
backpropagation. When we are going forward, we use the weights and their input nodes
to compute the input for the receiving hidden or output nodes. In the backpropagation
phase, we reversely go backward through the network and update the weights. Meaning
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Figure 3.9: Hyperbolic Tangent (Wolfram.Alpha 2014a).

that weights at layer x+1 are updated before x. The errors for nodes at x+1 are used to
estimate errors at layer x. Algorithms based on the Gradient Descent (Wikipedia 2015c)
have been used to optimize the backpropagation phase.

There are several advantages and disadvantages to Artificial Neural Networks and
they can be summarized as follows:

• Artificial Neural Networks with hidden layers are known as universal approxima-
tors (Hornik, Stinchcombe, and White 1989). They can be used to approximate any
target function. Any lack in success is due to inadequate learning, insufficient num-
ber of hidden nodes or a lack of deterministic relationship between input nodes and
output nodes.

• They handle noise and redundancy well (Roiger and Geatz 2003).

• Initializing the weights can be difficult. In (Marsland 2009), it is recommended that
the weights are set randomly in the range −1/

√
n < w < 1/

√
n where n is the

number of nodes in the layer where the connections start. The initial value of the
weights affect the training time, but with no prior information about the relation-
ship between the attributes, making any assumption is very difficult.

• Deciding on the optimal number of hidden layers and nodes is challenging. Multi-
Layer Artificial Neural Networks can have a very complex structure. It is recom-
mended that this method is best suited for users with sufficient Artificial Neural
Network knowledge (Harper 2005). In (Bishop 1995), the author discusses the ef-
fects of pruning the network. It is possible to reduce network complexity by remov-
ing the weights that have little or no impact on the result. However, this adds to the
computational complexity of building the model. The number of hidden nodes can
inhibit its ability to generalize by overfitting the data (Basheer and Hajmeer 2000).

• Artificial Neural Networks can only process numerical data. Categorical input data
would require variable transformation (Section 3.1.2).

• They suffer from long training times. In (Harper 2005) a study comparing the per-
formance of a Decision Tree, Regression, Linear Discriminant and an Artificial Neu-
ral Network for medical decision-making experienced that run-time was by far the
worst for the Artificial Neural Network. Having early stopping criteria can reduce
both training time and the possibility of overfitting.

• The model lacks explanatory abilities when hidden layers are included, and is there-
fore commonly referred to as a black-box method. Although, in a simple Perceptron
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network, the input nodes and their weights can easily be interpreted. Input vari-
ables whose weights are larger are more important than those with smaller values
(Olden and Jackson 2002).

• Deciding on how often the weights should be updated can be difficult. The update
frequency comes in two main versions: sequential and batch (Marsland 2009). The
sequential version updates the weights after each training item, resulting in a sim-
pler implementation. Recommended is the batch version where the weights are not
updated until all items in the training set have passed through. This is a better
solution learning wise as all items together will affect the update, rather than just
one item at a time.

3.2.1.6 Support Vector Machines

Mathematically the most advanced and sophisticated classification method, the Support
Vector Machine (Marsland 2009), (Tan, Steinbach, and Kumar 2006) and (Russel and
Norvig 2010) was first introduced in 1992 by Vladimir Vapnik. It was originally designed
for binary class problems, but it is applicable in contexts with more than two classes,
but this section describes only the binary class version. The basic idea resembles the
Perceptron model (Section 3.2.1.5), with a linear separation of the data set, but in a more
optimized manner by using maximum margin hyperplanes.

In many data sets, the data can be separated linearly with several hyperplanes as
shown in Figure 3.10. The red and blue hyperplanes are both able to completely separate
the two classes while the green hyperplane is not able to do so. A hyperplane that has
the largest margin between the classes is known as the maximum margin hyperplane,
often just referred to as the decision boundary, and finding this hyperplane is the goal of
the training phase. In Figure 3.10, the optimal hyperplane is the red line as the closest
data points, also known as the support vectors have a larger distance between them. For
the blue hyperplane, the support vectors are much closer, yielding a smaller margin.
Compared to the Perceptron model, finding the largest separation between the classes
is the optimization. A larger margin will decrease the possibility that new objects are
misclassified.

Figure 3.10: Hyperplanes in a linearly separable data set (Wikibooks 2014).
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Figure 3.11: Maximum margin hyperplane (Wikibooks 2013).

A maximum margin hyperplane has been found in Figure 3.11, where the support
vectors are the red circles and the circles with a red lining. The formula for this hyper-
plane is given by Equation 3.11, where x is a vector representing the attributes of an
object. With only one dimension, x would just be represented as a single value. In order
to find this hyperplane, the values for w, which is the normal vector to the hyperplane
and consists of a set of weights, one for each attribute/dimension, and b, the bias, must
be computed. As this hyperplane aims to separate the data, all instances of one class
should fall on the same side of the decision boundary, meaning either above or below it,
see Equation 3.12-13.

w · x + b = 0 (3.11)

w · x + b < 0 (3.12)

w · x + b > 0 (3.13)

Equations 3.12-13 can be rewritten as shown by Equation 3.14-15.

w · x + b = 1 (3.14)

w · x + b = −1 (3.15)

Classes are, therefore, represented as -1 and 1 for Support Vector Machines. When the
decision boundary has been found, all instances of one class should fall either above or
below the boundary. Classifying an unseen object, if the object originally belongs to class
-1, should, if x is replaced with the test object fall below the boundary, given that the
values for w and b are optimal and that the data is linearly separable.

In order to find the maximum margin hyperplane we can start by calculating the
distance between one instance belonging to class 1, x1, and one instance belonging to
class -1, x2. The formula for finding the margin or distance d, can be found through the
steps presented in Equation 3.16-18 (Tan, Steinbach, and Kumar 2006).

w · (x1− x2) = 2 (3.16)
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‖w‖ × d = 2 (3.17)

d =
2

‖w‖ (3.18)

However, finding just a margin is not enough, as we want to find the maximum mar-
gin. Maximizing the margin is the same as minimizing the objective function in Equa-
tion 3.19. As the algorithm searches for the largest margin, it must evaluate each margin
based on if the objects in the training data fall on the right side of the current com-
puted decision boundary. Since the objective function in Equation 3.19 is quadratic and
the constraints are linear in the parameters w and b, we have a convex optimization
problem, meaning we have a global optimum solution. This problem can be solved us-
ing the Lagrange multiplier method (Tan, Steinbach, and Kumar 2006) and (Russel and
Norvig 2010), which is a strategy for finding the local maximum and minimum of a func-
tion subject to equality constraints (Wikipedia 2015d). Understanding how the Lagrange
multiplier works requires knowledge about calculus and mathematical optimization. We
will show the basic steps using the Lagrange multiplier, but more details can be found in
(Tan, Steinbach, and Kumar 2006) and (Russel and Norvig 2010).

f(w) =
‖w‖2

2
(3.19)

The constraints shown in Equation 3.14-15 can be summarized in a more compact man-
ner as shown in Equation 3.20, where i = 1,2, ...N represents the instances in the training
set.

yi(w · xi + b) ≥ 1, i = 1, 2, ...N. (3.20)

Using the Lagrange multiplier, we can solve the optimization problem consisting of min-
imizing the objective function in Equation 3.19 while subject to the constraints in Equa-
tion 3.20 by applying the Primary Lagrangian shown in Equation 3.21 where parameters
λ are called the Lagrange multipliers. The first term captures the objective function while
the second term captures the constraints. Although this optimization formula finds a so-
lution for w and b, it involves heavy computation as we have to find the optimal values
for three unknown parameters consisting of w, b and the Lagrange multipliers, λ.

LP =
1

2
||w||2 −

N∑
i=1

λi(yi(w · xi + b)− 1) (3.21)

It turns out that we can reformulate this optimization problem by using another formula
known as the Dual Lagrangian, see Equation 3.22. We still have the Lagrange multipli-
ers λ, but the decision boundary parameters w and b have been eliminated as we only
use the training data. Solutions for both optimization problems are equivalent. We can
use quadratic programming techniques to solve both these problems. The classes are de-
noted as y and the objects in the training data are denoted as x. It uses the dot product to
calculate the similarity between the two objects in the training set. Objects that are most
similar, or have the least distance between the two classes are the objects most likely to
be misclassified and these constitute the support vectors.

LD =
N∑
i=1

λi −
1

2

∑
i,j

λiλjyiyjxi · xj (3.22)

The output when using the Dual Lagrangian is the Lagrange multipliers, and these spec-
ify the importance each object in the training set has on classification. All objects that are
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not treated as support vectors get λi = 0. Meaning that we get the support vectors from
the output by extracting objects with λi > 0. One can use the Lagrange multipliers with
the training data to calculate w and b, or stay in the dual representation, but we do not
show these steps here. The resulting score function used to classify objects while stay-
ing in the dual representation is given in Equation 3.23, where x is the object we want to
classify and xi represents the support vectors. An output will either be 1 or -1, as imposed
by the constraints in Equation 3.14-15.

h(x) = sign(
N∑
i=1

λiyi(x · xi)− b) (3.23)

Figure 3.12: Soft Margin Hyperplane (AJAS 2015).

In some cases, the data might not be completely linearly separable, see Figure 3.12. The
original constraints must therefore be relaxed. Applying a positive-valued slack variable
is used to get around the problem and create a soft-margin instead of the strict-margin.

Equation 3.14-15 are rewritten into Equation 3.24-25 to accommodate the new variable.

w · xi + b ≥ 1− ξi if yi = 1 (3.24)

w · xi + b ≤ −1 + ξi if yi = −1 (3.25)

However, applying the slack variable might result in a decision boundary that is too
wide, which increases the misclassification rate. Avoiding this can be achieved by
adding a penalty for misclassified objects in the training data. We still use the Lagrange
multipliers, in the same way, to solve the optimization problem of finding the maximum
margin hyperplane, but we apply some constraints to the Lagrange multipliers. A
description of these constraints and how they are used can be found in (Tan, Steinbach,
and Kumar 2006).

So far, a linear decision boundary has been used to separate the objects in the
training set. A slack variable was introduced to allow some misclassified objects. In
scenarios where data is not at all linearly separable, the trick is to transform the data
into a new higher-dimensional attribute space, where a linear separation is possible.
In Figure 3.13, data have been transformed from the original attribute space to a
higher-dimensional attribute space. A transformed attribute space for an object, x, is
denoted as Φ(x). Adding dimensions in order to solve a problem where the original
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data set is not linearly separable resembles the introduction of hidden layers for the
Artificial Neural Network (Section 3.2.1.5). A linear separation was not possible with the
original attributes using the Perceptron, and new dimensions in the form of the hidden
layers and nodes were therefore added in addition to nonlinear activation functions.
We apply a similar technique to increase the number of dimensions in Support Vector
Machines. However, in order to avoid actually transforming the attribute space, we use

Figure 3.13: (a) Original attribute space (b) Transformed attribute space (Thornton 2015).

a kernel trick and the function performing this trick is referred to as the kernel function.
Instead of actually transforming the attribute space by adding extra dimensions, we
emulate a transformed attribute space, but still use the original attributes. There are
several kernel functions, but they must all obey Mercer’s theorem which states that
any kernel function must be equivalent to the dot product between the vectors in the
transformed space (Tan, Steinbach, and Kumar 2006). Popular kernel functions are
the Polynomial and Radial Basis functions, but choosing the kernel function is difficult
and usually subject to experimentation as the performance depends on the data set
(Marsland 2009). The formulas for the Polynomial and Radial Basis functions are given
in Equation 3.26-27 where the order of the polynomial is denoted by s.

K(x,y) = (1 + x · y)s (3.26)

K(x,y) = exp
(
−(x− y)2/2σ2

)
(3.27)

We can use the kernel functions directly in the Dual Lagrangian by replacing the regular
dot product between two objects with the kernel function. Using the Polynomial kernel
we can reformulate the Dual Lagrangian as shown in Equation 3.28.

LD =
N∑
i=1

λi −
1

2

∑
i,j

λiλjyiyj((1 + xi · xj)
s) (3.28)

The score function for classifying objects can also be reformulated to incorporate the use
of a Polynomial kernel, see Equation 3.29. A generic score function is shown in Equa-
tion 3.30 where K represents the kernel function.

h(x) = sign(
N∑
i=1

λiyi(1 + x · xi)
s − b) (3.29)

h(x) = sign(
N∑
i=1

λiyiK(x · xi)− b) (3.30)
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The Support Vector Machine is characterized by the following advantages and dis-
advantages (Tan, Steinbach, and Kumar 2006) and (Marsland 2009):

• Choosing the optimal kernel function is tricky and often depends on the data set
resulting in experimentation.

• Due to its use of linear algebra and mathematical optimization such as the La-
grange multiplier, it can be a challenging classifier to work with.

• Deciding on the penalty parameter for soft margins can be difficult without complete
knowledge about the data distribution in the feature space.

• If there are many support vectors, the model will be slow during classification as it
has to compute the dot product between all support vectors and the test object.

• Mostly designed for binary class problems.

• Can only handle numerical data. Categorical data must be transformed (Section
3.1.2).

• The optimization with the maximum margin hyperplane can reduce the misclassi-
fication rate compared to for instance Artificial Neural Networks that tend to find
only local optimum solutions due to their nonlinear activation functions.

• If the data set is reasonably sized and the number of attributes is not that high,
Support Vector Machines will often, but now always, provide better classification
performance than other machine learning methods. However, classification will as
mentioned, be slow if there are many support vectors.

3.2.2 Clustering
As classification methods try to group together objects that share similar patterns, clus-
tering aims to do the same, but without supervision. Clustering methods create descrip-
tive models of the data. The goal is to derive clusters from the data set based on the
underlying similarities in the data, which will hopefully provide new and useful knowl-
edge. One way to look at clusters is to see them as concept classes. In classification, we
already have the classes. Clustering is sometimes referred to as unsupervised classifi-
cation (Tan, Steinbach, and Kumar 2006). Clustering can be used in several application
domains, such as biology, business and data compression. In biology, it can be used to
identify similarities between genes (Sturn, Quackenbush, and Trajanoski 2002). Amazon
uses clustering in order to group together customers with similar shopping patterns and
viewing history (Linden, Smith, and York 2003). As for data compression, clustering can
be used to assign each cluster with an index and all objects within that cluster are repre-
sented with the cluster index (Tan, Steinbach, and Kumar 2006). Figure 3.14 presents a
simple example of how three clusters can be formed. Unlike classification problems, the
results after applying a clustering method are usually subject to evaluation by experts
in the application domain. Without sufficient knowledge about the data set, finding any
meaning can be rather difficult. There are two main types of clustering methods: parti-
tional and hierarchical. The latter approach can also be divided into agglomerative and
divisive clustering.
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Figure 3.14: (a) Before clustering analysis (b) Three noticeable clusters have been found
in the data set, represented by the green, red and purple circles (SFSU 2007).

3.2.2.1 Partitional Clustering

In partitional clustering, the clusters are formed into unnested non-overlapping subsets,
see Figure 3.14. A popular partitional clustering method is the K-Means algorithm. The
algorithmic steps are fairly easy to understand and implement and are as follows (Roiger
and Geatz 2003):

1. Choose the number of clusters k, commonly referred to as centroids.

2. Choose the k data points as initial cluster centers.

3. Use Euclidean distance or another distance function to assign the remaining data
points to their cluster center.

4. For each cluster, assign a new mean.

5. If the new mean is identical to the initial mean, the process is terminated, other-
wise, use the new mean and repeat steps 3-5.

The K-Means method requires that the input data is numerical, and categorical data
must, therefore, be transformed (Section 3.1.2).

There are some issues to consider when applying this algorithm, and they are mostly
related to the number of k clusters and the initial data points used as cluster centers.
Choosing the optimal number of k clusters can be difficult when there is no knowledge
about how many clusters there might be in the data set. In addition, as classification
methods are subject to overfitting, so are clustering methods. Having too many clusters
can result in a model that has adapted too well to the data set, which can reduce its
ability to generalize and show the general patterns. If there are too few clusters, the
model will be too general and lack the ability to capture the interesting patterns. One
way to cope with this issue is to run the algorithm with several different values of k
clusters and analyze how meaningful the results are. The initially selected data points
can also lead to poor performance when they are far away from the remaining data set.
Many iterations of the algorithms are necessary in order to converge or find an optimal
solution. A third drawback is the computational complexity. Computing the distances
for all objects to the cluster centers can be slow, especially when there are many cluster
centers, k. An example with three clusters is shown in Figure 3.15. The centroids are
represented by the red, blue and green circles in the middle of the clusters.

36



Figure 3.15: Three clusters are formed using the K-Means algorithm (scikits.learn 2010).

3.2.2.2 Hierarchical Clustering

The other main type of clustering methods is hierarchical clustering. This approach fo-
cuses on computing clusters which are nested in a tree-like structure. There are two types
of hierarchical clustering: agglomerative and divisive.

Agglomerative Clustering: The most commonly used hierarchical clustering method
is agglomerative clustering, where each data point starts out as single clusters. Itera-
tively, they are merged with their closest cluster until there is only one cluster left. They
use a proximity measure when merging two clusters. These proximities are kept in a
proximity matrix. Different measurement metrics are used, and a more detailed descrip-
tion can be found in (Tan, Steinbach, and Kumar 2006). Figure 3.16 shows the original
data set represented as both a nested cluster and a tree-like structure, also known as a
dendrogram. As for the K-Means method, the agglomerative clustering method suffers
from computational complexity as it computes proximity measures when it merges the
clusters.

Figure 3.16: (a) Original data points (b) Nested cluster (c) Dendrogram (UTEXAS 2014).

Divisive Clustering: This type of clustering method is rarely used and only given a
brief description. In divisive clustering, we do the opposite of agglomerative clustering.
Instead of starting the process with all data points represented as clusters, all data points
represent one cluster. The cluster is then split iteratively into minor clusters until all
clusters only contain a single data point. A divisive clustering process can be seen in
Figure 3.17. It is pretty similar to the tree structure for the agglomerative structure
in Figure 3.16, however, as the agglomerative process moves from bottom and up when
creating the tree-like structure, the divisive process goes the opposite way, from top to
bottom.
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Figure 3.17: The iterative process of divisive clustering (Scharm 2015).

3.2.3 Association Analysis
Just as in classification and clustering, association analysis (Dunham 2003), (Tan, Stein-
bach, and Kumar 2006) and (Roiger and Geatz 2003) also aims to discover interesting
patterns and relationships between the objects in a data set. However, the model is not
consisting of clusters or a prediction model, but a set of rules known as association rules.
These rules can be expressed more formally, see Equation 3.31.

X− > Y (3.31)

Association analysis in data mining is often interchangeable with the term market-
basket-analysis. In all settings where customer transactions occur, potentially valuable
information could be stored in the transaction data. Whether the setting is a grocery
store or an online store, the content of the transaction can be viewed as a basket.
Patterns within that basket can hold valuable information for the provider in the form
of product placement and advertisement. For instance, products like milk and bread are
often bought together, and in order to sell more products, it can be beneficial to place the
products in a way that a customer passes both of them before checkout or advertising
one of the products could include the other. In other words, we want to find the items
that are frequently bought together, commonly referred to as “frequent item sets”.

In Equation 3.31, X and Y represent disjoint item sets. The strength of an associa-
tion rule is measured according to its support and confidence, where the support of an
association rule is determined by how many transactions that contain a particular item
set, while the confidence is measured by the frequency of the items in Y given that we
have the items in X. Meaning the ratio between the number of items in the association
rule, X -> Y, to the number of items in X. The items: milk, bread, and cheese with
example support values are presented in Table 3.1. For instance, the item set: Milk and
Cheese has a support value of 20, meaning that out of all transactions, 20 of them include
both items in the item set.

Item sets: Support:
Milk 100
Bread 200
Cheese 40
Milk and Bread 80
Milk and Cheese 20
Bread and Cheese 30
Milk, Bread and Cheese 20

Table 3.1: Item sets and their support values.
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A set of production rules with corresponding confidence values are given in Table 3.2.
As we can see, the production rule, Milk, Cheese -> Bread have a 100% confidence as
the support, or number of transactions containing all those items, are 20, and the items:
milk and cheese, X, also have a transaction count/support of 20. Finding frequent item
sets can derive many combinations that are well-known and common, such as bread and
milk. For an association analysis to be meaningful, the association rules should contain
new information.

Production rule: Confidence:
Milk -> Bread 80%
Milk -> Cheese 20%
Bread -> Cheese 15%
Bread -> Milk 40%
Cheese -> Milk 50%
Cheese -> Bread 75%
Milk, Bread -> Cheese 25%
Milk, Cheese -> Bread 100%
Bread, Cheese -> Milk 66,67%

Table 3.2: Production rules and their confidence values.

The general association analysis algorithm consists of two steps: finding all frequent
item sets, and deriving the rules. During the search for frequent item sets, all item sets
that do not have a minimum support value, are discarded. Rules are only derived on item
sets that have a minimum support value. A well-known algorithm that optimizes the
search for frequent item sets is the Apriori algorithm. It uses an optimization technique
where it reduces the scope of the number of item sets to evaluate by not continuing a
search on an item set where the subsets did not have minimum support.

In Table 3.1, the item set: milk, bread, and cheese has a support of 20, this would
also mean that all other items sets in that table have the same or higher support value.
All subsets of frequent item sets are also frequent. Conversely, if a subset is infrequent,
its superset is also infrequent. By using this information, the Apriori algorithm can
prune its search during runtime. The algorithm starts with all 1-item sets and prunes
the item set according to the minimum support value. The remaining item sets are then
used in the next iteration, but combinations of 2-item sets are now used. The algorithm
continues in this iterative style until there are no new item sets to be evaluated. The
steps are best shown visually as in Figure 3.18, where three iteration steps of the Apriori
algorithm are presented. The first starts with all 1-item sets and a search for their
support value. In this phase, all item sets are above or equal to the minimum support
value, 40, and they are kept for the next iteration. In phase two, the item sets AB, AC,
AD, AE and CE, have been dropped, as their transaction count is less than the minimum
support value. The remaining item sets are kept for the third iteration, in which one of
the item sets, BCE is dropped. Apart from the overall value of the derived association
rules, some issues need to be considered during association analysis. Specifically the
minimum support value. If it is too small, it generates too many item sets that have little
or no value. If the value is too high, a loss of potentially interesting information could
occur (Liu, Hsu, and Ma 1999).
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Figure 3.18: The iterative process of the Apriori algorithm (Crankshaft-Publishing 2015).

3.2.4 Anomaly Detection
Anomaly detection (Tan, Steinbach, and Kumar 2006) differs from the previous data
mining tasks as it aims to identify objects that are different from the remaining data set.
Anomalies are often referred to as outliers (Section 3.1.3), objects that do not share the
same properties as the majority of the data set. The term “anomaly detection” is often
interchangeable with the terms “exception” and “deviation” detection. Some examples
include fraudulent behavior for credit card transactions and intrusion detection. In
Figure 3.19, an outlier is visible within the red square. It is clearly distinguishable from
the remaining objects in the data set.

Figure 3.19: Data set with outlier (Dwinnell 2006).
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Classification, clustering, and association analysis methods can be used in anomaly
detection. For instance, classification can be used if there are preexisting items which
have been labeled as abnormal, meaning we have a predefined class representing the
abnormal data. Clustering can also be used in order to see which items that are on the
borders of the clusters. This is done visually after the clusters have been formed and
does not require any previous knowledge about abnormal objects. However, outliers can
affect the result of the formation of the clusters. As abnormal objects are seen as rare
items compared to the rest of the data set, association analysis can be used in order to
detect item sets that are infrequent in the data set.

3.3 Performance Evaluation
A successful data mining analysis should result in the discovery of new information or
confirming a hypothesis about the data set. The information should also have value in
the form of commercial, research or educational gain. Appropriate evaluation techniques
depend on the data mining context, whether it is classification, clustering, association
analysis or anomaly detection. As this context revolves around a classification task, the
focus will be on performance evaluation techniques for classification. The material in
this section is based on (Tan, Steinbach, and Kumar 2006) and (Roiger and Geatz 2003).

The main goal of a classifier is to build a model that can classify objects into their
corresponding classes. How they perform is usually measured according to the accuracy
of the model, and equivalently we have the error rate. Both terms are described as follows:

Accuracy = Number of correct classifications / Total number of classifications

Error rate = Number of wrong classifications / Total number of classifications

The higher the accuracy rate or equivalently, the lower the error rate, the better
the model.

In a binary-class context, we can further divide these metrics into four new perfor-
mance metrics: false positives, false negatives, true positives and true negatives. The
first two metrics, false positives / FP and false negatives / FN specify the number of
misclassified objects. Correctly classified objects can be divided into true negatives /
TN and true positives / TP. From these four metrics we can further calculate the true
positive rate also known as sensitivity, the proportion of actual positives which are
correctly identified as such, and the true negative rate also known as specificity, the
proportion of actual negatives which are identified as such. Their respective formulas
are given in Equation 3.32.

Sensitivity = TP/(TP + FN) Specificity = TN/(TN + FP ) (3.32)

For all multi-class problems, it is common to use a confusion matrix where one dimension
represents the output classes and the other dimension represents the target classes. An
example of a confusion matrix with two classes is shown in Figure 3.20. The cat and dog
classes could be represented as just 0 and 1. Columns represent the output classes and
the rows represent the target classes. If we represent the cat as 0, we can view this class
as being the negative class, and the dog class can be the positive class. The number of true
negatives and true positives are shown vertically in the matrix, with values 15 and 10.
In the other vertical direction we find the false negatives and false positives. A number of
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40 instances have been misclassified as cat which constitute the false negatives, and 35
instances were classified as dog, when they belonged to the cat class, which is the number
of false positives.

Figure 3.20: Binary class confusion matrix (Badgerati 2010).

Calculating the specificity and sensitivity values using Equation 3.32 with the confusion
matrix in Figure 3.20 gives us the following:

Sensitivity = 10/(10 + 40) = 20% Specificity = 15/(15 + 35) = 30%

In addition to these standard performance metrics, the performance is often also based
on training and testing/classification times as data mining methods can be computation-
ally expensive. If the model is to be used for on-line analysis, the classification time must
be fast, but the training time might not be that important.

As the performance metrics are used on test data, the other key factor for perfor-
mance evaluation is how the data set is used during training and testing. There are
several methods used to evaluate the performance of a classifier in addition to the
metrics presented so far. The most common methods are holdout and cross-validation.

Holdout Method: When using the holdout method, data is divided randomly into two
subsets where one is used in the training phase and one is used for testing the model.
A common ratio is 50-50 or 2/3 for training and 1/3 for testing. There are limitations to
this procedure as not all data can be used in the training phase, and with small data
sets, there might not be a sufficient amount for training, or too little for testing. Another
problem can be the class representation within the two subsets. For instance, one class
can be overly representative in one of the sets and, therefore, be under-represented in
the other set and vice versa. This method can also be repeated multiple times where
the accuracy and error rates are estimated through the various rounds, this is known
as random sub-sampling. All data might still not be utilized for training as the data
partitions are randomly created for each round. In addition, there is no control over which
records are used for training and how many times they are used.

Cross-Validation: The cross-validation scheme is an alternative to random sub-
sampling. In this approach, all objects in the data set are used an equal amount of k
times during training and only one time during testing. This technique is commonly re-
ferred to as k-fold cross-validation, where k is the number of data partitions. As we have
k partitions, we also train and test k different models. The combined performance is used
to evaluate the total performance of the classification method. Training is performed on k
- 1 partitions and the remaining partition is used as test data. The idea is best explained
with an example as shown in Figure 3.21, where k is set to 10. Each model trains on the
data marked as white while the remaining gray partition is used to test the model.
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Figure 3.21: Ten-fold cross-validation (Frompo 2015).

An optimized version of k-fold cross-validation uses the same amount of class labels in the
k-folds, resulting in a balanced class distribution. This technique is commonly referred to
as stratified cross-validation. It is recommended to use a ten-fold cross-validation scheme
with stratification (Kohavi et al. 1995) and (Yoo et al. 2012).
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Chapter 4

Requirement Analysis

The main purpose of this thesis is to use data mining in order to automatically classify
epochs of nightly respiration as either disrupted or normal breathing using physiological
signals possible to record at home in a noninvasive way. Being able to automatically
detect disrupted breathing will make it possible to calculate the Apnea-Hypopnea index
(AHI) (Section 2.8), which in turn will give a diagnosis specifying the severity of the
disorder. The requirements and work done in this thesis will set the foundation for an
automatic analysis possible to perform at home without the need for any sleep laboratory
personnel.

In Section 4.1, we present the requirements for the input data, and a discussion
about the physiological signals and which signals best correlate with our requirements.
After presenting the signals, we further introduce the data source for this thesis,
PhysioNet, with a presentation of the data sets containing recordings from sleep apnea
studies and an analysis of their suitability in this context in Section 4.2. We present a
discussion about suitable data mining methods in Section 4.3. An overview of related
work is presented in Section 4.4.

4.1 Input Data
Sleep studies are usually performed with a standard polysomnography in a sleep
laboratory (Section 2.8.1). Sleeping in a laboratory with electrodes attached to the
head, face and body can feel very restrictive and for some, be uncomfortable. Having
personnel monitor your sleep further results in an uncomfortable sleep setting. This
setting might result in a sleep pattern that is unnatural for the patient. In order to
step away from this analysis setting, we need to first start with the data that is being
recorded. It is important to specify that by noninvasive signals, we mean signals that do
not restrict patient movements as much during the night. All signals recorded in today’s
polysomnography setting are considered painless.

In order to record the data at home without any personnel, the data must be easy
to record, also for those without a high degree of technical knowledge. As it is important
to feel comfortable during sleep, the signals must be possible to record in a noninvasive
way. In addition to these important requirements, comes the requirement that the
signal types must show clear changes during disrupted sleep, making it possible to
distinguish between normal breathing and disrupted breathing. All the physiological
signals recorded during a polysomnography (Section 2.7) show changes when the airflow
stops and when it is reduced. Oxygen saturation will slowly decrease until the person
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suffers a forced awakening in order to resume normal breathing. The EEG shows a
frequency shift during these awakenings (Lin et al. 2006), which also show changes in
the EMG and EOG signals due to muscle movements, but the changes in these signals
can be due to general muscle spasms. Heart rate, blood pressure, and ECG changes
are noticeable as the cardiovascular system tries to compensate for the lack of oxygen.
As respiration is at the core of disrupted breathing, all respiratory signals show clear
changes with a reduction or a complete cessation of respiratory movements or gasping.

Although the ECG signal is the most frequently used signal type in related work
(Section 4.4), it has its limits as it is recorded with wires, making it restrictive during
sleep, and changes in the signal are delayed (Várady et al. 2002). The EEG signal has
been used in related work, but with poor performance. In addition, it requires several
wires attached to the head, making it very restrictive and possibly uncomfortable for the
patient, although it is safe and painless. It is also possibly a bit too complex for people
to record at home without the assistance of medical or technical personnel. The EOG
and EMG signals both require the use of wires, with the EOG signal using electrodes
placed on the skin on either side of the eye, and EMG with electrodes placed on the
muscles, usually the limbs and chin. Having wires attached to the face is likely to feel
uncomfortable for most people. Respiratory signals are recorded differently depending
on where they are measured. Nasal respiration can be obtained with a thermistor, which
is a small mask with tubes inserted in the nostrils. Abdominal and thoracic respiration
can be measured using elastic belts. All respiratory signals can be seen as little invasive
with little or no restrictions on patient movements during the night. Oxygen saturation
can be measured easily with pulse oximetry, with a small sensor device placed on the
fingertip or earlobe, a method which can be considered as noninvasive.

Based on the requirements of being noninvasive and easy to record at home, the
respiratory signals and oxygen saturation seem to be the best-suited signal types, even
though it is possible to use a portable device to record all signals without a technician
in attendance (Section 2.8.2). Respiration from the abdomen and chest are especially
considered little invasive as they can be recorded with inductance plethysmography
(Mazeika and Swanson 2007), a technique that uses elastic belts where the recording
is not affected by the belt becoming trapped due to patient movements. All respiratory
signals show clear changes during disrupted breathing, and except for oxygen saturation,
all signals show changes without delay, making them suitable for on-line analysis and
monitoring. Although not a requirement for this thesis, it is likely that we want to
distinguish between central and obstructive sleep apnea (Section 2.2) in future work, we
should, therefore, include signal types that make it possible to distinguish between the
two. Respiration from the abdomen and chest are signals that can distinguish between
central and obstructive sleep apnea as the on-going effort displayed in obstructive sleep
apnea will show visible movements, but with central sleep apnea there will be no effort
and no movements. Nasal respiration alone is not sufficient to distinguish between the
two as a complete obstruction in the upper airway will completely stop nasal airflow,
but so will central sleep apnea. As both oxygen saturation and nasal respiration are
little invasive and show good results in related work, they should still be included. All
combinations of the four signals should be tested in order to evaluate how the signals
perform in various combinations.
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4.2 PhysioNet
When choosing the appropriate data sets, several factors should be considered. Data
should come from trustworthy sources and ideally be used in literature. Popularity and
frequent usage often come hand in hand with error reporting and proper maintenance. In
related work, a great majority of the data sets come from PhysioNet (PhysioNet 2014) and
(Computational Physiology 2010). This is a website which is hosted by the Harvard-MIT
Division of Health Sciences and Technology. It remains the world’s largest repository of
freely available recorded physiological signals and it contains four databases with sleep
apnea recordings. Some of the data come with annotation files with epochs of signal data
already annotated as either normal breathing or sleep-apnea related breathing, making
supervised learning and classification tasks possible. Most of the data is well-formatted
with some explanatory text. A more detailed description of the four data sets is given in
Section 4.2.1-4 and an analysis of their suitability in this context is presented in Section
4.2.5.

4.2.1 Apnea-ECG Database
The Apnea-ECG database was collected and published in the year 2000 as part of a
challenge from PhysioNet and Computers in Cardiology (CINC 2014), (PhysioNet 2011c)
and (Penzel, Moody, et al. 2000), where the idea was to use the ECG signal and data
mining to detect epochs with sleep apnea. All recordings took place between the years
1993 and 1998. The data set consists of 70 recordings where each recording, except one,
comes from different subjects. Each record includes the ECG signal while eight records
also include respiration from the nose, chest, and abdomen, and oxygen saturation.
Nasal respiration was measured using thermistors while respiration from the chest
and abdomen were recorded with inductance plethysmography. Oxygen saturation was
measured with pulse oximetry. Signals have a sampling frequency of 100 Hz, which for
some signals such as EEG, ECG, EMG, and EOG, is below the minimal requirements
(Sleep Medicine, Iber, et al. 2007) (Section 2.7). However, the data was recorded at a
time when requirements were lower than today’s requirements (Penzel and Conradt
2000). Subjects consist of both males and females in the age ranging from 27 to 63.
The duration of the recordings varies from 401 to 578 minutes. Time spent in normal
breathing varies from 11 to 535 minutes and time spent in disordered breathing varies
between 0 and 534 minutes. A total of 32 subjects have an AHI of less than 5, four
subjects have an AHI between 5 and 15, three subjects have an AHI between 15 and
30 while the remaining 31 subjects have severe apnea with an AHI of 30 or more. In
the eight recordings that include respiratory signals and oxygen saturation, four have
severe apnea and the remaining half have no sleep apnea.

Due to the challenge, half of the records do not contain sleep apnea annotations as
those classifications were supposed to be submitted by the contestants. Records that
contain respiration signals and oxygen saturation all have annotation files. Annotations
are recorded in one-minute epochs. Even though there can be several apneas and
hypopneas within one minute, each minute is either scored as a minute containing sleep
apnea breathing or a minute with only normal breathing. There is no separation between
the various types of sleep apnea, such as central or obstructive sleep apnea. The AHI
index has been scored manually for all subjects and several have an index of more than
60, which makes it impossible to obtain the same score with the annotation files as they
give a maximum of 60 sleep apnea events per hour.
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4.2.2 MIT-BIH Polysomnography Database
The MIT-BIH Polysomnography database (PhysioNet 2013) and (Ichimaru and Moody
1999) contains recordings from 16 subjects that were monitored in Boston‘s Beth Israel
Hospital Sleep Laboratory for evaluation of obstructive sleep apnea between the years
1989 and 2000. There are various signal recordings for the subjects, meaning that all
subjects do not contain the same signal combination. Signal types include ECG, EEG,
EOG, EMG, blood pressure, respiration from the nose, chest and abdomen, oxygen
saturation and cardiac stroke volume. All signals are sampled with 250 Hz, which is
just above the minimal requirements for all signals (Sleep Medicine, Iber, et al. 2007)
(Section 2.7). A total of 14 records have nasal respiration signals, three have respiration
from the chest and seven include abdominal respiration. Signals such as EOG, EMG,
and oxygen saturation are present in five of the records. Nasal respiration was measured
using a thermistor and respiration from the chest and abdomen were recorded with
inductance plethysmography. Oxygen saturation was measured using an earlobe pulse
oximeter. Subjects are all male with age between 32 and 56 and weights ranging from 89
to 152 kg. Due to various signal combinations for the records, minutes available for each
signal combination differ and range from 76 to 3307. With the exception of one subject,
all have an AHI index above the minimum threshold, 5. One subject has an AHI index
between 5 and 15, four have an index between 15 and 30 while 11 subjects are in the
severe category with an index of 30 or more.

The annotation files are slightly different from the Apnea-ECG database. In these
files, sleep apnea is categorized according to the whether they are central or obstructive
and if the event is an apnea or hypopnea. Sleep stages are also added to the annotation
files. There are fixed intervals in the files, with epochs lasting 30 seconds. The frequency
is therefore twice as high as for the Apnea-ECG database. Two of the recordings, unfor-
tunately, lack annotation files. As for the AHI indexes, they have been estimated from
manual scoring. Thirty-second epochs give us a possibility of 120 sleep apnea events per
hour, but no subject has an AHI index higher than that.

4.2.3 St. Vincent’s University Hospital Database
St.Vincent’s University Hospital database (PhysioNet 2011b) contains data from 25 sub-
jects recorded at St.Vincent’s University Hospital Sleep Disorders Clinic from September
2002 to February 2003. All recordings include ECG, EEG, EOG, EMG, nasal, thoracic
and abdominal respiration, oxygen saturation, snoring signals and body position. Nasal
respiration was measured with a thermistor while chest and abdominal movements were
measured with uncalibrated strain gauges. Oxygen saturation was recorded with pulse
oximetry. The sampling frequency is not clear as various rates are reported. PhysioNet
has a function that displays signal specifications (PhysioNet 2015e) and it reports that
the sampling frequency is 8 Hz. In (Acharya et al. 2011) the authors report a frequency
of 256 Hz, but it could be that they used another version of the data set. However, by
visually inspecting the signal data, it appears that the frequency must be close to 125
Hz as the signals are sampled every 0.008 seconds, a sample rate that is not above the
minimal requirements for EEG, EOG, EMG, ECG and snoring (Sleep Medicine, Iber,
et al. 2007). Subjects consist of both males and females with age ranging from 28 to 68
and BMI values between 25.1 and 42.5. Only one of the subjects have an AHI index of
less than five, ten have an index between 5 and 15, five have moderate sleep apnea with
indexes between 15 and 30 and the remaining eight subjects have severe sleep apnea
with an index of 30 or more.
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Annotation files differ from the Apnea-ECG and MIT-BIH Polysomnography databases
as they have no fixed annotation epochs. The files also contain separate annotations for
central, obstructive and mixed sleep apnea with corresponding sleep stages.

4.2.4 SHHS Polysomnography Database
Only one recording is contained in this database (PhysioNet 2011a), but it is a part of
a bigger study, the Sleep Heart Health Study (NSRR 2015). The purpose of the study
is to investigate the relationship between sleep disordered breathing and cardiovascular
disease. In order to gain access to the full database, a permission is needed upon spe-
cial request. Signals included in the recording are EEG, EOG, EMG, ECG, respiration
from the nose, chest and abdomen, oxygen saturation, heart rate and body position. The
sampling frequency in the file is 1 Hz, although the original sampling frequency varies
between 1 and 250 Hz depending on the signal type. Nasal respiration was measured
with a thermistor and respiration from the chest and abdomen were recorded with the
use of inductance plethysmography. Pulse oximetry was used to record oxygen satura-
tion. Subject was a female at the age of 47 with a BMI of 29.7. Unfortunately, no AHI
index is provided. The annotation file has annotations for central and obstructive apneas
and hypopneas. However, there are no fixed epochs and annotations are at random times
when the sleep apnea events have occurred.

4.2.5 Analysis of Database Suitability
When choosing appropriate data sets for this context, the main factors we use for eval-
uation are quality, size, and if the data set makes it possible to implement supervised
learning (Section 3.2). It is difficult to assume anything about the quality of the data
sets without in-depth knowledge about the physiological signals, tools used to record
them, the general sleep study setting and how the data has been published. As we are
using an external source for our input data, we can not be certain about how the data
has been recorded, if they have processed the data in any way before publishing it or
if the accompanied textual descriptions of the data sets completely correspond to the
actual data set properties. We can only assume that PhysioNet is a trustworthy source
as their data sets are frequently used and the website is hosted by highly regarded
educational and research institutions, such as Harvard and Massachusetts Institute of
Technology (MIT). A quality factor for physiological signal data is the sampling rate.
Only the MIT-BIH Polysomnography database satisfies the requirements for all signals,
but the other databases except for the SHHS Polysomnography database satisfy the
minimal requirements for the respiratory signals and oxygen saturation. Since we are
not using signals such as the EEG, ECG, EMG and EOG in this thesis, their sampling
rates do not matter.

Just as overfitting is a problem when too much data is used for training (Section
3.2), not having enough data to train on is also problematic. It is important that the
data sets contain a sufficient amount of data. Table 4.1 shows available data in minutes
for the various signal combinations for all four databases. Ideally, a data set should be
reasonably sized and have an equal amount of data for each of the signal combinations.
Both the Apnea-ECG and St.Vincent’s University databases contain all signal combi-
nations and have reasonably sized data sets. The MIT-BIH Polysomnography database,
unfortunately, does not contain all signal combinations and has less data than the other
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databases, except the SHHS Polysomnography database. With only one record available
in PhysioNet, the SHHS Polysomnography database has the smallest data set, although
all signals are available in the record. In addition, having data from only one subject
can make the derived patterns subject-specific and not general. We want the patterns
to cover the general aspects of disrupted breathing caused by sleep apnea, and then it
might be necessary to include several subjects with varying degrees of the disorder.

When performing supervised learning, the data objects must contain the corresponding
class (Section 3.2). All annotation files have slight variations in formatting and content.
The Apnea-ECG database has simple annotation files recorded with fixed one-minute
epochs, meaning every minute of raw signal data has a corresponding annotation,
making it possible to create data objects from the database. Each object will have a
corresponding class in the annotation file. As annotations are scored as either N or A, we
have one class for normal breathing, and one class for data containing at least one apnea
or hypopnea event. Although this data set makes it impossible to learn patterns that can
distinguish between central and obstructive sleep apnea, we can still detect disrupted
breathing, which is the focus for this thesis. We have the same annotation file style for
the MIT-BIH Polysomnography database, but the annotations are sampled every thirty
seconds instead of every minute. There are several types of annotations. Distinguishing
between central and obstructive sleep apnea is possible with the data set, but again,
that is not our focus. As data is so sparse in this database, it might be even more difficult
to find patterns that are able to separate the data into several classes. All sleep apnea
annotations should, therefore, be considered as just disrupted breathing, meaning there
should be two classes as for the Apnea-ECG database. St.Vincent’s University hospital
database makes supervised learning more difficult if at all possible. In this data set, the
annotations are sampled only when the sleep apnea events occur, meaning we have no
annotation file where each annotation correspond to a given set of the signal data. This
makes the database unfit for supervised learning where we need to be able to separate
the training data into fixed objects containing the same attributes and data size. We
have the same issue with the SHHS Polysomnography database.

Based on these key factors, the Apnea-ECG database appears to be the best-suited
data set. All signal combinations are included in the database with an equal amount
of data available. This makes it easy to perform a fair comparison of the classification
strength of the various signal combinations. The MIT-BIH Polysomnography database
does not contain data for all signal combinations, making it impossible to train a model
for all combinations, which is a requirement in this thesis. The size of the data set is
quite small which could make it difficult to have an optimal training phase. However,
this database should be included to provide a comparison to the results obtained for
the Apnea-ECG database since supervised learning is possible for many of the signal
combinations. Having a variability in data size will make it possible to evaluate the
data mining methods in terms of how they perform when data is sparse. Data from
St.Vincent’s University database can be used as test data on models trained with
input data from the other two databases. It is possible to evaluate the performance
using this database since the subjects come with AHI indexes. As the AHI index is
the average number of apnea and hypopnea events per hour of sleep (Section 2.8),
we can calculate this for the subjects based on the number of classified epochs with
disrupted breathing and the number of hours of sleep for the subjects. The record from
the SHHS database can not be used as a test set as we do not have the AHI index,
meaning that it becomes difficult to evaluate the result. The Apnea-ECG and MIT-BIH
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Polysomnography databases will, therefore, be used for both training and testing and
records from St.Vincent’s University Hospital database will be used solely as test data.

Signal(s): Apnea-ECG
Database:

MIT-BIH
Polysomnogra-
phy database:

St.Vincent’s Uni-
versity Hospital
database:

SHHS
Polysomnogra-
phy database:

Resp. Chest 3947 775 10392 540
Resp. Abdomen 3947 796 10392 540
Resp. Nasal 3947 3307 10392 540
Oxygen saturation 3947 878 10392 540
Resp. Chest and Abdomen 3947 N/A 10392 540
Resp. Chest and Nasal 3947 775 10392 540
Resp. Chest and Oxygen saturation 3947 76 10392 540
Resp. Abdomen and Nasal 3947 796 10392 540
Resp. Abdomen and Oxygen saturation 3947 447 10392 540
Resp. Nasal and Oxygen saturation 3947 524 10392 540
Resp. Chest, Abdomen and Nasal 3947 N/A 10392 540
Resp. Chest, Abdomen and Oxygen satura-
tion

3947 N/A 10392 540

Resp. Chest, Nasal and Oxygen saturation 3947 76 10392 540
Resp. Abdomen, Nasal and Oxygen satura-
tion

3947 447 10392 540

Resp. Chest, Abdomen, Nasal and Oxygen
saturation

3947 N/A 10392 540

Table 4.1: Signal combinations with available minutes of data.

4.3 Data Mining
After identifying signal types and data sets, the next focus will be on determining
requirements related to the data mining analysis. As most related work (Section 4.4)
focus on one signal type and one data mining method, it is of interest to not only compare
various signals and data sets, but also various data mining methods to evaluate how
their different characteristics influence the results. The papers rarely explain why they
have chosen one method over another. Focus is more on the medical aspect, and how
the various properties of the physiological signals are affected by sleep apnea. Even
though many use only the ECG signal as input data, the raw data is never used. Feature
extraction tools are used in order to decompose the signal into new features. Applying
feature derivation on medical data requires not only knowledge about the tools used to
extract the features, but also how the features correlate to sleep apnea, meaning that it
is necessary to have in-depth knowledge about the medical aspect of the signals. If an
analysis is to take place on a smart phone, smart watch, or some other portable device,
there might be physical constraints. Focus in this thesis is on the data mining, not
applying heavy signal processing and feature extraction tools.

When selecting the data mining methods, we can only consider classification meth-
ods (Section 3.2.1) as that is the data mining task in this thesis. As there have been
some attempts of using data mining to analyze sleep apnea data (Section 4.4), it would
be wise to consider the methods that have achieved good results. The majority of related
work use Artificial Neural Networks and Support Vector Machines (Section 3.2.1.5-6).
Both are standard and popular classification methods. They share some similar traits in
how they solve classification tasks. Both the Perceptron and the Support Vector Machine
try to separate the data linearly, but the Support Vector Machine aims to optimize its
classification power by finding the maximum margin between the classes. However,
as we know from the XOR example (Section 3.2.1.5), not all data sets have properties
which make them linearly separable. With the addition of hidden layers and hidden
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nodes for the Artificial Neural Network and kernel functions for the Support Vector
Machine, we can transform the original attribute space by adding more dimensions and
abstractions to the data. However, this abstraction results in an increased computational
complexity and models that are not easy to visually interpret, hence their label as
black-box methods. The Support Vector Machine can have varying classification times
depending on the number of support vectors. Artificial Neural Networks, on the other
hand, have a fixed set of parameters, and the classification times will not vary depending
on the data set, only the network structure, meaning the number of nodes and layers.
A potential downside with the Artificial Neural Network is its training phase when the
amount of training data is sparse as the network might have trouble converging. With
an insufficient amount of data, it is likely that there will be an unstable behavior, even
when applying the method several times with the same network settings and the same
input data. The varying sizes of the training data will test this weakness.

There has been limited usage of the Decision Tree (Section 3.2.1.1), which is sur-
prising as it is one of the most popular classification methods. We found only one paper
that combines the use of Decision Trees and physiological signals (Kaimakamis et al.
2009), although a study in (Ting et al. 2014) uses other input data such as BMI, weight,
height and the Epworth Sleepiness Scale (2.8.3). As methods such as Artificial Neural
Networks and Support Vector Machines build models that show little or no information
about the patterns found in the data, a Decision Tree generates trees that fully display
the relationship between the attributes in the data set and how they correlate to the
classes. Having a white-box model provides the user with more information and can
be used to find new and useful information if some of the patterns are previously
unknown. From a physician’s standpoint, a Decision Tree might be easier to introduce
into an automatic diagnosis system as he or she can evaluate if the patterns found seem
reasonable. However, Decision Trees can work poorly with numerical data when trees
are split binary, as they will be in this thesis considering we only have two classes. The
trees are likely to grow quite large and complex and these trees can be hard to interpret.
Despite its shortcomings with numerical data, a Decision Tree should be included in
order to evaluate its performance compared to the black-box methods.

As all three methods selected so far are eager learners, including a lazy learner
will provide an evaluation of how the different types of learning affect performance.
The K-Nearest neighbor (Section 3.2.1.3) is a simple, yet powerful classification method,
and by being a lazy learner, there is no training phase and all computation is deferred
until classification. With all work done during classification, this method might be too
slow for on-line analysis. It requires that all training data is available for classification
tasks, which might impose storage space issues if the analysis is performed on a portable
device with more limited resources than for instance a stationary device. The K-Nearest
Neighbor is also susceptible to noise in the data sets, as the search is done locally,
unlike the other methods that build global models and are not that affected by noisy
data. Unlike the Artificial Neural Network and Support Vector Machine, the K-Nearest
Neighbor just as the Decision Tree does not add any dimensions or abstractions to the
data.

With these four methods, we get various algorithmic properties which can be ad-
vantageous, but also disadvantageous depending on the data set and analysis setting.
We evaluate black-box methods versus white-box methods, eager learners versus lazy
learners, global models versus local models and original input data versus abstrac-
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tions and extra dimensions. As all methods work with numerical data, no variable
transformation is necessary.

4.4 Related Work
Several studies propose the use of data mining in sleep apnea diagnosis. Table 4.2-3
present an overview of related work, including the data sources, signal types, data
mining methods and results. The data mining methods, except the Decision Tree, are
represented using abbreviations with the Artificial Neural Network denoted as ANN,
Support Vector Machine as SVM, K-Nearest Neighbor as KNN, Linear Discriminant as
LD and Quadratic discriminant as QD. Some of the articles have not specified where
they collected their data sets, which is unfortunate and makes them less credible.

The level of detail when presenting both methods and results vary and there is
usually more focus on the medical aspect, signal processing and feature extraction tools
than the data mining method. Most of the articles lack a comparison of several data
mining methods and have usually little explanation as to why they have chosen the
specific method. When it comes to input data, there is a prevalence of the sole use of the
ECG signal, but some use EEG, oxygen saturation, respiration signals and other clinical
data. The focus has not been on using noninvasive physiological signals. None of the
articles focus on raw signal data, but apply various feature extraction tools to derive new
features from the data. Taking one signal and extracting various features requires not
only significant knowledge about signal processing, but also medical knowledge about
the derived features and how they relate to sleep apnea.

The two most popular data mining methods in related works are Artificial Neural
Networks and Support Vector Machines. The K-Nearest Neighbor is the third most
popular method and there is some usage of Naive Bayes, Decision Trees, Linear Dis-
criminant, and Quadratic Discriminant analysis. Results vary but are in general good
with a classification accuracy that usually falls in the range 70% - 100%. Evaluation
of their results are based on the classification accuracy of sleep apnea epochs, or how
many subjects that were correctly classified as either apneic or non-apneic. In papers
that present a 100% accuracy, the accuracy has been measured in terms of classified
subjects. Although this suits the purpose, the index of a mild sleep apnea greatly differs
from severe sleep apnea (Section 2.8). Even though the data mining method is able to
distinguish and perfectly separate between apneic and non-apneic subjects, the solution
might still be poor if the index is far off. It is, therefore, more important to be able to
have a high accuracy score on epochs. In addition to the accuracy, most of the articles
include sensitivity and specificity results (Section 3.3). As this is a health problem, it is
better to diagnose one too many than missing a diagnosis. Being able to classify epochs
of disrupted breathing is, therefore, more valuable than classifying epochs with normal
breathing.
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Reference: Input Data: Data Mining
Methods(s):

Data source(s): Result(s):

(Liu, Pang, and
Lloyd 2008)

EEG and Pupil
Size

ANN Collected at Center for
Narcolepsy Research,
University of Illinois,
Chicago

Accuracy: 91% - subject classification.

(Lin et al.
2006)

EEG ANN PhysioNet - MIT-BIH
Polysomnography
database

Sensitivity: 69,64%, Specificity:
44,44% - epoch classification.

(Várady et al.
2002)

Resp. Ab-
domen, Chest
and Nose.

ANN PhysioNet - MIT-BIH
Polysomnography
database

Accuracy: 90% - epoch classification
and 100% accuracy - subject classifica-
tion.

(Mendez,
Bianchi, et al.
2009)

ECG ANN and KNN PhysioNet - The
Apnea-ECG database

KNN: Sensitivity: 85%, Specificity:
90%, ANN: Sensitivity: 89%, Speci-
ficity: 86% - epoch classification and
100% accuracy - subject classification.

(Khandoker,
Gubbi, and
Palaniswami
2009)

ECG ANN Institute of Breathing
and Sleep, Austin Hos-
pital, Melbourne, Aus-
tralia

94,72% accuracy - epoch classification
of apneas and 79,77% accuracy - epoch
classification of hypopneas.

(Acharya et al.
2011)

ECG ANN PhysioNet -
St.Vincent’s University
Hospital

Sensitivity: 95%, Specificity: 100% -
epoch classification.

(Tian and Liu
2005)

Resp. Nasal
and Oxygen
saturation.

ANN N/A Sensitivity: 90,7%, Specificity: 86,4% -
epoch classification of apneas. Sensi-
tivity: 80,8%, Specificity: 81,4 - epoch
classification of hypopneas. %

(Marcos,
Hornero, Ál-
varez, et al.
2008)

Oxygen satura-
tion

ANN Sleep Unit of Hospi-
tal Clinico Universi-
tario de Santiago de
Compostella

Sensitivity: 89,8% and Specificity:
79,4% - subject classification.

(Al-Abed et al.
2007)

ECG ANN Part of data collec-
tion comes from Sleep
Consultants Inc., Fort
Worth, Texas, the ori-
gin of the remaining
data is not specified.

Sensitivity: 94,42% and Specificity:
85,4% - epoch classification.

(Yιlmaz et al.
2010)

ECG KNN, QDA and
SVM.

Gülhane Military
Medical Academy, Psy-
chiatry Clinic Sleep
Laboratories, Ankara,
Turkey

KNN: Accuracy: 89,4%, SVM Accu-
racy: 94,5% and QDA Accuracy: 94,5%
- epoch classification.

(Mendez, Ru-
ini, et al. 2007)

ECG KNN PhysioNet - The
Apnea-ECG database

Sensitivity: 83,9% and Specificity:
88,5% - epoch classification and 100%
- subject classification.

(Kao et al.
2012)

ECG KNN with Ad-
aBoost.

PhysioNet - The
Apnea-ECG database

Sensitivity: 99,36%, Specificity:
89,02% for epoch classification.

(Khandoker,
Palaniswami,
and Karmakar
2009)

ECG SVM Sleep Research Unit
database, PhysioNet
- The Apnea-ECG
database and Phys-
ioNet - St.Vincent’s
University Hospital
database.

Accuracy: 92,85% - subject classifica-
tion.

(Almazaydeh,
Elleithy, and
Faezipour
2012)

ECG SVM PhysioNet - The
Apnea-ECG database

Accuracy: 96,5% - epoch classification.

(Kaimakamis
et al. 2009)

Resp. Nasal,
Chest and Oxy-
gen saturation.

Decision tree Sleep Unit of the Pul-
monology Department
of General Papaniko-
laou Hospital, Greece

Accuracy: 84,9% - subject classifica-
tion. Accuracy: 74,2% - subject classi-
fication of AHI severity group.

(Gubbi, Khan-
doker, and
Palaniswami
2009)

ECG SVM Institute of Sleep and
Breathing, Austin Hos-
pital, Melbourne, Aus-
tralia

Sensitivity: 92%, Specificity: 91% -
epoch classification.

Table 4.2: Related work.
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(Khandoker,
Karmakar, and
Palaniswami
2009)

ECG SVM, KNN,
ANN and LD.

PhysioNet - The
Apnea-ECG database

SVM: Sensitivity: 100%, Specificity:
100%, KNN: Sensitivity: 80%, Speci-
ficity: 90%, ANN: Sensitivity: 80%,
Specificity: 50%, LD: Sensitivity: 90%,
Specificity: 100% - subject classifica-
tion.

(Al-Angari
and Sahakian
2012)

ECG, Oxygen
saturation and
Resp. Chest
and Abdomen.

SVM SHHS Polysomnogra-
phy database

Oxygen saturation: Accuracy: 80,1%,
ECG: Accuracy: 69,5%, Respiration:
Accuracy: 69,9%, Combined: Accuracy:
82,4% - epoch classification. Oxygen
saturation: Accuracy: 95%, ECG: Ac-
curacy: 79%, Respiration: Accuracy:
89%, Combined: Accuracy: 95% - sub-
ject classification.

(Maali and Al-
Jumaily 2011)

Resp. Nasal,
Chest and
Abdomen.

SVM SHHS Polysomnogra-
phy database

Accuracy: 96% - epoch classification.

(Chazal et al.
2003)

ECG LD and QD. PhysioNet - The
Apnea-ECG database

LD: 92,3% accuracy, QD: 92,5% ac-
curacy - epoch classification and QD:
100% accuracy - subject classification.

(Quiceno-
Manrique et al.
2009)

ECG KNN PhysioNet - The
Apnea-ECG database

Accuracy: 92,67% - epoch classifica-
tion.

(Morillo and
Gross 2013)

Oxygen satura-
tion

ANN Sleep Unit of the
University Hospital
Puerta del Mar in
Cádiz, Spain

Sensitivity: 92,4%, Specificity: 95,9% -
subject classification.

(Patangay, Ve-
muri, and Tew-
fik 2007)

ECG and Heart
sounds

SVM N/A Sensitivity: 85,5%, Specificity: 92,2% -
epoch classification.

(Marcos,
Hornero, Al-
varez, et al.
2009)

Oxygen satura-
tion

SVM Sleep Unit of the Hos-
pital Clinico de San-
tiago de Compostella,
Spain

Sensitivity: 84,44%, Specificity:
93,33% - subject classification.

(Isa, Fanany,
Jatmiko, and
Murini 2010)

ECG KNN, Naive
Bayes and
SVM.

PhysioNet - The
Apnea-ECG database

Accuracy: KNN: 78,5%, Naive Bayes:
90,15%, SVM: 89,84% - epoch classi-
fication. KNN: 77,78%, Naive Bayes:
77,78%, SVM: 77,78% - subject classi-
fication.

(Koley and Dey
2013)

Resp. Nasal SVM Sleep Center Burdwan,
West Bengal, India

Accuracy during online testing: 91,8%
and 93,4% for offline testing - epoch
classification.

(Koley and Dey
2012)

Resp. Nasal SVM PhysioNet - MIT-BIH
Polysomnography
database

Accuracy: 92,8% - epoch classification
of apneas. Accuracy: 89,6% - epoch
classification of hypopneas.

(Bystricky and
Safer 2004)

ECG ANN and Hid-
den Markov
Model com-
bined.

PhysioNet - The
Apnea-ECG database

Accuracy: 84% - epoch classification.

(Waxman,
Graupe, and
Carley 2010)

EEG, EOG,
ECG, EMG,
Nasal pressure
and Oronasal
temperature

ANN Sleep Center at Uni-
versity of Illinois,
Chicago

Apnea: Sensitivity: 80,6%, Specificity:
72,8%, Hypopnea: Sensitivity: 74,4%,
Specificity: 68,8% - epoch classifica-
tion.

(Emin and Sez-
gin 2011)

EEG ANN N/A Accuracy: 96,15% - epoch classifica-
tion.

(Yildiz, Akın,
and Poyraz
2011)

ECG SVM PhysioNet - The
Apnea-ECG database

100% - subject classification.

(Isa, Fanany,
Jatmiko, and
Arymurthy
2011)

ECG KNN, Naive
Bayes and
SVM.

PhysioNet - The
Apnea-ECG database

Accuracy: KNN: 72,88%, Naive Bayes:
71,43%, SVM: 78,14% - epoch classifi-
cation.

Table 4.3: Related work continued.
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Chapter 5

Design

In Chapter 4 we discussed the various requirements for the input data, data source, and
data mining methods. The physiological signals that make up the input data are subject
to the following three requirements:

• The signals must show clear changes during epochs with disrupted breathing.

• They must be possible to record at home without sleep laboratory of medical per-
sonnel.

• Tools used to record the signals must be noninvasive.

We concluded that the best suited physiological signals consist of respiration from the
abdomen, chest and nose and oxygen saturation. All signals show clear changes dur-
ing epochs of disrupted breathing, and changes are only delayed for oxygen saturation,
meaning that the respiratory signals can be used for on-line analysis and monitoring. The
signals can easily be recorded in the home with noninvasive tools without any sleep labo-
ratory or medical personnel present. In order to evaluate the input data performance and
hopefully discover that fewer signals are needed to sufficiently detect disrupted breath-
ing, we must test and evaluate all possible combinations of the four signals. Only the
following signal combinations have been found in related work (Section 4.4):

• Respiration from the nose.

• Oxygen saturation.

• Nasal respiration and oxygen saturation.

• Respiration from the abdomen and chest.

• Respiration from the abdomen and nose.

• Respiration from the chest and nose.

• Respiration from the abdomen, chest and nose.

• Respiration from the chest and nose, and oxygen saturation.

In addition to the requirements for the physiological signals, we analyzed the properties
of the sleep apnea databases available in PhysioNet (Section 4.2), consisting of the
Apnea-ECG, MIT-BIH Polysomnography, St.Vincent’s University Hospital and SHHS
Polysomnography databases. The databases were evaluated in terms of data quality,
size and if the data set can be used to implement supervised learning. Without in-depth
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knowledge about the physiological signals, the tools used to record them and if the data
were processed before being published, it is hard to assume anything about the quality.
However, we consider PhysioNet to be a trusted source as it is hosted by Harvard and
MIT, both which are highly respected educational and research institutions. The only
property we can evaluate is the sample frequency. Based on the minimal requirements,
only the MIT-BIH Polysomnography database contains recordings where all signals are
above the minimal requirements. For the other databases except the SHHS Polysomnog-
raphy database, signals such as ECG, EEG, EMG, and EOG are sampled below minimal
requirements, but respiratory signals and oxygen saturation follow the recommended
sampling rates. Considering we only use the respiratory signals and oxygen saturation,
the sample frequency for the other signals does not matter. Both the Apnea-ECG and
St.Vincent’s University Hospital databases have reasonably sized data sets, and both
have records that contain all four signals. The MIT-BIH Polysomnography database
has no record that contains respiration from the abdomen and chest as individual
signals, but two records contain a sum of both signals. As the records have varying
signal types, the available size for the various signal combinations varies. Meaning we
have no way of fairly comparing the signal combinations. There is only one record in
the SHHS Polysomnography database, which is very little data, although it contains
all four signals. When data is from one subject only, the derived patterns may become
subject-specific and not general. More subjects with varying degrees of sleep apnea are
more likely to cover the general patterns of the disorder.

As for supervised learning, only the Apnea-ECG and MIT-BIH Polysomnography
databases have annotations that cover the entire data sets. Every annotation corre-
sponds to a given set of the signal data in fixed epochs, meaning we can create data
objects with corresponding classes. The epochs are minute-based for the Apnea-ECG
database, meaning each minute of signal data is scored as normal breathing or disrupted
breathing. In the MIT-BIH Polysomnography database, the annotations are sampled
every thirty seconds, meaning that every thirty seconds of signal data is scored as normal
or disrupted breathing. In St.Vincent’s University Hospital and SHHS Polysomnography
databases, annotations are only sampled when the apnea and hypopnea events occur.
We need to be able to create objects with fixed size and these databases make it very
difficult if at all possible, to implement supervised learning. The AHI index is available
for all subjects, except the subject in the SHHS Polysomnography database. Having the
AHI index means that we can use data from St.Vincent’s University Hospital database
as test material on models trained with input data from the Apnea-ECG and MIT-BIH
Polysomnography databases since we can verify the results. With no AHI index in the
SHHS Polysomnography database, it is not possible to verify the results if this database
is to be used as test data. Based on the requirements, the best suitable data set is the
Apnea-ECG database as it is reasonably sized and there is an equal amount of data for
all signal combinations, resulting in a fair evaluation. As supervised learning is also
possible with the MIT-BIH Polysomnography database, we decide to use both databases
for training and testing. Data from St.Vincent’s University database will be used as test
data only. The SHHS Polysomnography database is not suitable for training nor testing.

We do not have any special requirements for the data mining methods other than
they have to be classification methods (Section 3.2.1), as that is the data mining task
for this thesis, and that we should include methods that have been used in related
work with good results. In addition, we want to compare methods with different main
algorithmic properties. The two most popular methods in related works are the Artificial
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Neural Network (Section 3.2.1.5) and the Support Vector Machine (Section 3.2.1.6). Both
have achieved good results with an accuracy of more than 90% for epoch classification
and 100% for distinguishing between apneic and non-apneic subjects. They are both
black-box methods and share some similar traits for how they solve classification tasks.
In data sets where a linear separation is not possible, Artificial Neural Networks
incorporate hidden layers and nodes, and the Support Vector Machine uses kernel
functions to emulate a transformed attribute space in order to create a linear separation.
Both methods apply extra dimensions and abstractions to the original data set. The
Support Vector Machine optimizes the linear separation by searching for the maximum
margin between the classes, compared to the Artificial Neural Network that can get
stuck in a local optimum when it uses nonlinear activation functions. They both have
some disadvantages such as unstable behavior when there is not a sufficient amount of
training data for the Artificial Neural Network, and finding the maximum margin can
be computationally expensive when the data set is large or there are many attributes.
Classification time will also suffer for the Support Vector Machine if there are many
support vectors in the output model as we calculate the dot product between the test
object and the support vectors to classify the object.

In order to provide a different output model, we decide to include the Decision
Tree (Section 3.2.1.1), a method that has limited use in related work although it is one
of the most common classification methods. By being a white-box method it gives the
user full visibility in how it uses the attributes to separate the data. Unfortunately, the
Decision Tree is known to struggle with numerical data when the splits are performed
binary, resulting in potentially large and complex trees, which are hard to interpret.
The Decision Tree introduces no extra dimensions or abstractions to the data. Another
method that uses the original data set without any abstractions, is the K-Nearest
Neighbor (Section 3.2.1.3). The K-Nearest Neighbor presents a different way of learning
by being a lazy learner as the other methods are eager learners. Without a training
phase, the K-Nearest Neighbor must do all the work during classification time, which
might be computationally expensive and make it difficult to perform on-line analysis. As
classification is based on a local search, noisy objects can cause misclassification, unlike
the other methods that build global models and are not that affected by noisy data. The
K-Nearest Neighbor requires all training data to be present, which might impose storage
space issues on portable devices such as smart phones or smart watches. With these
four methods, we get various algorithmic properties that can be advantageous, but also
disadvantageous depending on the data set and analysis setting. We compare black-box
methods versus white-box methods, eager learners versus lazy learners, global models
versus local models and the use of original input data versus extra abstractions. As all
methods work with numerical data, no variable transformation is necessary.

is structured as follows: Section 5.1 presents more details about the PhysioNet
databases, followed by a detailed description of the input data design in Section 5.2. In
Section 5.3 we present a discussion about class imbalance and the class distribution for
the Apnea-ECG and MIT-BIH Polysomnography databases. Section 5.4 describes our
evaluation settings. The design for all four data mining methods is presented in Section
5.5.
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5.1 Structural Overview of the Selected Databases
This section presents an overview of aspects that are related to the input data design for
the databases. Examples of signal and annotation files are provided in order to better
illustrate how the data is structured and how that affects the design.

5.1.1 Apnea-ECG Database
Of the 70 records available in the Apnea-ECG database, eight contain respiration signals
and oxygen saturation, and these can be used for all 15 signal combinations. The remain-
ing 62 records contain only the ECG signal and will not be used. Sampling frequency in
the signal file is 100 Hz, and annotations are sampled every minute. A complete list of
files is available at the PhysioNet website (PhysioNet 2011c). Records that contain res-
piration signals and oxygen saturation have the postfix “er”. Files without the postfix
only contain the ECG signal from that subject. Table 5.1 presents the names of the eight
signal files with matching annotation files to be used as input data.

Signal file: Annotation file:
a01er.dat a01.apn
a02er.dat a02.apn
a03er.dat a03.apn
a04er.dat a04.apn
b01er.dat b01.apn
c01er.dat c01.apn
c02er.dat c02.apn
c03er.dat c03.apn

Table 5.1: Signal and corresponding annotation files from the Apnea-ECG database.

All files share the same structure, which simplifies the input data design. A sample of the
first file, a01er.dat is shown in Figure 5.1 to better illustrate how the file is structured.
Every column except the first contains data from one physiological signal. In the second
column, we find the ECG signal. Respiration from the chest, abdomen and nose are re-
spectively found in column numbers three, four and five. Oxygen saturation is contained
in the sixth column. All signals are measured in MilliVolt, mV (Medical.dictionary 2011),
even though oxygen saturation seems to be represented in percentage.

Figure 5.1: a01er.dat
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Figure 5.2: a01.apn

Annotations are sampled every minute, and signal data have a sampling frequency of
100 Hz, which gives us 6000 rows per minute. Meaning that each sample of 6000 rows
corresponds to one sleep apnea annotation. A sample of the annotation file for a01er.dat,
a01.apn is given in Figure 5.2. There are two interesting columns here. The second col-
umn keeps track of the sample sizes, meaning the amount of data the annotations have
covered so far, and in the third column we find the sleep apnea annotations. They are
simply denoted as either N for a non-apneic minute or A for a minute containing at least
one apnea or hypopnea event. Sleep apnea events are either obstructive or mixed (Section
2.2).

5.1.2 MIT-BIH Polysomnograpy Database
A total of 18 records are available at the PhysioNet website (PhysioNet 2013), where
data come from 16 subjects. The signal data is contained in separate columns, and the
records contain various combinations of these signals. Which records to use as input
data will, therefore, depend on the signal combination, see Table 5.2 for an overview of
which signal and annotation files that contain data for each signal combination. Of all
the records, six will remain unused. Records slp01a.dat and slp01b.dat are excluded as
they only contain a sum of respiration from the chest and abdomen. In this thesis, we
only use individual signal types. Two records, slp41.dat and slp45.dat lack annotation
files, making it impossible to perform supervised learning. However, these records can
be used as test data. Finally, records slp60.dat and slp61.dat are excluded due to a
change in the column number representing the signals. For instance, column number
five always contains nasal respiration except for in slp60.dat, where it is contained in
column number six. Chest and abdominal respiration are usually contained in column
number six but are switched to column number five for these records. Having the same
column number for each signal is necessary when using PhysioNet tools (PhysioNet
2015d) to read the data, otherwise the output will contain columns with mixed data.

The column number is usually the same for all signal types, except for the two ex-
amples slp60.dat and slp61.dat described above. Column number five contains nasal
respiration while column number six represents either respiration from the chest or
abdomen or the sum of both. Oxygen saturation can be found in column number eight.
As no record contains respiration from both the abdomen and chest, an example will
be given from two files in order to provide a visual presentation of how the data is
structured for both signal types. The file slp59.dat in Figure 5.3 contains oxygen satu-
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Signal combination: Signal file(s): Annotation file(s):
Resp. Chest slp32.dat, slp48.dat and slp67x.dat slp32.st, slp48.st and slp67x.st
Resp. Abdomen slp37.dat, slp59.dat and slp66.dat slp37.st, slp59.st and slp66.st
Resp. Nasal slp02a.dat, slp02b.dat, slp03.dat,

slp04.dat, slp14.dat, slp16.dat,
slp32.dat, slp37.dat, slp48.dat,
slp59.dat, slp66.dat and slp67x.dat

slp02a.st, slp02b.st, slp03.st, slp04.st,
slp14.st, slp16.st, slp32.st, slp37.st,
slp48.st, slp59.st, slp66.st and
slp67x.st

Oxygen saturation slp59.dat, slp66.dat and slp67x.dat slp59.st, slp66.st and slp67x.st
Resp. Chest and Abdomen N/A N/A
Resp. Chest and Nasal slp32.st, slp48.st and slp67x.st slp32.st, slp48.st and slp67x.st
Resp. Chest and Oxygen saturation slp67x.dat slp67x.st
Resp. Abdomen and Nasal slp37.dat slp59.dat and slp66.dat slp37.st, slp59.st and slp66.st
Resp. Abdomen and Oxygen satura-
tion

slp59.dat and slp66.dat slp59.st and slp66.st

Resp. Nasal and Oxygen saturation slp59.dat, slp66.dat and slp67x.dat slp59.st, slp66.st and slp67x.st
Resp. Chest, Abdomen and Nasal N/A N/A
Resp. Chest, Abdomen and Oxygen
saturation

N/A N/A

Resp. Chest, Nasal and Oxygen satu-
ration

slp67x.dat slp67x.st

Resp. Abdomen, Nasal and Oxygen
saturation

slp59.dat and slp66.dat slp59.st and slp66.st

Resp. Chest, Abdomen, Nasal and
Oxygen saturation

N/A N/A

Table 5.2: Signal and corresponding annotation files from the MIT-BIH Polysomnography
database.

ration, abdominal and nasal respiration. Oxygen saturation is measured in percentage,
the other signal types have measure units denoted as “l”, which makes it unclear what
measure unit this is.

Figure 5.3: slp59.dat

Record slp67x in Figure 5.4 contains a combination of respiration from the nose and
chest and oxygen saturation.
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Figure 5.4: slp67x.dat

Annotations are sampled every thirty-seconds and the sampling frequency for the signal
files is 250 Hz. Meaning we have a total of 7500 rows of signal data corresponding to
each annotation. A sample from the file slp67x.st is given in Figure 5.5. Just as in the
Apnea-ECG database, there are two interesting columns. We have the second column
which contains the sample size, and the sixth column contains sleep stage and sleep
apnea annotations. Sleep stages come first and are represented as follows:

• W -> subject is awake.

• 1 -> sleep stage 1.

• 2 -> sleep stage 2.

• 3 -> sleep stage 3.

• 4 -> sleep stage 4.

• R -> REM sleep.

Followed by the sleep apnea annotations that have the following representation:

• H -> Hypopnea

• HA -> Hypopnea with arousal.

• OA -> Obstructive apnea.

• X -> Obstructive apnea with arousal.

• CA -> Central apnea.

• CAA -> Central apnea with arousal.
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Figure 5.5: slp67x.st

Since the requirement for this thesis is only to detect the general disrupted breathing pat-
terns, all sleep apnea annotation types will be combined into one sleep apnea class. The
annotations are therefore represented in the same way as for the Apnea-ECG database.
As we do not have an annotation for normal breathing, we treat all annotations that only
contain sleep stages as thirty-second epochs with normal breathing.

5.1.3 St. Vincent’s University Hospital Database
The records in this database are available at the PhysioNet website (PhysioNet 2011b).
In this data set, the annotations are sampled only when the sleep apnea events occur,
meaning we have no annotation file where each annotation corresponds to a given set of
the signal data. This makes it difficult to create the data objects and have supervised
learning. We therefore only use this database as test data on models trained with data
from the other two databases.

All records in this data set contain the same signal types, and they can, therefore,
be used for any signal combination. A sample of a signal file ucddb008.rec is shown
in Figure 5.6. Column number eight contains oxygen saturation, nasal airflow can be
found in column number ten while column number twelve and thirteen contain chest
and abdominal respiration. Measurement units are given as percentage for oxygen
saturation, Liters per minute for nasal airflow and the remaining respiration signals
have no specification.

Figure 5.6: ucddb008.rec

62



Figure 5.7: ucddb008_respevt.txt

A sample of the annotation file ucddb008_respevt.txt is presented in Figure 5.7, which
corresponds to the signal file in Figure 5.6, where the interesting columns are the second
column which states the type of sleep apnea event and column number four which gives
the duration of the event. The different types of apnea events presented in (PhysioNet
2011b) do not perfectly match what is in the files as can be seen in the sample, but they
are given as follows:

• HYP -> Hypopnea

• C -> Central

• O -> Obstructive

• M -> Mixed

5.2 Input Data
In a supervised learning setting, we need to provide a set of training data where the
objects come with corresponding classes. After analyzing the databases, we discovered
that the Apnea-ECG and MIT-BIH Polysomnography databases are suitable for su-
pervised learning. Having annotation files that perfectly match with the signal files
gives us what we need to design an input data format. With annotations sampled every
minute for the Apnea-ECG database, and a sampling frequency of 100 Hz for the signal
data, we get 6000 rows of signal data per annotation. The MIT-BIH Polysomnography
database has higher sampling frequencies for both the signal and annotation data, with
annotations sampled every thirty seconds and a frequency of 250 Hz for the signal data,
which gives us 7500 rows per annotation. As nightly breathing cycles are both slower
and less frequent during the night, the sample frequency in the signal files for both
databases seems unnecessary high. We can capture the respiratory changes with a lower
sample rate as the breathing movements span over seconds. Another important reason
for lowering the sample rate is the computational complexity that arises with having
many attributes. Having data objects consisting of 6000 rows, meaning each signal has
6000 attribute values, is bound to cause complexity issues. With changes developing over
seconds, it seems suitable to adjust the sample rate down to 1 Hz, where the attributes
will consist of the average of the original sample rate. As we have an order aspect within
the data objects, this order must be kept after the sample rate reduction.
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Section 5.2.1-2 present the input data design for the Apnea-ECG and MIT-BIH
Polysomnography databases. As St.Vincent’s University database is only to be used
as test data on models trained with input data from the other two databases, it will
have to follow their input format. Meaning that when the database is used as test
data on a model trained with data from the Apnea-ECG database, the data must be
processed to fit the input format used for that database, the same goes for the MIT-BIH
Polysomnography database.

5.2.1 Apnea-ECG Database
With a sample rate reduction from 100 Hz to 1 Hz and annotations sampled every minute,
we end up with 60 attributes per signal. As the number of signals in a signal combination
varies from one to four, we get a minimum of 60 and a maximum of 240 attributes. In or-
der to better illustrate the input data design for the Apnea-ECG database, we present a
generic example in Table 5.3. Considering we only have two classes in this thesis consist-
ing of either normal breathing or disrupted breathing, they are simply denoted as 0 and
1, where the latter represents the class containing disrupted breathing. Since we have
an order within the objects due to the time aspect of the data, the attributes must be
consistent with the original order in the signal file. Meaning that the average value of
the first 100 rows comes before the next 100 rows etc.

Object: Attributes: Class:
0 x1...x60 or x1...x120 or x1...180 or x1...x240 0
1 x1...x60 or x1...x120 or x1...180 or x1...x240 1
2 x1...x60 or x1...x120 or x1...180 or x1...x240 1
3 x1...x60 or x1...x120 or x1...180 or x1...x240 1
4 x1...x60 or x1...x120 or x1...180 or x1...x240 0
5 x1...x60 or x1...x120 or x1...180 or x1...x240 0
6 x1...x60 or x1...x120 or x1...180 or x1...x240 1
7 x1...x60 or x1...x120 or x1...180 or x1...x240 0
8 x1...x60 or x1...x120 or x1...180 or x1...x240 0
9 x1...x60 or x1...x120 or x1...180 or x1...x240 0
..n x1...x60 or x1...x120 or x1...180 or x1...x240 ..n

Table 5.3: Input data format for the Apnea-ECG database.

5.2.2 MIT-BIH Polysomnography Database
The MIT-BIH Polysomnography database has a higher sample rate for the signal files
than the Apnea-ECG database and the annotations are sampled at twice the rate. When
we reduce the original sample rate of 250 Hz for the signal files to 1 Hz, we get a total of
30 attributes per signal as the annotations are sampled every thirty seconds. As no record
contains all four signals, we have a minimum of 30 and a maximum of 90 attributes per
object for this database. In Table 5.4 we illustrate the input data design for the MIT-BIH
Polysomnography database. It is very similar to the input data design for the Apnea-
ECG database, the only difference is the number of attributes per signal. Even though
the annotations distinguish between central and obstructive sleep apnea and apnea and
hypopneas (Section 5.1.2), we decide to combine all sleep apnea annotations into one
class for general disrupted breathing. All annotations that only include sleep stages are
treated as data containing only normal breathing. We, therefore, end up with the same
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class scheme as for the Apnea-ECG database. The order within each attribute must be
kept in the same way as for the Apnea-ECG database, the average value of the first 250
rows comes before the average value of the next 250 rows etc.

Object: Attributes: Class:
0 x1...x30 or x1...x60 or x1...x90 0
1 x1...x30 or x1...x60 or x1...x90 1
2 x1...x30 or x1...x60 or x1...x90 1
3 x1...x30 or x1...x60 or x1...x90 1
4 x1...x30 or x1...x60 or x1...x90 0
5 x1...x30 or x1...x60 or x1...x90 0
6 x1...x30 or x1...x60 or x1...x90 1
7 x1...x30 or x1...x60 or x1...x90 0
8 x1...x30 or x1...x60 or x1...x90 0
9 x1...x30 or x1...x60 or x1...x90 0
..n x1...x60 or x1...x60 or x1...x90 ..n

Table 5.4: Input data format for the MIT-BIH Polysomnography database.

5.3 Class Imbalance
One aspect that can really affect a classifier’s ability to learn the patterns and generalize
the data is class imbalance (Marsland 2009) and (Tan, Steinbach, and Kumar 2006). For
instance, having one of the classes be overly representative in the training set, whereas
for instance 90% of the objects belong to one class, will make it easy for the classifier to
obtain good results when it tries to classify the objects in the training set, even though it
really has not learned the patterns. The prior probability that it would classify instances
from that class correctly would be 90% without any knowledge. We have the same
problem when testing the model if the class distribution in the test set is highly skewed.
It might achieve a high accuracy (Section 3.3) when, in fact, the model would otherwise
have achieved a poor score if the data distribution was balanced. The model should have
a higher score than the probabilistic chance of classifying an object.

In the Apnea-ECG database, the number of epochs/objects containing sleep apnea
events is 1609 and the number of epochs containing only normal breathing is 2338. This
gives us a somewhat even class distribution with 40.77% of the instances belonging to
the sleep apnea class and 59.23% belonging no the normal class. All signal combinations
and tests use the same set of records which means that the class distribution is the
same for all settings. Having a fairly balanced distribution makes it unnecessary to drop
instances in order to better balance the fractions. For the MIT-BIH Polysomnography
database, it is necessary to examine the proportions of each signal combination as the
amount of data varies (Section 4.2.5 and Section 5.1.2). Table 5.5 presents an overview
of the class distribution for each signal combination. The class distributions are fairly
balanced with two exceptions for the signal combinations consisting of respiration from
the chest, and respiration from the chest and nose. However, it is not skewed to the
extent where it is necessary to drop any objects. The number of objects is already low for
many of these combinations and so the original distributions for both databases are kept
as they are. We do not evaluate the class distribution in St.Vincent’s University Hospital
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database as we only use one record at a time to classify the AHI index, meaning the
amount of test data is so sparse that eliminating any data would not be wise.

Signal(s): Epochs with disrupted breathing: Epochs with normal breathing:
Resp. Chest 483(31.14%) 1068(68.86%)
Resp. Abdomen 992(62.31%) 600(37.69%)
Resp. Nasal 2642(39.9%) 3973(60.1%)
Oxygen saturation 510(48.66%) 538(51.34%)
Resp. Chest and Abdomen N/A N/A
Resp. Chest and Nasal 483(31.14%) 1068(68.86%)
Resp. Chest and Oxygen saturation 72(47.06%) 81(52.94%)
Resp. Abdomen and Nasal 992(62.31%) 600(37.69%)
Resp. Abdomen and Oxygen saturation 438(48.94%) 457(51.06%)
Resp. Nasal and Oxygen saturation 510(48.66%) 538(51.34%)
Resp. Chest, Abdomen and Nasal N/A N/A
Resp. Chest, Abdomen and Oxygen saturation N/A N/A
Resp. Chest, Nasal and Oxygen saturation 72(47.06%) 81(52.94%)
Resp. Abdomen, Nasal and Oxygen saturation 438(48.94%) 457(51.06%)
Resp. Chest, Abdomen, Nasal and Oxygen saturation N/A N/A

Table 5.5: Class distribution for the MIT-BIH Polysomnography database.

5.4 Performance Evaluation
We have decided to use two separate test settings to evaluate our classification methods,
where one uses ten-fold cross-validation and the other the holdout method. Both are
standard ways of evaluating the performance of a classifier, although ten-fold cross-
validation is the recommended evaluation scheme (Section 3.3) and our main test setting
in this thesis. When using ten-fold cross-validation, all available data is randomly
partitioned into ten equally sized partitions or almost equal depending on the number
of objects in the data. A single partition is used as a test set and the remaining 9/10
partitions are then used for training. This process is repeated ten times, meaning we
produce ten models, where each model uses its own partition as the test data. Each
object in the original data set will be used exactly once for testing. For each model and
its test set, we compute the accuracy, sensitivity and specificity (Section 3.3.), and these
are averaged to produce the overall performance of the classifier.

Our second test setting uses the holdout method. In this method, data is parti-
tioned into two sets, one for training, and one for testing. The evaluation scheme has
gotten some criticism as it makes the partition used for testing unavailable for training
(Tan, Steinbach, and Kumar 2006), unlike the favored k-fold cross-validation scheme
that takes advantage of all data. This evaluation setting is primarily used to evaluate
the performance when we use data from St.Vincent’s University Hospital database as
test data on models trained on data from the other two databases. When using data
from St.Vincent’s University Hospital database, we use each subject as a separate test
set. Having the AHI indexes for the subjects, we can evaluate a model’s performance by
calculating the number of classified epochs of disrupted sleep divided by the number
of hours of sleep for the subject, and compare it with the index in PhysioNet. It is not
possible to use this data with cross-validation due to the random partitioning of the data
set. We want the test set to consist of the recording from one subject only. As the actual
AHI indexes are based on a manual scoring of the data, they might not be consistent or
completely accurate. Our evaluation is based on how many subjects the model is able
to place into their actual severity group (Section 2.8) versus how many subjects it has
classified. We also use subjects from the Apnea-ECG database as test data on a model
trained on the MIT-BIH Polysomnography database and vice versa.
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In addition to these standard evaluation schemes and performance metrics, we
evaluate the methods based on their training and testing times as on-line analysis
may be desirable in future work. Performance metrics such as accuracy, sensitivity
and specificity are considered more important in this thesis, but it will be easier to
recommend methods for future work having also evaluated time measurements.

5.5 Data Mining
In this thesis, we are going to implement four classification methods consisting of the Ar-
tificial Neural Network, Support Vector Machine, Decision Tree and K-Nearest Neighbor.
We present the design for each method individually in Section 5.5.1-4. The order is based
on the core difference between the methods, the learning process. All eager learners are
presented before our lazy learner, the K-Nearest Neighbor. We have chosen to use the
Matlab Toolbox (MathWorks 2015h) as our implementation and testing environment as
it contains an extensive library with support for all four methods. Our design is therefore
based on the data structures and functions they have available. See Chapter 6 for more
details about Matlab.

5.5.1 Artificial Neural Network
There are two main categories of Artificial Neural Networks, one is the Single-Layer
Perceptron model and the other is the Multi-Layer version (Section 3.2.1.5). The simple
Perceptron model is only able to separate the data linearly, meaning that it will not be
able to produce a good solution for data sets with nonlinear properties. By introducing
a more complex network structure with extra layers and nodes where at least some of
the hidden nodes have nonlinear activation functions, we are able to model nonlinear
data. Considering we have no prior knowledge about the data distribution and the
possibility of linearly separating the data, we decide to use the Multi-Layer Artificial
Neural Network. With the number of dimensions we have in the input data (Section
5.2.1-2), it is likely that the original attribute space is not completely linearly separable.

The standard Multi-Layer Artificial Neural Network model is usually a feed-forward
network where the links between the nodes only go one way, forward. When links go
both forward and backward, the method uses a recurrent network structure. The latter
structure is not that commonly used compared to the feed-forward version (Marsland
2009). We decide to use the standard feed-forward version for our network. Having the
general network structure, the next step is to customize the key aspects of the network,
such as:

• Number of input nodes.

• Number of output nodes.

• Number of hidden layers.

• Number of hidden nodes.

• Initialization of the weights and biases.

• The learning rate.
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• The update frequency.

• The learning/backpropagation algorithm.

• The activation function.

Input nodes correspond to the attributes within an object. With data from the Apnea-
ECG database, the number of input nodes will vary between 60, 120, 180 and 240 nodes
depending on the number of signals (Section 5.2.1). As for the MIT-BIH Polysomnography
database, the number of input nodes varies between 30, 60 and 90 (Section 5.2.2). When
using input data from St.Vincent’s University Hospital database, the number of input
nodes depends on the database the model was trained on, meaning it follows the input
format for the Apnea-ECG and MIT-BIH Polysomnography databases. Considering we
only have two classes, it is sufficient to use only one output node, but for classification
problems with more than two classes, there must be as many output nodes as there
are classes (Tan, Steinbach, and Kumar 2006). We set the class representing disrupted
breathing as the target class. The output node should then fire when an object belonging
to that class passes through the network, and not fire for objects belonging to the other
class.

When it comes to the number of hidden layers, one layer is usually sufficient and
can, given the optimal number of hidden nodes, be a universal approximate function
(Hornik, Stinchcombe, and White 1989). In (Marsland 2009) the author claims that it will
never be necessary with more than two hidden layers. Avoiding a too complex and large
network can be wise in order to avoid overfitting. Having a large network can fit more
complex functions and thus adapt too much to the data (MathWorks 2015e). We decide
to use one hidden layer for our network and focus more on testing a varying amount of
hidden nodes. The number of hidden nodes is often subject to experimentation (Mars-
land 2009). Initial experimentation shows that a range between 10 and 100 give good
accuracy. Less than ten nodes show a decrease in accuracy, and accuracy did not improve
when having more than 100 hidden nodes. As testing all values between 10 and 100
yields too many test settings, we test a selection consisting of 10, 20, 30, 50 and 100 nodes.

Initialization of the weights and biases is often done randomly as it is difficult to
make any assumptions without prior knowledge about the relationship between the
attributes. In (Marsland 2009), it is recommended that the weights are set in the range
given by Equation 5.1, where n represents the number of nodes in the layer where the
connections start.

−1/
√
n < w < 1/

√
n (5.1)

We use the Nguyen-Widrow algorithm (MathWorks 2015j) to initialize the weights and
biases. It is the default initialization algorithm for this type of network structure in Mat-
lab, and they present the following description: “This algorithm chooses values in order
to distribute the active region of each neuron in the layer approximately evenly across
the layer’s input space. The values contain a degree of randomness, so they are not the
same each time this function is called”. The weights are initialized as follows with the
Nguyen-Widrow algorithm (Heaton 2010):

1. Initialize the weights with random values in a specific range. With random initial-
izing it is common to have the values be between -1 and 1 (MathWorks 2015j). After
the random initialization, the next step is to calculate the value beta, see Equa-
tion 5.2, where h is the number of hidden neurons and the i is the number of input
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nodes.
β = 0.7h

1
i (5.2)

2. Calculate the Euclidean norm for all the weights on a layer, see Equation 5.3.

n =

√√√√i<wmax∑
i=0

w2
i (5.3)

3. With the norm and beta values calculated, the next step is to adjust the initial
random values as shown in Equation 5.4.

wt + 1 =
βwt + 1

n
(5.4)

The learning rate is usually applied to avoid too much adaptation to a single training
item. It is recommended to be somewhere between 0.1 and 0.4 (Marsland 2009). An
additional way to avoid a too steep learning curve is to not update the weights for
every training item, but instead use a batch approach. We want the weights to move
in a direction that most of the inputs want them to move (Marsland 2009). This also
reduces the effect of noisy data, as all items together affect the update. We choose to
use the batch version for our network where all objects in the training set will pass
through the network before we update the weights. An update iteration is commonly
referred to as an epoch (Marsland 2009), and we set the maximum number of itera-
tions to 1000, as it is the default version for the implementation we are using, and
changing it did not improve performance. It is also worth mentioning that during ini-
tial experimentation the networks never needed that many update iterations to converge.

In addition to the key factors discussed so far, comes the learning algorithm, com-
monly referred to as backpropagation for networks with hidden layers. For all objects
in the training set that are misclassified, meaning the output node fired when it should
not have and did not fire when it should have, the learning algorithm must update the
weights. The simple Perceptron model updates its weights as shown in Equation 5.5. A
weight going from input node i to output node j is updated by taking the learning rate,
n, multiplied with the difference between the actual output, y with the target output, t,
which again is multiplied with the input node, i. This is then added to the old value for
that weight. The target value for the Perceptron is either 1 (fire) or 0 (not fire).

wij ← wij + n(tj − yj)× xi (5.5)

The same learning principle is applied to multi-layer networks, however, with hidden
layers, the error needs to be propagated backward in the network, hence its name, back-
propagation. You start at the output nodes, update the incoming weights and propagate
the error backward in the network until you have updated the weights back to the in-
put nodes. Weights at layer x+2 are updated before x+1, which again is updated before
x etc. With only one hidden layer in this context, there are only two layers with weights
to update, x+1 and x. A number of backpropagation algorithms exist, for instance, Gra-
dient Descent methods (Wikipedia 2015c), which have efficiently been used to solve op-
timization problems like this. For our implementation, we can choose from the following
backpropagation algorithms (MathWorks 2015x):

• Levenberg-Marquardt backpropagation
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• Bayesian Regulation backpropagation

• BFGS Quasi-Newton

• Resilient Backpropagation

• Scaled Conjugate Gradient

• Conjugate Gradient with Powell/Beale Restarts

• Fletcher-Powell Conjugate Gradient

• Polak-Ribiére Conjugate Gradient

• One Step Secant

• Variable Learning Rate Gradient Descent

• Gradient Descent with Momentum

• Gradient Descent

Default learning method for the network implementation we use is the Scaled Conjugate
Gradient, originally designed by Martin F. Møller (Møller 1993). It is an optimization
of the Conjugate Gradient method (Wikipedia 2015a). All the algorithmic steps can be
found in (Møller 1993), we do not include them in this thesis. The Scaled Conjugate
Gradient does not use a fixed learning rate, but updates to an appropriate learning rate
iteratively for each epoch of weight updates. Knowing in advance which algorithm works
best is very difficult, and initial tests were conducted to find the best algorithm in terms
of classification accuracy. All Conjugate algorithms perform well, but the other functions
perform poorly. The final solution uses the Scaled Conjugate Gradient.

An important aspect of the training phase is to avoid overfitting (Section 3.2). Re-
ducing the possibility of overfitting can be done by avoiding large and complex networks
and having some stopping criteria that terminates the training phase before it has
adapted too much to the data. The networks in this context have quite a large number of
input nodes with a maximum of 240, and a relatively high number of hidden nodes, with
a maximum of 100. However, as the hidden layer is set to only one, the overall network
complexity is still reasonably sized. During the training phase for Artificial Neural
Networks, we use a part of the training data as a validation set. Meaning that we use
this data to test the current model after we have adjusted the weights. We use this test
set in order to evaluate the progress of the network and to decide when to stop further
training. In the initial training phase, the errors on the validation set will be quite
high. After some iterations, the error rate will go down until it reaches a potential local
minimum. If training continues for too long, the error rate will increase again as it has
created a model that fits the data too well, and lost some of its ability to generalize and
classify new unseen objects (Marsland 2009) and (MathWorks 2015e). If the validation
error rate fails to improve or it remains the same after some iterations, the training
phase should be terminated. For our network, the implementation we use has set the
number of these validation checks to six. Meaning that when we reach six epochs where
the validation error rate has not improved, we stop training. Changing the number of
validation checks resulted in no performance gain during initial experimentation.

The final key aspect of the Artificial Neural Network design is the activation func-
tion. When all input values multiplied with their respective outgoing weights are
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summarized at the receiving neuron, the value is passed through an activation function.
For the Perceptron, the function is usually referred to as a threshold or step function.
The formula is shown in Equation 5.6.

1 : if
m∑
i=0

wixi > 0 0 : if
m∑
i=0

wixi ≤ 0 (5.6)

As this function only provides a fire or no fire value, applying this for all neurons in larger
networks with hidden layers will result in a model that is still only able to separate the
data linearly. A real biological neuron has a range of firing potential, meaning there is
no jump from 0 to 1, but values in between. Other functions that offer a smoother firing
range, with values between 0 and 1 or -1 and 1 are commonly used in Multi-Layer Artifi-
cial Neural Networks. Sigmoid functions are common activation functions, and varieties
of them exists, such as the Logistic function or the Hyperbolic Tangent function. All func-
tions are presented in Section 3.2.1.5 with corresponding diagrams. Their formulas are
repeated in Equation 5.7-8.

Logistic : => y =
1

1 + e−x
(5.7)

Hyperbolic Tangent => tanhz ≡ sinhz

coshz
(5.8)

The output from the Logistic function is a value between 0 and 1 and those be-
tween 0.5 and 1 are considered a fire, and the closer the output value is to 1, the stronger
the fire. As for the Hyperbolic Tangent function, it outputs values between -1 and 1,
where values from 0 to 1 are considered a fire, and the closer these values are to 1, the
stronger the fire. Having a firing range gives us the ability to separate nonlinear data,
and it better resembles the biological neuron. Both activation functions are available
in Matlab in addition to another popular activation function, the Softmax function
(MathWorks 2015g), (MathWorks 2015t) and (MathWorks 2015r). The formula for the
Softmax function is given in Equation 5.9.

Softmax => f(x) = exp(x)/sum(exp(x)) (5.9)

The Softmax function has output values in the range from 0 to 1, the same as the
Logistic function, which it is also based on. It outputs a probability distribution for all
nodes at the output layer, and the probabilities sum to 1 (Marsland 2009). As this design
only has one output node, the output value between 0 and 1 represents the probability
that the current object belongs to the target class. Meaning that we treat all values
above 0.5 as a fire. During initial experimentation, we tested all combinations of the
three methods at the output layer. Using the Hyperbolic Tangent function at the output
layer results in poor performance, but all other combinations perform well. However,
the best combination consists of the Hyperbolic Tangent at the hidden layer and the
Softmax function at the output layer, and this combination is kept for the final design. In
Table 5.6 we present a summary of the key parameters for the Artificial Neural Network
design.

In order to better visualize the network structure, an example using one signal
with data from the Apnea-ECG database resulting in 60 attributes with 10 hidden nodes
is presented in Figure 5.8.
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Parameter: Value:
Network type Feed-Forward Multi-Layer Network
Number of input nodes Apnea-ECG database (60,120,180 and 240) and MIT-BIH

Polysomnography database (30, 60 and 90)
Number of output nodes 1
Number of hidden layers 1
Backpropagation/learning algorithm Scaled Conjugate Gradient
Learning rate Adjusted for each update epoch by the Scaled Conjugate Gra-

dient algorithm
Initialization of weights and bias Nguyen-Widrow function
Number of maximum update epochs 1000
Number of maximum validation check failures 6
Activation function for hidden neurons Hyperbolic Tangent function
Activation function for output node Softmax function

Table 5.6: Key design parameters for the Artificial Neural Network.

Figure 5.8: Artificial Neural Network example.

5.5.2 Support Vector Machine
The Support Vector Machine (Section 3.2.1.6) is the most mathematically advanced
method, at least out of the four methods chosen in this thesis. Understanding the pa-
rameters and the characteristics of this classifier requires high mathematical knowledge
about linear algebra and mathematical optimization techniques. As Support Vector Ma-
chines were originally designed for binary class problems, they fit very well in this con-
text. The goal for the Support Vector Machine is to separate two classes linearly, either
in the original attribute space, or in an emulated transformed attribute space by find-
ing the maximum margin hyperplane, meaning the hyperplane with the largest distance
between the closest objects from the two classes. This hyperplane is commonly referred
to as the decision boundary, see Equation 5.10, where x is a vector consisting of all at-
tributes in an object, w is the normal vector to the hyperplane consisting of the gradient
in each dimension and b is the bias. All objects from one class should fall either above or
below the decision boundary. The search for the maximum margin is therefore subject to
the constraints imposed by Equation 5.11-12.

w · x + b = 0 (5.10)

w · x + b = 1 (5.11)

w · x + b = −1 (5.12)

The constraints in Equation 5.11-12 can be summarized in a more compact manner in
Equation 5.13.

yi(w · xi + b) ≥ 1, i = 1, 2, ...N. (5.13)
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We have a convex optimization problem as we want to maximize the margin, which is
the same as minimizing the objective function in Equation 5.14 while being constrained
by Equation 5.13.

f(w) =
‖w‖2

2
(5.14)

In order to solve this problem we use the Lagrange multiplier method, more precisely the
Dual Lagrangian as shown in Equation 5.15.

LD =
N∑
i=1

λi −
1

2

∑
i,j

λiλjyiyjxi · xj (5.15)

The Lagrange multipliers λ are the output of this optimization function and they specify
the importance each object has on classification. Objects with values greater than zero
constitute the support vectors. All other objects in the training set are dropped as we
have found the objects that “hold up” the hyperplane. We skip the mathematical steps
as this is very advanced, but the optimization function compares the similarity between
the objects in the training set by using the dot product. As we know, the support vectors
constitute the objects that are one the edges of their classes, and they are the objects that
would otherwise be hardest to classify. A separation of the attribute space will therefore
be placed where objects from the two classes are the closest, meaning where they are
most similar, but still where the closest objects from the two classes are furthest apart.

Once we have the Lagrange multipliers we can calculate w and b or we can stay
in the Dual representation. It is necessary to calculate b, but optional to calculate w as
we can use the support vectors directly with the score formula in Equation 5.16, where
xi represents the support vectors and x the object we want to classify. The output of the
score function is either 1 or -1, see Equation 5.11-12.

h(x) = sign(
N∑
i=1

λiyi(x · xi)− b) (5.16)

As there is no prior knowledge about the possibility of linearly separating the data, nor
knowledge about possible outliers, deciding on the best kernel function in advance is
very difficult if at all possible. We have quite a large number of attributes, a minimum
of 30 and a maximum of 240 (Section 5.2.1-2), but there are not that many objects, with
a maximum of 3947 instances when using data from the Apnea-ECG database (Section
4.2.5). The Support Vector Machine is known to produce good results for reasonably
sized data sets (Marsland 2009), the size alone should therefore not impose any major
issues. Without knowing the optimal kernel function for the given data sets, we need to
test and evaluate those that are available. In the Matlab library we have three available
kernel functions (MathWorks 2015w): the Linear, Polynomial and Radial Basis/Gaussian
(MathWorks 2015w). With the Linear kernel function we use the original dot product.

The Polynomial and Radial Basis functions are popular kernel functions (Marsland
2009) that also perform a linear separation, but in an emulated transformed attribute
space, commonly referred to as the kernel trick, and their respective formulas are shown
in Equation 5.17-18. If we actually had to transform the original attribute space, the
search for the maximum margin hyperplane would become a very computationally
expensive task. When using the Polynomial kernel function, one must specify the order
of the polynomial. An order of one is the same as a Linear kernel function. Some initial
testing was conducted in order to find the most optimal polynomial order values as
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we simply can not test all. The implementation in Matlab uses an order of three as
default, but in general we also achieved good classification accuracy with an order of
two. Increasing the order to four only lead to longer training times. For our solution, we
decide to test both an order of two and three.

K(x,y) = (1 + x · y)s (5.17)

K(x,y) = exp
(
−(x− y)2/2σ2

)
(5.18)

The Dual Lagrangian in Equation 5.15 uses the Linear kernel, but the kernel functions
are easily swapped by replacing the original dot product with the other kernel func-
tions, see Equation 5.19-20 for the Dual Lagrangian with Polynomial and Radial Ba-
sis/Gaussian kernel functions.

LD =
N∑
i=1

λi −
1

2

∑
i,j

λiλjyiyj((1 + xi · xj)
s) (5.19)

LD =
N∑
i=1

λi −
1

2

∑
i,j

λiλjyiyj(exp
(
−(xi − xj)

2/2σ2
)
) (5.20)

In Equation 5.21-22 we show the score function with the Polynomial and the Radial
Basis/Gaussian kernel functions.

h(x) = sign(
N∑
i=1

λiyi(x · xi + 1)s − b) (5.21)

h(x) = sign(
N∑
i=1

λiyi(exp
(
−(x− xi)

2/2σ2
)
− b) (5.22)

In order to make the decision boundary less strict, we choose to apply a soft-margin
instead of a strict-margin, meaning we allow for some of the objects in the training data
to be misclassified. We therefore introduce a slack variable to “loosen” the margin, see
Equation 5.23-24.

w · xi + b ≥ 1− ξi if yi = 1 (5.23)

w · xi + b ≤ −1 + ξi if yi = −1 (5.24)

Applying a soft-margin also reduces the chances for overfitting (Tan, Steinbach, and Ku-
mar 2006). With soft-margin hyperplanes, there is a trade-off between the extra width of
the margin imposed by the slack variable, and the number of objects in the training data
that are misclassified. In order to constrain the soft-margin, we apply a penalty param-
eter for each misclassified object during the training phase to make sure that decision
boundaries with too much slack are penalized. Although it is important to avoid overfit-
ting, it is also important to have a decision boundary with low classification error rate.
The penalty parameter is set to 1, it is the default for the Matlab implementation, and
increasing or decreasing the value did not improve classification accuracy. Increasing the
penalty parameter only lead to longer training times as it has to search for a more strict
margin. In Table 5.7 we summarize the key parameters and our chosen settings for the
Support Vector Machine design.
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Parameter: Value:
Margin Soft-Margin
Kernel functions Linear, Polynomial and Radial Ba-

sis/Gaussian
Polynomial orders 2 and 3
Misclassification penalty 1

Table 5.7: Key parameters for the Support Vector Machine design.

5.5.3 Decision Tree
The Decision Tree (Section 3.2.1.1) is our only white-box method and its output model
displays all patterns used to classify the data. A successfully generated tree is dependent
on several factors such as data type, splitting attributes, split values, how the split is
evaluated and the stopping criteria. Data is purely numerical in this context, which can
make it more difficult to find optimal values to split on. Large and complex trees are
often the result of numerical input data when the splits are performed binary. Splitting
on an attribute that barely has an impact on classification adds an unnecessary level
to the tree. We need to find the optimal split, which is a combination of the attribute
and split value resulting in the largest separation of the data set. In addition to the
difficulties we face during tree growth, it is important that we have criteria for when to
stop growing. We want to avoid trees that have adapted too much to the training data.

When searching for the best split value on an attribute, the Decision Tree can em-
ploy an exhaustive or heuristic search. During an exhaustive search, it evaluates all
possible split values for each attribute. Our design uses the exhaustive approach as that
is the only option for contexts where input data is treated as continuous and not discrete
(MathWorks 2015b) and (MathWorks 2015s), as we choose to do here considering all
input data is represented as floating points. Finding all possible split values is only half
the job as we also have to evaluate the split and how well it is able to separate the data
set. There are three available evaluation criteria in the Matlab library: Twoing, Deviance
and Gini’s diversity index (MathWorks 2015b). The latter criterion, Gini’s diversity
index, evaluates the class distribution in the child nodes after a split by examining the
fraction each class has in the node after classifying the objects in the training data, see
Equation 5.25 where p(i) is the fraction of class i. It calculates an index for each node,
and nodes that results in observations/objects from only one class have an index of zero,
otherwise it is positive. If all objects belong to only one class, the node is considered to be
pure, hence it is an impurity measure.

1−
∑
i

p2(i) (5.25)

The Deviance criterion looks at how the observations deviate from being a pure node,
which as for Gini’s diversity index is also zero when the node contains observations from
only one class. In the Twoing criterion we perform splits with the goal of maximizing
the fraction of observations for each class in both leaf nodes and compare it to the class
distribution in the parent node to see if the child nodes are purer. During initial testing,
all three criteria gave a similar performance in terms of classification accuracy. As Gini’s
diversity index is set as the default criterion for the Matlab implementation (MathWorks
2015b) it remains the split evaluation criterion for the Decision Tree design.
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Building an optimal Decision Tree is considered an NP-complete problem(Hyafil
and Rivest 1976), but with only two classes we are able to use an exhaustive search
within a timely manner, and together with Gini’s diversity index, the tree should be close
to optimal, at least for separating the training data. However, the classification accuracy
for the training data is not important compared to its generalization power and ability
to classify unseen objects. In order to stop the tree from growing too large and avoid
possible overfitting, there needs to be a set of stopping criteria. There are three stopping
criteria for Decision Trees in the Matlab implementation (MathWorks 2015a):

• The node is pure and contains only observations from one class.

• There are less observations in the node than the minimum observations required
for parent nodes.

• A split on this node would lead to a child node with less than minimum number of
observations required for leaf nodes.

An obvious stopping criterion is when the node only contains observations from one
class. Data has been perfectly separated when reaching that node, and further growth
is not necessary. Setting a minimum number of observations for parent and leaf nodes
is necessary in order to avoid a tree with too many leaves, which again have too few
observations and adapted too much to the training data. Every node that becomes a
parent node must, therefore, have a minimum set of observations in order control further
growth resulting in child nodes with too few observations. As for leaf nodes, it is more
difficult to specify a minimum number of observations as we can have a split where the
vast majority of observations end up in one of the nodes resulting in few observations
for the other node, but the split is still good, even though it is unbalanced. The default
values in Matlab are set to ten for parent nodes and one for leaf nodes (MathWorks
2015b). Initial tests showed no increase in performance when increasing or decreasing
these parameter values, they are therefore kept as part of the final Decision Tree design.

Pruning is together with the stopping criteria, used to avoid too large and complex
trees. One can apply pre-pruning, post-pruning or a combination. When applying
pre-pruning, the pruning is done during the tree construction while post-pruning prunes
the tree after it has been constructed. The default for the implementation we use is to
apply pre-pruning by merging the current leaf nodes that share the most popular class
(MathWorks 2015b). Post-pruning can also be applied (MathWorks 2015p), but after
initial tests, it was not found to increase classification accuracy. The trees will therefore
not be subject to any post-pruning.

Having all the main parameters set, the algorithm for constructing the Decision
Tree has the following main steps (MathWorks 2015a):

1. Start with all input data and examine all possible splits on every attribute.

• As the attributes are treated as continuous due the floating-point representa-
tion, the algorithm splits halfway between any two adjacent unique values.

2. Evaluate the split using Gini’s diversity index.

• If the split results in a child node with zero observations, select a new split
which has at least one observation. If there is no possible split that leads to
minimum one observation in each child node, further splitting on this node is
terminated.
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3. Perform the split.

4. Repeat recursively for the two child nodes.

• If the node is pure or contains less than ten observations, further splitting on
this node is terminated.

A table summarizing the key parameter settings for our Decision Tree design is presented
in Table 5.8.

Parameter: Value:
Tree structure Binary tree
Finding split values Exhaustive search
Split evaluation function Gini’s diversity index
Stopping criteria 1 Node is pure
Stopping criteria 2 Node contains less observations

than the minimum requirement for
parent nodes, which is set to ten ob-
servations.

Stopping criteria 3 Potential child nodes would contain
less than the required amount of ob-
servations for leaf nodes, which is
set to one observation.

Table 5.8: Key parameters for the Decision Tree design.

In order to make the output trees easier to interpret, we choose to convert the attribute
names. Otherwise all attributes in, for instance, the Apnea-ECG database would be rep-
resented as x1,x2,x3,x4,x5...x240. In the converted format, x is replaced by the signal
name. Examples of converted attribute names are: Chest_1, Abdomen_1, Nasal_1 and
O2_1. A Decision Tree example with input data consisting of respiration from the chest
and nose and oxygen saturation using one record from the Apnea-ECG database is pre-
sented in Figure 5.9. All leaf nodes with the number 0 represent the class containing
epochs of normal breathing while all leaf nodes with the number 1 represent the class
containing epochs with disrupted breathing.

Figure 5.9: Decision Tree example.

77



5.5.4 K-Nearest Neighbor
Out of all four methods, the K-Nearest Neighbor (Section 3.2.1.3), is by far the simplest.
It is also the only lazy learner as there is no training phase, and the “training” data is
initially just “stored”. This initial phase is therefore fast, as no training really occurs. It
does all the work during classification, meaning it can be slow if there are many objects
in the training set and the objects have many attributes. The general algorithmic steps of
K-Nearest Neighbor are given in (Tan, Steinbach, and Kumar 2006) and are as follows:

1. Let k be the number of nearest neighbors and D be the training set.

2. For each test example, z, compute the distance between z and every example in D.

3. Select the majority class among the k neighbors.

There are some issues to consider when working with the K-Nearest Neighbor. Firstly,
the number of k neighbors must be selected. Having only one neighbor makes classifica-
tion susceptible to noise, as the algorithm works locally, and any noisy data point could
lead to inaccurate classification. However, good classification performance using only one
neighbor, could indicate that the quality of the data set is good. Selecting the k nearest
neighbors is usually done after some experimentation as the setting can give variable
results depending on the quality of the data set. As we have many test settings in this
thesis, we have chosen three different values of k that gave a good performance during
initial tests and they consist of one, five and ten. The performance was equally good for
the three settings during the initial tests, and more than ten neighbors did not seem to
improve classification accuracy. With one neighbor, we get to really evaluate the quality
of the data sets we use. This information will make it easier to also evaluate the other
methods.

As one of the neighbor settings has an even number of ten neighbors, there is a
possibility of a tie break situation. We can end up with five neighbors where the objects
are labeled as class 0 and five labeled as class 1, and we need to have a procedure for
these scenarios. It is possible to choose the class that has the nearest neighbor or simply
pick the class randomly (Tan, Steinbach, and Kumar 2006). In the Matlab library we get
to choose between three tie breakers (MathWorks 2015d):

• Smallest - Select the class with smallest index.

• Nearest - Select the class with the nearest neighbor.

• Random - Select the class randomly.

When we select the class with the smallest index, the object is labeled as class 0 as
that is the smallest index. Meaning that in a tie break, the object would be labeled
as an epoch of normal breathing. The smallest index is the default tie breaker for the
implementation we use. Initial experiments were in favor of the smallest index, although
performance was similar for all three schemes. This tie breaker does go against our belief
that classifying one too many epochs of disrupted breathing is better than misclassifying
objects as epochs of normal breathing. However, we still choose this tie breaker as it
shows the overall best performance.

A problem with majority voting between the neighbors is that each neighbor has
equal importance (Tan, Steinbach, and Kumar 2006). It makes sense that neighbors
closer to the object should have more importance in the class voting than neighbors that
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are further away. However, if too much importance are given to close objects, classifica-
tion can be prone to overfitting. Applying a distance weighting function is common so
that neighbors far away have a weaker impact on the classification as opposed to those
that are closer to the test object. We have three possible weighting functions (MathWorks
2015d):

• Equal - No weighting.

• Inverse - Weight is 1/distance.

• Squared inverse - Weight is 1/(distance)2.

With similar performance for all three functions, we decide to not apply any weighting.
As no weighting gives an equally good classification accuracy compared to the weight
functions, the majority of the neighbors must be of the same class, meaning there are
somewhat clear clusters in the data set. A weight function is therefore not necessary.
Calculating an additional weight adds to the computational complexity, although not by
much, but if classification accuracy does not improve with the added weight function,
there is no point in including it.

The second main consideration is the choice of the distance function. In related
works (Isa, Fanany, Jatmiko, and Arymurthy 2011), (Isa, Fanany, Jatmiko, and Murini
2010), (Khandoker, Karmakar, and Palaniswami 2009), (Yιlmaz et al. 2010) and (Mendez,
Bianchi, et al. 2009), the Euclidean distance function has been used. The Euclidean func-
tion for measuring the distance between two points, p and q with n dimensions/attributes
is presented in Equation 5.26 (Wikipedia 2015b).

d(p, q) =
√

(p1− q1)2 + (p2− q2)2 + ...+ (pi− qi)2 + ...+ (pn− qn)2 (5.26)

However, there are many ways of computing the distance between two objects, and the
following functions are available in the Matlab library (MathWorks 2015d):

• Cityblock

• Chebychev

• Correlation

• Cosine

• Euclidean

• Hamming

• Jaccard

• Mahalanobis

• Minkowski

• Standardized Euclidean

• Spearman
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After some initial testing, we found several functions with similar classification accuracy,
such as Cityblock, Chebychev, Correlation, Cosine, Euclidean, Hamming and Standard-
ized Euclidean. Although the Euclidean function is the most commonly used distance
function and also the default function for the implementation we use, the Cityblock dis-
tance function gave the best overall classification accuracy during our first tests, and is
therefore the distance function for our K-Nearest Neighbor. The Cityblock distance func-
tion formula is presented in Equation 5.27 (Wikipedia 2015h).

d(p, q) =
n∑
i=1

|pi − qi| (5.27)

The function is similar to the Euclidean distance function, but instead of having the
distance be measured in a straight line, the distance can move “between blocks”. We
measure the distance between two objects as the sum of the absolute differences in their
Cartesian coordinates (Wikipedia 2015h). If we use input data consisting of one signal
from the Apnea-ECG database, with two objects p and q, we can compute the distance as
shown in Equation 5.28.

d(p, q) =
60∑
i=1

|pi − qi| (5.28)

A summary of the parameter settings for our K-Nearest Neighbor design is presented in
Table 5.9.

Parameter: Value:
Number of k neighbors 1, 5 and 10
Distance function Cityblock
Distance weight function Equal - no weighting
Tie break method Smallest index

Table 5.9: Key parameters for the K-Nearest Neighbor design.

80



Chapter 6

Implementation

In Chapter 4 we analyzed the requirements for the physiological signals, databases
in PhysioNet and data mining methods. Based on the requirements, we found signals
consisting of respiration from the abdomen, chest and nose and oxygen saturation
to be the most suitable signal types. Three databases from PhysioNet were found to
be applicable in our context where the Apnea-ECG and MIT-BIH Polysomnography
databases could both be used for training and testing while St.Vincent’s University
Hospital database was suitable as test data. Finally we chose four data mining methods
consisting of the Artificial Neural Network, Support Vector Machine, Decision Tree and
K-Nearest Neighbor. In Chapter 5 we followed with a design covering both the structure
of the input data format for all three databases and the design for our data mining
methods. In this chapter, we present the implementation details used to realize our
design.

The remainder of this chapter is organized as follows: Section 6.1 summarizes the
implementation environment with both hardware and software specifications. We
describe the input data processing for all three databases in Section 6.2. In Section
6.3.1-4 we present the implementation details for the four methods in the same order
as in the design chapter, starting with the Artificial Neural Network followed by the
Support vector Machine, Decision Tree and finally the K-Nearest Neighbor. This chapter
only presents and describes the implementation. Examples on how to set up the imple-
mentation and test environment, and run the various scripts are given in Appendix A.
Some scripts, such as the function used to calculate the AHI index and functions used to
change attribute names for the Decision Tree are only described in Appendix A.

6.1 System Environment
Before we started constructing a design for our data mining methods, we examined
the possibility of using existing solutions. As these methods have been extensively
researched for decades, many solutions already exist, both commercial and open source
(Wikipedia 2011), and there is no need to “reinvent the wheel”, if not necessary. The
ideal computing environment contains implementations for all four methods, but with
support for experimentation with all key parameters, making it possible to customize the
methods. We decided to use the well-known numerical computing environment, Matlab
(MathWorks 2015h), with over a million users from backgrounds such as engineering
and science. Although a commercial solution, the University of Oslo has a license that
can freely be used by students (UiO 2014). All four methods come with an extensive
library, making it possible to customize every important aspect. As the files from
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PhysioNet are in binary format, we are dependent on the tools offered by PhysioNet to
both read and process them. Fortunately, these tools are available inside the Matlab
environment (PhysioNet 2015d), making it possible to prepare the input data in the
same environment where we implement the data mining methods.

All implementation and testing have been conducted on a Lenovo Thinkpad W530
laptop. It has a quad-core CPU, eight GB of RAM and the operating system is a 64-bit
Windows 7. The University of Oslo has a Matlab license for both Linux and Windows.
However, the Linux version we found was the R2013a version, making it outdated.
Although it is quite common to use older versions of software, it was not acceptable as
we wanted to get the newest implementation of the data mining methods. We, therefore,
use the R2014b version.

6.2 Input Data
This section provides the implementation responsible for processing and preparing the
input data. The input data design varies slightly between the databases (Section 5.2.1-
2), although the general structure is the same. All objects are placed in a matrix while
the classes are placed in a vector. Each row in the matrix represents one single object
while the columns constitute the attributes contained in the objects. It is also possible
to place the objects vertically in the columns (MathWorks 2015o), but we choose to place
them horizontally as that format is clearer and easy to understand. With two classes, we
simply present them as either 0 or 1 in the vector, where class 0 represents objects con-
taining epochs of normal breathing, while class 1 represents objects containing data with
disrupted breathing. It is important that the objects match their actual class, meaning
that each row index in the matrix matches the index containing the class in the vector.
See Figure 6.1 for a generic illustration of a matrix and vector, where the object have
three attributes with values of either 0 or 1, and there are two classes also denoted as 0
and 1. Each object where the majority of the attributes contains the value 0 belongs to
class 0 and vice versa for objects where the majority of the attributes contains the value
1.

Index: Attribute 1: Attribute 2: Attribute 3:
0 0 1 1
1 0 0 1
2 0 1 0
3 1 0 0
4 1 1 0
5 0 0 0
6 1 0 1
7 0 0 1
8 1 1 1
9 0 1 0

Index: Class:
0 1
1 0
2 0
3 0
4 1
5 0
6 1
7 0
8 1
9 0

Table 6.1: Input data format.

Before we present the implementation details, we describe the functions from PhysioNet
used to read and process the signal and annotation files in Section 6.2.1. As input data
format varies slightly between the databases, we choose to process and prepare their data
in separate scripts, and these are presented separately in Section 6.2.2-4.
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6.2.1 PhysioNet Functions
In order to read and extract data from the signal and annotation files, we use three
functions: rdsamp, rdann and wfdbdesc. One of the functions, wfdbdesc, is used indirectly
through the rdsamp function. The three functions are described as follows:

rdsamp: The rdsamp function (PhysioNet 2015c), is used to read and return data from
the signal files. It takes a number of input parameters, but we use only the following:

• Name of the record.

• A vector containing the column numbers to read. Each column constitutes a signal
type (Section 5.1.1-3).

• Line number specifying where we want to start reading from in the file.

• A number specifying how many lines/rows of data we want to read.

The function returns several things, but most importantly a matrix containing the data.
In the matrix, each column represents the signal type and the rows contain the data. The
matrix is similar to the file structure shown in Section 5.1.1-3.

rdann: The rdann function(PhysioNet 2015b), is used to read and return data from the
annotation files. In order to read an annotation file, we must provide two input param-
eters that specify the name of the record without the postfix, and the postfix separately.
For the Apnea-ECG database, the postfix is apn and for the MIT-BIH Polysomnogra-
phy database it is st. Annotation files are not read for St.Vincent’s University Hospital
database as it is only used as test data (Section 5.1.3). The function returns a vector for
each column in the file, where one of the columns contain the sleep apnea annotations.

wfdbdesc: The wfdbdesc function (PhysioNet 2015e), is not used directly in the code
that processes input data, but it has been used directly to lookup information such as the
sampling frequency of the database records. This function is also used indirectly in the
rdsamp function, as rdsamp uses the frequency in the header record of the files returned
by wfdbdesc. A possible bug was found when reading signal data files from St.Vincent’s
University Hospital database. Unlike the other two databases, this databases does not
have the correct sampling frequency in the header of the records. The actual frequency in
the file is 128 Hz, but in the header, the frequency is set to 1 Hz. When using the rdsamp
function, it will, if the number of lines to read is not specified, read lines based on the
number of seconds in the file multiplied with the frequency in the header. Meaning that
if the user does not specify an amount of lines to read, it will skip a total of 127/128 of the
data.

6.2.2 Apnea-ECG Database
In the Apnea-ECG database, there are eight records containing all available signal types:
a01er, a02er, a03er, a04er, b01er, c01er, c02er and c03er. We can, therefore, use every
record for all signal combinations. Annotations are sampled every minute, meaning that
every minute of signal data has a corresponding annotation. Each annotation is denoted
as either N for a minute with only normal breathing or A for a minute containing at least
one apnea or hypopnea event. These annotations can simply be replaced with 0 and 1 in
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the vector containing the classes. The sampling rate is 100 Hz in the signal files, mean-
ing we originally have 6000 rows of signal data per annotation. As discussed in Section
5.2, we want to adjust the sample rate down to 1 Hz by taking the average value of the
original sample as nightly respiratory changes develop over a time span of seconds, mak-
ing it unnecessary to keep the high sample rate to detect disrupted breathing. With a
sample reduction to 1 Hz, each signal will contain 60 attributes and a combination of all
four results in a total of 240 attributes, see Table 6.2 for an illustration of the input data
design. It is important that we keep the attributes in the correct order, meaning that the
first attribute for each signal type contains the average value of the first 100 rows of data
etc.

Object: Attributes: Class:
0 x1...x60 or x1...x120 or x1...180 or x1...x240 0
1 x1...x60 or x1...x120 or x1...180 or x1...x240 1
2 x1...x60 or x1...x120 or x1...180 or x1...x240 1
3 x1...x60 or x1...x120 or x1...180 or x1...x240 1
4 x1...x60 or x1...x120 or x1...180 or x1...x240 0
5 x1...x60 or x1...x120 or x1...180 or x1...x240 0
6 x1...x60 or x1...x120 or x1...180 or x1...x240 1
7 x1...x60 or x1...x120 or x1...180 or x1...x240 0
8 x1...x60 or x1...x120 or x1...180 or x1...x240 0
9 x1...x60 or x1...x120 or x1...180 or x1...x240 0
..n x1...x60 or x1...x120 or x1...180 or x1...x240 ..n

Table 6.2: Input data format for the Apnea-ECG database.

In summary, the code that prepares input data from the Apnea-ECG database must per-
form the following main steps:

• Create the matrix and vector that will hold the signal and annotation data.

• Read and extract signal and annotation data.

• Set all sleep apnea annotations denoted as N to 0 and annotations denoted as A to
1 in the vector containing the classes.

• For the signal data, we must adjust the sample frequency from 100 Hz to 1 Hz by
computing the average value of the original 100 Hz sample.

• All not a number (NAN) values should be set to zero as the Artificial Neural Net-
work in Matlab can not handle such values.

• We must apply normalization to the columns.

• Transform the matrix by taking bulks of 60 rows and place them horizontally as in
Table 6.2, so that each row contains one minute of data.
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function [annotations, r] = process_apnea_ecg()
% Signal types: 2 = Resp. Chest, 3 = Resp. Abdomen, 4 = Resp. Nasal and 5 = Oxygen saturation.
signals = [2 3 4 5];
num_signals = size(signals, 2);

% Function reads signal and annotation data for one record at a time.
function [data,annotations] = read_record(record_name)

% Read and process annotation data.
[~,type,~,~,~,~] = rdann(record_name, ’apn’);
annotations = type==’A’;

% Read signal data.
[~, signal] = rdsamp(record_name, signals, 100*60*size(annotations,1));
% Adjust the sampling rate from 100 Hz to 1 Hz.
data = reshape(mean(reshape(signal, 100,[])), [], num_signals);

end

% Function reads signal and annotation data for all specified records and
% and adds data from "read_record" to "data" and "annotations" containers.
function [data, annotations] = read_records(records)

data = zeros(0, num_signals);
annotations = zeros(0,1);
for record = 1:size(records,1)

[d_i, a_i] = read_record(char(records(record)));
data = vertcat(data, d_i);
annotations = vertcat(annotations, a_i);

end
end

% Parameter specifying which records to read.
records = cellstr([’a01er’; ’a02er’; ’a03er’; ’a04er’; ’b01er’; ’c01er’; ’c02er’; ’c03er’]);
[x, annotations] = read_records(records);

% Replace NAN(not a number values) with zero.
x(isnan(x)) = 0;

% Normalize the columns.
normA = max(x) - min(x);
normA = repmat(normA, [length(x) 1]);
x = x./normA;

x(isnan(x)) = 0;

% The remaining code moves blocks of 60 rows for each column and place them horizontally
% so each row contains the whole object.
pr_iteration = 60;
assert(mod(size(x,1), pr_iteration) == 0);
nn_input = zeros(size(x,1)/pr_iteration, num_signals*pr_iteration);

j = 1;
for i = 1:pr_iteration:size(x,1)

nn_input(j,:) = reshape(x(i:i+pr_iteration-1,:), 1, []);
j = j + 1;

end

r = nn_input;
end

Figure 6.1: Code used to prepare input data from the Apnea-ECG database.
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The code that prepares input data from the Apnea-ECG database is presented in
Figure 6.1. Main function name is process_apnea_ecg and return parameters are given
as [annotations, r], and these constitute the class vector and signal data matrix shown
in Table 6.2. Signal combinations are specified using the signals parameter. There is a
difference between the column numbers given in Section 5.1 and the column numbers
in the script as the rdsamp function skips the first column containing the time stamps,
meaning we subtract the original column number by one.

The function read_record is responsible for reading both the signal and annotation
data for a specific record and return the processed signal and annotation data.
Annotations are processed first by using the rdann function, which returns the vector
denoted as type that contains the sleep apnea annotations. We set each annotation
marked as A to 1 in the class vector. As the vector is initialized with zero values, it is
not necessary to set the annotations marked as N. Signal data is read using the rdsamp
function. As the annotations are sampled every minute and the sampling frequency in
the signal files is 100 Hz, the total number of rows to read is 100 * 60 * the number of
annotations. We reshape the signal matrix by adjusting the sample rate from 100 Hz to
1 Hz in data = reshape(mean(reshape(signal, 100,[])), [], num_signals);.

Once the records have been read and the sample rate has been adjusted, the func-
tion isnan is used to detect values that are not numbers (NANs) as the Artificial Neural
Network can not handle such values. These are then set to zero. However, they can be
handled differently with techniques used for missing attributes, such as substitution
(Section 3.1.2). The next steps normalize each column, and the code is taken from
(Stackoverflow 2010). We compute the difference between the maximum and minimum
value for each column and divide each original value on this difference. Normalization
is often applied to input data to make sure that values are not too large (Marsland
2009). There is a normalization function that normalize columns in Matlab (MathWorks
2015k), but this function is noticeably much slower and results were poor for the Support
Vector Machine, and it was therefore not used. It is also possible to normalize the rows
(MathWorks 2015l), and this was initially tested, but did not achieve as good results
as column-based normalization. We perform an additional check for NAN values to fix
possible introductions of such values during normalization.

As a final step, we reshape the matrix which at this point contains four columns,
one per signal, by taking bulks of 60 rows and place them horizontally to make the rows
contain one-minute of data as shown in Table 6.2. See Table 6.3 for an illustration of this
transformation. It is worth mentioning that the resulting table does not contain four
columns, there are 60 columns per signal type.

Resp. Ab-
domen

Resp.
Chest

Resp. Nose Oxygen
saturation

a_1 c_1 n_1 o_1
a_2 c_2 n_2 o_2
a_3 c_3 n_3 o_3
a_4 c_4 n_4 o_4
a_5 c_5 n_5 o_5
...a_n ...c_n ...n_n ...o_n

Resp. Abdomen Resp. Chest Resp. Nose Oxygen satura-
tion

a_1...a_60 c_1...c_60 n_1...n_60 o_1...o_60
a_61...a_120 c_61...c_120 n_61...n_121 o_61...o_120
a_121...a_180 c_121...c_180 n_121...n_180 o_121...o_180
a_181...a_240 c_181...c_240 n_181...n_240 o_181...o_240
a_241...a_300 c_241...c_300 n_241...n_300 o_241...o_300
a_n...a_n+60 c_n...c_n+60 n_n...n_n+60 o_n...o_n+60

Table 6.3: (a) The matrix consists of the original four columns, but sample size has been
reduced to 1 Hz. (b) Each signal has been expanded to 60 columns containing one-minute
of data. The matrix is now ready to be used as input data.
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6.2.3 MIT-BIH Polysomnography Database
In the MIT-BIH Polysomnography database records contain various signal combinations
(Section 5.1.2), and no record contains respiration from both the abdomen and chest as
separate signal types. Annotations are sampled every thirty seconds. Unlike the Apnea-
ECG database, the annotations present several sleep apnea types and events consisting
of the following:

• H -> Hypopnea.

• HA -> Hypopnea with arousal.

• OA -> Obstructive apnea.

• X -> Obstructive apnea with arousal.

• CA -> Central apnea.

• CAA -> Central apnea with arousal.

As we do not distinguish between the various sleep apnea types or events in this thesis,
we simply set all of them to 1 in the class vector as all types present disrupted breathing
in some form.

The sampling rate is 250 Hz in the signal files, meaning we originally have 7500
rows of signal data per annotation. As for the Apnea-ECG database, we adjust the
sample rate from 250 Hz to 1 Hz, meaning that each signal will contain 30 attribute
values per annotation, and a maximum of three signals results in a total of 90 attributes,
see Table 6.4 for an illustration of the input data design. We must maintain the attribute
order, meaning that the first attribute for each signal type contains the average value of
the first 250 rows of data etc.

Object: Attributes: Class:
0 x1...x30 or x1...x60 or x1...x90 0
1 x1...x30 or x1...x60 or x1...x90 1
2 x1...x30 or x1...x60 or x1...x90 1
3 x1...x30 or x1...x60 or x1...x90 1
4 x1...x30 or x1...x60 or x1...x90 0
5 x1...x30 or x1...x60 or x1...x90 0
6 x1...x30 or x1...x60 or x1...x90 1
7 x1...x30 or x1...x60 or x1...x90 0
8 x1...x30 or x1...x60 or x1...x90 0
9 x1...x30 or x1...x60 or x1...x90 0
..n x1...x60 or x1...x60 or x1...x90 n

Table 6.4: Input data format for the MIT-BIH Polysomnography database.

In summary, the code that prepares input data from the MIT-BIH Polysomnography
database must perform the following main steps:

• Create the matrix and vector that will hold the signal and annotation data.

• Read and extract signal and annotation data.
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• Set all sleep apnea annotations to 1 in the class vector and annotations with only
sleep stages, to 0.

• For the signal data, we must adjust the sample frequency from 250 Hz to 1 Hz by
computing the average value of the original 250 Hz sample.

• All not a number (NAN) values should be set to zero as the Artificial Neural Net-
work in Matlab can not handle such values.

• We must apply normalization to the columns.

• Transform the matrix by taking bulks of 30 rows and place them horizontally as in
Table 6.4, so that each row contains thirty seconds of data.

Design is very similar to the script that processes input data for the Apnea-ECG
database as all main steps are the same, see Figure 6.2. We therefore only discuss
the differences between the implementations. When reading the annotation files using
rdann in read_record, the postfix is now set to st, as this is the postfix for annotation files
in the MIT-BIH Polysomnography database (Section 5.1.2). Sleep apnea annotations are
stored together with sleep stages in the aux column, and they have six different values.
Central apneas are denoted as CA, central apnea with arousal as CAA, obstructive
apneas as OA, obstructive apneas with an arousal as X, hypopneas as H and hypopneas
with arousal as HA. We therefore use a simple regular expression to search for these
annotations in the aux column and set these to 1 in the vector containing the classes.

There are some irregularities with the sampling size specified for the first annota-
tion in some of the annotation files as they do not follow the fixed interval with 7500
rows of signal data per annotation, we therefore skip all first annotations and the
corresponding signal data. We start reading from the sample size in the first annotation
in read_from = sample(1);, instead of the beginning of the file. When we specify how
many lines to read in read_to = 250*30*(size(annotations,1)) + read_from - 1;, we must
include the rows we dropped as rdsamp starts from the top of the file when one specifies
how many lines to read.
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function [annotations, r] = process_slpdb()
% Signal types: 4 = Resp. Nose, 5 = Resp. Abdomen/Chest and 7 = Oxygen saturation.
signals = [4 5 7];
num_signals = size(signals, 2);

% Function reads signal and annotation data for one record at a time.
function [data,annotations] = read_record(record_name)

% Read and process annotation data.
[sample,~,~,~,~,aux] = rdann(record_name, ’st’);
annotations = zeros(size(aux,1)-1, 1);
anno_index = 1;
for i = 2:size(aux,1)

annotations(anno_index) = not(isempty(regexp(char(aux{i}), ’C|O|X|H’)));
anno_index = anno_index + 1;

end

% Read signal data.
read_from = sample(1);
read_to = 250*30*(size(annotations,1)) + read_from - 1;
[~, signal] = rdsamp(record_name, signals);
signal = signal(read_from:read_to,:);
% Adjust the sampling rate from 250 Hz to 1 Hz.
data = reshape(mean(reshape(signal, 250,[])), [], num_signals);

end

% Function reads signal and annotation data for all specified records and
% and adds data from "read_record" to "data" and "annotations" containers.
function [data, annotations] = read_records(records)

data = zeros(0, num_signals);
annotations = zeros(0,1);
for record = 1:size(records,1)

[d_i, a_i] = read_record(char(records(record)));
data = vertcat(data, d_i);
annotations = vertcat(annotations, a_i);

end
end

% Parameter specifying which records to read.
records = cellstr([’slp59 ’; ’slp66 ’]);
[x, annotations] = read_records(records);

% Replace NAN(not a number values) with zero.
x(isnan(x)) = 0;

% Normalize the columns.
normA = max(x) - min(x);
normA = repmat(normA, [length(x) 1]);
x = x./normA;

x(isnan(x)) = 0;

% The remaining code moves blocks of 30 rows for each column and place them horizontally
% so each row contains the whole object.
pr_iteration = 30;

x = x(1:size(x,1) - mod(size(x,1), pr_iteration),:);

assert(mod(size(x,1), pr_iteration) == 0);
nn_input = zeros(size(x,1)/pr_iteration, num_signals*pr_iteration);

j = 1;
for i = 1:pr_iteration:size(x,1)

nn_input(j,:) = reshape(x(i:i+pr_iteration-1,:), 1, []);
j = j + 1;

end

r = nn_input;
end

Figure 6.2: Code used to prepare input data from the MIT-BIH Polysomnography
database.
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6.2.4 St. Vincent’s University Hospital Database
Unlike the other two databases, data from St.Vincent’s University Hospital database is
only used as test data (Section 5.1.3). We therefore skip any processing of the annotation
files, but the main steps are otherwise the same. The data must be processed to fit the
input data format the model has been trained on. All records contain the four selected
signals and a complete list of files can be found in (PhysioNet 2011b). Sampling frequency
is set to 128 Hz for the signal files and will have to be adjusted to 1 Hz. In summary,
the code that prepares input data from St.Vincent’s University Hospital database must
perform the following main steps:

• Create the matrix that will hold the signal data.

• Read and extract signal data from one record at a time.

• For the signal data, we must adjust the sample frequency from 128 Hz to 1 Hz by
computing the average value of the original 128 Hz sample.

• All not a number (NAN) values should be set to zero as the Artificial Neural Net-
work in Matlab can not handle such values.

• We must apply normalization to the columns.

• Transform the matrix by taking bulks of either 30 or 60 rows and place them hori-
zontally as in Table 6.2 and Table 6.4 so that each row contains either one minute
or thirty seconds of data.

The code that prepares input data from St.Vincent’s University Hospital database is pre-
sented in Figure 6.3 and it has the exact same main processing steps as the other two
scripts. Main difference is that we do not read or process data from the annotation files.
We read entire records, but due to the sample frequency specification error in the header
of the signal files (Section 6.2.1), it is necessary to specify the number of lines we want to
read when using rdsamp. In addition, we must remove whatever extra data that makes
it impossible to divide the number of lines by 128 before we adjust the sample rate. Oth-
erwise it is worth noting that the pr_iteration parameter needs to be adjusted depending
on what database the model has been trained on. We set it to 60 if the model has been
trained on data from the Apnea-ECG databse and to 30 if it has been trained on data
from the MIT-BIH Polysomnography database.
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function [r] = process_ucddb()
% Signal types: 7 = Oxygen saturation, 9 = Resp. Nose, 11 = Resp. Chest and 12 = Resp. Abdomen.
signals = [7 9 11 12];
num_signals = size(signals, 2);

% Function reads signal data for one record at a time.
function [data] = read_record(record_name)

% Read signal data.
[~, x] = rdsamp(record_name, signals, 3106176);
% Skip the remaining signal data so that the number of lines is divisible by 128.
x = x(1:size(x,1) - mod(size(x,1), 128),:);
% Adjust the sampling rate from 128 Hz to 1 Hz.
data = reshape(mean(reshape(x, 128,[])), [], num_signals);

end

% Function reads signal data and adds data from "read_record" to "data" container.
function [data] = read_records(records)

data = zeros(0, num_signals);
for record = 1:size(records,1)

[d] = read_record(char(records(record)));
data = vertcat(data, d);

end
end

% Parameter specifying which record to read.
records = cellstr(’ucddb024.rec’);
[x] = read_records(records);

% Replace NAN(not a number values) with zero.
x(isnan(x)) = 0;

% Normalize the columns.
normA = max(x) - min(x);
normA = repmat(normA, [length(x) 1]);
x = x./normA;

x(isnan(x)) = 0;

% The remaining code moves blocks of 60 rows for each column and place them horizontally
% so each row contains the whole object.
% pr_iteration is set to either 30 or 60 depending on which database the model
% has been trained on.
pr_iteration = 60;

x = x(1:size(x,1) - mod(size(x,1), pr_iteration),:);

assert(mod(size(x,1), pr_iteration) == 0);
nn_input = zeros(size(x,1)/pr_iteration, num_signals*pr_iteration);

j = 1;
for i = 1:pr_iteration:size(x,1)

nn_input(j,:) = reshape(x(i:i+pr_iteration-1,:), 1, []);
j = j + 1;

end

r = nn_input;
end

Figure 6.3: Code used to prepare input data from St.Vincent’s University Hospital
database.
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6.3 Data Mining
In this section we present the implementation details used to realize the design for our
four data mining methods. We briefly summarize the design for each method before we
present the implementation. As we have two main test settings, one using ten-fold cross-
validation for general epoch classification, and one using the holdout method to classify
one subject at a time (Section 5.4), there are two implementations for each method al-
though they are very similar. Section 6.3.1 presents the Artificial Neural Network so-
lution, followed by the Support Vector Machine in Section 6.3.2. The Decision Tree is
presented in Section 6.3.3 and finally we describe our implementation of the K-Nearest
Neighbor in Section 6.3.4.

6.3.1 Artificial Neural Network
The design for our Artificial Neural Network (Section 5.5.1) can be summarized as fol-
lows:

• The network structure is the standard Multi-Layer Feed-Forward Artificial Neural
Network.

• Number of input nodes ranges from 30 to 240 depending on the database and signal
combination.

• We have one output node that should fire for objects containing disrupted breathing
and not fire for those containing normal breathing.

• One hidden layer with hidden nodes varying between 10, 20, 30, 50 and 100.

• Nguyen-Widrow algorithm is used to initialize the weights and biases.

• Learning/backpropagation algorithm is the Scaled Conjugate Gradient with
weights updated after all objects in the training set have passed through the net-
work.

• Maximum training iterations where accuracy does not increase on the validation
set is set to six.

• Activation function in the hidden layer is the Hyperbolic Tangent function, and in
the output layer the Softmax function.

The Matlab library offers several types of Artificial Neural Network structures, such
as the standard feed-forward network for classification, times series prediction net-
works and networks that use unsupervised learning (MathWorks 2015i). We use the
feed-forward network which is described in (MathWorks 2015m). In the Neural Network
Toolbox (MathWorks 2015i), we have a choice between a command-line version or a
graphical user interface (GUI) tool (MathWorks 2015c). Although the command-line ver-
sion is harder to use due to an extensive function library, it makes it possible to customize
key factors such as the learning and activation functions. As we wanted to experiment
and find the best settings for our network, it was necessary to use the command-line
version. However, after initial experimentation we found that changing the parameters
did not improve accuracy, meaning that the final design is kept identical to the network
used in the GUI tool. Still, it is not possible to apply ten-fold cross-validation without
using the command-line version.
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function neural_net(data, an)
% Partition the data randomly into ten folds to be used for ten-fold cross-validation.
CVO = cvpartition(size(data, 1),’k’,10);
t_tr = 0;
t_te = 0;

function [net] = train_network(data, an)
x = data’;
t = an’;

% Create a Pattern Recognition Network.
% Set the number of hidden nodes.
hiddenLayerSize = 20;
net = patternnet(hiddenLayerSize);

% Setup division of data for training and validation.
net.divideParam.trainRatio = 70/100;
net.divideParam.valRatio = 30/100;

% Set the backpropagation and activation functions.
net.trainFcn = ’trainscg’;
net.layers{1}.transferFcn = ’tansig’;
net.layers{2}.transferFcn = ’softmax’;

% Train the Network
[net,~] = train(net,x,t);

end

% Store the test results.
allGuessedAn = zeros(size(an));

% Train ten models.
for i = 1:CVO.NumTestSets

% Get the indexes to use for training and testing.
trainingIdx = CVO.training(i);
testIdx = CVO.test(i);

% Extract the actual signal and class data.
trainingData = data(trainingIdx,:);
trainingAn = an(trainingIdx,:);
testData = data(testIdx,:);
tic;
net = train_network(trainingData, trainingAn);
t_tr = t_tr + toc;
tic;
% All output values above 0.5 are considered a "fire".
guessedAn = net(testData’) > 0.5;
t_te = t_te + toc;
allGuessedAn(testIdx,:) = guessedAn;

end

% Compare the classified labels with the actual class labels.
res = an(:)==allGuessedAn(:);
% Compute the accuracy.
c = (sum(res)/length(res))*100
% Plot a confusion matrix of the results.
plotconfusion(an’, allGuessedAn’);

t_tr
t_te

end

Figure 6.4: Artificial Neural Network implementation with ten-fold cross-validation.

In Figure 6.4 we present the code used to implement the Artificial Neural Network
with ten-fold cross-validation. The main function neural_net takes two input parameters
consisting of the signal data matrix, data and the class vector, an. Before we set up the
network structure, we partition the data into ten folds. Each network will train on 9/10
of the folds and test on the remaining 1/10. As training and testing times are both part
of our performance evaluation (Section 5.4), we use the parameter t_tr to output the
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training time and t_te to output the testing time. The Matlab functions tic and toc are
used to start and stop the timers (MathWorks 2015u).

Networks are set up and trained in the train_network function. The number of
hidden nodes is set by the hiddenLayerSize parameter, which in Figure 6.4 is set to 20.
As the Artificial Neural Network uses validation sets to evaluate the progress during
training, the training data is divided into two separate data sets, where one is used
for training and the other as a validation set. After each training iteration, we use the
validation set to test current network performance in terms of accuracy. When there
is no improvement for six training iterations, the training phase is terminated. After
initializing the network structure, we set the backpropagation and activation functions.
It is worth mentioning that the values we have set here, meaning the Scaled Conjugate
Gradient (MathWorks 2015q), Hyperbolic Tangent (MathWorks 2015t) and Softmax
functions (MathWorks 2015r) are default settings for this network structure in Matlab.
It is therefore not necessary to specify them as we have done in Figure 6.4. However, we
want to show how these functions can be set.

We start training the network in [net, ] = train(net,x,t);. The train function (Math-
Works 2015v) first initializes the weights and biases with the Nguyen-Widrow algorithm
(MathWorks 2015j), see Section 5.5.1 for a detailed description of this algorithm. During
each training iteration, all objects in the training set pass through the network. After
every iteration, the Scaled Conjugate Gradient updates the weights at each layer based
on the errors produced, starting at the output layer before updating the weights at
the hidden layer. Training stops when there has been no improvement in accuracy on
the validation set for the last six training iterations, the maximum number of training
iterations has been reached, which is set to 1000 and is default, or the gradient has
reached a minimum of 1.00e-5, also a default value. The output is a fully trained network
ready to be used for classification.

As the Softmax function outputs values between 0 and 1 at the output node, we
treat all values above 0.5 as a fire. When all ten models have finished training and test-
ing, we compare the classified labels to the actual classes in res = an(:)==allGuessedAn(:);,
and from there we can easily calculate the accuracy. We get the sensitivity and specificity
values by using the plotconfusion method in Matlab (MathWorks 2013), which plots a
confusion matrix (Section 3.3).

In Figure 6.5 we present the code used to implement the Artificial Neural Net-
work without ten-fold cross-validation. We use this function when we want to use test
data from a specific subject and evaluate the classified AHI index with the subject’s
actual index (Section 5.4). The function takes three input parameters consisting of the
signal data and annotation data used during training, trainingData and trainingAn and
the signal data from the subject, testData. Network structure is otherwise the same as
in Figure 6.4. After the network is trained, we classify all objects in the test set and
calculate the AHI index, this function is described in Appendix A.
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function neural_net_AHI(trainingData, trainingAn, testData)
% Create a Pattern Recognition Network.
% Set the number of hidden nodes.
hiddenLayerSize = 20;
net = patternnet(hiddenLayerSize);

% Setup division of data for training and validation.
net.divideParam.trainRatio = 70/100;
net.divideParam.valRatio = 30/100;

net.trainParam.showWindow = 0;

% Set the backpropagation and activation functions.
net.trainFcn = ’trainscg’;
net.layers{1}.transferFcn = ’tansig’;
net.layers{2}.transferFcn = ’softmax’;

% Train the Network
[net,~] = train(net,trainingData’,trainingAn’);

% All output values above 0.5 are considered a "fire".
guessedAn = net(testData’) > 0.5;

% Get the AHI index.
AHI(guessedAn’)

end

Figure 6.5: Artificial Neural Network implementation.

6.3.2 Support Vector Machine
The design for our Support Vector Machine (Section 5.5.2) can be summarized as follows:

• We use a soft margin, meaning we allow for some of the objects in the training set
to fall on the wrong side of the decision boundary.

• The penalty for misclassified objects is set to 1.

• A Dual Lagrangian is used to find the support vectors.

• We test three kernel functions: the Linear, Polynomial and Radial Basis/Gaussian.

• Polynomial orders are set to 2 and 3.

Unlike the Artificial Neural Network, the Support Vector Machine and the remaining
methods have a much smaller function library. This is because the Artificial Neural
Network is a more general data mining method with various types of networks appli-
cable in a large range of contexts. As we have a binary-class context, we use the binary
version of the Support Vector Machine (MathWorks 2015w). The implementation of the
Support Vector Machine using ten-fold cross-validation is shown in Figure 6.6. Applying
ten-fold cross-validation requires only a parameter setting, which is the main reason
why this implementation is much more compact than the Artificial Neural Network
implementation in Figure 6.4, where we had to implement it “manually”.

We train the Support Vector Machine by using the fitscvm function. The function
only requires the signal data matrix and the class vector as input parameters, but in
Figure 6.6 we have specified both the kernel function and ten-fold cross-validation.
Without specifying the kernel function, it uses the default linear kernel. As ten-fold
cross-validation is the default setting when using cross-validation in Matlab, it is
sufficient to just set the parameter CrossVal to on. Applying ten-fold cross-validation
results in an output containing ten models. Setting the kernel function is easily done
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by changing the KernelFunction parameter, which is now set to gaussian. When we test
the Polynomial kernel function we set the parameter to polynomial, but we must also
specify the order, which is done by adding another name-value input parameter: mdl =
fitcsvm(data, an, ’KernelFunction’, ’polynomial’, ’PolynomialOrder’, 2, ’CrossVal’, ’on’);.

Both the soft margin, the penalty value and the Dual Lagrangian are default set-
tings for the Support Vector Machine in Matlab. In the training phase, by using the Dual
Lagrangian we find the support vectors that hold up the maximum margin hyperplane.
These are then used to classify the objects in the test set. The Dual Lagrangian formulas
using all three kernel functions and the score function used to classify objects are de-
scribed in Section 5.5.2. As for the Artificial Neural Network, we compare the classified
objects with their actual classes and compute both the accuracy and confusion matrix
to get all performance metrics. Despite its name, the kfoldPredict function (MathWorks
2015f) does not perform prediction, it performs regular classification without any time
aspect.

function SVM(data, an)
tic;
% Training ten Support Vector Machine models with 10-fold cross-validation.
mdl = fitcsvm(data, an, ’KernelFunction’, ’gaussian’, ’CrossVal’, ’on’);
t_tr = toc;

tic;
% Classify the data in the test sets.
classify_svm = kfoldPredict(mdl);
t_te = toc;

% Compare the classified labels with the actual class labels.
res = an(:)==classify_svm(:);
% Compute the accuracy.
c = (sum(res)/length(res))*100
% Plot a confusion matrix of the results.
plotconfusion(an’, classify_svm’);

t_tr
t_te

end

Figure 6.6: Support Vector Machine implementation with ten-fold cross-validation.

In Figure 6.7 we show the implementation of the Support Vector Machine without
ten-fold cross-validation. It takes three input parameters identical to the solution for the
Artificial Neural Network in Figure 6.5, where data and an contain the signal matrix
and class vector used during training, and data_test contains signal data from the subject
whose AHI index we want to classify. As for the kfoldPredict function used to classify
the test objects when using ten-fold cross-validation, the predict function (MathWorks
2015n) does not perform prediction, just classification.

function SVM_AHI(data, an, data_test)
% Train a Support Vector Machine.
mdl = fitcsvm(data, an, ’KernelFunction’, ’gaussian’);

% Classify the test data using the trained Support Vector Machine model "mdl".
classify_svm = predict(mdl, data_test);

% Get the AHI index.
AHI(classify_svm)

end

Figure 6.7: Support Vector Machine implementation.

96



6.3.3 Decision Tree
The design for our Decision Tree (Section 5.5.3) can be summarized as follows:

• We use a binary tree structure as there are only two classes.

• With two classes, we can use an exhaustive approach when evaluating the split val-
ues within a timely manner, meaning we compare all split values for each attribute.

• Gini’s diversity index is used to evaluate potential splits by examining the class
fraction in each resulting child node.

• We have the following three stopping criteria:

– If a node is pure, meaning it contains only observations of one class, further
splitting is terminated.

– If a node contains less than ten observations, we can not further split on the
node.

– We can not split a node resulting in two child nodes where one of the nodes has
less than one observation.

The Decision Tree implementation using ten-fold cross-validation is given in Figure 6.8.
It shares many similarities with the implementation of the Support Vector Machine in
Figure 6.6, but only when it comes to the general structure, not the actual functionality.
Decision Trees are trained with the fitctree function. As all our design choices are default
settings for the Decision Tree implementation (MathWorks 2015b), the input parameters
consist only of the input data and the ten-fold cross-validation setting. The fitctree
function (MathWorks 2015b) is responsible for training the Decision Tree, where the
algorithmic steps can be found in Section 5.5.3. With ten-fold cross-validation, it returns
ten fully trained trees. We then classify the objects in the test set, and compare the
classified labels with the actual classes as before to compute the accuracy and confusion
matrix.

function decision_tree(data, an)
tic;
% Training ten Decision Trees with 10-fold cross-validation.
mdl = fitctree(data, an, ’CrossVal’, ’on’);
t_tr = toc;

tic;
% Classify the data in the test sets.
classify_decision_tree = kfoldPredict(mdl);
t_te = toc;

% Compare the classified labels with the actual class labels.
res = an(:)==classify_decision_tree(:);
% Compute the accuracy.
c = (sum(res)/length(res))*100
% Plot a confusion matrix of the results.
plotconfusion(an’, classify_decision_tree’);

t_tr
t_te

end

Figure 6.8: Decision Tree implementation with ten-fold cross-validation.

In Figure 6.9 we show the implementation of the Decision Tree without ten-fold
cross-validation. It takes the same three input parameters as the Support Vector
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Machine in Figure 6.7 and the Artificial Neural Network in Figure 6.5. We have the
training data consisting of the signal data matrix data and the vector containing the
corresponding classes an, and the signal data data_test from the subject whose AHI
index we want to classify. We see a difference in the input parameters to the fitctree
function as we have added the following: ’PredictorNames’, get_predictor_names().
As we might want to visually display the trained model, it is sometimes beneficial
to change the attribute names in order to make the trees easier to interpret. In
Section 5.5.3 we discussed changing the attribute names from x1,x2,x3....x60 to Ab-
domen_1, Abdomen_2, Abdomen_3....Abdomen_60, Chest_1,Chest_2,Chest_3...Chest_60,
Nasal_1,Nasal_2,Nasal_3...Nasal_60, O2_1,O2_2,O2_3...O2_60 etc. The function respon-
sible for the attribute name conversion get_predictor_names is described in Appendix A.
The remaining functionality is the same as for the Support Vector Machine in Figure 6.7,
we classify the objects in the test set and compute the AHI index.

function decision_tree_AHI(data, an, data_test)
% Train a Decision Tree.
mdl = fitctree(data, an, ’PredictorNames’, get_predictor_names());

% View the output model.
view(mdl,’mode’,’graph’);

% Classify the test data using the trained Decision Tree model "mdl".
classify_decision_tree = predict(mdl, data_test);

% Get the AHI index.
AHI(classify_decision_tree)

end

Figure 6.9: Decision Tree implementation.

6.3.4 K-Nearest Neighbor
The design for our K-Nearest Neighbor (Section 5.5.4) can be summarized as follows:

• Number of k neighbors vary between 1, 5 and 10.

• Distance function is Cityblock.

• Tie break scheme selects class with the smallest index, which in this case is the
class representing objects with normal breathing, class 0.

• We have no distance weighting function, meaning all neighbors have equal impor-
tance during majority class voting.

The implementation of the K-Nearest Neighbor using ten-fold cross-validation is shown
in Figure 6.10. As the K-Nearest Neighbor does not really have a training phase, other
than just storing the training data, the “train” function fitcknn simply sets up the
setting to be used for the actual classification on the test set. We easily set the number
of neighbors with the NumNeighbors parameter and the distance function using the
Distance parameter. If one does not specify the distance function, the implementation
uses the default Euclidean distance function. During the test phase, the K-Nearest
Neighbor computes the distance from the test object to all objects in the training set,
finds the closest k neighbors and assigns the class based on the majority vote. If there is
a class tie, the object will be labeled as class 0. As for the Support Vector Machine and
Decision Tree in Figure 6.6 and Figure 6.8, we compare the classified labels with the
actual classes and from there we get the accuracy. The remaining performance metrics
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function KNN(data, an)
tic;
% Training ten K-Nearest Neighbor models with 10-fold cross-validation.
mdl = fitcknn(data, an, ’NumNeighbors’, 5, ’Distance’, ’cityblock’, ’CrossVal’, ’on’);
t_tr = toc;

tic;
% Classify the data in the test sets.
classify_knn = kfoldPredict(mdl);
t_te = toc;

% Compare the classified labels with the actual class labels.
res = an(:)==classify_knn(:);
% Compute the accuracy.
c = (sum(res)/length(res))*100
% Plot a confusion matrix of the results.
plotconfusion(an’, classify_knn’);

t_tr
t_te

end

Figure 6.10: K-Nearest Neighbor implementation with ten-fold cross-validation.

such as sensitivity and specificity are displayed in the confusion matrix.

In Figure 6.11 we show the implementation of the K-Nearest Neighbor without
ten-fold cross-validation. It takes three input parameters identical to the solution for
the other methods, where data and an contain the signal matrix and class vector used
during training, and data_test contains signal data from the subject whose AHI index we
want to classify and match with the actual index.

function KNN_AHI(data, an, data_test)
% Train a K-Nearest Neighbor.
mdl = fitcknn(data, an, ’NumNeighbors’, 5, ’Distance’, ’cityblock’);

% Classify the test data using the "trained" K-Nearest Neighbor model "mdl".
classify_knn = predict(mdl, data_test);

% Get the AHI index.
AHI(classify_knn)

end

Figure 6.11: K-Nearest Neighbor implementation.
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Chapter 7

Evaluation

The previous chapter described the implementation of the four data mining methods in
addition to the pre-processing steps necessary to prepare the input data. In this chapter,
we present a performance evaluation. Our performance metrics and evaluation settings
are as follows:

Performance Metrics: We use three standard performance metrics consisting of ac-
curacy, sensitivity, specificity (Tan, Steinbach, and Kumar 2006) (Section 3.3), in addition
to time measurements for both the training and test phase (Section 5.4). The accuracy
measures the number of correctly classified objects compared to the total number of clas-
sified objects, whereas sensitivity measures the proportion of actual positives which are
correctly identified as such, and specificity measures the proportion of actual negatives
which are correctly identified as such. It is common that the class you mostly want to
recognize is represented as the positive class, we therefore set the positive class as the
class representing epochs with disrupted breathing. Our negative class is the class rep-
resenting epochs with normal breathing.

Epoch Classification: Our main evaluation setting is based on how well the classifiers
are able to distinguish between epochs of normal breathing and epochs with disrupted
breathing. We use a ten-fold cross-validation scheme (Section 3.3) to test the generaliza-
tion power of each method on data from the Apnea-ECG and MIT-BIH Polysomnography
databases. With input data from the Apnea-ECG database we test each method on all
15 signal combinations. As there are no records containing both respiration from the
abdomen and chest as separate signals in the MIT-BIH Polysomnography database, we
test only one the remaining 11 combinations. Performance metrics are computed for each
combination of data mining method, signal combination and database.

Subject Classification: This supplementary evaluation setting is mainly included to
make it possible to use data from St.Vincent’s University Hospital database (Section
5.1.3). We use the holdout method by training on one data set and test on a separate
data set, where the test set contains the recording from one subject only. The Apnea-
Hypopnea (AHI) index is then calculated based on the number of epochs classified as
disrupted breathing divided on the number of hours of sleep for the subject. This index
is then compared to the index available in PhysioNet. As the indexes in PhysioNet are
based on manual scoring, it is likely that they are not completely accurate. We, there-
fore, score our results based on if the classified index is in the actual AHI severity group
(Section 2.8). We perform subject classification in the following three ways:
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• Records from St.Vincent’s University Hospital database are used to test models
trained with data from the Apnea-ECG and MIT-BIH Polysomnography databases.

• We use records from the Apnea-ECG database to test models trained with data from
MIT-BIH Polysomnography database and vice versa.

• Training and test data come from the same database, but during training we with-
hold one record to be used as test data. This is only applicable for the Apnea-ECG
and MIT-BIH Polysomnography databases.

Database and Signal Evaluation: We include an evaluation of the signal combina-
tions and data sets, where we analyze the best results for each signal combination with
input data from the Apnea-ECG and MIT-BIH Polysomnography databases. As we only
use data from St.Vincent’s University Hospital database as test data, we do not include
any evaluation of this database other than the one given in Section 4.2.3 and Section
4.2.5. Even though evaluating the physiological signals and data sets is not at the core
of this thesis, an evaluation will make it easier to define requirements for input data in
future work.

The remainder of this chapter is organized as follows: Section 7.1 presents and
discusses the results from epoch classification, followed by an evaluation of subject
classification in Section 7.2. In Section 7.3 we present and discuss the training and
testing times for all four methods. Section 7.4 summarizes the key findings from this
evaluation. All test results can be found in Appendix B.

7.1 Epoch Classification
In this section, we present and discuss the results obtained for epoch classification. Sec-
tion 7.1.1 presents the best result for each signal combination for both the Apnea-ECG
and MIT-BIH Polysomnography databases, followed by a separate analysis for each data
mining method in Section 7.1.2-5. We compare the methods based on their best-produced
accuracy, sensitivity and specificity for all signal combinations in Section 7.1.6. A com-
parison with related work is presented in Section 7.1.7.

7.1.1 Database and Signal Evaluation
An overview of the best achieved result for each signal combination with input data from
the Apnea-ECG database is presented in Table 7.1 and for the MIT-BIH Polysomnog-
raphy database in Table 7.2. Both tables show the signal combinations, the data mining
method that produced the best result, the accuracy, sensitivity and specificity values, and
an accuracy range displaying the range for all four data mining methods for the partic-
ular signal combination. As we have a medical application domain, more emphasis has
been put on the ability to classify epochs of disrupted breathing than normal breathing.
What is considered the best result is, therefore, a combination of the best accuracy in com-
bination with the best sensitivity. Maximum accuracy in the Accuracy range column can,
therefore, be higher than the accuracy displayed in the Accuracy column due to higher
specificity values for those test results.
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Signal(s): DM method: Accuracy: Sensitivity: Specificity: Accuracy range:
Resp. Chest K-Nearest Neighbor 90.6% 90.7% 90.6% 79.6% - 90.6%
Resp. Abdomen K-Nearest Neighbor 92.9% 91.7% 93.7% 87.5% - 93.1%
Resp. Nose K-Nearest Neighbor 95.9% 94.4% 97% 89.6% - 95.9%
Oxygen saturation K-Nearest Neighbor 94.3% 91.3% 96.4% 92.4% - 94.3%
Resp. Chest and Abdomen K-Nearest Neighbor 93.3% 91.6% 94.5% 87.1% - 93.3%
Resp. Chest and Nose K-Nearest Neighbor 96.6% 97.8% 95.6% 88.8% - 96.6%
Resp. Chest and Oxygen saturation K-Nearest Neighbor 95.4% 92.4% 97.4% 92.3% - 95.4%
Resp. Abdomen and Nose K-Nearest Neighbor 96.3% 95.2% 97% 89.1% - 96.3%
Resp. Abdomen and Oxygen satura-
tion

K-Nearest Neighbor 94.6% 90.1% 97.6% 92% - 94.6%

Resp. Nose and Oxygen saturation Support Vector Machine 95.9% 94.3% 97% 92.3% - 95.9%
Resp. Chest, Abdomen and Nose K-Nearest Neighbor 96.3% 95.6% 97.6% 88.7% - 96.3%
Resp. Chest, Abdomen and Oxygen
saturation

K-Nearest Neighbor 95.2% 91.8% 97.5% 92.9% - 95.2%

Resp. Chest, Nose and Oxygen satura-
tion

K-Nearest Neighbor 95.9% 92.9% 97.9% 92.3% - 95.9%

Resp. Abdomen, Nose and Oxygen sat-
uration

K-Nearest Neighbor 95.8% 92.7% 97.9% 92.5% - 95.9%

Resp. Chest, Abdomen, Nose and Oxy-
gen saturation

K-Nearest Neighbor 95.9% 93.5% 97.5% 92.2% - 95.9%

Table 7.1: The best results with input data from the Apnea-ECG database.

Signal(s): DM method: Accuracy: Sensitivity: Specificity: Accuracy range:
Resp. Chest K-Nearest Neighbor 71.2% 47.7% 82.2% 66.3% - 73.5%
Resp. Abdomen K-Nearest Neighbor 72% 78.2% 61.8% 61.20% - 72%
Resp. Nose K-Nearest Neighbor 67.7% 58.2% 74% 59.7% - 69.5%
Oxygen saturation K-Nearest Neighbor 65.9% 63.5% 68.2% 53.6% - 66.5%
Resp. Chest and Nose K-Nearest Neighbor 72% 54.2% 80.1% 66.7% - 72.3%
Resp. Chest and Oxygen saturation K-Nearest Neighbor 60.1% 66.7% 54.3% 52.9% - 69.2%
Resp. Abdomen and Nose K-Nearest Neighbor 73.1% 80.4% 61% 64% - 73.1%
Resp. Abdomen and Oxygen saturation K-Nearest Neighbor 64.7% 63.2% 66.1% 53.1% - 64.7%
Resp. Nose and Oxygen saturation K-Nearest Neighbor 61.8% 55.7% 67.7% 54.4% - 63.8%
Resp. Chest, Nose and Oxygen saturation K-Nearest Neighbor 58.2% 72.2% 45.7% 57.5% - 59.5%
Resp. Abdomen, Nose and Oxygen satura-
tion

K-Nearest Neighbor 67.2% 65.1% 69.1% 51.6% - 67.2%

Table 7.2: The best results with input data from the MIT-BIH Polysomnography database.

There are three clearly visible patterns in these results. Firstly, the results are much
better when using data from the Apnea-ECG database. We are able to produce an ac-
curacy of more than 90% for all signal combinations. With input data from the MIT-BIH
Polysomnography database, we are only able to reach a maximum accuracy of 73.5%. Sec-
ondly, the K-Nearest Neighbor produces the best result for all signal combinations with
input data from the MIT-BIH Polysomnography database and for 14 out of 15 signal com-
binations with data from the Apnea-ECG database. Thirdly, results vary much more for
the MIT-BIH Polysomnography database. Not only is there more variance between the
performance for each signal combination, but the sensitivity and specificity values are
not balanced for most of the combinations. When comparing the best accuracy for each
signal combination for both databases, see Figure 7.1, we see no correlation between their
performance, meaning that the general patterns we see in one database is not visible in
the other.
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Figure 7.1: Signal combination performance.

One of the motivating factors for testing a variety of physiological signals and com-
binations of these, was to hopefully discover that it is unnecessary to record all the
signals to sufficiently recognize epochs of disrupted breathing, making it easier and
more comfortable to perform these sleep studies (Section 4.1). The accuracy only varies
with 6% between the signal combinations with data from the Apnea-ECG database. We
get the best performance using a combination of respiration from the chest and nose
with an accuracy of 96.6% and the “worst” performance when using only respiration
from the chest with an accuracy of 90.6%. It is interesting that the third best result can
be achieved with input data consisting of only nasal respiration with an accuracy of
95.9%, meaning that it is sufficient to use only one signal. It is worth mentioning that
nasal respiration alone cannot be used to distinguish between central and obstructive
sleep apnea. We need respiration from the abdomen or chest in order to separate the
two. Still, respiration from the abdomen gives us an accuracy of 92.9% which is quite
good. Even though larger signal combinations show no favor compared to smaller signal
combinations with input data from the MIT-BIH Polysomnography database, none of
these results are sufficient to use for detection of disrupted breathing. As the amount of
data available for each signal combination varies, it is impossible to compare them fairly.

When trying to find a possible explanation as to why the results vary so much be-
tween the databases, we must start by analyzing some of the key factors such as data
quality, class balance and size. Evaluating the data quality is hard without in-depth
knowledge about the physiological signal types and if the data has been processed in any
way before being published. The Apnea-ECG database was published as part of a contest
held by PhysioNet and Computers in Cardiology with the purpose of using data mining
to detect sleep apnea primarily using the ECG signal (CINC 2014), (PhysioNet 2011c)
and (Penzel, Moody, et al. 2000). This data set might, therefore, be of better quality than
the MIT-BIH Polysomnography database. When visually examining the signal data in
the MIT-BIH Polysomnography database, we see several values that must be noise, for
instance, oxygen saturation levels above 100%. This observation is also supported in
(Koley and Dey 2012), where they report that this database is contaminated with noisy
artifacts and that signal processing tools were necessary to get good results. Results
in (Várady et al. 2002) are also poor and similar to our results when they do not apply
signal processing and feature extraction tools.
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The two classes are fairly balanced in both databases (Section 5.3). In the records
we use from the Apnea-ECG database we have 40.77% epochs with disrupted breathing
and 59.23% epochs with normal breathing. As for the MIT-BIH Polysomnography
database, the ratios vary, but they are approximately 40-60, 50-50 and 30-70 mostly in
favor of epochs with normal breathing. When evaluating the sensitivity and specificity
values, it is important to compare them to the class fractions, as both values should be
much higher than the probabilistic change of classifying an object into its actual class. As
for the data size, the records we use from the Apnea-ECG database combined contains a
total of 3947 minutes of data, while the amount of data varies from 76 to 3307 minutes
depending on the signal combination with data from the MIT-BIH Polysomnography
database (Section 4.2.5). With varying amounts of input data, it is difficult to compare
the databases, but a sufficient amount of data is necessary to achieve good results.

Determining the exact reason why results are so poor with data from the MIT-BIH
Polysomnography database requires further research, but examining these key factors
show that results are most likely affected by a higher degree of noise in the data set, a
much smaller data set and a little bit more skewed class balance. With these results, we
see how important the data set is for performance.

7.1.2 Artificial Neural Network
The Artificial Neural Network (Section 3.2.1.5, Section 5.5.1 and Section 6.3.1) achieves
overall good results with input data from the Apnea-ECG database and poor results with
the MIT-BIH Polysomnography database, see Table 7.3-4. It was not able to produce any
of the best results (Section 7.1.1). Both tables have the same structure as Table 7.1-
2 in Section 7.1.1. We present each signal combination with the best achieved result,
which again is a combination of the best accuracy and sensitivity value. In addition to
the performance metrics, we include the number of hidden nodes that produces the best
result for the particular signal combination, and the complete accuracy range for all the
hidden nodes settings.

Signal(s): Number of hidden nodes: Accuracy: Sensitivity: Specificity: Accuracy range:
Resp. Chest 20 84.1% 77.3% 88.8% 83% - 84.1%
Resp. Abdomen 20 91.5% 90.6% 92.1% 91.1% - 91.5%
Resp. Nose 30 93% 90.6% 94.6% 91.7% - 93.1%
Oxygen saturation 20 92.4% 87.6% 95.6% 91.8% - 92.4%
Resp. Chest and Abdomen 30 92.1% 91.5% 92.5% 88.9% - 92.1%
Resp. Chest and Nose 10 93% 92% 93.7% 92.1% - 93%
Resp. Chest and Oxygen saturation 20 92% 89.4% 93.8% 90.9% - 92.3%
Resp. Abdomen and Nose 30 94.2% 92.9% 95.2% 93.5% - 94.2%
Resp. Abdomen and Oxygen saturation 20 93.4% 90.9% 95.1% 92.8% - 93.4%
Resp. Nose and Oxygen saturation 30 93.7% 90.9% 95.7% 91.1% - 93.7%
Resp. Chest, Abdomen and Nasal 20 94.5% 93.8% 95% 93.5% - 94.5%
Resp. Chest, Abdomen and Oxygen satu-
ration

20 93.2% 91.2% 94.6% 91.5% - 93.2%

Resp. Chest, Nose and Oxygen satura-
tion

20 93.4% 92% 94.3% 91.1% - 93.4%

Resp. Abdomen, Nasal and Oxygen satu-
ration

50 94.6% 93% 95.7% 92.7% - 94.6%

Resp. Chest, Abdomen, Nose and Oxygen
saturation

30 94.9% 93.8% 95.7% 92.7% - 94.9%

Table 7.3: Artificial Neural Network results with input data from the Apnea-ECG
database.
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Signal(s): Number of hidden
nodes:

Accuracy: Sensitivity: Specificity: Accuracy
range:

Resp. Chest 10 67.6% 15.9% 90.9% 67.2% - 67.9%
Resp. Abdomen 100 65.8% 83.2% 37% 62.6% - 65.8%
Resp. Nose 10 and 20 59.7% 0.3% 99.5% 57.6% - 59.7%
Oxygen saturation 50 54.7% 24.1% 83.4% 51.2% - 54.7%
Resp. Chest and Nose 30 68.4% 30.8% 85.4% 66.5% - 68.4%
Resp. Chest and Oxygen saturation 100 49% 48.6% 49.4% 46.4% - 52.9%
Resp. Abdomen and Nose 50 64.3% 80.6% 37.3% 63.3% - 64.3%
Resp. Abdomen and Oxygen saturation 20 53.1% 47.3% 58.6% 48.4% - 53.1%
Resp. Nose and Oxygen saturation 50 54.4% 50.8% 57.8% 50.9% - 54.4%
Resp. Chest, Nose and Oxygen saturation 30 59.5% 55.6% 63% 47.7% - 59.5%
Resp. Abdomen, Nasal and Oxygen saturation 20 51.6% 49.1% 54% 50.4% - 51.6%

Table 7.4: Artificial Neural Network results with input data from the MIT-BIH
Polysomnography database.

Except for the sole use of respiration from the chest, the Artificial Neural Network
obtains an accuracy of more than 90% for all signal combinations with input data
from the Apnea-ECG database. Performance is generally similar between the signal
combinations, although it performs slightly better when there are more signals in the
input data, with the overall best result achieved when using all four signals. Sensitivity
and specificity values are fairly balanced, but specificity values are slightly higher for
all signal combinations, meaning the network is better at recognizing epochs containing
normal breathing as opposed to epochs with disrupted breathing. With the class dis-
tribution containing 40.77% epochs with disrupted breathing and 59.23% with normal
breathing, both the sensitivity and specificity values are well above the probabilistic
chance of correctly classifying the epochs, meaning that the network is clearly able to
distinguish between the two classes.

With input data from the MIT-BIH Polysomnography database, we see completely
different results. Not only do we get the second best accuracy using respiration from the
chest, which is the weakest performing signal with data from the Apnea-ECG database,
but the accuracy is generally better for smaller signal combinations. The sensitivity and
specificity values are not balanced for the majority of the signal combinations, but they
are more balanced when using more signals in the input data. It is worth mentioning
that when running several tests with the same network structure, the output models
produce highly variable results, which is most likely a result of an insufficient amount
of training data, making it difficult for the network to update the weights into the right
direction. As the weight and bias initialization procedure produces slightly random
values, the variable output can also be influenced by the initial starting weights.
Artificial Neural Networks require a sufficient amount of training data to really learn
the general structure of the data and find the optimal weight values to best represent
the relationship between the attributes.

In addition to analyzing the overall best results for the Artificial Neural Network,
it is of interest to compare the accuracy of the various hidden nodes settings, see
Figure 7.2-3. For both databases, the accuracy is similar for all numbers of hidden nodes.
With the Apnea-ECG database, there is a slight favor of smaller network structures
as performance is generally best with 20 or 30 hidden nodes. The best producing
number of hidden nodes varies for the MIT-BIH Polysomnography database, with no
clear indication of what network structure is most optimal. Although there is no given
standard that specifies how many hidden nodes there should be in a network, a rule of
thumb is that the number of training objects should not be less than all weights times
ten (Marsland 2009). If we were to follow that recommendation, then most our settings
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produce too many weights compared to the number of training objects. However, when
testing the signal combinations for both databases with less than ten hidden nodes, we
experienced a decline in accuracy. It might be that this rule of thumb is not applicable in
this context.

Figure 7.2: Hidden nodes settings performance with input data from the Apnea-ECG
database.

Figure 7.3: Hidden nodes settings performance with input data from the MIT-BIH
Polysomnography database.

Overall, it is hard to determine why the Artificial Neural Network performs so poorly
with data from the MIT-BIH Polysomnography database. Considering the poor perfor-
mance of the other three methods (Section 7.1.1), it does not seem as though there are
properties with the Artificial Neural Network design that caused the results. In fact, the
unstable behavior of the Artificial Neural Network indicates that the reason is related to
the quality of the input data in addition to too little data, which again validates the poor
results obtained using the other methods. Due to the good results and stable behavior
with the Apnea-ECG database, one can assume that the various network settings are
appropriate, given that there is a reasonably sized data set in addition to good quality.
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7.1.3 Support Vector Machine
The Support Vector Machine (Section 3.2.1.6, Section 5.5.2 and Section 6.3.2) achieves
good results with input data from the Apnea-ECG database, but poor results with the
MIT-BIH Polysomnography database, see Table 7.5-6. In the tables, we present the signal
combinations, best achieved result, the kernel function that produced the result and
the accuracy range covering the performance of all kernel function settings. Again, as
the best result is a combination of both the best accuracy and sensitivity, the maximum
accuracy in the Accuracy range column might be slightly higher in some cases due to
results with higher specificity values. The Support Vector Machine is able to produce the
best result for the signal combination consisting of respiration from the nose and oxygen
saturation with input data from the Apnea-ECG database, see Table 7.1 (Section 7.1.1).

Signal(s): Kernel function: Accuracy: Sensitivity: Specificity: Accuracy range:
Resp. Chest Gaussian/Radial Basis 79.6% 58.4% 94.1% 59.20% - 79.6%
Resp. Abdomen Gaussian/Radial Basis 92.5% 92.1% 92.8% 63.2% - 92.5%
Resp. Nose Gaussian/Radial Basis 93.9% 97.6% 91.4% 86.7% - 93.9%
Oxygen saturation Polynomial w/third order 94.1% 90.2% 96.8% 86.4% - 94.1%
Resp. Chest and Abdomen Gaussian/Radial Basis 93.1% 94% 92.5% 65.5% - 93.1%
Resp. Chest and Nose Gaussian/Radial Basis 94.8% 96.8% 93.4% 87.3% - 94.8%
Resp. Chest and Oxygen satu-
ration

Gaussian/Radial Basis 94.3% 92.7% 95.4% 85.6% - 94.3%

Resp. Abdomen and Nose Gaussian/Radial Basis 95% 96.4% 94% 86.5% - 95%
Resp. Abdomen and Oxygen
saturation

Gaussian/Radial Basis 94.4% 94.2% 94.6% 86.3% - 94.4%

Resp. Nose and Oxygen satu-
ration

Gaussian/Radial Basis 95.9% 94.3% 97% 86.7% - 95.9%

Resp. Chest, Abdomen and
Nasal

Gaussian/Radial Basis 94.7% 97% 93% 86.9% - 94.7%

Resp. Chest, Abdomen and
Oxygen saturation

Gaussian/Radial Basis 94.4% 95.1% 93.8% 85.8% - 94.4%

Resp. Chest, Nose and Oxygen
saturation

Gaussian/Radial Basis 95.4% 95.8% 95.2% 86.5% - 95.4%

Resp. Abdomen, Nasal and
Oxygen saturation

Gaussian/Radial Basis 95.3% 95.8% 95% 86.2% - 95.3%

Resp. Chest, Abdomen, Nose
and Oxygen saturation

Gaussian/Radial Basis 94.8% 97% 93.3% 85.9% - 95%

Table 7.5: Support Vector Machine results with input data from the Apnea-ECG database.

Signal(s): Kernel function: Accuracy: Sensitivity: Specificity: Accuracy range:
Resp. Chest Polynomial w/third order 69.1% 1.2% 99.8% 68.9% - 69.1%
Resp. Abdomen Polynomial w/third order 65.5% 87.3% 29.5% 62.8% - 65.5%
Resp. Nose All 60.1% 0% 100% 60.1% - 60.1%
Oxygen saturation Polynomial w/third order 53.6% 10.9% 93.6% 51.5% - 53.6%
Resp. Chest and Nose Polynomial w/third order 70.1% 14.5% 95.2% 68.7% - 70.1%
Resp. Chest and Oxygen satu-
ration

Gaussian/Radial Basis 58.2% 91.7% 28.4% 52.9% - 69.2%

Resp. Abdomen and Nose Polynomial w/third order 66.6% 82.6% 40.2% 63.3% - 66.6%
Resp. Abdomen and Oxygen
saturation

Polynomial w/third order 58.9% 59.6% 58.2% 48.3% - 58.9%

Resp. Nose and Oxygen satu-
ration

Gaussian/Radial Basis 56.2% 56.1% 56.3% 53.4% - 56.2%

Resp. Chest, Nose and Oxygen
saturation

Gaussian/Radial Basis 62.1% 70.8% 54.3% 56.9% - 62.1%

Resp. Abdomen, Nasal and
Oxygen saturation

Polynomial w/third order 58.2% 54.1% 58.2% 49.1% - 58.2%

Table 7.6: Support Vector Machine results with input data from the MIT-BIH
Polysomnography database.

With input data from the Apnea-ECG database, the Support Vector Machine is
able to achieve an accuracy of more than 90% for all signal combinations except for
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respiration from the chest. All four signals result in an accuracy of 94.8% with an
impressive sensitivity of 97%, meaning that it is able to recognize 97% of all epochs with
disrupted breathing. For the majority of the signal combinations, the sensitivity value
is higher than the specificity value. In general, the Support Vector Machine is better at
classifying epochs with disrupted breathing compared to normal breathing. With such
overall good results, we can assume that the Support Vector Machine is able to find a
close to optimal hyperplane for this data set. Results with input data from the MIT-BIH
Polysomnography database show that the Support Vector Machine is not able to find a
hyperplane that sufficiently separates the two classes. It is likely that the objects are
very close to each other, making it hard to separate them, or that the amount of noise is
too high.

We compare the obtained accuracy for the various kernel functions in Figure 7.4-5.
With input data from the Apnea-ECG database we see that performance is similar for
both the Polynomial and Radial Basis/Gaussian functions, but the Gaussian function is
slightly better. Both polynomial orders perform almost equally good, but an order of three
seems to produce better results for smaller signal combinations than the second order,
and vice versa for the larger signal combinations. The linear kernel shows surprisingly
quite good performance for all signal combinations except the sole use of respiration
from the chest and abdomen and a combination of these, meaning that the data for
the most part is almost linearly separable in its original feature space as long as we
include respiration from the nose or oxygen saturation. Determining the exact reason
why one kernel function performs better than another requires in-depth knowledge
about how the data is distributed in the attribute space. It is equally difficult as deciding
on the optimal kernel function before one starts experimenting. With input data from
the MIT-BIH Polysomnography database, we see that the linear kernel function shows
similar performance as the other kernel functions. Searching for the maximum margin
hyperplane in an emulated transformed feature space does not result in a hyperplane
that better separates the data in this database.

Figure 7.4: Kernel function performance with input data from the Apnea-ECG database.
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Figure 7.5: Kernel function performance with input data from the MIT-BIH Polysomnog-
raphy database.

As for the Artificial Neural Network (Section 7.1.2) and the remaining methods (Section
7.1.4-5), it is hard to determine why performance is so good with one data set, and so
poor with the other. However, as we stated in Section 7.1.2, with such unstable behavior
for the Artificial Neural Network it is likely that there is too little training data, and in
conjunction with a noisy data set, it is hard to achieve success with data mining with no
signal processing.

7.1.4 Decision Tree
The Decision tree (Section 3.2.1.1, Section 5.5.3 and Section 6.3.3) produces overall good
results with input data from the Apnea-ECG database, although not as good as the other
methods, and poor results with input data from the MIT-BIH Polysomnography database.
Results from both databases are presented in Table 7.7-8. As we have no varying pa-
rameters for our Decision Tree, we only present the signal combinations with the best-
produced result.

Signal(s): Accuracy: Sensitivity: Specificity
Resp. Chest 83% 77.6% 86.7%
Resp. Abdomen 87.5% 85.1% 89.1%
Resp. Nose 89.6% 87.5% 91.1%
Oxygen saturation 92.6% 88.9% 95.2%
Resp. Chest and Abdomen 87.1% 84.2% 89.1%
Resp. Chest and Nose 88.8% 85.5% 91.1%
Resp. Chest and Oxygen saturation 92.1% 89.4% 94.1%
Resp. Abdomen and Nose 89.1% 89.6% 90.6%
Resp. Abdomen and Oxygen saturation 92% 89.7% 93.6%
Resp. Nose and Oxygen saturation 92.3% 89.9% 94%
Resp. Chest, Abdomen and Nasal 88.7% 85.3% 91.1%
Resp. Chest, Abdomen and Oxygen saturation 92.1% 89.7% 93.7%
Resp. Chest, Nose and Oxygen saturation 92.3% 90.2% 93.8%
Resp. Abdomen, Nasal and Oxygen saturation 92.5% 90.3% 94.1%
Resp. Chest, Abdomen, Nose and Oxygen saturation 92.2% 90.2% 93.5%

Table 7.7: Decision Tree results with input data from the Apnea-ECG database.
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Signal(s): Accuracy: Sensitivity: Specificity:
Resp. Chest 66.3% 49.3% 74%
Resp. Abdomen 61.2% 67.5% 50.8%
Resp. Nose 61.7% 50.6% 69%
Oxygen saturation 61.6% 59.2% 63.9%
Resp. Chest and Nose 66.7% 46.8% 75.7%
Resp. Chest and Oxygen saturation 67.1% 46.4% 76.4%
Resp. Abdomen and Nose 64% 69.8% 54.5%
Resp. Abdomen and Oxygen saturation 61.8% 60.3% 63.2%
Resp. Nose and Oxygen saturation 59.6% 56.7% 62.5%
Resp. Chest, Nose and Oxygen saturation 58.2% 61.1% 55.6%
Resp. Abdomen, Nasal and Oxygen saturation 59.2% 55.9% 62.4%

Table 7.8: Decision Tree results with input data from the MIT-BIH Polysomnography
database.

Results for the Decision Tree are weakest for both databases. Still, the Decision Tree
achieves an accuracy of more than 90% for eight out of 15 signal combinations with
input data from the Apnea-ECG database. It is the only method that produces the best
accuracy with one signal only, with an accuracy of 92.6% for oxygen saturation. We get
the worst performance with respiration from the chest, following the same pattern as
the other methods. Decision Trees are known to struggle with numerical input data,
especially with binary tree structures as each split results in just two child nodes,
resulting in complex and large trees that are also prone to overfitting. The input data
format might be a reason for its weaker results compared to the other methods. As
specificity values are higher than the sensitivity values, the Decision Tree is, just as
the Artificial Neural Network (Section 7.1.2), better at classifying epochs with normal
breathing as opposed to epochs with disrupted breathing.

With input data from the MIT-BIH Polysomnography database we also get the
weakest results with the Decision Tree, however, there is more balance between the
sensitivity and specificity values. Again, it is hard to determine the reasons for the
poor performance with this database, but as the other methods show the same poor
performance and data is numerical, it is not surprising that the Decision Tree performs
worst, it is more surprising that it performs this good compared to the others. By
being our only white-box method, we have also evaluated the Decision Tree based on
if the output trees seem meaningful and hold any value (Section 4.3). The trees are
unfortunately quite big with over 20 - 35 levels depending on the input. In addition to
its size, the input data format makes it difficult to find any meaning in the trees as each
signal type is represented with many attributes.

7.1.5 K-Nearest Neighbor
The K-Nearest Neighbor achieves the overall best results for both databases, with accu-
racy, sensitivity and specificity values above 90% for all signal combinations with input
data from the Apnea-ECG database. Results for both databases are given in Table 7.9-10.
The tables present the signal combinations with the best result, which is the combination
of the best accuracy and sensitivity, the number of k neighbors that produced the result
and an accuracy range covering the best accuracy for all three numbers of k neighbors
settings.
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Signal(s): Number of k
neighbors:

Accuracy: Sensitivity: Specificity: Accuracy
range:

Resp. Chest 1 90.6% 90.7% 90.6% 89.3%-90.6%
Resp. Abdomen 1 and 5 92.9% 91.7% 93.7% 92.5%-92.9%
Resp. Nose 5 95.9% 94.4% 97% 95%-95.9%
Oxygen saturation 1 94.3% 91.3% 96.4% 93.7%-94.3%
Resp. Chest and Abdomen 1 93.3% 91.6% 94.5% 92.4%-93.3%
Resp. Chest and Nose 5 96.6% 97.8% 95.6% 95.5%-96.6%
Resp. Chest and Oxygen saturation 5 95.4% 92.4% 97.4% 94.9%-95.4%
Resp. Abdomen and Nose 1 96.3% 95.2% 97% 95.4%-96.3%
Resp. Abdomen and Oxygen saturation 1 94.6% 90.1% 97.6% 93.6%-94.6%
Resp. Nose and Oxygen saturation 1 95.1% 91.4% 97.5% 94.6%-95.1%
Resp. Chest, Abdomen and Nasal 5 96.3% 95.6% 96.7% 95.9%-96.3%
Resp. Chest, Abdomen and Oxygen saturation 1 95.2% 91.8% 97.5% 94.4%-95.2%
Resp. Chest, Nose and Oxygen saturation 5 95.9% 92.9% 97.9% 95.3%-95.9%
Resp. Abdomen, Nasal and Oxygen saturation 1 95.8% 92.7% 97.9% 94.8%-95.8%
Resp. Chest, Abdomen, Nose and Oxygen saturation 1 95.9% 93.5% 97.5% 95.3%-95.9%

Table 7.9: K-Nearest Neighbor results with input data from the Apnea-ECG database.

Signal(s): Number of k
neighbors:

Accuracy: Sensitivity: Specificity: Accuracy
range:

Resp. Chest 1 71.2% 47.7% 82.2% 71.2%-73.5%
Resp. Abdomen 10 72% 78.2% 61.8% 69.3%-72%
Resp. Nose 1 67.7% 58.2% 74% 67.7%-69.5%
Oxygen saturation 5 65.9% 63.5% 68.2% 59.2%-66.5%
Resp. Chest and Nose 1 72% 54.2% 80.1% 72%-72.3%
Resp. Chest and Oxygen saturation 5 60.1% 66.7% 54.3% 57.5%-60.1%
Resp. Abdomen and Nose 5 73.1% 80.4% 61% 72.4%-73.1%
Resp. Abdomen and Oxygen saturation 5 64.7% 63.2% 66.1% 63.1%-64.7%
Resp. Nose and Oxygen saturation 1 61.8% 55.7% 67.7% 60.5%-63.8%
Resp. Chest, Nose and Oxygen saturation 5 58.2% 72.2% 45.7% 52.9%-59.5%
Resp. Abdomen, Nasal and Oxygen saturation 5 67.2% 65.1% 69.1% 52.9%-67.2%

Table 7.10: K-Nearest Neighbor results with input data from the MIT-BIH Polysomnog-
raphy database.

With an accuracy of 96.6% using input data consisting of respiration from the chest
and nose from the Apnea-ECG database, the K-Nearest Neighbor produces our overall
best result. Performance is “worst” when input data consists of respiration from the
chest with an accuracy of 90.6%, which follows the same pattern as the other three
methods. Sensitivity values are generally lower than the specificity values, meaning
that the K-Nearest Neighbor is best at classifying epochs with normal breathing. Still,
they are over 90% for all signal combinations, which can be considered very good. For
our best performing signal combination, we also have the highest sensitivity value
of 97.8%, meaning that by using only respiration from the chest and nose as input,
the K-Nearest Neighbor is able to correctly classify almost all epochs with disrupted
breathing. Input data from the MIT-BIH Polysomnography database gives poor results.
Considering that the data set contains noisy artifacts, the K-Nearest Neighbor is
expected to perform poorly as it uses a local search when classifying an object, mak-
ing it highly susceptible to noise, although it still performs better than the other methods.

In Figure 7.6-7 we show a comparison of how the accuracy varies between the
three numbers of k neighbors settings. There are no big differences between the accuracy
for the settings, meaning that all perform almost equally good. With input data from
the Apnea-ECG database, we see that a number of one and five neighbors give the best
results. As the K-Nearest Neighbor can be more susceptible to noise with a small number
of k neighbors, especially with only one neighbor, these results indicate that the data set
contains little or no noisy artifacts. Performance would not be this good if the data set was
highly contaminated with noise. With input data from the MIT-BIH Polysomnography
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database, we see the same pattern, as performance varies little between the neighbor
settings. It might be that the data contains so much noise that it does not matter if one
increases the number of neighbors from one to ten. It is worth mentioning that further
increasing the number of neighbors did not result in any improvement.

Figure 7.6: Performance for the three k neighbors settings with input data from the
Apnea-ECG database.

Figure 7.7: Performance for the three k neighbors settings with input data from the MIT-
BIH Polysomnography database.

7.1.6 Performance Comparison
So far, the best results have been presented for each method (Section 7.1.2-5) and the
overall top results for each database (Section 7.1.1). Section 7.1.6.1-3 summarizes the
relationship between the four methods and the main performance metrics which consists
of the accuracy, sensitivity, and specificity. As the previous results (Section 7.1.1-5) were
based on the test setting that results in the best combination of accuracy and sensitivity,
we use only the best performance for each metric individually in this section.

7.1.6.1 Accuracy

The maximum accuracy scores for all methods with input data from the Apnea-ECG
database are presented in Figure 7.8. There are several noticeable patterns in the figure.
Firstly, the K-Nearest Neighbor shows a superior performance for all signal combinations
except the combination of respiration from the nose and oxygen saturation. However, if
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just one of the signal types had performed poorly, any combination with that signal could
negatively affect the performance of the K-Nearest Neighbor as it treats all attributes
equally when it computes the distances. Secondly, all methods share the same pattern
for most of the signals. However, the Artificial Neural Network and the Support Vector
Machine present generally less variance in their performance for the signal combina-
tions compared to the Decision Tree and the K-Nearest Neighbor. It seems as though the
behavior of the Artificial Neural Network and Support Vector Machine is very similar,
which is interesting. It could be properties within the data causing this, but the Sup-
port Vector Machine and Artificial Neural Network share similar concepts in terms of
how they work. The Perceptron was the inspiration for the Linear Support Vector Ma-
chine, but the Support Vector Machine aims to optimize the linear separation with the
maximum margin hyperplane (Marsland 2009). For the Multi-Layer Artificial Neural
Network, the aim was to be able to separate nonlinear data, a concept which also intro-
duced the kernel functions into the Support Vector Machine. Emulating a transformed
feature space in Support Vector Machines resembles the inclusion of hidden nodes for
Artificial Neural Networks. An explanation as to why the results are slightly better for
the Support Vector Machine could be that it aims to optimize the separation between the
classes, thus finding a global optimum compared to the local optimum.

Figure 7.8: Maximum accuracy for the four methods with input data from the Apnea-ECG
database.

The similarity between the Support Vector Machine and the Artificial Neural Network is
interesting but not as surprising as the similarity between the K-Nearest Neighbor and
the Decision Tree. Their performance shows more abrupt changes between the signal
combinations, which is most noticeable for the Decision Tree. Unlike the Support Vector
Machine and Artificial Neural Network, these methods do not include any abstractions
to the data, as they only use the original input data, but if this is a reason for these
patterns remains speculation.

Accuracy results with input data from the MIT-BIH Polysomnography database
are presented in Figure 7.9. As in Figure 7.8, the K-Nearest Neighbor is still superior
with the best overall performance. Again, the Artificial Neural Network and Support
Vector Machine show very similar patterns with slightly better results for the Support
Vector Machine. The Decision Tree, however, displays less variance between the signal
combinations, and it is not the worst performing method for all signal combinations.
This can be the result of a smaller data set which in turn results in smaller trees better
suited for generalization, but this is just speculation. As for the K-Nearest Neighbor, it
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follows the same pattern as the Support Vector Machine and Artificial Neural Network.

Figure 7.9: Maximum accuracy for the four methods with input data from the MIT-BIH
Polysomnography database.

7.1.6.2 Sensitivity

The best sensitivity results with input data from the Apnea-ECG database are presented
in Figure 7.10. Our Decision Tree still performs worst, but the K-Nearest Neighbor is not
superior as the Support Vector Machine produces the best result for the majority of the
signal combinations. An interesting feature is that the Support Vector Machine shows
very poor performance with input data consisting only of respiration from the chest,
with sensitivity below 60% which is far from the results obtained by the other methods
despite poor performance for all, except the K-Nearest Neighbor. The Artificial Neural
Network, Support Vector Machine and K-Nearest Neighbor all display similar patterns
throughout the various signal combinations.

The sensitivity results change drastically with input data from the MIT-BIH Polysomnog-
raphy database, see Figure 7.11. As in Figure 7.8, there seems to be similar patterns for
the Support Vector Machine and Artificial Neural Network, and the K-Nearest Neighbor
and the Decision Tree. The two latter methods show more stable results, although they
do change abruptly between the signal combinations. Results are especially bad for the
Artificial Neural Network and Support Vector Machine for the single use of respiration
from the chest or the nose, but abdominal respiration give good results with a sensitivity
of more than 80% for both methods. With such chaotic behavior, it is difficult to properly
evaluate the methods.
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Figure 7.10: Maximum sensitivity for the four methods with input data from the Apnea-
ECG database.

Figure 7.11: Maximum sensitivity for the four methods with input data from the MIT-BIH
Polysomnography database.

7.1.6.3 Specificity

The best specificity values with input data from the Apnea-ECG database are presented
in Figure 7.12, showing that the K-Nearest Neighbor performs best for the majority of
the signal combinations, followed by the Support Vector Machine, which again is superior
to the Artificial Neural Network. Our Decision Tree performs worst for all signal combi-
nations and shows more abrupt changes compared to the other methods. For all methods
except the Support Vector Machine, the specificity values are slightly better than the
sensitivity values, meaning they are generally better at classifying epochs with normal
breathing. However, it is important to specify that the class distribution is in favor of
epochs with normal breathing, meaning the probabilistic chance of classifying an epoch
with disrupted breathing is lower than an epoch with normal breathing.
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Figure 7.12: Maximum specificity for the four methods with input data from the Apnea-
ECG database.

The results with input data from the MIT-BIH Polysomnography database are presented
in Figure 7.13. As for the sensitivity values, see Figure 7.11, the K-Nearest Neighbor and
Decision Tree follow the same pattern, while the Artificial Neural Network and Support
Vector Machine follow a separate pattern, although they all share the same main traits,
with the latter methods producing more extreme values in both directions. As for the
sensitivity values, with such chaotic results, it is hard to give a meaningful evaluation.

Figure 7.13: Maximum specificity for the four methods with input data from the MIT-BIH
Polysomnography database.

7.1.7 Comparison with Related Work
A motivating factor for this thesis was to reduce the amount of signal processing as previ-
ous solutions tend to apply heavy signal processing and feature extraction tools (Section
4.4). There have been some attempts to use data mining to detect disrupted breathing
with respiratory signals and oxygen saturation, but they are in the minority, and eight of
the signal combinations we use have been found as input data in related work, and they
are as follows:
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• Respiration from the nose.

• Oxygen saturation.

• Nasal respiration and oxygen saturation.

• Respiration from the abdomen and chest.

• Respiration from the abdomen and nose.

• Respiration from the chest and nose.

• Respiration from the abdomen, chest and nose.

• Respiration from the chest and nose, and oxygen saturation.
We only compare and discuss the best results for epoch classification in this section. As
we have only found papers that use the Artificial Neural Network and Support Vector
Machine approach for epoch classification with the selected signal combinations, we are
not able to compare the Decision Tree or K-Nearest Neighbor methods. In Section 7.1.7.1
we compare our Artificial Neural Network results to results from related works, followed
by a comparison of the Support Vector Machine results in Section 7.1.7.2. As the papers
vary in terms of the performance metrics they specify with some only referring to the
accuracy while others also mention the sensitivity and specificity, we discuss and compare
only with the specified metrics.

7.1.7.1 Artificial Neural Network

In (Várady et al. 2002), they report an accuracy of more than 90% using signal com-
binations consisting of respiration from the chest and nose, and respiration from the
abdomen and nose with input data from the MIT-BIH Polysomnography database. In
their work, they have performed tests with and without feature extraction tools. With
only normalization and sample rate adjustment, their results show a performance below
70% for both the accuracy, sensitivity, and specificity. With more signal processing tools
including a feature extraction algorithm which they have no reference to, they are able
to achieve an accuracy of more than 90%. They mention no usage of the annotation files
from PhysioNet as a way of verifying their results, but mention that they have used a
physician to evaluate the results without specifying a name or work place, making the
results less credible. With input data from the MIT-BIH Polysomnography database,
our Artificial Neural Network achieves an accuracy of more than 64.3% for a signal
combination consisting of respiration from the abdomen and nose for all hidden node
settings. For a combination of respiration from the chest and nose, an accuracy of more
than 68.4% is achievable, see Table 7.4 (Section 7.1.2). Having input data from the
Apnea-ECG database, our Artificial Neural Network produces an accuracy of 94.2%
with the signal combination consisting of respiration from the nose and abdomen and
an accuracy of 93% for a signal combination consisting of respiration from the nose and
chest, see Table 7.3 (Section 7.1.2).

In (Tian and Liu 2005) the authors report of sensitivity and specificity values of
respectively 90.7% and 86.4% with a signal combination consisting of nasal respiration
and oxygen saturation, They have not specified their data source. Our best sensitivity
and specificity scores with that signal combination and data from the Apnea-ECG
database are 90.9% and 95.7%, see Table 7.3 (Section 7.1.2). Using input data from
the MIT-BIH Polysomnography database, we are only able to achieve sensitivity and
specificity values of respectively 50.8% and 57.8%, see Table 7.4 (Section 7.1.2).

117



7.1.7.2 Support Vector Machine

In (Koley and Dey 2013), they report an accuracy of 93.4% with input data consisting of
nasal respiration. Their data source was a sleep center in Burdwan, India. With input
data from the Apnea-ECG database, both the Gaussian and Polynomial kernel with
the second order produce an accuracy of more than 93.4%, see Table 7.5 and Figure 7.4
(Section 7.1.3). With input data from the MIT-BIH Polysomnography database, we are
only able to achieve an accuracy of 60.1% for nasal respiration, see Table 7.6 (Section
7.1.3). In addition, the authors in (Maali and Al-Jumaily 2011) report an accuracy of 96%
with input data consisting of all respiratory signals using data from the Sleep Heart
Health Study. With data from the Apnea-ECG database, our Support Vector Machine
is able to produce an accuracy of 94.7% for the given signal combination, see Table 7.5
(Section 7.1.3). We have no records with data from these signal types combined in the
MIT-BIH Polysomnography database.

The best overall accuracy found in related work for epoch classification is in (Al-
mazaydeh, Elleithy, and Faezipour 2012), with an accuracy of 96.5% using only ECG
derived features with a Support Vector Machine and data from the Apnea-ECG database.
Our K-Nearest Neighbor is able to achieve an accuracy of 96.6% using respiration from
the chest and nose, see Table 7.9 (Section 7.1.5), proving that you can still achieve good
results without signal processing and feature extraction tools.

7.2 Subject Classification
Our second test setting, although only a supplementary evaluation setting, consists of
classifying subjects, compute the Apnea-Hypopnea index (AHI) (Section 2.8) and match
it with the AHI index given in PhysioNet. We use the holdout method (Section 3.3 and
Section 5.4), meaning we train and test on separate data sets, where the test data consists
of the recording from one subject only. We score the result by comparing our classified in-
dex with the actual AHI severity group for the subject given by their index in PhysioNet.
As there are already a vast amount of test settings in this thesis, we decided to reduce the
number of tests for subject classification as it is not our main evaluation setting, by only
testing a few selected signal combinations, and these vary depending on the database we
use for training. As we stated in the beginning of this chapter, we have three main test
settings for subject classification:

• Records from St.Vincent’s University Hospital database are used to test models
trained with data from the Apnea-ECG and MIT-BIH Polysomnography databases.

• We use records from the Apnea-ECG database to test models trained with data from
MIT-BIH Polysomnography database and vice versa.

• Training and test data come from the same database, but during training we with-
hold one record to be used as test data. This is only applicable for the Apnea-ECG
and MIT-BIH Polysomnography databases.

In Section 7.2.1, we present the results from classifying the subjects in the Apnea-ECG
database, where we both train and test on that database. One record is withheld during
each training phase, and then used as test data. Section 7.2.2 presents the same evalua-
tion for the MIT-BIH Polysomnography database. We evaluate database cross-validation
in Section 7.2.3, where we train on data from one database and test the model using data
from another database, the test set still consists of one record. In Section 7.2.4 we present
a comparison with related works.

118



7.2.1 Apnea-ECG Database
We have chosen the following four signal combinations to evaluate subject classification
when both training and test data come from the Apnea-ECG database:

• Respiration from the nose.

• Respiration from the chest and nose.

• All respiratory signals.

• All four signals.

These were chosen as they achieve the best result within their signal combination size for
epoch classification (Section 7.1.1), meaning we test the best signal combination consist-
ing of only one signal, two signals, three signals and all four signals. In Section 7.2.1.1-4,
we present the results and a discussion for all four methods.

7.2.1.1 Artificial Neural Network

As the Artificial Neural Network generally performs best with 20 hidden nodes for epoch
classification (Section 7.1.2), we use that setting for subject classification. In Table 7.11,
we present the results for all eight subjects, including their actual AHI index and our
index for the chosen signal combinations. As annotations are sampled every minute
(Section 5.1.1 and Section 5.2.1), we can only achieve a maximum index of 60, meaning
that we can not obtain an equally high index for some of these subjects. All subjects that
do not have sleep apnea, meaning they have an index below five, consist of: b01, c01, c02
and c03. These are all classified with an AHI index below the lower boundary, meaning
the Artificial Neural Network achieves a perfect score for those subjects with all four
signal combinations. The remaining four subjects consisting of: a01, a02, a03 and a04,
all have an AHI index in the severe group. With respiration from the chest and nose, and
all three respiratory signals, the Artificial Neural Network is able to output an index
that is in the severe group for all subjects, meaning it is able to classify all eight subjects
for those signal combinations.

With respiration from the nose only, it is able to classify all subjects except subject
a04. It is worth mentioning that the limit for the severe group starts at an index of 30,
meaning it came very close to a full score with an index of 29.57. When all signals are
given as input, it is not able to classify subjects a01 and a03 correctly. It is not at all
able to detect any epoch with disrupted breathing for these subjects, giving them an
index of zero. This is fairly strange, especially considering that the Artificial Neural
Network achieves the best accuracy when using all four signals as input data for epoch
classification (Section 7.1.2), where the sensitivity value is high with 93.8%. As we get a
100% score when using all respiratory signals, it seems as though the addition of oxygen
saturation makes the Artificial Neural Network unable to classify these subjects when
their data is left out of the training set. We struggle to find any meaningful explanation
as to why it is not able to classify these two subjects, especially as it is able to classify
the other two subjects with severe sleep apnea. Another strange observation is that the
network gives subject a03 a higher index than a04, even though the actual AHI index
of a04 is much higher. This is visible for all signal combinations, except when all four
signals are given as input. We can not find an explanation as to why the addition of
oxygen saturation leads to a complete lack in recognition of epochs with disrupted sleep
for subjects a01 and a03, nor can we explain why subject a03 gets a much higher index
than a04.
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Subject: AHI from PhysioNet: Resp. Nose: Resp. Chest and
Nose:

Resp. Abdomen,
Chest and Nose:

Resp. Abdomen,
Chest, Nose and
Oxygen saturation:

a01 69.5 57.74 57.29 58.52 0
a02 69.5 55.33 50.2 49.52 45.88
a03 39.1 57.56 58.95 58.95 0
a04 77.4 29.57 40 47.41 46.06
b01 0.24 0.37 0.74 2.83 2.09
c01 0 0.24 1.36 0.24 1.11
c02 0 0 0.23 0 0.71
c03 0 0 0.26 0.53 0

Table 7.11: Subject classification results using the Artificial Neural Network with input
data from the Apnea-ECG database.

7.2.1.2 Support Vector Machine

The Support Vector Machine shows best performance with the Radial Basis/Gaussian
kernel function for epoch classification (Section 7.1.3), and we, therefore, use the same
setting for subject classification. We present the results for all eight subjects with
their actual AHI index from PhysioNet and our index for all four signal combinations in
Table 7.12. Results are good, but not as good as for the Artificial Neural Network (Section
7.2.1.1), despite the Support Vector Machine being superior for epoch classification (Sec-
tion 7.1.6). Using only nasal respiration, the Support Vector Machine is able to output an
AHI index in the actual severity group for all subjects. With the addition of respiration
from the chest, it is able to classify all subjects except subject c01, where it classifies a
healthy subject into the mild sleep apnea group. For all respiratory signals, it further
declines in performance as it classifies both b01 and c01 as sleep apnea sufferers, with
c01 in the severe group and b01 in the mild category. Finally, the use of all four signals
as input results in subjects b01, c01 and c03 being misclassified, where both c01 and c03
are in the severe category with an index of 60, despite having an actual AHI index of zero.

As the Artificial Neural Network (Section 7.2.1.1) is misclassifying subjects as non-
sufferers that in reality have sleep apnea, the Support Vector Machine seems to do the
opposite. Both problems are mainly visible when we use all four signals. The Support
Vector Machine classifies subject a03 with a higher index than a04, even though a04 has
a much higher index. Again, we struggle to explain both these findings.

Subject: AHI from PhysioNet: Resp. Nose: Resp. Chest and
Nose:

Resp. Abdomen,
Chest and Nose:

Resp. Abdomen,
Chest, Nose and
Oxygen saturation:

a01 69.5 58.9 59.3 59.2 60
a02 69.5 59.8 58.8 52.3 51
a03 39.1 60 60 57.7 60
a04 77.4 30.7 43.1 53.9 53.5
b01 0.24 0.98 2.3 5.9 6.8
c01 0 0.74 13.9 35 60
c02 0 0.36 0.48 2.2 3.4
c03 0 1.6 0.93 3.3 60

Table 7.12: Subject classification results using the Support Vector Machine with input
data from the Apnea-ECG database.

7.2.1.3 Decision Tree

The Decision Tree is our “worst” performing method for epoch classification (Section
7.1.6) and it follows that pattern for subject classification, see Table 7.13. From the table,
we can see that it is only able to classify 50% of the subjects into their actual AHI severity
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group for all signal combinations. It is however, able to correctly classify all subjects that
have sleep apnea, except for a01 and a03 with all four signals given as input. The Deci-
sion Tree, like the Support Vector Machine (Section 7.2.1.2), struggles more with correctly
classifying subjects that do not have sleep apnea. Although it is better to classify one too
many with a too high index, it is not good if the classifier continuously over-diagnoses
people.

Subject: AHI from PhysioNet: Resp. Nose: Resp. Chest and
Nose:

Resp. Abdomen,
Chest and Nose:

Resp. Abdomen,
Chest, Nose and
Oxygen saturation:

a01 69.5 55.8 55.32 57.04 24.6
a02 69.5 42.92 44.63 49.75 45.42
a03 39.1 45.05 42.5 38.57 25.6
a04 77.4 35.92 38.37 41.18 41.67
b01 0.24 32.46 29.75 24.07 9.13
c01 0 9.56 45.96 5.46 1.73
c02 0 17.6 12.57 8.02 4.79
c03 0 26.49 21.72 9.53 5.96

Table 7.13: Subject classification results using the Decision Tree with input data from the
Apnea-ECG database.

7.2.1.4 K-Nearest Neighbor

The K-Nearest Neighbor generally shows best performance with one or five neighbors
with epoch classification (Section 7.1.5) and we, therefore, use a number of five neighbors
for subject classification. As it shows superiority for epoch classification (Section 7.1.1
and 7.1.6), it is superior for subject classification as it correctly classifies all subjects into
their actual severity group for all signal combinations, except when using all four signals
as input. Just as the Artificial Neural Network (Section 7.2.1.1), the K-Nearest Neighbor
is not able to correctly classify subjects a01 and a03 with all signals given as input, al-
though they are recognized as sleep apnea sufferers. The K-Nearest Neighbor is better
at classifying subjects a03 and a04, with a higher index for a04 than a03 for all signal
combinations. Although the results from subject classification do not completely corre-
late with the results using ten-fold cross-validation for epoch classification, the methods
still show fairly good results, and except the superiority of the Artificial Neural Network
over the Support Vector Machine, they rank the same for subject classification as epoch
classification.

Subject: AHI from PhysioNet: Resp. Nose: Resp. Chest and
Nose:

Resp. Abdomen,
Chest and Nose:

Resp. Abdomen,
Chest, Nose and
Oxygen saturation:

a01 69.5 58.5 59.4 58.4 6.8
a02 69.5 56.5 52 48.7 46.7
a03 39.1 32.8 39.3 31.5 12.3
a04 77.4 43.1 52.8 51.9 45.8
b01 0.24 0 0.9 1.8 0.9
c01 0 0.13 0 0 0.12
c02 0 0 0.12 0.24 0.23
c03 0 0.13 0.4 0.6 0

Table 7.14: Subject classification results using the K-Nearest Neighbor with input data
from the Apnea-ECG database.

7.2.2 MIT-BIH Polysomnography Database
With poor results from epoch classification with the MIT-BIH Polysomnography
database, we only perform subject classification with the best performing signal com-
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bination consisting of respiration from the abdomen and nose (Section 7.1.1). There are
only three records that contain this signal combination consisting of slp37, slp59, and
slp66 (Section 5.1.2), and all have severe sleep apnea. In Table 7.15, we present the sub-
jects, their actual AHI index from PhysioNet and the AHI output from our four methods.
As we can see, all methods except the Artificial Neural Network perform equally good as
they output an AHI index within the severe category for 2/3 subjects, while the Artificial
Neural Network is only able to classify subject slp66. With such poor results from epoch
classification and such a small amount of training data, these results are not that bad.

Subject: AHI from PhysioNet: Artificial Neural
Network:

Support Vector
Machine:

Decision Tree: K-Nearest Neigh-
bor:

slp37 100.8 24.1 47.5 33.3 25.6
slp59 55.3 6.3 0 51.2 39
slp66 65.5 57.4 59.9 45.5 54.9

Table 7.15: Subject classification results for all methods with input data from the MIT-
BIH Polysomnography database.

7.2.3 Database Cross-Validation
Using test data from another database than that which the models are trained on, results
in generally poor results. We use only the signal combinations that have otherwise been
used for subject classification (Section 7.2.1-2). Models trained on data from the Apnea-
ECG database have therefore used the following signal combinations:

• Respiration from the nose.

• Respiration from the chest and nose.

• All respiratory signals.

• All four signals.

When a model is trained on the MIT-BIH Polysomnography database, we use the
combination of respiration from the abdomen and nose. We have tested all records
from St.Vincent’s University database with all four methods trained with the given
signal combinations. Records from the MIT-BIH Polysomnography database are used as
test data for models trained on the signal combinations consisting of respiration from
the nose, and respiration from the nose and abdomen with data from the Apnea-ECG
database. In addition, all eight records from the Apnea-ECG database are used as input
for models trained on data from the MIT-BIH Polysomnography database. All results
can be found in Appendix B.

There can be several reasons for the lack of success when using two completely
different data sources for training and testing. One can be the measurement unit, which
seems to be different among the databases. In the Apnea-ECG database, all signals
are measured in millivolt (Section 5.1.1). The signals in the MIT-BIH Polysomnography
database have different specifications (Section 5.1.2), as all signals we use, except oxygen
saturation is denoted as l, which makes it unclear what measurement unit this is. As
for St.Vincent’s University Hospital database, we lack specification for respiration from
the abdomen and chest, while nasal airflow is measured in Liters/minute and oxygen
saturation is just percentage (Section 5.1.3). There can be some artifacts in the data, or
it is possible that the subjects display completely different characteristics, although that
seems less likely. It is necessary to further examine the content in the data sets to make
sense of the results.
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7.2.4 Comparison with Related Work
Several related works that focus on subject classification have achieved good results (Sec-
tion 4.4). Although, their work revolves mainly on distinguishing between sleep apnea
sufferers and healthy subjects, with little focus on the actual AHI index or the severity
groups. We have not found any papers that use the five selected signal combinations for
subject classification with methods other than the Artificial Neural Network. In (Várady
et al. 2002), an Artificial Neural Network uses respiration from the chest and nose as
input data and obtains an accuracy of 100%. Both the Artificial Neural Network and K-
Nearest Neighbor are able to classify all subjects from the Apnea-ECG database with
the same signal combination (Section 7.2.1.1 and 7.2.1.4). Results are therefore equally
good in this thesis, but can be viewed as better due to the requirement of classifying the
subjects into their actual severity groups and not just distinguishing between sufferers
and non-sufferers.

7.3 Training and Testing Times
Performance metrics so far have centered around how well the data mining methods are
able to learn the true structure of the data and classify objects into their actual classes.
As this is a medial application domain, and a future context might involve on-line
analysis and monitoring, it is also necessary to evaluate the methods based on their
classification time, as slow models might not be able to handle a continuous data flow.
As we have three eager learners and one lazy learner, their different ways of learning
are certain to affect analysis time. Although training time is not as important as regular
classification time, we still include both to give a full analysis of how their different
approaches affect both aspects of the data mining process. We test the same signal
combinations that we use for subject classification with input data from the Apnea-ECG
database (Section 7.2.1), and we only perform these tests with data from the Apnea-ECG
database. The settings for each data mining method remain the same with the Artificial
Neural Network having 20 hidden nodes, the Gaussian kernel function for the Support
Vector Machine and five neighbors for the K-Nearest Neighbor. There are no varying
parameters for the Decision Tree (Section 6.3.3). We use ten-fold cross-validation when
performing the tests, as times have been measured during epoch classification. The
training time spans the training phase for all ten models, but testing time is just the
total time it took for all ten models to classify the objects in their test set.

The various training times are presented in Table 7.16, where the time is given in
milliseconds. Results show both expected and interesting results. It was expected that
the K-Nearest Neighbor would be the fastest, as it does not really have a training
phase, it simply “stores” the data. There is also little change when the number of signals
increases. Following the K-Nearest Neighbor, is the Support Vector Machine, where the
time increases steadily from one signal to all four signals. Although the Support Vector
Machine deals with an optimization problem that requires quadratic programming, the
training data is of a fairly reasonable size, especially the number of objects. The steady
increase in training time is likely a result of the increased computational complexity
when calculating dot products with more attributes/dimensions.

The Artificial Neural Network follows the Support Vector Machine with training
times more than doubled for all signal combinations. Training times are expected to be
slower for the Artificial Neural Network as it might have to use many training iterations
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to learn the patterns in the data. It is generally affected by the network size and the
input data. With a large network, there are more weights to update and optimize than
in smaller networks, but they give you the ability to model more complex data, and with
more complex patterns, the training time is likely to increase. There is a steady increase
from one signal to three signals, before we have a large jump with the addition of oxygen
saturation. Even though we have more weights due to a larger network structure, it
seems as though the extra time is mostly a result of a more difficult data set to learn.
This could be due to the fact that oxygen saturation levels are slightly delayed compared
to the respiratory signals, making it more difficult to learn the patterns, but this is just
speculation.

The slowest method during training is by far, the Decision Tree. Considering we
use an exhaustive search when evaluating possible split values, the Decision Tree is
likely to be slow given the data set and number of attributes. It is easy to see how
the value-set affects training time by observing how the time increases much more
when going from one to two signals and two to three signals, but with four signals,
there is a minor increase. More than 97% of the values in the respiratory signals are
distinct, resulting in many possible split values to evaluate, thus increasing the time.
The percentage of distinct values in oxygen saturation is only 0.67%.

Data Mining method: Resp. Nasal: Resp. Chest and
Nasal:

Resp. Abdomen,
Chest and Nasal:

Resp. Abdomen,
Chest, Nasal and
Oxygen saturation:

Artificial Neural Network 9279 10134 11349 19599
Support Vector Machine 4129 4701 5846 6276
Decision Tree 8350 15353 18939 20586
K-Nearest Neighbor 175 191 223 224

Table 7.16: Training times.

In Table 7.17, we present the classification times for our methods. The results are again,
both expected and interesting. Not surprisingly, the K-Nearest Neighbor is by far, the
slowest. It is more than 5-10 times slower than our second slowest method, the Support
Vector Machine, and 28-112 times slower than our fastest method, the Decision Tree.
The effects of a lazy learner approach are clearly visible. As all the other methods
build models that are fast during classification, the K-Nearest Neighbor performs all
the work during classification. We see the effects of an increase in dimensions as each
60-attribute increase results in almost a fixed time increase with 1100-1200 milliseconds.
Following the Decision Tree, we have the Support Vector Machine. Classification time
for Support Vector Machines depends only on the number of support vectors and the
number of attributes/dimensions. By examining the output models, we see that there
are approximately between 1000 and 1200 support vectors depending on the input data,
meaning they constitute for about 25% - 30% of the data set, which is a large amount.
Even though the Support Vector Machine is good at separating the two classes, it still
requires many of the objects for classification. The signal combinations result in a fairly
equal amount of support vectors, but with an increase when there are more signals,
meaning the increase in time is due to an increase in the number of support vectors in
addition to more attributes/dimensions in the input data.

The Artificial Neural Network, unlike the Support Vector Machine, does not have
varying classification times due to properties in the data set, only the network structure
affects classification time. With larger network structures, there will be a slight increase
in time, but the computation done during classification is not complex and therefore
not very noticeable. We see only a small increase in time as we introduce more signals,
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which is purely a result of more weights and nodes. Despite being the slowest during
the training phase, the Decision Tree stands out as the fastest classifier, although it is
not surprising. The entire classification process only involves conditional checks with a
worst-case complexity of O(w), where w is the maximum depth of the tree.

Unlike training time, classification time is an important evaluation factor for on-
line analysis. All classification times are quite small, even for the K-Nearest Neighbor.
However, if the data rate is high, some of the methods, especially the K-Nearest Neighbor
might not be suitable. Even though the K-Nearest Neighbor produces the overall best
accuracy, it might be necessary to find a balance between accuracy and speed with large
and continuous data flows. As the Decision Tree is our worst performing method, it is still
our fastest classifier. If we use our sample rate of 1 Hz, meaning that the classifier must
process one object per second, all methods are more than capable of on-line analysis as
they all have fairly small run-times. With all four signals given as input, the K-Nearest
Neighbor spends on average 1.16 milliseconds classifying one object, meaning it can
process approximately 862 objects per second. In other words, it is very much capable of
on-line analysis with the data rate we use in this thesis.

Data Mining method: Resp. Nasal: Resp. Chest and
Nasal:

Resp. Abdomen,
Chest and Nasal:

Resp. Abdomen,
Chest, Nasal and
Oxygen saturation:

Artificial Neural Network 131 138 148 146
Support Vector Machine 224 238 302 349
Decision Tree 38 39 44 41
K-Nearest Neighbor 1071 2190 3418 4607

Table 7.17: Classification/testing times.

7.4 Discussion and Conclusions
We have presented the results from two main evaluation settings consisting of a ten-fold
cross-validation scheme for evaluating general epoch classification and a holdout scheme
for classifying subjects and computing their AHI index. We have four main performance
metrics consisting of the accuracy, sensitivity, specificity and time measurements
covering both training and testing times. For our holdout scheme, we only scored the
results based on if our classified AHI index was in the actual AHI severity group which
requires only a comparison to the index given by PhysioNet. We presented an evaluation
of the two databases used for training, the Apnea-ECG and MIT-BIH Polysomnography
databases, in order to possibly identify potential weaknesses and strengths in the data
sets, making it easier to set requirements for future data quality.

Epoch classification with ten-fold cross-validation shows good results with input
data from the Apnea-ECG database. The K-Nearest Neighbor stands out as the superior
method with an accuracy, sensitivity and specificity of more than 90% for all signal
combinations. It achieves the best result in this thesis with an accuracy of 96.6% with
input data consisting of respiration from the chest and nose. As for the best performing
signal type, we find that nasal respiration is slightly better than the other signals, as
it gives us the third best result with an accuracy of 95.9%. Meaning that it is only
necessary to record nasal respiration to detect the general disrupted breathing patterns
caused by sleep apnea. However, as we are able to achieve an accuracy of more than 90%
for all signal combinations, it is possible to use all signal types in sleep apnea screening.
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The K-Nearest Neighbor is followed by the Support Vector Machine method, which
again is followed closely by the Artificial Neural Network method. With two similar
approaches to solving classification tasks, it was expected that the Support Vector
Machine and Artificial Neural Network would produce similar results. We believe that
the superiority of the Support Vector Machine is due to its optimization of the separation
between the two classes with the maximum margin hyperplane. As the Artificial Neural
Network often gets stuck in a local optimum, the Support Vector Machine always aims
for the global optimum. The Decision Tree performs good, but it does not produce as good
results as the other methods, but it achieves an accuracy of more than 90% for a large
fraction of the signal combinations.

When comparing the accuracy, sensitivity and specificity for all signal combina-
tions, we see that all methods follow a main pattern, but the Support Vector Machine
and Artificial Neural Network show very similar behavior, and the K-Nearest Neighbor
and Decision Tree show common traits as they shift more between the signal combi-
nations. The Support Vector Machine and Artificial Neural Network have generally
less variance in performance for the various signal combinations. Our methods have
two main approaches for how they use the input data, as the Support Vector Machine
and Artificial Neural Network add extra dimensions and abstractions to the input
data, while the Decision Tree and K-Nearest Neighbor only use the original input data.
Although it is just speculation, this might be one of the reasons for the observed patterns.

Using input data from the MIT-BIH Polysomnography database, the results are
poor for all methods with all signal combinations as we achieve a maximum accuracy of
only 73.5%. The K-Nearest Neighbor produces the best results for all signal combina-
tions, followed by the Support Vector Machine, Decision Tree and finally, the Artificial
Neural Network. We believe the poor results to be a consequence of two main factors:
too little training data and too much noise in the data set. This is supported by (Koley
and Dey 2012) and (Várady et al. 2002), as they had to use signal processing and feature
extraction tools to obtain sufficiently good results. In (Koley and Dey 2012), they report
that the data set is contaminated with noisy artifacts. As the Apnea-ECG database was
published as part of a data mining contest, it is very much possible that this data set has
been fine-tuned for data mining, meaning the data is of better quality.

As for subject classification, the results are good when both training and test data
come from the Apnea-ECG database. All methods, except the Decision Tree, are able to
classify all subjects with an AHI index that lies in their actual AHI severity group for at
least one signal combination. However, database cross-validation, meaning that we train
a model on one database and test on another, gives generally poor results, that are hard
to make sense of. The results might be a consequence of different measurement units
between the data sets, some artifacts/noise in the data, or different characteristics for
the subjects. We find it difficult to reason about these findings.

Our time measurement results show that our lazy learner, the K-Nearest Neigh-
bor, is by far the slowest method during classification, but also the fastest during
training. Considering it does not really train, it is not surprising. Although the Decision
Tree is the slowest during training, it is the fastest for classification. There are no
surprises in these results. Due to an exhaustive search to find possible split values for
the Decision Tree and a large number of distinct values in our attributes, it is bound to
be slow. However, as classification with a tree structure only involves conditional checks,
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it will always be fast, despite many levels in the tree. The Support Vector Machine is
quite fast during training, but a bit slow during classification, which is a result of a
large amount of support vectors, which constitute for about 25% - 30% of the data set.
Meaning it needs to compute the dot product between the test object and 25% - 30% of
the objects in the data set for each classification. The Artificial Neural Network is quite
slow during training, which is expected, as it needs more iterations with the data to learn
the true patterns. Despite a slow training phase, it is fast during classification and is
our second fastest classifier. Only the network size affects the classification time, but the
computation done at the hidden and output nodes is not very complex and introducing
more layers and nodes does not increase time by much, making it robust to data sets
with many attributes. We see that classification times only slightly increase when the
network structure increases. Support Vector Machines can be fast or slow given the
nature of the data set. Few support vectors result in a fast classifier, but in the worst
case scenario, all objects in the training set are a support vector.

With these results, we have found that data mining is very much capable of de-
tecting disrupted breathing with respiratory signals and oxygen saturation using a 1 Hz
sample rate and a simple normalization technique. Not only are all methods capable of
producing an accuracy of more than 90% for almost all signal combinations, but time
measurements show that even the K-Nearest Neighbor is able to classify data in a
on-line analysis setting with a processing capability of more than 860 objects per second.
All methods are possible to use for future work, but we recommend the three black-box
methods as the Decision Tree, although it is the fastest classifier, produces the “worst”
accuracy and its output trees hold no value. With the simple nature of the K-Nearest
Neighbor compared to the much more advanced Support Vector Machine and Artificial
Neural Network, we first and foremost recommend this for future use. However, one
must consider the storage requirements needed to permanently store the training data,
and if the sample rate increases drastically, it might not be suitable for on-line analysis.

When it comes to the signal combinations, it is possible to use all of them, but for
on-line analysis with focus on detecting the apnea and hypopnea events, oxygen satu-
ration alone is not sufficient as its changes are delayed. It works well here as we use
epochs with time spans of one minute or thirty seconds. As for data sources, if the data
is not of the same quality as the Apnea-ECG database, the results are not guaranteed to
be as good, which we experience with the MIT-BIH Polysomnography database. It might,
therefore, be wise to incorporate more signal processing tools if the raw data is likely to
be contaminated with noise or contain missing values.
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Chapter 8

Conclusions

In this thesis, we explore the use of data mining to detect disrupted breathing caused
by sleep apnea with input data consisting of all combinations of respiration from the
abdomen, chest and nose and oxygen saturation. The use of data mining is meant as a
replacement of the manual scoring done by sleep technicians today and set the founda-
tion for an automatic sleep apnea detection system possible to use at home. We conclude
this work with an analysis of the main contributions in Section 8.1, followed by some
suggestions for both short and long term future work in Section 8.2.

8.1 Contributions
After introducing the idea of using data mining to automatically detect periods of dis-
rupted breathing caused by sleep apnea, we examined how sleep apnea is diagnosed to-
day, the effects disrupted breathing show in physiological signals, data mining concepts
and methods, and various approaches using data mining to detect sleep apnea. Although
there have been some attempts to use data mining to detect the presence of sleep apnea,
the usage has been rather limited. An analysis of related work shows that emphasis is
mostly on the medical domain and signal processing with much focus on decomposing the
raw sensor signals into many features, especially when using the ECG signal, which is
the most commonly used signal type. There are few papers which compare several meth-
ods nor do they compare various combinations of physiological signals as input data.
None of the related works mention using noninvasive signal types, although some of the
works use respiration signals and oxygen saturation. Section 8.1.1 summarizes the main
contributions related to the selection of input data and presents the overall best results
while Section 8.1.2 presents the main contributions from evaluating and comparing the
data mining methods.

8.1.1 Input Data
When analyzing the various physiological signals used during the standard polysomnog-
raphy study (Section 4.1), finding the most suitable signal types was subject to the fol-
lowing criteria:

• Data must be recorded without being invasive to the patient.

• Recording of the data should be possible in the patient’s home.

• The data must show clear changes during disrupted breathing.
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After examining the available signal types, we selected four signals consisting of respi-
ration from the abdomen, chest and nose and oxygen saturation, resulting in a total of
15 different signal combinations. Although not a requirement for this thesis, including
respiration from the abdomen and chest makes it possible to distinguish between central
and obstructive sleep apnea. Only the following signal combinations have been used in
related works:

• Respiration from the nose.

• Oxygen saturation.

• Nasal respiration and oxygen saturation.

• Respiration from the abdomen and chest.

• Respiration from the abdomen and nose.

• Respiration from the chest and nose.

• Respiration from the abdomen, chest and nose.

• Respiration from the chest and nose, and oxygen saturation.

The seven remaining signal combinations have not to our knowledge been used as input
data in related works, and with the exception in (Várady et al. 2002) and (Al-Angari and
Sahakian 2012), there is no comparison of the various signal combinations. Results for
epoch classification using input data from the Apnea-ECG database show that there is
little variation between the signal combinations, with the accuracy ranging from 90.6%
with the sole use of respiration from the chest, to 96.6% with a combination of respiration
from the chest and nose. Using only nasal respiration gives us an accuracy of 95.9%,
which is the third best result. The results indicate that the strength of each signal type
is almost equally good and that there is no need to have more than one of the signals
as input data to detect disrupted breathing. Although nasal respiration is the best
performing signal type, it is not sufficient for separating central from obstructive sleep
apnea, which might be desirable for future work. Both respiration from the abdomen
and chest can be used to distinguish between the two and respiration from the abdomen
performs best with an accuracy of 92.9%.

Using the holdout method when classifying subject’s AHI indexes gave good results with
input data from the Apnea-ECG database. By only using respiration from the nose we
achieve a 100% score for all methods, except the Decision Tree. However, the results are
weaker when using this method compared to the recommended ten-fold cross-validation
scheme used for general epoch classification. Results were poor when using training
data from one database and test data from another, which could be due to different
measurement units, artifacts/noise in the data or other properties related to the data sets.

As we aimed to use as little pre-processing of the data as possible with only a
sample rate adjustment and a simple normalization technique, the goal was to get
results comparable to that in related work, or better. The highest accuracy found for
epoch classification in related work is in (Almazaydeh, Elleithy, and Faezipour 2012),
with an accuracy of 96.5% using input data from the Apnea-ECG database consisting of
ECG derived features using a Support Vector Machine. To our knowledge, the accuracy
of 96.6% which we achieve with the K-Nearest Neighbor with input data consisting of
respiration from the chest and nose, is the best result for epoch classification to this time,

129



proving that it is not necessary to use heavy signal processing and feature extraction
tools to get good results.

Even though results are not good with input data from the MIT-BIH Polysomnog-
raphy database, the exceptionally good results for all methods using data from the
Apnea-ECG database show that the general input data design is appropriate, although
it might not be optimal. In (Koley and Dey 2012), the authors report that the recordings
of nasal respiration in the MIT-BIH Polysomnography database are contaminated with
noisy artifacts, and they had to use various signal processing tools to achieve good
results. The results in (Várady et al. 2002), are obtained using signal processing and
feature extraction tools, and without this data processing, their tests give comparable
results to the results obtained in this thesis.

8.1.2 Data Mining
Four well-known data mining methods consisting of the Artificial Neural Network,
Support Vector Machine, Decision Tree and K-Nearest Neighbor have been implemented
in this thesis. All four have been used in related work, with the majority using Artificial
Neural Networks and Support Vector Machines. The methods were chosen due to their
popularity in related work, but also because they have different algorithmic properties
which would result in an interesting evaluation when tested with the same input data.
All methods are eager learners, except for the K-Nearest Neighbor, and all, except the
Decision Tree, are black-box methods.

The overall best performing method in terms of accuracy is the K-Nearest Neigh-
bor, which is interesting as it is the simplest method and only looks at the local structure
in the data, making it susceptible to noisy objects, especially with few neighbors. It
is superior when using ten-fold cross-validation for general epoch classification, but
also with the holdout method when classifying the subject’s AHI indexes. However,
performance does not vary much between the methods, especially when using ten-fold
cross-validation. The K-Nearest Neighbor is followed by the Support Vector Machine
and the Artificial Neural Network, which are both almost equally good with a slight
favor to the Support Vector Machine in epoch classification, but the Artificial Neural
Network shows better results in subject classification. The Support Vector Machine is
the only method which is better at detecting disrupted breathing than normal breathing
as the remaining methods are better at classifying epochs with normal breathing. Our
only white-box method, the Decision Tree, performs worst for both evaluation settings.
The derived trees are, unfortunately, hard to interpret and do not seem to be meaningful
with the given input data, mostly due to the time aspect/order within each data object.
They are large in size, with many levels depending on the signal type and the number
of signals. For instance, nasal respiration alone results in 35 levels, but all four signals
result in 24 levels. Large and complex trees are common when input data is numerical
and the trees are split binary. With a different representation of the input data, both in
terms of data type and no time/order aspect, a Decision Tree can be a good classifier,
especially considering that the accuracy is still similar to the other methods with the
current input data.

Performance in terms of time measurements show results that are both expected,
but also interesting. It was expected that the K-Nearest Neighbor would be the fastest
during training considering it does not really train, but just “stores” the training data,
but also the slowest during classification/testing when all work is actually done. Time
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measurements from both phases verify these expectations, as the method is clearly fast
during the “training” phase, but slow compared to the other methods during the classi-
fication phase. It is, for instance, more than 26 times faster during “training” than the
second fastest method, the Support Vector Machine with all four signals given as input
data. However, it is at the most 112 times slower during testing than the fastest method,
the Decision Tree and over 13 times slower than the third slowest method, the Support
Vector Machine. Still, the K-Nearest Neighbor method can classify approximately 862
instances per second, meaning it is very much capable of on-line analysis.

An interesting observation is that the Support Vector Machine is on average twice
as fast as the Artificial Neural Network during training, but twice as slow during
classification/testing. An explanation to the increased classification time for the Support
Vector Machine is the number of support vectors, which is high, and range between 1000
- 1200 for the signal combinations we have tested, constituting for approximately 25% -
30% of the data set in the Apnea-ECG database. Despite the use of kernel functions to
“transform” the feature space, the objects in the training set are most likely very close
to each other. Classification time for the Artificial Neural Network only depends on the
network structure, meaning the number of hidden nodes and layers, and the computation
done at the hidden and output nodes is not very complex. Our overall slowest method
during training is the Decision Tree, but it is by far the fastest for classification. Slow
training times are the result of the split function that uses an exhaustive search by
evaluating all possible split values for all attributes. When data is numerical and the
amount of distinct values is more than 97% for the respiratory signals, this search is
bound to be slow. We see the overall effects of distinct values when the addition of oxygen
saturation barely affects the training time, which is not surprising as it only has 0.67%
distinct values. The fast testing times are due to the model structure. Tree structures
are very fast to iterate through as they only operate with conditional checks.

As we have seen, the overall performance in terms of accuracy is very similar for
the methods. The K-Nearest Neighbor stands out as the superior method for both eval-
uation settings, followed by the Support Vector Machine and Artificial Neural Network,
with the Decision Tree as the worst performing method. An initial concern was that the
K-Nearest Neighbor would be too slow for on-line analysis, but time measurements show
that it is able to handle 862 times the data rate in this thesis with all four signals as
input, making it suitable for on-line analysis. When analyzing the accuracy, sensitivity
and specificity values for the various signal combinations, we see that the patterns are
similar for all methods, but the Support Vector Machine and Artificial Neural Networks
have especially similar traits, and the K-Nearest Neighbor and Decision Tree show some
similar behavior. The Support Vector Machine and Artificial Neural Network both add
abstractions to the data by introducing extra dimensions in the form of kernel functions
and hidden nodes, while the Decision Tree and K-Nearest Neighbor use only the original
input data. We, therefore, believe that this can be a potential reason for the observed
patterns, but this is just speculation.

As for the best performing settings for each method, all the numbers of k neigh-
bors settings for the K-Nearest Neighbor method perform almost equally good, 20-30
hidden nodes produce on average the best results for the Artificial Neural Network,
although performance is very similar for all settings. The Radial Basis/Gaussian kernel
function shows superiority compared to the Polynomial and Linear kernel. Our Decision
tree has no varying parameters for the final implementation.
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Based on the results obtained, all four methods are suitable for both off-line and
on-line analysis. However, with the superiority of the K-Nearest Neighbor in terms of
accuracy, its ability to classify objects on-line and its simple algorithm which is easy
to implement manually in any language, makes it the recommended method for future
use. Considerations have to be made if the input data is likely to contain noise as the
K-Nearest Neighbor with small values of k neighbors handle such objects poorly, or there
are storage space issues on the computing device as it requires all training data to be
permanently stored. Having a more robust model such as the Support Vector Machine
and Artificial Neural Network is a good option. Without being superior in any of the tests
except for the classification times, the Decision Tree is not recommended when there are
three overall better performing methods.

8.2 Future Work
In this thesis, we have implemented four data mining methods and tested all signal
combinations consisting of respiration from the abdomen, chest and nose and oxygen
saturation. Results in terms of accuracy are good with the best accuracy reaching 96.6%.
As this thesis explores a simpler approach in terms of input data pre-processing, it
might be too simple. Without knowing if the data was in any way processed before
being published at PhysioNet, it is hard to determine if the good results obtained
with the Apnea-ECG database are due to already heavily processed input data. In
this thesis, we wanted to avoid too much pre-processing of the data and keep the
solution simpler with more focus on the data mining. In addition to the sample rate
adjustment and normalization, all NAN (not a number) values are set to zero. Such
values constitute for about 0.2% of the data set in the Apnea-ECG database. Not a
large fraction, but there are more optimal ways of handling these values, such as for
instance substitution where the NAN values are replaced with values from other objects
which share similar values for the other attributes. Substitution requires that one
searches through the entire data set comparing the attributes to find similar objects,
which is not an issue for off-line analysis, but could impose issues during on-line analysis.

One can try to further improve the results by applying other tools that smooth the
data such as, for instance, a moving average filter (Wikipedia 2015e). Still, increasing
the use of processing tools makes the solution more complex, requiring more resources
and reducing the time left for the data mining to analyze the data, which can result in
issues during on-line analysis. In order to test the need for more pre-processing, the
evaluation setting should include raw sensor data. This will better test a method’s ability
to analyze data which is likely to include noise, missing data, and other artifacts, in
addition to the ability to process continuous data flows.

Another direction possible to explore is to incorporate data mining methods that
can handle sequential data. Meaning we change the design of our objects, where each
signal now contains several attributes, but instead have the objects contain only the
four signals with one attribute value, meaning each object constitute one second / 1 Hz
of data, instead of whole minutes or thirty seconds. Even though Recurrent Artificial
Neural Networks (Marsland 2009) and (Wikipedia 2015f) can be difficult to implement
compared to the standard Feed-Forward Artificial Neural Network, they can process
arbitrary sequences of inputs. However, considering we have achieved very good results
with our input data design, it is not necessary to alter this design.
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As for long-time suggestions, the ultimate goal is to have a complete sleep apnea
screening at home, without the need for manual labor to help record the signals or
evaluate them. With the increasing amount of applications for smart phones measuring
everything from your workouts to your sleep stages (iTunes 2014), it should be possible
to create an application that automatically evaluates a person’s breathing using data
mining at the core. With classification methods, there is a need for supervised learning
and the application would have to come with a trained model. The selection of training
data should be larger than in this thesis and come from people with varying degrees
of sleep apnea in order to cover the general public, making the model more robust.
However, the K-Nearest Neighbor would require all training data to reside on the phone,
requiring more storage space. Too much data can also affect its ability to analyze the
data on-line. Considering that all signals selected in this thesis are suitable to record
at home, and that people are already measuring, for instance, their blood pressure and
blood sugar, strapping on an elastic belt to measure breathing from the abdomen or chest
should be simple. With the continuous advancements in sensor technology, it will most
likely be possible to record these signals wireless in the future, making it even easier
and more comfortable to perform the study.

A sleep apnea diagnosis application will hopefully be available to download for
smart phones in the future, making it easy for people to test whether they might have
sleep apnea, be in the danger zone or just monitor their breathing throughout the
night. Being monitored throughout the night can be life-saving for those with severe
sleep apnea, as an alarm can be generated if normal breathing fails to resume within a
given time period. The application will reduce the number of people in waiting lines for
polysomnography studies, making it easier for those who actually need these studies.

A final suggestion for future work is to incorporate a more sophisticated data min-
ing design with more than two classes. Distinguishing between the various types of
sleep apnea can make it easier for physicians to treat their patients. Those who have
obstructive sleep apnea need a completely different treatment plan than those with cen-
tral sleep apnea. Considering that central sleep apnea is caused by faults in neurological
signals, these patients are in more need of a monitoring application as they might be
impossible to treat.
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Appendix A

Code Manual

This appendix provides a manual on how to use the implemented code. It is primarily
a guideline for how to execute the Matlab scripts. The general description of the code
can be found in Chapter 6. In Appendix A.1, we present the necessary information on
how to get started with the PhysioNet databases and Matlab. The code used to process
the input data for all three databases with execution examples is given in Appendix A.2.
In Appendix A.3-6 we present the code and execution examples for all four data min-
ing methods, followed by an overview of the supplementary code that changes attribute
names for the Decision Tree and the script that computes the Apnea-Hypopnea (AHI)
index (Section 2.8) in Appendix A.7.

A.1 Matlab and PhysioNet
In Appendix A.1.1, we give the necessary details on where to find and download the
three PhysioNet databases and Appendix A.1.2 shows how to get access to the PhysioNet
databases and tools from inside the Matlab computing environment.

A.1.1 PhysioNet Databases
PhysioNet databases can be downloaded directly from the PhysioNet website (Phys-
ioNet 2015a). The Apnea-ECG database can be downloaded from (PhysioNet 2011c),
the MIT-BIH Polysomnography from (PhysioNet 2013) and St.Vincent’s University
Hospital database from (PhysioNet 2011b). Each file in a database can be down-
loaded manually by clicking once on it, but on a Linux environment, the en-
tire database can be downloaded using the wget command. Downloading the en-
tire Apnea-ECG database can be done using the following command: wget -r -np
http://www.physionet.org/physiobank/database/apnea-ecg/. Downloading the MIT-BIH
Polysomnography and St.Vincent’s University Hospital database can be done by swap-
ping /apnea-ecg with respectively /slpdb or /ucddb.

A.1.2 Matlab Details
The Matlab version used in this thesis is the R2014b version for Windows. It can be pur-
chased directly at their website (MathWorks 2015h), but we have downloaded it from the
University of Oslo (UiO 2014). In order to run scripts that process data from the Phys-
ioNet databases, the directory containing the database files must be set to the working
directory, see Figure A.1, where the working directory has been set to the folder con-
taining the files from the Apnea-ECG database. Changing the directory can be done by
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clicking on the folder icon with the green arrow right next to the directory path. If the
scripts are not open in the editor, they must be contained within the working directory,
in this case, the same folder containing the files from the Apnea-ECG database. Run-
ning the scripts can then be done in the command window. In order to use functions from
the PhysioNet library inside Matlab, which is necessary (Section 6.2.1), the toolbox from
PhysioNet must be installed. This can be done by adding the following commands into
the Matlab command window (PhysioNet 2015d):

[old_path]=which(’rdsamp’);if(~isempty(old_path)) rmpath(old_path(1:end-8)); end
wfdb_url=’http://physionet.org/physiotools/matlab/wfdb-app-matlab/wfdb-app-toolbox-0-9-9.zip’;
[filestr,status] = urlwrite(wfdb_url,’wfdb-app-toolbox-0-9-9.zip’);
unzip(’wfdb-app-toolbox-0-9-9.zip’);
cd wfdb-app-toolbox-0-9-9;cd mcode
addpath(pwd);savepath

Figure A.1: Working directory in Matlab.

A.2 Input Data Processing
In Appendix A.2.1-3, we present the code used to process data from the three databases
in addition to execution examples. For a general description of the code, see Section 6.2.

A.2.1 Apnea-ECG Database
The code that processes data from the Apnea-ECG database is presented in Figure A.2.
As all records used from the Apnea-ECG database contain all four signals, there is no
need to change the parameter records when changing the signal combination, which is
specified by the parameter signals. The example in Figure A.2 processes data for the sig-
nal combination consisting of all four signals. In order to for instance process data that
only contain respiration from the chest and abdomen, the parameter signals must be
changed to [2 3]. The signal combination, in addition to the records, are the only param-
eters we change between test settings for this script. When the setting is epoch classifi-
cation, all records are used, see Figure A.3.
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function [annotations, r] = process_apnea_ecg()
% Signal types: 2 = Resp. Chest, 3 = Resp. Abdomen, 4 = Resp. Nasal and 5 = Oxygen saturation.
signals = [2 3 4 5];
num_signals = size(signals, 2);

% Function reads signal and annotation data for one record at a time.
function [data,annotations] = read_record(record_name)

% Read and process annotation data.
[~,type,~,~,~,~] = rdann(record_name, ’apn’);
annotations = type==’A’;

% Read signal data.
[~, signal] = rdsamp(record_name, signals, 100*60*size(annotations,1));
% Adjust the sampling rate from 100 Hz to 1 Hz.
data = reshape(mean(reshape(signal, 100,[])), [], num_signals);

end

% Function reads signal and annotation data for all specified records and
% and adds data from "read_record" to "data" and "annotations" containers.
function [data, annotations] = read_records(records)

data = zeros(0, num_signals);
annotations = zeros(0,1);
for record = 1:size(records,1)

[d_i, a_i] = read_record(char(records(record)));
data = vertcat(data, d_i);
annotations = vertcat(annotations, a_i);

end
end

% Parameter specifying which records to read.
records = cellstr([’a01er’; ’a02er’; ’a03er’; ’a04er’; ’b01er’; ’c01er’; ’c02er’; ’c03er’]);
[x, annotations] = read_records(records);

% Replace NAN(not a number values) with zero.
x(isnan(x)) = 0;

% Normalize the columns.
normA = max(x) - min(x);
normA = repmat(normA, [length(x) 1]);
x = x./normA;

x(isnan(x)) = 0;

% The remaining code moves blocks of 60 rows for each column and place them horizontally
% so each row contains the whole object.
pr_iteration = 60;
assert(mod(size(x,1), pr_iteration) == 0);
nn_input = zeros(size(x,1)/pr_iteration, num_signals*pr_iteration);

j = 1;
for i = 1:pr_iteration:size(x,1)

nn_input(j,:) = reshape(x(i:i+pr_iteration-1,:), 1, []);
j = j + 1;

end

r = nn_input;
end

Figure A.2: Code used to prepare input data from the Apnea-ECG database.

The script returns the processed signal and annotation data, denoted as r and annota-
tions see Figure A.2. We must, therefore, specify return parameters when executing the
script. Calling the script can be done by entering the following in the command window:
[an, data] = process_apnea_ecg(), see Figure A.3. Return parameters can be freely named,
but the first parameter represents the annotations and the second, the signal data. The
output parameters are temporarily stored and can be found in the workspace, at the right
in Figure A.3. As all signals are used in this example, the number of attributes is 240, as
can be seen in the output parameters. The signal and annotation data are now available
to use as input for all four data mining methods.
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Figure A.3: Processing input data from the Apnea-ECG database for epoch classification.

With subject classification, one record must be withheld from the training data. This is
easily achieved by removing one of the record names from the records parameter. As the
withheld record is used for testing, this record must also be processed, but separately.
For instance, if we want to classify subject a01er, we exclude this from the processing as
follows: records = cellstr([’a02er’; ’a03er’; ’a04er’; ’b01er’; ’c01er’; ’c02er’; ’c03er’]) and call
the script as follows: [an, data] = process_apnea_ecg(). When the data is processed, we
can change the records parameter to: records = cellstr([’a01er’]) and call the script with
different output parameters to avoid overwriting the training data as follows: [an_test,
data_test] = process_apnea_ecg(). Four parameters: an, data, an_test and data_test are
now available in the workspace, ready to be used as input for the data mining methods,
although we do not use an_test. In Figure A.4, the training data without the withheld
record has been processed, and in Figure A.5, the test data consisting of the withheld
record, a01er, has been processed.

Figure A.4: Processing training data for subject classification with data from the Apnea-
ECG database.
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Figure A.5: Processing test data for subject classification with data from the Apnea-ECG
database.

A.2.2 MIT-BIH Polysomnography Database
The code that processes data for the MIT-BIH Polysomnography database is presented
in Figure A.6. Just as for the Apnea-ECG processing script, the parameters we adjust
are the records and signals parameter. Unlike the Apnea-ECG database, all records do
not contain all four signals. A list of which records that contain data for the various
signal combinations can be found in Section 5.1.2. Record names will, therefore, vary
depending on the specified signal combination.

An execution example of this script is shown in Figure A.7, where the signal combination
consists of respiration from the chest and nose, just as in Figure A.6. It is important
to specify that as some of the records have an extra character in their names, such as
slp67x, slp02a and slp02b, the other record names must therefore be specified with a
blank space in the end if they are combined with any of these records, see Figure A.7 and
A.6. As this is a signal combination consisting of two signals, the number of attributes is
60, as can be seen in the output parameters an and data in the workspace, see Figure A.7.

We use the same procedure as for the Apnea-ECG database to process data for
subject classification. One record is excluded from the training set, see Figure A.8, and
that withheld record is then processed individually as test data, see Figure A.9. After
the training and test data have been processed, they are available in the workspace.
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function [annotations, r] = process_slpdb()
% Signal types: 4 = Resp. Nose, 5 = Resp. Abdomen/Chest and 7 = Oxygen saturation.
signals = [4 5];
num_signals = size(signals, 2);

% Function reads signal and annotation data for one record at a time.
function [data,annotations] = read_record(record_name)

% Read and process annotation data.
[sample,~,~,~,~,aux] = rdann(record_name, ’st’);
annotations = zeros(size(aux,1)-1, 1);
anno_index = 1;
for i = 2:size(aux,1)

annotations(anno_index) = not(isempty(regexp(char(aux{i}), ’C|O|X|H’)));
anno_index = anno_index + 1;

end

% Read signal data.
read_from = sample(1);
read_to = 250*30*(size(annotations,1)) + read_from - 1;
[~, signal] = rdsamp(record_name, signals);
signal = signal(read_from:read_to,:);
% Adjust the sampling rate from 250 Hz to 1 Hz.
data = reshape(mean(reshape(signal, 250,[])), [], num_signals);

end

% Function reads signal and annotation data for all specified records and
% and adds data from "read_record" to "data" and "annotations" containers.
function [data, annotations] = read_records(records)

data = zeros(0, num_signals);
annotations = zeros(0,1);
for record = 1:size(records,1)

[d_i, a_i] = read_record(char(records(record)));
data = vertcat(data, d_i);
annotations = vertcat(annotations, a_i);

end
end

% Parameter specifying which records to read.
records = cellstr([’slp32 ’; ’slp48 ’; ’slp67x’]);
[x, annotations] = read_records(records);

% Replace NAN(not a number values) with zero.
x(isnan(x)) = 0;

% Normalize the columns.
normA = max(x) - min(x);
normA = repmat(normA, [length(x) 1]);
x = x./normA;

x(isnan(x)) = 0;

% The remaining code moves blocks of 30 rows for each column and place them horizontally
% so each row contains the whole object.
pr_iteration = 30;

x = x(1:size(x,1) - mod(size(x,1), pr_iteration),:);

assert(mod(size(x,1), pr_iteration) == 0);
nn_input = zeros(size(x,1)/pr_iteration, num_signals*pr_iteration);

j = 1;
for i = 1:pr_iteration:size(x,1)

nn_input(j,:) = reshape(x(i:i+pr_iteration-1,:), 1, []);
j = j + 1;

end

r = nn_input;
end

Figure A.6: Code used to prepare input data from the MIT-BIH Polysomnography
database.
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Figure A.7: Processing input data from the MIT-BIH Polysomnography database for
epoch classification.

Figure A.8: Processing training data for subject classification with data from the MIT-
BIH Polysomnography database.

Figure A.9: Processing test data for subject classification with data from the MIT-BIH
Polysomnography database.
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A.2.3 St. Vincent’s University Hospital Database
The code that processes the data for St.Vincent’s University Hospital database is
presented in Figure A.11. As this database is only used in subject classification, we only
process one record at a time. When specifying the signal combination in the signals
parameter, it is necessary to have the same signal type order as the one specified for the
training data processing script. Meaning that the signals must be the same and have the
same order as for the trained model, and the number of attributes must match. In order
to adjust the latter, the parameter pr_iteration must be set to 60 for models trained on
data from the Apnea-ECG database and 30 for the MIT-BIH Polysomnography database.

In Figure A.11, the data is processed to fit a model trained on data from the Apnea-ECG
database. Another difference from the previous processing scripts, is that the number
of lines except the header line must be specified, as given by the number “3106176” in
the line: rdsamp(record_name, signals, 3106176);. More about the reason why one has
to specify the number of lines is given in Section 6.2.1 and Section 6.2.4. Figure A.10
displays an execution of the script in Figure A.11.

Figure A.10: Processing test data for subject classification with data from St.Vincent’s
University Hospital database.

153



function [r] = process_ucddb()
% Signal types: 7 = Oxygen saturation, 9 = Resp. Nose, 11 = Resp. Chest and 12 = Resp. Abdomen.
signals = [7 9 11 12];
num_signals = size(signals, 2);

% Function reads signal data for one record at a time.
function [data] = read_record(record_name)

% Read signal data.
[~, x] = rdsamp(record_name, signals, 3106176);
% Skip the remaining signal data so that the number of lines is divisible by 128.
x = x(1:size(x,1) - mod(size(x,1), 128),:);
% Adjust the sampling rate from 128 Hz to 1 Hz.
data = reshape(mean(reshape(x, 128,[])), [], num_signals);

end

% Function reads signal data and adds data from "read_record" to "data" container.
function [data] = read_records(records)

data = zeros(0, num_signals);
for record = 1:size(records,1)

[d] = read_record(char(records(record)));
data = vertcat(data, d);

end
end

% Parameter specifying which record to read.
records = cellstr(’ucddb024.rec’);
[x] = read_records(records);

% Replace NAN(not a number values) with zero.
x(isnan(x)) = 0;

% Normalize the columns.
normA = max(x) - min(x);
normA = repmat(normA, [length(x) 1]);
x = x./normA;

x(isnan(x)) = 0;

% The remaining code moves blocks of 60 rows for each column and place them horizontally
% so each row contains the whole object.
% pr_iteration is set to either 30 or 60 depending on which database the model
% has been trained on.
pr_iteration = 60;

x = x(1:size(x,1) - mod(size(x,1), pr_iteration),:);

assert(mod(size(x,1), pr_iteration) == 0);
nn_input = zeros(size(x,1)/pr_iteration, num_signals*pr_iteration);

j = 1;
for i = 1:pr_iteration:size(x,1)

nn_input(j,:) = reshape(x(i:i+pr_iteration-1,:), 1, []);
j = j + 1;

end

r = nn_input;
end

Figure A.11: Code used to prepare input data from St.Vincent’s University Hospital
database.

A.3 Artificial Neural Network
The code used to implement the Artificial Neural Network with ten-fold cross-validation
for epoch classification is presented in Figure A.12. Input parameters are data and an
from the input data processing scripts (Appendix A.2). The number of hidden nodes have
been set to 20, as denoted by the parameter hiddenLayerSize. It is the only parameter
that varies for the final implementation (Section 6.3.1).
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function neural_net(data, an)
% Partition the data randomly into ten folds to be used for ten-fold cross-validation.
CVO = cvpartition(size(data, 1),’k’,10);
t_tr = 0;
t_te = 0;

function [net] = train_network(data, an)
x = data’;
t = an’;

% Create a Pattern Recognition Network.
% Set the number of hidden nodes.
hiddenLayerSize = 20;
net = patternnet(hiddenLayerSize);

% Setup division of data for training and validation.
net.divideParam.trainRatio = 70/100;
net.divideParam.valRatio = 30/100;

% Set the backpropagation and activation functions.
net.trainFcn = ’trainscg’;
net.layers{1}.transferFcn = ’tansig’;
net.layers{2}.transferFcn = ’softmax’;

% Train the Network
[net,~] = train(net,x,t);

end

% Store the test results.
allGuessedAn = zeros(size(an));

% Train ten models.
for i = 1:CVO.NumTestSets

% Get the indexes to use for training and testing.
trainingIdx = CVO.training(i);
testIdx = CVO.test(i);

% Extract the actual signal and class data.
trainingData = data(trainingIdx,:);
trainingAn = an(trainingIdx,:);
testData = data(testIdx,:);
tic;
net = train_network(trainingData, trainingAn);
t_tr = t_tr + toc;
tic;
% All output values above 0.5 are considered a "fire".
guessedAn = net(testData’) > 0.5;
t_te = t_te + toc;
allGuessedAn(testIdx,:) = guessedAn;

end

% Compare the classified labels with the actual class labels.
res = an(:)==allGuessedAn(:);
% Compute the accuracy.
c = (sum(res)/length(res))*100
% Plot a confusion matrix of the results.
plotconfusion(an’, allGuessedAn’);

t_tr
t_te

end

Figure A.12: Artificial Neural Network implementation for epoch classification.

An execution example of the script in Figure A.12 with input data from the Apnea-ECG
database is shown in Figure A.13. Output consists of the accuracy, training and test times
and a confusion matrix, where the latter is not visible in the figure.
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Figure A.13: Execution of the Artificial Neural Network implementation for epoch classi-
fication.

The implementation of the Artificial Neural Network for subject classification is pre-
sented in Figure A.14. It takes an additional input parameter, which is the test data
consisting of the withheld subject. The output parameter is the "predicted" AHI index
for the subject. An execution example of this script with input data from the Apnea-ECG
database is shown in Figure A.15.

function neural_net_AHI(trainingData, trainingAn, testData)
% Create a Pattern Recognition Network.
% Set the number of hidden nodes.
hiddenLayerSize = 20;
net = patternnet(hiddenLayerSize);

% Setup division of data for training and validation.
net.divideParam.trainRatio = 70/100;
net.divideParam.valRatio = 30/100;

net.trainParam.showWindow = 0;

% Set the backpropagation and activation functions.
net.trainFcn = ’trainscg’;
net.layers{1}.transferFcn = ’tansig’;
net.layers{2}.transferFcn = ’softmax’;

% Train the Network
[net,~] = train(net,trainingData’,trainingAn’);

% All output values above 0.5 are considered a "fire".
guessedAn = net(testData’) > 0.5;

% Get the AHI index.
AHI(guessedAn’)

end

Figure A.14: Artificial Neural Network implementation for subject classification.
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Figure A.15: Execution of the Artificial Neural Network implementation for subject clas-
sification.

A.4 Support Vector Machine
Implementation of the Support Vector Machine for epoch classification is presented in
Figure A.16. The variable parameter here is the kernel function, denoted as KernelFunc-
tion in the fitcsvm function. It can be changed to polynomial or linear. When using the
Polynomial kernel function, it is also possible to specify the polynomial order, by adding
a new name-value input parameter such as: mdl = fitcsvm(data, an, ’KernelFunction’,
’polynomial’, ’PolynomialOrder’, 2, ’CrossVal’, ’on’);.

function SVM(data, an)
tic;
% Training ten Support Vector Machine models with 10-fold cross-validation.
mdl = fitcsvm(data, an, ’KernelFunction’, ’gaussian’, ’CrossVal’, ’on’);
t_tr = toc;

tic;
% Classify the data in the test sets.
classify_svm = kfoldPredict(mdl);
t_te = toc;

% Compare the classified labels with the actual class labels.
res = an(:)==classify_svm(:);
% Compute the accuracy.
c = (sum(res)/length(res))*100
% Plot a confusion matrix of the results.
plotconfusion(an’, classify_svm’);

t_tr
t_te

end

Figure A.16: Support Vector Machine implementation for epoch classification.

An execution example of this script with input data from the Apnea-ECG database is
shown in Figure A.17.
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Figure A.17: Execution of the Support Vector Machine implementation for epoch classifi-
cation.

The implementation of the Support Vector Machine for subject classification is presented
in Figure A.18, with an execution example in in Figure A.19.

function SVM_AHI(data, an, data_test)
% Train a Support Vector Machine.
mdl = fitcsvm(data, an, ’KernelFunction’, ’gaussian’);

% Classify the test data using the trained Support Vector Machine model "mdl".
classify_svm = predict(mdl, data_test);

% Get the AHI index.
AHI(classify_svm)

end

Figure A.18: Support Vector Machine implementation for subject classification.

Figure A.19: Execution of the Support Vector Machine implementation for subject classi-
fication.

A.5 Decision Tree
The Decision Tree implementation for epoch classification is shown in Figure A.20. No
parameters vary for the final implementation (Section 6.3.3).
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function decision_tree(data, an)
tic;
% Training ten Decision Trees with 10-fold cross-validation.
mdl = fitctree(data, an, ’CrossVal’, ’on’);
t_tr = toc;

tic;
% Classify the data in the test sets.
classify_decision_tree = kfoldPredict(mdl);
t_te = toc;

% Compare the classified labels with the actual class labels.
res = an(:)==classify_decision_tree(:);
% Compute the accuracy.
c = (sum(res)/length(res))*100
% Plot a confusion matrix of the results.
plotconfusion(an’, classify_decision_tree’);

t_tr
t_te

end

Figure A.20: Decision Tree implementation for epoch classification.

An execution example of the script in Figure A.20 is shown in Figure A.21.

Figure A.21: Execution of the Decision Tree implementation for epoch classification.

Implementation of the Decision Tree for subject classification is given in Figure A.22.

function decision_tree_AHI(data, an, data_test)
% Train a Decision Tree.
mdl = fitctree(data, an, ’PredictorNames’, get_predictor_names());

% View the output model.
view(mdl,’mode’,’graph’);

% Classify the test data using the trained Decision Tree model "mdl".
classify_decision_tree = predict(mdl, data_test);

% Get the AHI index.
AHI(classify_decision_tree)

end

Figure A.22: Decision Tree implementation for subject classification.

An execution example of the script in Figure A.22 is given in Figure A.23, where input
data is from the Apnea-ECG database.
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Figure A.23: Execution of the Decision Tree implementation for subject classification.

A.6 K-Nearest Neighbor
The K-Nearest Neighbor implementation for epoch classification is presented in Fig-
ure A.24, where the number of neighbors have been set to five, as denoted by the pa-
rameter NumNeighbors. It is the only varying parameter for the final implementation
(Section 6.3.4). An execution example of this script is shown in Figure A.25.

function KNN(data, an)
tic;
% Training ten K-Nearest Neighbor models with 10-fold cross-validation.
mdl = fitcknn(data, an, ’NumNeighbors’, 5, ’Distance’, ’cityblock’, ’CrossVal’, ’on’);
t_tr = toc;

tic;
% Classify the data in the test sets.
classify_knn = kfoldPredict(mdl);
t_te = toc;

% Compare the classified labels with the actual class labels.
res = an(:)==classify_knn(:);
% Compute the accuracy.
c = (sum(res)/length(res))*100
% Plot a confusion matrix of the results.
plotconfusion(an’, classify_knn’);

t_tr
t_te

end

Figure A.24: K-Nearest Neighbor implementation for epoch classification.
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Figure A.25: Execution of the K-Nearest Neighbor implementation for epoch classifica-
tion.

Implementation of the K-Nearest Neighbor for subject classification is shown in Fig-
ure A.26, and an execution example in Figure A.27, where input data is from the Apnea-
ECG database.

function KNN_AHI(data, an, data_test)
% Train a K-Nearest Neighbor.
mdl = fitcknn(data, an, ’NumNeighbors’, 5, ’Distance’, ’cityblock’);

% Classify the test data using the "trained" K-Nearest Neighbor model "mdl".
classify_knn = predict(mdl, data_test);

% Get the AHI index.
AHI(classify_knn)

end

Figure A.26: K-Nearest Neighbor implementation.

Figure A.27: Execution of the K-Nearest Neighbor implementation for subject classifica-
tion.

A.7 Additional Code
In addition to the scripts responsible for processing the input data and the implemen-
tation of the data mining methods, we also have a script that calculates the Apnea-
Hypopnea Index (AHI) and two scripts that change the attribute names when we want
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to display the Decision Tree model. In this appendix, we provide the code and a brief
description of the functionality.

Apnea-Hypopnea Index (AHI): The AHI index is calculated by the function shown
in Figure A.28. It takes in a vector with all classified epochs for a subject and outputs
the AHI index. It summarizes all epochs with disrupted breathing and divides this on
the number of hours of sleep for the subject. As annotations are given in one-minute
intervals for the Apnea-ECG database, we divide the total number of classified epochs by
60 to get the number of hours of sleep. With data from the MIT-BIH Polysomnography
database, we must divide by 120 as annotations are sampled every thirty seconds.

%Function calculates the AHI index.
function [ahi] = AHI(predictions)

ahi = sum(predictions) / (size(predictions,1) / 60);
end

Figure A.28: Implementation of the Apnea-Hypopnea (AHI) calculation.

Attribute Name Changer: In Figure A.29 and A.30 we present the code used to
change the attribute names to make the Decision Trees easier to visually interpret. We
specify the signal number in the signals parameter that we want to convert. It is impor-
tant that when we use this function, see Figure A.22 (Appendix A.5), that we include all
the signals that was used during the input data processing. See Figure 5.9 (Section 5.5.3)
for an example of a Decision Tree where the attribute names have been changed.

%Function replaces the signal number with its signal name for input data
%from the Apnea-ECG database.
function[names] = get_predictor_names()

signals = [2 3 4 5];
names = [];
for i=1:size(signals, 2)

if signals(i) == 2
names = add_to_array(names, ’Chest’);

end

if signals(i) == 3
names = add_to_array(names, ’Abdomen’);

end

if signals(i) == 4
names = add_to_array(names, ’Nasal’);

end

if signals(i) == 5
names = add_to_array(names, ’O2’);

end
end

end

function[names] = add_to_array(array, to_add)
extend = cell(1, 60);
for i=1:60

extend(1, i) = cellstr(strcat(to_add, ’_’, int2str(i)));
end
names = horzcat(array, extend);

end

Figure A.29: Implementation of the attribute name changer for the Apnea-ECG database.
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%Function replaces the signal number with its signal name for input data
%from the MIT-BIH Polysomnography database.
function[names] = get_predictor_names()

signals = [4 5 7];
names = [];
for i=1:size(signals, 2)

if signals(i) == 4
names = add_to_array(names, ’Nasal’);

end

if signals(i) == 5
names = add_to_array(names, ’Abdomen/Chest’);

end

if signals(i) == 7
names = add_to_array(names, ’O2’);

end
end

end

function[names] = add_to_array(array, to_add)
extend = cell(1, 30);
for i=1:30

extend(1, i) = cellstr(strcat(to_add, ’_’, int2str(i)));
end
names = horzcat(array, extend);

end

Figure A.30: Implementation of the attribute name changer for the MIT-BIH Polysomnog-
raphy database.
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Appendix B

Data Mining Results

This appendix provides results from all tests performed in this thesis. Results from our
main evaluation setting, epoch classification, are presented in Appendix B.1, followed
by the results for subject classification in Appendix B.2. In Appendix B.3, we present
the time measurements for both the training and classification phases, where time has
been measured for a selected set of signal combinations with data from the Apnea-ECG
database using a ten-fold cross-validation scheme.

B.1 Epoch Classification
In this evaluation setting, we use ten-fold cross-validation to evaluate the methods’ gen-
eral ability to correctly classify epochs containing either normal or disrupted breathing.
Appendix B.1.1 presents the results with input data from the Apnea-ECG database, fol-
lowed by the results with input data from the MIT-BIH Polysomnography database in
Appendix B.1.2.

B.1.1 Apnea-ECG Database
In Figure B.1 we show the results achieved with the Artificial Neural Network, where
we present the signal combinations with the accuracy, sensitivity and specificity for all
number of hidden nodes settings. Results for the Support Vector Machine are shown in
Figure B.2, with all signal combinations and the accuracy, sensitivity and specificity for
all kernel function settings. It is worth mentioning that the polynomial order of one is the
same as the linear kernel. We follow with the results for the Decision Tree in Figure B.3
and the K-Nearest Neighbor in Figure B.4, where we show the accuracy, sensitivity and
specificity for all number of k neighbors.
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Figure B.1: Results obtained for the Artificial Neural Network with data from the Apnea-
ECG database.

Figure B.2: Results obtained for epoch classification for the Support Vector Machine with
data from the Apnea-ECG database.
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Figure B.3: Results obtained for epoch classification for the Decision Tree with data from
the Apnea-ECG database.

Figure B.4: Results obtained for epoch classification for the K-Nearest Neighbor with
data from the Apnea-ECG database.
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B.1.2 MIT-BIH Polysomnography Database
In Figure B.5 we show the results achieved with the Artificial Neural Network, where
we present the signal combinations and the accuracy, sensitivity and specificity for all
number of hidden nodes settings. Results for the Support Vector is shown in Figure B.6,
with all signal combinations with the accuracy, sensitivity, and specificity for all kernel
function settings. It is worth mentioning that the polynomial order of one is the same as
the linear kernel. We follow with the results for the Decision Tree in Figure B.7 and the K-
Nearest Neighbor in Figure B.8, where we show the accuracy, sensitivity, and specificity
for all number of k neighbors.

Figure B.5: Results obtained for epoch classification for the Artificial Neural Network
with data from the MIT-BIH Polysomnography database.
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Figure B.6: Results obtained for epoch classification for the Support Vector Machine with
data from the MIT-BIH Polysomnography database.

Figure B.7: Results obtained for epoch classification for the Decision Tree with data from
the MIT-BIH Polysomnography database.
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Figure B.8: Results obtained for epoch classification for the K-Nearest Neighbor with
data from the MIT-BIH Polysomnography database.
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B.2 Subject Classification
In this evaluation setting, we use the holdout method by training and testing on sepa-
rate data sets, where the test set consists of the recording of one subject only. We then
compute the AHI index based on the number of classified epochs of disrupted breathing
and divide that by the number of hours of sleep for the subject. We train on four se-
lected signal combinations with data from the Apnea-ECG database, and one from the
MIT-BIH Polysomnography database. Appendix B.2.1 presents the results with input
data from the Apnea-ECG database, followed by the results with input data from the
MIT-BIH Polysomnography database in Appendix B.2.2. In Appendix B.2.3, we present
the results from database cross-validation, where training and test sets come from two
separate databases.

B.2.1 Apnea-ECG Database
In Figure B.9 we show the results for the Artificial Neural Network, followed by the
results for the Support Vector Machine in Figure B.10. Results for the Decision Tree is
presented in Figure B.11 and the K-Nearest Neighbor in Figure B.12.

Figure B.9: Results from subject classification for the Artificial Neural Network with data
from the Apnea-ECG database.

Figure B.10: Results from subject classification for the Support Vector Machine with data
from the Apnea-ECG database.
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Figure B.11: Results from subject classification for the Decision Tree with data from the
Apnea-ECG database.

Figure B.12: Results from subject classification for the K-Nearest Neighbor with data
from the Apnea-ECG database.

B.2.2 MIT-BIH Polysomnography Database
As we only test one signal combination consisting of respiration from the abdomen and
nose, we present the combined results for all four methods in Figure B.13.

Figure B.13: Results from subject classification for all methods with data from the MIT-
BIH Polysomnography database.

B.2.3 Database Cross-Validation
We present the results for all four methods when models have been trained on data from
the Apnea-ECG database and tested on records from St.Vincent’s University Hospital
database in Figure B.14, B.15, B.16 and B.17. In Figure B.18, we show the results
for all methods when models have been trained on data from the MIT-BIH Polysomnog-
raphy database and tested on records from St.Vincent’s University Hospital database.
The results from using test data from the MIT-BIH Polysomnography database on mod-
els trained with data from the Apnea-ECG database are presented in Figure B.19 and
B.20. Results from tests, when models have been trained on data from the MIT-BIH
Polysomnography database and tested on the records from the Apnea-ECG database are
shown in Figure B.21.
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Figure B.14: Results from subject classification with training data from the Apnea-ECG
database and test data from St.Vincent’s University Hospital database. Input data con-
sists of respiration from the nose.

Figure B.15: Results from subject classification with training data from the Apnea-ECG
database and test data from St.Vincent’s University Hospital database. Input data con-
sists of respiration from the chest and nose.
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Figure B.16: Results from subject classification with training data from the Apnea-ECG
database and test data from St.Vincent’s University Hospital database. Input data con-
sists of respiration from the abdomen, chest and nose.
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Figure B.17: Results from subject classification with training data from the Apnea-ECG
database and test data from St.Vincent’s University Hospital database. Input data con-
sists of all four signals.

Figure B.18: Results from subject classification with training data from the MIT-BIH
Polysomnography database and test data from St.Vincent’s University Hospital database.
Input data consists of respiration from the abdomen and nose.
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Figure B.19: Results from subject classification with training data from the Apnea-ECG
database and test data from the MIT-BIH Polysomnography database. Input data con-
sists of respiration from the nose.

Figure B.20: Results from subject classification with training data from the Apnea-ECG
database and test data from the MIT-BIH Polysomnography database. Input data con-
sists of respiration from the chest and nose.

Figure B.21: Results from subject classification with training data from the MIT-BIH
Polysomnography database and test data from the Apnea-ECG database. Input data con-
sists of respiration from the abdomen and nose.

B.3 Time Measurements
Our training times are presented in Figure B.22, and classification/testing times can be
found in Figure B.23.

Figure B.22: Training times.

Figure B.23: Classification/testing times.
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