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Chapter 1

Introduction

1.1 Granular materials
Granular materials play an important role in many industries, such as min-
ing, agricultur and construction. In addition they play a part in geological
processes, such as landslides and erosion. The study of granular materials is
therefore of great interest, and becomes even more so when looking at the
properties granular materials can take. A granular material can show behav-
ior like that of a solid, a liquid or even a gas. This is covered in detail in
Jaeger et al. [4], and I will lay out some of the points of interest below.

As Nagel et al states: "Granular materials are simple". Not necessarily
with regards to their behaviour, but rather their composition. They are
made up of discrete, microscopic particles. If they are noncohesive, as is
often the case, the only interparticle force is that of repulsion. The shape
of the material is then determined by the boundaries of the material, i.e. a
tank in which it is transported, and gravity. In addition there are two other
properties of note. One is that unlike a gas, the temperature plays no role.
The energy scale kBT is too compared to gravitational energy. Secondly,
the collisions between the grains are dissipative. With no external forces
contributing a granular medium will come to rest of its own accord.

1.1.1 As a solid

Granular materials in a resting state can be considered a solid. Even so they
show some unusual behaviors. A fluid stored in a tall sylinder would have a
pressure dependent on the height of fluid. As the height increases, so would
the pressure at the base. This does not happen if the container is filled with
a granular material. Once sufficient height is achieved the pressure reaches a
maximum, which further added height does not alter. The additional weight
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Figure 1.1: An image of the force chains in a granular medium as viewed
between two crossed circular polarizers. The particles, 3-mm Pyrex spheres,
are surrounded by an index-matching fluid, a mixture of glycerol and water.
The beads are placed in a box with sides of 70 mm by 70 mm by 40 mm;
the image size is 40 mm by 42 mm. A 200-N force is exerted on a piston
that covers the top surface. The stressed beads can be seen as bright regions.
From Liu et al [18].

is supported by the walls. This property of granular materials is what ensures
that the sand in an hour glass flows at a nearly constant rate. The pressure
at the orifice stays the same as long as there is sufficient sand in the upper
half, and the sand flow is steady [16].

In a sylinder filled with fluid the pressure would be uniform over a layer
at the same height. This is not the case for a granular material. While
a liquid by its very nature would fill any gaps in its own composition, a
granular material can have many different configurations. A container filled
with particles be packed with a volume fraction of between η = 0.55 and
η = 0.64. [4]. The packing can change, for example by introducing vibrations
of the container caused by an external force. Even so, testing indicates that
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the relaxation is logarithmically slow [5]. From this it is plain to see that
not only is it possible, but also probable, that each filled container will have
a unique packing. As a result, the pressure along a layer at a given height
is not uniform, but consists of chains of particle under high pressure with
areas of low pressure in between [17]. See figure 1.1. These force chains
are important for many properties of the granular material, including the
transmission of sound.

1.1.2 As a liquid

When looking for equations that describe the motion of a liquid we usually
look no further than to the Navier-Stokes equation. Unfortunately there
is no similar equation that easily describes the liquid-like properties that
granular materials can take. The Navier-Stokes equation arise from averaging
processes over length and time scales that are much larger than microscopic
and much smaller than macroscopic. For granular materials the typical size
of the system is usually so small (in number of grains) that the stress chains
may span a significant portion of it, and therefore we can not assume that
the system is homogenous.

There are two liquid-like phenomenon of granular materials I would like to
mention: Convective flow and size separation. Both occur when the container
and material therein is shaken in the vertical direction. Convective flow
is simply that in a container with vertical walls, there is a wide and slow
current of particles rising in the middle of the container, and a more narrow
and quicker current transporting particles down along the walls [10] [11].
However, if the walls are sloped sufficiently, the direction of both currents is
reversed [13] [12]. See figure 1.2.

Size separation also occurs in a vertically shaken material [14]. If the
material has particles of two different sizes the large particles will rise to the
top and form a layer there, with the smaller particles all in the lower layer.
This happens independently of density. There have been several proposed
explanations for this phenomenon. One is sifting, where small particles fall
through the gaps of the larger particles, if they are large enough. Another
is local rearrangements, where the large particles are wedged upwards as the
smaller particles pile in under them in the dilation phase of each shake [15].
Knight et al. [5] have found a link between convection and size separation.
The large particles are able to ride the wide central current to the top of the
system, but are unable to follow the smaller particels in the thin layer that
travels downward along the walls of the container.
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Figure 1.2: Schematic drawing of convection rolls in a cylindrical vessel ge-
ometry (cross section). The three drawings to the left are of the same system,
at its initial setup, after a few taps and after severel taps. In the drawing
to the right the flows are reversed, due to the geometry. From Knight et al.,
1993. [13]

1.1.3 As a gas

There is one crucial difference between granular materials and fluids: In-
teractions between particles in a granular material are inelastic. In each
interaction energy is lost. Any approach based on energy conservation, such
as the ideal gas law, cannot carry over. To use the example applied by Jaeger
et al., a single marble dropped onto a glass plate will bounce for quite a while.
A bag of marbles will come to complete rest almost instantly. This is due to
the high amount of inelastic collisions occuring between the closely packed
marbles.

The inelasticity of the grains can lead to clustering. Fig 1.3 from Gold-
hirsch and Zanetti shows clustering in a systen of 40 000 grains with a spa-
tially uniform distribution of initial velocities and with no external energy
input.

1.1.4 Conclusion

Granular materials have many fascinating properties, depending on how the
system is set up. With the correct boundaries and external input it can
behave in ways reminiscent of a solid, a liquid or a gas. With its relevance
to large industries the study of granular materials is both important and
intriguing.
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Figure 1.3: A typical configuration of 40 000 inelastically colliding particles,
exhibiting clustering in two dimensions. Here the coefficient of restitution is
0.6, the time corresponds to 500 collisions per perticle, and the average area
fraction occupied by particles is 0.05. The system is started with a spatially
uniform distribution of initial velocities and allowed to evolve without further
energy input. From Goldhirsch and Zanetti [9].

1.2 Fluidized beds

The study of fluidized beds [19] [20] are of much importance to several sectors
of industry. An example of such use is the fluidized bed reactor, which can
be used to mix gasses and grains. The fluidization prevents poor mixing,
which can occur in packed beds. The fluidization also leads to increased
contact between the gas and the grains, wich leads to more efficient reactions.
Another advantages of the fluidized bed reactor is its uniform temperature
gradient. The efficient mixing prevents the formation of local hot or cold
spots. And finally, the fluidization of the bed allows for easier removal of
product, as well as easier addition of reactants.

7



Figure 1.4: Particle configuration for the simulation of bubble formation at
a single orifice in a two-dimensional bed as time progresses. Picture from
Hoomans et al.. [6]

One phenomenon appearing in fluidized bed is that of bubbling. Figure
1.4 shows this, and is borrowed from Hoomans et al. [6]. A gas enters through
an orifice at the bottom, and is unable to escape upwards through the parti-
cles. It forms a bubble that forces its way upward, the particles moving down
along its sides. This phenomenon is usually connected to fluidized beds, but
not always. Pak and Behringer [23] show that this bubbling can also occur
in a vertically vibrated granular material. They show experimentally that,
with the presence of a gas, bubbling can occur alongside convection flow.
Vinningland et al. link these bubbles to Rayleigh-Taylor instabilities [7].
These instabilities are well known within classical hydrodynamics. When
you have two fluids of different density being affected by gravity, and the
denser fluid is on top, the heavier will fall and the lighter will rise. While
doing so, the heavier fluid develops into Rayleigh-Taylor fingers. The lighter
fluid forms bubbles between these fingers. Gravity is not essential for the
phenomenon, you can achieve the same by accelerating the lighter fluid into
the heavier.
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Figure 1.5: Experimental images of the Granular-Rayleigh instability where
a layer of monodisperse polystyrene beads of 140 µm in diameter (black)
displaces air (white) in a Hele-Shaw cell of dimensions 56 mm × 86 mm ×
1mm. From Vinningland etal. [7]

As Vinningland et al. [7] show, this phenomenon also occurs when you
exchange the heavier fluid with a granular medium. See figure 1.5. As
discussed a granular medium can behave like a fluid. The particles form the
fingers one would expect, and the fluid forms bubbles inbetween. The study
of granular Rayleigh-Taylor instabilities is very new. So far it seems that
granular Rayleigh-Taylor instabilities, while having much in common with
its hydrodynamic counterpart, also exhibit some unique behavior [8].

The Navier-Stokes equation (1.1) is highly accurate in calculating the
velocity field of a fluid, and for a newtonian fluid it is somewhat simplified,
replacing the tensor term ∇ · T with the viscosity term µ∇2~v.

ρ
(∂~v
∂t

+ ~v · ∇~v
)

= −∇P +∇ · T + ~f (1.1)
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In eqquation (1.1) ρ is the density of the fluid, ~v is the velocity, P is the
pressure, T is the stress tensor. ~f encompasses gravity and other non-contact
forces. Of course, the accuracy of the equation comes with a drawback. If
you are looking to simulate a system of some size the computation time will
be significant. While using Navier-Stokes to solve the for the fluid velocity
field would be desireable in almost all systems, it is not feasible with the
current computational power. Efficient ways of solving the Navier-Stokes
equation for a wide range of systems is a huge industry. Even after decades
of research the Navier-Stokes equation continues to be challeging to solve
numerically. [24]. It still remains to be proven that given a three-dimensional
system of equations, and initial conditions, there will always exist a smooth
solution. This proof is considered so important and tricky that there is a one
million dollar reward for the first to provide it. [25].

A way to reduce the amount of computational power needed is to work
with locally averaged quantities. The idea is to replace the point variables
with local mean variables, obtaining the average over a region larger than the
particles, but small when compared to the macroscopic system. Anderson
and Jackson [21] published their set of equations for doing this in 1967.
Harlow and Amsden [22] build on Anderson and Jackson when they describe
multiphase fluid flow, noting that ’A surprising amount of disagreement exists
on the proper representation by continuum equations of the dynamics of such
a system, especially concerning the proper coupling between the two fields.’
The models I use in this paper make use of locally averaged quantities.

In this paper I will look at a two different methods of simulating the
fluid. The first I call the Darcy method, and is found in [2]. It is based on the
conservation of mass, for both the fluid and the grains. It has the advantage of
expressing the fluid in terms of pressure only, which is convenient as pressure
is often one of the values of interest. In addition is allows for a compressible
fluid.

The other method I examine is found in [3], he uses the SIMPLE model
from Patankar [1] as a fluid solver. It is based on the conservation of mo-
mentum for the fluid, which must be incompressible. One advantage this
method has over the Darcy model is that inertia prevents changes happening
too quickly over a large area, something the Darcy model would allow.
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Chapter 2

Modelling

2.1 Particle model

The systems I want to be able to simulate will consist of particles of a given
size and a fluid. Such a system might be a fluidized bed, where for instance
sand at rest is set into motion by air being pumped into it a distance below
the surface, as shown in the introduction. Another system I would like to
simulate is how a fluid with particles moves through a porous medium. How
will grains of sand move through tight channels? How prone are they to
getting stuck?

It is clear that whichever system I look at particles will move around, be
pushed by the fluid and each other. So I need to model how the particles
interact with both each other and the fluid. For the latter, see the sections
under each fluid model. As for the former, let me start with some simplifi-
cations. First, I use a 2-dimensional model. Although it removes one spatial
dimension, it has little other impact on the model. I ignore the rotation
of particles. They have spatial velocity, but do not rotate on around their
own axis. My motivation for this simplification is that I am more interested
in the behaviour of the fluid and the particle-fluid interactions, and assume
that this simplification will do little to affect this. I also ignore friction, as
this would cause rotation, for the same reason. This leaves two forces, the
repulsive force and a force modelling viscous dissipation. The repulsive force
pushes the particles away from each other along an axis going through both
paricle centers. This force, if acting alone, is conservative. To add the realism
of energy lost in collision I have the viscous force, which slows the particles
down, as shown below.

The model I use is based on Tsuji et al. [3]. The modifications I have
made are those stated above, i.e. ignoring rotation and friction. I make
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Figure 2.1: Two particles, i and j, and the distance seperating them. If this
distance is less than two particle radii a repulsive force will push them apart.

use of the same model for particle-particle interaction in both particle-fluid
models. Each particle has a diameter of 2l0, where l0 is the characteristic
length of the system. When two particles collide they exert a force on each
other. This force is taken to be that of a spring with spring constant k.

The repulsive force is acting on particle i from the collision with particle
j is

~Frij = k(|~ri − ~rj| − 2l0)
~rij
| ~rij|

, if |~ri − ~rj| < 2l0 (2.1)

where ~ri is the position of particle i. The force pushes the particles apart
along the axis going through the centre of both particles.

The viscous dissipation is proportional to the relative velocity of the two
colliding particles. Its direction is decided by the velocity vectors, not the
position of the particles.

~Fdij = −η(~vi − ~vj), if |~ri − ~rj| < 2l0 (2.2)

This gives a total force in particle-particle interaction of

~FI = k(|~ri − ~rj| − 2l0)
~rij
| ~rij|
− η(~vi − ~vj), if |~ri − ~rj| < 2l0.

2.2 Fluid model

I make use of two different models for the fluid flow. The first is the Darcy
flow model and the second I call the SIMPLE model, named after the nu-
merical method used for solving the resulting equations. As one is based on

12



conservation of mass density of the fluid and the other is based on conser-
vation of the momentum they come with different assumptions. However,
they both are models for the same system. They need to describe how the
air would move, and affect particles, in for instance a fluidized bed. Or they
might need to describe how the air would move in a container of particles as
it is being shaken. In the systems I wish to examine there are no internal
sources adding or removing air, although a flow of air can be added at the
boundaries.

2.2.1 The Darcy model

This model is described by McNamara et al [2], but I will go through it
here in detail. The model is based on the conservasion laws for the gas and
grainsmasses. For the grains we have

∂ρs
∂t

+ ~∇ · (ρs~u) = 0, (2.3)

the first term being the change of mass in an area in the time ∆t, and the
second term being the mass flux. ~u is the granular velosity, and ρs is the
granolur volume fraction.

As this model makes use of Darcy’s law it is prudent to introduce it.
It states that in a porous medium, the instantaneous discharge rate is pro-
portional to the viscosity of the fluid and the pressure drop over a given
distance.

Q =
−κA
µ

Pb − Pa
L

(2.4)

where Q is the total fluid discharge (in m3/s) through the cross-section A
and (Pb−Pa) is the pressure drop over the distance L. κ is the permeability
and µ is the viscosity of the fluid. By dividing by the area I get the equation

q =
−κ
µ
∇P (2.5)

where q is the Darcy flux and ∇P is the pressure gradient vector. See figure
2.2.1 The relation between the fluid velocity v and the fluz is v = q

φ
, with φ

being the porosity.
Darcy’s law isn’t valid in all regimes. It requires a slow, viscous flow. The

Reynolds number is usually used as an indicator of whether or not Darcy’s
law is valid. The Reynolds number is the ratio of inertia forces viscous
forces. A high Reynolds number would indicate a system where the inertia
forces dominate, and Darcy’s law would be invalid. In the discrussion of
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Figure 2.2: Drawing of darcy flow, to illustrate equation (2.5)

McNamara et al. [2] they see a Reynolds number of around 1 as reasonable,
and comment on how this sets a limit to the size of the particles. As they
state, a particle with a diameter of 0.1 mm falling in air will have a Reynolds
number of about 1, so for significantly larger particles this model could not be
considered reliable. The Reynolds number is not itself used as a parameter
in this model, it only limits the size of the particles, with relation to the
properties of the fluid.

The conservation of mass density of a fluid has the equation

∂ρf
∂t

+ ~∇ · (ρf~v) (2.6)

with ρf being the density of the fluid. In this model I do not make use of the
fluidvelocity v at all. However, using Darcys law I can rewrite the equation. I
know that the fluid velocity is related to the darcy flux when moving through
a porous medium. This relation is v = q

φ
. This is the velocity of the fluid

relative to the medium. If the medium itself is moving, the fluid velocity
becomes v = u+ q

φ
. Inserting this in the equation of mass conservation I get

∂ρf
∂t

+ ~∇ ·
(
ρf

[
~u− κ(ρs)

µφ
~∇P
])

= 0. (2.7)

The first term is again the change in density over time. The second term
contains both an advective part, caused by the motion of the grains, and a
diffusive part described by the Darcy flow. The permeability κ(ρs) is depen-
dent on the local volume fraction ρs = 1−φ according to the Carman-Kozeny
relation [19]:

κ(ρs) =
a2

9K

(1− ρs)3

ρ2
s

.

a is the spherical particle radius, andK ' 5 for a packing of spheres. This has
been found experimentally. An important thing to note is that the Carman-
Kozeny relation is valid for a three dimensional system, and my simulations
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will be in two dimensions. Therefore a conversion of the local volume fraction
ρs is necessary, as I will describe in the numerical section.

Using ρs = 1− φ in (2.3) I get

−∂φ
∂t

+ ~∇ · [(1− φ)~u] = 0. (2.8)

For the fluid equation (2.7) we can use the isothermal equaton of state
for an ideal gas, which states that ρf ∝ φP , resulting in

∂(φP )

∂t
+ ~∇ ·

(
φP
[
~u− κ

µφ
~∇P
])

= 0. (2.9)

Having ∂φ
∂t

in both equation (2.8) and (2.9), we can eliminate it to arrive
at

φ
(∂P
∂t

+ ~u · ~∇P
)

= ~∇ ·
(
P
κ

µ
~∇P
)
− P ~∇ · ~u. (2.10)

We can simplify this equation by dividing the pressure into average and
fluctuating parts: P = P0+P ′. Since the differences in pressure in the system
I am simulating is much smaller than the background pressure (P ′ � P0) I
can ignore the terms of order O(P ′/P0). As stated by McNamara et al. [2],
this simplification require a small Peclet number.

φ
∂P ′

∂t
= P0

~∇ ·
(κ
µ
~∂P ′
)
− P0

~∇ · ~u (2.11)

This is the governing equation for the gas dynamics in this model. However,
to simplify numerical implementation it is convenient to nondimensionalize
it. Introducing

• characteristic magnitude of permeability κ0 = a2

45

• characteristic grain velocity U0 = κ0

µ
ρgg

• characteristic length scale l0

• characteristic time scale τ = l0
U0

the dimensional quantities can be written as P = P0P
′, ~u = U0~u

′, x = l0x
′

and t = τt′. Substituting this I get the dimensionless equation

φ
∂P ′

∂t′
= Pe−1~∇′ ·

( φ3

(1− φ)2
~∇′P ′

)
− ~∇′ · ~u′. (2.12)

Pe is the Peclet number, Pe= U0l0µ
P0κ0

= ρgl0g

P0
. More on the Peclet number

and the Froude number (which I will introduce in the next section) later in
this chapter.
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Figure 2.3: The halo function used to find the local densities

Fluid-particle interaction in the Darcy model

The particle dynamics is governed by

m
d~u

dt
= m~g + ~Fi −

~∇P
ρ
.

~Fi is the particle-particle interaction force, ~g is gravity and ρ is the number
density, given as ρ = ρsρg/m. This model differs from conventional models
in its last term, ~∇P

ρ
. This is the gradient of the pressure found in equation

(2.10). It is divided by the number of particles present in that volume. As
there is no fluid velocity in this model the pressure is used to find the force
the fluid exerts on the particles.

This equation is nondimensionalized as well, yielding

Fr
d~u′

dt′
= −~z +

~FI
mg
− Pe−1

~∇′P ′

ρs
(2.13)

where ~z is a vector pointing upwards, and Fr is the Froude number,

Fr ≡ U2
0

gl0
=
U0/g

τ
.

To find the density ρ and the average velocity ~u I need to calculate a
continuous density field from the individual positions of the particles. Instead
of calculating the exact area of a particle in each ’box’, as done in the SIMPLE
model later, a halo function is introduced instead. It is of the form

s(~x− ~x0) =

{ (
1− |x−x0|

ll

)(
1− |y−y0|

ll

)
, |x− x0|, |y − y0| < ll

0 otherwise

16



where ll is the lattice constant, ~x is the particle position and ~x0 is the position
of the lattice site. This means that each particle will divide its mass between
the four nearest lattice sites, and will contibute to the density of sites that
are outside the particle radius. The mass is preserved, as can be seen from∑

k

s(~x− ~xk) = 1,

where k labels the nearest lattice site, of which there are four in a 2D model.
The density on each site and the average velocity ~u can be calculated using
this lattice function,

ρ(~x0) ≡
N∑
i=1

s(~xi − ~x0)

ρ~u( ~x0) ≡
N∑
i=1

s(~xi − ~x0)~vi.

Parameters

The Darcy model equations governing the system (2.12 and 2.13) are di-
mensionless. They rely primarily on the input of the Peclet number and
the Froude number. As I am mainly trying to replicate the model use by
McNamara et al. make use of the same parameters. That is , Pe=2 · 10−4

and Fr= 1. The Peclet number is the ratio between the advection of the
flow to the diffusion of the flow. Or, as McNamara et al. state, ’it may be
interpreted as the ratio between a diffusive time scale and an advective time
scale.’ As shown when simplifying equation (2.11), the systems I wish to
simulate have P ′ � P0. The Peclet number is written as

Pe =
U0l0µ

P0κ0

=
ρgl0g

P0

. (2.14)

In words, it can be reduced to the relationship between the hydrostatic pres-
sure and the atmospheric background pressure. The pressure is written as
the sum of the average and the fluctuating pressure,

P = P0 + P ′

With air as the gas the background pressure will be dominated by the at-
mospheric pressure. The hydrostatic pressure will be much smaller, and
therefore a small Peclet number is required. I use Pe=2 · 10−4, same as [2].

The Froude number is defined as

Fr ≡ U2
0

gl0
=
U0/g

τ
(2.15)
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and can be seen as the ratio between the time it takes for a falling particle
to accelerate from rest to U0, and the time it takes a particle falling at speed
U0 to travel a distance l0, τ = l0/U0. The Froude number is set to unity.

As for the characteristic length and the background pressure, these values
have to be calculated. Since I use a given Peclet and Froude number I can
not set them to an arbitrary value.

The fluid I use in the simulations is air, which has a viscosity of µ =
1.8 ·105. The density of particles is set to ρg = 2.7 ·103kg/m3. And gravity is
g = 9.81 m/s2. Substituting for the characteristic grain velocity in equation
(2.15) and setting the particle radius to be the characterestic length, a = l0,
I get

Fr =
κ2

0ρ
2
gg

2

µ2gl0
=

l4ρ2
gg

2

µ2gl0452
=

l30ρ
2
gg

2025µ2
(2.16)

which can be rearranged as

l0 =
(2025µ2Fr

ρ2
gg

)1/3
. (2.17)

With the aforementioned values I get a characteristic length of l0 = 2.0934 ·
10−5m. To find the background pressure, P0, I use the definition of the Peclet
number, (2.14). I get

P0 =
ρglg

Pe
(2.18)

yielding P0 = 2.7724 · 103 Pa. As for k and η, both used in the calculation of
forces between particles, I have based the values I used not on any analytical
calculations, but on the simulations themselves. In other words, I have chosen
values that result in a stable system with what I consider reasonable particle-
particle interaction. For the Darcy model I have η = 5 · 105kg/s and k =
1 · 10−3Nm−1.

The Carman-Kozeny relation only gives a reasonably estimation of the
permeability when the density is above a certain minimum. I have done
as McNamara et al. and set a lower limit to the particle volume fraction,
ρmin = 0.25. This means that for densities lower than this the particles
will feel less of the pressure from the fluid than they should. According to
Mcnamara et al., the error results in particles in dilute areas falling more
slowly than than they should.

2.2.2 The SIMPLE model

The other model is based on methods used by Tsjui et al. [3]. It uses locally
averaged quantities to calculate the flow field. The area modeled is divided
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into a number of cells, in which the void fraction ε and average velocities are
calculated. SIMPLE, in comparison to Darcy, only makes use of the pressure
as an aid to find the correct velocity field. It does not give a realistic pressure
field. The governing equations are the equation of continuity

∂ε

∂t
+

∂

∂xj
(ε~v) = 0

and the equation of fluid motion

∂

∂t
(εvi) +

∂

∂xj
(εvivj) = − ε

ρf

∂P

∂xi
+ fsi.

ε is the void fraction, and v, P , ρf remain fluid veclocity, pressure and fluid
density, respectively.The flow is considered to have inviscid behavior. Vis-
cosity is however considered when looking at the drag force of a particle
moving in the fluid. The term fsi encompasses this. The solver I use for
these equations is SIMPLE, by Patankar [1].

Fluid-particle interaction in the SIMPLE model

The force acting on the fluid from the particles is the drag force

fsi = β(usi − vi).

usi is the velocity of particle s in direction i, and vi is the fluid velocity in
the same direction. β is, for ε ≤ 0.8, derived from the Ergun equation [19],
named after Sabri Ergun, who formulated it based on his experimental data.
For ε > 0.8 a modified expression is used. The expressions I use come from
Tsuji et al. [3].

β =

{
150 (1−ε)2

εd2p
µg + 1.75(1− ε) ρg

dp
|~U − ~v| ε ≤ 0.8

3
4
CD

(1−ε)
dp

ρg|~U − ~v|ε−2.7 ε > 0.8

CD =

{
24(1 + 0.15Re0.687)/Re Re < 1000
0.43 Re ≥ 1000

dp is the diameter of the particles, and ~U is the particle velocity vector
averaged in a cell.

Parameters

As the SIMPLE model is based on Tsuji et al. I get most of my parameters
from them. Of these only one is changed from what Tsuji et al. used. Some
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Particles
Diameter d 4 mm
Density of particles ρg 2700 kg m3

Stiffness k 6400 N m−1
Fluid
Density of fluid ρf 1.205 kg m3

Viscosity 1.8E-5 N m2

of my simulations, particularly those of particles falling in a closed, no flux
system, were unstable due to oscillating particles. In other words the damp-
ing was below critical. This could cause either particles that kept moving
about, never settling down, or as was most often the case, it was the source
of a particle ’explosion’. Particles would then burst through the boundaries
of the system, and the simulation would either crash or continue with the
particles being off the grid, both outcomes quite undesireable. To solve this
problem I turned up the stiffness to increase the dampning. Through trial
and error I decided to use k = 6400 Nm−1 instead of k = 800 Nm−1, which
Tsuji et al used.

One parameter is missing from the table above, η. As in the Darcy model
I make use of an η that seems reasonable when observing the simulations.
Reasonable being a value that doesn’t lead to further oscillations or to the
particles losing too much energy in the collisions. For the SIMPLE model
one such value for η, the one I have chosen to use, is η = 0.009 kg/s.
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Chapter 3

Numerics

3.1 Particle-particle interaction

The numerical method for the interaction and movement of particles is nearly
indentical in both versions of my program. One difference lies in how the force
from the fluid is calculated. Another difference is the choice of parameters,
although this isn’t a part of the method as such. In the Darcy Flow model,
the equations I use are dimensionless, whilst in the SIMPLE model I use
the physical variables as they are, and do not introduce any dimensionless
variables.

There are five steps that are executed for each particle for each timestep:

I will now go through each of these in more detail.
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Figure 3.1: Particle i need only check for collision with particles in 9 boxes,
as only particles in these boxes are close enough for a collision to be possible.

3.1.1 Calculate forces

First the forces acting on the particle are calculated. These include the force
from the fluid and forces from collisions with other particle. The force from
the fluid will be described seperately for each of the fluid models later, so
for now I will focus on the forces acting between particles. To do so it is
necessary to start with the algorithm for finding which particles our particle
(let us call it particle i) is in contact with.

The easiest way would be to check the distance between the centre of par-
ticle i and all other particles. This is however a very time-consuming method,
and would be ill-suited for large systems. As I already have to partition my
system up into boxes to calculate the local pressure/fluid velocity, it would
be fitting to assign a box number to each particle, denoting in which box the
particle is. Let us say that particle i has its centre in box Bk. It would only
be necessary to check the particles in box Bk and its neighbours, meaning
that in a system of 32× 32 I would only have to check particles in 9 boxes,
instead of checking all 1024 boxes.

To keep track of the particles I could have a list of all the particles in a
given box. Not knowing how many particles will be in a given box, this is
not the most elegant of methods. The method I have chosen has an array
with one element per box, meaning that when checking for particles in a box
I will only find the first particle, or none if no particles are present. Each
particle will then have a variable following it pointing to the next particle if
the box, if any are present. See figure 3.1.

The left of the arrays in 3.2 is for the boxes, while the second is for the
particles. As can be seen, each box only stores the number of one of the
particles in it, and each particle points to the next particle in the box. If
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Figure 3.2: Illustration of how the method keeps track of which box the
particles belong to. To the left are the particles, scattered over two boxes.
The left of the arrays shows that each box only stores the pointer to one of
the particles in it, while the right array show how each particle points to the
next in that box, if any more are present.

there are no more particles it points to -1, as would an empty box.

// To check for collision, first find which box the particle i is in
// xlength and ylength being the width and height of each box

xbox = int(r[i][0]/xlength);
ybox = int(r[i][1]/ylength);

// Having the box, call a function which returns an array of neighbours
// in addition to the number of neighbours, k
naboboxer(nabo_boxer, k);

//loop over the boxes
for(j = 0; j < k; k++) {

// Look at box b, and find which particle it points to
b = nabo_boxer[j];
a = box[b];

// As long as there is one more particle, a != -1.
while(a != -1) {

// To avoid calculating the forces between a particle and itself
// I use this if-test
if(a != i) { // The forces (spring and viscous)

// are calculated here
}
// Updating a, finding the next particle in the box
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a = part_box[a][1];
}

}

.
The force calculated is the contact force with its two components, the

repulsive spring force ~Fr and the viscous dissipation ~Fd. ~Fr is dependent on
the distance between the two particles, and is calculated thus

distance = find_distance(i, j);
find_angle(i, j, xforce_part, yforce_part);

displacement = distance - 2*rad;
if(displacement > 0) return 0;
else {

force = displacement * spring_constant;
}
F[i][0] += force*xforce_part/mass/g;
F[i][1] += force*yforce_part/mass/g;

First I find the distance separating the centers of the two particles, and then
the ratio of the x-component and y-component to the total force is calculated
in find_angle. An if-test ensures that they are indeed in contact, and the
forces are then added to the other forces acting on particle i. The pseudo-
code above is from the Darcy method, hence the division of the force on
mg, as shown in equation (2.13). The dissipation is calculated similarily,
except that the angle is now calculated from the difference in velocity, and
this difference also decides the magnitude of the force.

3.1.2 Update velocities

Having calculated the forces acting on all particles the velocities are updated.
This is done quite straight-forward. The acceleration is derived from the
forces, and the acceleration times the timestep is added to the velocity.

3.1.3 Move Particles

The new position of the particle is found from an average of its new and its
old velocity.

for(i = 0; i < m; i++) {
r[i][0] += timestep*(v[i][0] + v_old[i][0])/2;
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Figure 3.3: Particle 2 is moving from one box to its neighbour in a). b) shows
the change in the storing of particle placement, and c) shows the the arrays
after the move. Note that there are only two arrays, one for the boxes and
one for the particles.

r[i][1] += timestep*(v[i][1] + v_old[i][1])/2;
}

This is done to avoid too large positional jumps, as such could lead to a par-
ticle moving too quickly into another, and thus being repelled quite strongly
resulting in the particle coming out of the collition with more energy than it
had before.

3.1.4 Update boxes

When the particles have been moved there is a chance that one or more of
them have crossed into another box. If so, they have to be removed from
the list of particles of their previous box and added onto the list of particles
in their new box. The latter part is easy, as they are simply added on to
the end. As for the removal from their previous box, I have to link up the
particle pointing to particle i and the one particle i is pointing to. See figure
3.3 for illustration.

3.1.5 Check for collision with walls

The last action taken is checking for collision with the walls. If the walls are
not made of particles (as they are in most of my simulations) but instead is
an ’invisible’ and inpenetrable barrier, the collision is handled by checking
to see of the particle has crossed any of these walls. If so, the relevant
velocity is multiplied with −0.99, sending the particle back across the walls,
losing a little energy in the process. Of course, if the velocity was reversed
the previous timestep and the particle has not moved clear of the wall the
velocity is not reversed again, as this would result in eternally oscillating
particles on the walls.
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Having carried out these steps the particles are ready for the next timestep.

3.2 Fluid for the Darcy-Model

The fluid in the Darcy-flow model is solved by an explicit solver, which in
itself is a quite easy method. The points of interest are the calculations of
the continous density field we need as input in the solver. Let me first list
the different steps for the fluid-method.

3.2.1 Calculate the average velocities ~u and the local
void fractions φ

The average velocities are calculated on the corners of the boxes I have di-
vided the area into. I make use of the halo-function from figure 2.3 to ensure
a continous velocity field. Each particle will only contribute to the average
velocity of the corners of the box in which its center is found.

An almost indentical method is used to calculate the local void fractions
φ. In psuedo-code it would be

for i:(number of points) {
for j:(number of points) {

for k:(number of particles) {
if(particle k is in a box adjacent to point [i,j]) {

coeff = (1 - abs(i*xlength - r[k][0])/(xlength)) *
(1 - abs(j*ylength - r[k][1])/(ylength));
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phi[i][j] += coeff;
vel_av[i][j][0] += coeff*v[k][0];
vel_av[i][j][0] += coeff*v[k][1];

}
}

}
}

3.2.2 Calculate the porosity term Φ = φ3

(1−φ)2 for all the
nodes

The porosity term is called upon frequently in when I calculate the new
values for P , see 3.2.3. It is therefore advantageous to calculate all the
values beforehand.

3.2.3 Solve for new values of P

The new pressure is found from the equation

φ
∂P

∂t
= Pe−1~∇ ·

( φ3

(1− φ)2
~∇P
)
− ~∇ · ~u

as previously shown. I use an explicit method to solve it. I approximate the
left hand side as

φ
∂P

∂t
= φ

P t+1 − P t

∆t
(3.1)

where I have the value for P t and am solving for P t+1. That the method is
explicit means that I in the right hand side of equation (3.1) use the known
values at timestep t, resulting in the only unknown being P t+1. The first
term on the right hand side is

Pe−1~∇ ·
( φ3

(1− φ)2
~∇P
)

which for simplicity will be written in the form of

Pe−1~∇ ·
(

Φ~∇P
)
.

It is discretized in two steps, first the ’outer derivative’, then the inner, both
using centered difference and half-steps. Focusing solely on the x-direction
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it will be of the form

Pe−1 d

dx
·
(

Φ
d

dx
P
)

=
1

Pe∆x

(
Φ
dP

dx

∣∣∣
x=xi+1/2

− Φ
dP

dx

∣∣∣
x=xi−1/2

)
=

1

Pe∆x2

(
Φi+1/2(Pi+1 − Pi)− Φi−1/2(Pi − Pi−1

)
The second term on the right hand side is easier to discretize, and once again
only regarding the x-direction it is of the the form

dux

dx
=
ux,i+1 − ux,i−1

∆x

The discretization for both these terms are the same in the y-direction as in
the x-direction. The full discretized equation reads

φi,j
P t+1
i,j − P t

i,j

∆t
=

1

Pe∆x2

(
Φt
i+1/2,j(P

t
i+1,j − P t

i , j)− Φt
i−1/2,j(P

t
i,j − P t

i−1,j)
)

+
1

Pe∆y2

(
Φt
i+1/2,j(P

t
i+1,j − P t

i,j)− Φt
i−1/2,j(P

t
i,j − P t

i−1,j)
)

+
utx,i+1,j − utx,i−1,j

∆x
+
uty,i,j+1 − uty,i,j−1

∆y
.

I should comment here that I do not use this equation in the exact form
I have given it here. This is because I calculate the pressure in the center
of each box, a box being the area between four nodes. All other values are
calculated on the nodes. This means that I operate with a staggered grid
here just as in the SIMPLE-solver that I will detail later. As the velocity
values required will be on the walls between boxes they have to be found
from an average of the nearest nodes.

The final discretized version of the pressure equation reads

P t+1
i,j = P t

i,j

∆t

Peφi,j∆x2

(
Φt
i+1/2,j(P

t
i+1,j − P t

i , j)− Φt
i−1/2,j(P

t
i,j − P t

i−1,j)
)

+
∆t

Peφi,j∆y2

(
Φt
i+1/2,j(P

t
i+1,j − P t

i,j)− Φt
i−1/2,j(P

t
i,j − P t

i−1,j)
)

+
∆t

φi,j∆x
(utx,i+1/2,j − utx,i−1/2,j) +

∆t

φi,j∆x
(uty,i,j+1/2 − uty,i,j−1/2)

Since all values except P t+1
i,j are known the new pressure is quickly found an

the next iteration begins, starting with the particles being moved, and then
solving for the pressure again.
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3.3 Fluid for the SIMPLE-model
As previously shown the equations governing the fluid are

∂ε

∂t
+

∂

∂xj
(ε~u) = 0 (3.2)

and
∂

∂t
(εui) +

∂

∂xj
(εuiuj) = − ε

ρ

∂P

∂xi
+ fsi. (3.3)

The solver I user is the SIMPLE-method outlined in [1], which I will describe
in some detail. The method includes the following steps:

The values I am solving for are P, vx and vy. P∗ is a guessed pressure
likely to be incorrect, and the starred velocities vx∗ and vy∗ are calculated
on the basis of this guessed pressure. Having found the starred velocities I
correct the pressure to satisfy the continuity equation by adding P ′ to P .
Each step will be detailed below. But first, a brief look at the need for a
staggered grid.

3.3.1 Staggered Grid

In both equations (3.2) and (3.3) there are single derivatives of velocity and
pressure. If both these quantities are calculated on the same nodes, meaning
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that the whole area is divided into a number of boxes and the pressure and
velocity is calculated in the centre of the box, the solver could accept incorrect
pressure fields and velocities as a converged answer. The problem lies in the
discretization. If we take as an example the pressure gradient on node i,
considering only one dimension.

∂P

∂x

∣∣∣
x=xi

=
Pi+1 − Pi−1

2∆x

This gradient will be used to find the velocity in node i, ui. The problem
is that with this discretization the velocity will look at the pressure on the
neighbouring nodes, but not on node i itself. A situation might occur where
the pressure is equal on both neighbouring nodes, but drastically different
on node i. In a one-dimensional system the pressure might have only two
different values alternating on the nodes, such as in figure 3.4. To the solver
this will be the same as a uniform pressure field, and the velocities will not
be affected by the very obvious pressure gradients. Such a solution is not
acceptable. I might add that as the pressure is dependent on the velocity
gradient, the same problem would arise if the velocity field had alternating
values.

P = 100 400 100 400 100| | | | |
Figure 3.4: A wavy pressure field in one dimension.

To avoid this situation I apply a staggered grid. The pressure is calculated
in the centre of the boxes, as before, but the velocities are calculated on the
faces of the boxes. This change ensures that the gradient is always calculated
from adjecent nodes, and an alternating field will yield a gradient different
from zero.

-- - -

i+1 i+2ii-1i-2

i+1/2 i+3/2i-1/2i-3/2

| | | | |

Figure 3.5: Staggered grid in one dimesion.

As an example, let’s look at figure 3.5. I want to find the velocity midway
between nodes i and i+1, at x = xi+1/2. I need to find the pressure gradient,
which is now

∂P

∂x

∣∣∣
x=xi+1/2

=
Pi+1 − Pi

∆x
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Figure 3.6: Staggered grid in 2 dimesions. The pressure is calculated on the
nodes while the velocities are calculated between the nodes, where the arrows
are.

The nodes are adjacent, and the potential problem of having a solver con-
verging to wavy pressure or velocity fields is avoided.

The staggered grid I use is two-dimensional, shown in figure 3.6 to illus-
trate.

3.3.2 Control volume, indexes

When deriving the discretization for equations (3.2) and (3.3) I will use the
method found in Patankar [1]. That means I will integrate the equations
over a control volume, shown in figure 3.7.

As seen when discussing the staggered grid, the velocities are on the faces
of the boxes. This can lead to a large amount of indexes when deriving
the equations for pressure and velocity. To avoid this I use the notation
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Figure 3.7: Control volume for pressure, used in the SIMPLE model.

found in Patankar [1]. When deriving the equations I will only be looking
at one control volume, and the only nodes of interest are its neighbours.
By replacing two indexes (i, j) per node with one the equations are easier
to read. The node at the center of the control volume I use to derive the
equations is called C, and its neighbours are east, west, south and north, or
E,W, S and N . The faces between the boxes are referred to by lower case
letters, and are e, w, s and n.

The general equation

To find the fluid velocities I must solve the Navier-Stokes equation for in-
compressible flow of Newtonian fluids, ignoring the viscous term.

∂

∂t
(εφ) +

∂

∂xj
(εφvj) = − ε

ρ

∂P

∂xi
+ fsi. (3.4)

For simplicity I will here derive the equation for the general variable φ. This
can later be substituted to whatever variable I want to solve for.

Wanting a fully implicit method to avoid potential problems with stabil-
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ity, the discretization of equation (3.4) is

εCφC − ε0Cφ0
C

∆t
+

(εφvx)e − (εφvx)w
∆x

+
(εφvy)n − (εφvy)s

∆y
= −εC

ρ

Pe − Pw
∆x

+ fsi

Assuming that all values for φ are known on the nodes only and coefficients
are known everywhere, the term (εφvx)e can be written as

(εφvx)e =
1

2
(εvx)e(φE + φC).

Applying this to all terms yields

εC∆x∆y

∆t
φC +

1

2
(∆y(εvx)e(φE + φC)

−1

2
(∆yεvx)w(φC + φW )

+
1

2
(∆xεvy)n(φN + φP )

−1

2
(∆xεvy)s(φC + φC) = −εC∆y

ρ
(Pe − Pw) + fsi∆x∆y

+
ε0C∆x∆y

∆t
φ0
C

which can be rearranged into

aCφC + aEφE + aWφW + aNφN + aSφS = b− εC∆y

ρ
(Pe − Pw) (3.5)

where

aE =
1

2
∆y(εvx)e

aW = −1

2
∆y(εvx)w

aN =
1

2
∆x(εvy)n

aS = −1

2
∆x(εvy)s

a0
C =

ε0C∆x∆y

∆t
b = fsi∆x∆y + a0

Cφ
0
P

aC = a0
C + aE + aW + aN + aS

This is very close to the equation that I solve numerically. However, these
are not the exact coefficients I use, since I apply an upwind scheme.
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Upwind scheme

In discretizing this equation I have applied a centered difference scheme for
the spatial first derivatives. This can however lead to unrealistic solutions
for high Reynolds numbers, or in cases of zero diffusion, such as the case
I am looking at. To counter this, I will use an upwind scheme instead of
the usual centered difference. In simple terms this means that φC will only
depend on the value of φ on nodes that are upwind. For instance, if uw and
ue are both positive, meaning that the flow is in positive x-direction, then
aW = −1

2
∆y(εvx)w and aE = 0. Applying this, the final coefficients are

aE = min
(1

2
∆y(εvx)e, 0

)
aW = min

(
− 1

2
∆y(εvx)w, 0

)
aN = min

(1

2
∆x(εvy)n, 0

)
aS = min

(
− 1

2
∆x(εvy)s, 0

)
a0
C =

ε0C∆x∆y

∆t
b = fsi∆x∆y + a0

Cφ
0
C

aC = a0
C + aE + aW + aN + aS

Void fraction and average particle velocity

In the Darcy method I made use of a halo function to find the local densities.
The densities were calculated on the nodes in the staggered grid. In the
Simple method I make use of a more straight-foreward approach. If a particle
is in a box it covers an area of the box equal to its area, contributing to the
density. If the particle is in two or more boxes at once, I calculate the exact
area of the particle in each box, and adding the contributions to density
where they belong. This method is more basic but requires more work than
the one used in Darcy.

3.3.3 Simple detailed

Guess a pressure field

The solver requires a pressure field given as input at the start of each timestep.
This pressure field should be as close to the correct pressure field as possible,
since this will result in faster converge. Since I have to guess a field instead
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Figure 3.8: A particle that occupies two boxes in the SIMPLE model. Only
the filled in part of the particle contributes to the density in the left box.

of calculating one the easiest is to use the converged pressure field from the
previous timestep. If the timesteps are small enough this pressure field will
be quite close to the new pressure field the solver is going to find. Of course,
this does not work for the first iteration, since there is no previous timestep.
So to start one might choose a uniform pressure field, or a field with a con-
stant gradient, to simulate a flow from one side of the simulated area to the
next.

Calculate vx∗ and vy∗

To find the starred velocity v∗x, I have to solve

aev
∗
xe +

∑
anbvxnb = b− εe∆y

ρ
(P ∗E − P ∗C) (3.6)

As seen in figure 3.9 the control volume no longer has a node in its centre.
To be able to use the same coefficients, some interpolation has to be made.
I will here make use of some new indexes, ee, ew, en and es. These will only
appear in this derivation, to simplify showing the final equation.

For the coefficients in the x-direction, the void fraction ε will be known
at the nodes C and E, and since these are on the faces of the control volume
they can be used directly. As for velocities on the same nodes, they have
to be interpolated. I use a simple linear interpolation. This results in the
coefficients

aee = min
(1

2
∆y(εvx)ee, 0

)
aew = min

(
− 1

2
∆y(εvx)ew, 0

)
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Figure 3.9: Control volume for velocity, used in the SIMPLE model.

For the coefficients on the southern and northern faces, aes and aew, the void
fraction has to be interpolated from the four surrounding nodes, and the
velocity in y−direction must be interpolated from the velocities directly to
the east and west. The coefficients are

aen = min
(1

2
∆x(εvy)en, 0

)
aes = min

(
− 1

2
∆x(εvy)es, 0

)
.

And finally

a0
e =

ε0e∆x∆y

∆t
b = fsi∆x∆y + a0

ev
0
xe

ae = a0
e + aee + aew + aen + aes

Having done so equation (3.6) can be solved by a linear solver.

Solve for the pressure equation, P ′

The pressure field P∗ is almost certainly not the correct pressure for the
system at this timestep, since it is the converged pressure field for the previous

36



timestep. That is why the next step is to improve this pressure field. First,
I will write the correct pressure field P as

P = P ∗ + P ′. (3.7)

The same reasoning can be applied to the velocity correction:

vx = v∗x + v
′

x vy = v∗y + v
′
y (3.8)

To derive the pressure-correction equation I first have to derive the velocity-
correction equation. Starting out with the momentum equation

aevxe =
∑

anbvxnb + b− εe∆y

ρ
(PE − PC). (3.9)

Subtracting (3.6) from (3.9), and keeping in mind that v = v∗ + v′, I arrive
at

aev
′

xe =
∑

anbv
′

xnb −
εC∆y

ρ
(P
′

E − P
′

C).

From this equation I remove the term
∑
anbv

′

nb. To do so simplifies the
method without losing too much accuracy. For a more in-depth explanation
of why, see Patankar [1]. Having done so what remains is

aev
′

xe = −εe∆y
ρ

(P
′

E − P
′

C)

or
vxe = v∗xe −

εe∆y

ρae
(P
′

E − P
′

C), (3.10)

which is the equation for finding the velocities from the starred velocities and
the pressure correction P ′ , in other words the velocity-correction equation.

The derivation of the pressure-correction equation starts from the conti-
nuity equation,

∂

∂t
ε+

∂(εvx)

∂x
+
∂(εvy)

∂y
= 0.

A couple of assumptions need to be made. The first is that the void fraction
εp prevails over the control volume. Furthermore that velocities such vxe and
vxw will govern the mass flow for the whole face of the control volume. With
these assumptions, integration yields

(εC − ε0C)∆x∆y

∆t
+ [(εvx)e − (εvx)w]∆y + [(εvy)n − (εvy)s]∆x = 0.
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Substituting all the velocities with the expressions from the velocity-correction
equation, I get the pressure-correction equation, which reads

aCP
′

C = aEP
′

E + aWP
′

W + aNP
′

N + aSP
′

S + b, (3.11)

where

aE =
∆y2ε2e
aeρ

aW =
∆y2ε2w
awρ

aN =
∆x2ε2n
anρ

aS =
∆x2ε2s
asρ

b =
(ε0C − εC)∆x∆y

∆t
+(εwv

∗
w − εwv∗e)∆y + (εsv

∗
s − εnv∗n)∆x

The lower-case coefficients ae, aw, an ans as are lifted from equation (3.6).
It is important to note here that the coefficients aew and aw are not the
same. When solving equation (3.6) the coefficients for each velocity-node are
calculated, so each of them have their own ae. This coefficient is stored and
retrieved here. So aw is the coefficient ae from (3.6), when (3.6) is applied
to the velocity-node that contains the velocity currently called vxw. The
upper-case coefficients are using the upwind scheme, since it was applied
when calculating the lower-case coefficients.

Correcting the values and checking for convergence

Having found the pressure correction P
′ I can find the pressure P and the

velocities vx and vy from equation (3.7) and (3.10) respectively. If the new
pressure is sufficiently close to the correct pressure the the system advances
to the next timestep. Of course the correct pressure is unknown, so any direct
comparison can’t be made. Instead I check the pressure correction equation.

At the final iteration of the timestep the pressure will be corrected very
litte, being close to having reached a converged value. Looking at (3.11) it
is seen that values of b close to zero will yield a pressure correction that is
close or equal to zero. Therefore the value of b will be used to check for
convergence. Once the value of b at all points are below a given criterion,
the pressure will be treated as converged.
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Figure 3.10: Particle i reaches the top wall, and is moved to a random avail-
able position at the bottom wall

3.4 Periodicity

In most of my simulation I allow the particles to exit the system at one wall
(usually the upper) and appear somewhere long the opposite wall. This is to
study the movement of particles through the system, which can not be easily
done if all the particles congregate by the top wall.

One method that could be used is to say that the top wall is adjecent to
the lower wall, and particles approaching the former will be felt by particles
in close vicinity to the latter. However, that would make the particles appear
along the bottom wall at the same x-coordinate that they exited the top wall,
and depending on the system this could mean that many particles appear
close to each other. If there are only a few places for the fluid and particles
to exit the system the particles will only appear in a few places. This could
give loaded result, and I decided not to use this method.

What I have done instead is to remove any particle that reaches the top
wall from the system, and let it enter the bottom at a random location. The
velocity of the particle is unchanged.

3.4.1 Darcy

In the Darcy method this is quite easy. The method does not depend on the
local densities of the previous step, only the current, so I need only move the
particle.
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for(i = 0; i < n; i++) {
if(r[i][1] > (ny-rad)) { // if the particle touches the wall

do {
xpos = (2+ran2(&idum)*(nx-4)); // Finding a new position for
ypos = rad+rad*.01; // the particle, just over the

// bottom wall
} while(until finding a free location)

}
else{

move as usual
}

}

3.4.2 Simple

In the SIMPLE-method moving a particle from one side of the system to
the other in one timestep is a bit more complicated. As can be seen from
equation (3.11) the pressure-correction equation depends on the change in
density. This puts limitations on how large the timestep can be when the
particles are moving. If I move a particle from one box to another in just
one timestep the fluid mechanics break down, and will not converge.

To avoid this I store how much of a particle is in each box in the x-
direction. Only two boxes and the particles contribution to each is saved,
the box with the center of the particle in it and the box it crosses into in the
x-direction, if any. The reason for this is that once the particle reaches the
top and needs to be moved it will at most be in two different boxes.

The actual moving of the particle is the same as for the Darcy method.
In addition, I have to subtract the particles contributions to the density from
the density of the previous timestep. Once that is done and I calculate the
new void fraction, the current density contributions are added not only to
this timestep, but to the previus.

Figure 3.11 illustrates this. The system is the same as in 3.4. The
left hand side shows the distribution of particles when one of the particles
reaches the upper wall. The density given by this distribution is stored, and
the next timestep it will be ρold. The right hand side shows how I change
the value of ρold to correspond to the new density. I could just set the old
density to equal the new, but that would result in inaccuracies, since some
of the particles are likely to have moved across the borders of the box.
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Figure 3.11: The particle is removed from the saved densities from the pre-
vious timestep, and added in its new position. This ensures no jumps in
density.
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Chapter 4

Testing

In this chapter I will test the two models to see how they behave. Although
they are derived from equations governing the system, I have made assump-
tions and approximtions that might result in differences between the simula-
tions and the behavour of a real life system. I do not have any experiments
to compare with, so the tests will mostly be qualitative observations. First I
will see how wether the fluid force acting on the particles in the Darcy model
is correct, as I in this case can compare it with an analytical value. Then I
will take a look at how a sheet of falling particles behave in both models.

4.1 Fluidforce in Darcy-model
In the Darcy model there is an easy test to see if the forces acting on the
particles from the fluid is correct. The test says that∑

i

Fy = −dPyLx, (4.1)

the sum of the forces in one direction (here the y-direction,
∑

i Fy) equals
the drop in pressure (−dPy) times the width of the system (Lx).

To ensure the validity of the test I set the system up in a specific way,
see 4.1. The pressure difference over the particles has to be the same, and
as I will show later the number of particles per box should also be constant.
Therefore the particles are positioned at the same y-coordinate and at regular
intervals across the system. I use two systems to check for different behavior.
In one system there is only one chain of particle across from wall to wall, and
in the other there is a solid block several chains wide.

For one particle the pressure force is

Fyi = − dP

∆yρ
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Figure 4.1: One of the configurations used to test the pressure force in the
Darcy model. A single chain of particles are places across the width of the
system, L.

with ρ = ρsρg/m being the particle number density. It can also be written
as ρ = Nn

∆x∆y
, where Nn is the number of particles in box n.

The sum of all the forces would be∑
i

Fyi = −Np
dP

∆yρ
= −Np∆x∆ydP

∆yNn

.

Np being the number of particles and Nn being the number of particles
per box Np

Nn
= bnumber, where bnumber is the number of boxes in the x-

direction. Keeping in mind that the length of the system in x-direction
is Lx = bnumber∆x, this yields∑

i

Fyi = −bnumber∆xdP = −LxdPy.

Results

I tested the fluid force for three different system sizes, 40l0, 80l0 and 160l0,
with 20, 40 and 80 particles respectively. For each system size I tested for a
box size of 2l0, 2.5l0,

10
9
l0 and 5l0.

Figure 4.2 shows the results from the simulations run of systems with
a solid block of particles. There is some difference bewteen the systems of
different size, but not much. Furthermore, there appear to be very little
difference between systems of the same size but with different ρmin. With a
system of sufficient density the cuf-off density does not come into play. With
the exception of the values for box-size equal 5l0, I am satisfied with the
results. I believe the fact that there is zero difference for box-sizes of 2l0 and
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Figure 4.2: The difference between the pressure force from the simulation
compared to the analytical force in a system with a solid block of particles
in the middle. The lines with dots are from systems with a cut-off density
ρmin = 0.05. The solid lines are from systems with a cut-off density of ρmin
= 0.25. The x-axis is the size of the boxes I use, in multiples of l0.

4l0, while there is a difference for the box-sizes inbetween, is caused by the
way the particles and boxes are set up. All in all I am confident that the
simulations yield a reasonable pressure force in this case.

Figure 4.3 shows the same comparison, only this time for a system with
a single chain of particles across it. In this case there are clear differences to
be seen. The dotted line shows the results for simulations run with cut-off
density ρmin = 0.05. The difference between the analytical and simulated
pressure forces is never over five percent. The solid line shows the results
for simulations with the cut-off density at 0.25, which is the minimum I can
use due to restraints to the Carman-Kozeny equation. Here the difference,
at the large box sizes, is nearly 25 percent. With few particles present, the
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Figure 4.3: The difference between the pressure force from simulations com-
pared to the analytical force in a system with single chain of particles across
it. The lines with dots are from systems with a cut-off density ρmin = 0.05.
The solid lines are from systems with a cut-off density of ρmin = 0.25. The
x-axis is the size of the boxes I use, in multiples of l0.

cut-off density plays a major part, and the forces felt by the particles are
considerably smaller than they should have been.

It should be noted here that I did not calculate
∑
F directly. Instead,

starting from (4.1) I arrived at

∑ du
′
yi

dt′
=

1

Fr
1

mg
P0dP

′
Lx.

It is clear that in any area where there are few particles the pressure
force will be lower than it should be. This was expected, and can not easily
be avoided. However, it should have little impact in the behaviour of the
system [2]. When there is a high amount of particles in the system the box-
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Figure 4.4: The pressure field in a system like that in figure 4.1, viewed from
the side of the system

size appears to have little effect on the accuracy of the pressure forces, as
seen in figure 4.2. While the difference at box size 5l0 is a bit high, the
other sizes all seem acceptable. I have also had stability problems running
simulations with a box size of 5l0 and greater. As a result all simulations the
Darcy model have a box size of 4l0.

Figure 4.4 show the pressure field yielded by this test, from the system
with a single chain of particles across it. In an otherwise empty pipe with
a limited area of particles I would expect there to be no pressure loss in
the empty area, and a rather large one over the particles. Since I have a
minimum background density I get a steady pressure drop instead. The
figure clearly shows that the drop in pressure is larger over the area of the
particles, between y = 8 and y = 10.

4.2 Falling particles

In this section I will show how the two methods deal with a layer of particles
falling in fluid.

4.2.1 Falling particles

I start out with a box with stationary particles at the sides and bottom acting
as walls. The top does not have any particles, but in neither of the models
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can fluid exit or enter the system at any of the boundaries.

Darcy

Figure 4.5: Particles falling in air in the Darcy model, time t = 40000τ .

In figure 4.5 to 4.8 particles falling in a system governed by the Darcy
model is shown. Behind the particles the pressure field can be seen, with red
as a high pressure and blue as a low pressure. As the particles start moving
they are keeping their relative distance to each other somewhat constant, but
as the figures show the particle front spread out after some time. This could
be caused by the velocity of the particles becoming so great that the fluid is
unable to move the pressure front out of the way. Another factor could be
the fact that the particles and the pressure front are nearing the bottom wall,
with nowhere for the fluid to escape. In the figures high pressure is shown as
red background, and it is clearly seen that the particels are pushing a high
pressure front before them, and leaving a low pressure area behind.

I will now focus a bit more on the pressure field at t = 100000τ , as can
be seen in more detail in 4.9.The particles are shown in 4.10. The point
of interest here is the shape of the pressure field and how it matches the
position and movement of the particles. At the bottom of the system the
areas of highest pressure are following the outline of the particle front. As
the particle front collapses, so does the pressure front, and the particles
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Figure 4.6: Particles falling in air in the Darcy model, time t = 70000τ .

Figure 4.7: Particles falling in air in the Darcy model, time t = 100000τ .

escape down avenues of lower pressure, whilst enclaves of higher pressure get
encircled and slow down the particles above them.
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Figure 4.8: Particles falling in air in the Darcy model, time t = 130000τ .

0 5 10 15 20 25 30
0

5

10

15

20

25

30

 

 

−4

−3

−2

−1

0

1

x 10
−3

Figure 4.9: The pressure field from figure 4.7. The particles are not shown,
to show details of the pressure.
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Figure 4.10: The particles from figure 4.7. The pressure is shown in 4.9.

Simple

Particles falling in the system governed by the SIMPLE-model is shown if
figures 4.11 to 4.14. The fluid velocity is shown as blue vectors. It should
be noted that the velocity field have been multiplied with a factor of 200 to
make it easier to see.

There are several things to comment on in these figures. First is the
fact that the particles spread out to a larger degree. While in the Darcy
system they fell more or less with their relative positions intact for most of
the systems height, in the SIMPLE-system this is not the case. As figure
4.11 and 4.12 show, some of the particles on the front race away from the
others and reach the bottom while other particles have barely moved a small
fraction of the way there.

The Darcy model had no particular behaviour at the walls. That is, the
particles falling near the walls did not act any different than particles in
the middle of the system. This behaviour comes from the calculation of the
pressure. As the particles only affect the pressure with their densities the
presence of the wall particles is not of any major significance. In the SIMPLE-
model the fluid is affected by the average velocity of the particles. Near the
walls this velocity will be lower than in the centre, since the particles on the
wall will drag it down with their contribution. This results in enabling the

51



0 10 20 30 40 50 60 70 80 90 100 110 120

0

10

20

30

40

50

60

70

80

90

100

110

120

Figure 4.11: Particles falling in fluid in the SIMPLE model, at time t =
40000τ .
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Figure 4.12: Particles falling in fluid in the SIMPLE model, at time t =
70000τ .

52



0 10 20 30 40 50 60 70 80 90 100 110 120

0

10

20

30

40

50

60

70

80

90

100

110

120

Figure 4.13: Particles falling in fluid in the SIMPLE model, at time t =
130000τ .
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Figure 4.14: Particles falling in fluid in the SIMPLE model, at time t =
160000τ .
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fluid to more easily flow up along the walls as the particles descend, forcing
the fluid out of the way. Therefore I get strong vertical currents by the walls.

Although the fluidflow is large at the walls, not all the fluid is able to
escape that way. In figures 4.12 to 4.14 there is clearly an area in the middle
of the system with significant vertical flows. As the particle front breaks up
the particles with the greatest speed pull the fluid down with them, helping to
speed up following particles. As this happens a neighbouring area sees fluid
flow back up. In fig 4.13 it is clear to see that there are two main avenues
down which the particles can travel, with upward fluidflow obstructing the
same movement in the middle and along the walls.
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Chapter 5

Permeability

Darcy’s law states that the flux through an area is equal to the permeability
times the pressure drop, divided by the length of the area and the viscosity
of the fluid, see 5.1. q is the flux, κ is the permability, µ is the viscosity and
∇P is the pressure gradient.This law can be used to find the permeability
of a specific system, if one is able to find the pressure and the flux. In this
chapter I will use both models to measure the permeability of systems, and
see if the simulations yield realistic results

q =
κ

µ
∇P (5.1)

5.1 Uneven channel
Before I turn my attention to permeability I will first see how how the models
deal with an easier system, that of an even or uneven channel. First a quick
look at how the models simulate flow in an even channel. I set up a system
with stationary particles as walls on both sides, with openings at the top and
bottom. A fluid flow is then set up, going from the top to the bottom. In the
Darcy model this is achieved by setting a value for the pressure at the top
and the bottom, while in the SIMPLE model I set the flux at these positions
instead, see figure 5.1.

In a laminar flow with no-slip condition at the walls I would expect to find
a parabolic velocity field, the center of the pipe having the highest velocity
and the velocity at the walls being equal to zero. However, the SIMPLE-
model treats the fluid as inviscid except for the fluid-particle interaction.
The Darcy model ignores inertia. With this being the case I expect neither
model to give a parabolic velocity field.

The system governed by the Darcy model is shown i figure 5.2. I have
decided to show it at an angle to accentuate the fact that the pressure field
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Figure 5.1: Drawing of the even channel used in figure 5.2 and 5.3. For
the Darcy model I set up the pressure at the top and bottom, while in the
SIMPLE model I set up the flux.

has a constant gradient, and would give a fluid velocity that is constant
across the pipe, like that of a plug flow. Without changes in density or
average particle velocity the pressure is unaltered. The walls do not increase
the local density above the cut-off for the Carman-Kozeny and therefore have
no influence on the fluid. With the walls not influencing the pressure, the
no-slip condition is not present, and a parabolic velocity field can not be
expected.

In the SIMPLE model the effects of the walls are significant, just as

Figure 5.2: The pressure field in
an even channel, from the Darcy
model.
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Figure 5.3: The velocity field in
an even channel, from the SIMPLE
model.
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Figure 5.4: The velocity field from figure 5.3 zoomed in. It is from the
simulation of fluid going through an even channel using the SIMPLE model.

previously seen with regards to falling particles. As the particles on the
walls have zero velocity they slow down the fluid flow adjecent to them. The
fluid entering the system by the walls is therefore forced to move into the
middle of the pipe. In figure 5.4 one can see that the flow is in fact a bit
slower in the center, due to the fact that this excess ’wallfluid’ not going all
the way into the center of the pipe.

Figures 5.5 and 5.6 show the Darcy model and how its pressure treats an
uneven channel. One thing is important to note: It is not, as previously, the
pressure that is shown as the colored background. It is instead the difference
in pressure once the system has stabilized from the initial pressure, which
looks like the pressure in figure 5.2. The pressure is highest at the bottom,
yielding a fluidfield going in the direction of positive y. There is higher
pressure on the upstream side of every protrusion from the wall, and lower
on the downstream side. Which is in line with what one would expect.

In figure 5.7 I have the same particle configuration in a system governed
by the SIMPLE-model. The fluid field starts at zero and then increases at
the upper and lower wall, with a bit more fluid entering at the bottom and
exiting at the top until an adequately sized current is set up. First I would
like to comment that at the top of the system the fluid is flowing to the
left and right. This I believe is caused by the boundary conditions at the
top, which have the fluid exit equally along the width of the system. At
the bottom I have the inverse behaviour, but a boundary of fluid entering
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Figure 5.5: The pressure field of a fluid going through an uneven channel,
using the Darcy model.

Figure 5.6: The same as figure 5.5, shown at an angle.
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Figure 5.7: The velocity field of a fluid going through an uneven channel,
using the SIMPLE model.

at equal velocity is not unreasonable. I do however expect that relaxing the
boundary conditions at the upper wall would result in the fluid exiting the
system mainly in the middle.

There is comparatively litte fluid flow in the inlets along the walls. These
are merely dead ends, and barely big enough for fluid to both have a point
of entry and of exit, so it is to be expected.

5.2 Darcy model

In the darcy model the permeability is found from the Carman-Kozeny rela-
tion. In this model Darcy flow is included directly, and I would expect the
model to obey Darcy’s law. The pressure is known at any given iteration, but
the flux is not. This can be calculated using Darcy’s law if the permeability
of the system is know. Seeing that it is the permeability I aim to find, that
could pose a problem. Fortunately I do not need to know the permeability
of the whole system to find the flux. If I set up the system to have an area
of known permeability I can use this to find the flux, and the flux being
constant throughout the system I can find the permeability of the interesting
area. See figure 5.8 for how the system is set up.
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Figure 5.8: An example system used to find permeability

So the permeability of the model is found from the Carman-Kozeny rela-
tion,

κ(ρs) =
a2

9K
(1− ρs)3

ρ2
s

. (5.2)

As previously mentioned this relation does not give a reasonable prediction if
ρs < 0.25. This is therefore set as the lowest permitted local wolume fraction.
From figure 5.8 one might assume that the area of known permeability is void
of particles. This is not so. Instead, the fluid feels the presence of particles
distributed evenly in such a fashion that it gives the permeability of the
Carman-Kozeny relation with a ρs = 0.25. Having found the flux in the area
of known permeability by applying Darcy’s law (5.1) I can use this to find
the permeability in the unknown area.

It can be seen in 5.8 that the area for which I find the permeability does
not encompass all the particles. The reason for this is the dependency of the
pressure on the void fraction. If I were to measure the pressure over the entire
area of particles I would include border areas where the density of particles
might not be sufficient to take the local volume fraction above the required
minimum. This can easily happen at a point that only has particles above
or below it. The result would be that the pressure on the borders of the area
would be affected by my cut-off limit on the local volume fraction. There
would be a difference in pressure, and therefore also in permeability, between
having a cut-off of ρs = 0.25 and a cut-off of ρs = 0.15. The difference in
pressure would lead to a difference in permeability. As the area I am looking
at is the same so should the permeability be. In an attemtp to avoid this I
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Figure 5.9: The permeability found from simulations compared with the
permeability given by Carman-Kozeny

have randomly placed particles around the area I am looking at, with about
the same void fraction.

In order to see the effect of background porosity, i.e. the cut-off of ρs,
on the porosity of the area I am interested in, I ran several simulations with
different values for ρs. The points of interest is whether or not the difference
in cut-off value results in a difference in permeability, and also whether the
permeability I find is near the permeability given by Carman-Kozeny. When
calculating the latter I have averaged the porosity of the interesting area and
used this in the Carman-Kozeny equation. The results are shown in figure
5.9.

To begin with the second question: The simulated permeability is close
to the one given by Carman-Kozeny, but not as close as I would like. At
the cut-off value I use in my simulations, ρs = 0.25, the simulated value
for the permeability is approx. 14 % higher than the Carman-Kozeny value.
Some of this might be explained by the variations of uniformity in the media.
However, due to the high particle density I have used in this test there is little
chance of any huge variations. This leads me to conclude that the error has
another source, although I can not tell what that source is.

With regards to the effect of the porosity cut-off value on the permeability,
I would like to refer to figure 5.10. It shows a curve which is strikingly similar
to the simulated permeability in figure 5.9. What it shows is the average
porosity (in the interesting area) as a function of the cut-off porosity. As is
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Figure 5.10: The average porosity as a function of the cut-off porosity

seen, when the cut-off exceeds the limit used by McNamara et al. [2] and
myself, ρs = 0.25, the average porosity drops. This is caused by the fact
that the porosity of the area of particles is, at places, lower than the cut-
off. This clearly results in some unwanted effects. With the cut-off porosity
overriding the actual porosity, I can not count on the simulated permeability
to represent the permeability of the system. This problem would become
even greater if the cut-off was set higher. This could be solved if a higher
particle density was possible, but I have used close to the densest packing of
particles that I could produce with a random distribution.

It would seem that the Darcy model is not a good choice for finding
the permeability of a system. Any lower cut-off than ρs = 0.25 and Carman-
Kozeny is not reliable. Any higher cut-off and the permeability given can not
be trusted, as the cut-off value influences the actual porosity. And with the
cut-off at ρs = 0.25, only systems with a very high density can be examined.
So one would be better off trying to find the porosity of the system and using
it with Carman-Kozeny.

5.3 Simple Model

Darcy’s law (5.1) states that

q =
κ

µ
∇P.
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Figure 5.11: An example system used to find permeability in the SIMPLE
model

In the Simple model, the relation between pressure and fluid velocity is not as
straight forward as in the Darcy model, due to the difference in the particle-
fluid interaction. Therefore it does not give a pressure field that can be
applied to Darcy’s law. It does however give the flux directly.

To remedy this I make use of the relationship between the sum of forces
acting on particles and the fall in pressure over the area the particles are
scattered in, which is found in equation (4.1):∑

i

Fy = −dPyLx.

Replacing the pressure in Darcy’s law with the sum of the forces, the
permeability can be expressed as

κy =
qyµ∆yLx∑

i Fyi
. (5.3)

I now have an expression for the permeability that does not include the pres-
sure, or the porosity. The first point is a necessity to find the permeability
at all, while the absence of the porosity yields other benefits. No dependence
on porosity means that I no longer have to add extra particles around the
interesting area to ensure that the cut-off value on porosity plays any role,
although the fact that the SIMPLE model allows all realistic porosities make
this a somewhat moot point. I have none the less altered the system some-
what, see figure 5.11. I find the sum of the forces by simply adding together
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Figure 5.12: A simulation set up to calculate the permeability. The flux at
the top and bottom are set at fixed values, and the particles are stationary.

the individual forces acting on the particles from the fluid. ∆y is the largest
difference in y−position that can be found among the particles.

Figure 5.13 shows a comparison between the permeability I found in the
simulations and the permeability given from the Carman-Kozeny equation.
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Figure 5.13: Comparison between the permeability from the simulation and
the permeability given by the Carman-Kozeny equation
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Figure 5.14: The ratio of the permeability between the simulation and
Carman-Kozeny

For the Carman-Kozeny equation I had to average the porosity of the system
to find the correct parameters to put in. This could explain some of the
difference in result, but as I did several runs for each porosity I believe that
any error caused by this would not explain the results in figure 5.13.

The permeabilities start out close together, but diverge as the porosity
increases. This is even clearer in figure 5.14, which shows the ratio between
the permeabilities. I have divided the permeability from the simulation with
the permeability from Carman-Kozeny. At a porosity of about 0.73 the
simulated permeability is about 25% larger. At a porosity of about 0.86
is is almost 100% larger, and the relative difference seems to still be growing.

Carman-Kozeny is unreliable for local density fractions lower than 0.25,
or a porosity of 0.75 or higher. At that limit porosity the simulated perme-
ability is approximately 30% higher than Carman-Kozeny predicts. This is a
significant difference, however it shows that equation (5.3) can be counted on
the at least yield ballpark figures, if not complete accuracy. With potential
local variations in density I would say that the simulated permeability at this
porosity isn’t all that bad. Yet again I would like to compare the simulated
permeability with the Carman-Kozeny for lower porosities, but with a two
dimensional system and random placement of the particles I see no way of
achieving this.

I can on the other hand see what happens for higher porosity. It is clear
that the permeability increases more rapid for the simulated permeability
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than for the Carman-Kozeny one, and that the difference becomes larger for
higher porosities. This could indicate that Carman-Kozeny is indeed inac-
curate for high porosities. To arrive at that conclusion I would be forced to
accept the simulated permeability as correct, which is a claim I cannot prove.
All I can say is that the permeability increases with a higher than linear or-
der, and that the permeability from the Carman-Kozeny equation appear to
be smaller, and rising more slowly, than the simulated (and hopefully correct)
permeability.
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Chapter 6

Dispersion

The dispersion of particles is of interest to industry and the study of pollution
[26]. In this chapter I will show how the methods I have tested can be used
to simulate this dispersion, and how they compare to each other.

There are many parameters when studying dispersion, too many for all
permutations to get a thourough examination. The geometry of the system
is obviously of major importance. One could decide to set the density of
the system to a spesific value, but considering the nigh infinite amount of
different geometries the system could take, to do so would be beyond the
reach of this paper. Instead, I have decided to perform the tests in a set
system, with an unchanging geometry. The scales of size and time will be a
bit different as the different methods dictate, but the geometry is set, and is
shown in figure 6.1.
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Figure 6.1: The geometry with which I conduct my dispersion tests
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Figure 6.2: An example of a simulation conducted to examine the dispersion
of particles. This is from the SIMPLE model. The black particles are part of
the pouros medium, the black particles with red around them have not yet
exited at the top, while the rest have exited and reentered at the bottom,
the deep blue being the first to do so.

The parameters of the fluid are in both cases the same as they were in
the previous chapter.

The velocity of the fluid in the case of the SIMPLE-method, and the
pressure in the case of the Darcy-method, is also kept constant throughout
the simulations. What I have varied is the density, or number, of moving
particles. I am more interested in demonstrating how the methods can be
applied to simulations of dispersion and do not expect to break any new
ground with my simulations.

In my simulations the systems start out at rest, with the moving particles
randomly distributed in the media, instead of starting outside the system.
Then a pressure difference is introduced in the case of the Darcy method, and
a velocity field in the case of the SIMPLE-method. These are increased until
they reach a specified maximum value. Once a particle reaches the upper wall
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Figure 6.3: An example from the Darcy model. As with the SIMPLE model,
the black particles are part of the porous medium, the black particles with
red around them have not yet exited at the top, while the rest have exited
and reentered at the bottom, the deep blue being the first to do so. The
background colour indicates the pressure differences, with red being high
pressure and blue being low. See figure 6.4. It should be noted that the axis
do not show number of characteristic lengths l0, as figure 6.2 does, but the
number of boxes. Also, this simulation has a higher number of particles.

it is randomly placed at the lower wall, as described earlier under periodicity.
In addition, the time at which it is moved is saved. The simulation runs until
a particle reaches the upper wall for the second time.

6.1 results

Examples of how the system might develop over time are shown in figures 6.2
and 6.3. The black particles have not reached the top wall yet, and thus are
not of interest. The completely black particles are stationary, and part of the
porous medium. This leaves the colored particles, which have all exited the
system at the top wall and reentered at the bottom. The color indicates the
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Figure 6.4: The pressure from figure 6.3, shown at an angle.

time at which this occured. The deep blue particles were the first to reappear
at the bottom. As can be seen in 6.2, many particles look unlikely to ever
reach the upper wall. They have gotten stuck on the stationary particles,
and are outside the main currents of the fluid.

Figures 6.5 to 6.10 show the results of the simulations. The figures to the
left show how the particles that have reappered at the bottom are spread
throughout the system. The figures to the right is the cummulative spread,
that is the number of particles that have gotten up to a specific y-position
or further.

The first thing to note from the figures is how the similar the results
are for the two models. They follow each other quite closely at all densities,
cummulatively added or not. This is a good thing, as major differences would
indicate that at least one of the models was faulty. Focusing on the figures
to the left displaying the spread of particles, there is a development as the
density increases. At the lower densities there is a gathering of particles at
specific y-values. As seen in figure 6.2, the particles crop up at the front of big
clusters of stationary particles. The higher the density, the less pronounced
these spikes are. This is due to the fact that the more particles, the more
clogging of the various channels will occur. As the starting particles obstruct

70



these to a higher degree, the particles reappearing will be forced to travel in
the open channels, and thus will no longer get stuck. This is the reason that
figure 6.9 shows much smoother curves than figure 6.5.
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Figure 6.5: Spread of particles, to-
tal particles: 1600
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Figure 6.6: Cummulative spread of
particles, total particles: 1600
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Figure 6.7: Spread of particles, total
particles: 2010

  0  30  60  90 120
0

50

100

150

200

250

y−position

N
um

be
r 

of
 p

ar
tic

le
s

 

 
Darcy
SIMPLE

Figure 6.8: Cummulative spread of
particles, total particles: 2010
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Figure 6.9: Spread of particles, total
particles: 2420
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Figure 6.10: Cummulative spread
of particles, total particles: 2420

Results from the disperion simulations
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Chapter 7

Discussion and further work

7.1 Discussion

I have implemented two models for simulating the behaviour of fluidized
beds. The Darcy model is based on the law for conservation of mass, for
both the particles and the fluid. The SIMPLE model uses the momentum
equation for the fluid.

Both models have shown acceptable qualitative behaviour. When faced
with an uneven channel, both present a realistic pressure and fluid velocity
field, for the Darcy and the SIMPLE model respectively. When looking at a
layer of particles falling into the fluid, the ’bubbles’ or Rayleigh-Taylor insta-
bilities Vinningland describes are clearly present, with the particles forming
distinct fingers penetrating the fluid, and the fluid forming bubbles. As men-
tioned, in these simulations there were some differences between the models.
In the Darcy model the fingers were likely to form at the walls. In the SIM-
PLE model, there is an upward current at both walls. This leads to what
might be described as a rotational motion of the fluid in the SIMPLE model.
It would be interesting to see how this behaviour would be in a larger system
where the number of fingers would be greater.

The calculations of permeability shown in chapter 5 are also interesting.
In a 2-D system, the Darcy model is ill-suited as a tool for finding the per-
meability. This is caused by the requirement from Carman-Kozeny to have a
cut-off density. As shown in chapter 5, the permeability calculated from the
simulations varies depending on the value of the cut-off density. This might
not have been a problem had the minimum porosity been set so low that
it hardly ever had to be used to override the actual value. However, with
a minimum value of 0.25, the cut-off density quickly comes into play. Any
2-D system that has areas of no or only a few particles will, when calculating
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permeability and forces, perform these calculations as if more particles are
present. This will lead to a calculated permeability lower than the actual
permeability.

The SIMPLE model has no such limitation on its density. The perme-
ability is not included anywhere in the calculations, and as such I need not
fear the problem of the Darcy model, where requirements on the analytical
calculation of the permeability ironically leads to problems when calculating
the permeability from the simulation. The comparisons between the perme-
ability of the SIMPLE model and that of Carman-Kozeny in chapter 5 is
something that could be expanded on and examined much closer.

7.2 Further work
I have examined two models for simulating fluidized beds. However, since
quite a bit of energy went into implementing the models, the examinations
are lacking in depth. The models have been studied qualitatively, within
the parameters set forth in the source material, McNamara [2] and Tsuji [3].
One of the first things that should be done on further study is to test the
limit of these parameters, and finding out which real world systems could be
simulated using these models.

Both Tsuji et al. and Vinningland et al. [7], the latter using the Darcy
model, have compared the simulations with experiments set up to test the
validity of the models. Tsuji examines the air velocity and the pressure fluc-
tuations quantatively to see if they match with the simulations. Vinningland
uses the Fourier spectrum of the solid fraction field to obtain a characteristic
average wave number. Running the same simulations as Vinningland with
the models I have used would be interesting. He also uses the Darcy model,
but only for the fluid. The particle-particle interactions differ in our models.
That being the case, running simulations of the same system as he did would
be a good way to look for quantitative differences between the Darcy and the
SIMPLE model. In addition it would be a test to see if the particle dynamics
I use have any significant impact on the behaviour.

One thing I have not examined in any detail is the time spent by the two
methods when running a simulation. What I observed running simulation
when trying to calculate the permeability is that the Darcy model takes
about 3-5 times as long as the SIMPLE model. This will of course depend
on the resolution of the grids, and therefore a more detailed examination of
running speed versus accuracy and stability for both models could be useful in
deciding which model is best suited when looking for a specific phenomenon.
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